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1 Introduction

Uncertainty is a common and unavoidable feature of everyday life. Humans make deci-
sions on a daily basis using uncertain information and knowledge about the world. For
example, we make decisions about when to depart from home to get on time to work
based on the traveling time probably needed for the journey. The traveling time can be
estimated with the help of the knowledge acquired over longer periods of time and by
using observations about traffic jams, weather reports, public transportation schedules
etc. The estimate for the traveling time will inherently be uncertain. Given sufficient
knowledge and up to date observations the estimate is likely to be close enough to the
true traveling time to support good decisions. While humans can often make good
decisions under uncertain information in everyday life, the reasoning with uncertainty
required in contemporary applications becomes difficult or even impossible. This is
the case in the crisis management domain, where the reasoning about the states of the
world requires correlation of information obtained from noisy sources dispersed over a
wide area. The correlation requires rich domain knowledge and significant processing
capabilities, which exceed cognitive capabilities of humans. Moreover, the information
can originate from static or ad hoc sensor networks formed at runtime at the location
of interest via mobile sensor platforms, such as sensors mounted on helicopters, etc.
In addition, valuable information can be obtained from humans by using conventional
communication infrastructure, such as mobile phone networks, Internet, etc. The con-
stellations of information sources can be very dynamic and prior to operation we do
not know which information sources are going to supply the system with informa-
tion. Clearly, keeping track of all information sources is manually unmanageable, let
alone, to adequately process the large quantities of received information. To be able to
make swift and high quality decisions in such domains, advanced systems, supporting
sound correlation of massive amounts of heterogeneous and uncertain information, are
indispensable.

In such types of domains it is of paramount importance to make swift and high
quality decisions based on massive amounts of information. Consequently, the need
for mission critical decision support systems that can efficiently obtain and process the
relevant information is indispensable.

This thesis presents part of the researchwithin the Interactive Collaborative Information
Systems (ICIS) project that focuses on the development of techniques formaking complex
information systemsmore intelligent and supportive in decisionmaking. Particularly, in
this thesis the focus is on inference, learning and inaccuracieswith respect toprobabilistic
models that can be used for situation assessment in the targeted domains. Throughout
this thesis we often illustrate important principles with the help of an example from
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10 CHAPTER 1. INTRODUCTION

the crisis management domain. However, most techniques discussed in this thesis are
applicable in a much broader context and are not limited to this particular domain.

1.1 Bayesian networks

The observations in the domains that are considered in this thesis are produced by
stochastic causal processes. For example, a hidden event, like the presence of a toxic
gas, is likely to result in different observations made by chemical sensors and humans.
Such causal processes are associated with significant uncertainties and can efficiently
be captured with Bayesian networks [Pea88, JN07,Nea03,CDLS99]. Bayesian networks
provide a theoretically rigorous, uniform, and compactmapping between hidden causes
and observable events. Through the use of probability theory [DS01] Bayesian networks
encode uncertain relations between events in the domain.

Since humans tend to reason in terms of causal connections Bayesian networks
facilitate intuitive domain modeling by domain experts. Causal Bayesian networks
explicitly describe the causal connections that exist between the events in the domain.
Because of this Bayesian networks are transparentmodels with a clear semanticmeaning
of the variables and relations between the variables in the model. In addition, the
models can be obtained automatically from data by using machine learning techniques
[JN07,Nea03,SGS00,Pea00]. Another advantage of Bayesian networks is that it supports
mathematically rigorous inference methods [LS90, JN07,Nea03,CDLS99,Pea88].

1.2 Modular Bayesian networks

One of the main challenges in the targeted domains is the dynamic nature of the in-
formation sources, i.e. the availability of the information sources changes over time
due to mobility of information sources, possible defects of sensors, etc. Modeling each
possible information source prior to operation is often not desired, since large networks
are computationally more demanding. In addition, the constellation of information
sources is open-ended, i.e. new types of information sources might be added to the
system, such as the installation of a new type of sensor. It is therefore difficult, or even
impossible, to specify a monolithic model capturing all possible information sources
prior to operation. In order to handle the availability of information sources efficiently
a modular approach to Bayesian networks seems appropriate, since modular BNs are
easier to modify in order to capture the changed constellation of information sources in
the domain. Due to the locality of causal relations in Bayesian networks the model is
decomposable into smaller network fragments. Consequently, each fragment captures
an information source with a local Bayesian network that can be integrated into a global
model on the fly. We refer to such a global model as a Modular Bayesian network (Mod-
ular BN). The Modular BN consists of several local BNs that collaboratively solve an
inference task, e.g. the computation of the belief for the presence of a toxic gas.

Different approaches are known in the literature that uses Bayesian networks in a
modular setting [Xia02, PG03, PG04], however, none of these approaches use modular
Bayesian networks to handle volatile information sources. The question is if we can
build decision support systems, based on modular BNs, that can handle the dynamic
nature of information sources. To be able to answer this we must consider various
aspects of Bayesian networks which resulted in the following questions:
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• How can we efficiently achieve globally correct inference in Modular BNs if the
constellations of processing modules change during the operation?

• Howdowemake sure thatModular BNs correctly capture the dependencies in the
underlying probability distributions, especially the inter-module dependencies?
Moreover, can we learn the inter-module dependencies if they are missing in the
model and what is needed for this?

• How is the inference quality affected in case of structural model inaccuracies? In
other words, how robust is the system against inaccuracies in the description of
causal relations between the used variables?

1.3 Inference in Modular Bayesian Networks

For the domains that are considered in this thesis the computation of precise beliefs is
important for reliable state estimation. Therefore, an exact inference method is used
to compute beliefs over variables of interest, as opposed to, an approximate inference
method [Pea88,MWJ99], where computed beliefs can deviate significantly from the true
beliefs. Exact inference methods require tree-like probabilistic structures in order to
support correct inference [Pea88]. Probabilistic structures that are non-tree, i.e. the
structure contains cycles, need to be converted (compiled) to a tree-like structure. This
conversion can be accomplished efficiently through the use of, so called, clustering
methods [Pea88], like junction trees [LS90, JN07, Nea03, CDLS99]. In these methods
variables in the Bayesian network are ’intelligently’ grouped together to form hyper
variables, i.e. clusters of variables, such that the collection of hyper variables and the
dependencies between the hyper variables form a tree. In other words, a non tree-
like structure is converted into a secondary probabilistic structure that supports exact
inference. In order to build correct secondary probabilistic structures full knowledge of
the domain’s variables and dependencies between these variables is required.

Formodular BNs, corresponding tomultiply connected BNs, similar secondaryprob-
abilistic structures spanning multiple modules are often used, such as Linked Junction
Forests [Xia02, XPB93]. In [Xia02] it is shown that several conditions are required in
order to support globally coherent inference in modular BNs. One important condition
is that the set of BN modules can be constructed into a modular BN that corresponds
to a hyper tree. When the modular BN corresponds to a hyper tree it supports correct
marginalization of the variables in the BNmodules. In this thesis, we focus on modular
BNs that can adapt to changing constellations of information sources on the fly, i.e. we
do not know, in general, the full model prior to operation. Additionally, we do not
have any control over which of the local BNs join the Modular BN and, therefore, this
might introduce the following problems: (i) the structure and parameters of other local
BNs might not be directly accessible or the internal variables of local modules might
be private, i.e. local modules cannot be redesigned such that the hyper tree property is
satisfied; (ii) the constellation of local BNs in the Modular BN might change to quickly
to allow timely compilation of secondary probabilistic structures. These problems ask
for a different approach to exact inference in Modular BNs. In this thesis we discuss
an exact inference method for Modular BNs that requires no centralized configuration
and control. In addition, no secondary probabilistic structures spanning multiple lo-
cal BNs have to be compiled, which allows flexible configuration at runtime; i.e. the
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resulting inference systems support hot swapping and plugging of local BN modules.
This is achieved through targeted instantiations of variables such that the hyper tree
condition is satisfied. With the help of design and assembly rules for local BN modules it
can be shown that posteriors computed from the Modular BN are identical to posteriors
computed from the corresponding monolithic model of the Modular BN.

1.4 Verification of Inter-module Dependencies

Adequatemodeling of direct causal dependencies between variables in theModular BN
is critical for achieving correct inference. In principle, a Modular BN implemented by
a set of collaborative BN modules must capture all dependencies between variables in
the domain’s model correctly. It is plausible to assume that locally, i.e. within local BN
modules, all dependencies are correctly captured, because such models are designed
by a single designer who can run controlled experiments to discover the dependence
structure between all variables in the local model. However, local correctness does
not guarantee global correctness in a modular BN. Especially in systems that are com-
posed of different modules from different designers. Therefore, it is likely that certain
dependencies are overlooked in the design process. While a local model from a de-
signer’s perspective might perfectly capture relations over a set of local variables, it
might not support correct inference in an assembled Modular BN due to an omission of
an important link (dependency) between the variables involved in different modules.

In this thesis we present a method that can detect and discover (i.e. learn) missing
inter-module dependencies, i.e. dependencies between variables in different local BNs.
The presented approachmakes use of independence tests between variables in a similar
manner as do common structure learning approaches [SGS00,Pea00]. In general, these
approaches are used to learn dependencies between a set of variables from ’scratch’
and are limited to rather small models due to computational complexity. While the
presented method is derived from such methods, it has been adapted to a different
class of problems. It is geared toward the detection of missing dependencies between
variables from different BN modules in Modular BNs. In such settings, data driven
dependence detection and discovery are tractable and of practical importance. By
considering the local correctness of modules and by exploiting the theory on BNs the
complexity of the detection and discovery algorithm of inter-module dependencies
can be reduced significantly. The proposed methods are particularly suitable for the
verification of modular inference systems in which Modular BNs are gradually built out
of basic modules.

1.5 Model Inaccuracy

Modeling realworld events can be a challenging problem. The Bayesian networkmodel-
ing framework can be very helpful in capturing the events and relations between events
in some application domain efficiently. Especially, if the relations, i.e. dependencies, are
linked to causal relations. Causal models are often easier to construct, since the depen-
dencies in the model have clear semantical meaning and are more vividly accessible to
the mind. In addition, humans tend to reason in terms of causal connections [Pea00]
which makes the modeling intuitive. Nevertheless, models are abstractions associated
with significant uncertainties as it is often difficult or even impossible to construct mod-
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els that perfectly capture the true processes in the real world [Ste02]. The designers
inevitably make mistakes and usually there is not enough data to create perfect mod-
els through machine learning techniques. In Bayesian networks two types of mistakes
can be made, namely mistakes in parameters and structure. In this thesis we focus on
structural inaccuracies in BNs.

The investigation on structural inaccuracies in BNs is not exhaustive, since there
are myriad structural inaccuracies in BNs possible. Instead, two structural model in-
accuracies are discussed that are relevant for an important class of problems in crisis
management, such as, the monitoring domain. We specifically focus on model inac-
curacies caused by different types of confounding variables [Pea00, SGS00], i.e. hidden
common causes of two or more variables. Identification of confounding variables is
difficult as well as determining the influences of such causes on other variables [KF09].
Therefore, confounding variables remain unnoticed or are deliberately left out of the
model to simplify the modeling process. For example, a designer of a sensor is aware
of the dependencies between the components of the device, but may not have the re-
sources to precisely determine all the parameters needed for the model. In this case,
simplifications in the model can be introduced through the omission of certain vari-
ables. We investigate the effect of confounding variables on probabilistic inference and
classification performance in specific models.

Next, in a case study, a gas detection model from the monitoring domain is inves-
tigated. Due to domain complexity often confounding variables are present in such
models, due to the lack of data or to simplify the modeling process. These model
inaccuracies are analyzed by considering the effect on the overall classification perfor-
mance with respect to gas detection. As it turns out, under specific conditions, certain
structural model inaccuracies do not have a significant influence on classification perfor-
mance. Additionally, the impact ofmodel inaccuracies on classification performance can
be reduced or compensated by increasing the number of different information sources
used for gas detection.

1.6 Distributed Perception Networks

The work presented in this thesis is relevant for Distributed Perception Networks (DPNs)
[PdOM+08,PMN04,PdOMH06,MP06]. ADPN is amulti-agent system [JSW98,Woo02] for
the fusion of very heterogeneous information obtained fromsensors, humans, databases,
etc. basedonModular BNs. DPNs canadapt to the changing constellationof information
sources during operation. Currently, a prototype of a DPN is evaluated with real world
data about gas anomalies in the air obtained by DCMRMilieudienst Rijnmond. DCMR
Milieudienst in Rijnmond is an environmental agency thatmonitors the environment for
any gas anomalies that might be hazardous for people living in the Rotterdam harbor
area. Therefore, this agency is very interested in a decision support system that can
help them to detect gas anomalies and discover the possible gas leak sources, such as,
factories [PGdO10].

1.7 Thesis Layout

In the next chapter we start with an overview of basic probability theory and Bayesian
networks. We discuss a general inference and learning method for Bayesian networks.
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In Chapter 3 we discuss how Modular Bayesian networks can be build from local
Bayesian networksmodules through design and assembly rules. In addition, we discuss
how inference can be performed in Modular Bayesian networks. In Chapter 4 we
address the verification of the correctness of Modular Bayesian networks. We discuss a
detection and a discovery algorithm for inter-module dependencies, i.e. dependencies
between different Bayesian network modules. Through several experiments we show
the effectiveness of these algorithms for the verification of Modular Bayesian networks.
In Chapter 5 we discuss basic model inaccuracies and their relation to inaccuracies
in models for the crisis management domain. Finally, in Chapter 6 we present the
conclusions of this thesis and future research.



2 Basic Principles

In this chapter we review basic theoretical aspects of probability theory and Bayesian
networks. This chapter is essential for the understanding of subsequent chapters in this
thesis. In Section 2.1we briefly review some fundamental concepts of probability theory.
In Section 2.2 some basics with respect to Bayesian networks are discussed and, also, in
this section we discuss factor graphs and its relation to Bayesian networks.

2.1 Fundamentals of Probability Theory

In this section we will give a concise overview of the fundamentals of probability theory
and introduce the basic terminology and notation. For a comprehensive overview of
probability theory consult [DS01].

2.1.1 Random Variables and Probabilities

Any type of stochastic process where the outcome is uncertain is referred to as an
experiment. All possible outcomes of an experiment are called the sample space. We
assume that all the outcomes in the sample space are mutually exclusive. That means
that any experiment will end up in one of the possible outcomes in the sample space.

A subset of the sample space is called an event. We say that an event is true when
the outcome of the experiment is an element of the event. Generally, a random variable X
is a real-valued function that is defined on the sample space. In a particular experiment
a random variable X would be a function that assigns a real number xi to each possible
outcome of that experiment. However, in this thesis we only consider discrete random
variables that are finite. That means that a discrete random variable X can only take a
finite number n of different values x1, . . . , xn. Each value xi random variable X can take,
is called a state of variable X and the set of all states of random variable X is called the
domain of X, i.e. Dom(X) = {x1, . . . , xn}. Note that, the set of all states must be mutually
exclusive and exhaustive to ensure that the random variable is always exactly in one of
its states.

To each state x of random variable X we can assign a belief or probability P(X = x) =
p(x), where p(x) is called a probability (mass) function. In this thesis we denote the belief of
some state x of a random variable either by P(X = x) or p(x). The probability P(X = x) is a
measure of uncertainty about how likely state xmaterializes. P(X) is called a probability
distribution over variable X. Since we are only dealing with discrete random variables
the probability distribution of X is discrete, i.e. P(X) is a discrete probability distribution.

15
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Each probability defined for a random variable must satisfy the three axioms of
probability theory, i.e.

∑

i P(X = xi) = 1, P(X = xi) ≥ 0 and P(X = xi ∨ X = x j) = P(X =
xi) + P(X = x j), where states xi and x j are mutually exclusive and P(X = xi ∨ X = x j)
means the probability of either xi or x j occurring.

The probability of a joint outcome of different experiments can be expressed by
a joint probability distribution (JPD) of two or more variables. For example, the JPD
P(V), where V = {X,Y}, assigns a probability to the joint events (xi, y j), where xi ∈
Dom(X) and y j ∈ Dom(Y). The domain of the variables V = {X,Y} is Dom(V) =
{(x1, y1), (x2, y1), . . . , (xn, ym)}, i.e. the Cartesian product of the states in Dom(X) and
Dom(Y).

2.1.2 Probability Calculus

Oftenwemight be interested in the conditional probabilityof variableX given that variable
Y materialized. Conditional probabilities are denoted by P(X|Y), where

P(X = x|Y = y) =
P(X = x,Y = y)

P(Y = y)
(2.1)

and conditioning on a third variable Zwe get

P(X = x|Y = y,Z = z) =
P(X = x,Y = y|Z = z)

P(Y = y|Z = z)
. (2.2)

From a JPD P(X,Y) we can compute a marginal probability distribution P(Y) with:

P(Y = y) =

n
∑

i=1

P(X = xi,Y = y). (2.3)

The summation in Equation (2.3) is calledmarginalization or, also,marginalize variable
X out of the JPD P(X,Y) by summing over all states xi ∈ Dom(X), i.e. {x1, x2, . . . , xn}.

Since P(X = x,Y = y) can be written as P(X = x,Y = y) = P(Y = y|X = x)P(X = x) or
P(X = x,Y = y) = P(X = x|Y = y)P(Y = y) we have the following equivalence

P(X = x|Y = y)P(Y = y) = P(Y = y|X = x)P(X = x) (2.4)

from which we can derive Bayes’ rule

P(Y = y|X = x) =
P(X = x|Y = y)P(Y = y)

P(X = x)
. (2.5)

Bayes’ rule shows the relation between the conditional probability of Y given X and
the conditional probability of X given Y. This rule is very important for updating beliefs
given that certain states of variables are known.

2.1.3 Independence Between Variables

Two variables are independent if knowing the state of one variable does not change the
probabilities of the other variable. Formally we can define independence as follows:
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Definition 2.1 (Independence). Two random variables X and Y are independent, denoted as
(X y Y)P, if the following equation holds:

P(X = x|Y = y) = P(X = x) (2.6)

and, therefore, we also have

P(X = x,Y = y) = P(X = x)P(Y = y) (2.7)

for all combinations x and y.

Equation (2.7) follows from (2.6), because following (2.1) we have P(X = x,Y = y) =
P(X = x|Y = y)P(Y = y), where P(X = x|Y = y) is equal to P(X = x) as in (2.6).

Two variables can also be conditionally independent [Daw79]

Definition 2.2 (Conditional Independence). Two random variables X and Y are condition-
ally independent given variable Z, denoted as (X y Y|Z)P, if the following equation holds:

P(X = x|Y = y,Z = z) = P(X = x|Z = z) (2.8)

for all combinations of x, y and z. Also the following equation holds:

P(X = x,Y = y|Z = z) = P(X = x|Z = z)P(Y = y|Z = z) (2.9)

for all combinations of x, y and z.

Note that (2.9) can be derived from (2.8), because P(X = x,Y = y|Z = z) = P(X =
x|Y = y,Z = z)P(Y = y|Z = z) following (2.2), and P(X = x|Y = y,Z = z) = P(X = x|Z = z)
following (2.8).

2.1.4 Testing Independence between Variables

If we know the probability distribution P(V) and want to determine if variables X ⊂ V
are independent of variables Y ⊂ V given Z ⊂ V we can use Definition 2.2 directly.
I.e. we can compute the distributions P(X|Y,Z) and P(X|Z) from P(V) and test for each
configuration (x, y, z), where x ∈ Dom(X), y ∈ Dom(X) and z ∈ Dom(Z), respectively,
if p(x|y, z) = p(x|z) holds. If that is the case for all configurations then variables X are
conditionally independent of variables Y given variables Z.

An alternativeway to test independence betweenmutually exclusive sets of variables
X and Y is through mutual information [Pea88,CT91]:

I(X,Y) =
∑

x∈Dom(X)

∑

y∈Dom(Y)

p(x, y) log
p(x, y)

p(x)p(y)
. (2.10)

To test conditional independence betweenmutually exclusive sets of variablesX and
Y given Zwe can use the conditional mutual information [Pea88,CT91]:

I(X,Y|Z) =
∑

x∈Dom(X)

∑

y∈Dom(Y)

∑

z∈Dom(Z)

p(x, y, z) log
p(x, y|z)

p(x|z)p(y|z)
. (2.11)
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Whenever I(X,Y) = 0 in (2.10) or I(X,Y|Z) = 0 in (2.11) variable sets X and Y are
considered (conditionally) independent (given Z).

In addition to (2.10), independence between two variables can also be tested with
the normalized mutual information [SG02]:

Ī(X,Y) =
I(X,Y)

√

H(X)H(Y)
, (2.12)

where H(X) and H(Y) are the entropies [CT91] of variables X and Y, respectively. I.e.

H(X) = −
∑

x∈Dom(X)

p(x) logp(x) (2.13)

H(Y) = −
∑

y∈Dom(Y)

p(y) log p(y) (2.14)

Entropy is a measure of uncertainty of a random variable or set of random variables.
Moreover, the corresponding normalized conditional mutual information is com-

puted with

Ī(X,Y|Z) =
I(X,Y|Z)

√

H(X|Z)H(Y|Z)
, (2.15)

where H(X|Z) and H(Y|Z) are conditional entropies [CT91] of X given Z and Y given Z,
respectively.

H(X|Z) = H(X,Z) −H(Z) (2.16)

H(Y|Z) = H(Y,Z) −H(Z), (2.17)

where H(X,Z) = −
∑

x,z p(x, z) logp(x, z) and H(Y, |Z) = −
∑

y,z p(y, z) logp(y, z), similarly
as in (2.13) and (2.14).

2.2 Bayesian networks

A Bayesian network (BN) [Jen01,Xia02,Pea88] is an efficient graphical representation of
a joint probability distribution (JPD) P(V) over a set of random variables V. A BN is
represented by a tuple (G,P), where G = (V,E) is a Directed Acyclic Graph (DAG). The
set V is a set of variables represented as nodes. We use the term variable to denote both
the node in the DAG and the corresponding random variable the node represents. Set E
represents a set of directed edges (Xi,X j), where Xi ∈ V and X j ∈ V. Each (Xi,X j) is an
ordered set such that a directed edge originates fromXi toX j in the DAG, i.e. Xi → X j. P
is the set of conditional probabilities P(Xi|Pa(Xi)) for all Xi ∈ V, where Pa(Xi) represents
the parent variables of Xi in DAG G.

For example, consider the DAG G = (V,E) in Figure 2.1, where V = {X1,X2, . . . ,X6}

and directed edges E = {(X1,X3), (X2,X3), (X2,X4), (X3,X5),
(X3,X6), (X4,X6)}. Note that G has a loop, namely X2 → X4 → X6 ← X3 ← X2. However,
this loop is acyclic, i.e. it is not a directed loop (cycle)1. The loop in the DAG in Figure 2.1

1In this thesis we assume that cycles are directed loops in DAGs. In undirected graphs, however, a cycle
is the same as a loop, since there is no directionality.
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X1 X2

X3 X4

X5 X6

Figure 2.1: Directed Acyclic Graph G

would be a directed loop or a cycle if the directionality of the edges between X2 and X4,
and X4 and X6 are reversed.

A DAG is used to represent conditional independencies between variables in some
probability distribution through theMarkov condition [SGS00]: every variable in aDAG is
conditionally independent of every non-descendant variable given its parent variables.
The Markov condition is formally defined as follows:

Definition 2.3 (Markov Condition). Let G be a DAG over a set of variables V and P(V) be a
JPD over V. G and P(V) satisfy the Markov Condition if and only if for every Xi ∈ V Xi is
independent of V\(Desc(Xi) ∪ Pa(Xi)) given Pa(Xi), whereDesc(Xi) are the descendants of Xi

in G.

Note that,V\(Desc(Xi)∪Pa(Xi)) denotes the set difference between the set of variables
V andDesc(Xi)∪Pa(Xi). This means the set of all variables inV except those that appear
in Desc(Xi) ∪ Pa(Xi).

With the help of the Markov condition in Definition 2.3 we can show the efficiency
of BNs to represent a JPD. Assumewe have the JPD P(V) whereV contains the variables
in DAG G shown in Figure 2.1. By repeatedly using Equation (2.1) we can rewrite P(V)
as follows

P(V) = P(X6|X1,X2,X3,X4,X5)P(X5|X1,X2,X3,X4)P(X4|X1,X2,X3)

· P(X3|X1,X2)P(X2|X1)P(X1)
(2.18)

Let’s assume that G and P(V) satisfy the Markov condition defined in Definition 2.3.
Due to this condition we have the following equivalences of some of the terms in
Equation (2.18)

P(X6|X1,X2,X3,X4,X5) = P(X6|X3,X4) (2.19)

P(X5|X1,X2,X3,X4) = P(X5|X3) (2.20)

P(X4|X1,X2,X3) = P(X4|X2) (2.21)

P(X2|X1) = P(X2) (2.22)

and, consequently, we can rewrite Equation (2.18) as

P(V) = P(X6|X3,X4)P(X5|X3)P(X4|X2)P(X3|X1,X2)P(X2)P(X1) (2.23)
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Pa(Xi)
1 · · · m

1 p1,1 · · · p1,m

Xi

...
...

. . .
...

n pn,1 · · · pn,m

Table 2.1: CPT of P(Xi|Pa(Xi)). Each column must sum to unity, i.e.
∑n

i pi, j = 1, where 1 ≤ j ≤ m.

Equation (2.23) is also known as the chain rule for BNs [Jen01] and can be written, in
general form, as:

P(V) =
∏

i

P(Xi|Pa(Xi)) (2.24)

Clearly, due to the Markov condition, we can compute the JPD P(V) by only consid-
ering the terms on the right hand side of Equation (2.23). For the BN (G,P) with DAG
G in Figure 2.1 it is sufficient to store the conditional probabilities of the right hand side
of Equation (2.23) in P. The JPD P(V) can be obtained by multiplying the conditional
probability distributions in P. Moreover, the number of parameters required to repre-
sent P(V) through the conditional probability distributions in P is significantly smaller
than the number of parameters that are required to represent P(V) directly. Conditional
probabilities of a BN are often represented through conditional probability tables (CPTs) as
shown in Table 2.1.

2.2.1 Causal Models

The DAG in Figure 2.1 shows dependencies between variables through directed edges.
Statistically, these directed edges correspond to associations or correlations between the
variables. In practice, however, the directed edges in BNs often represent causal relations
between events, i.e. there exist a causal or chronological ordering on the variables in
the DAG. For example, for the variables in Figure 2.1 we have the causal ordering
{X1,X2,X3,X4,X5,X6} which means that variable X3 can never be an ascendant of X1

in the DAG, because X3 appears after X1 in the ordered list of variables. In this case
variable X1 causes X3 and, therefore, we cannot have a directed edge from X3 to X1.

There are several advantages to build DAG models based on a causal ordering on
the variables instead of an associational ordering when considering causal domains,
namely:

• the decisions required to build models are more meaningful and reliable. A quote
taken from [Pea00]:

”Dependencies that are not supported by causal links are considered odd and
spurious and are even branded ’paradoxical’”

• the model encodes causal information between the variables in the domain and
not merely associational information. The causal information in the model is
helpful in order to assess how variables behave in case of external changes in
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the environment. Also, the model can easily be modified to represent the new
situation in case of external changes in the environment.

In this thesis we target causal domains and, therefore, we always consider directed
edges in BNs to have a causal interpretation.

2.2.2 D-separation

BNs explicitly capture conditional independence between random variables. Con-
ditional independencies are represented through the graphical notion of d-separation
[Jen01, Xia02, Pea88,Coo99,Nea03] relations in DAG G. Before we give a precise def-
inition of d-separation we first define the terms path, active path and collider. A path
ρ in graph G is an ordered set 〈X1,X2, . . . ,Xn〉 such that for each {Xi,Xi+1}, either the
directed edge (Xi,Xi+1), i.e. Xi → Xi+1, or (Xi+1,Xi), i.e. Xi+1 → Xi is in G. The ordered
set 〈X j,X j+1,X j+2〉 is called a converging connection if the directed edges X j → X j+1 and
X j+1 ← X j+2 are in G; a serial connection if the directed edges X j → X j+1 and X j+1 → X j+2

are in G and a diverging connection if the directed edges X j ← X j+1 and X j+1 → X j+2 are
in G. A variable Xi is a collider in a path ρ = 〈X1,X2, . . . ,Xn〉 in graph G if 1 < i < n and
〈Xi−1,Xi,Xi+1〉 is a converging connection on ρ in G.

Definition 2.4 (Active Path). A path ρ = 〈X1,X2, . . . ,Xn〉 is an active path given the
observed variables Z in DAG G if each variable Xi on the path either satisfy one of the following
conditions:

1. Xi is not a collider and Xi < Z;

2. Xi is a collider and either Xi ∈ Z or any descendants of Xi are in Z, i.e. X j ∈ Desc(Xi)
and X j ∈ Z.

With these graph theoretical terms we can define d-separation:

Definition 2.5 (D-Separation). Let X,Y and Z be three mutually exclusive subsets of variables
from DAG G, then Z d-separates X from Y, denoted by (X y Y|Z)G, if there exists no active
path between any node in X and any node in Y.

Consider the example in Figure 2.2 taken from [Jen01]. As mentioned before, in
a DAG three types of connections can be distinguished, namely, serial, diverging and
converging connections. In Figure 2.2a a serial connection is shown which represents a
situation where the rain fall will influence the water level and, consequently, the water
level can result in flooding. If we know the state of the water level then any new
information about the rain fall will not tell us anything new about flooding, i.e. rain
fall is conditionally independent of flooding given the water level. In order to represent
this conditional independence the randomvariableRain f all is d-separated from random
variable Flooding given that we know the state of random variable WaterLevel. These
relations can be represented by a serial connection. In Figure 2.2b a diverging connection
is depicted. In this figure the sex of a person tells us something about his or her
hair length and stature. If we know the sex then any new information about the hair
length will tell us nothing more about the stature. In other words, the hair length is
conditionally independent of the stature given sex. In order to represent this conditional
independence random variableHairLength is d-separated from random variable Stature
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Rainfall WaterLevel Flooding

(a) Serial Connection

Sex

HairLength Stature

(b) Diverging Connection

Salmonella Flu

Nausea

Pallor

(c) Converging Connection

Figure 2.2: Different types of connections in a DAG.

if we know the state of random variable Sex. These relations can be represented with
a diverging connection. In addition to the serial and diverging connection there is also
the converging connection shown in Figure 2.2c. In this figure both salmonella and
flu causes nausea, while nausea causes pallor. Contrary to the serial and diverging
connection, if we know the state of nausea or pallor then any new information about
salmonella will tell us something about flu. In other words, salmonella is marginally
independent of flu. For example, if we know that a person has nausea, but does not have
the flu then it is more likely that the person has salmonella. In this case random variable
Salmonella is d-separated from random variable Flu if we do not observe the state of
random variables Nausea and Pallor. Note that Nausea is a collider in the converging
connection Salmonella→ Nausea← Flu.

2.2.3 Factor Graphs

Since a BN represents a factorization of some global function (see Equation (2.24)), i.e. a
factorization of a JPD, it can be translated to a factor graph [KFL01,Bis06]. Factor graphs
can be used to graphically represent the JPD of some BN as a factorization of CPDs
(factors).

Definition 2.6 (factor graph). A factor graph is an undirected bipartite graph of variable
nodes (denoted as circles/ovals), and factor nodes (denoted as squares) that are used to graph-
ically represent a global function as a product of ’local’ functions, each of which depends on a
subset of the variables. Such a visualized factorization expresses which variables are arguments
of which local functions.

For example, if V is the complete set of variables and f (V) is the global function
over V that corresponds to the JPD P(V), then we have a factorization f (V) =

∏n
i fi(Vi),
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f1 f2

X1 X2

f3 f4

X3 X4

f5 f6

X5 X6

(a)

f1 f2

X1 X2

f ′3 f ′
4

{X3,X4}

f ′5 f ′6

X5 X6

(b)

f1 f2

X1 X2

f3,4

{X3,X4}

f ′5 f ′6

X5 X6

(c)

Figure 2.3: (a) a factor graph of the BN shown in Figure 2.1; (b) the resulting factor graph after grouping
the variable nodes X3 and X4; (c) and the resulting factor graph after also grouping the factor nodes f3
and f4.

where Vi ⊆ V are subsets of variables, and fi are the factors that correspond to the
conditional probability distributions P(Xi|Pa(Xi)). In the bipartite graph each factor
node fi is connected to exactly those variable nodes that correspond to variables in Vi.
Figure 2.3a shows such a factor graph corresponding to Figure 2.1. Local functions in
this graph are

f1(V1) = P(X1)

f2(V2) = P(X2)

f3(V3) = P(X3|X1,X2)

f4(V4) = P(X4|X2)

f5(V5) = P(X5|X3)

f6(V6) = P(X6|X3,X4)

(2.25)

Note that the multiplication of the factors in Equation (2.25) is the JPD in Equa-
tion (2.23). Moreover, the same JPD can be represented by different factor graphs, since
multiple factors can always be combined into ’larger’ factors through multiplication.
For example, in Figure 2.3b and Figure 2.3c the variable nodes and factor nodes are
combined, respectively.

2.2.4 I-maps and Faithfulness

BNs explicitly represent conditional independence between variables in some DAG G.
Therefore, eachd-separation inG should correspond to a valid conditional independence
relation in the underlying probability distribution P(V). In other words, G must be an
I-map [Pea88] of P(V):

Definition 2.7 (I-map). Let’s assume a JPDP(V) and the correspondingDAGG = (V,E). G is
an I-map of P(V) if each represented d-separation (X y Y|Z)G in DAG G, where X ⊆ V, Y ⊆ V
and Z ⊆ V are mutually exclusive, corresponds to conditional independency (X y Y|Z)P in
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P(V), i.e. the following implication must be true for all mutually exclusive subsets X,Y,Z ⊆ V:

(X y Y|Z)G ⇒ (X y Y|Z)P (2.26)

Note that, the implication in (2.26) does allow us tomodel direct dependencies—two
variables that are directly dependent cannot be made independent by conditioning on
any other variable in the domain —between nodes in G which are not true in P(V).
Thus, the model can contain superfluous dependencies. However, in such a case we still
capture all dependencies in P(V) and the true distribution can be correctly encoded.

Ideally, no superfluous dependencies are captured by the model. In other words,
every conditional independence in P corresponds to a certain d-separation inG and vice
versa.

Definition 2.8 (Faithfulness). Let’s assume a JPD P(V) and the corresponding DAG G =
(V,E). DAG G and JPD P(V) are faithful to each other if each represented d-separation
(X y Y|Z)G in DAG G, where X ⊆ V, Y ⊆ V and Z ⊆ V are mutually exclusive, corresponds
to a conditional independency (X y Y|Z)P in P(V) and vice versa, i.e. the following equivalence
must be true for all mutually exclusive subsets X,Y,Z ⊆ V:

(X y Y|Z)G ⇔ (X y Y|Z)P (2.27)

Whenever Equation (2.27) holds we say that P(V) is faithful [SGS00] to DAG G and
vice versa (or G is a perfect map [Pea88] of P). If a probability distribution is faithful
then there exist a DAG G for it that faithfully represents all (conditional) dependencies
and independences between the variables in this probability distribution. In this chapter
we only assume faithful probability distributions.

For example, assume a probability distribution P that can faithfully be represented
by an undirected non-chordal graphG∗ shown in Figure 2.4a. A non-chordal graph is an
undirected graph that has at least one cycle spanning 4 or more nodes. A chordal graph,
on the other hand, contains only cycles spanning 3 or less nodes. The non-chordal
graph in Figure 2.4a asserts two independence relations, namely (A y D|{B,C})P and
(B y C|{A,D})P. There exists no DAG that can faithfully represent P, because DAGs
cannot capture non-chordal dependencies [Pea88]. To illustrate this assume we use
DAG G1 shown in Figure 2.4b to represent P. G1 asserts the independence relations
(A y D|{B,C})P, but not (B y C|{A,D})P. The converging connection B → D ← C
represents thed-separation (B y C|A)G andnot thedesired (B y C|{A,D})G. Conditioning
onDwill no longer d-separateB andC (seeDefinition 2.5). G2 in Figure 2.4c, on the other
hand, asserts conditional independence (B y C|{A,D})P, but not (A y D|{B,C})P. Here,
also, the converging connection A → C ← D represents the d-separation (A y D|B)G
and not the desired (A y D|{B,C})G. In other words, conditioning on C will no longer
d-separateA andD. Nomatter how the edges are oriented there is no way to assert both
(A y D|{B,C})P and (B y C|{A,D})P simultaneously in a single DAG. However, we could
add a directed edge betweenvariablesB andC, i.e. B→ C in graphG1 to obtainG3 shown
in Figure 2.4d, for example. G3 only asserts the independence relation (A y D|{B,C})P
and, consequently, G3 is called an I-map (instead of a perfect map) of P. In other words,
no represented conditional independency (d-separation) is not true in P and therefore
G3 is an I-map w.r.t. the underlying probability distribution P. I.e. Equation (2.26) is
satisfied. The opposite is not true, however, i.e. the conditional independencies in P are
not all shown as d-separations in G3. Hence Equation (2.27) is not satisfied.
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Figure 2.4: Representing non-chordal dependencies with a DAG.

2.2.5 Markov Blankets

A variable X can be rendered independent of all other variables in the network by only
considering instantiations of variables in the Markov Blanket [Pea88,Nea03]. In other
words, variable X is conditionally independent of all other variables in the network
given the Markov Blanket.

Definition 2.9 (Markov Blanket). Given a JPD P(V) over a set of variables V and a variable
X ∈ V, then the set Z ⊂ V is a Markov Blanket of X, denoted by BL(X), when the following
condition holds:

({X} y V\(Z∪ X)|Z)P, (2.28)

where V\(Z ∪ X) denotes the remaining variables in V. In other words, X is conditionally
independent of any other variable in V given Markov Blanket Z.

It turns out that the Markov blanket can directly be found in a DAG G if G is an
I-map w.r.t. the underlying probability distributions shown in the next proposition:

Proposition 2.1 (Markov blanket). Suppose the DAG G = (V,E) is an I-map w.r.t. the JPD
P(V) then theMarkov Blanket BL(X) of a variable X ∈ V is the set

BL(X) = Pa(X) ∪Ch(X) ∪
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, (2.29)

where Pa(X) are all the parents of X, Ch(X) are all the children of X and
⋃

Yi∈Ch(X) Pa(Yi) are
all the parents of children of X. See the proof in [Pea88,Nea03].

When Markov blanket BL(X) is minimal then BL(X) is called a Markov boundary
[Pea88,Nea03] of X.

Definition 2.10 (Markov Boundary). Let’s assume a JPD P(V) over a set of variables V, a
variable X ∈ V and a Markov Blanket Z = BL(X), such that ({X} y V\(Z ∪ X)|Z)P holds.
Set Z is a Markov Boundary of X if removing any variable Y ∈ Z from Z the conditional
independence

({X} y V\((Z\Y)∪ X)|Z\Y)P (2.30)

does not hold.

Furthermore, a Markov Boundary can directly be found in a faithful DAG shown in
the next proposition:
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Proposition 2.2 (Markov Boundary). Given a faithful DAG G = (V,E) of the JPD P(V) then
the set of variables BL(X) is a Markov boundary of X ∈ V if BL(X) is found with the help of
Equation (2.29) in Proposition 2.1 using DAG G. The proof can be found in [Pea88,Nea03]

Often it is useful to find theMarkov Blanket orMarkov Boundary of a set of variables
instead of a single variable. The definitions Definition 2.9 and Definition 2.10 also apply
to a set of variables, where the parents and children of a set of variables are defined as
follows:

Definition 2.11 (Children and Parents of Sets of Variables). Let G be a DAG over a set of
variables V and let X be a set of variables such that X ⊂ V and X , ∅. Any node Y ∈ V\X that
has a child in X is a parent of set X and any node Y ∈ V\X that has a parent node in X is a child
of set X. The set of parents and children of a set of nodes X is denoted by Pa(X) and Ch(X).

With Definition 2.11 Proposition 2.1 and Proposition 2.2 are also true for sets of
variables. I.e. if we substitute variable X for a set of variables Xwe can find the Markov
blanket (or boundary) BL(X) of a set of variables (see [AXC04]).

2.2.6 Inference

Inference inBNs is used to computeposterior distributionsP(X|E) over hiddenvariableX
given evidence set E. Over the last two decadesmany different approaches to reasoning
in BNs are proposed. These methods can be subdivided into two classes, namely exact
and approximate inference methods. In exact inference methods, such as, λ − πmessage
passing, loop cut-set conditioning [Pea88], junction trees [LS90] and lazy propagation
[Jen01], computed posterior probabilities are equivalent to the true posterior probability
obtained through marginalization of variables from the full JPD. Since inference in BN
is known to be NP-hard [Coo87] approximate methods were introduced, such as, loopy
belief propagation [MWJ99], sampling methods or likelihood weighting. However, in
approximate inference methods posterior probability distributions are approximated
and can deviate from the true posterior probability distributions.

Todiscuss all inferencemethods is beyond the scope of this thesis, however, as it turns
out, many inference methods are instances of the sum-product algorithm [KFL01,Bis06] in
factor graphs. Therefore, we limit the discussion of inference in BNs to explaining the
sum-product algorithm in factor graphs.

The sum-product algorithm in a generic message passing algorithm that operates on
a factor graph. This algorithm is used to compute variousmarginal functions associated
with the global function by passing messages between two types of nodes in a factor
graph. The sum-product algorithm consists of two basic message operations in factor
graphs, namely a variable to local function

µX→ f (X) =
∏

gk∈Nb(X)\ f

µgk→X(X) (2.31)

and a local function to variable

µ f→X(X) =
∑

⋃

k Yk

f (
⋃

k

Yk ∪ X)
∏

Yk∈Nb( f )\X

µYk→ f (Yk), (2.32)

which are graphically shown in Figure 2.5. Nb(X) andNb( f ) are the neighbor nodes
of variable node X and factor node f , respectively.
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µg1→X(X)

µX→ f (X)
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µY1→ f (Y1)

Nb(X)\ f Nb( f )\X

Figure 2.5: Graphical representation of the message operations ’variable to local function’ and ’local
function to variable’ in a factor graph.

The message operation ’variable to local function’ corresponds to a message that is
sent from a variable node to a factor node and is used to multiply different computed
marginal functions received at the variable node. On the other hand, the message
operation ’local function to variable’ corresponds to a message that is sent from a factor
node to a variable node and is used to perform mainly the marginalization on certain
variables. For more details about these basic message passing operations and the sum-
product algorithm refer to [KFL01].

As the name of the algorithm implies, the sum-product algorithm is based on two
basic mathematical operations, namely summations and multiplications. The order in
which these basic mathematical operations are executed is determined by the structure
of the factor graph. In other words, the structure of the factor graphs is used by the
algorithm to guide the marginalization order of the variables in the local functions and
guarantees that variables are not marginalized out to soon in the computation of the
desired marginal function.

In BNs it is possible to compute posterior probability distributions based on observed
variables. In factor graphs such computations are done through the use of so called
cross sections. A cross section in factor graphs corresponds to the process of making
certain variables constant, i.e. the values of these variables remain constant during
the computation of marginal functions. Graphically, a cross section will result in the
elimination of the variable nodes in the factor graph that are constant.

2.2.6.1 Elimination of Cycles in Factor Graphs

If the sum-product algorithm is performed on a factor tree then the computation is
exact [KFL01,Bis06]. The sum-product algorithm can also be executed on factor graphs
with cycles, such as the factor graph in Figure 2.3a. In this case the computed posteriors
are not exact anymore and can deviate from the true posterior distributions. An example
of an approximate inference method that corresponds to the sum-product algorithm in
a factor graph with cycles is loopy belief propagation [MWJ99]. Since we are only
interested in the computation of exact posterior probability distributions, approximate
inference methods are not discussed any further.
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Figure 2.6: (a) The factor graph of the BN in Figure 2.1; (b) variable X4 is stretched to variable nodes X2

and X3; and (c) redundant variable X4 is removed from the factor graph to create a factor tree.
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Figure 2.7: The factor graph of the BN shown in Figure 2.1 (a) and the corresponding factor tree of the
cross section f (V\X4|X4 = x4), where the variable node X4 is eliminated (b)

The BN in Figure 2.1 can directly be translated into the factor graph shown in
Figure 2.3a, where each factor corresponds to a conditional probability distribution. In
case exact posterior probabilities are desired then the factor graph in Figure 2.3a needs
to be transformed into a factor tree, i.e. a factor graph without any cycles. It is always
possible to transform a factor graph with cycles to a cycle-free factor graph, but at the
expense of increasing the complexity of the local functions and/or messages that must
be sent during the operations of the sum-product algorithm [KFL01]. One possible
transformation on factor graphs is the grouping transformation, i.e. nodes of like type can
be grouped. For example, the factor graph in Figure 2.3a is first transformed to the factor
graph in Figure 2.3b by grouping the variable nodes X3 and X4, and, subsequently, the
factor graph in Figure 2.3b is transformed into the factor tree in Figure 2.3c by grouping
the factor nodes f ′3 and f ′

4
.

Another transformation operation in factor graphs is the stretching transformation to
eliminate cycles. Consider the example given in Figure 2.6a. In this factor graph we
can stretch variable X4 to variable nodes X2 and X3 shown in Figure 2.6b. After this
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stretching operation variable nodeX4 is redundant, because variableX4 is alreadydefined
between the factor nodes f ′

4
− f ′3 and f ′3 − f ′6 . Therefore, there is no need to define variable

X4 between factor nodes f ′
4
− f ′6 . Hence, variable nodeX4 can be removed from the factor

graph to create a factor tree shown in Figure 2.6c.
Alternatively, a cycle in a factor graph can be eliminated through cross-sections. As

discussed before, a cross section results in a factor graph where the instantiated nodes
are omitted. Thus, with the help of cross sections, cycles in the factor graph can be
eliminated. For example, consider the factor graph in Figure 2.7a. If evidence for the
node X4 = xi is obtained then, consequently, we have the cross sections f4(V4\X4) =
P(X4 = xi|X2) and f6(V6\X4) = P(X6|X3,X4 = xi) for the local functions f4(V4) and f6(V6).
The factor graph of the cross section f (V\X4|X4 = xi) corresponds to a factor tree shown
in Figure 2.7b. In order to eliminate cycles through cross-sections evidence to instantiate
the variables needs to be available. If evidence is not available, cross-sections cannot
be used to eliminate cycles in a factor graph. In these cases factor graphs must be
transformed into a factor tree through the transformation operations.

2.2.7 Learning

Basically, there exist two ways to obtain a BN, namely through introspection using prior
domain knowledge or learning the BN using machine learning techniques. Also, a
combination of the two is used to discover the model.

Learning BNs consist roughly of the following steps, namely:

(i) determine the variables and their states. This, of course, includes the hypothesis
variables, i.e. the hidden variables of interest;

(ii) determine the structure between the variables. This means connecting the nodes
of the variables through directed edges and,

(iii) specifying the parameters of each node, i.e. each node requires a CPT that corre-
sponds to a conditional probability distribution over the variable of the node given
the variables of its parent nodes.

In this section we discuss both learning the structure between variables and the
parameters using machine learning techniques. Since there exists a vast literature on
both topics we will only briefly discuss the most important aspects which are relevant
for this thesis.

2.2.7.1 Structure

In structure learning we try to find a DAG that captures conditional independencies
between variables in some JPD P(V) through d-separation relations. Structure learning
can be divided into two categories, namely score-based and constraint-based approaches.
In score-based approaches [CHD92,FK00,HGC94,LB94,SPR+03] the algorithm searches
for the best structure that fits the data by optimizing a certain score. Constraint-based
approaches [Pea00, SGS00,CGK+02,XG08], on the other hand, the algorithm tries to fit
the structure to a set of conditional independencieswhich are obtained through statistical
or information theoretic conditional independence tests using the data. There are also
methods that combine both approaches, for example [TBA06].
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Learning from observational data alone, i.e. we do not consider data that is actively
generated by manipulating the environment or using background knowledge, we can
only learn the causal structure up to the Markov equivalence class [Nea03]. The Markov
equivalence class describes a set of DAGs that are Markov equivalent [Nea03] to each
other.

Definition 2.12 (Markov Equivalence). Two DAGs Gi = (V,Ei) and G j = (V,E j) with the
same nodes V areMarkov equivalent if for every three mutually disjoint subsets X,Y,Z ⊆ V,
X is d-separated from Y given Z in DAG Gi if and only if X is d-separated from Y given Z in
DAG G j, i.e.

(X y Y|Z)Gi
⇔ (X y Y|Z)G j

(2.33)

A set of Markov equivalent structures can graphically be captured by a pattern
[Pea00].

Definition 2.13 (Pattern). A pattern is a partially directed acyclic graph (PDAG), denoted
by G, which represents a set of DAGs. A single DAG in this set is obtained by orienting each
undirected edge in the PDAG in either one of the two possible orientations2.

Contrary to the patterns used in [Pea00], in this thesis patterns can represent a set of
DAGs that are not necessarily Markov equivalent to each other.

The reason that structure learning methods can only learn the causal structure up
to the Markov equivalence class using observational data alone is due to statistical
indistinguishability [SGS00]:

If two causal structures can equally account for the same statistics, then no statistics
can distinguish them [SGS00].

Since constraint-based methods are relevant in this thesis we discuss the general
idea behind the constraint-based learning procedure. We assume a set of variables
from the domain for which we want to find the structure that describes the conditional
independencies between the variables in some underlying true probability distribution.
Therefore, conditional independence tests are performed on pairs of variables in the
domain. The found set of conditional independencies restricts the possible DAGs that
can represent these conditional independencies through d-separation relations. Hence,
this learning procedure is called constraint-based.

For example, assume the set of variables V from Figure 2.1, i.e. V = {X1,X2, . . . ,X6}

and a distribution P(V) over these variables for which we want to learn the correspond-
ing faithful DAG G∗. For the sake of this example the faithful DAG that needs to be
discovered is depicted in Figure 2.1. By reading off the d-separations shown in this
DAG we know which variables are conditionally independent. Of course, in practice,
conditional independence between variables needs to be tested with the help of Equa-
tion (2.11) based on P(V), for example. Initially, we create a complete undirected graph
G1 where each variable in V is connected to each other variable in V as in Figure 2.8a.
For each variable pair (Xi,X j) where i , j we try to find a set S ⊆ V\{Xi,X j} that renders
Xi conditionally independent from X j given S according to P(V), i.e. (Xi y X j|S)P. If

2Note that certain configuration of orientations of undirected edges is not valid, i.e. orientations that
introduce one or more directed cycles in the graph. Naturally, these graphs are not included in the set of
DAGs this pattern represents.
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variable Xi is conditionally independent of X j in P(V) we remove the undirected edge
between Xi and X j from the graph G1 in Figure 2.8a. For example, the undirected edge
between variablesX2 and X6 must be removed because X2 is conditionally independent
of X6 given S = {X3,X4} (see graph G∗ in Figure 2.1), i.e. (X2 y X6|{X3,X4})P holds. If we
do this for all variable pairs (Xi,X j), where Xi ∈ V and X j ∈ V, then we get the graph
shown in Figure 2.8b.

Converging connections in the true graph G∗ have a unique statistical signature and
are therefore statistically distinguishable. That means we are able to discover them
from P(V) through statistical testing. For each triplet Xi, X j and Xk, where the pairs
Xi −X j and X j −Xk are connected, but Xi and Xk not, we can orient the undirected edges
between Xi − X j and X j − Xk as Xi → X j and X j ← Xk if and only if there is no subset
S ⊂ V\{Xi,Xk} that renders Xi conditionally independent from Xk according to P(V).
For example, the connections X1 − X3 − X2 and X3 − X6 − X4 in Figure 2.8b can both be
oriented as X1 → X3 ← X2 and X3 → X6 ← X4, respectively, as shown in graph G3 in
Figure 2.8c. Note that, we cannot orient the edges between the variable pairs X2 − X4

and X3 − X5 in this way.
Careful inspection of graph G3 tells us that the undirected edge between X3 and

X5 can only be oriented in one way, namely X3 → X5 (see graph G in Figure 2.8d).
Otherwise the directed edge X3 ← X5 would have been discovered in the previous
step. In [VP92, PV91, Pea00, SGS00] structural patterns in the graph are described that
can be used to orient some of the remaining undirected edges without any statistical
testing. Unfortunately, it is not always possible to orient all the undirected edges due
to statistical indistinguishability. For example, the undirected edge between X2 and X4

cannot be oriented. Such edges can often be oriented through background knowledge
or interventions [Pea00, SGS00], i.e. we actively change the environment to observe the
effects. In this thesis we do not discuss interventions any further, therefore, the final
outcome of the constraint-based learning procedure is the pattern shown in Figure 2.8d.
This pattern captures two Markov equivalent structures, namely one where X2 − X4 is
oriented as X2 → X4 and one where X2 − X4 is oriented as X2 ← X4. Pattern G is a
Markov equivalence class that includes the true DAG G∗.

The constraint-based learning proceduredescribed here is exponential in the number
of variables in V. That means that this procedure is in general intractable. In [SGS00]
several alternative constraint-based learning procedures are described which are more
efficient. Nevertheless, it has been shown that automatic learning of Bayesian networks,
without restrictive assumptions, is a NP-hard problem [CMH03].

2.2.7.2 Parameters

After we learned the structure in the previous section the conditional probabilities
associated with each variable in the network must be learned. Let’s assume a BN
ψ = (G,P) with DAG G = (V,E) and a set of conditional probabilities in P denoted by θ.
Moreover, we assume a data setD of data cases di ∈ D. A complete data case corresponds
to a configuration of states of all the variables in the domainV. For example, in Table 2.2
a representation is given of a dataset D with m complete data cases over the variables
X1, . . . ,Xn.

For each data case di, the likelihood of the model ψ given di is the probability P(di|ψ).
If we assume that each data case inD is independent then the likelihood of ψ given the
full data setD is given by
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Figure 2.8: Constraint-based Structure Learning

di X1 X2 · · · Xn

d1 2 1 · · · 1
d2 1 2 · · · 2
d3 3 1 · · · 2
...

...
...

. . .
...

dm 1 2 . . . 2

Table 2.2: Representation of a data setD ofm complete data cases di. Each data case di is a configuration
of states over all variables X1, . . . ,Xn.

L(ψ|D) =

m
∏

i

P(di|ψ) (2.34)

and the corresponding log-likelihood is given by

LL(ψ|D) =

m
∑

i

log2 P(di|ψ) (2.35)

In order to maximize the log-likelihood in Equation (2.35) we need to find a model ψ
that maximizes LL(ψ|D). Since the structure G is known we vary the parameters θ and
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choose the parameters θ̂ that maximizes LL(ψθ|D), i.e.

θ̂ = argmax
θ

LL(ψθ|D), (2.36)

where θ̂ is the set of parameters for P that maximizes the log-likelihood LL(ψθ|D).
It turns out that we can get a maximum likelihood estimate by simply counting the

occurrences of states of variables. For example, saywewant to determine the probability
P(X1 = 2|X2 = 1) using the data set in Table 2.2 then we have:

P(X1 = 2|X2 = 1) =
N(X1 = 2,X2 = 1)

N(X2 = 1)
, (2.37)

where N(X1 = 2,X2 = 1) is the number of occurrences that X1 = 2 and X2 = 1 occur
in dataset D. Thus, by only observing frequencies in the data we are able to learn the
parameters of the model. Throughout this thesis we always assume that the parameters of
probabilities can be learned by the maximum likelihood principle given a complete data set, i.e. a
data set containing only complete data cases.

Several parameter learning methods are known that can handle incomplete data.
For more details about these methods refer to [Hec96], for example.

2.3 Conclusion

In this chapter basic principles of probability theory and Bayesian networks (BNs) were
discussed. A Bayesian network is an efficient representation of a joint probability dis-
tribution (JPD). With the help of directed acyclic graphs (DAGs) conditional indepen-
dencies between variables in a JPD can be represented through d-separation relations.
A DAG shows how the variables in a JPD can be factorized into conditional probability
distributions. If a DAG is an I-map (or perfect map) then each represented condi-
tional independency in the DAG corresponds to a true conditional independency in the
underlying probability distribution.

BNs can also be represented through factor graphs. A factor graph shows how a
global function factorizes into local functions. It was shown that factor graphs with
tree topology, i.e. factor trees, support exact marginalization of the variables in local
functions with the help of the sum-product algorithm. Factor trees are either obtained
from a factor graph through transformation operations on the factor graph or cross
sections.

BNs can be obtained through expert introspection using prior domain knowledge
and/or by learning theBNusingmachine learning techniques. Wediscussed a constraint-
based approach to learn the DAG of a BN. Constraint-based approaches exploit discov-
ered conditional independencies between variables to learn the DAG. The parameters
of a BN, on the other hand, can be learned with the help of the maximum likelihood
principle.

In this chapter we considered monolithic BNs. In contemporary applications do-
mains, however, monolithic BNs are often not suitable for modeling and reasoning. In
the next chapter we consider modular BNs and discuss an application from the moni-
toring domain where modular BNs are essential to modeling and inference.





3 Distributed Reasoning

In this chapter we discuss design principles for modular Bayesian inference systems
which can (i) cope with large quantities of heterogeneous information and (ii) can adapt
to changing constellations of information sources on the fly. Locality of causal rela-
tions between variables in the problem domain facilitates decentralized modeling and
inference. With the help of the theory of Bayesian networks and factor graphs we de-
rive design and assembly rules to construct modular inference systems that support
exact distributed inference without any centralized configuration and control. While
the design rules guarantee that the local Bayesian network models correctly capture
dependencies between all distributed variables, the assembly rules, on the other hand,
guarantee that globally coherent message passing is supported. With the help of the
assembly rules we can handle situations where the set of Bayesian network models
does not correspond to hyper trees, while the internals of local inference models remain
private. This is accomplished through targeted instantiations of variables with hard
evidence.

This chapter is organized as follows: in Section 3.1 and Section 3.2 we start with an
introduction and related work, respectively. Next, in Section 3.3 a causal model for gas
detection is discussed that is used as a running example throughout the chapter and
in Section 3.4 we discuss the corresponding factor graph of the causal model, which
provides a basis for the investigation of properties of distributed system. In Section 3.5
we formalize the notions of modular inference systems and in Section 3.6 we discuss the
design and assembly rules to construct modular inference systems that support globally
coherent inference. In this section we also discuss an algorithm for distributed inference
through message passing between local inference models. Finally, in Section 3.7 we
conclude the chapter with a discussion.

3.1 Introduction

State estimation in controlling and management processes, such as, crisis management,
require quick and efficient identification of critical events, as for example, toxic gases,
disease outbreaks, fires, etc. Typically, critical hidden events must be inferred through
interpretation of large quantities of uncertain andheterogeneous information. The infor-
mation can be accessed via static sensors or ad-hoc sensor networks formed at runtime
as sensors are delivered to the area of interest. In addition, we might be able to ob-
tain valuable information from humans through existing communication infrastructure,
such as the Internet, GSM and smart phones.

Information in such domains is often produced through causal processes where crit-
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ical hidden events cause observable effects that can be used as information. Such causal
domains are inherently uncertain and can efficiently be represented through (causal)
Bayesian networks (BNs) [Pea00, SGS00]. BNs allow uniform modeling of very hetero-
geneous concepts and facilitate rigorous exact inference algorithms to compute posterior
probability distributions over hidden variables of interest (critical events), such as the
presence of a toxic gas, for example. However, in contemporary problems we are of-
ten confronted with substantial challenges, namely (i) the problem domain might be
open-ended, i.e. the problem domain is not fully known prior to operation because
new information sources can be added during operation. Nevertheless, each informa-
tion source must be captured by a node in the BN; (ii) large quantities of heterogeneous
information needs to be processedquickly using existing communication and sensing in-
frastructure,which requires large BNs that are computationally demanding. In addition,
information sources are often physically distributed which can result in communication
bottlenecks if all retrieved information needs to be communicated to a single point;
(iii) interpretation of different types of information sources requires adequate domain
models which provide a mapping between heterogeneous observations and hypotheses
of interest. In large models it is unlikely that a single designer understands all relevant
variables and relations in the domain.

3.1.1 Modular Bayesian Networks

The problems mentioned in the previous section can be solved efficiently by using a
modular approach to modeling and processing with BNs. Due to the locality of causal
relations the problem domain can be represented by a set of local BNs referred to as BN
modules, where a system or assembly of collaborating BN modules is called a modular
BN. Thus, each BN module captures a subgraph of some monolithic graph. By using
local BNmodules, each specialized for a limited inference task, adequate global domain
models, i.e. modular BNs, can be assembled at runtime as the information sources
are discovered. In addition, inference in such an assembled network can easily be
distributed throughout several machines, thus avoiding processing and communication
bottlenecks. Moreover, in complex domains it is likely that the modules are provided by
different specialized designers, i.e. local BNs capturing a subset of the relevant variables
and relations in the domain.

In a Modular BN we want to compute posterior probability distributions P(H|E)
over hidden variable of interest H given the entire set of observations (evidence) E
corresponding to instantiations of variables in different BNmodules. In order to accom-
plish this, BN modules must be able to share computed partial beliefs through message
passing with other BN modules in the Modular BN. Since collaboration of BN modules
require communication and collaboration protocols we assume that each BN module is
captured by an inference agent and that collaboration of BNmodules in a Modular BN is
facilitated through the use of the multi-agent system paradigm [Woo02, JSW98]. A major
challenge in a multi-agent system is to achieve globally coherent collaborative inference through
message passing. This is achieved if collaboratively computed P(H|E) is identical to P′(H|E)
obtained through propagation of the entire evidence E in the corresponding monolithic BN that
correctly describes the underlying causal processes.
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3.1.2 Inference throughMessage Passing in Modular BNs

In general, in multiply connected BNs exact inference based on message passing is
achieved by compiling secondary probabilistic structures, such as junction trees. For
modular BNs, corresponding to multiply connected BNs, similar structures spanning
multiplemodules are oftenused, such asLinked Junction Forests [Xia02,XPB93]. In [Xia02]
it is shown that several conditions are required in order to support globally coherent
inference in modular BNs. Firstly, the set of BN modules (called subnets in [Xia02])
must correspond to a hyper tree. A hyper tree is a graph that captures the dependence
structure between the BN modules, where each BN module is represented by a hyper
node that contains the variables of the BN module. An important property of a hyper
tree is that the variables of any non-empty intersection between two hyper nodesHi and
H j are contained in each hyper node Hk on the path between Hi and H j in the hyper
tree. Secondly, each shared variable between two BN modules must be a d-sepnode,
i.e. all parents of the shared node are defined in at least one BN module. Finally, the
monolithic graph that corresponds to the set of BN modules must be acyclic, i.e. it is a
DAG. When the BN modules satisfy these conditions then globally correct inference in
a modular BN constructed out of these BN modules is possible.

Common approaches to inference with modular BNs require compilation of sec-
ondary structures spanning several modules, such as for example in [Xia02]. In these
approaches, it is assumed that the BN modules are such that they can form valid hyper
trees. However, without sharing the knowledge about a significant number of variables
contained in different modules and their relations it might be difficult to achieve this.
This can be a critical issue if privacy of certain variables in local BNs is required1. More-
over, timely compilation of secondary structures spanning multiple modules might not
be possible if a system of modules is likely to change frequently. The compilation can
be a complex process which requires sufficient computing time.

However, this thesis we target domains which can be captured by modules which
typically share a relatively small number of variables. We propose an approach which
exploits this and supports globally coherent inference without any compilation of sec-
ondary probabilistic structures spanning multiple BN modules.

In particular, we present design and assembly ruleswhich use targeted instantiations of
sharedvariableswith hard evidence. In thisway the dependencies betweenmodules can
be reduced such that themodules togetherwith the remaining dependencies correspond
to a hyper tree. The assembly procedure of modules uses the theory on cluster graphs
[XL03,Xia02] to determine if instantiations are required andwhich of the variables must
be considered for instantiation such that correct global inference is supported. By using
these rules, we can build modular BNs that (i) preserve the privacy of dependencies
between internal variables and (ii) avoid reorganization of local modules.

We prove that the resulting modular BNs support exact distributed Bayesian infer-
ence by using factor graphs [KFL01]. Namely, a hyper tree corresponding to a modular
BN is equivalent to a factor tree, a special class of factor graphs, which allows exact in-
ference through message passing by using the sum-product algorithm. It is well known
that exactmethods for inference in Bayesian networks are equivalent to the sum-product
algorithm used on factor trees [KFL01]. While the factor trees are not directly used for
the inference in the resulting systems, we can prove that the introduced models in com-

1For example, designers of sensors want to keep internal variables private to protect intellectual property.
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bination with simple message passing schemes support inference which is equivalent to
using the sum-product algorithm in combination with factor trees.

The theoretical contributions discussed in this chapter are based on previously
published work [dOOP05, dOOP05, dOP09c, PdOM+07]. In addition, the presented
work was used as a basis for the implementation of Distributed Perception Networks
(DPN) [PdOM+08, PdON05,MP06,PdOMH06], a multi-agent system that supports de-
tection of critical events through distributed Bayesian inference. While each DPN agent
has limited inference capabilities, multiple DPN agents can autonomously collaborate
to form complex modular inference systems supporting decentralized exact Bayesian
inference. Such self-organizing systems of agents can adapt to the available information
sources at runtime and can infer critical hidden events through interpretation of complex
patterns consisting of many heterogeneous observations.

3.2 Related Work

The presented approach to distributed inference is complementary to well known ap-
proaches to inference with distributed graphical models [Xia02, PG04]. In contrast to
our method, however, these approaches cannot efficiently cope with domains where
information source constellations are not known prior to the operation and can change
at runtime. The multi-agent Multiply Sectioned Bayesian Networks (MSBN) approach
[Xia02] is a sophisticated computational framework where agents collaboratively com-
pile Linked Junction Forests, secondary probabilistic structures spanning several agents.
This, however, requires recursive processes, such as collaborative moralization, triangu-
lation throughout entire agent systemswhich involve expensiveprocessing andmessage
passing. As mentioned before, this can be impractical if constellations of information
sources change rapidly. Namely, addition of new inference modules corresponding to
new information sources might require new compilation cycles within time intervals
which are too short to obtain viable global inference structures. In addition, it turns
out that causal stochastic models of monitoring processes are often connected in such
a way that globally coherent inference can be achieved by instantiating a few easily
observable variables while the compilation of Junction forests or distributed Junction
trees introduces unnecessary computational complexity.

The multi-agent MSBN principles have been used also as a basis of the approach
in [AXC04], which makes use of Markov boundaries to reduce the complexity of in-
ference processes in MSBNs. In this approach agents collaborate to find observable
Markov boundaries. However, approach in [AXC04] does not use Markov boundaries
in the design phase and it requires compilation of secondary structures spanning several
agents. In our approach, on the other hand, Markov boundaries are used primarily to
avoid compilation of global secondary structures.

Anotherwell known approach to distributed inference in graphicalmodels is [PG04],
which introduces runtime compilation of Junction trees describing relations between
spatially distributed sensors. The Junction tree is adapted at runtime to the quality of
communication channels between the sensor nodes. However, this approach requires
Markov networks capturing correlations between the neighboring sensors in particular
settings. In other words, all information sources and specific correlations between them
must be known prior to the operation which is clearly a serious drawback in domains
where information sources are not known before the operation. Also Multi Entity
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Bayesian Networks (MEBN) approach is relevant for adaptive inference systems, since
it supports construction of complex probabilisticmodels by using BN fragments [LM97].
However, in contrast to the approaches presented in this paper and in [PG04,Xia02], in
the MEBN framework monolithic BNs are created out of simpler fragments, standard
Junction trees are compiled and centralized inference is executed. Beside exact belief
propagation, approximate inference methods which avoid compilation of secondary
inference structures seem to be relevant for modular inference systems. Particularly
interesting is loopy belief propagation [MWJ99] which, however, does not guarantee
convergence to accurate belief approximations and requires several message passing
iterations.

The assembly rules discussed in this chapter use an instantiation based approach
to prepare the probabilistic structure for exact inference. This approach is related to
loop cut-set conditioning [Pea88, Pea00, Xia03]. However, contrary to the loop cut-set
conditioning, we assume that certain variables in local models are instantiated by using
hard evidence, thus avoiding combinatorial explosion which is typical for the loop
cut-set method in the case of many loops in the networks.

3.3 Causal Probabilistic Models

We assume domains inwhich phenomena of interestmaterialize through causal stochas-
tic processes. Some of the phenomena influenced by a causal process can be observed
while others remain hidden. By understanding the underlying causal processes and
by considering the observations, the hidden phenomena can be inferred. For example,
by observing certain reports from chemical sensors and humans we could infer the
presence of a harmful gas. Figure 3.1 shows a simplified representation of a causal
process producing reports from chemical sensors and humans exposed to a particular
gaseous substance. Directed links represent direct causal dependencies between the
phenomena. The existence of GasX causes certain conditions in the air, such as con-
ductivity Cond and ionization Ion, which will trigger processes in two different sensors
producing reports ECond and EIon, respectively. The reports are influenced by variable
SCond
1

and SIon
2

which denote the interpreted signal of the measured conductivity in the

semiconductor element and ionized gasmixture, respectively. The nodes CCond
1

,CIon
2
,CIon

3

and CIon
4

represent internal sensor components. Similarly, given the presence of GasX,
the exposed people will perceive a certain smell. Reports about smell are represented
by ESmell. Moreover, Figure 3.1 suggests that different sensors are influenced by the air
temperature and humidity represented by variables T andM, respectively.

We distinguish between process variables and context variables. States of process vari-
ables are outcomes of stochastic causal processes, such as for example the states of a
semiconductor element in a chemical sensor represented by the node Cond. Context
variables, on the other hand, represent phenomena that influence a causal process of
interest while they can be considered independent of the same process. Consequently,
in a causal model such variables are always represented through root nodes. For exam-
ple, we can safely assume that the sensing processes do not significantly influence the
temperature T and humidity M, especially if we use passive information sources.

With the help of Equation (2.24) we can write the JPD of the BN shown in Figure 3.1
as the following factorization of conditional probabilities:
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Figure 3.1: A causal model capturing relations between the states of interest, such as presence/absence
of GasX and different types of observations represented by leaf nodes.

P(V) = P(GasX)P(M)P(T)P(Cond|GasX,M)P(Ion|GasX,M)P(Smell|GasX)

· P(CCond
1 |M)P(SCond1 |CCond

1 ,Cond)P(ECond|SCond1 )

· P(SIon2 |Ion,M,T,C
Ion
4 )P(CIon

4 |C
Ion
2 ,CIon

3 )P(CIon
2 |M,T)P(C

Ion
3 )

· P(EIon|SIon2 )P(ESmell|T, Smell)

(3.1)

3.3.1 State Estimation

An important capability of intelligent systems is estimation of relevant states in the
domain. For the purpose of this chapter we assume that such states can be described
through finite sets of discrete random variables. For example, values of binary variables
could represent the presence and absence of a toxic gas, etc. Moreover, we assume
that hidden and observed states of the domain, such as the presence or absence of gas
or the content of a report from a chemical detector, materialize through a stochastic
causal process, which can be viewed as ’sampling’ from some true distribution over
the combinations of possible states. In such settings the estimation corresponds to the
determination of the probability distribution P(GasX|E) or equivalently P(GasX,E) over
a set of hypotheses representedby the states hi of a discrete hypothesis variableGasX and
a set of observations E. Thus inference corresponds to the computation of the marginal
distribution P(GasX,E) by using the causal BN shown in Figure 3.1.

3.4 Inference in Bayesian networks

Bayesian networks support efficient algorithms for the computation of probability dis-
tributions P(H|E) (or equivalently P(H,E)) over the hypothesis variablesH given a set of
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Figure 3.2: Factor graph that corresponds to the BN in Figure 3.1. Each factor fi represents a (conditional)
probability distribution shown as a term in the factorization in Equation (3.1).

observations E. For example, we might be interested in distribution P(GasX|E), where E
denotes a set of observed states of the variables corresponding to the leaf nodes in Fig-
ure 3.1; i.e. E is a configuration of the variables representing reports from humans and
sensors. In principle, the computation of P(H,E) requires marginalization of all vari-
ables in the BN exceptH and the evidence variables that were instantiated according to
E. If we can express a JPD over V as a product of factors corresponding to conditional
and prior probabilities, then the computation can be made efficient by using sequences
of factor multiplications and summations over the resulting products. We know that a
BN represents a factorization of some global function that can directly be translated to a
factor graph (see Section 2.2.3).

Figure 3.2 shows a factor graph that directly corresponds to the BN shown in Fig-
ure 3.1. Each factor, i.e. local function fi, represents a (conditional) probability dis-
tribution shown as a term in the factorization of the JPD P(V) in Equation (3.1). In
other words, the multiplication of all local factors in the factor graph is identical to the
factorization in Equation (3.1).

Furthermore, it iswell known that if a factorization of a JPDP(V) directly corresponds
to a factor graph with a tree topology (i.e. factor tree), the sum-product algorithm can
be used for exact computation of marginal probabilities P(H,E) (see also Section 2.2.6).
Often, however, domain models are described through multiply connected BNs, which
can correspond to loopy factor graphs. For example, variables T and M introduce
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loops in the DAG in Figure 3.1 and the factor graph in Figure 3.2. This means that exact
sum-product propagation on the original BN topology is not possible. Consequently, the
original BNshave to bemapped to representations (e.g. inferencemodels)whichdirectly
correspond to factor trees. From Section 2.2.6 we can conclude that there basically exist
two ways of transforming multiply connected BNs into models corresponding to factor
trees:

• Compile secondary representations such as Junction trees, which directly corre-
spond to factor trees. Basically, Junction trees collect nodes from an original BN
into clusters representing hyper nodes in a tree. The compilation consists of op-
erations which are equivalent to the grouping and stretching operations in factor
graphs (see Section 2.2.6);

• An alternative approach is to instantiate certain variables in a multiply connected
BN such that it corresponds to a factor graphwith a tree topology. By instantiation
of variables the corresponding nodes and links in factor graphs are eliminated; i.e.
we obtain cross-sections. For example, if variables M and T from Figure 3.1 are
instantiated, the corresponding variable nodes in Figure 3.2 and the incident edges
disappear and we obtain a factor tree. This approach is useful if we can access the
relevant information sources which is often the case in monitoring applications
(see Discussion in Section 3.7).

3.5 Modular Bayesian Networks

BNs are an efficient representation for uncertainty and support rigorous inference algo-
rithms to compute posterior probability distributions over hidden variables of interest.
However, as discussed in Section 3.1, in contemporary applications we are often con-
fronted with additional challenges.

Such problems can efficiently be solved by using a modular approach to modeling
and processing with BNs. By using local BN fragments, each specialized for a limited
inference task, adequate global domain models can be assembled at runtime as the
information sources become available. Such modular domain models are extensively
discussed by Xiang et al. [Xia02,XPB93]. The best known approach tomodular Bayesian
modeling and inference are Multiply Sectioned Bayesian Networks (MSBNs). In this
chapter we define the concepts of BN module and a modular BN, which is a system of
collaborating BN modules.

Definition 3.1 (BN Module). A BN module ψi = (Gi,Pi) is a Bayesian network with DAG
Gi = (Vi,Ei), where Vi are the variables in Gi and Ei is a set of directed edges E = (X,Y), where
E ∈ Ei, X ∈ Vi and Y ∈ Vi. Pi is a set of (conditional) probability distributions defined for each
variable in Vi

2.

A BN module encodes probabilistic knowledge over a subset of variables Vi ⊂ U,
where U represents all variables in the domain under investigation. Therefore, a BN
module corresponds to the subgraph of some monolithic BN. See for example DAGs of
BN modules shown in Figure 3.3, which are subgraphs of the gas monitoring process
model from Figure 3.1.

2Note that a BN module is identical to a subnet defined in [Xia02].
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Figure 3.3: Modularization of the gas detection model in Figure 3.1. The rounded rectangles represent
the BN modules with a local DAG. The thick dashed edges between local BN modules represent Belief
Sharing Contracts (Definition 3.2).

The BN module ψ1 = (G1 = (V1,E1),P1) represents the dependencies between the
variables in V1 = {GasX,M,Cond, Ion, Smell} using graph G1 with edges in E1. P1 repre-
sents the (conditional) probabilities P(GasX), P(M), P(Cond|GasX,M), P(Ion|GasX,M) and
P(Smell|GasX).

Collaborative inference in Modular BNs is based on sharing of partial (local) beliefs3

over certain variables used in two or more BN modules. Two BN Modules can share
partial beliefs with each other by establishing a Belief Sharing Contract:

Definition 3.2 (Belief Sharing Contract). Two BN modules ψi = (Gi,Pi) and ψ j = (G j,P j),
where Gi = (Vi,Ei) and G j = (V j,E j), can establish a Belief Sharing Contract S〈ψi, ψ j〉 if
Vi ∩ V j , ∅. If a Belief Sharing Contract is established ψi and ψ j can share their local beliefs,
i.e. marginal (posterior) probability distributions over the variables Vi ∩V j.

A system of BN modules that established belief sharing contracts forms a modular
Bayesian network (modular BNs).

Definition 3.3 (Modular Bayesian networks). AModular Bayesian networkΩ is defined
as a tuple (M,R), where M = {ψ1, . . . , ψn} is the set of BN modules defined in Ω. R is
a finite set of BN module pairs {〈ψi, ψ j〉|i ≥ 1, j ≥ 1, i , j} with ψi = ((Vi,Ei),Pi) ∈ M,

3Partial belief is a marginal distribution over a certain variable from a local BN of a processing module.
This marginal distribution is computed from the local model and the distributions over local variables known
to this module. Typically, such partial belief is based on a subset of the evidence instantiated in the Modular
BN.
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ψ j = ((V j,E j),P j) ∈ M and Vi ∩ V j , ∅, corresponding to Belief Sharing Contracts (see
Definition 3.2). The union of the local variables Vi from all BN modules fromM is equal to
the set of variables V in the monolithic BN, i.e. V =

⋃n
i=1 Vi. Every module pair 〈ψi, ψ j〉 is

symmetric, (i.e. 〈ψi, ψ j〉 = 〈ψ j, ψi〉) and irreflexive (i.e. 〈ψi, ψi〉 is not allowed).

Figure 3.3 shows an example of a modular BN implementing the model correspond-
ing to the BN from Figure 3.1. The monolithic BN was partitioned into six different BN
modules M = {ψ1, ψ2, ψ3, ψ4, ψ5, ψ6} and belief sharing contracts were established be-
tween the following pairs of modules R = {〈ψ1, ψ2〉, 〈ψ1, ψ3〉, 〈ψ1, ψ4〉, 〈ψ2, ψ5〉 〈ψ3, ψ6〉}.

Note that modular BNs must satisfy certain conditions in order to allow globally
coherent inference. For example, MSBNs defined in [Xia02], which can be viewed as a
special case of the definition of modular BN, the BN modules must form a hyper tree
and each shared variable must be a d-sepnode. In Section 3.6 we discuss design and
assembly rules for the creation of modular BNs that satisfy the required conditions to
support globally coherent inference.

3.5.1 Cluster & Inference Graphs

BN modules collaborate on a global reasoning task by sharing marginal distributions
through message passing. In order to facilitate discussion on how to satisfy globally
correct inference through coherent message passing, we make use of cluster graphs
[XL03]. In principle, a modular BN corresponds to a cluster graph defined as follows:

Definition 3.4 (Cluster and Inference Graphs). A cluster graph G = (C,S) captures
dependencies between BN modules. Set C = {C1, . . . ,Cn} contains clusters, each corresponding
to a set of variables of a particular BN module. Set S = {Si, j|1 ≤ i ≤ n, 1 ≤ j ≤ n, i , j} contains
all possible separators between the clusters, where Si, j = Ci ∩ C j , ∅, Ci ∈ C, and C j ∈ C.

If the set S of graph G = (C,S) contains only separators corresponding to Belief Sharing
Contracts, then G is called an inference graph; i.e. S of an inference graph does not necessarily
capture all overlaps between clusters. In other words, the inference graph is a subgraph of some
cluster graph.

For example, consider the cluster graph given in Figure 3.4a with the clusters
C1,C2,C3,C4,C5 and C6, corresponding to BN modules ψ1, ψ2, ψ3, ψ4, ψ5 and ψ6 in
Figure 3.3, respectively, and the separators S1,4 = {Smell}, S1,2 = {Cond,M}, S2,3 = {M},
S3,4 = {T}, S1,3 = {Ion,M}, S2,5 = {S

Cond
1
} and S3,6 = {S

Ion
2
}, corresponding to the overlap

of the variables in the BN modules. The inference graph in Figure 3.4b only shows
separators that correspond to Belief Sharing Contracts shown in Figure 3.3.

In the next section we show how cluster and inference graphs can facilitate creation
of Modular BNs that support globally coherent message passing with the help of multi-
agent systems.

3.6 Distributed Inference in Modular BNs

In order to obtain viableModular BNs that support correct collaborative reasoning also ef-
ficient communication and cooperation protocols are required. In addition, a distributed
inference system should be able to adapt to the current situation without intervention of
humans, which requires autonomous behavior; modules should form inference systems
consisting of relevant BN modules autonomously and they should be able to reason
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Figure 3.4: (a) A cluster graph and (b) an inference graph, where separators correspond to actually
established belief sharing contracts omitted.

about resource allocation with respect to sensing and processing capacity. In order to be
able to cope with such complex functionality in a systematic way, we make use of the
multi-agent systems paradigm [JSW98,Woo02]. Therefore, we define an Inference Agent:

Definition 3.5 (InferenceAgent). Inference AgentAi is a processing unit which can compute
probability distributions over variables in its local BN module ψi = (Gi,Pi), where Gi = (Vi,Ei).

• Each agent Ai maintains a set of output variables Ri ⊂ Vi and a set of input variables
Li ⊂ Vi. We assume that input and output variables are either leaf or root nodes of a local
DAG Gi. Sets Ri and Li can, in general, intersect.

• Ai computes marginal probability distributions over the states of any variable X ∈ Vi by
using it’s local probabilistic model P(Vi) and probability distributions over input variables
Lq ∈ Li.
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• Computation of marginal distributions (i.e. local inference) is triggered as the probability
distribution over any input variable Lq ∈ Li is changed or a local variable is observed.

• Each agent Ai communicates an updated probability distribution over a local variable
Rk ∈ Ri to any other Inference Agent A j , Ai whose local DAG G j = (V j,E j) also
contains variable Rk ∈ V j. Such communication results in updated distributions over a
certain input variable Lp ∈ L j, where L j are the leaf nodes of G j and Lp = Rk. This in
turn triggers computation of marginal probabilities over unobserved variables in the BN
module ψ j of A j. Note that, there must exist a Belief Sharing Contract S〈ψi, ψ j〉 between
BN module ψi of Inference agent Ai and ψ j of Inference Agent A j.

• Each agent Ai supports standard communication and collaboration protocols [Woo02].
This includes service discovery and establishingBelief SharingContractswith other agents.

In other words, InferenceAgents defined in this way support a data-driven approach
to distributed probabilistic inference.

Each global inference task depends on the constellation of cooperating Inference
Agents. In this context we introduce the concept of an Agent Organization:

Definition 3.6 (Agent Organization). An Agent Organization Φ is defined by a function
F (H,A) : A,H → 〈AH,LH〉. This function maps the set of existing Inference Agents A =
{A1, . . . ,An} and a set of hidden variablesH to a tuple where (i)AH ⊆ A denotes the set of agents
that provides domain models and information relevant for the reasoning about variables H and
(ii)LH represents a set of agent pairs which directly communicate their local beliefs about certain
variables. Tuple 〈AH,LH〉 can be represented with the help of a graph, where the nodes represent
agents from AH and each communication link connects an agent pair from LH.

Note that, the collection of BNmodules captured by the Inference Agents in an agent
organization implements a Modular BN. This means that every communication link,
used for communicating beliefs between any two Inference Agents must correspond
to a Belief Sharing Contract between the two BN modules captured by the Inference
Agents.

A global task of a particular fusion organization Φ is collaborative computation of posterior
probability distribution P(H|E) over hidden variables of interest H which correctly reflects the
entire evidence set E. This is the case if P(H|E) is identical to P′(H|E) which is obtained through
propagation of the entire evidenceE in the correspondingmonolithic BNwhich correctly captures
relations between the variables. We say that collaborative inference in a modular BN is globally
coherent.

This requires well defined collaboration of Inference Agents since evidence E corre-
sponds to instantiations of variables in different agents in an Agent Organization Φ. In
the following sections we investigate how this can be achieved in a system of cooper-
ating Inference Agents without any centralized configuration and coordination of local
inference processes.

3.6.1 Construction of BNModules

Given an arbitrarily complex monolithic BN with a DAG G = (V,E), we can create a
system of BN modules which allow distributed inference equivalent to inference in the
monolithic BN without any centralized control. This can be achieved by using simple
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design rules based on the principles of d-separation and Markov boundaries discussed
in Chapter 2.

Procedure 3.1 (Design Rules). Let DAGG of a monolithic BN be defined over a set of variables
V. From this monolithic BN we obtain BN modules, by applying the following rules:

1. DAGG is partitioned into n subgraphsG∗
1
, . . . ,G∗n defined over sets of variablesV

∗
1
, . . . ,V∗n,

such thatV =
⋃

i V
∗
i
and ∀i , j : V∗

i
∩V∗

j
= ∅;

2. A local DAG Gi is obtained by augmenting G∗
i
with all parents Pa(V∗

i
) of set V∗

i
using

Definition 2.11. In the local DAG Gi links between the nodes Pa(V∗
i
) are omitted if they

exist in the original monolithic BN.4 The local set of CPTs Pi is chosen according to the
resulting DAG Gi from the set P of the monolithic BN.

3. For each root node X in a local DAGGi, assign a uniform prior distribution if X was added
to the original partition G∗

i
(see step 2); i.e. X is one of the parents of V∗

i
: X ∈ Pa(V∗

i
).

Each resulting module uses a local DAG Gi which contains all variables that directly
influence variables from the original partition G∗

i
; i.e. each derived DAG Gi shares

variableswith at least one other DAGG j if the correspondingG
∗
i
andG∗

j
contain variables

for which direct causal dependencies exist in the monolithic BN.
For example, Figure 3.3 shows a system of local BNs which were generated from the

monolithic BN from Figure 3.1 by using the rules from Procedure 3.1. The original BN
was partitioned into subgraphs G∗

1
, . . . ,G∗6 defined over sets:

V∗1 = {GasX,Cond, Ion, Smell,M},

V∗2 = {C
Cond
1 , SCond1 },

V∗3 = {S
Ion
2 ,CIon

2 ,CIon
3 ,CIon

4 },

V∗4 = {E
Smell},

V∗5 = {E
Cond},

V∗6 = {E
Ion},

(3.2)

where variables V∗
1
are the variables of G∗

1
, V∗2 are the variables of G

∗
2, etc. Partitions

G∗
1
, . . . ,G∗

6
were used for the construction of local graphs shown in Figure 3.3.

In practice, the monolithic model might not be available for explicit partitioning sug-
gested in rule 1 of Procedure 3.1. However, in certain domains it is plausible to assume
that only a few variables influence variables in an initial partition. These variables are
likely to be identified without knowing the true monolithic model. See discussion in
Section 4.8 for more details.

The design rules in Procedure 3.1 guarantee that local DAGs capture all crucial
dependencies between the original partitions defined in the monolithic DAG G. This
can be shown through the Markov boundary:

Proposition 3.1 (Markov Boundary). By removing fromGi the union of (i) all parents Pa(V∗
i
)

of the original partition G∗
i
and (ii) nodes that have children outside of G∗

i
, we obtain a new

4The omitted links are still defined in another local DAG G j where the variables of both graphs Gi and G j

have a non-empty intersection.
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subgraph G′
i
withV′

i
. The set of variables in G∗

i
which have children in other subsets of variables

V∗
j
, i , j is denoted by Qi ⊆ V∗

i
. For V′

i
, ∅, the set Vi\V

′
i
is V′

i
s Markov boundary BL(V′

i
)

if either (i) each node in Qi has at least one parent in the original partition G∗
i
or (ii) each added

parent has at least one child node which is not included in Qi.

Proof. According to the rules from Procedure 3.1 we obtain local DAGs Gi by adding
parents to original partitions G∗

i
; i.e. if a variable from G∗

i
is directly influenced by any

other variable X in the monolithic DAG G, then X becomes a root node in Gi. Since
each local DAG is obtained in the same way, nodes from Gi that have children in other
partitions G∗

j
will become parents in the corresponding local DAGs G j as well. These

nodes are members of set Qi in local DAG Gi. On the other hand, by removing these
variables from the DAG Gi they become external children of V′

i
, which means that they

are automatically included in the Markov boundary of V′
i
. Since all parents of nodes

in Qi are per definition part of the extended DAG Gi, the set of Pa(V′
i
) must contain all

external parents and the union Pa(V′
i
) ∪Qi must be a Markov boundary of V′

i
. �

For example, consider the initial partitions G∗
1
, G∗

3
and G∗

6
shown in Figure 3.5 with

variables V∗
1
, V∗3 and V∗6 from the sets 3.2, respectively. We can see that if we add all

parents to the initial partitions we obtain local graphs G1, G3 and G6 in Figure 3.6 for
the BN modules ψ1, ψ3 and ψ6, respectively. Note that, the edge between nodes M and
Ion in G3 is removed, following rule 2 in Procedure 3.1, while this edge is defined in the
original monolithic BN shown in Figure 3.1. However, this edge is still defined between
M and Ion in the local graphG1. Subsequently, following Proposition 3.1, we get the fol-
lowing Markov boundaries BL(V′

1
) = {M,Cond, Ion, Smell}, BL(V′3) = {M,T, Ion, S

Ion
2
} and

BL(V′6) = {T, S
Ion
2
} shown as white nodes in Figure 3.7. Clearly, the Markov boundaries

intersect such that Belief Sharing Contracts can be established between the BNModules.
According to d-separation we can verify that all the variables shown as gray nodes are
d-separated from the rest of the network in Figure 3.1 if we instantiate all the white
variables, i.e. the variables in the Markov boundaries.

M GasX

Cond Ion Smell

(a) G∗
1

CIon
2

CIon
3

CIon
4

SIon2

(b) G∗
3

EIon

(c)
G∗6

Figure 3.5: Initial partitionsG∗
1
, G∗

3
andG∗

6
corresponding to the graphsG1,G3 andG6 of the BNmodules

ψ1 , ψ3 and ψ6 from Figure 4.1b, respectively.

If, however, set Qi contains a node which is a root node in G∗
i
and it is the only child

of at least one added parent, then the set Vi\V
′
i
fully d-separates variables V′

i
from the

rest of the variables but it is not a Markov boundary. In other words, Vi\V
′
i
is a Markov

blanket (see Section 2.2.5 for a definition of a Markov blanket) [PdOM+07].
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2
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Figure 3.6: The initial partitions from Figure 3.5 with added parents shown as white nodes. Note that,
the edge between nodesM and Ion in G3 is removed, following rule 2 in Procedure 3.1, while this edge is
defined in the original monolithic BN shown in Figure 3.1. However, this edge is still defined between
M and Ion in G1.
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Figure 3.7: Markov Boundaries BL(V′
1
) = {M,Cond, Ion, Smell}, BL(V′

3
) = {M,T, Ion, SIon

2
} and BL(V′

6
) =

{T, SIon
2
}. The variables that are included in the Markov Boundaries are shown as white nodes.

By using the design rules, we can construct local graphs Gi in which we can trivially identify
a set of variables whose instantiation renders the computation in the original partitions G∗

i
independent of other variables in the original monolithic graph G. Note that, the variables
included in the resulting Markov boundaries BL(V′

i
) are shared between different partitions Gi,

while the variables Vi\BL(V
′
i
) are used only in Gi.

The variables in the Markov boundaries are typically considered for instantiations,
since such variablesmediate the dependencies that exists betweendifferent localmodels.
Because instantiation can be costly it is important that the total number of variables in all
the Markov boundaries is kept small in order to reduce instantiation costs. The Markov
boundaries resulting from the design rules in Procedure 3.1 have the following property:

Proposition 3.2 (Overlap Markov Boundaries). If for each original partition G∗
i
there exists

V′
i
, ∅, and the set Vi\V

′
i
is V′

i
s Markov boundary BL(V′

i
), then each node belonging to

any BL(V′
i
) is contained in at least one other Markov boundary BL(V′

j
). In other words, a

Markov boundary BL(V′
i
) corresponding to any original partition G∗

i
intersects at least one other

boundary BL(V′
j
) corresponding to some original partition G∗

j
.
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Proof. Since the nodes fromQi are per definition parents of nodes in some other partition
G j, they must be also part of the Markov boundary of the variables from G∗

j
. This is a

consequence of the design rules from Procedure 3.15. �

In [PdOM+07] alternative construction rules are discussed in addition to the rules
given in Procedure 3.1. The choice of BNmodule construction rules might be important
to minimize the number of variables in the Markov boundaries, i.e. it is shown that
under certain conditions the choice of construction rules result in a minimum set of
variables in the Markov boundaries. For more details consult [PdOM+07].

AModular BN is a representationof someoriginalmonolithic BN. Suchamodular BN
must support computation of posterior probabilitieswhich are identical to the posteriors
computed from the monolithic BN, given some evidence. This is possible only if the
modular BN and the corresponding monolithic BN capture the same JPD over the
variables. If we create a modular BN by using the design rules in Procedure 3.1 we can
show the following:

Proposition 3.3 (Factorization). Assume a monolithic BN (G,P) of JPD P(V) and the corre-
sponding Modular BN with BN modulesM = {ψ1, . . . , ψn}, where each ψi = (Gi,Pi) is created
with Procedure 3.1. Let φi be the product of all local conditional probability distributions in Pi

of ψi. The normalized product of all factors φi of BN modules inM is identical to the JPD P(V)
captured by the monolithic BN:

P(V) = α

n
∏

j=1

φ j, (3.3)

where α is a normalization constant.

Proof. The correctness of Equation (3.3) can be shown as follows:

(i) According to rule 1 in Procedure 3.1 the union of all variables from local graphs Gi

is identical to the set of variables from the monolithic BN (G,P). Thus, all relevant
variables are included in the Modular BN, i.e. V =

⋃

i Vi.

(ii) Each conditional probability distribution to compute the JPD P(V) is included in
exactly one BN module ψi with DAG Gi. Namely, each node in G is included
in exactly one original partition G∗

i
. Thus, conditional probability distributions

relating only nodes from G∗
i
are unique to this partition. According to rule 2 in

Procedure 3.1 all parents are added to the original partition G∗
i
to create DAG Gi.

Consequently, we are able to assign conditional probabilities to nodes in G∗
i
that

have parents in other partitions G∗
j
.

(iii) By omitting relations between the added parents Pa(V∗
i
), we avoid the possibility

of replicating the same conditional probabilities distributions in different local BN
modules.

5We reduce the original set V∗
i
such that all children of the reduced set V′

i
are members of a Markov

boundary of another reduced set V′
j
.
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(iv) By setting priors of added parents in each local DAG Gi to a uniform distribution,
the priors required to compute P(V) are not replicated in the local BN modules.
If the nodes corresponding to root nodes in a local graph Gi are root nodes in all
graphs, then the priors of these variables must be used only once. This is achieved
if we keep original priors in the local graphs where the roots were not added. If
the roots in local DAG Gi correspond to a non-root node in the monolithic BN,
then the priors can be determined in other partitions through inference. Uniform
priors in local graphs fall out of the rhs of Equation (3.3), i.e. they do not affect the
computation of P(V).

Due to (i)-(iv) every (un)conditional probabilitydistribution to compute theP(V) appears
exactly once in the rhs of Equation (3.3). In addition, the rhs also includes a set of uniform
priors over variables that are roots in local models, but not in graph G. However,
uniform priors fall out of the rhs of Equation (3.3) after normalization. Consequently,
Equation (3.3) must hold. �

In [Xia02] it has been shown that shared variables between different subnets (in this
context called BN modules) must be d-sepnodes.

Definition 3.7 (d-sepnode). Assume a Modular BNΩ that consists of a setM of BN modules
ψi with variables Vi and let V =

⋃

i Vi be all the variables defined in Ω. Let S ⊆ V be the set of
variables that are shared between at least two BN modules inM. A shared variable X ∈ S is a
d-sepnode if in at least one BN module ψ j ∈ M all the shared variable’s parents are defined, i.e.
Pa(X) ⊆ V j.

D-sepnodes are a necessary condition for coherent message passing, i.e. correct
sharing of marginal probabilities between local modules. Additionally, CPDs defined
in the monolithic BN can be correctly assigned to local models only if shared variables
are d-sepnodes.

The design rules given in Procedure 3.1 guarantee that all variables in theMarkov boundaries,
i.e. the shared variables, are d-sepnodes.

Proposition 3.4 (d-sepnode). Assume that from a monolithic BN (G,V) a set of BN modules
M is constructed with the design rules in Procedure 3.1. For each BNmoduleψi ∈ Mwith local
graph Gi = (Vi,Ei) all the variables in the Markov boundary BL(V′

i
) ⊂ Vi are d-sepnodes.

Proof. Let’s assume any two initial partitions G∗
i
with variablesV∗

i
and G∗

j
with variables

V∗
j
where Pa(V∗

i
)∩V∗

j
, ∅, i.e. at least one of the added parents to the initial partition G∗

i

is included in V∗
j
. According to Proposition 3.1, each added parent X ∈ Pa(V∗

i
) ∩ V∗

j
, is

in the Markov boundary BL(V′
i
) and, according to Proposition 3.2 every added parent

X ∈ V∗
j
is also a node with children outside partition G∗

j
, i.e. X ∈ Q j. Therefore, we have

⋃

k

BL(V′k) =
⋃

k

Qk, (3.4)

i.e. the union of all variable sets Qk of each partition G∗
k
is the union of all Markov

boundaries. Because of rule (ii) in Procedure 3.1 we know that each node in some Qk

has all parents in Vk, i.e. Pa(Qk) ⊂ Vk then each node X ∈ Qk must be a d-sepnode. In
other words, due to Equation (3.4) every node in the Markov boundary of any set V′

k
of

BN module ψk with local graph Gk must be a d-sepnode. �
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3.6.2 Elimination of Cycles

Modularization of models introduces additional challenges regarding exact inference
based on message passing. One important condition the Modular BN must satisfy in
order to support coherent message passing is the hyper tree condition [Xia02]. A hyper
tree is a graph that captures the dependence structure between the BN modules, where
each BN module is represented by a hyper node that contains the variables of the BN
module. An important property of a hyper tree is that the variables of any non-empty
intersection between two hyper nodesHi andH j are contained in each hyper node Hk

on the path betweenHi and H j in the hyper tree. In order to show that a modular BN
corresponds to a hyper treewe use the theory on factor graphs. It is known that coherent
message passing is supported if the corresponding factor graph is a tree [KFL01]. In
addition, a factor tree can easily be transformed to a hyper tree by simply considering
each factor node as a hyper node capturing the arguments as variables and each variable
node as a connection between the hyper nodes. Thus, if a Modular BN corresponds to
a factor tree then also the hyper tree property is satisfied.

Consider the example in Figure 3.8a where a factor graph that corresponds to the
Modular BN in Figure 3.3 is shown, i.e. each factor in the factor graph corresponds to
a BN module in the Modular BN. Thus, the Modular BN in Figure 3.3 does not support
coherent message passing, because it is not a tree. However, through targeted variable
instantiations of certain variables in the Modular BN, cycles can be eliminated such that
coherent message passing is supported. In order to find the variables for instantiation
we use cluster graphs. In [XL03] it was shown that cycles in cluster graphs indicate
whether exact inference in the corresponding modular BNs is possible. In this context
types of cycles in cluster graphs play an important role.

Definition 3.8 (cycles). Let a cluster graph have a cycle ρ. If there exists a separator Si, j on ρ
which is contained in every other separator on ρ, then ρ is a degenerate cycle. Otherwise, ρ is
a non-degenerate cycle. A cycle over a set of clusters in a cluster graph is a path, denoted as
ρ = 〈C1, . . . ,Cn,C1〉

6. If cluster Ci and C j are on ρ and have a non empty intersection then we
say that their separator Ci ∩ C j = Si, j is also on ρ.

For example, Figure 3.4a shows two non-degenerate cycles ρ1 = 〈C1,C2,C3,C4,C1〉
and ρ2 = 〈C1,C3,C4,C1〉 and one degenerate cycle ρ3 = 〈C1,C2,C3,C1〉.

It was shown that a modular BN cannot support exact belief propagation using
message passing if it corresponds to cluster graphs with non-degenerate cycles [XL03].
There are basically two ways of avoiding non-degenerate cycles:

• Define BN modules in such a way that the modular BNs correspond to cluster
graphs containing either no cycles or only degenerate cycles. This might not be
practical in settings where different designers contribute modules.

• Non-degenerate cycles are eliminated by instantiating specific variables in the cor-
responding modular BNs.

We use the latter approach for the construction of inference graphswhich correspond
to modular BNs that support globally coherent inference based on message passing.

6Note that, the same notation is used for paths over nodes (see Section 2.2.2).
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Proposition 3.5 (valid inference graphs). Let’s assume a modular BN Ω = (M,R) which
corresponds to a cluster graph G = (C,S)with multiple cycles ρ1, . . . , ρn. An inference graph
G′ which supports globally coherent message passing can be obtained by cutting all cycles in the
original cluster graph G with the help of two methods, dependent on the cycle type:

• A degenerate cycle ρi is cut by eliminating the separator which is contained in all other
separators on ρi.

• A non-degenerate cycle ρ j is cut by instantiation of all variables from a separator on ρ j.

Proof. The proof makes use of relations between factor graphs and cluster graphs. A
modular BNΩ corresponds to a factor graph inwhich each factor represents the function
implemented by some BN module. Each factor graph, on the other hand, encodes a
cluster graphG. Namely, a set of variables connected to aparticular factor corresponds to
a cluster in the cluster graph. Thevariableswhich are sharedby factors in the factor graph
correspond to separators in the cluster graph G. We investigate the relations between
the loop reduction operations on factor graphs and the cycle reduction operations in
cluster graphs.

Elimination of separators: Let’s assume a factor graph with a loop in which (i)
variable X is contained in more than two factors and (ii) there exist two factors which
share only X (see for example variable M in Figure 3.8a). In such a case X is contained
in clusters which form a degenerate cycle ρi in the corresponding cluster graph G and
X corresponds to the smallest separator. For example, in Figure 3.4a variable M is
contained in each separator on the degenerate cycle 〈C1,C2,C3,C1〉. Without loss of
generality, we assume that the smallest separator consists of just one variable X. The
proof also holds if X is a set of variables. This can trivially be shown when considering
X as a hyper variable.

The loop formed by X can be eliminated from the factor graph through the grouping
transformation (see Section 2.2.6.1); i.e. we introduce hyper-variables which are formed
through clustering of X with other variables in the loop. In this way the node corre-
sponding to X is removed from the factor graph. The resulting factor graph encodes
the message passing paths which guarantee coherent message passing. Note that the
grouping transformation does not require redefinition of the local factors (i.e. local BNs),
because variable X is already included in these factors.

On the other hand, we can obtain an new graphG′ from cluster graphG by removing
the smallest separator from a degenerate cycle ρi in G (see [Xia02]). This separator con-
tains only variableX. The resulting G′ encodes the same messaging paths as the corresponding
factor graph obtained through clustering of variables. I.e. the remaining separators in G′

correspond to hyper variables in the factor graph which can be obtained through the
grouping transformation.

Instantiation of variables: Instantiation of a variable in a factor graph results in a
cross section (see Section 2.2.6.1); i.e. a variable and its links to the factors are eliminated
from the factor graph. This in turn corresponds to elimination of a variable from the
cluster graphs. Thus, by instantiating all variables from the separator Si, j ∈ S on cycle
ρ, these variables are removed from the cluster graph G and, consequently, Si, j ceases
to exist; i.e. the cycle is eliminated in the resulting graph G′. Again, G′ encodes the same
messaging paths as the corresponding factor graph obtained through instantiation of variables.

By applying the two approaches to reduction of separators for each cycle in the
original cluster graph G, we can obtain an inference graph G′ with a tree topology.
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Moreover, the messaging paths between clusters captured by G′ are the same as the
messaging paths between the factors in the corresponding factor trees supporting co-
herent message passing. For these factor trees we know that they support coherent
message passing, since they were obtained with cross-sections and grouping transforma-
tions on factor graphs [KFL01]. Thus, if Belief Sharing Contracts between BN modules
in Ω are established for each separator represented in the resulting inference graph G′,
thenΩ corresponds to a factor tree which contains all relations between factors required
for coherent message passing. �

Note that the presented approach to cutting cycles/loops does not require any modification
of BN modules (i.e. factors). If BN modules are fixed and correspond to clusters forming non-
degenerate cycles, then coherent message passing can be achieved only through instantiation of
variables.

In order to illustrate Proposition 3.5 consider the example shown in Figure 3.8awhere
variableM is contained in factors f1, f2 and f3 forming a loop between the corresponding
factor nodes. This loop corresponds to the degenerate cycle ρ3 = 〈C1,C2,C3,C1〉 in the
cluster graph depicted in Figure 3.4a. Note that, variable M is contained in every
separator on ρ3 and therefore this variable can be removed from the cluster graph. This
operation on the cluster graph shown in Figure 3.4a corresponds to variable grouping
transformation in the factor graph from Figure 3.8a: by grouping variables Cond andM
between factor nodes f1 and f2 we obtain hyper variable {Cond,M}; grouping of variables
Ion andM between factor nodes f1 and f3 to form hyper variable {Ion,M}. The remaining
variable node M between factor nodes f2 and f3 can be removed from the factor graph
because it is a redundant variable (see also Section 2.2.6.1). On the other hand, the loop
over factor nodes f1, f3 and f4 in the factor graph from Figure 3.8a corresponds to the
non-degenerate cycle ρ2 = 〈C1,C3,C4,C1〉 shown in the cluster graph in Figure 3.4a. By
instantiation, variable T is removed from all the separators and clusters in the cluster
graph which cuts the non-degenerate cycle. This operation corresponds to cross section
on variable T between the factor nodes f3 and f4 in the factor graph in Figure 3.8a. Note
that local functions of the factor nodes f3 and f4 do not change. The resulting factor tree
is shown in Figure 3.8b with the corresponding inference graph shown in Figure 3.4b.

3.6.3 Assembly of Modular BNs

We assume gradual assembly of modular BNs, where modules join the modular system
in a sequence. Addition of a new BN module can result in a modular BN which
does not support coherent message passing. Assume that we add a BN module ψi

to a modular BN Ω = (M,R) that corresponds to an inference graph G = (C,S). Let
Ci < C represent the new cluster for ψi which is added to G. If overlap with two or
more clusters in G exists and for each of these overlaps a new belief sharing contract is
established, then we obtain an inference graph with cycles. Consider the example given
in Figure 3.4a which corresponds to the BN modules shown in Figure 3.3. Let’s assume
an initial modular BN Ω with BN modules M = {ψ2, ψ3, ψ4, ψ5, ψ6} and BN module
pairs R = {〈ψ2, ψ3〉, 〈ψ3, ψ4〉, 〈ψ2, ψ5〉, 〈ψ3, ψ6〉}) which is extended by module ψ1. This
corresponds to adding cluster C1 to the inference graph

G = ({C2,C3,C4,C5,C6}, {S2,3,S3,4,S2,5,S3,6}). (3.5)
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If a new belief sharing contract is established for each new separator we obtain a
new inference graph

G′ = ({C1,C2,C3,C4,C5,C6}, {S1,2,S1,3,S1,4,S2,3,S3,4,S2,5,S3,6}). (3.6)

Variables of C1 overlap with the variables of other clusters resulting in separators
S1,2 = {Cond,M}, S1,3 = {Ion,M} and S1,4 = {Smell}. Consequently, this results in three cy-
cles, namely the non-degenerate cycles ρ1 = 〈C1,C2,C3,C4,C1〉 and ρ2 = 〈C1,C3,C4,C1〉

and degenerate cycle ρ3 = 〈C1,C2,C3,C1〉. The new modular BN does not support
coherent message passing between BN modules if it corresponds to an inference graph
containing non-degenerate cycles.

In order to achieve coherent message passing without changing predefined BN mod-
ules obtained with Procedure 3.1, we introduce assembly rules which exploit reduction
of cycles by using Proposition 3.5.

Procedure 3.2 (Assembly Rules). Given an initial modular BNΩ = (M,R), we obtain a new
modular BN Ω′ by adding to Ω a BN module ψi, with the corresponding DAG Gi = (Vi,Ei)
according to the following procedure:

1. Check if inΩ there exists a non-empty set of BN modulesU ⊆M, such that the variables
of each BN module ψ j ∈ U with DAG G j = (V j,E j) inM intersect with the variables of
the BN module ψi:

U = {ψ j|Vi ∩V j , ∅ ∧ ψ j ∈ M} (3.7)

2. In case |U| > 1 then do the following:

a) Create a new graph G′ by adding (i) the variables ofψi as a clusterCi to the inference
graphG corresponding toΩ and (ii) by adding separators for all intersections between
the cluster Ci and all clusters C j for which Ci ∩ C j , ∅;

b) Find a set of all cycles χ in the graph G′7. If χ = ∅ go to step 3, else do

i. In case a degenerate cycle ρk ∈ χ exists, remove the separator Sv,w between
clusters Cv and Cw on ρk in G′, which is contained in every other separator on
ρk; Go to step (b).

ii. In case a non-degenerate cycle ρk ∈ χ exists, instantiate a variable X which is
contained in at least one separator Sq,r between clustersCq andCr on ρk. Update
G′ by removing X from each separator and cluster; Go to step (b).

3. Create a setR′ inwhich each BNmodule pair 〈ψi, ψ j〉 corresponds to a non-empty separator
Si, j between clusters Ci and C j in G′. Each pair 〈ψi, ψ j〉 corresponds to a Belief Sharing
Contract S〈ψi, ψ j〉.

Thus, G′ obtained in the above procedure is an inference graph used as a ’blueprint’
for the creation of Belief Sharing Contracts (Definition 3.2) captured by set R′. Note that

7Please, note that, we deliberately find the set of all cycles in each iteration of step (b), since instantiation
of variables or removing of separators can eliminate more than one cycle at a time. This can happen when
certain paths are shared between different cycles. Alternatively, we can keep track of all cycles and compute
exactly which cycles remain after instantiation of a variable or removal of a separator. However, to keep the
pseudo code tidy we prefer the former.



3.6. DISTRIBUTED INFERENCE IN MODULAR BNS 57

the assembly rules avoid unnecessary instantiations in case of a weak non-degenerate
cycle, i.e. a non-degenerate cycle where the intersection of all separators on the cycle
in not empty (see also [Xia02]). Namely, in each iteration of step (b) a single variable
is instantiated instead of all variables in a separator on a non-degenerate cycle. This
way a weak non-degenerate cycle might be reduced to a degenerate cycle for which
no additional instantiations are required to cut the cycle (see Proposition 3.5). The
inference graphs allow a quick analysis which guides the cycle elimination process in
the Procedure 3.2. Note also, that inference graphs can easily be obtained at runtime if
the variables in each BN module are made public, which is a plausible assumption.

With the help of the design and assembly rules we can construct modular BNs that
support exact inference algorithms through coherent message passing.

Proposition 3.6 (Factor Tree). Let’s assume a modular BN Ω = (M,R) corresponding to
a monolithic Bayesian network (G,P) where DAG G = (V,E). If Ω is constructed using
Procedures 3.1 and 3.2, then Ω corresponds to a factor tree which correctly factorizes the
corresponding global JPD of (G,P).

Proof. A Modular BN corresponds to a factor graph because (i) the product of condi-
tional probabilities in each BN module ψi ∈ M defines a factor node fi(Vi), and each
uninstantiated variable in Ω corresponds to a variable node in the factor graph. Shared
variables defined by the Belief Sharing Contracts in R of Ω between two BN modules are
represented as variable nodes between the corresponding factor nodes. We can show
that the resulting modular BN has the following properties:

1. If the design rules from Procedure 3.1 are used, then each conditional probability
distribution P(Xi|Pa(Xi)) from the monolithic BN (G,P) is contained in exactly one
BN module (see Procedure 3.1). Consequently, the product of all factors from the
resulting BN modules captures the same JPD as the monolithic BN (G,P).

2. Since the assembly rules from Procedure 3.2 are based on the reduction of cycles
in cluster graphs introduced in Proposition 3.5, the resulting modular BN Ω corre-
sponds to a cycle free inference graph. Moreover, according to Proposition 3.5, we
know that such an inference graph captures all communication paths required for
coherent inference through message passing. Since the BN modules in the result-
ing Ω exchange beliefs over variables which are contained in the separators of the
inference graph,Ω corresponds to a factor tree which supports coherent inference
(see Proposition 3.5). Strictly speaking, the resulting modular BNs correspond to
factor graphs that can always be transformed to a factor tree using factor graph
transformations, such as, the grouping transformations and cross sections, without
changing the local functions of the factor nodes. Namely, if two BN modules share
more than one variable, these can be clustered in a single hyper variable node be-
tween the two corresponding factor nodes in the factor graph, without changing
the definition of influenced factors.

In other words, the resulting modular BN corresponds to a factor tree which (i)
correctly captures the overall JPD P(V) and (ii) encodes communication paths between
factors which support coherent message passing. �
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Due to Proposition 3.6 we know that a Modular BN constructed using the design
and assembly rules in Procedure 3.1 and Procedure 3.2, respectively, supports globally
coherent message passing.

In situations where the modules are added to the system without knowing the
monolithic model, additional tests are required to guarantee acyclicity (no directed
cycles spanning several modules) and the d-sepnode property of shared variables. For
these additional tests we can use the algorithms proposed by Xiang in [Xia02].

3.6.4 Privacy Issues

In practice, themonolithic model is often not available for explicit partitioning suggested
in rule 1 of Procedure 3.1 due to privacy requirements. Often different designers provide
their own BN modules where only certain interface variables, i.e. shared variables
between BN modules, are made public, while the internal variables of a BN module
and/or the relations between the internal variables are kept private. However, in order
to identify the shared variables in Procedure 3.2, information about the type of variables
in different modules must be shared between designers, while information about the
relations between variables can remain private. Often, such information about relations,
captured with CPTs, is considered most valuable.

In some situations the designer might knowwith certainty that the internal variables
are not shared with any other variables in the system. No information about these
internal variables need to be shared and can remain private8. Variables that are not
shared with any other variable in the system can be omitted from the cluster graph in
Procedure 3.2.

3.6.5 Distributed Reasoning ThroughMessage Passing

Distributed inference in an agent organization Φ is based on sharing partial beliefs be-
tween Inference Agents. Two Inference Agents are allowed to share partial beliefs if
between the BN modules in the Inference Agents there exist a Belief Sharing Contract.
If Belief Sharing Contracts are established according to Procedure 3.2 then the Inference
Agents in Φ implement a Modular BN that corresponds to a factor tree (see Proposi-
tion 3.6). In other words, with the help of the Procedures 3.1 and 3.2 the Inference
Agents in Φ are organized such that globally coherent inference through sharing of
partial beliefs is supported.

For example, Figure 3.9 depicts the agent organization that implements the Modular
BN shown in Figure 3.3. Each BNmodule ψi from Figure 3.3 is captured by an Inference
Agent Ai. The bidirectional links denote communication channels between Inference
Agents overwhich partial beliefs can be communicated. Note that, each communication
channel between Inference Agent Ai and A j corresponds to a Belief Sharing Contract
between two BN modules ψi and ψ j shown in Figure 3.3. Also, note that context
variable T is instantiated to avoid a non-degenerate cycle in the corresponding cluster
graph. The variables that are shared between Inference Agents are shown next to
the bidirectional links. Over these variables the partial beliefs, which are marginal

8It is assumed that this must be the case for the construction of MSBNs in [Xia02]. In this approach
independent designers of subnets must have sufficient domain knowledge to determine the shared variables
between subnets without sharing any information about private variables and their relations. However, in
general, the determination of separators requires sharing the knowledge of all variables.
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posterior probability distributions over the shared variables between two agents, are
computed. These probabilities are conditioned on part of the received evidence in the
agent organization and are computed with the help of Algorithm 1 which is running on
each Inference Agent.
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Figure 3.9: An agent organization of the modular BN shown in Figure 3.3 with BN modules ψ1, . . . , ψ6

captured in Inference Agents A1, . . . ,A6, respectively. The bidirectional links between inference agents
denote communication channels over which partial belief can be communicated. These partial beliefs
are defined over the shared variables Vi ∩V j of the corresponding Belief Sharing Contract S〈ψi , ψ j〉.

We assume a data-driven approach to probabilistic inference. Thus, when an agent
Ai receives a partial belief Pin(Si,k|E

t
k) from another agent Ak Algorithm 1 outputs dis-

tributions Pout(Si, j|E
t\Etj) for each Belief Sharing Contract that exist between the BN

module of agent Ai and the BN modules of other agents A j except agent Ak that sup-

plied the updated distribution Pin(Si,k|E
t
k) and trickered the local inference. In addition,

for each computed Pout(Si, j|E
t\Etj), using Equation (3.8), all partial beliefs in the list

I
j

i
= Ii\Pin(Si, j|E

t
j), i.e. the list of all received partial beliefs except the partial belief that

was previously sent by agent A j, need to be multiplied. Note that, each Inference Agent
Ai keeps track of the latest received partial belief from each neighboring agent in the list
Ii. Before any partial beliefs are shared between Inference Agents this list contains only
uniform distributions for each set of shared variables Si, j with neighboring agents A j.
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In order to illustrate the belief sharing between agents let’s assume that agent A1 re-
ceives from agentA3 themarginal posterior probability distribution Pin(S1,3|E

t
3), which is

based on the evidenceEt3 in the branch connected toA1 via agentA3 (see Figure 3.9). S1,3

represents the shared variables between InferenceAgentsA1 andA3, i.e. the shared vari-
ables between the corresponding BNmodules ψ1 and ψ3; E

t
3 represents all observations

of variables in the branch defined through agents A3 and A6 up to the time t. Note that,
evidence includes observations of process variables as well as context variables. For the
sake of this example assume that evidence is available for variable M and, therefore,
variableM can be instantiated to state mi ∈ Dom(M)9.

For agent A1 in the agent organization in Figure 3.9 we have the list

I1 = {Pin(S1,2|E2),Pin(S1,3|E3),Pin(S1,4|E4)}.

When agent A1 receives partial belief Pin(S1,3|E
t
3) from agent A3 we update the list

with this new belief and Algorithm 1 computes Pout(S1,2|E
t\Et2) and Pout(S1,4|E

t\Et4) for
the neighboring agents A2 and A4 with the help of Equation (3.8) in Algorithm 1, i.e. for
Pout(S1,2|E

t\Et2) we get

Pout(S1,2|E
t\Et2) = α1

∑

V1\S1,2

P(V1)P(M = mi)Pin(S1,3|E3)Pin(S1,4|E4)

and for Pout(S1,4|E
t\Et4) we get

Pout(S1,4|E
t\Et4) = α2

∑

V1\S1,4

P(V1)P(M = mi)Pin(S1,2|E2)Pin(S1,3|E3).

In this particular case the term
∏

Cr∈Ci
P(Cr) in Equation (3.8) is substituted by P(M =

mi), since local evidence is only available for variableM ∈ Ci.
In order to compute a posterior P(Y|Et) for some variable Y over the entire evidence

set Et up to time t in BN module ψi Equation (3.9) in Algorithm 1 is used. Note the
difference in Equation (3.8) and Equation (3.9). In Equation (3.9)wemultiply eachpartial
belief Pin(Si,q|Eq) in list Ii, while in Equation (3.8) we only multiply the received partial

beliefs Pin(Si,q|Eq) from agentsAq in list I
j

i
which excludes Pin(Si, j|E j) received from agent

A j. In other words, the computed posterior Pout(Si, j|E
t\Etj) in Equation (3.8) is based only

on a subset of evidence, while P(Y|Et) obtained with Equation (3.9) captures the entire
evidence in the agent organization.

The local computation of Pout(Si, j|E
t\Etj) and P(Y|Et) in Equation (3.8) and Equa-

tion (3.9), respectively, can be based on any standard approach to belief propagation in
arbitrarily complex local BN, such as Junction tree propagation [Xia02]. Since a local
BN of an Inference Agent does not change, the corresponding Junction tree can be com-
puted prior to the operation. A system using Algorithm 1 has the following important
property:

9Note that, variable M does not have to be instantiated in order to facilitate correct inference in the agent
organization, since variable M is part of a degenerate cycle (see Section 3.6.2). We do this in the example to
facilitate the illustration.
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Algorithm 1: Local inference algorithm

procedure: LocalInference
input : Local BN module ψi = (Gi,Pi), where Gi = (Vi,Ei), of agent Ai; each

root node added to the original partition G∗
i
is assigned a uniform

distribution.
input : Distribution Pin(Si,k|E

t
k) over the shared variables Si,k. Pin(Si,k|E

t
k) is

communicated by another agent Ak.
input : Observations of states in the local DAG Gi; set of observed local

variables is denoted by Ci ⊆ Vi.
output : For each neighboring agent A j, except the agent that supplied

Pin(Si,k|E
t
k), compute and communicate updated distribution

Pout(Si, j|E
t\Etj) for the variables Si, j shared by agents Ai and A j.

init : Create a list Ii containing uniform distributions Pin(Si, j|E j = ∅) for each
set of shared variables Si, j with agent A j. Instantiate all observed
variables Cr ∈ Ci; Ci ⊆ Vi, including all context variables; i.e. set P(Cr)
to the corresponding point mass distributions.

Replace the distribution Pin(Si,k|Ek) in list Ii with Pin(Si,k|E
t
k):1

Pin(Si,k|Ek)← Pin(Si,k|E
t
k);

foreach neighboring agent A j except Ak do2

I
j

i
= Ii\Pin(Si, j|E

t
j);3

Compute partial belief Pout(Si, j|E
t\Etj) with4

Pout(Si, j|E
t\Etj) = α1

∑

Vi\Si, j

P(Vi)
∏

Cr∈Ci

P(Cr)
∏

Pin(Si,q |E
t
q)∈I

j

i

Pin(Si,q|Eq), (3.8)

where α1 is a normalizing constant, the set Ci ⊆ Vi represents the instantiated
context variables or observed evidence for any local variable Cr ∈ Vi, and
Pin(Si,q|Eq) is the partial belief that is received from neighboring agent Aq;

Communicate the computed partial belief Pout(Si, j|E
t\Etj) to agent A j;5

end6

For any variable Y ∈ Vi we can compute posterior distribution given the entire7

current evidence Et with:

P(Y|Et) = α2
∑

Vi\Y

P(Vi)
∏

Cr∈Ci

P(Cr)
∏

Pin(Si,q |Eq)∈Ii

Pin(Si,q|Eq). (3.9)

where α2 is a normalizing constant;
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Proposition 3.7 (sum-product algorithm). An agent organization Φ implements the sum-
product algorithm for the computation of posterior distributions over any variable in the system
if (i) Φ is based on the principles from Procedures 3.1 and 3.2 and (ii) each Inference Agent uses
Algorithm 1.

Proof. Since the construction of BNmodules and the assembly of these modules into an
agent organization Φ are based on the rules from Procedures 3.1 and 3.2, respectively,
we know that Φ corresponds to a factor tree (see Proposition 3.6). In addition, the sum-
product algorithm supports correct computation of a marginal posterior distribution over
the states of all variables in a factor tree (see also Section 2.2.6).

Thus, it is sufficient to show that the computation of marginal probability distribu-
tions in Algorithm 1 over variables in an arbitrary agent organization Φ implements the
sum-product algorithm. In order to facilitate the analysis, a few important features of the
resulting agent organization are emphasized first:

• Each InferenceAgent implements a local function over shared variableswith other
agents. This function, in turn, canbe representedbya local factor treewhose factors
are functions of shared variables as well as internal variables of the local BN. Thus,
local variables can be correctly marginalized out.

• Given a graph describing direct communication between pairs of InferenceAgents
in agent organization Φ, each neighbor agent Aq of agent Ai corresponds to a
branch rooted in Ai. Each branch consists of agents which collaboratively supply
a distribution Pin(Si,q|E

t
q) over shared variables Si,q. This distribution is based

on gradual marginalization using Equation (3.8), which incorporates the entire
evidence Etq from the branch rooted in agent Ai via agent Aq. Finally, distributions
supplied to Ai by all the branches are combined with the help of Equation (3.9).

• At each node Ai a local belief updating process is started upon (i) instantiation
of a local variable or (ii) receipt of the updated distribution Pin(Si,k|E

t
k) over the

shared variables between Ai and its neighbor Ak (see also Definition 3.5). First,
the corresponding entry for Si,k in list Ii is updated with Pin(Si,k|E

t
k). Next, for each

neighborA j, except forAk which supplied Pin(Si,k|E
t
k), we compute the distribution

Pout(Si, j|E
t\Etj) over variables Si, j shared by Ai and A j.

Given these properties, we see that if all agents use Algorithm 1, an instantiation
of any variable in any agent starts a data-driven belief updating process in which all
nodes in Φ run the belief updating algorithm in a sequence. Moreover, by analyzing
a sequence of belief updates Pout(Si, j|E

t\Etj) for the separator variables in each agent,

we can show equivalence between the operations in the sum-product algorithm and the
processing steps within agent organizations Φ where agents use Algorithm 1:

• Computation of Pout(Si, j|E
t\Etj) supplied to neighbor agent A j is based on (3.8)

and takes into account all entries in set I
j

i
= Ii\Pin(Si, j|E

t
j), i.e. distributions over

all separator variables supplied by different agents except Pin(Si, j|E
t
k), which is

the entry originating from A j. In terms of factor trees the output Pout(Si, j|E
t\Etj)

represents a summary for variables Si, j supplied to agent A j; i.e. Equation (3.8)
implements the local function to variable step in the sum-product algorithm discussed
in Section 2.2.6.
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• Equation (3.8) includes also variable to local function step for each set of shared
variables Si,q. Namely, Ii includes all updated distributions Pin(Si,q|E

t
q) over set of

shared variables Si,q, except the distribution corresponding to the separator with

agent A j which is supplied with Pout(Si, j|E
t\Etj). Let’s assume that Si is the set

of all different separator variable sets that are shared by agent Ai. Set Si can
be subdivided into groups Sr

i , such that Si =
⋃

S
r
i , where each set Sr

i consists
of separators Si,r defined over the same set of variables. The cardinality of this
set can be greater than one if multiple agents Ar share the same set of variables.
Consequently, the product

∏

Pin(Si,q |E
t
q)∈I

j

i

Pin(Si,q|Eq)

in (3.8) can be written as

∏

Sr
i

∏

Si,r∈S
r
i

Pin(Si,r|Er),

The second product multiplies all partial beliefs Pin(Si,r|E
t
r) over the same set of

separator variables Si,r provided from different agents Ar. This corresponds to the
variable to local function step in the sum product algorithm.

• Each summary Pout(Si, j|E
t\Etj) computed from (3.8) or P(Y|Et) computed from (3.9)

takes into account the entire set of currently available observations Etq from any

branch connected to Ai by its neighbor Aq. This becomes obvious if Pin(Si,q|E
t
q) in

(3.8) is expanded by recursively using (3.8) and specific elements in Ii. Note that
(i) the topology of the corresponding organization graph is reflected in the order
of summations and (ii) the summation elements are specified by Ii at each agent.

• In each agentAi the union of all partial beliefs in Ii reflects the set of all observations
E
t of the states of variables in the entire agent organization Φ except for the local

evidence.

In other words, belief propagation in an agent organization Φ implements all steps
in the sum-product algorithm processing information in a factor tree, whose functions are
represented through local factor trees corresponding to local BNs in Inference Agents.

Finally, for each variable Y in a particular agent Ai, (3.9) returns distribution P(Y|Et)
by using the inputs which were obtained through sequences of updates at various
agents using (3.8). In this way the computation of P(Y|Et) correctly incorporates all
instantiations of the nodes in the entire agent organization Φ. �

In other words, Algorithm 1, combines partial results of local standard inference
processes in such away that amarginal distribution over an arbitrary subset of variables
is globally coherent.

The presented approach makes use of local BNs directly and, due to the induced
conditional independences, the partial results from the local inference processes can
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be shared without any global synchronization and compilation of secondary structures
spanning several agents. From the global perspective, each evidence spawns a distribute
evidence process throughout the entire Ω. At the same time, from the perspective of
an individual agentAi, the algorithm correctly implements a sequential collect evidence
[Jen01,CDLS99]. This is achieved through the use of the input sets Ii, which contain all
distributions reflecting the total evidence over variables in various branches ofΦ, rooted
in Ai; change of any element of this set spawns recalculation of the distributions over
the variables in the local model of Ai. By using algorithm 1, a process variable from a
separator has both a role of an input and an output variable, dependent on which nodes
in Φ were instantiated.

The same algorithm can be used for the distribution of the prior knowledge; prior
probability over states of root nodes in each agent should be propagated throughout the
entire system of agents. Each agentA j joining an organizationΦfirst receives from anew
neighbor Ak distribution Pin(S j,k|Ek). As next A j runs the algorithm and communicates
the resulting distribution over the variables S j,k shared with agentAk. This spawns local
processing in agent Ak which in turn will communicate updated distributions over the
shared variables with all its neighbors except A j. Local propagation is used to compute
prior distributions over the separator variables and communicated to the neighboring
agents.

3.7 Discussion

In this chapter we presented design and assembly rules for the creation of modular
Bayesian networks (BNs). With the help of the theory of factor graphs we have shown
that the constructed modular BNs support globally coherent message passing for the
computation of posterior probability distributions over arbitrary variables. The design
rules are used to construct a set of BN modules from a known monolithic BN through
the use of the theory on Markov boundaries. Each shared variable in the resulting
BN modules is automatically a d-sepnode, i.e. all parents of each shared variable are
defined in at least one BN module. This is an important property required for globally
coherent inference. The assembly rules, on the other hand, can be used to assemble BN
modules into a modular BN that supports globally coherent inference. When no hyper
tree for the set of BN modules can be obtained, dependencies between BN modules are
reduced through targetedhard evidence instantiations of sharedvariables. With the help
of cluster graphs the variables that must be considered for instantiation can easily be
identified. The cluster graphs require information about the types of variables within a
module. Information about the relations between different variables is not required and
can thus remain private. If, however, the designer knows with certainty that internal
variables are not shared with any other variable in the system then the number of
disclosed variables can be reduced. Such variables do not have to be represented in the
cluster graph used in Procedure 3.2.

Instantiation of variables with hard evidence at runtime might sound very restric-
tive. However, in relevant domains, such as monitoring, this is often a viable solution.
In such domains the intersections of Markov boundaries of different local BNs are rel-
atively small. The BNs capturing the domain typically consist of several network frag-
ments which are conditionally independent given small sets of variables. States of such
variables can often be observed with relatively cheap sensors, measuring temperature,
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humidity, wind speed etc.
The assembly rules are executed upon addition of a new module to the system.

In order to guarantee coherent message passing in the new system, introduced cycles
spanningmultiplemodules need to be identified and eliminated through instantiation of
variables. The identification and elimination of these cycles can be done very efficiently
since the assembly rules are gradually executed. Thatmeans that a newmodule is always
added to a system that does not contain any cycles. Therefore, the introduced cycles will
always include the newly addedmodule and, also, the number of created cycles is often
very small. Consequently, assuming that the information to instantiate the variables is
readily available, the execution of the assembly rules scales very well with the number
of modules. Also, with respect to the distributed inference algorithm, reasoning can be
performed in a distributed and parallel manner which facilitates efficient execution of
the inference algorithm in large systems with many modules.

The design rules in Procedure 3.1 require that the monolithic DAG is known in order
to construct the BN modules. However, in practice, the monolithic model is often not
available for explicit partitioning suggested in rule 1 of Procedure 3.1. For example, in
the gas detection model in Figure 3.1 the designer of each sensor module knows only
the corresponding partition G∗

i
consisting of variables describing the internals of the

sensor, such as G∗3 in Figure 3.5b. The question is whether it is possible to determine
the variables that need to be added according to step (ii) in Procedure 3.1 to this initial
partition to form the BN module which can be used for inference? As it turns out in
the monitoring domain this is often possible. It is plausible to assume that only a few
variables from the unknown monolithic model directly influence partition G∗

i
. Namely,

(i) a sensor is typically specialized on measuring a single phenomenon, such as Ion for
ψ3 in Figure 3.6b and (ii) components of a passive sensor do not influence components
of other sensors and vice versa. Consequently, a single process variable has a direct
influence on G∗

i
. Other variables that should be added are context variables which

are usually well known, e.g. temperature T and humidity M for BN module ψ3 in
Figure 3.6b. Thus, in some domains, such as monitoring, adequate BN modules can be
constructed efficiently in a collaborative decentralized design process without knowing
the actual monolithic DAG G describing the underlying causal process.

3.7.1 Distributed Perception Networks

Most of the presented theory in this chapter has been implemented in a multi-agent
system called Distributed Perception Networks (DPNs). Currently, the DPN framework
is being used for the implementation of real world systems for crisis management. In
particular, DPNs are used for the construction of systems supporting detection of toxic
gases and localization of gas leaks [PGdO10].





4 Verification of Inter-module Dependencies

In Chapter 3 we investigated the conditions under which globally coherent inference
in modular BNs is possible. We implicitly assumed that the BN faithfully represents
all conditional independencies. In other words, all dependencies and independencies
between the variables are correctly captured. However, in practice, even when best
engineering practices are used, violations in the dependency structure might be present
in the Modular BN which can significantly influence posterior computation. In this
chapter we discuss a method to verify the inter-module dependencies in Modular BNs
assuming that local modules capture the correct structure. More precisely, this method
can be used to (i) detect that missing inter-module dependencies are present such that
creation of inconsistent Modular BNs can be avoided and (ii) to discover the missing
inter-moduledependencies in order to repair themodular BNsuch that globally coherent
inference is supported.

This chapter is organized as follows: we startwith an introduction in the next section.
In Section 4.2we discuss relatedwork. Section 4.3 discusses a probabilistic causalmodel
used as a running example throughout the chapter to explain the basic principles. With
the help ofModular BNs, discussed in Section 3.5,we present twoverification algorithms
for modular BN, i.e. detection and discovery of missing inter-module dependencies in
Section 4.4 and Section 4.5, respectively. In Section 4.6 we discuss how to perform
verification of modular BN in case of limited data. Experiments with the detection and
discovery algorithms are given in Section 4.7. Finally, we conclude the chapter with a
discussion and conclusions in Section 4.8 and Section 4.9, respectively.

4.1 Introduction

Adequate modeling of direct causal dependencies between random variables in causal
models is critical for achieving correct inference. In the previous chapterwe investigated
the graphical conditions of modular BNs for which globally coherent inference through
message passing is possible. We implicitly assumed that the modular BN faithfully rep-
resents all conditional independencies through d-separations. If, however, the modular
BN fails to capture certain dependencies in the underlying true probability distribution
correctly then computed probabilities can deviate significantly from the true probabili-
ties. In principle, the corresponding monolithic BN of a Modular BN, implemented by
a set of collaborative BN modules, must be an I-map or a perfect map [Pea88], i.e. all
represented conditional independencies correspond to true conditional independencies
in the underlying probability distribution.

67
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In this chapter we consider situations where the overall inference system based on a Modular
BN is built out of several BN modules provided by different designers. We assume that each
module is a local I-map, i.e. it correctly captures dependencies between the local vari-
ables. This assumption is realistic in a relevant class of applications, such as monitoring
processes involving heterogeneous sensors. In such settings most local BNs capture
causal stochastic processes in sensing devices, which are part of a distributed monitor-
ing system; for such BNs conditional probabilities over a limited set of variables can
be obtained via controlled experiments with the components of the devices. In other
words, designers can often specify good causal models for the devices they supply to
the overall monitoring system.

While in the targeted domains it is likely that the designers could identify most of
the variables that must be shared between modules (see Section 3.7), errors can still
occur, resulting in erroneous representation of certain inter-module dependencies. I.e.
dependencies between modules are overlooked in the design process. In such cases a
local model perfectly captures relations over a set of local variables, i.e. the structure is
a local I-map, it might not support correct inference in an assembled Modular BN due
to an omission of an important link (dependency) between the variables involved in
different modules. In other words, the overall structure is not a global I-map. Note that,
sound engineering approaches can reduce the likelihood of such faults, but they cannot
prevent them.

4.1.1 An Information Theoretic Approach to Verification of Modular

Bayesian Networks

In this chapter we present a method that can detect and discover (i.e. learn) miss-
ing inter-module dependencies, i.e. dependencies between variables in different local
BNs. The presented approach makes use of conditional independence tests in a similar
manner as do common constraint-based structure learning approaches [SGS00,Pea00]. In
general, these approaches are used to learn dependencies between a set of variables
from ’scratch’. Unfortunately, these approaches are limited to rather small models due
to their computational complexity.

While the presented method is derived from constraint-based structure learning
approaches, it has been adapted to a different class of problems. It is geared toward the
detection of missing dependencies between variables from different Bayesian modules
in Modular BNs. In such settings, information theoretic approaches to data driven
dependence detection and discovery are tractable and of practical importance. First,
prior knowledge of dependencies within BNmodules can be exploited for the reduction
of the complexity of the dependency learning processes. Second, the complexity of
the dependency detection and discovery in modular systems can be further reduced
by taking into account the theory on BNs, in particular Markov Blankets and I-maps.
The proposedmethods are particularly suitable for the verification of modular inference
systems in which Modular BNs are gradually built out of basic modules. To facilitate and
simplify the discussion in this chapter we assume that the set of BN modules are integrable. In
other words, all the graphical conditions of a modular BN that are required to ensure globally
coherent inference are satisfied, such as, hyper tree condition, d-sepnodes, etc. (see Chapter 3).

In this chapter two verification algorithms are introduced, namely a detection and
discovery algorithm. The detection algorithm signals omission of dependencies between
modules in a Modular BN, without specifying which variables are not correctly re-



4.2. RELATEDWORK 69

lated. Efficient detection is achieved by exploiting the composition/decomposition rela-
tions [Pea88]. The detection algorithm has quadratic time complexity in the number of
modules. This algorithm can be used to prevent creation of Modular BNs that would
not correspond to a global I-map; before a new module is added to a Modular BN, the
detection algorithm is used to check whether there exist dependencies between the new
module and any other module in the existing Modular BN. If this is the case the module
is not added without resolving the deficiency.

The discovery algorithm, on the other hand, is used to find pairs of variables from dif-
ferentmodules, whose direct dependencies are not represented correctly in theModular
BN; i.e. the algorithm identifies the inter-module dependencies which are not repre-
sented in the Modular BNs. This algorithm is computationally more expensive than the
detection algorithm, since identification of a missing link in the model requires, in the
worst case, conditioning on all possible subsets of variables in the model. The number
of possible conditioning sets grows exponentially with the number of variables in the
overall model. However, in this chapter we show that the concept of Markov blan-
kets [Pea88,Nea03] and weak union relations [Pea88] can be used to reduce the number
of such conditioning sets. With the help of Markov blankets the prior knowledge about
the dependencies in local BNs can be exploited to limit the number of conditioning sets
in the discovery process.

In order to perform the conditional independence tests in the detection and discovery
algorithm data needs to be combined fromdifferent sources such that centralized testing
is possible. In this paper we assume that this is possible.

The work in this chapter is mainly based on [dOP08,dOP09b,dOP09a]. However, in
this chapter the experimental evaluation of the algorithms is extended with the use of
an additional benchmark network and different types of thresholds.

4.2 Related Work

The literature on learning the structure of Bayesian networks from data can be divided
into two categories, namely score-based and constraint-based approaches. In score-based
approaches [CHD92,FK00,HGC94,LB94,SPR+03] e.a. the algorithm searches for the best
structure that fits the data by optimizing a certain score. Constraint-based approaches
[Pea00,SGS00,CGK+02,XG08], on the other hand, the algorithm tries to fit the structure to
a set of conditional independencieswhich are obtained through statistical or information
theoretic conditional independence tests using the data. There are also methods that
combine both approaches, for example [TBA06]. It has been shown that automatic
learning of Bayesian networks, without restrictive assumptions, is an NP-hard problem
[CMH03]. Therefore, many methods impose restrictions on the possible models the
learning algorithm can handle. For example, certainmethods exploit variable similarity,
such asmodule networks [SPR+03]. In this approach similar variables, i.e. variableswith
the sameparents and the same conditional probabilitydistribution, are grouped together
into modules. Consequently, the module network is learned. Another very promising
method [XG08] uses a divide-and-conquerer approach to learn the network structure,
i.e. the variables in the domain are recursively subdivided into small sets of variables
and the structure is learned for these small sets. Consequently, the learned subgraphs
are combined together to form the entire graph. However, all these methods learn the
entire structure fromscratch, while none of these approaches consider a class of problems
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where the local structures are knownand canbe exploited to learndependencies between
different local models to obtain a globally correct structure. The approach discussed in
this chapter uses a constraint-based method to discover inter-module dependencies,
i.e. dependencies between local models. We assume that local models are correct
and, therefore, the presented verification algorithms are geared towards detection and
discovery of inter-module dependencies. To our knowledge the discussed approach is
the first attempt in this direction.
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Figure 4.1: (a) a simple gas detection network and (b) the corresponding modularization of the network.

4.3 Dependencies in Modular Bayesian Networks

In Section 3.5 a formal definition of a Modular BN and its BN modules was given.
With the help of these definitions the basic principles of verification of inter-module
dependencies are explained. The gas detection model shown in Figure 4.1a and the
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corresponding modularization of the model shown in Figure 4.1b are used as a running
example throughout the chapter. This model is derived from the model shown in
Figure 3.1 on page 40, i.e. it is slightly adapted to facilitate the discussion in this chapter.
More details about the gas detection model can be found in Section 3.3.

Throughout this chapter we make two assumptions about Modular BNs. First, for
the causal problem domain under study the corresponding underlying true probability
distribution captured by a modular BN is faithful (see Definition 2.8) to some DAG. In
other words, there exist a faithful DAG for the true underlying probability distribution.
Faithfulness is important for the discovery of causal structure and it is considered
the ’normal’ relation between probability distributions and causal structures [SGS00].
DAGs are a natural way to describe cause-effect relations. In fact, DAGs are rarely
used in contexts where the relations are not causal [Pea00]. Additionally, it turns out
that most distributions that factorize according to a DAG are faithful. I.e. the set
of unfaithful distributions have measure zero in the space of CPD parameterizations
[Mee95,SGS00,KF09].

Second, the assumption is that each local BN module in a Modular BN is correct,
i.e. the BN module is a local I-map (or a perfect map) with respect to the underlying
probability distribution over the corresponding subset of variables.

Definition 4.1 (Local I-mapness). Assume BN module ψi = (Gi,Pi) with DAG Gi = (Vi,Ei).
The variables Vi ⊂ U, where U contains all the variables in the domain. Gi is a local I-map if
all d-separation relations between the variables represented in Gi correspond to valid conditional
independencies in the underlying probability distribution P(Vi).

Note that a local model does not have to be a perfect map in order to be correct.
Here we use a weaker assumption, namely that of I-mapness. An I-map represents at
least all links that are required to correctly capture all dependencies in the underlying
probability distribution, while a perfectmap captures only the necessary links to support
correct inference and not more. Thus, in an I-map certain conditional independencies
are hidden in the graphical representation due to superfluous links. However, an I-map
can still be correctly parameterized to support correct inference.

The assumption about local I-mapness is realistic in a relevant class of applications,
such as monitoring processes involving heterogeneous sensors. In such settings most
local BNs capture causal stochastic processes in sensing devices, which are part of a
distributed monitoring system; for such BNs conditional probabilities over a limited
set of variables can be obtained via controlled experiments with the components of the
devices. In other words, designers can specify good causal models for the devices they
supply to the overall monitoring system.

4.3.1 Modular Bayesian Networks and Global I-maps

We assume that the construction of a Modular BNΩ = (M,R) is accomplished through
a gradual extension, i.e. Ω is extended with a single BN module in each extension step:

Definition 4.2 (Extension Step). Extending a Modular BN Ω = (M,R) with BN module
ψi < M is denoted as: Ω∗ ← Ω ⊔ ψi, where ψi with variables Vi establishes a Belief Sharing
Contractwith a single BNmoduleψ j ∈ Mwith variablesV j such thatΩ

∗ = (M∪ψi,R∪〈ψ j, ψi〉)
where Vi ∩V j , ∅. IfM = ∅ then Ω

∗ = ({ψi},R = ∅).
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Figure 4.2: An incorrect modularization of the gas detection inference model in Figure 4.1a. The
dependency between humidity variable M and sensor component C1 is not captured correctly in the
Modular BN due to the omission of variable M in BN module ψ2.

To simplify the discussion of the main principles in this chapter we assume that each modular
BN satisfies the graphical conditions that are required to ensure globally coherent inference (see
Chapter 3 for a discussion of these conditions). In case all conditional independencies in a
modular BN are correct with respect to the underlying distribution then the modular
BN is a global I-map.

Definition 4.3 (Global I-mapness). Let’s assume a Modular BNΩ corresponding to a mono-
lithic DAG G = (V,E), where V are all the variables in G and E are the edges between the
variables in G. The Modular BN Ω is a global I-map if all the represented d-separations in G
correspond to valid conditional independencies in the underlying probability distribution P(V).

For example, the modular BN shown in Figure 4.1b is a global I-map, because all
conditional independencies from the correspondingmonolithic model in Figure 4.1a are
correctly captured by the modular BN. Also note, that each BN module in Figure 4.1b
is a local I-map, i.e. all locally represented conditional independencies are correctly
captured.

However, note that if all BN modules are local I-maps then this does not imply, in general,
that the Modular BN constructed out of these BN modules is a global I-map. Consider the
modular gas detection model in Figure 4.2, where again all BN modules are local I-
maps. In this Modular BN the direct dependence between humidity M and the sensor
component C1 is missing, while this dependency is present in the ground truth model
in Figure 4.1a. In contrast to the modular BN in Figure 4.1b, variable M is not shared
between BN modules ψ1 and ψ2. Consequently, the modular BN in Figure 4.2 is not a
global I-map. In other words, the corresponding monolithic graphG of the modular BN
shown in Figure 4.2 is not an I-map, because it asserts, for example, the d-separations
(M y C1|Cond)G, (M y R1|Cond)G, (Smell y C1|Cond)G and (Smell y R1|Cond)G that are
not represented in the ground truth model shown in Figure 4.1a. Performing inference
in modular BNs that are not global I-maps can result in computed probabilities that can
deviate significantly from the true probabilities. Therefore, it is important that missing
dependencies in modular BNs are detected, such that global I-mapness can be verified.
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4.4 Verification of Global I-mapness in Modular Bayesian Networks

The conditional independence measures in Section 2.1.4 can be used to test global I-
mapness of a Modular BN (see Definition 4.3); i.e. we verify whether a Modular BN
corresponds to a monolithic BN which is an I-map. In order to facilitate further analysis,
we introduce the concept of pairwise Conditional Independence (pairwise CI) between the
variables from different modules in a Modular BN.

Definition 4.4 (Pairwise CI). Let’s assume a Modular BNΩ with a set of modulesM defined
over variables V which is extended by adding a new module ψi < M with variables Vi, where
Vi * V. In addition, Ω contains module ψ j ∈ M with variables V j, such that the intersection
S = Vi∩V j , ∅. For any pair of variables X ∈ {Vi\S} and Y ∈ {V\S} a pairwise conditional
independence (CI) is defined as:

(X y Y|S)P (4.1)

Note that expression (4.1) describes conditional independence in the true distribu-
tion which the Modular BN should capture. This conditional independence can be
tested with the help of the conditional independence measures in Section 2.1.4. We
illustrate pairwise CI with the help of the Modular BN in Figure 4.1b. Let’s assume
that we wish to extend Modular BN Ω = (M,R), where M = {ψ1, ψ3, ψ4, ψ5} and
R = {〈ψ1, ψ3〉, 〈ψ1, ψ4〉, 〈ψ1, ψ5〉}), with BN module ψ2. In this case we could identify
intersection set S = V1 ∩ V2 = {Cond,M}. Given that the extended Modular BN corre-
sponds to the ground truthmodel shown in Figure 4.1a,we could detect several pairwise
CIs between variables from different modules, such as, for example, (C1 y RSmell|S)P,
(R1 y RSmell|S)P, (C1 y Smell|S)P, etc.

It turns out that Pairwise CI tests can be used for efficient verification of global
I-mapness of Modular BNs.

Proposition 4.1 (Pairwise CIs & I-mapness). Let’s assume a Modular BNΩ = (M,R) with
the corresponding global I-map G = (V,E) and a BN module ψi < M with the local I-map
Gi = (Vi,Ei). Also, we assume that the JPD P(V∪Vi) is faithful (Definition 2.8). By extending
Ω with ψi we get theModular BNΩ∗, i.e. Ω∗ ← Ω⊔ψi whereΩ

∗ corresponds to the monolithic
graph G∗. G∗ is a global I-map if all pairwise CIs (see Definition 4.4) of the sets {V\S} and
{Vi\S} are valid, where S = V ∩Vi.

Proof. In order to prove that G∗ is a global I-map, the set {V\S} must be conditionally
independent of the set {Vi\S} given S:

({Vi\S} y {V\S}|S)P. (4.2)

We have to show that (4.2) holds if for all possible pairs of variables X ∈ {Vi\S} and
Y ∈ {V\S} the pairwise CI givenS is satisfied, i.e. ∀X ∈ {Vi\S},∀Y ∈ {V\S} : (X y Y|S)P.
We can show this with the help of the decomposition/composition relations [Pea88]:

(X y Y′|Z)P∧(X y Y′′|Z)P ⇔ (X y Y|Z)P, (4.3)

whereX, Y andZ aremutually exclusive sets and, in addition, Y is the union of mutually
exclusive sets Y′ and Y′′, i.e. Y = Y′ ∪ Y′′.
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With the help of the decomposition/composition relation in (4.3) we can decompose
Y = {Y1,Y2, . . . ,Ym} in a sequence of steps as follows:

(X y {Y1,Y2, . . . ,Ym}|Z)P ⇔

(X y {Y1,Y2, . . . ,Ym−1}|Z)P ∧ (X y Ym|Z)P
. (4.4)

Also the term (X y {Y1,Y2, . . . ,Ym−1}|Z)P can be rewritten in a similar way and we get:

(X y {Y1,Y2, . . . ,Ym−1}|Z)P ⇔

(X y {Y1,Y2, . . . ,Ym−2}|Z)P∧(X y Ym−1|Z)P
(4.5)

Substituting the right hand side of (4.5) in Equation (4.4) for (X y {Y1,Y2, . . . ,Ym−1}|Z)P
yields

(X y {Y1,Y2, . . . ,Ym}|Z)P ⇔

(X y {Y1,Y2, . . . ,Ym−2}|Z)P∧(X y Ym−1|Z)P ∧ (X y Ym|Z)P.
(4.6)

This process can recursively be repeated for
(X y {Y1,Y2, . . . ,Ym−2}|Z)P till we obtain

(X y {Y1,Y2, . . . ,Ym}|Z)P ⇔

(X y Y1|Z)P ∧ (X y Y2|Z)P ∧ . . . ∧ (X y Ym|Z)P
(4.7)

which is equivalent to

(X y {Y1,Y2, . . . ,Ym}|Z)P ⇔

∀Yi ∈ Y : (X y Yi|Z)P, where i = 1, . . . ,m.
(4.8)

Because conditional independence is commutative [Daw79], i.e. (X y Y|Z)P ⇔ (Y y X|Z)P
we can rewrite the right hand side of (4.8) to obtain

(X y {Y1,Y2, . . . ,Ym}|Z)P ⇔

∀Yi ∈ Y : (Yi y X|Z)P, where i = 1, . . . ,m.
(4.9)

For each Yi we can rewrite the term (Yi y X|Z)P, by decomposing X = {X1,X2, . . . ,Xn},
using the decomposition/composition relation in (4.3) in a similar way as before

(Yi y {X1,X2, . . . ,Xn}|Z)P ⇔

(Yi y {X1,X2, . . . ,Xn−1}|Z)P ∧ (Yi y Xn|Z)P
(4.10)

...

(Yi y {X1,X2, . . . ,Xn}|Z)P ⇔

(Yi y X1|Z)P ∧ (Yi y X2|Z)P ∧ . . . ∧ (Yi y Xn|Z)P,
(4.11)
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where (4.11) is equivalent to

(Yi y {X1,X2, . . . ,Xn}|Z)P ⇔

∀X j ∈ X : (Yi y X j|Z)P, where j = 1, . . . , n.
(4.12)

This rewriting can be done for any arbitrary mutually exclusive set of variables for
X,Y and Z and the following equivalence must hold:

∀X j ∈ X,∀Yi ∈ Y : (X j y Yi|Z)P ⇔ (X y Y|Z)P, (4.13)

i.e. if all pairwise CIs (X j y Yi|Z)P hold then we know that also (X y Y|Z)P must hold.
Let’s assume set X = {Vi\S}, i.e. a subset of variables from BN module ψi and set

Y = {V\S} which is a subset of variables from the Modular BN Ω, where S = V ∩ Vi

and Z = S. According to the equivalence in (4.13) we know that if every pair X j ∈ X
and Yi ∈ Y is pairwise CI (Definition 4.4) given Z then we know that the sets X and
Y are conditionally independent given Z as well. I.e. (X y Y|Z)P and therefore also
({Vi\S} y {V\S}|S)P in Equation (4.2) must hold. Moreover, since the graphs Gi and G
are local and global I-maps, respectively, we know that the new Modular BN Ω∗ with
the set of variablesV∪Vi corresponds to a graph G∗ which must also be a global I-map.
�

In other words, verification based on pairwise CIs is sufficient for determining whether an
extended Modular BN corresponds to a global I-map, i.e. conditional independences between all
possible subsets of variables in differentmodules do not have to be checked. This is a consequence
of (i) the local I-mapness of the BN modules and (ii) the composition/decomposition
relation in faithful probability distributions [Pea88].

The formal procedure for checking the global I-mapness is captured by Algorithm 2.
Algorithm 2 is used for runtime checking as aModular BN is extended by newmodules.
Before extending a Modular BN with a new module, Algorithm 2 is used to verify
whether a Modular BN obtained by an addition of the new module would be a global
I-map.

Due to Proposition 4.1, it is possible to verify global I-mapness, when fully con-
structing a Modular BN from a set of BN modules, in quadratic time in the number of
modules. Moreover, from a single designer’s perspective, i.e. a designer who adds only
a single module to the Modular BN, the algorithm runs in linear time in the number of
BN modules. See Appendix A for the complexity analysis of Algorithm 2.

4.5 Discovery of Missing Inter Module Dependencies

Verification of global I-mapness of Modular BNs is used as a basis for the discovery1 of
missing inter-module dependencies (modeling faults). Whenever one of the pairwise
CIs fails then we know that the Modular BN is incorrect and, consequently, certain
inter-module dependencies between BN modules are missing. In fact, with the help of
pairwise CI testswe can discover all pairs of variableswhose dependency is not correctly
captured in the Modular BN.

1Discovery is identification of specific pairs of variables for which direct dependencies exist in the under-
lying true distribution, but they are not correctly captured by the model. Note that the detection algorithm
merely signals that dependencies would be omitted somewhere in the Modular BN if a new module were
added.
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Algorithm 2: VerifyGlobalImapness(Ω, ψi)

Input: Modular BNΩwith BN modulesM and variables V and the BN module
ψi <Mwith variables Vi.

Output: True or false depending on if global I-mapness of Ω∗ ← Ω ⊔ ψi holds or
not, respectively.

Output: A list of candidate missing edges E, represented as pairs of variables of
failed pairwise CI tests. IfΩ∗ is a global I-map then E = ∅

Set E = ∅;1

ifM = ∅ then2

return true and E;3

else4

Get ψ j ∈ Mwith variablesV j where Vi ∩V j , ∅;5

foreach Vp ∈ {Vi\V j} do6

foreach Vq ∈ {V\Vi} do7

// δ is threshold (see Section 4.6.1)
if I(Vp,Vq|Vi ∩V j) > δ then8

E← (Vp,Vq) ∪ E;9

end10

end11

end12

if E = ∅ then13

return true and E;14

else15

return false and E;16

end17

end18

Procedure 4.1 (EdgeDiscovery). Assume that we extendΩ = (M,R) corresponding to global
I-map G = (V,E) with module ψi <M corresponding to the local I-map Gi = (Vi,Ei) to form
the new Modular BN Ω∗ corresponding to graph G∗, i.e. Ω∗ ← Ω ⊔ ψi. Moreover, the pairwise
CIs for the setsV ofΩ andVi ofψi are tested using the conditioning set S = Vi∩V , ∅. We test
each possible pair of variables. For every test failure between a pair of tested variables X ∈ Vi\S

and Y ∈ V\S we add the pair (X,Y) to a set of pairs E.

Procedure 4.1 is used to find the potential missing edges in the extended Modular
BN. We can show that the true missing edges are among the set of discovered edges
with Procedure 4.1.

Proposition 4.2 (Directly Dependent Variables). The set E found with Procedure 4.1 is
guaranteed to contain all the pairs of variableswhich are directly dependent in the true distribution
P(V ∪Vi) but this dependence is not correctly captured by the corresponding Modular BN.

Proof. The proof is trivial. Namely, per definition, no conditioning set S can render two
variables which are directly dependent, according to P(V∪Vi), independent. Therefore,
set Emust contain at least all edges between variablesX ∈ Vi\S and Y ∈ V\Swhich are
directly dependent in P(V ∪Vi). �
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Figure 4.3: (a) extending Ω = (M = {ψ1},R = ∅) with BN module ψ2 and (b) the corresponding
monolithic graph G∗ of Ω∗ = (M = {ψ1, ψ2},R = 〈ψ2 , ψ1〉).

4.5.1 Superfluous Edges

The discovered edges with Procedure 4.1, represented as variable pairs in the set E, can
be added as undirected edges to the monolithic graph of the extended Modular BN.
However, the set Emight contain also pairs which are not directly dependent according
to P(V∪Vi). Consequently, these variable pairs will correspond to superfluous edges in
the monolithic graph. Superfluous edges are not needed to restore I-mapness and we
should eliminate as many as possible of such edges because:

• The model becomes unnecessarily complex and inefficient to modularize;

• Many superfluous parameters need to be estimated;

• Reasoning becomes computationally more demanding as the number of edges
increases.

For example, consider the situation in Figure 4.3a where we want to extend Ω =
({ψ1}, ∅)withψ2 to getΩ

∗ = ({ψ1, ψ2}, {〈ψ2, ψ1〉}). Applying the edge discovery procedure
described in Procedure 4.1, to obtain the newModular BNΩ∗ will result in the following
variable pairs E = {(M,C1), (M,R1), (Smell,C1), (Smell,R1)}. The variable pairs are added
toE, because the four corresponding pairwise CIs, which assert the conditional indepen-
dencies (M y C1|Cond)P, (M y R1|Cond)P, (Smell y C1|Cond)P and (Smell y R1|Cond)P,
failed the test. I.e. in the ground truth model in Figure 4.1a these conditional inde-
pendencies are not represented and are therefore false. The dependence between the
variablesM andC1 induces dependencies also between variable pairs (M,R1), (Smell,R1)
and (Smell,C1). These variable pairs are shown as undirected edges in the Modular BN
shown in Figure 4.4a. Consequently, this Modular BN corresponds to the monolithic
partial directed acyclic graph (PDAG) G∗

E
= (V,E ∪ E) shown in Figure 4.4b, where the set

E represents the undirected edges,V the variables and E the directed edges in G∗
E
. Since

PDAGG∗
E
represents a class of DAG structures we callG∗

E
a pattern (see Definition 2.13).

The variables frommany of the pairs found by applying the pairwise CI test are often
conditionally independent given a conditioning set that differs from the conditioning
set used in the pairwise CIs. Therefore, for every variable pair corresponding to an
undirected edge Ei = (X,Y), where the variable pair Ei ∈ E, we try to find a conditioning
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Figure 4.4: (a) edge discovery in themodular BNΩ∗ where the variable pairs Ewhich failed the pairwise
CI test are added as undirected edges. (b) the corresponding monolithic pattern G∗

E
of Ω∗ with variable

pairs E added as undirected edges

set S of variables that makes the two variables X and Y independent. If we find a
conditioning set S which makes the two variables independent then the edge (X,Y) is
superfluous and must be removed from G∗

E
.

It turns out that we can confine the search for conditioning variables in the Modular
BN that render variables X and Y independent; i.e. only a subset of all variables in
the Modular BN needs to be considered as potential conditioning variables to render
X and Y independent. Given that X and Y are conditionally independent in the true
underlying probability distribution, then some conditioning setS exists such thatX and
Y are conditionally independent given S, i.e. (X y Y|S)P holds. For X or Y we can find
the Markov Blanket, i.e. BLpattern(X) or BLpattern(Y), respectively, by only considering the
pattern G∗

E
(as for example G∗

E
in Figure 4.4b). Instantiation of all variables contained in

BLpattern(X) and BLpattern(Y) renders variables X and Y, respectively, independent of any
other variable in the Modular BN. Consequently, the conditioning set S must be a subset of
the Markov blanket found in pattern G∗

E
, i.e. S ⊆ BLpattern(X) or S ⊆ BLpattern(Y).

Markov blanket can be found in a pattern with the help of the following procedure:

Procedure 4.2 (Markov Blanket in Pattern). Assume a patternG = (V,E∪E) with variables
V, directed edges E and undirected edges E. Let at least one DAG in the set of DAGs represented
by this pattern be an I-map with respect to P(V); then aMarkov blanket for a variable X ∈ V,
i.e. BLpattern(X), is the union of the following sets:

(i) All children of X, i.e. Ch(X). When X is connected to another variable Vi ∈ V through an
undirected edge X−Vi then Vi is considered a child of X and is included in the set Ch(X);

(ii) For each Yk ∈ Ch(X) take the parents of Yk, i.e. Pa(Yk). When Yk is connected to another
variable V j ∈ V through an undirected edge Yk − V j then V j , X is considered a parent
of Yk and is included in the set Pa(Yk);

(iii) All parents of X, i.e. Pa(X). A variable Yk is parent of X if there exist a directed link from
Yk to X.

In short, BLpattern(X) = Ch(X) ∪
(

⋃

Yk∈Ch(X) Pa(Yk)
)

∪ Pa(X).
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Proposition 4.3 (Markov Blanket in a Pattern). Given that at least one DAG in the set of
DAGs, represented by pattern G, is an I-map then the set of variables BLpattern(X) obtained with

Procedure 4.2 is a Markov blanket, i.e.
(

X y V\(X ∪ BLpattern(X))|BLpattern(X)
)

P
holds.

Proof. Given that P(V) is faithful, the proposition can be proven with the help of weak
union [Pea88]:

(X y Y ∪W|Z)P ⇒ (X y Y|Z ∪W)P (4.14)

and Markov Blankets in I-maps [Pea88].
Let’s assume a DAG Gi which is an I-map with respect to P(V) and is in the set of

DAGs represented by the patternG = (V,E∪E). It is well known that a Markov Blanket
BLImap(X) of any variable X contained in Gi that is an I-map can be obtained with the
help of Proposition 2.1 in Section 2.2.5. We use this result to show that the set of variables
BLpattern(X) obtained with Procedure 4.2 is also a Markov blanket.

Since Gi is contained in the set of DAGs represented by pattern G, the edges in Gi

are also represented in G. Due to Procedure 4.2 BLImap(X) ⊆ BLpattern(X). Namely, due to
(i), (ii) and (iii) of Procedure 4.2 all variables included in the Markov blanket BLImap(X)
computed from Gi are included in the set BLpattern(X) computed from pattern G .

Moreover, with the help of the BLImap(X), we can express the following elements of
Equation (4.14):

X = X

Y = V\(X ∪ BLpattern(X))

W = BLpattern(X)\BLImap(X)

Z = BLImap(X)

(4.15)

substituting the variables X, Y, W and Z in Equation (4.14) with the variables in Equa-
tion (4.15) we get:

(X y (V\(X ∪ BLpattern(X))) ∪ (BLpattern(X)\BLImap(X))|BLImap(X)))P ⇒

(X y V\(X ∪ BLpattern(X))|BLImap(X) ∪ (BLpattern(X)\BLImap(X)))P,
(4.16)

where

Y ∪W = (V\(X ∪ BLpattern(X))) ∪ (BLpattern(X)\BLImap(X)) = V\(X ∪ BLImap(X)) (4.17)

and

Z ∪W = BLImap(X) ∪ (BLpattern(X)\BLImap(X)) = BLpattern(X). (4.18)

Substituting (V\(X ∪ BLpattern(X))) ∪ (BLpattern(X)\BLImap(X)) for V\(X ∪ BLImap(X)) and
BLImap(X) ∪ (BLpattern(X)\BLImap(X)) for BLpattern(X) in Equation (4.16) yields:

(X y V\(X ∪ BLImap(X))|BLImap(X))P ⇒ (X y V\(X ∪ BLpattern(X))|BLpattern(X))P (4.19)

The set BLpattern(X) renders X independent of the rest of the variables in G, i.e.
V\(X ∪ BLpattern(X)). Therefore, BLpattern(X) must be a Markov blanket of variable X. �
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Alternatively, aMarkovBlanket for somevariableX canalsobe obtained frompattern
Gwith the help of Equation (2.29) by considering eachDAG inG individually. The union
of all computed sets through Equation (2.29) must also be a Markov blanket if one of the
DAGs in G is an I-map. This Markov blanket might contain fewer variables compared
to the Markov blanket computed with Procedure 4.2. However, when G contains many
DAGs Procedure 4.2 can efficiently find a Markov blanket by considering only three
steps.

Note that a Markov blanket in a given pattern G∗
E
can be found if at least one DAG

in the set of DAGs, represented by G∗
E
, is an I-map with respect to the underlying

probability distribution. Fortunately, we can show that the following proposition holds
true:

Proposition 4.4 (I-map in Pattern). Assume a monolithic graph G∗ = (V,E) corresponding
to the Modular BN Ω∗ which is obtained by extendingΩ with ψi, i.e. Ω

∗ ← Ω ⊔ ψi. Let G
∗
E
be

the pattern, where E is a set of variable pairs that failed the pairwise CI tests and are added to G∗

as undirected edges. If E is obtained following Procedure 4.1 then G∗
E
includes at least one DAG

that is an I-map with respect to P(V).

Proof. The proof follows directly from Proposition 4.2. Because the set E of variable
pairs includes all the tested variable pairs that are directly dependent according to P(V),
then G∗

E
must include a BN that is an I-map (or perfect map) with respect to P(V). �

The added edges E are required to guarantee that the pattern includes at least one
DAG that is an I-map.
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Figure 4.5: Edge discovery in theModular BNΩ∗ where the variable pair Ei = (M,C1)) is a genuine edge
which remains after eliminating superfluous edges (a). The corresponding monolithic pattern G∗

E
of Ω∗

with the undirected edge Ei (b).

Propositions 4.3 and 4.4 suggest that we can indeed find adequate Markov blankets
in Patterns with the help of Procedures 4.1 and 4.2. Markov blankets can be used to test
conditional independence of X and Y in a variable pair (X,Y) ∈ E of some pattern G∗

E
.

Let’s assume that variables X and Y are in fact conditionally independent given some
subset in the foundMarkov blanket, then the undirected edge (X,Y) inG∗

E
is superfluous

and should be removed. We can obtain a Markov blanket either for X or Y given the
patternG∗

E
. To simplify discussionwe assume that variableX is used for the computation

of the Markov Blanket. Since we want to show that X is conditionally independent of
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Y variable Y must not be included in the Markov blanket BLpattern(X). Therefore, the
added undirected edge between X and Y is eliminated from pattern G∗

E
to obtain the

mutilated pattern G∗
E\(X,Y)

. Since the added edge between X and Y is superfluous the

mutilated patternG∗
E\(X,Y)

still includes a DAG that is an I-map. Consequently, the found

set BLpattern(X) is a Markov blanket that renders X and Y conditionally independent. If,
however, X and Y are dependent, then the mutilated pattern G∗

E\(X,Y)
does not represent

a DAG that is an I-map. Consequently, the found set BLpattern(X) is not a Markov
Blanket. In such a case, there is no set of variables in the pattern G∗

E
that can make X

and Y conditionally independent. To summarize, if the set found with Procedure 4.2 using
mutilated pattern G∗

E\(X,Y)
is a Markov Blanket of variable X then X and Y are conditionally

independent, otherwise X and Y are directly dependent.
However, in certain cases Y is still included in the computed Markov blanket

BLpattern(X) due to multiple added undirected edges in G∗
E\(X,Y)

beside the edge cor-

responding to (X,Y). In these cases we can safely remove Y from the found Markov
blanket BLpattern(X). If X and Y are conditionally independent then the set BLpattern(X)\Y
is still a Markov Blanket of X and the approach to verifying the dependency mentioned
above still applies. Thus, with the help of the Markov Blanket found in a pattern we can
eliminate superfluous edges.

The foundMarkov blanket often includes a smaller or equal sized setS ⊆ BLpattern(X)
or S ⊆ BLpattern(Y) that renders X independent from Y. Theoretically, a single condi-
tional independence test is enough to judge if two variables X and Y are conditionally
independent if all variables in the Markov blanket BLpattern(X)\Y or BLpattern(Y)\X are
instantiated. However, when a Markov blanket BLpattern(X) or BLpattern(Y) is found by
using Procedure 4.2 it might contain many variables that are not required to render X
independent from Y and vice versa; i.e. there often exists a smaller conditioning set
that renders X independent of Y. Given limited data, it makes sense to test conditional
independence between variables X and Y by initially using small conditioning sets
S ⊆ BLpattern(X) or S ⊆ BLpattern(Y) and then gradually increase the size of S until the test
indicates independence or S = BLpattern(X) or S = BLpattern(Y). Smaller conditioning sets
S require lower order statistics and thus support more reliable dependency analysis,
given limited data sets. This can be exploited in case of independent variables, where
we could find a conditioning set that is smaller than the full Markov Blanket. I.e. only
one subsetS that rendersX conditionally independent of Y is enough to conclude thatX
and Y are not directly dependent. However, for two directly dependent variablesX and
Ywe have to test their dependence by using all possible subsets of the set BLpattern(X)\Y
or BLpattern(Y)\X in Procedure 4.2.

The procedure of discovery of genuine edges is shown in Algorithm 3. Proposi-
tions 4.2, 4.3 and 4.4 imply that Algorithm 3 supports effective discovery of genuine
dependencies which are not correctly captured by a Modular BN. By exploiting local
structure, the algorithm runs with exponential time complexity in the number of variables in the
Markov blanket found with the help of using Procedure 4.2 (see AppendixA formore details). The
number of variables in this Markov blanket is often significantly smaller than the number of all
other variables in the Modular BN we would otherwise have to consider as possible conditioning
variables.

To illustrate the discovery algorithm we try to eliminate the superfluous edge Ei =
(R1, Smell) shown in Figure 4.4a. We start by finding the Markov blanket for variable
R1 in G∗

E\(R1,Smell)
by using Proposition 4.3. Consequently, BLpattern(R1) = {C1,M,Cond}.
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Algorithm 3: EdgeDiscovery(Ω∗,E)

Input: The Modular BN Ω∗ with variables V, BN modulesM and monolithic
graph G∗; a set of variable pairs E

Output: A set of edges Ê, represented as variable pairs, that are considered
directly dependent.

Ê← E;1

add Ê as undirected edges to G∗ to get pattern G∗
Ê
;2

foreach (X,Y) ∈ E do3

BLpattern(X)← compute Markov blanket of X in G∗
Ê\(X,Y)

;4

SetZ = BLpattern(X)\Y orZ = BLpattern(Y)\X;5

foreach S ⊆ Z do6

// δ is threshold (see Section 4.6.1)
if I(X,Y|S) ≤ δ then7

G∗
Ê
← Remove the edge (X,Y) from G∗

Ê
;8

Ê← Remove the edge (X,Y) from Ê;9

break;10

end11

end12

end13

Return Ê;14

In order to determine the conditioning sets we can take the powerset of BLpattern(R1)
and we get the following conditioning sets: {∅}, {C1}, {M}, {Cond}, {C1,M}, {C1,Cond},
{M,Cond} and {C1,M,Cond}. It turns out that the conditioning sets {C1,Cond}, {M,Cond}
and {C1,M,Cond} render the variables R1 and Smell conditionally independent and we
can eliminate the edge Ei = (R1, Smell) from G∗

E
, because it is not genuine. Similarly,

we can eliminate the edges (M,R1) and (Smell,C1). For the genuine edge (M,C1) no
conditioning set can be found that renders M and C1 independent. Also note that the
found set of variables BLpattern(M) or BLpattern(C1) in G

∗
E\(M,C1)

following Proposition 4.3

are no Markov blankets, because the variablesM and C1 are directly dependent and the
pattern G∗

E\(M,C1)
does not contain a BN that is an I-map. The resulting Modular BN and

pattern are shown in Figure 4.5a and Figure 4.5b, respectively.

4.5.2 Finding the Orientation

After eliminating the superfluous edges the undirected edges between directly depen-
dent variables remain. These undirected edges are oriented (add directionality) by
exploiting converging connections [Pea00,SGS00]. Such connections have a unique sta-
tistical signature and can therefore be used to discriminate between the different types
of connections (see Definition 2.5) and, consequently, add orientation to some of the
remaining undirected edges.

For example, the recovered structure in Figure 4.5a and its corresponding pattern in
Figure 4.5b captures two BNs (including the ground truth model given in Figure 4.1a).
One BN with M ← C1 and another BN with M → C1. From the ground truth model
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we know that the latter is the right orientation of the edge. This can be discovered
because variable C2 is marginally independent of M, i.e. (C2 y M|∅)P. The only way to
represent this independence in the pattern is by showing the d-separation (C2 y M|∅)G.
Consequently, M→ C1. If, hypothetically, (C2 y M|∅)P is not true then the d-separation
(C2 yM|C1)G should be portrayed in the pattern, i.e. M← C1.

Next to the converging connections a DAG can also consist of serial and diverging
connections. Because the serial and diverging connections have an identical statistical
signature, we can only restore the representation of the conditional independencies up
to the Markov equivalence class [Nea03]. However, this class includes the ground truth
model.

4.5.3 Privacy

In Chapter 3 we discussed situations where the internal variables of BNmodules can be
kept private. When performing the conditional independence tests data is required for
the computation of probabilities for the mutual information measure. This data consist
of information from different modules which would disclose information about private
internal variables. The probabilities that are required for the computation of the mutual
information measure are estimated throughmaximum likelihood estimation (MLE) (see
Section 2.2.7.2),which requires only relative frequencies of state combinations of different
variables while the parameters, capturing the strength of the direct dependencies, as
well as semantics or the labels of the variables are not relevant. This information can
be hidden by masking the variable and state names. Thus each designer discloses the
variables and the corresponding data using different internal variable and state names.

Moreover, the actual testing of dependence can be performed by an independent
system that combines the receiveddata fromdesigners and guarantees that the provided
information is not relayed to other designers or used differently beside testing for inter-
module dependencies. In this way information about dependencies between internal
variables cannot be discovered from the data.

Note that for reliable detection of missing inter-module dependencies we need less
data than for reliable discovery of missing inter-module dependencies. The discovery
is likely to be based on larger conditioning sets, which means that we have to use more
data to reliably estimate the distributions over these sets, required for the conditional
independence tests.

While the masked data of the variables in a module must be shared in the pairwise
CI tests, the structure of each BNmodule can remain private. I.e. the structure does not
have to be disclosed to perform the conditional independence tests. For the discovery of
missing dependencies, on the other hand, Markov blankets must be found in a pattern.
This might require sharing of information about the direct dependencies in different
modules.

4.6 Dealing with Limited Data Sets

Due to noise in the data the observed I(X,Y|Z) will never be exactly 0, even if a finite data
set D is sampled from a distribution for which (X y Y|Z)P holds. Therefore, a thresh-
old δ is used as a decision boundary for deciding if two variables are (conditionally)
dependent, i.e. if I(X,Y|Z) is higher than δ then X and Y are considered dependent.
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4.6.1 Adaptive Threshold

In our approach δ is based on the CMI corresponding to pairs of variables in localmodels
for which we know that the two variables in the pair are (conditionally) independent
given another set of variables in the local model. The threshold δ is set equal to themaximum
estimated conditional mutual information between two conditionally independent variables in
the local models:

δ = max(I), (4.20)

whereIdenotes a list that contains a set of computed conditionalmutual information
values I(X,Y|Z) for different pairs of conditionally independent variables X and Y given
some conditioning set Z, i.e. (X y Y|Z)P.

Since we assume that BN modules are local I-maps, the d-separations within a
local module correspond to valid conditional independencies in the underlying true
probability distribution. Consequently, each d-separation in the DAG of a local module
can be used for the computation of the threshold. By taking the maximum estimated
mutual information of two variables that are known to be conditionally independent,
we obtain a conservative estimate of typical values of CMI for independent variables,
given a particular number of data samples and the underlying true distribution.

The threshold influences the decisions about the conditional independence between
variables in modular BNs. False positives are the result of having a threshold that
is too low, i.e. computed mutual information values are above the threshold and the
two variables are considered dependent while in reality the variables are independent.
Taking a threshold that is lower than the maximum value will naturally result in more
false positives. In other words, more pairs of variables will be flagged as dependent. On
the other hand, lowering the thresholdwill also result inmore true positives. I.e. weakly
dependent variables with a small mutual information value are correctly classified if the
threshold value is low enough. Not surprisingly, there is a trade-off between the value
of the threshold and the classification performance on true and false positives and,
consequently, on false and true negatives. This trade-off is caused by noise in the
data that can result in cases that are in the so called gray area. The gray area includes
pairs of dependent variables that have an estimated mutual information value that is
lower than the maximum estimated mutual information value for two independent
variables (this is the maximum threshold value when we only consider independent
variables within local modules), thus resulting in false negatives. On the other hand,
this gray area also includes cases of independent pairs of variables that have an estimated
mutual information value that is higher than the smallest estimatedmutual information
value of two dependent variables. In general, such separability issues are inherent in
classification problems.

By taking themaximumcomputed thresholdwe reduce the number of false positives.
False positives (false alarms) can be very costly in practice andmust be avoided asmuch
as possible. On the other hand, taking themaximum threshold, instead of a lower value,
will also increase the false negatives, i.e. we will completely miss out on dependent
variables and consider them as independent. This, of course, can be disastrous if
this dependence has a significant effect on the computed posterior. However, these
pairs of variables are typically weakly dependent, and, consequently, the impact on the
computed posterior is likely to be negligible. Of course, the number of false positives
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can be reduced further if we set the threshold higher than the maximum value and
we are willing to accept that more (stronger) dependent variables will be considered
independent. Such thresholds are considered ad hoc, since we do not know how far we
must take the threshold from the maximum value. The maximum threshold value, on
the contrary, is directly grounded on the available conditional independencies in local
models and the data. In other words, the maximum threshold incorporates the noise in
the data and tells us the measured maximum mutual information value for which two
variables are still independent.

4.6.2 Limited Data Quantities

Itmight occur that there is not enoughdata available to estimate the probabilities reliably.
In order to avoid bad estimates [Fie80] suggests that the number of samples in the data be
at least five times the number of different state combinations forwhich an expectedvalue
needs to be estimated for hypothesis testing. Also, in [SGS00] variables are considered
conditionally dependent if the number of data samples in D is less than 10 times the
number of cells for which a conditional probability distribution needs to be estimated. A
similar safety net can be used for the presented verification algorithms: assumewewant
to compute the conditional mutual information I(X y Y|Z) which requires a probability
estimate P̂(W), whereW = X∪Y∪Z. If the number of data samples inD is less than 10
times the number of state configurations of W then we consider X and Y conditionally
dependent, given Z. By adopting this policy we reduce the chance that genuine edges
are not discovered. However, the chance that superfluous edges are introduced into the
model increases. Superfluous edges over specify the model, but cannot invalidate the
I-mapness property of a model. Missing genuine edges, on the other hand, result in a
model that cannot, in general, be correctly parameterized and likely result in incorrect
computation of posteriors. I.e. the model is not an I-map anymore. Superfluous edges,
however, can have consequences regarding the computational effort for the discovery
algorithm. Namely, each edge that failed the pairwise CI test is added to the pattern
and needs to be tested on genuineness. Thus adding edges due to small data sizes can
have serious computational consequences for the discovery algorithm.

In the next section we discuss the experiments with the verification algorithms. The
above policy is not used in the experiments. The decision about conditional independence is based
on any data size.

4.7 Experiments

We empirically validated the detection anddiscovery algorithms discussed in Section 4.4
and Section 4.5, respectively. Therefore, the experiments consist of two parts, namely:
one set of experiments focused on the detection part using Algorithm 2 and another
set of experiments focused on the discovery of missing edges using Algorithm 3. The
algorithms are validated with the help of the following networks:

• The Gas Detection Network (GDN), depicted in Figure 4.6a, captures causal pro-
cesses in a monitoring system involving heterogeneous sensors and humans as
information sources. This is an example of a relevant domain, where the Modular
BNs and the introduced detection and discovery algorithms support efficient con-
struction of advanced distributed information fusion systems. While monitoring
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is globally a complex process involving many heterogeneous causally dependent
phenomena, the I-map of the underlying distribution is relatively sparsely con-
nected. The CPT values of the GDN can be found in Table B.1 in Appendix B.

• The ALARM network (A Logical Alarm Reduction Mechanism) [BSCC89], de-
picted in Figure 4.7a, is used for generating alarm messages for patient monitor-
ing. The ALARM network is used to compute probabilities for different diagnoses
basedon available evidence. ALARMis one of the often usedbenchmark networks
in structure learning algorithms. Compared to the GDN network this network is
far more complex with respect to the number of nodes, states and edges.

• The Insurance network [BKRK97], depicted in Figure 4.8, is used for estimating
the expected claim costs for a car insurance policyholder. Compared to ALARM
this network has less nodes, but these nodes are more densely connected and,
therefore, learning this network is very challenging.

Table 4.1 summarizes various characteristics of the used networks.

network nodes edges max states avr states
GDN 23 28 2 2.00
Alarm 37 46 4 2.84
Insurance 27 52 5 3.30

Table 4.1: Bayesian network statistics.

In the following text we first discuss the experimental setup and then discuss the
experimental results.

4.7.1 Preparation of the Data and Modular BNs

The data used for the experimentation was obtained by forward sampling [KF09] on
monolithic networks, listed in Table 4.1, that represent the ground truth processes. A
databaseD of one million complete data cases (samples) is obtained. From D a subset
of data cases of varying sizes is randomly selected for the experiments.

To evaluate the detection and discovery procedures described in Section 4.4 and
Section 4.5, respectively, modules for Modular BNs were constructed by decomposing
the monolithic BNs. For the GDN network in Figure 4.6a the modules were manually
specified. The resulting Modular BN is shown in Figure 4.6b; rounded rectangles repre-
sent BN modules with the corresponding local BNs. The edges and nodes, emphasized
through thick dashed-dotted lines, were deliberately removed from the modules ψ1 and
ψ7 to introduce missing inter-module dependencies C1 → Ion and C3 → E4.

The order in which the resulting modules were connected to each other to form the
Modular BN in Figure 4.6b was randomized. In this way the verification algorithms
were exposed to different pairwise CI tests based on different sets of variables. For the
evaluation of the detection and discovery of the missing edges C1 → Ion and C3 → E4

30 different randomly selected assembly orders were used.
From the ALARM and Insurance network, on the other hand, different sets of mod-

ules were automatically generated following the procedure described in Appendix C.
Each set of modules was generated such that a single inter-module dependency was not
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Figure 4.6: (a) An artificially created gas detection network (GDN) (b) and the corresponding modu-
larization of the GDN model. The dashed lines show one of the possible variation of Belief Sharing
Contracts between the BNmodules; the gray nodes represent shared variables that appear in at least two
BN modules. The thick dashed-dotted nodes and directed edges are omitted from the model to create a
Modular BN with missing inter-module dependencies.
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Figure 4.7: (a) the ALARM network and (b) the corresponding computed junction tree. (c) the cliques
can be combined to create larger cliques which can be used as BN modules in a Modular BN.
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Figure 4.8: The Insurance network.

captured correctly between modules. In addition, each module had at least three vari-
ables. With this constraint, for example, 31 different sets of varying number of modules
were generated for the ALARM network. Each of these sets was used for the creation of
a particular Modular BN.

Each set of modules, let’s call it M, was gradually combined into a Modular BN
Ω = (M,R) by using Definition 4.2. In other words, the modules fromM were added
to an evolving Modular BN step by step, until each module in M had at least one
Belief Sharing Contract (see Definition 3.3) with another module inM. For each pair of
modules that established aBelief SharingContract thedetection algorithmanddiscovery
algorithm were executed in order to detect and discover the missing edges between the
modules. The results of running the verification algorithms on the network listed in
Table 4.1 are discussed in Section 4.7.3 for the detection algorithm and in Section 4.7.4
for the discovery algorithm.

4.7.2 Determination of the Adaptive Threshold

The threshold δ, discussed in Section 4.6.1, can be obtained in different ways. In this
thesis we experiment with multiple variants of the adaptive threshold, based on differ-
ent approaches to the computation of the mutual information and on different sets of
computed mutual information values in list I (see Equation (4.20)). The computation
can vary in the following ways:
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• The mutual information can be either used directly, such as in Equation (2.11), or
it could be normalized, such as in Equation (2.15). We refer to these two different
types of mutual information as CMI and NCMI, respectively.

• The threshold can be computed in a batch or in a sequential manner. If we assume
that all BN modules are known prior to constructing the Modular BN we can use
all the locally represented conditional independencies in each BN module for the
estimation of the threshold. Such estimated thresholds are referred to as batch
thresholds (Batch). On the other hand, if we assume that the BNmodules become
available during the construction phase of the Modular BN then the information
about locally represented conditional independencies becomes available at the
point the BN module is introduced to a Modular BN. Consequently, for each set
of BN Modules the threshold is recomputed whenever a new local module is
added to the Modular BN. In this case the threshold is computed only from locally
represented conditional independences in the BN modules that have been added
to the Modular BN so far. Such estimated thresholds are referred to as sequential
threshold (Seq).

• The thresholds are determined by using the estimated conditional mutual infor-
mation for each pairs of variables in the modules, given some conditioning sets.
An important factor is the choice of the conditioning sets.

For each pair of variables X j ∈ Vi,Yk ∈ Vi, , in some module with variables Vi, we
could find all conditioning sets that d-separate X j and Yk:

⋃

X j ,Yk∈Vi

{Zr ⊂ Vi : (X j y Yk|Zr)G}, (4.21)

We could compute the corresponding mutual information for each of these condi-
tioning sets. If we repeated this for all modules and collected the resulting values
for the conditional mutual information in list I, we would obtain full conditioning
set (FCS).

Another type of thresholds is based on conditioning sets that are not larger than
some maximum number s of variables:

⋃

X j ,Yk∈Vi

{Zr ⊂ Vi : (X j y Yk|Zr)G ∧ |Zr| ≤ s}, (4.22)

whereVi are again all local variables in a BNmodule and |Zr| denotes the number
of variables in the conditioning set Zr. If the determination of elements in I is
based on such sets of conditioning variables, we obtain reduced conditioning set
(RCS).

In this thesis we set s equal to the maximum number of shared variables between
any two BN modules in the current modular BN.

For example, if we use a NCMI/Batch/RCS threshold then all computed mutual
information values in the list I in Equation (4.20) are normalized and computed by
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using represented conditional independencies (X j y Yk|Zr)G in all local modules in the
Modular BN where the number of variables in Zr is not greater than some maximum
number of shared variables between two BN modules in the modular BN.

Thresholds based on batch are realistic if all modules that are going to be integrated
into a Modular BN are known prior to the operation. There might be cases, however,
where the sequential thresholds have to be used, since new modules are being created
and added after the setup of the initial Modular BNs.

Moreover, we investigate the impact of the thresholds based on FCS and RCS. The
mutual information values estimated for the larger conditioning sets are likely to be as-
sociated with greater deviations. The number of variables in the estimated probabilities
used for the computation of thresholds should not differ too much from the number of
variables in the estimated probabilities used for the CI tests. This to avoid situations
where the introduced error in the estimated threshold ismuch larger than the error in the
mutual information estimates for the pairwise CI. In such cases the threshold is likely too
high. Therefore, the RCS threshold is based on local conditional independencies given
conditioning sets up to a certain size, i.e. the maximum number of shared variables
between two BN modules.

4.7.3 Detection Results

The performance of the detection algorithm ismeasuredwith the true positive rate (TPR)
and the false positive rate (FPR) for different sample sizes:

TPR =
TP

TP + FN
(4.23)

FPR =
FP

FP + TN
(4.24)

where TP is the number of true positives, FP is the number of false positives, FN is
the number of false negatives and TN is the number of true negatives. A true positive
TP corresponds to a situation in which a particular Modular BN omits at least one
genuine inter-module dependency and this is correctly signaled (i.e. detected) by the
detection algorithm2. On the other hand, a true negative TN corresponds to a situation
in which a particular Modular BN is a correct model (i.e. it does not omit any genuine
inter-module dependency) and this is correctly signaled by the detection algorithm.
The algorithm does not detect any omission of important links. A false positive FP
corresponds to a situation in which a particular Modular BN is a correct model but the
detection algorithm signals an omission of a genuine inter-module dependency. Finally,
a false negative FN corresponds to a situation in which a particular Modular BN omits
at least one genuine inter-module dependency but this is not correctly signaled (i.e.
detected) by the detection algorithm; i.e. the algorithm does not detect the omission of
an important link.

The detection performance is solely based on the pairwise CI tests (seeDefinition 4.4).
If a single pairwise CI fails the test, then the Modular BN built so far is classified as a
positive instance, i.e. it is assumed that a genuine dependency exists, which is not

2Note that the detection algorithm does not specify where exactly the modeling fault occurred. I.e.
the detection algorithm simply returns true if somewhere in a particular Modular BN at least one genuine
inter-module dependency is supposed to be missing.
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correctly represented in the resulting Modular BN (i.e. a dependency is omitted from
themodel). If all pairwiseCIs pass the test then theModular BN is classified as a negative
instance, i.e. nomodeling faults in theModular BN are detected. The true/false positives
and true/false negatives are determined by checking the ground truth of the pairwise
CI tests. For example, if a single pairwise CI test fails and the Modular BN is classified
as a positive instance, while all pairwise CIs would be successful given unlimited data,
then this classification counts as a false positive. On the other hand, if all pairwise CIs
pass the test and in fact at least one pairwise CI is false then the classification counts as
a false negative.

For each set of modules the verification algorithms are executed for different data
sizes; for each set of modules and data size we collect the counts for TP, FP, FN and TN.
In order to get good statistics the experiment is repeated 30 times by re-sampling the
data and by combining the same set of modules following the same order3. In this way
we can determine the average TP, FP, FN and TN counts and compute the TPR and FPR.
In other words, for each network (GDN, ALARM or Insurance), data size, and threshold
type we compute the TPR and the FPR.

GDN

Figure 4.9 shows the detection results for theGDN for different types of thresholds based
on RCS. In Figure 4.9a the TPR is plotted. From this figure it is clear that, for large data
sizes, the different approaches to computing thresholds do not have a notable influence
on the performance. All thresholds had a good performance for sample sizes greater
than 100 samples. With respect to the FPR shown in Figure 4.9b, the thresholds based
on Batch perform better than the thresholds based on Seq. In addition, the thresholds
based on the NCMI perform better than the thresholds using the CMI.

Figure 4.10 shows the detection results for the GDN network based on FCS. Fig-
ure 4.10b shows that the thresholds based on FCS result in better FPR compared to
the FPR achieved with the thresholds based on RCS (see Figure 4.9b). However, in
Figure 4.10a the TPR is slightly lower for the thresholds based on FCS compared to the
thresholds based on RCS.

ALARM network

In Figure 4.11 the detection results are shown for the ALARM network for different
thresholds based on RCS. Figure 4.11a shows the TPR of detection. The TPR for the dif-
ferent thresholds do not show significant differences. On the other hand, in Figure 4.11b
it is obvious that the thresholds based on the NCMI yield better FPR, compared to the
thresholds based on CMI. Also, the Batch thresholds result in better FPR compared to
the thresholds based on Seq.

Figure 4.12 shows the detection results for the ALARM network for different types
of thresholds based on FCS. Figure 4.12b shows that such thresholds result in better FPR
compared to the thresholds based on RCS shown in Figure 4.11b. However, TPR for the

3Except for the GDN network for which only one set of modules is available. For this network the set of
modules are combined in different randomly chosen orders to expose the algorithm to different pairwise CI
tests (see also Section 4.7.1). Consequently, for each different combination order we rerun the experiment 30
times.
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Figure 4.9: Detection results of the GDN using different types of thresholds based on RCS. (a) shows the
TPR and (b) shows the FPR.
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Figure 4.10: Detection results of the GDN using different types of thresholds based on FCS. (a) shows
the TPR and (b) shows the FPR.
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Figure 4.11: Detection results of the ALARM network using different types of thresholds based on RCS.
(a) shows the TPR and (b) shows the FPR.
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Figure 4.12: Detection results of the ALARM network using different types of thresholds based on FCS.
(a) shows the TPR and (b) shows the FPR.
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thresholds based on FCS in Figure 4.12a is slightly worse than the TPR of the thresholds
based on RCS shown in Figure 4.11a.

Insurance Network

In Figure 4.13 the detection results are shown for the Insurance network for thresholds
based on RCS. Figure 4.13a shows the TPR of detection. For low data sizes the thresholds
based on NCMI and Seq perform slightly better than the thresholds based on CMI and
Batch, respectively. In Figure 4.13b, the FPR of detection is shown. In this figure,
however, it is clear that the thresholds based on Batch result in a better FPR compared
to the thresholds based on Seq. For low data sizes thresholds based on CMI have the
best FPR, but the performance decreases for higher data sizes. Additionally, thresholds
based on NCMI and Batch yield the best FPR given large data sizes.

Figure 4.14 shows the detection results for the Insurance network for different types
of thresholds bases on FCS. The plots show that also for the Insurance networks the
thresholds based on FCS result in better FPR, but in slightly worse TPR compared to the
thresholds based on RCS.

Summary of Detection Results

The plots for all networks show that the thresholds based on FCS result in better FPR, but
in slightly worse TPR compared to the thresholds based on RCS. This is a consequence
of the impact the data noise had on the computation of the mutual information based on
larger conditioning sets. In case of thresholds basedonFCS, theusedmutual information
values were estimated from conditional probabilities with more state combinations than
the conditional probabilities used for the computation of mutual information values for
the pairwise CI tests. Namely, the conditioning sets used in these tests are typically the
shared variables between BN modules. The number of shared variables between BN
modules is often significantly smaller than the number of variables in the conditioning
sets of local conditional independencies in BN modules used for the determination of
the thresholds.

Consequently, in the presented experiments, the estimation error for the mutual
information used for the threshold was larger than the error in the mutual information
estimates for the pairwise CI. This resulted in larger thresholds, which reduced the TPR
as well as the FPR, compared to the experiments based on the RCS.

On the other hand, the choice between CMI/NCMI as well as the Batch and Seq
did not introduce a notable difference in TPR. However, with respect to the FPR, the
thresholds based on NCMI and Batch perform best for all networks. Additionally, the
use of thresholds based on Batch improve the detection performance compared to the
thresholds based on Seq.

Also note, that the detection performance for the GDN network is much better than
for the ALARM and Insurance network. In addition, the detection performance for
ALARM is better than for the Insurance network. This is due to the complexity of the
networks (see Table 4.1). More complex networks require more data to estimate the
probabilities used for the computation of CMI/NMCI reliably.
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Figure 4.13: Detection results of the Insurance network using different types of thresholds based on RCS.
(a) shows the TPR and (b) shows the FPR.
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Figure 4.14: Detection results of the Insurance network using different types of thresholds based on FCS.
(a) shows the TPR and (b) shows the FPR.
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4.7.4 Discovery Results

The performance of the discovery algorithm is measured with the precision and recall
of the discovered missing edges:

precision =
|discovered missing edges|

|discovered edges|
(4.25)

recall =
|discovered missing edges|

|missing edges|
(4.26)

For each set of modules that must be combined into a modular BNwe determine the
precision and the recall of the discoveredmissing edges for different sample sizes. Since
for each sample size the experiment is repeated several times the average precision and
recall are computed. We will adopt the same repetition scheme, as used in Section 4.7.3,
i.e. we repeat the experiment 30 times for each data size with re-sampled data.

The average precision is ameasure for the portion of superfluous edges that could be
eliminated from the Modular BN, while the recall is a measure of the number of missing
edges that were actually discovered. Note that these performance measures are dependent
on both the detection and discovery algorithm. The detection algorithm produces an initial
candidate list of potential missing edges and, subsequently, the discovery algorithm
eliminates the superfluous edges from this list. If the detection algorithm fails to add
the true missing edge to the candidate list of potential missing edges then there is no
way for the discovery algorithm to discover the true missing edge.

GDN

Figure 4.15 shows the discovery results for the GDN network for thresholds based on
RCS. In Figure 4.15a the recall is plotted. This figure shows that there is no notable
difference between the different types of thresholds based on RCS. Similarly, for the
precision in Figure 4.15b this is the case.

Figure 4.16 shows the discovery results for the GDN network for thresholds based
on FCS. The plots show that the recall and precision are worse when thresholds based
on FCS are used compared to the thresholds that are based on RCS. Also in this case,
there is no significant difference between the different types of thresholds for the recall
and precision.

ALARMNetwork

In Figure 4.17 the discovery results are shown for the ALARM network for thresholds
based on RCS. In Figure 4.17a the recall is plotted and in Figure 4.17b the precision is
plotted. In both figures thresholds based on NCMI outperform the thresholds that use
CMI. Especially, in the precision plot there is a significant difference for large data sizes.

In Figure 4.18 the discovery results are shown for the ALARMnetwork for thresholds
based on FCS. The thresholds based on FCS improve the precision compared to the
thresholds based on RCS, i.e. more superfluous edges are removed. The recall is
approximately the same for thresholds based on RCS and thresholds based on FCS.
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Figure 4.15: Discovery results of the GDN using different types of thresholds based on RCS. (a) shows
the recall and (b) shows the precision.
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Figure 4.16: Discovery results of the GDN using different types of thresholds based on FCS. (a) shows
the recall and (b) shows the precision.
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Figure 4.17: Discovery results of the ALARM network using different types of thresholds based on RCS.
(a) shows the recall and (b) shows the precision.



104 CHAPTER 4. VERIFICATION OF INTER-MODULE DEPENDENCIES

10
1

10
2

10
3

10
4

10
5

10
6

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

sample size

%

RECALL

 

 

alarm, cmi−batch−fcs

alarm, cmi−sequential−fcs

alarm, ncmi−batch−fcs

alarm, ncmi−sequential−fcs

(a) recall

10
1

10
2

10
3

10
4

10
5

10
6

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

sample size

%

PRECISION

 

 

alarm, cmi−batch−fcs

alarm, cmi−sequential−fcs

alarm, ncmi−batch−fcs

alarm, ncmi−sequential−fcs

(b) precision

Figure 4.18: Discovery results of the ALARM network using different types of thresholds based on FCS.
(a) shows the recall and (b) shows the precision.
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Figure 4.19: Discovery results of the Insurance network using different types of thresholds based on
RCS. (a) shows the recall and (b) shows the precision.
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Insurance Network

In Figure 4.19 the discovery results are shown for the Insurance network for thresholds
based on RCS. In Figure 4.19a the recall is plotted and in Figure 4.19b the precision
is plotted. The recall plot shows that thresholds based on NCMI and Batch perform
slightly better than thresholds based on CMI and Seq, respectively. The thresholds
based on CMI result in a significantly better precision than for the thresholds based on
NCMI.

In Figure 4.20 the discovery results are shown for the Insurance network for thresh-
olds based on FCS. The plots show that the recall gets slightly worse when thresholds
based on FCS are used compared to the thresholds based on RCS. However, the preci-
sion improves for thresholds based on FCS. Figure 4.20b shows that thresholds based on
NCMI result in a slightly better precision than the thresholds based on CMI in contrast
to Figure 4.19b.

Summary of Discovery Results

By using thresholds based on the FCS, the recall stays approximately the same for
the ALARM network while it gets slightly worse in the case of the Insurance network
compared to the performance resulting from the thresholds based on the RCS. The
precision, on the other hand, improves for both the ALARMand the Insurance networks
if thresholds based on the FCS are used. In case of the GDN thresholds based on
RCS resulted in better recall and precision than the thresholds based on FCS. As it was
explained in Section 4.7.3, this is due to the impact the data noise had on the computation
of the mutual information based on the size of the conditioning sets. Namely, in case
of thresholds based on FCS, the used mutual information values were estimated from
conditional probabilitieswithmore state combinations than the conditional probabilities
used for the computation of mutual information values for the pairwise CI tests. In the
GDN network the number of shared variables between two BN modules is typically
small, while the conditioning sets inducing conditional independences in local models
can be significantly larger. Therefore, thresholds based on FCS are too high which,
consequently, results inmore false negatives affecting the precision and recall. This effect
is less severe in the case of the ALARM and Insurance networks, because the difference
between sizes of conditioning sets used for the determination of the thresholds and the
conditioning sets used for the CI tests is in average smaller than in the case of GDN.

Also, in the case of the ALARM and Insurance networks, the thresholds based on
the NCMI tend to result in better performance than the thresholds using CMI. However,
in the GDN the thresholds that are based on NCMI perform slightly worse than the
thresholds that are based onCMI.Moreover, the performance of the discovery algorithm
is not significantly different when comparing Batch and Seq.

4.8 Discussion

In this chapter we discussed detection and discovery of missing inter-module depen-
dencies in modular Bayesian networks (Modular BNs) that are gradually constructed
out of BNmodules with locally correct structure. Two algorithms were presented. First,
the detection algorithm that exploits (i) the correctness of locally represented conditional
independencies and (ii) the faithfulness assumption in order to efficiently detect missing
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Figure 4.20: Discovery results of the Insurance network using different types of thresholds based on
FCS. (a) shows the recall and (b) shows the precision.
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inter-module dependencies. As it turns out, testing of pairwise conditional indepen-
dencies (pairwise CIs), which use the intersection of variables between a new module
and modules in an existing Modular BN, is sufficient to detect missing inter-module de-
pendencies. Detection of missing dependencies can be performed with quadratic time
complexity in the number of modules, which makes this algorithm efficient for gradual
verification of large Modular BNs in real time.

Second, the discovery algorithm can learn the missing inter-module dependency by
considering the known dependency structure of the Modular BN and the set of variable
pairs that correspond to failed pairwise CI tests obtained by the detection algorithm.
Discovery of dependencies betweenmodules ismore expensive than detection. Namely,
it requires variation of the conditioning variable sets, which is exponential in the number
of variables used for the formation of these conditioning sets. However, we avoid
the complexity challenges associated with common approaches where the dependency
structures are learned from scratch. The reason for this is twofold. Firstly, the structure
in local BNs is known and it is considered to be correct. This means that a large portion
of the structure in the distributed system does not need to be discovered. Secondly,
the number of combinations of variables used in conditioning sets can be limited if the
d-separation is taken into account. In particular, for each Modular BN for which the
detection algorithm indicated modeling faults (i.e. missing dependencies), we can find a
pattern (Definition 2.13). In such graphs the potential links discovered via pairwise CI
tests are representedas undirected edges. Moreover,we showed that in such patternswe
can findMarkov blanketswhich contain all variables that are necessary for the formation
of conditioning tests in the discovery algorithm (see Section 4.5). Consequently, the
discovery algorithm runs exponentially in the size of the Markov blanket instead of the
size of all other variables in theModular BN. This is important, sinceMarkov blankets in
BNswhich are not fully connected typically consist of small subsets of variables from the
overall Modular BNs. Therefore, in an important class of domains, such as monitoring
based on multiple sensors, the discovery process is likely to be tractable.

Independently of the number of data samples, the presented approach critically
depends on the ability to observe variables in theModular BN. In order to verifywhether
a new inference system obtained by adding a new type of local modules still correctly
captures the dependencies and thus supports correct inference, we have to observe all
variables which are hidden during normal operation. This is certainly a substantial
challenge. However, the problem is relaxed if we take into account the fact that inter
module dependencies have to be validated only the first time a new type of a module
is introduced. Thus, the validation takes place in a special experimentation mode
in which we can use well calibrated, high quality sensors to observe the variables
which are hidden during a normal operation. For example, in the monitoring domain,
the initial evaluation of the dependencies in an integrated model capturing a certain
combination of sensor devices would require observations of modeled internal states
of sensor components corresponding to model variables (e.g. C1, C2 in Figure 4.1a).
For each sensor type we could equip one sensor with additional sensors observing its
internal states. Additionally, for example, we could use an advanced (expensive) sensor
to observe states of Cond in order to gather data for the determination of relations
between observations of different sensors and humans; observations of the states Cond
would be used for conditioning in the pairwise CI tests. With a few experimental sensors
we could obtain all the required data for the verification ofmodules and identifymissing
links between modules. Note that we test the combination of types of sensors and not
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a particular constellation of sensor devices. Similarly, in case of reports from citizens,
chemical advisers proficient in recognizing smell could provide reliable observations
about the variable Smell and medical staff could provide reliable information about the
symptoms (variable Sympt). In other words, collection of sufficient quantities of data
for the dependence discovery might be feasible.

Nevertheless, the detection is likely to be effective even in caseswhere all hiddenvari-
ables cannot be observed; by observing rather small subsets of variables, the omission
of inter-module dependencies could be detected.

Moreover, in this chapter it is assumed that a local BN of each module correctly
captures dependencies between the local variables the module can reason about (i.e.
compute posterior probability). This assumption is realistic in a relevant class of ap-
plications. In such settings most local BNs model causal processes in sensing devices,
which are part of a distributed monitoring system. For such BNs conditional probabili-
ties over a limited set of variables can be obtained via controlled experiments with the
components of the devices. In other words, designers can specify good causal models
for the devices they supply to the overall monitoring system.

Note that the proposed methods for the validation of dependencies are relevant
for arbitrary modular approaches to distributed modeling and inference, such as the
Distributed Perception Networks (DPN) [PdOM+08], the MSBN [Xia02], etc.

4.9 Conclusions and Future Work

In this chapter we discussed an approach for the verification of the correctness of Mod-
ular BNs by systematically testing represented inter-module dependencies between
variables in different modules. The verification is a combination of two algorithms:

• A detection algorithm: this algorithm exploits the correctness of locally represented
conditional independencies and the faithfulness assumption in order to efficiently
detect missing inter-module dependencies. The detection algorithm uses pairwise
conditional independence (pairwise CI) tests to efficiently detect missing inter-
module dependencies. The detection algorithms runs with linear time in the
number of modules in a modular BN when a single module is considered for
addition and in quadratic time in the number of modules when all modules need
to be assembled into a modular BN;

• A discovery algorithm: this algorithm learns themissing inter-module dependencies
by exploiting the local dependency structure of the modules in a Modular BN and
the set of variable pairs that correspond to failed pairwise CI tests obtained by
the detection algorithm. For each variable pair that failed the pairwise CI test
the algorithm analyzes whether a dependency exists between the two variables
through conditional independence tests. To reduce the number of conditional
independence tests Markov blankets are found in a pattern that is constructed by
combining known local structure and variable pairs that failed the pairwise CI
tests. These Markov blankets contain all necessary conditioning variables that are
required to learn inter-module dependencies, i.e. the discovery algorithm runs in
exponential time in the number of variables in the Markov blanket instead of all
variables in the network. Often, the found Markov blankets often consist of only
a few variables which makes efficient discovery possible.
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The verification algorithms were validated in a set of experiments using three types
of different networks, namely the GDN, ALARM and Insurance networks, where the
detection and discovery of inter-module dependencies were based on the conditional
mutual information measure. In order to decide if variables are dependent or indepen-
dent, a threshold is used that is computed by considering locally represented conditional
independencies. The local conditional independencies are true in the underlying prob-
ability distribution.

The detection experiments with the monitoring system (the GDN) show that already
for sample sizes greater than 80 samples in more than 70% of the cases the omitted
dependencies were detected (i.e. classified as true positive). For sample sizes of 1000
and greater a TPR of 100% is achieved against a FPR of 15%. The modularized ALARM
network, on the other hand, requires more data for reliable detection. Approximately
1000 data samples are required to obtain a TPR of slightly more than 60% against a FPR
of less than 10%. The TPR reaches around 90% for a sample size of 10000 data cases.
For the Insurance network the performance is worse than for the ALARM network. The
Insurance network has less nodes than ALARM, but it has more parameters due to the
high connectivity of the nodes. I.e. the network is densely connected.

The experiments with the dependency discovery algorithm show that in some real
world problems good recall and precision of the discovered missing edges can be
achieved with the help of relatively small sample sizes. In the case of the GDN net-
work, recall and precision exceeded 80% for the sample size of 4000. For the sample size
10000, the discovery algorithm was able to learn all omitted dependencies. Due to the
complexity of the other networksmore data is required to learn the omitted inter-module
dependencies.

Overall, thresholds that are based on the normalized mutual information measure
(NCMI) perform better than thresholds using the non-normalized mutual information
measure (CMI);

Generally, the thresholds that are based on Batch outperform the thresholds that
are based on Seq for the FPR performance. This is due to the fact that the former are
calculated frommore conditional independencies and, therefore, the threshold estimates
are likely to be higher resulting in less false positives.

Thresholds based on full conditioning sets (FCS) improve FPR performance, but re-
duce the TPR performance for all networks. The FPR performance is improved, because
thresholds based on full conditioning sets result in computed thresholds with higher
values. Threshold values that are too high result in less false positives. Consequence is
that the TPR performance is also affected, because there are less true positives.

For the GDN, thresholds based on reduced conditioning sets (RCS) result in better
recall and precision performance compared to thresholds based on FCS. This is because
thresholds that are based on FCS result in threshold values that are too high due to large
errors in the threshold estimates based on greater conditioning sets. For the networks,
ALARM and Insurance, the FCS based thresholds have a positive effect only on the
precision.

4.9.1 Future Work

For the conditional independence tests an information theoretic approach is used, i.e.
conditional independence between variables is tested with the conditional mutual in-
formation measure. However, from the structure learning literature often a statistical
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dependence test is used, such as, χ2 or G2 [SGS00, Fie80]. The question remains how
the information theoretic conditional independence tests compare to these statistical
hypothesis tests;

All the experiments on the ALARM and Insurance networks were based on the
detection of a single missing inter-module dependency. Another aspect that can be
investigated is the discovery of multiple missing inter-module dependencies.

The discovery of inter-module dependencies is studied under complete data. How-
ever, often the data is not completely available. The inter-module dependency detection
and discovery could be investigated under incomplete data.





5 Model Inaccuracies

In Chapter 3 and Chapter 4 inference and learning in Modular BNs were discussed,
where the local models were considered correct and data was available to verify the
correctness of the global structure. In some situations, however, there might not be
enough data to reliably learn the structure, i.e. causal dependencies, and the associated
parameters of the model. In addition, while the designers might be able to specify the
structure perfectly, they often do not have the resources to collect sufficient data required
for reliable parameter estimation. Because of the inability to find parameters, structural
inaccuracies might be introduced deliberately in models of complex domains.

In this chapter we focus onmodel inaccuracies introduced by confounding variables or
short confounders. Such variables are not explicitly represented in the used models but
they introduce unanticipated dependencies between the modeled variables, which in
turn can significantly influence the inference. In particular, we investigate two specific
types of structural errors introduced by parentless confounding variables and confounding
variables in chains, which are relevant in an important class of problems, such as the
monitoring domain. We investigate the impact of these structural model inaccuracies
on the computed posteriors and classification performance. Through empirical studies
we show that the two structural model inaccuracies have a different expected impact
on computed probabilities and classification performance. Understanding the expected
impact of structuralmodel inaccuracies canhelp to utilizemodeling resources efficiently.
In addition, through a case study involving the discussed structural inaccuracies in a gas
detection model, we show that these model inaccuracies do not significantly influence
the detection performance under specific conditions. Part of this case study has been
previously published in [dOPdG10].

This chapter is organized as follows: we start with an introduction in Section 5.1
and related work in Section 5.2. In Section 5.3 two basic structural model inaccuracies
are discussed and in Section 5.4 their impact on the computation of posteriors and
classificationperformance is shown. In Section 5.5 classificationperformance of a specific
gas detection model is investigated, by systematically introducing various structural
inaccuracies. Finally, in Section 5.6 and Section 5.7, the conclusions and future work are
discussed.

5.1 Introduction

BNs facilitatemodeling of stochastic domains. In particular, it is often easy to determine
correct structures, i.e. DAGs, capturing causal dependencies [Pea00]. However, struc-
tural errors cannot be completely ruled out; this might be due to the lack of knowledge
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and various mistakes in the design processes. Moreover, even if we can determine a
perfect causal structure, it might be difficult to determine the parameters capturing the
strength of the direct dependencies. Prior knowledge might not be available over the
parameters of the model and the acquisition of data in complex domains can be expen-
sive. Therefore, in case of scarce resources, we have to limit the data acquisition to a
subset of variables. If we cannot find adequate parameters for all variables in the model,
it might be better to deliberately ignore some of such variables.

In general, such structural inaccuracies can significantly affect the posterior computa-
tion and, consequently, the classificationperformance. In otherwords, we are confronted
with a grounding problem and the main questions are: ”How do these model inaccu-
racies influence probabilistic inference?” and ”How do these modeling deviations affect
the classification performance?”

While there are many different types of structural inaccuracies in BNs possible, we
focus on those deviations which introduce confounding variables or short confounders
[Pea00, SGS00]. Confounding variables are not explicitly represented in the used models, while
they correspond to unknown common causes of multiple variables in a model. In practice, con-
founding variables are introduced because it is difficult to identify all relevant variables
and relations due to the lack of data or domain knowledge [KF09]. There exist machine
learning techniques that can identify confounding variables based on data for observ-
able variables [SGS00, SSGS06, Pea00]. Such methods, however, require large amounts
of data to do reliable identification of confounding variables, which are unlikely to be
available in many real world use cases.

In this thesis we focus on two types of structural errors that introduce confounding
variables and are common in the targeted domain. One type of structural inaccuracy
introduces confounding variables which are not influenced by any variable from the
model, i.e. they do not have any parents in the model. We refer to this type of vari-
able as parentless confounding variables. Another type of model inaccuracy introduces
confounding variables that mediate the dependence between the variables that are rep-
resented in the model. We call such a variable confounding variable in a chain or mediating
variable. Contrary to parentless confounding variables, a mediating confounding vari-
able is influenced by variables from the model. Although ’mediating variable’ can be
used in a broader context, in this chapter a mediating variable means a confounding
variable in a chain.

We investigate the effects of these structural inaccuracies on the computation of the
posterior probability distribution given some evidence. The absolute difference between
the posterior computed from the model for which a confounding variable exists and the
posterior computed from the ground truth model is computed. In addition, the impact
of the inaccuracies on expected classification performance is studied. This study is
relevant for the model construction.

By repeatedly sampling the CPT parameters for a given structure from a uniform
distribution and, subsequently, computing the posterior differences, a probability dis-
tribution over these differences can be approximated. Moreover, through repeated
sampling of parameters also the expected classification performance can be computed.
It turns out that parentless confounding variables are more likely to result in larger
deviations between the computed and true posterior distributions and a greater loss in
the expected classification performance than confounding variables in a chain.

This chapter is concluded with a case study involving the discussed structural inac-
curacies in a gas detection model. The structural model inaccuracies are analyzed in the
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gas detection model by considering the effect on the overall gas detection performance.
It turns out that the model inaccuracies discussed in this chapter do not significantly
influence the overall classification performance under conditions encountered in the
detection domain. In addition, it is shown that the impact of modeling inaccuracies on
the classification performance can be mitigated by increasing the number of different
information sources used for the gas detection.

5.2 Related Work

Model inaccuracies in BNs can be divided into two categories: parametric and struc-
tural. Parametric inaccuracies are extensively studied in the field of sensitivity analy-
sis [CvdG02,CD04,CvdGH00,CGH97], where the effects of inaccuracies in the model’s
parameters on its output are investigated. For BNs this comes down to systematically
varying one or more CPT parameters and investigating the effect on computed proba-
bilities. In this chapter, however, the focus is on structural inaccuracies, i.e. the effects
on computed probabilities are investigated under incorrectly represented conditional
independencies in the BN.

Structural inaccuracies in BNs, on the other hand, received some attention in the
context of Naı̈ve Bayes models [Bis06] used in classifiers. It is well known that Naı̈ve
Bayes Classifiers are successful even when dependencies between observable features
are not correctly captured; i.e. certain assumptions about the conditional independencies
between feature variables are incorrect which introduces structural inaccuracies in the
model. Several studies investigated the sufficient and necessary conditions under which
Naı̈ve Bayes Classifiers have good performance [DP96,DP97,Zha04]. The performance
is studied by considering the strength of dependence between the observable feature
variables.

In contrast to the related work, however, we investigate the impact of specific er-
roneous assumptions about conditional independence in BNs in detail. For two types
of structural errors, which are relevant for real world applications, we analyze the im-
pact on the estimation and classification performance. We investigate under which
conditions structural errors have a significant impact and how this can be mitigated.

5.3 Basic Model Inaccuracies

While there are many possible types of structural model inaccuracies in BNs, we focus
on two specific types, models with parentless confounding variables and models with
mediating variables. These types of structural faults are relevant for an important class
of problems, such as, the monitoring domain. Both structural model inaccuracies are
caused due to confounding variables, i.e. hidden variables that are common causes of
variables represented in the model.

Both types of model inaccuracies introduced by confounding variables result in
incorrectly represented conditional independencies in BNs. Suchmodels are not I-maps
(see Definition 2.7) and, consequently, the computation of posteriors is influenced.

In order to systematically investigate the impact of confounding variables on the
computation of posteriors we introduce Confounding Modeling fragments and Interactive
Fork Modeling fragments. These two types of fragments capture the ground truth distri-
bution and explicitly represent the confounding variables which are not contained in
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the used causal models. These causal models are obtained by removing the variables
marked as confounders from the original fragment.

5.3.1 Parentless Confounding Variables

We first investigate the difference in computation of the posteriors in case of parentless
confounding variables in the model. In order to study this difference a Confounding
Modeling fragment is used.

Definition 5.1 (Confounding Modeling fragment). A Confounding Modeling Fragment
(CM fragment) is a graph defined over a set multinomial random variables in V consisting
of an hypothesis variable Z ∈ V, a set of parentless confounding variables C ⊂ V, where
C = {C1, . . . ,Cm}, and a set of observable variables X ⊂ V, where X = {X1, . . .Xn}, with the
following (conditional) independencies:

• Each observable variable Xi is conditionally independent of any other observable variable
X j given the hypothesis variable Z and parentless confounding variables C:

∀Xi ∈ X,∀X j ∈ X
(

(Xi y X j|Z,C)P ∧ i , j
)

• Every parentless confounding variable Ci is unconditionally (marginally) independent of
any other parentless confounding variable C j:

∀Ci ∈ C,∀C j ∈ C
(

(Ci y C j|∅)P ∧ i , j
)

• Every parentless confounding variable Ci is unconditionally (marginally) independent of
hypothesis variable Z:

∀Ci ∈ C (Ci y Z|∅)P

The parameters of the model are denoted by θc and represent the CPT values corresponding
to discrete (conditional) probability distribution values of the variables V in the model.

The conditional independencies between the variables in the CM fragment can be
captured with the dependence structure shown in Figure 5.1.

C1 Cm Z

X1 Xn

Figure 5.1: Dependence structure of a Confounding Modeling fragment.

Without the loss of generality we assume the correct model in Figure 5.2a of some
underlying probability distribution P(V). This model is a CM fragment with a single C1

1Note that, several confounding variables can easily be representedby a single hyper variables with higher
number of states.
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that confounds two observable variables X and Y in the erroneous model. Let’s denote
the true model in Figure 5.2a by Gc. In Figure 5.2b the corresponding erroneous model
is shown where confounding variable C is not explicitly captured. The model shown
in Figure 5.2b is denoted by G∗c. G∗c asserts d-separation (X y Y|Z)G∗c which implies
(X y Y|Z)P. The conditional independence (X y Y|Z)P is not true in P(V) and, therefore,
G∗c fails to be an I-mapwith respect toP(V). Clearly, there is a structuralmodel inaccuracy
in model G∗c that can influence the computation of posteriors for Z.

C Z

X Y

(a) true model Gc

Z

X Y

(b) false model G∗c

Figure 5.2: Basic model inaccuracy introduced by confounding variable C.

We are interested in computing the posterior probability distribution over variableZ
given evidence for variablesX andY, i.e. P(Z|E), whereE = {xi, y j}with xi ∈ Dom(X) and
y j ∈ Dom(Y). We denote the posterior computed from Gc in Figure 5.2a as P(Z|E) and
the posterior computed from G∗c in Figure 5.2b as P∗(Z|E). Due to the model inaccuracy
in G∗c there will be a difference in posterior between the values P(Z|E) and P∗(Z|E) for
most parameterizations θc of the CM fragment.

Considering the dependence structure of the CM fragment Gc, the corresponding
JPD P(V) can be written as:

P(V) = P(Z)P(C)P(X|Z,C)P(Y|Z,C) (5.1)

and P∗(V∗) of the erroneous model with the confounding variable, can be written as

P∗(V∗) = P(Z)P(X|Z)P(Y|Z), (5.2)

where V∗ = V\C. The parameters for the conditional probability distributions P(X|Z)
and P(Y|Z) in Equation (5.2) are obtained by marginalizing over variable C using θc, i.e.

P(X|Z) =
P(X,Z)

P(Z)
=

P(Z)
∑

C P(C)P(X|Z,C)
∑

Y P(Y|Z,C)

P(Z)
, (5.3)

where
∑

Y P(Y|Z,C) = 1 such that we get

P(X|Z) =
∑

C

P(C)P(X|Z,C).

Similarly for P(Y|Z), we have

P(Y|Z) =
∑

C

P(C)P(Y|Z,C)
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Since we are interested in the probability distribution P(Z,E), where E = {xi, y j}, we use
the following equation

P(Z,E) = P(Z)
∑

C

P(C)P(X = xi|Z,C)P(Y = y j|Z,C) (5.4)

for the true model and

P∗(Z,E) = P(Z)P(X = xi|Z)P(Y = y j|Z) (5.5)

for the erroneous model. Substituting
∑

C P(C)P(X = xi|Z,C) for P(X = xi|Z) and
∑

C P(C)P(Y = y j|Z,C) for P(Y = y j|Z) we get

P∗(Z,E) = P(Z)
∑

C

P(C)P(X = x j|Z,C)
∑

C

P(C)P(Y = y j|Z,C). (5.6)

In Equation (5.6) the term P(C) appears twice while in (5.4) only once. Also, in
(5.6) variable C is marginalized out of the terms P(X = xi|Z,C) and P(Y = y j|Z,C)
before multiplication, while in (5.4) the terms P(X = xi|Z,C) and P(Y = y j|Z,C) are first
multiplied before marginalizing out C. Obviously, this results in different values for
P(Z,E) and P∗(Z,E) and, consequently, for P(Z|E) and P∗(Z|E), respectively. Therefore,
for most parameterizations of the CM fragment the posteriors P(Z|E), computed from
Gc, and the posteriors P∗(Z|E), computed fromG∗c, are different. This analysis can also be
done formore confounding variables and observation variables in a single CM fragment.

5.3.2 Confounding Variable in a Chain

Next, we investigate the difference in computation of the posterior in case of a confound-
ing variable in a chain, called a mediating variable hereafter, in the model. In order to
study this difference an Interactive Fork Modeling fragment is used.

Definition 5.2 (Interactive Fork Modeling Fragment). An Interactive Fork Modeling
Fragment (IFM fragment) is a graph defined over a set of multinomial random variables in V,
consisting of a hypothesis variable Z ∈ V, a mediating variable M ∈ V and multiple observable
variables X ⊂ V, where X = {X1, . . . ,Xn} with the following conditional independencies:

• Each observable variable Xi is conditionally independent of any other observable variable
X j given mediating variable M:

∀Xi ∈ X,∀X j ∈ X
(

(Xi y X j|M)P ∧ i , j
)

• Each observable variable Xi is conditionally independent of hypothesis variable Z given
mediating variable M:

∀Xi ∈ X (Xi y Z|M)P

The parameters of the model are denoted by θm and represent the CPT values corresponding
to discrete (conditional) probability distribution values of the variables V in the model.
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Z

M

X1 Xn

Figure 5.3: The dependence structure of an Interactive Fork Modeling fragment.

Z

M

X Y

(a) true model Gm

Z

X Y

(b) false model G∗m

Figure 5.4: Basic model inaccuracy introduced by mediating variable M.

The conditional independencies between the variables in the IFM fragment can be
captured with the dependence structure shown in Figure 5.3.

Also here we simplify the discussion by using a specific IFM fragment shown in
Figure 5.4a, with two modeled variables X and Y. This ground truth model is denoted
by Gm. If the mediating variableM is omitted and Z is considered to be the direct cause
of X and Y we obtain the erroneous model G∗m in Figure 5.4b. Thus, M confounds the
observable variablesX and Y and, simultaneously, it mediates the dependence between
the hypothesis variable Z and the observable variables X and Y. In G∗m the represented
conditional independence of X and Y given Z, i.e. (X y Y|Z)G∗ , does not correspond to
a valid conditional independence in the underlying probability distribution, since the
mediating variable induces a dependence between the variablesX and Y if we condition
only on Z. Consequently, for most parameterizations θm there will be a difference
between the posterior P(Z|E) computed form Gm and the posterior P∗(Z|E) computed
from G∗m.

The JPD P(V) represented by Gm in Figure 5.4a has the following factorization:

P(V) = P(Z)P(M|Z)P(X|M)P(Y|M) (5.7)

and the JPD P∗(V∗) of the erroneous model with the omitted mediating variable M can
be written as:

P∗(V∗) = P(Z)P(X|Z)P(Y|Z), (5.8)
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where V∗ = V\M. Similarly, as in Section 5.3.1, the probabilities P(X|Z) and P(Y|Z) can
be computed with the help of (5.7), i.e.

P(X|Z) =
∑

M

P(X|M)P(M|Z) (5.9)

and

P(Y|Z) =
∑

M

P(Y|M)P(M|Z).

For a specific E = {xi, y j} we obtain the probability distribution P(Z,E), i.e.

P(Z,E) = P(Z)
∑

M

P(M|Z)P(X = xi|M)P(Y = y j|M) (5.10)

and for the erroneous model we obtain

P∗(Z,E) = P(Z)P(X = xi|Z)P(Y = y j|Z). (5.11)

Substituting
∑

M P(X = xi|M)P(M|Z) for P(X = xi|Z) and
∑

M P(Y = y j|M)P(M|Z) for
P(Y = y j|Z) we get

P∗(Z,E) = P(Z)
∑

M

P(X = xi|M)P(M|Z)
∑

M

P(Y = y j|M)P(M|Z) (5.12)

Comparing the equations we see significant differences. In (5.12) we see that the
term P(M|Z) appears twice while in (5.10) only once. Also, mediating variable M is
marginalized out of the terms P(X = xi|M) and P(Y = y j|M) before multiplication, while
in (5.10) the terms P(X = xi|M) and P(Y = y j|M) are first multiplied before marginalizing
out M. This results in different values for P(Z,E) and P∗(Z,E) and, consequently, for
P(Z|E) andP∗(Z|E), respectively. This analysis can also be performed for an IFM fragment
with more than 2 observable nodes.

5.4 Impact of Structural Model Inaccuracies

Discovering a causal structure is often easier than finding the correct parameters, i.e. the
causal structure is knownwhile noprior knowledge is available over theCPTparameters
of themodel. Obtaining the parameters of themodel, through a data acquisition process,
can be costly. Often, in situations where modeling resources are limited, simplifications
in the model need to be introduced. The best approach to simplify the model is to
allocate the resources for variables that are more likely to result in a larger impact on
computed posteriors and classification performance.

Through empirical studies we show the impact of structural model inaccuracies on
the computed posteriors and classification performance by considering different CPT
parameters. Since we assume that prior knowledge about parameters is not available
the CPT parameters of the CM and IFM fragments are sampled from a uniform dis-
tribution and for each sampled parameterization the posterior deviation is computed,
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i.e. the difference in posteriors based on the ground truth model and the corresponding
erroneous model. Similarly, for each sampled set of parameters the expected loss of
classification performance is estimated. Based on these computed values we investigate
which type of inaccuracy is more likely to have a larger impact on computed posteriors
and classification performance.

In certain situations, some information about the parametersmight be available. For
example, designers might know from experience that certain dependencies between
events are very strong. Therefore, they know roughly that parameters must lie in
a certain interval of possible parameters corresponding to strong dependencies. For
example, the parameters of the model can be sampled from a distribution that generates
CPT values corresponding to strong dependencies between events. In this chapter,
however, we only consider computed expected impacts based on parameters that are
sampled from a uniform distribution. See also future work in Section 5.7.

5.4.1 Absolute Posterior Difference

The posteriors computed from the CM fragment and the IFM fragment are denoted by
Pc(Z|E) andPm(Z|E), respectively,while the posteriors computed from the corresponding
erroneous models are denoted by P∗c(Z|E) and P∗m(Z|E), respectively. We are particularly
interested in the absolute difference in posterior which can be expressed as a function
of the parameters. For the CM fragment we can compute the absolute difference in
posterior with

f c
∆(zk |E)

(θc) = |Pc(zk|E) − P∗c(zk|E)|, (5.13)

where θc represents the CPT parameters for the CM fragment, zk ∈ Dom(Z) is the
hypothesis state. Evidence E contains the states for the observable variables X. For the
IFM fragment the absolute posterior difference can be computed with

fm
∆(zk |E)

(θm) = |Pm(zk|E) − P∗m(zk|E)|, (5.14)

where zk ∈ Dom(Z) and E are again the hypothesis state and evidence in the respective
fragment, respectively. θm denotes the CPT parameters of the IFM fragment.

The parameters θc and θm can both be sampled from a uniform distribution and,
subsequently, the associated absolute posterior difference f c

∆(zk |E)
(θc) and fm

∆(zk |E)
(θm), re-

spectively, can be computed. By repeatedly sampling the parameters, a probability distribution
over the absolute posterior differences can be approximated. Thisdistribution showshow likely
certain differences occur when we assume that the prior probability over the possible
parameterizations of the models is uniform. More importantly, it allows us to compare
the expected impact of inaccuracies introduced by parentless confounding variables and
inaccuracies introduced by confounding variables in a chain.

In Figure 5.5 the approximated probability distributions of the posterior differences
computed from the binary CM and IFM fragments and the corresponding erroneous
models are shown. For both the CM and IFM fragments 100000 parameters are sam-
pled from a uniform distribution and the computed differences are grouped into 100
equally sized bins, where each bin represents an interval of possible posterior differ-
ences. All bins are disjoint and collectively represent posterior differences between 0
and 1. Through counting the number of computed posterior differences that fall within
the bounds of each bin a probability distribution over possible posterior differences can
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Figure 5.5: Approximation of the probability distribution over the absolute posterior differences com-
puted from the CM and IFM fragments and the corresponding erroneous models.

be approximated. In Figure 5.5a and Figure 5.5b the approximated probability distribu-
tion for the posterior differences introduced by a parentless confounding variable and
confounding variable in a chain, i.e. mediating variable, are shown, respectively. It is
clear that the probabilitymass ismore peaked for lower differences in themediating vari-
able case (Figure 5.5b) than for the parentless confounding variable case (Figure 5.5a).
Also, the expected posterior difference (see mean in plots) is bigger for the parentless
confounding variable.

According to Figure 5.5a and Figure 5.5b, it is more likely to encounter a situation
in which parentless confounding variables introduce a larger difference in computed
posteriors than the mediating variables.

5.4.2 Expected Classification Performance

Often we are not interested in precise probability estimation, but merely in the classi-
fication performance. Therefore, in this section, several classification experiments are
performed on the CMand IFM fragments to investigate the impact ofmodel inaccuracies
on classification performance.

We are particularly interested in Bayesian classification [DHS00]. Consider a hy-
pothesis variable Z with domain Dom(Z) = {z1, . . . , zn}. Given a set of observations
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E = {e1, . . . , em} and some computed posterior probability distribution P(Z|E,θ,G) com-
puted from a specific model G with parameters θ then state (or class)

ẑ = argmax
zk

P(Z = zk|E,θ,G) (5.15)

is considered the true state, i.e. state ẑwith the highest posterior probability P(ẑ|E,θ,G)
is assumed to be the true state that produced observation E. From [DHS00] we know
that the Bayesian decision rule results in a minimum probability of error. Optimal
decision/classification is achieved if P(Z|E,θ,G) equals the true posterior computed
from the model with perfect structure and parameters.

However, deviations of the estimated posterior values from the true posterior values
do not necessarily have a significant influence on the classification performance. For
example, assume we have a binary state variable Zwith states z1 and z2. If state z1 is the
true state then any computed posterior probabilityP(z1|E) > 0.5 given some observations
E will result in correct classification. That means posterior probability P(z1|E) can take
on any value in the interval (0.5, 1] without influencing the classification performance.

Since in our experiments the ground truth model is known the expected classifica-
tion performance for both this model and the corresponding erroneous model can be
computed. To illustrate this, we use the example models of the CM fragment and IFM
fragment shown in Figure 5.2 and Figure 5.4, respectively. Assume we instantiate the
hypothesis variable, i.e. Z = z′

k
. The instantiation of this variable will, with certain

probability P(xi, y j|z
′
k
), produce the evidence X = xi and Y = y j for the variables X and

Y, respectively. Let’s denote the evidence xi and y j as E, i.e. E = {xi, y j}. For each
configuration E we can compute the true posterior P(Z|E, θ,G) using the true model G
with corresponding parameters θ, i.e.

P(Z|E,θ,G) = α1P(Z,E|θ,G), (5.16)

and the false posterior P∗(Z|E,θ∗,G∗) using the erroneous model G∗ with corresponding
parameters θ∗

P∗(Z|E,θ∗,G∗) = α2P(Z,E|θ
∗,G∗), (5.17)

where α1 and α2 are normalization constants. Note that, in this example P(Z,E|θ,G)
can be computed with either (5.4) or (5.10) and P∗(Z,E|θ∗,G∗) with either (5.6) or (5.12),
depending on which model is used for the classification. Based on the computed
posteriorP(Z|E,θ,G) orP∗(Z|E,θ∗,G∗)we candetermine the classified state ẑ according to
(5.15), i.e. ẑ = argmaxzk P(Z = zk|E, θ,G) or ẑ = argmaxzk P

∗(Z = zk|E,θ
∗,G∗), respectively.

Given the probabilities of P(xi, y j|z
′
k
) and the prior P(Z) of the ground truth model, the

expected classification performance for different values of z′
k
can be computed with

E(acc) =
∑

i, j,k

P(E = {xi, y j}|Z = z′k)P(Z = z′k)I(ẑ) (5.18)

where I(ẑ) is an indicator function that equals to 1 if ẑ = z′
k
and to 0 if ẑ , z′

k
. In other

words, the expected classification accuracy E(acc) is the sum of all probabilities of the
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situations for which the ground truth state z′
k
equals to the classified state ẑ considering

the observation patterns E = {xi, y j}.
The expected classification performance can be computed for different parameteriza-

tions of the CM fragment and IFM fragment. I.e. for each parameterizationwe compute
the expected accuracy and we take the mean of these computed expected accuracies
of different parameterizations. Therefore, we again randomly generate different distri-
butions and compute the expected classification performance in the ground truth and
erroneous model for both the CM fragment and the IFM fragment considering different
number of states of the variables and observation variables. In this experiment each
variable has the same number of states, i.e. either all variables have 2, 3 or 4 states. The
results are shown in Table 5.1 and in Table 5.2 for the CM fragment and IFM fragment,
respectively.

CM fragment

nr. of states correct erroneous ∆

2 observable variables
2 0.8062 0.8036 0.0026
3 0.6937 0.6877 0.0060
4 0.6056 0.5969 0.0087

3 observable variables
2 0.8249 0.8185 0.0064
3 0.7338 0.7194 0.0144
4 0.6507 0.6288 0.0219

4 observable variables
2 0.8506 0.8410 0.0096
3 0.7609 0.7357 0.0252
4 0.6985 0.6623 0.0362

5 observable variables
2 0.8699 0.8567 0.0132
3 0.8002 0.7663 0.0339
4 0.7368 0.6864 0.0504

Table 5.1: The mean expected classification performance of the CM fragment and the corresponding er-
roneousmodel for different numberof states and observation variables. Themean expected classification
accuracy is based on 1000 randomly sampled parameterizations.

The results also show that the classification performance of the IFM fragment is
affected less compared to the CM fragment given the model inaccuracies. I.e. the
expected difference between ground truth and erroneous models of the IFM fragments
is smaller than for theCM fragments for all number of states and observable variables. In
other words, if the parameters of the ground truth models are sampled from uniform distributions,
then it is more likely to encounter a domain in which parentless confounding variables have a
greater impact on the classification performance than mediating variables.

5.4.3 Model Simplification

Information about the expected impact on classification performance can help to sim-
plify the modeling process in case modeling resources are limited. Presume a likely
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IFM fragment

nr. of states correct erroneous ∆

2 observable variables
2 0.7610 0.7606 0.0004
3 0.6393 0.6376 0.0017
4 0.5507 0.5479 0.0028

3 observable variables
2 0.7649 0.7634 0.0015
3 0.6447 0.6404 0.0043
4 0.5685 0.5622 0.0063

4 observable variables
2 0.7752 0.7730 0.0022
3 0.6500 0.6430 0.0070
4 0.5734 0.5631 0.0103

5 observable variables
2 0.7774 0.7736 0.0038
3 0.6632 0.6528 0.0104
4 0.5839 0.5699 0.0140

Table 5.2: The mean expected classification performance of the IFM fragment and the corresponding er-
roneousmodel for different numberof states and observation variables. Themeanexpected classification
accuracy is based on 1000 randomly sampled parameterizations.

situation where the designers can specify a correct DAG, but the resources needed for
the acquisition of data, which is indispensable for the determination of parameters, are
scarce. Often the data acquisition is very expensive (sensors are needed and a lot of effort
is required) and, therefore, finding parameters for all variables is not always possible.
Consequently, certain variables in the model need to be omitted due to lack of data.

The preceding analysis of the expected loss of classification performance based on
sampled modeling parameters provides a guidance for the simplification of models, if
we do not have prior knowledge about the strength of the conditional dependencies in
the underlying distributions. According to this analysis, the performance loss resulting
from the introduction of parentless confounding variables is likely to be greater than the
performance loss resulting from the introduction of mediating variables.

5.5 Robust Gas Detection: A Case Study

In Section 5.3 two model inaccuracies were discussed and their effect on posterior com-
putation and classification. It was shown that a parentless confounding variable and a
confounding variable in a chain can significantly influence posterior computation and
classification performance. In this section we focus on a case study where we deliber-
ately introduce the two types of previously discussed structural model inaccuracies in
a gas detection model. Through experiments it is shown that under specific conditions
the impact on posterior computation and classification performance is small. In addi-
tion, we illustrate that the loss in classification performance can be mitigated when the
number of different information sources for gas detection is increased.
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Figure 5.6: A causal model for gas detection using two chemical sensors of the same type measuring
conductivity in a semiconductor element and two different types of sensors measuring the conductivity
of an ionized gas mixture.

5.5.1 Probabilistic Causal Models of Monitoring Processes

In order to detect a toxic gas the model in Figure 5.6 can be used. This model is very
similar to the model in Figure 3.1 in Chapter 3, however, it is slightly modified to
facilitate the discussion in this section. Again, each node in the model corresponds to a
binary variable, for example, GasX = true, if the gas is present, otherwise GasX = f alse.
The situation under which a semiconductor element features typical conductivity is
represented by variable Cond. The situation under which different ionized gas mixtures
feature typical conductivity is representedby IonA and IonB. States of the binary variable
Cond correspond to the situations where an electrical current under ideal circumstances
would either exceed some detection threshold (i.e. Cond = true) or remain below that
threshold (i.e. Cond = f alse). The variables SCond

1
and SCond

2
represent the conductivity

on the specific semiconductor elements of type Cond, while the variables SIonA
3

and SIonB
4

denote the conductivity of the ionized gas mixtures in two sensors of the types IonA
and IonB, respectively2. Moreover, variables CCond

1
,CCond

2
,CIonA

3 ,CIonB
4

represent the status
of the respective sensor. We distinguish between two different states, namely a state in
which all sensor components are working correctly and a state in which one or more
sensor components are broken.

Themodel depicted in Figure 5.6 corresponds to a single time slice in which multiple
reports Ex

1
, . . . ,Ex

n are produced by a sensor, where x represents the information type,
i.e. either Cond, IonA or IonB. Every report Ex

k
is represented by a binary variable

(leaf), where Ex
k
= true if a report confirms the presence of the gas. We assume that

the domain’s hidden phenomena are quasi-static in the sense that they do not change
during a single time slice. In other words, we assume that the states of non-leaf variables
remain constant within a time slice. For example, in Figure 5.6 nodes GasX and Cond

2The variables Sx
i
, where xdenotes the sensor type, is a different variable than the variables Sx

i
in Figure 3.1.

In Figure 3.1 Sx
i
denotes the interpreted signal of the measured conductivity in the semiconductor element or

ionized gas mixture.



5.5. ROBUST GAS DETECTION: A CASE STUDY 127

represent the presence/absence of gas and increased conductivity of the semiconductor,
respectively. If gas is present then we assume that it is present throughout the time slice;
i.e. GasX = true for the duration of the time slice. Therefore, we do not explicitly model
time, which significantly simplifies the model [dOOP05].

In this example, subgraphs containing nodes SCond
1

, CCond
1

, ECond
1

, . . . ,ECond
m and SCond

2
,

CCond
2

, ECond
m+1

, . . . ,ECond
n describe processes in two sensors of the same type measuring the

conductivity of local semiconductor elements. Subgraphs consisting of nodes SIonA
3

,CIonA
3

and EIonA
n+1

, . . . ,EIonA
o and SIonB

4
,CIonB

4
and EIonB

o+1
, . . . ,EIonB

q , on the other hand, correspond to
the third and fourth sensor of different types measuring conductivity of the ionized gas
mixture.

We also assume that the causal process is influenced by the context variables (see
Section 3.3) air humidity and temperature representedbyvariablesM andT, respectively.
These context variables can often be instantiated during operation, since reliable and
cheap sensors exist for measuring humidity and temperature. Instantiation of such
variables reduces the dependencies between the different variables modeling sensor
components.

The observation models of chemical sensors measuring conductivity in a semicon-
ductor element and ionized gas mixture are shown within rounded rectangles in Fig-
ure 5.6. These subgraphs corresponds to CM fragments, discussed in Section 5.3.1. In
addition, in Figure 5.6 we can also identify an Interactive Fork Model Fragment. For
example, the gray nodes GasX, Cond, SCond

1
and SCond

2
and their connections.

5.5.2 Modeling Deviations

Structural deviations are inevitably present in any causal model either due to the lack of
knowledge of the true relations and variables or they are introduced on purpose in order
to simplify the modeling and reasoning processes. Figure 5.7 shows a model which is
a simplification of the model from Figure 5.6, i.e. the variables CCond

1
, CCond

2
, CIonB

3
and

CIonB
4

and mediating variables Cond, IonA and IonB are omitted. These variables become
confounding variables with respect to the model shown in Figure 5.7.

Consequently, in Figure 5.7, we can identify two types of structural errors, namely
errors due to confounding and mediating variables. In Figure 5.6 the subgraphs within
rounded rectangles correspond toCMmodeling fragments. These fragments correspond
to erroneous fragments also within rounded rectangles in Figure 5.7. In this simplified
model several conditional independencies in the underlying probability distribution
are not correctly captured. For example, the model suggests (ECond

1
y ECond

m |SCond
1

)G
although in the true distribution (ECond

1
y ECond

m |SCond
1

,CCond
1

)P. Such a simplification is
often inevitable due to the lack of knowledge and modeling resources. E.g., it can
be difficult to estimate probabilities for the variables CCond

1
, CCond

2
, CIonA

3 and CIonB
4

and
their influence on the sensor reports. Determination of the parameters of these variables
requires extensive investigation of all sensor components and their probability of failing.
In addition, the influence of failing sensor components on the sensor reports needs to be
investigated. When modeling resources are limited such variables need to be omitted
from the model in order to make the modeling process tractable.

One of the CM fragments from Figure 5.6 is depicted in Figure 5.8a with the corre-
sponding erroneousmodel fragment in Figure 5.8bwhere variableCCond

1
is not modeled.

This modeling error influences the computation of P(ECond
1

, . . . ,ECond
m |SCond

1
), i.e. the like-
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Figure 5.7: A simplified causal model of a monitoring process.
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Figure 5.8: True and erroneous model for a chemical sensor that measures the conductivity in a semi-
conductor element.

lihood of SCond
1

given the observations3. Therefore, in order to investigate the impact of
such errors, we are interested in the likelihood computation instead of posterior com-
putation. I.e. the absolute difference between the likelihoods P(E|SCond

1
), computed from

the ground truth model in Figure 5.8a and the likelihood P∗(E|SCond
1

), computed from the
erroneous model in Figure 5.8b:

f c
∆(E|sk)

(θc) = |Pc(E|sk) − P∗c(E|sk)|, (5.19)

where sk is a state of variable SCond
1

and E represents some evidence instantiation for

the observation variables ECond
i

which are directly influenced by SCond
1

. The difference
f c
∆(sk |E)

(θc) is computed for a specific parameterization θc of the CM fragment shown in

Figure 5.8a.

3The likelihood is used for further computation of the posterior over GasX and can therefore also be
considered as a λ-messages [Pea88]
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It turns out that the impact of confounding variables depends on the prior distribu-
tion over the states of the confounding variables. The influence of the priors is depicted
in Figure 5.9 for different numbers of observation nodes ECond

i
. For each prior probability

P(CCond
1
= true) = α over variableCCond

1
the expected f c

∆(E|sk)
was plotted for a specific state

of SCond
1
= sk and evidence instantiation E, considering different parameterizations. I.e.

the CPT values for the conditional probability P(ECond
i
|SCond

j
,CCond

k
) were sampled from a

uniformdistribution and the expectedposterior difference is plotted. Note that, the prior
probability P(SCond

1
) is not relevant in this experiment, since likelihoods are computed.

The plot shows that with increasing numbers of observation nodes the absolute dif-
ference of likelihoods increases. However, this difference is small if priors are close to 1
or 0 for the confounding variables. When the prior probability over CCond

1
is close to 0.5

the confounding variable has, in general, the biggest impact on the computation based
on the erroneous model. To explain this observation, consider the following two con-
ditional probabilities: P(ECond

i
|SCond

1
,CCond

1
= ok) and P(ECond

i
|SCond

1
,CCond

1
= f ail). The CPT

P(ECond
i
|SCond

1
) of the erroneous model is computed from P(ECond

i
|SCond

1
,CCond

1
= ok) and

P(ECond
i
|SCond

1
,CCond

1
= f ail) by marginalizing variable CCond

1
out. This results in a weighted

average of the probability values P(ECond
i
|SCond

1
,CCond

1
= ok) and P(ECond

i
|SCond

1
,CCond

1
= f ail)

for the state combinations (ECond
i

= e j, S
Cond
1

= sk) and the prior distribution over

CCond
1

. For example, P(e j|sk) = P(c1)P(e j|sk, c1) + P(c2)P(e j|sk, c2), where c1 and c2 corre-

spond to the states ok and f ail of the status of the sensor CCond
1

. If P(CCond
1

) is uni-

form then the values of the state combinations in P(ECond
i
|SCond

1
) are just the average

of P(ECond
i
|SCond

1
,CCond

1
= ok) and P(ECond

i
|SCond

1
,CCond

1
= f ail). The values of the state

combinations (ECond
i

= e j, S
Cond
1

= sk) in this average CPT can be very different from

the values of the same state configurations (ECond
i

= e j, S
Cond
1

= sk) in the CPTs of

P(SCond
1
|ECond

i
,CCond

1
= ok) and P(ECond

i
|SCond

1
,CCond

1
= f ail) which, consequently, results

in a large deviation in computed likelihoods. On the other hand, if the prior probability
P(CCond

1
) is deterministic then eitherP(ECond

i
|SCond

1
,CCond

1
= ok) orP(ECond

i
|SCond

1
,CCond

1
= f ail)

is used to produce the sensor reports, since P(ECond
i
|SCond

1
) = P(ECond

i
|CCond

1
, SCond

1
). Conse-

quently, near deterministic prior probabilities for P(CCond
1

) results in small deviations in

likelihoods for SCond
1

. The same analysis can be performed for the other sensors with the

same structure, i.e. the other Cond sensor with variables SCond
2

, ECond
m+1

, . . .ECond
n and CCond

2
and the two types of Ion sensors based on IonA and IonB.

Often it is plausible to assume that sensor components are reliable. Therefore, the
prior probability of a sensor component failing (i.e. CCond

i
= f ail or CIon

j
= f ail) is very

low. Consequently, this results in near deterministic probability distribution for CCond
i

that does not have a significant impact on the computation of λ-messages and, as a
result, on the overall classification performance.

As next we analyze the impact of the confounding variables in a chain. For example,
the variables GasX, Cond, SCond

1
and SCond

2
, shown as gray nodes in Figure 5.6 can be

considered as an IFM fragment. Note that, the context variablesM and T are instantiated
and, consequently, the dependencies through M and T between the two sensors are
eliminated. This IFM fragment is also shown in Figure 5.10a. In Figure 5.10b the
corresponding erroneous model is shown (which is a subgraph in Figure 5.7), where the
variable Cond is not represented. Variable Cond is a confounding variable in Figure 5.7.
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Figure 5.9: The expected likelihood deviation for the binary CM fragment as a function of the prior
probability distribution over a confounding variable.

In the ground truth model the variables SCond
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are mediated by the variable
Cond. Without explicitly modeling Condwe assert the following incorrectly represented
conditional independence (SCond
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|GasX)G, while (SCond
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true in the underlying distribution.
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Figure 5.10: True and erroneous model for a chemical sensor that measures the conductivity in a
semiconductor element.

The mediating variable Cond influences the computation of the likelihood of GasX,
given the observations from all sensors measuring the phenomenon corresponding to
Cond. We investigate this effect by computing again the absolute difference between the
likelihoods P(E|GasX), computed from the ground truth model in Figure 5.10a and the
likelihood P∗(E|GasX), computed from the erroneous model in Figure 5.10b:

fm
∆(E|GasX)(θ

m) = |Pm(E|GasX) − P∗m(E|GasX)|, (5.20)

whereE represents the evidence obtained by the sensorsmeasuringCond. The difference
fm
∆(E|GasX)

(θm) is again computed for a specific parameterization θm of the IFM fragment

in Figure 5.10a.
It turns out that the impact of the mediating variables depends on the strength of the

CPT relating the hypothesis GasX and the mediating variables Cond, IonA and IonB. To
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show this we use the ground truth model and the erroneous model in Figure 5.10. The
influence of the CPT is depicted in Figure 5.11 for different numbers of observations as
a function of the CPT strength of P(Cond = true|GasX = true) = P(Cond = true|GasX =
f alse) = α. For each considered α the parameters of P(SCond

1
|Cond) and P(SCond

2
|Cond) are

sampled from a uniform distribution and the computed expected difference in likeli-
hoods is plotted considering different states for GasX and E. Note that the parameters
for P(GasX) are irrelevant since likelihoods over GasX are computed.

The plot in Figure 5.11 shows that the difference in likelihood fm
∆(E|GasX)

is the smallest

when α is close to 0, 0.5 and 1. If α = 1 or α = 0 then the relation between GasX
and Cond is deterministic, i.e. the state of GasX completely determines the state of
Cond. Therefore, SCond

1
and SCond

2
will be independent given either the state GasX or

Cond and, consequently, the difference in likelihoods will be zero. In case α = 0.5 the
dependence betweenGasX andCond is parametrically eliminated, i.e. GasX andCond are
independent. SinceGasX does not have any influence on Cond the CPTs of P(SCond

1
|GasX)

and P(SCond
2
|GasX) will be equal to the P(SCond

1
|Cond) and P(SCond

2
|Cond) (see Equation (5.9)

why this is so). Consequently, the difference in likelihoods will be zero. The difference
between the likelihoods is the biggest when α is exactly between 0 and 0.5, and 0.5 and
1, i.e. 0.25 and 0.75, respectively.
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Figure 5.11: The expected likelihood deviation for the binary IFM as a function of the CPT strength.

In situation where the CPT relating GasX and Cond, IonA and IonB is near determin-
istic the omission of the mediating variable does not have a significant impact on the
computation of λ-messages and the overall classification performance.

Moreover, the expected difference of the estimated likelihood fm
∆(E|GasX)

was plotted

for hard evidence instantiation for the nodesSCond
1

and SCond
2

, i.e. pointmass distributions.
However, in the full network, shown in Figure 5.6 and Figure 5.7, likelihoods, i.e. λ-
messages, will be received for nodes SCond

1
and SCond

2
, instead of hard evidence. These

messages can be considered as soft evidence. Naturally, soft evidence will diminish
the likelihood difference between the IFM fragment and the corresponding erroneous
model. In other words, the difference in likelihood between the two models will, in
general, be smaller than shown in the plot in Figure 5.11.
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5.5.3 Experiments

In this section the impact of structural deviations on the gas detection performance is
studied empirically. We prepare two experiments focusing on the impact of parentless
confounding variables and mediating variables.

Experiment 1

In this experiment the impact of parentless confounding variables on the detection per-
formance was investigated. Several experiments were performed, each with a specific
configuration of chemical sensors of type Cond. For each configuration we created a
ground truth model, capturing the true distributions over the variables in a monitoring
process. Such a ground truth model was used for the computation of distributions over
all possible observation patterns. The observation patterns of each ground truth model
were used in two detection systems simultaneously:

• Detection system 1 had a perfect domain model, i.e. the model captured the
underlying probably distribution perfectly (see Figure 5.12a). The parameters of
the model can be found in Table B.2 in Appendix B.

• Detection system 2 had a simplified structure, where all variables Cx
i
in the sensor

model shown in Figure 5.12a were omitted and introduce parentless confounding
variables in the erroneous model shown in Figure 5.12b. All the CPTs correspond-
ing to the simplified structure were computed from the true model.

GasX

CondC1
Cond

kC
CondS1

Cond

kS

Cond

CondE1

Cond

qE
CondE 3

Cond

qE 2+

CondE 2
Cond

qE 1+

(a) ground truth model (b) erroneous model

Figure 5.12

The expected classification performance for both types of detection systems forGasX
was computed. The computed expected classification accuracy is given in Table 5.3 for
different numbers of sensors of type Cond. From this table we see that, compared to the
perfect detection system 1, the classification performance of system 2 is reduced through
structural errors. However, as more information sources are added to the system the
classification performance increases for both detection systems as the number of sensors
increases.
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detection system
constellation of information sources reports 1 2

1x Cond 3 0.7146 0.6997
3x Cond 9 0.8166 0.8134
5x Cond 15 0.8838 0.8691

Table 5.3: Expected classification accuracy results of experiment 1.

Experiment 2

In this experiment we investigate the impact of mediating variables for different con-
stellations of information sources. Several experiments were performed for different
configurations of chemical sensors of different types. For each configuration the obser-
vations were sampled from a ground truth model, capturing the true distributions over
the variables in a monitoring process. The patterns of each ground truth model were
then used in the following two detection systems simultaneously:

• Detection system 3 had a perfect domain model, i.e. the model captures the
underlying probably distribution perfectly (see Figure 5.13a). The parameters of
the model can be found in Table B.3 in Appendix B.

• Detection system 4 had a simplified structure, where variables Cond, IonA and
IonB were omitted in the sensor model shown in Figure 5.13a. This introduced
confounding variables in a chain in the simplified structure shown in Figure 5.13b.
All the CPTs corresponding to the simplified structure were computed from the
true model by marginalizing out variables Cond, IonA and IonB .

The expected classification performance for both types of detection systems forGasX
was computed, which is given in Table 5.4 for different combinations of sensors of
different types. Also from this table we see that, compared to the perfect detection
system 3, the classification performance of system 4 was reduced through structural
errors. Note that in this experiment the CPTs in the ground truth model P(Cond|GasX),
P(IonA|GasX) and P(IonB|GasX) were such that the confounders Cond, IonA and IonB
would have a significant impact on the computation of posteriors if a single sensor type
were used. However, as more information sources of different types were added to the
system the classification performance increased for both detection systems.

This effect is a result of the inherent robustness of BNs featuring multiple condition-
ally independent modeling fragments. Increasing the number of such fragments results
in improved performance as long as simple relations between the modeled and the true
distributions are preserved (see [PN06a,PN06b,Sch08]). By introducingdifferent types of
sensors in the above example, the number of fragments increases. The three fragments
defined over variables {CCond

i
, SCond

i
,ECond

i
}, {CIonA

j
, SIonA

j
,EIonA

j
} and {CIonB

k
, SIonB

k
,EIonB

k
} in

Figure 5.13b correspond to three types of sensors.

5.6 Conclusions

In this chapter we discussed two types of structural model inaccuracies in BN, namely,
structural inaccuracies caused by parentless confounding variables and confounding
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GasX

CondC1

CondC 3

CondS1

CondS3

Cond

CondE1

CondE 3

IonA

IonAC1

IonAC 3

IonAS1

IonAS3

IonAE1

IonAE 3

IonB

IonBC1

IonBC 3

IonBS1

IonBS3

IonBE1

IonBE 3

(a) ground truth model

GasX

CondC
1

Cond
C

3

CondS
1

Cond
S
3

CondE
1

Cond
E

3

IonAC
1

IonA
C

3

IonAS
1

IonA
S
3

IonAE
1

IonA
E

3

IonBC
1

IonB
C

3

IonBS
1

IonB
S
3

IonBE
1

IonB
E

3

(b) erroneous model

Figure 5.13

detection system
constellation of information sources reports 3 4

3x Cond 3 0.7050 0.6475
3x Cond, 3x IonA 6 0.7767 0.7589

3x Cond, 3x IonA, 3x IonB 9 0.7958 0.7919

Table 5.4: Expected classification accuracy results of experiment 2.

variables in a chain (mediating variables). These inaccuracies were studied with the
help of Confounding Modeling fragments and Interactive Fork Modeling fragments,
respectively. Both types of inaccuracies influence probabilistic inference and can have a
significant impact on the classification performance.

When modeling resources are limited and no prior domain knowledge about the
parameters is available, the expected impact on posteriors can guide the data acquisition
process and the determination of modeling parameters for the variables in the models.

The performance loss resulting from the introduction of parentless confounding vari-
ables is likely to be greater than the performance loss resulting from the introduction
of mediating variables, given a uniform distribution from which the parameters are
sampled. Consequently, to reduce the chance of significantly influencing posterior com-
putation and classification performance, the discovery of the CPT parameters describing
relations with parentless confounding variables should be given priority.
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Moreover, in the presented gas detection case study, it was shown that the two types
of model inaccuraciesmight not necessarily have detrimental effects on the classification
performance in real world settings. Firstly, the impact depends on the underlying
distributions. If the prior probability for the status of a sensor is near deterministic,
the influence on the computed likelihoods is negligible. Secondly, the impact on the
classification could be mitigated by increasing the number of information sources. For
example, in the gas detection system, this corresponds to an increase of the numbers of
sensors of different types.

5.7 Future Work

In this chapter we have investigated the impact on posterior computation and clas-
sification performance given two different types of structural inaccuracies. For both
inaccuracies the expected impact was computed considering a uniform distribution
over the parameters of the model. Alternatively, the expected impact can be computed
for non-uniform distributions over the parameters. The expected impact relative to such
distributions is useful when some prior information is available about the parameters.
For example, designers might know from experience that certain dependencies between
events are very strong. Therefore, they know roughly that parameters must lie in a
certain interval of possible values corresponding to strong dependencies.





6 Conclusions

In this thesis we provide solutions for a relevant class of situation assessment problems
which require processing of large quantities of heterogeneous information stemming
from dynamic and noisy sources. Automated solutions to situation assessment are
indispensable in contemporary crisis management applications where decisions have to
be based on reliable estimates about the critical states in the domain, such as for example
the presence of a toxic gas, disease outbreaks, etc. In such domains it is often difficult
to predict which of the information sources will be available to supply the system with
information at a certain point in time and the resulting information can be very noisy.

In this thesiswehave shown that robust and efficient solutions to automated situation
assessment can be obtained with the help of Modular Bayesian networks. In such
systems, each information source can be captured by a Bayesian network module and
multiple BN modules collaboratively correlate heterogeneous observations to estimate
probability distributions over the variables critical for decision making. However, in
such settings it is not trivial to achieve reliable and efficient inference. In particular, this
thesis addresses the following questions:

• How can we efficiently achieve globally correct inference in Modular BNs if the
constellations of processing modules change during the operation?

• Howdowemake sure thatModular BNs correctly capture the dependencies in the
underlying probability distributions, especially the inter-module dependencies?
Moreover, can we learn the inter-module dependencies if they are missing in the
model and what is needed for this?

• How is the inference quality affected in case of structural model inaccuracies? In
other words, how robust is the system against inaccuracies in the description of
causal relations between the used variables?

6.1 Inference in Modular Bayesian Networks

In Chapter 3 we presented design and assembly rules for the creation of modular
Bayesian networks (BNs). We showed that the constructed modular BNs support
coherent message passing for the computation of posterior probabilities without any
compilation of secondary probabilistic structures and centralized control. These design
principles prove to be very useful in domains where constellation of information sources
can change rapidly and the information of the local modules is likely to be kept private.
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In such applications inference techniques based on computationally expensive com-
pilation of secondary probabilistic structures, such as junction trees spanning multiple
modules are not efficient andmight not allow timely adaptation of the inference systems
to rapidly changing constellations of the information sources. In addition, compilation
of secondary probabilistic structures allowing exact inference is not possible if the set of
BN modules cannot be assembled into a modular BN that corresponds to a hyper tree.
This requires reformulation of the local BNs based on sharing relations from different
modules, which is not acceptable if the relations between the local variables must be
kept private. Through the use of factor graphs and cluster graphs we showed that such
problems can be avoided by a systematic instantiation of certain variables with hard
evidence, which reduces dependencies between variables in different modules. In this
way the hyper tree condition can be satisfied without redesigning local modules.

Instantiation of variableswith hard evidence at runtimemight sound very restrictive.
In monitoring applications, however, this is often a practical solution. In such domains
the intersections of Markov boundaries of different local BN modules are relatively
small. Such BNs typically consist of several network fragments which are condition-
ally independent given small sets of variables whose states are often observable with
relatively cheap sensors, measuring temperature, humidity, wind speed etc.

Extending of amodular BN through a newmodule is based on special assembly rules
which guarantee coherent message passing in the resulting enhanced modular BN. In
particular, with the assembly rules we avoid cycles spanning multiple modules through
instantiation of variables. The cycle identification and elimination can be carried out
very efficiently since the assembly rules are gradually executed. Namely, a newmodule
is always added to a system that does not contain any cycles. Therefore, the introduced
cycles always include thenewly addedmodule. In addition, the number of created cycles
is often small. Consequently, assuming that the information to instantiate the variables
is readily available, the execution of the assembly rules scales verywell with the number
of modules. Also, with respect to the distributed inference algorithm, reasoning can be
performed in a distributed and parallel manner which facilitates efficient execution of
the inference algorithm in large systems with many modules.

6.2 Verification of Inter-module dependencies

In Chapter 4 we investigated how to detect and discover missing inter-module depen-
dencies in modular Bayesian networks (Modular BNs) that are gradually constructed
out of a set of BN modules with locally correct structure. Two algorithms were pre-
sented. First, the detection algorithm supports efficient detection of missing inter-module
dependencies by exploiting the knowledge of conditional independencies represented
in the BN modules and the faithfulness of the DAGs. As it turns out, testing pairwise
conditional independencies (pairwise CIs) is sufficient to detect missing inter-module
dependencies. As adirect result of that, detection ofmissing dependencies is linear in the
number of modules if a single module is added to the system. This makes the detection
algorithm efficient for gradual verification of large modular BNs in real time. Moreover,
the time complexity of such verification is quadratic in the number of variables in mod-
ules. The verification effort required for the construction of the entire modular BN is
quadratic in the number of modules.

Second, the discovery algorithm can learn the missing inter-module dependency by
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considering the known dependency structure of the Modular BN and the set of variable
pairs that correspond to failed pairwise CI tests obtained by the detection algorithm.
Discovery of dependencies between modules, however, is more expensive than detec-
tion. Namely, it requires variation of the conditioning variable sets, which is exponential
in the number of conditioning variables. However, we avoid the complexity challenges
associated with common approacheswhere the dependency structures are learned from
scratch. The reason for this is twofold. Firstly, the structure in local BNs is known and
it is considered to be correct. This means that a large portion of the structure in the dis-
tributed system does not need to be discovered. Secondly, the number of combinations
of variables used in conditioning sets can be limited if d-separation is taken into account.
In particular, for each Modular BN for which the detection algorithm indicated modeling
faults (i.e. missing dependencies), we can find a pattern [Pea00], i.e. a partially directed
acyclic graphs. In which potential links discovered via pairwise CI tests are represented
as undirected edges. Moreover, we showed that in such patterns we can find Markov
blankets which contain all variables that are necessary for the formation of conditioning
tests in the discovery algorithm (see Section 4.5). Consequently, the discovery algorithm
runs exponentially in the size of the Markov blanket instead of the size of all other
variables in the Modular BN. This is important, since Markov blankets in BNs which
are not fully connected typically consist of small subsets of variables from the overall
Modular BNs. Therefore, in an important class of domains, such as monitoring based
on multiple sensors, the discovery process can be tractable.

The experimental results show that effective and efficient run-time detection and
discovery of missing dependencies in Modular BNs can be achieved in real world
settings.

6.3 Model Inaccuracies

Model inaccuracies are inevitably present in models of complex domains. Two types
of common structural model inaccuracies in BNs, resulting in parentless confounding
variables and confounding variables in chains (also called mediating variables), were
discussed. The structuralmodel inaccuracies are analyzedwith help of two simple types
of BN fragments, namely Confounding Modeling (CM) fragments and Interactive Fork
Modeling (IFM) fragments. Empirical studies show that both inaccuracies can have
a significant effect on the computation of posterior probability distributions and the
classification performance. Moreover, if we can assume that the modeling parameters
are sampled from a uniform distribution then parentless confounding variables have a
larger expected impact on the posterior computation and classificationperformance than
the mediating variables. When modeling resources are limited and no prior knowledge
of the parameters is available the expected impact on posteriors can guide the acquisition
of modeling parameters for the variables in the model. Learning the parameters for
variables that are likely to have larger impact on computed posteriors ismore important.

Moreover, in a case study with a gas detection model it was shown that the two
types of studiedmodel inaccuracies do not have a significant impact on the classification
performance under realistic conditions:

• The impact depends on the underlying distributions. If the prior probability for
the failure of a sensor is low, i.e. the CPT parameters describing the status of the
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sensor are near deterministic, the influence on computed likelihoods is negligible.
This assumption is often justified in real world applications;

• On the other hand, the impact on the classification, under specific conditions,
could bemitigated by increasing the number of fragments which are conditionally
independent given the hypothesis variables. For example, in the gas detection
system, this would correspond to an increase of the numbers of sensors of different
types.

6.4 Future Research

In this section we outline the future research directions that were previously discussed
in Section 4.9.1 and Section 5.7 for the verification of inter-module dependencies in
Modular BNs and the impact of structural inaccuracies on the computation of posteriors
and classification performance, respectively.

In Chapter 4we discussedmethods for the verification of inter-module dependencies
in Modular BNs based on complete data. Often, in practice, data is incomplete. One
of the aspects that can be further investigated is verification of Modular BN given
incomplete data. With the help of the EM-algorithm [DLR77, Bis06] probabilities and
structure can be learned in BNs given incomplete data [KF09]. In addition, beside the
information theoretic conditional independence test used in the verification algorithms
also statistical hypothesis tests, like χ2 or G2 [SGS00,Fie80], can be used. An interesting
analysis is how the statistical hypothesis tests compare to the information theoretic tests
for conditional independence. Moreover, in this thesis we limited the experimental
investigation of the verification algorithms to the detection and discovery of a single
omitted link in the model. This can be extended to the detection and discovery of
several omitted links in the model.

In Chapter 5 we discussed the impact of two types of structural inaccuracies on the
computation of posteriors and classificationperformance. One part of this chapter inves-
tigated the expected impact on computed posteriors and classification performance by
considering a uniform distribution over the parameters of the model. This investigation
is useful in case no prior knowledge is available for the parameters and the model needs
to be simplified because of limitedmodeling resources. In addition, the expected impact
can also be investigated for non-uniform distributions over the parameters. Such inves-
tigations are useful when, for example, some prior knowledge about the parameters is
available, i.e. it is approximately known what the parameters of the model are, but there
are not enough modeling resources available to precisely estimate these parameters. In
this case, the model also needs to be simplified by omitting variables that likely result in
a small impact on the computation of posteriors and, consequently, on the classification
performance.



A Complexity Analysis of the Verification

Algorithms

In Chapter 4 two verification algorithms of Modular BNs were discussed, namely the
detection algorithm in Algorithm 2 and the discovery algorithm in Algorithm 3. In
this section the worst case time complexity of these algorithms is analyzed. The time
complexity is measured with respect to the number of times the conditional mutual
information in Equation (2.11) or the normalized conditional mutual information in
Equation (2.15) needs to be computed, depending on the measure used. We refer to both
measures as the mutual information measure or just mutual information. We adopt the
following notation: n is the total number of BN modules that are combined to construct
a Modular BN, k denotes the maximum number of variables in a BN module and p
denotes the maximum number of shared variables between two BN modules in the
Modular BN.

A.1 The Detection Algorithm: Verification of Global I-mapness

The detection algorithm in Algorithm 2 is used to verify global I-mapness of a Modular
BN after each addition of a new module, i.e. a single extension step (see Definition 4.2).
When aModular BN contains a single module then the addition of a newmodule results
in computing themutual information (k−p)2 times. In case n > 2 themutual information
is (n − 1)(k − p)2 times computed. Thus the complexity is O(nk2 + np2), i.e. the detection
algorithm runs in linear time in the total number of BNmodules n and in quadratic time
with respect to the number of variables within a module k and the number of shared
variable between two modules p. However, it is plausible to assume that k is bounded
from above. Consequently, also p is bounded, since p < k. As a result of that, the worst
case time complexity of running the detection algorithm for a single extension step is
O(n).

The total number of times the mutual information measure must be computed to
verify global I-mapness, when fully constructing a Modular BN out of n BN modules,
can be expressed with the following recursive function:

f (n) = (n − 1)(k − p)2 + f (n − 1), n ≥ 2 (A.1)
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Note that f (1) = 0. We can rewrite equation (A.1) as follows

f (n) = (n − 1)(k − p)2 + (n − 2)(k − p)2+

(n − 3)(k − p)2 + . . . + 2(k − p)2 + (k − p)2

= ((n − 1) + (n − 2) + (n − 3) + . . . + 2 + 1) (k − p)2

=

(

n2 − n

2

)

(k − p)2 = −
nk2

2
+

n2k2

2
+ nkp − n2kp −

np2

2
+

n2p2

2

Consequently, the total cost of verification of global I-mapness in aModular BNwith
n BNmodules is O(n2k2 + n2p2). When we again assume an upper bound for p and k the
cost for verification becomes O(n2).

A.2 The Discovery Algorithm: Discovery of Inter-module
Dependencies

The discovery algorithm in Algorithm 3 is used to discover inter-module dependencies
between different modules. Also here we first consider the complexity of running the
discovery algorithm after each addition of a new module. To discuss the complexity
some additional notation is required. Let’s represent the maximum number of edges
in E by q and the maximum number of variables in the computed Markov blanket
BLpattern(X) from Procedure 4.2 by s, where X can be any variable that appears in one of
the variable pairs in E. To eliminate a single edge we need to call 2s times the mutual
information measure, because there are 2s different subsets in BLpattern(X)

1. Therefore,
the cost to discover inter-module dependencies isO(q2s). Thus, the discovery algorithm
runs exponentially in size s of the Markov blanket. Please note, that in practice s is often
significantly smaller than the total number of variables defined in all the BN modules
of the Modular BN. The size of s depends on the structure of the local models and the
number of failed pairwise CIs in the detection algorithm. If only a few pairwise CI tests
failed and the variables of local modules are sparsely connected the size of s is small.
Moreover, in [dOP09b] several discovery algorithm speed-ups are discussed which can
significantly reduce the algorithm’s running time.

The total number of times the mutual information measure must be computed to
learn inter-module dependencies, when fully constructing a Modular BN out of n BN
modules, is (n − 1)q2s. Consequently, the worst case time complexity becomes O(nq2s).

1Note that, all possible subsets of a Markov blanket can be found through the powerset function [Gri99]
with complexity O(2s).



B CPTs

In this section we list all CPT parameters for the networks used in experiments through-
out this thesis.

GasX
yes 0.5
no 0.5

(a) P(GasX)

C1

yes 0.5
no 0.5

(b) P(C1)

C2

yes 0.5
no 0.5

(c) P(C2)

C4

yes 0.5
no 0.5

(d) P(C4)

C5

yes 0.5
no 0.5

(e) P(C5)

GasX true f alse
Cond = high 0.9 0.01
Cond = low 0.1 0.99

(f) P(Cond|GasX)

C1 yes no
GasX yes no yes no

Ion = true 0.2 0.9 0.8 0.01
Ion = f alse 0.8 0.1 0.2 0.99

(g) P(Ion|GasX,C1)

C5 yes no
C2 yes no yes no

GasX yes no yes no yes no yes no
Smell = true 0.9 0.8 0.95 0.8 0.01 0.05 0.03 0.2
Smell = f alse 0.1 0.2 0.05 0.2 0.99 0.95 0.97 0.8

(h) P(Smell|GasX,C2,C5)

C4 yes no
GasX yes no yes no

Sympt = true 0.2 0.9 0.8 0.01
Sympt = f alse 0.8 0.1 0.2 0.99

(i) P(Sympt|GasX,C4)

C1 true f alse
X4 = true 0.9 0.1
X4 = f alse 0.1 0.9

(j) P(X4|C1)

Table B.1: CPTs of the gas detection network (GDN) in Figure 4.6a.
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X4 yes no
Cond yes no yes no

S1 = true 0.6 0.9 0.8 0.01
S1 = f alse 0.4 0.1 0.2 0.99

(k) P(S1|Cond,X4)

X5

true 0.5
f alse 0.5

(l) P(X5)

X5 high low
S1 high low high low
C1 yes no yes no yes no yes no

E1 = true 0.9 0.8 0.95 0.8 0.01 0.05 0.03 0.2
E1 = f alse 0.1 0.2 0.05 0.2 0.99 0.95 0.97 0.8

(m) P(E1|C1 ,S1,X5)

X6

ok 0.5
f ail 0.5

(n) P(X6)

C2 true f alse
X7 = true 0.7 0.2
X7 = f alse 0.3 0.8

(o) P(X7|C2)

X7 high low
X6 ok f ail ok f ail

X8 = true 0.2 0.9 0.8 0.01
X8 = f alse 0.8 0.1 0.2 0.99

(p) P(X8|X6,X7)

X8 high low
Ion ok f ail ok f ail

S2 = true 0.2 0.9 0.3 0.01
S2 = f alse 0.8 0.1 0.7 0.99

(q) P(S2|Ion,X8)

S2 true f alse
X1 = true 0.9 0.01
X1 = f alse 0.1 0.99

(r) P(X1|S2)

Smell true f alse
X2 = true 0.7 0.2
X2 = f alse 0.3 0.8

(s) P(X2|Smell)

Sympt true f alse
X3 = true 0.7 0.2
X3 = f alse 0.3 0.8

(t) P(X3|Sympt)

X1 yes no
C2 yes no yes no

E2 = true 0.2 0.9 0.3 0.01
E2 = f alse 0.8 0.1 0.7 0.99

(u) P(E2|C2,X1)

X2 yes no
C4 yes no yes no

E3 = true 0.6 0.9 0.8 0.01
E3 = f alse 0.4 0.1 0.2 0.99

(v) P(E3|C4,X2)

X3 yes no
C5 yes no yes no

E4 = true 0.2 0.9 0.3 0.01
E4 = f alse 0.8 0.1 0.7 0.99

(w) P(E4|C5 ,X3)

Table B.1: CPTs of the gas detection network (GDN) in Figure 4.6a. (Continued)



145

GasX = true 0.5
GasX = f alse 0.5

(a) P(GasX)

GasX true f alse
Cond = true 0.9 0.1
Cond = f alse 0.1 0.9

(b) P(Cond|GasX)

Cond true f alse

SCond
i
= true 0.95 0.05

SCond
i
= f alse 0.05 0.95

(c) P(SCond
i
|Cond)

CCond
i
= true 0.6

CCond
i
= f alse 0.4

(d) P(CCond
i

)

CCond
k

true f alse

SCond
i

true f alse true f alse

ECond
j
= true 0.9 0.05 0.2 0.15

ECond
j
= f alse 0.1 0.95 0.8 0.85

(e) P(ECond
j
|CCond

k
,SCond

i
)

Table B.2: CPTs of the Gas Detection Model in Figure 5.12a

GasX = true 0.5
GasX = f alse 0.5

(a) P(GasX)

GasX true f alse
Cond = true 0.95 0.46
Cond = f alse 0.05 0.54

(b) P(Cond|GasX)

GasX true f alse
IonA = true 0.9 0.4
IonA = f alse 0.1 0.6

(c) P(IonA|GasX)

GasX true f alse
IonB = true 0.8 0.3
IonB = f alse 0.2 0.7

(d) P(IonB|GasX)

x true f alse
Sx
i
= true 0.9 0.2

Sx
i
= f alse 0.1 0.8

(e) P(Sx
i
|x), where x can be

Cond, IonA or IonB.

Cx
i
= true 0.99

Cx
i
= f alse 0.01

(f) P(Cx
i
), where x

can be Cond, IonA
or IonB.

Cx
k

true f alse
Sx
i

true f alse true f alse
Ex
j
= true 0.95 0.01 0.05 0.09

Ex
j
= f alse 0.05 0.99 0.95 0.91

(g) P(Ex
j
|Cx

k
,Sx

i
), where x can be Cond, IonA or

IonB.

Table B.3: CPTs of the Gas Detection Model in Figure 5.13a





C Automatic Generation of Modular BNs

In order to expose the proposed verification algorithms to a variety of Modular BNs we
use automatically generatedModular BNs. Automated construction of Modular BN can
be achieved by using the graph transformation algorithm that is used in the junction
tree algorithm [Jen01, Xia02] where a BN is transformed into a junction tree [Xia02]
(also called join tree [Jen01]). The cliques in this computed junction tree represents the
modules. By gradually combining these cliques together we can simulate the process
of gradually combining modules (see Definition 4.2) to form a Modular BN and run
the verification algorithms, i.e. the detection algorithm (Algorithm 2) and discovery
algorithm (Algorithm 3).

To generate a faulty Modular BN, i.e. one or more inter-module dependencies are
not correctly captured, we can take the original BN and delete one or more directed
edges in this network. Form this mutilated BN we can compute the junction tree using
the graphical junction tree transformation algorithms. Because an edge was eliminated
from the original graph the junction treewill not represent all conditional independencies
between variables correctly, i.e. an inter-module dependency is not captured correctly.

Unfortunately, automated construction of Modular BNs might sometimes result in
computed cliques (BN modules) that do not satisfy the local I-map property. However,
for the verification algorithms this is not problematic as long as the two variables of a
deleted edge do not end up in the same clique. The algorithm only tests conditional
independencies between variable pairs where each variable of the pair is in a different
module (see Algorithm 2 and Definition 4.4). Generated Modular BNs where the two
variables of the deleted edge only appear together in the same clique are excluded from
the experiments.

Moreover, computed cliques might represent local disconnected subgraphs of the
monolithic BN or are too small to assert enough d-separations that can be used to
estimate a good threshold. Nevertheless, this can be solved by merging a clique with
a neighboring clique till the merged variables of the cliques represent a connected local
subgraph of the monolithic BN and represent enough d-separations for the estimation
of a good threshold. For example, in Figure 4.7a the ALARM network is depicted. From
the ALARM network we can compute a junction tree shown in Figure 4.7b. Because
some of the cliques in this junction tree are very small (two variables) we can merge
neighboring cliques to build larger modules (see Figure 4.7c) which can be used as BN
modules in a Modular BN.
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Summary

In this thesis we provide solutions for a relevant class of contemporary situation as-
sessment problems, where large quantities of heterogeneous and uncertain information
stemming from dynamic, spatially dispersed sources have to be reliably processed. In
particular, we investigated probabilistic approaches to state estimation based on discrete
Bayesian networks.

While Bayesian networks support efficient and theoretically sound modeling and
inference, there are several challenging problems that cannot be solved efficiently with
conventional Bayesian networks. One of the main challenges in the crisis management
domain is the dynamic nature of information sources. It is, therefore, difficult to predict
which of the information sources will be available to supply the system with informa-
tion at a certain point in time. On the other hand, when using Bayesian networks each
information source must be explicitly modeled. Important part of the presented work
addresses this problem. With the help of modular Bayesian networks we exploit the
fact that, due to the locality of causal relations in Bayesian networks, the models can be
decomposed into smaller fragments, each capturing an information source. The result-
ing fragments correspond to local Bayesian networks that can be integrated intoModular
Bayesian networks, i.e. global domain models, on the fly. In the proposed approach,
systems of modules using local Bayesian networks collaboratively compute posterior
probability distributions over the states of relevant variables, given the evidence col-
lected throughout different modules.

However, a modular approach to Bayesian networks introduces several additional
challenges with respect to exact inference. Since the constellation of Bayesian net-
work modules can change over time, the conventional approaches to exact inference in
multiply connected Bayesian networks, that are based on clustering of variables and
compilation of secondary structures, are not efficient. We present an alternative ap-
proach which uses targeted instantiation of variables. In this way Modular Bayesian
networks supporting exact inference can quickly be created and adapted to changes in
the environment, without compromising the soundness of the inference processes. In
addition, the proposed modular Bayesian networks facilitate distribution of inference
processes throughout systems of networked devices.

Moreover, in complex systems involving heterogeneous information sources, de-
signing Modular Bayesian networks is often a multi-disciplinary effort, which is error
prone. Typically, each Bayesian network module originates from a different designer
focusing on certain type of sensors or physical processes. In the targeted domains, it is
likely that the designers can create Bayesian networkmodules supporting locally correct
inference. However when such modules are integrated into the global model, correct
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inference might not be supported anymore due to missing inter-module dependencies.
While the chance of such errors can be reduced through sound engineering practices,
it cannot be avoided. Therefore, we present a complementary approach which support
verification of the inter-module dependencies. This approach consists of a detection and
a discovery algorithm that allow verification of conditional independences between the
variables from different modules as they are added to the modular Bayesian networks.
For each newly added module the detection algorithm is executed to ensure that the
resulting Modular Bayesian network is correct. The detection of missing dependencies
is linear in the number of modules if a single module is added to the system. This makes
the detection algorithm efficient for gradual verification of large modular BNs. More-
over, the time complexity of such verification is quadratic in the number of variables in
modules. The verification effort required for the construction of the entire modular BN
is quadratic in the number of modules.

On the other hand, the discovery algorithm pinpoints the variables for which a
direct dependency is not correctly captured in modular Bayesian networks. Discovery
of dependencies between modules is more expensive than detection, however. Namely,
it requires variation of the conditioning variable sets, which are exponential in the
number of variables in the conditioning sets. However, we show that the discovery of
missing dependencies can bemade efficient by exploiting the locality of causal relations.

Furthermore, although BNs facilitate modeling of stochastic domains and it is often
easy to determine correct structures, i.e. DAGs, structural errors cannot be ruled out
completely. This might be due to the lack of knowledge and various mistakes in the
design processes. Moreover, we might not be able to find adequate parameters for all
variables in the DAG due to the lack of data. In such cases it might be better to ignore
some variables, thus deliberately introducing structural errors.

In other words, often structural errors cannot be avoided. Therefore, we investigated
the impact of relevant structural inaccuracies resulting in confounding variables. We
focused on two types of structural errors which are common in the systems supporting
multi-modal monitoring using large amounts of heterogeneous information sources.
Empirical studies showed that the two types of structural inaccuracies have different
expected impact on the inference quality and, consequently, on the classification perfor-
mance. On the other hand, through a case study, it was shown that the impact on the
inference quality and classification performance can be small for specific parameteri-
zations and constellations of information sources. Namely, under certain conditions,
which are realistic for the monitoring domain, the impact of the structural errors on the
classification performance can be mitigated by increasing the number of information
sources.



Samenvatting

In dit proefschrift bespreken we methoden voor het oplossingen van hedendaagse
problemen in het bepalen van de toestand van de omgeving, waar grote hoeveelhe-
den aan heterogene en onzekere data, afkomstig van dynamische en geografische ver-
spreide informatiebronnen, verwerkt moeten worden. In het bijzonder onderzoekenwe
probabilistische methoden voor toestandsbepaling gebaseerd op discrete Bayesiaanse
netwerken.

Ondanks dat Bayesiaanse netwerken efficiënt en theoretisch correct modelleren en
redeneren ondersteunen, zijn er een aantal uitdagende problemen waar conventionele
Bayesiaanse netwerken niet efficiënt kunnen worden toegepast. Een van de voornaam-
ste uitdagingen zijn problemen in het crisis management domeinwaar de samenstelling
van beschikbare informatiebronnen erg veranderlijk is. Het is daarom moeilijk vast
te stellen welke informatiebronnen beschikbaar zijn om het systeem van informatie te
voorzien. Aan de andere kant, in het geval Bayesiaanse netwerken gebruikt worden,
elke informatiebron moet expliciet worden gemodelleerd. Een belangrijk deel van het
werk dat besproken wordt in dit proefschrift gaat hierover. In het bijzonder introduc-
eren we een modulaire methode voor Bayesiaanse netwerken. We benutten het feit dat
door de lokaliteit van causale verbanden in Bayesiaanse netwerken de modellen kun-
nen worden opgedeeld in kleinere fragmenten, waar elk fragment een informatiebron
beschrijft. De verkregen fragmenten corresponderenmet lokale Bayesiaanse netwerken
die geı̈ntegreerd kunnen worden tot een modulair Bayesiaans network.

Echter, eenmodulairemethodevoorBayesiaansenetwerken introduceert bijkomende
uitdagingenmet betrekking tot exact redeneren. Namelijk, de samenstelling van Bayesi-
aanse netwerk fragmenten kan na verloop van tijd veranderen. Conventionele metho-
den voor exact redeneren in Bayesiaanse netwerken, die gebaseerd zijn op het clusteren
van variabelen en het compileren van secondaire probabilistische structuren zijn niet
efficiënt. In dit proefschrift presenteren we een alternatieve methode waar gebruik
gemaakt wordt van hard evidence observaties voor variabelen. Op deze manier kun-
nen modulaire Bayesiaanse netwerken die exact redeneren ondersteunen snel gevormd
en aangepast worden, gegeven de veranderingen van de beschikbaarheid van infor-
matiebronnen in de omgeving, zonder de correctheid van het redeneerproces aangetast
wordt. Daarnaast, ondersteunen modulaire Bayesiaanse netwerken het distribueren
van het redeneerproces op verschillende systemen op een netwerk.

Bovendien, in complexe systemenmet veel heterogene informatiebronnen is het ont-
werpen van modulaire Bayesiaanse netwerken een multidisciplinaire inspanning dat
kan leiden tot modelleerfouten. Elk Bayesiaans netwerk fragment is ontworpen door
een verschillende designer die zich richt op een bepaald type sensoren of fysische pro-
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cessen. Het is niet onwaarschijnlijk dat designers lokale Bayesiaanse netwerken kunnen
ontwerpen die lokaal gezien correct redeneren mogelijk maken. Echter, als deze lokale
netwerken worden geı̈ntegreerd in een globaal netwerk, correct redeneren kan dan niet
meer mogelijk zijn. Dit soort situaties kunnen gereduceerd worden door engineering
technieken te gebruiken, maar kunnen nooit helemaal worden voorkomen. Daarom
introduceren we een complementaire methode waarbij we inter modulaire afhankelijk-
heden tussen variabelen in verschillende lokale netwerken kunnen verifiëren. Deze
methode bestaat uit een detectie en leer algoritme dat gebruik maakt van het testen van
conditionele onafhankelijkheden tussen variabelen in verschillende lokale netwerken.
Deze algoritmesworden telkens uitgevoerdwanneer er een nieuw lokaal netwerkwordt
toegevoegd aan het modulaire Bayesiaanse netwerk. Voor elk nieuw toegevoegd lokaal
model wordt het detectie algoritme uitgevoerd om te garanderen dat het resulterende
globale model correct is. De complexiteit van het detecteren van niet correct gerepre-
senteerde afhankelijkheden tussen verschillende variabelen is lineair in het aantal lokale
modellen gegeven dat er maar een enkel lokaal model wordt toegevoegd aan het mo-
dulaire Bayesiaanse netwerk. Dit maakt het detectie algoritme efficiënt voor real time
verificatie van modulaire Bayesiaanse netwerken. Daarnaast is de complexiteit van het
detectie algoritme kwadratisch in het aantal variabelen in een lokaal model. In het
geval dat het gehele modulaire Bayesiaanse netwerk wordt opgebouwd uit een set van
lokalemodellendan is het detecteren vanniet correct gerepresenteerde afhankelijkheden
kwadratisch in het aantal lokale modellen.

Aan de andere kant, het leer algoritme identificeert precies tussen welke twee vari-
abelen er een afhankelijkheid niet correct is weergegeven. Het leren van afhankelijk-
heden is qua complexiteit duurder danhet detectie algoritme. Het leer algoritme varieert
de set van conditionele variabelen om te bepalen of twee variabelen onafhankelijk zijn,
waardoor de complexiteit van het leer algoritme exponentieel in de tijd is. Echter, kan
het algoritme efficiënt worden uitgevoerd door gebruik te maken van de lokaliteit van
causale afhankelijkheden tussen variabelen.

Alhoewel Bayesiaanse netwerken het modelleren van stochastische domeinen facili-
teert enhet vaaknietmoeilijk is omcorrecte structuur (DAGs) te definiëren,kunnenmod-
elleerfouten in de structuur niet helemaal uitgesloten worden. Deze modelleerfouten
kunnen veroorzaaktworden door gebrek aan domeinkennis en fouten die gemaakt wor-
den tijdens het modelleerproces. Daarnaast, zou het kunnen voorkomen dat niet alle
parameters kunnen worden geleerd door gebrek aan data. In dit soort gevallen is het
mogelijk beter om sommige variabelen te negeren en hierbij opzettelijk fouten in de
structuur toe te laten.

Met andere woorden, vaak kunnen modelleerfouten in de structuur niet worden
voorkomen. Daarom onderzoeken we de impact van modelleerfouten die resulteren in
zogenoemde ’confounding’ variabelen in de structuur. We richten ons op twee typen
modelleerfouten die veelal voorkomen in systemen voor het multimediaal monitoren
van grote hoeveelheden aan heterogene informatie. Empirische studies hebben laten
zien dat verschillende typenmodelleerfouten in de structuur kunnen leiden tot verschil-
lende verwachte impact op de redeneerkwaliteit van het systeem en classificatieperfor-
mance. Door middel van een casestudy laten we zien dat de impact op de kwaliteit van
het redeneren zeer klein is voor specifieke parameters van het model. Daarnaast, onder
bepaalde condities, die realistisch zijn voor het monitoring domein, kan de impact van
modelleerfouten in de structuur op de classificatieperformanceworden teruggedrongen
door het aantal informatiebronnen te vermeerderen.
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