
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

A closer look at learning relations from text

Katrenko, S.

Publication date
2009
Document Version
Final published version

Link to publication

Citation for published version (APA):
Katrenko, S. (2009). A closer look at learning relations from text. [Thesis, fully internal,
Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:26 May 2023

https://dare.uva.nl/personal/pure/en/publications/a-closer-look-at-learning-relations-from-text(f39aa829-39ed-4a06-b143-fe33847cc248).html




A C L O S E R L O O K AT L E A R N I N G R E L AT I O N S
F R O M T E X T

academisch proefschrift

ter verkrijging van de graad van doctor
aan de Universiteit van Amsterdam
op gezag van de Rector Magnificus

prof. dr. D.C. van den Boom
ten overstaan van een door het college
voor promoties ingestelde commissie,

in het openbaar te verdedigen in de Agnietenkapel
op donderdag 10 september 2009, te 10:00 uur

door

sofiya katrenko

geboren te Lviv, Oekraïne



Promotiecommissie:

Promotor: Prof. dr. P. W. Adriaans

Overige leden: Prof. dr. B. J. Wielinga

Prof. dr. M. de Rijke

Prof. dr. A. Th. Schreiber

Prof. dr. P. M. A. Sloot

Prof. dr. C. de la Higuera

Faculteit der Natuurwetenschappen, Wiskunde en Informatica

SIKS Dissertation Series No. 2009-31

The research reported in this thesis has been carried out under the auspices

of SIKS, the Dutch Research School for Information and Knowledge Systems.

Printed by Ipskamp Drukkers B.V.

ISBN 978-90-9024518-8



моїм батькам





P U B L I C AT I O N S

Some ideas and figures have appeared previously in the following publi-
cations:

• Sophia Katrenko and Pieter Adriaans. A Local Alignment Kernel
in the Context of NLP. In Proceedings of the 22nd International
Conference on Computational Linguistics (Coling). Manchester,
UK, 2008.

• Sophia Katrenko and Pieter Adriaans. Semantic Types of Some
Generic Relation Arguments: Detection and Evaluation. In Pro-
ceedings of the 46th Annual Meeting of the Association for Compu-
tational Linguistics: Human Language Technologies (ACL/HLT).
Columbus, USA, 2008.

• Sophia Katrenko and Pieter Adriaans. Qualia Structures and their
Impact on the Concrete Noun Categorization Task. In Proceedings
of the "Bridging the gap between semantic theory and computa-
tional simulations" workshop at ESSLLI. Hamburg, Germany, 2008.

• Sophia Katrenko and Pieter Adriaans. Learning Relations from
Biomedical Corpora Using Dependency Trees. In KDECB (Knowl-
edge Discovery and Emergent Complexity in BioInformatics), Lec-
ture Notes in Bioinformatics. LNBI, vol. 4366, 2006.

• Sophia Katrenko and Pieter Adriaans. Grammatical Inference in
Practice: A Case Study in the Biomedical Domain. In Proceedings of
the 8th International Colloquium on Grammatical Inference (ICGI).
Lecture Notes in Artificial Intelligence, Sakaibara, Y.; Kobayashi, S.;
Sato, K.; Nishino, T.; Tomita, E. (Eds.). Tokyo, Japan, 2006.

• Sophia Katrenko and Pieter Adriaans. Using Maximal Embedded
Syntactic Subtrees for Textual Entailment Recognition. In Proceed-
ings of the Second PASCAL Challenges Workshop on Recognising
Textual Entailment. Venice, Italy, 2006.

• Sophia Katrenko, M. Scott Marshall, Marco Roos and Pieter Adri-
aans. Learning Biological Interactions from Medline Abstracts.
In Proceedings of the ICML’05 workshop "Learning Language in
Logic". Bonn, Germany, 2005.

v





Don’t walk in front of me, I may not follow.
Don’t walk behind me, I may not lead.

Walk beside me and be my friend.
Anonymous1

A C K N O W L E D G M E N T S

I can still remember my first day in Amsterdam, me standing and looking
into a window at the dark gray clouds and thinking of what it is going
to be like. What I can hardly believe is that so much time has already
passed since that very day, so many rainbows have been seen and so
many interesting people have been met.

This thesis would never have been started or completed without the
input from my supervisor, Pieter Adriaans. Pieter has been very support-
ive throughout the years. Thanks to him, I learned a lot about language
learning in particular, and machine learning in general. Besides, Pieter
has always given me freedom to explore directions I found interesting
which eventually led to this thesis. I wish I could paint as good as him!
Rini is someone who made me feel very welcome in the Netherlands
when I arrived here.

Maarten van Someren could always find time to discuss machine
learning and NLP, and I greatly appreciate it. He also commented on my
drafts of several chapters.

Colin de la Higuera, Maarten de Rijke, Guus Schreiber, Peter Sloot,
and Bob Wielinga kindly agreed to be on the committee.

Work presented in this thesis has been carried out within the AID
group. I’m grateful to Guus Schreiber, Maarten de Rijke, Hap Kolb,
Leonie IJzereef, Machiel Jansen, Marco Roos, Scott Marshall, and espe-
cially Willem van Hage and Edgar Meij for all the discussions we have
had.

During my research I had a pleasure to consult with Rune Sætre, Jörg
Hakenberg, Razvan Bunescu, Azucan Özgür who provided valuable
information on various data sets and the methods they developed. Mo-
hammed Zaki and Jean-Philippe Vert kindly answered my questions on
topics of tree mining and local alignment kernels. Evaluation done in
Chapter 7 would not have been possible without help of many friends
and acquaintances. I also benefited from the feedback received from the
audiences of many conferences I attended.

I’d like to thank Victor de Boer, Katja Hofmann, Edgar Meij, and Gerben
de Vries for their comments on various chapters and proofreading.

My office mates deserve a special mention for making our office such
a gezellig place (and for being able to cope with my Dutch). With Vera,

1 Attributed, among others, to Albert Camus and George Sand

vii



Victor and Niels I spent most time of my PhD, and of course Henriette,
Mattijs, Gerben, Floris, Miriam, Andreas and Patrick have been wonderful
office mates ever since we moved. Saskia van Loo helped a lot with all
kind of administrative issues. Our HCS lab has been a great place to
work and this is due to all colleagues here. More generally, my gratitude
extends to the 1st floor of IvI.

I strongly believe that education starts at the very early age and that my
teachers at the school 8 (Lviv) and my lecturers at the National University
Lviv Polytechnics helped me make my choices. During the last couple
of years I have been also involved in organizing various events which
turned out to be a great experience. I truly enjoyed being part of the
European Summer School in Logic, Language and Information (ESSLLI)
and on this occasion I’d like to acknowledge Michael Moortgat, Paul
Dekker, Janneke Huitink and Tamás Biró.

On the more personal level, I’m enormously grateful for my family’s
support. Foremost, my parents, Lubov and Anatol, who showed on
their very own example that finishing PhD is indeed feasible. They
gave me tips during the most stressful days and never lost their faith
in me. And of course, my grandparents who never forgot to put the
magic question ‘when?’ and always managed to give some other practical
tips. The rest of the family did their best trying to spoil me whenever
I went home. Насамперед я вдячна моїм батькам, бабцям та дiдусевi
за їхню пiдтримку впродовж усiх цих рокiв! А також цьоцi, вуйкам i
моїм двоюрiдним.

You might have guessed by now that I’m not a big fan of acknowledg-
ments. This is mainly because I wouldn’t like to forget anyone. Wherever
I went, I’ve been always fortunate to meet amazing people, both profes-
sionally and personally. Singling out some of them would be unfair even
though I’m glad I could have spent pages just to mention their names.
After all, if you ended up reading this section, you’re most likely one of
these wonderful beings who could always cheer me up (perhaps without
even noticing it), asked the right questions at the right time, took me out
to opera (and other places), reminded me that the food domain is not
limited to coffee, and offered silence and a good talk. No matter how
cliché it sounds, you’ll always be in my heart and no acknowledgments
would ever express how much you mean to me. Thank you.

Софiя Катренко
липень 2009, Амстердам

viii



C O N T E N T S

1 introduction 1

1.1 Setting the scene 1

1.2 VL-e project 3

1.3 Research questions 4

1.4 Methodology 6

1.5 Outline 6

i background 9

2 semantic relations in a nutshell 11

2.1 Introduction 11

2.2 Representation 11

2.3 Relation types 14

2.4 Properties 17

2.4.1 Linguistic view 18

Universality . . . . . . . . . . . . . . . . . . . . . . . . 18

Productivity . . . . . . . . . . . . . . . . . . . . . . . . 19

Prototypicality . . . . . . . . . . . . . . . . . . . . . . 19

2.4.2 Logical properties 20

2.5 Reasoning with (about) relations 21

2.5.1 By humans 21

2.5.2 By machine 23

2.6 Learnability of relations 23

2.7 Computational approaches to relation recognition 25

2.7.1 Noun compounds 27

2.7.2 Methods 27

Hand-written patterns . . . . . . . . . . . . . . . . . . 27

Automatic pattern acquisition . . . . . . . . . . . . . 29

Other approaches . . . . . . . . . . . . . . . . . . . . . 29

Learning with background knowledge . . . . . . . . 30

2.8 Applications of semantic relations 31

2.8.1 Ontology Construction 31

2.8.2 Question Answering 32

2.8.3 Information Retrieval 33

2.9 Conclusions 34

3 machine learning methods 35

3.1 Machine learning methods 35

3.1.1 General notions 35

3.1.2 Individual classifiers 36

3.1.3 Ensemble methods 41

Bagging . . . . . . . . . . . . . . . . . . . . . . . . . . 42

ix



x contents

Boosting . . . . . . . . . . . . . . . . . . . . . . . . . . 42

Stacking . . . . . . . . . . . . . . . . . . . . . . . . . . 43

3.2 Evaluation metrics 43

3.3 Conclusions 44

ii textual entailment 45

4 relations between sentences : a case study on textual

entailment recognition 47

4.1 Introduction 47

4.2 What is textual entailment? 48

4.3 Related work 50

4.3.1 Syntactically-oriented methods 51

4.3.2 Logical inference 53

4.4 Tree mining 54

4.4.1 Definitions 54

4.4.2 The TreeMiner algorithm 57

4.5 System description 57

4.6 Experimental set-up 59

4.6.1 Data 59

4.6.2 Experiments and discussion 60

4.7 Conclusions 67

iii semantic relations 71

5 feature engineering using syntactic structures 73

5.1 Introduction 73

5.2 Syntactic information for relation learning 74

5.2.1 Syntactic realization of relations 74

5.2.2 Defining levels 77

5.3 Experimental set-up 79

5.3.1 Datasets 79

5.3.2 Data preprocessing 79

5.3.3 Parsers 80

5.4 Results and Discussion 81

5.4.1 Impact of the pre-defined levels 81

5.4.2 Classifiers 84

5.4.3 A note on syntactic analysis 86

5.5 Conclusions 88

6 prior knowledge for relation extraction 93

6.1 Introduction 94

6.2 Kernel methods on strings: an overview 95

6.2.1 The spectrum kernel 95

6.2.2 Mismatch kernels 96

6.2.3 Kernel methods and NLP 97

Subsequence kernels . . . . . . . . . . . . . . . . . . . 97



contents xi

Distributional kernels . . . . . . . . . . . . . . . . . . 98

Kernels over syntactic structures . . . . . . . . . . . . 98

Kernel on shallow parsing output . . . . . . . . . . . 99

Shortest path kernel . . . . . . . . . . . . . . . . . . . 99

6.3 A Local Aligment Kernel 101

6.3.1 Smith-Waterman distance and local alignments 101

6.3.2 Designing a local alignment kernel for NLP tasks 105

6.4 Evaluation of the LA kernel on relation extraction 108

6.4.1 Experimental set-up 108

6.4.2 Experiment I: Domain-dependent relations 112

Impact of distributional measures estimation . . . . . 115

Contribution of syntactic features . . . . . . . . . . . 116

LA kernel parameters: do they matter? . . . . . . . . 117

6.4.3 Experiment II: Generic relations 120

6.5 Discussion 121

6.6 Conclusions 124

7 semantic types of some generic relations 129

7.1 Introduction 129

7.2 Related Work 133

7.3 Methodology 136

7.3.1 Method 1 136

7.3.2 Method 2 142

7.4 Evaluation 143

7.4.1 Data 143

7.4.2 Experiment 1 145

Error Analysis . . . . . . . . . . . . . . . . . . . . . . . 149

An Evaluation Exercise . . . . . . . . . . . . . . . . . 151

7.4.3 Experiment 2 156

Combining semantic and syntactic evidence . . . . . 158

7.5 Discussion 160

7.6 Conclusions 162

8 conclusions 173

8.1 Answers to the research questions 173

8.2 Contributions 176

8.3 Future directions 177

iv appendix 179

a appendix 181

a.1 Additional information on various data sets 181

a.2 Parsers 181

a.3 An example from the evaluation exercise in Chapter 7 181

summary 183



xii contents

samenvatting 185

summary in ukrainian 189

bibliography 193



L I S T O F F I G U R E S

Figure 1 AID toolbox 4

Figure 2 Illustrating SVM: a separable case 40

Figure 3 Mining on trees (example) 56

Figure 4 3 runs on textual entailment: precision 63

Figure 5 3 runs on textual entailment: recall 64

Figure 6 The dependency structure for Example ( 5.1) 75

Figure 7 Precision and recall for different feature sets (Ad-
aBoostM1, LLL and AImed data sets) 83

Figure 8 Precision and recall for LinkParser, Minipar and
the Charniak parser (AdaBoostM1, the LLL data
set) 86

Figure 9 Impact of syntactic functions on the level-based
approach (LinkParser, the LLL data set) 87

Figure 10 LinkParser’s output for Example (5.8) 89

Figure 11 Minipar’s output for Example (5.8) 90

Figure 12 Charniak parser’s output for Example (5.8) 91

Figure 13 Distribution of the verbs selected by experts from
the LLL data set 91

Figure 14 Stanford parser’s output and representation for Ex-
ample ( 6.18) 109

Figure 15 Enju’s output and representation for Example ( 6.18) 110

Figure 16 Varying the gaps and β parameters: f-score 118

Figure 17 Varying the gaps and β parameters: precision 119

Figure 18 Varying the gaps and β parameters: recall 119

Figure 19 Learning curve on the SemEval test data set 122

Figure 20 Performance on the training set (Cause - Effect,
Instrument - Agency and Product - Producer re-
lations) 125

Figure 21 Performance on the training set (Origin - Entity,
Theme - Tool and Part - Whole relations 126

Figure 22 Performance on the training set (Content - Container

relation) 127

Figure 23 Part of the WordNet hierarchy 132

Figure 24 Illustrating a generalization process (Method 1) 139

Figure 25 A snapshot of the evaluation exercise web page 152

Figure 26 Clustering solutions on Cause - Effect, Instrument
- Agency, and Product - Producer 170

Figure 27 Clustering solutions on Origin - Entity, Theme -

Tool, and Part - Whole 171

xiii



xiv List of Tables

Figure 28 Clustering solutions on Content - Container 172

L I S T O F TA B L E S

Table 1 Some semantic relations and their logical proper-
ties 20

Table 2 Some examples from the RTE-2 data set 61

Table 3 Accuracy on the RTE-2 test set (official results)
62

Table 4 Misclassified examples in the IE category 62

Table 5 Precision and recall on the RTE-2 test set (for TRUE
category) 63

Table 6 Abbreviations for 9 runs 65

Table 7 Pairwise agreement for 9 runs 65

Table 8 Contingency tables for voting schemes 67

Table 9 Composed feature sets 78

Table 10 Illustrating features for Example (5.1) 79

Table 11 Least common subsumer: the AImed data set 82

Table 12 A list of diacritics used for statistical significance
(two-tailed t-test, α = 0.05) 84

Table 13 Mean precision, recall, F1 scores and standard devi-
ations on the LLL data set (level-based approach) 84

Table 14 Mean precision, recall, F1 scores and standard devi-
ations on the AImed data set (level-based approach) 85

Table 15 Syntactic functions used by LinkParser for Example
(5.8) 89

Table 16 Syntactic functions used by MiniPar for Example
(5.8) 90

Table 17 A list of distributional similarity measures 106

Table 18 Performance on the BC-PPI data set (LA kernel) 113

Table 19 Performance on the LLL training data set (LA ker-
nel) 113

Table 20 Results on the LLL test data set (LA kernel) 114

Table 21 Performance on the AImed data set (LA kernel) 115

Table 22 Top 5 similar words for ‘adhere’, ‘expression’, and
‘sigF’ (LLL data set) 116

Table 23 Performance on the LLL data set by varying estima-
tion settings 117

Table 24 Performance on the BC-PPI data set by varying
estimation settings 117



Table 25 Performance on the BC-PPI paths with removed
dependencies and direction 117

Table 26 Results on the SemEval test data set (LA kernel) 121

Table 27 Statistics on the system types participating in Se-
mEval 135

Table 28 An example of the two-step generalization proce-
dure (Method 1) 141

Table 29 Distribution of the SemEval examples 145

Table 30 Performance on the SemEval training data set: gen-
eralization per argument 146

Table 31 Performance on the SemEval test data set: general-
ization per argument 146

Table 32 Generalization per argument: some frequent pat-
terns 147

Table 33 Overall performance on the SemEval test data set
(Method 1) 147

Table 34 Some examples per relation type (Method 1) 148

Table 35 Compression rates (Method 1) 149

Table 36 Proportions per category (an evaluation exercise) 153

Table 37 An example on pairwise ratings on Cause - Effect

used for calculating kappa 153

Table 38 Agreement on 7 generic relations according to PABAK 155

Table 39 Performance on the SemEval training data set (Method
2) 157

Table 40 Performance on the SemEval test data set (Method
2) 157

Table 41 Some examples per relation type (Method 2) 158

Table 42 Shortest path kernel’s results per relation type 159

Table 43 Results on the SemEval test data set achieved by
combining syntactic and semantic evidence 159

Table 44 Generalizations on Content - Container relation 163

Table 45 Generalizations on Part - Whole relation 164

Table 46 Generalizations on Cause - Effect relation 165

Table 47 Generalizations on Instrument - Agency relation 166

Table 48 Generalizations on Product - Producer relation 167

Table 49 Generalizations on Origin - Entity relation 168

Table 50 Generalizations on Theme - Tool relation 169

xv



Table 51 Statistics of the biomedical data sets 181

A C R O N Y M S

NLP Natural Language Processing

NLU Natural Language Understanding

IE Information Extraction

QA Question Answering

SUM Summarization

IR Information Retrieval

DAS-3 Distributed ASCI Supercomputer 3

SVM Support Vector Machine

SW Smith-Waterman

LA Local Alignment

LCS Least Common Subsumer

xvi



notation xvii

N O TAT I O N

X an input space

Y an output space

h(¦) a hypothesis function

H a hypothesis space

R the set of real numbers

|S| cardinality of a set S

∪ union of sets

∅ the empty set

f : X→ Y a function f from values in X to Y

arg max f the argument for which f has its maximum value

I an identity function

E an expectation

xi a vector

R(¦, ¦) a relation

k(¦, ¦) a kernel function

l(¦, ¦) a loss function

Rn(h) an empirical risk

R(h) an expected risk

ex the exponential function

limx→∞ f(x) the limit of f as x tends to infinity

d(¦, ¦) a substitution score

g(¦) a gap function

π an alignment

s(x, x ′, π) an alignment score for two sequences x and x ′ given an alignment π

G a gap value

β a scaling parameter

inf(S) infimum or greatest lower bound of a subset S

O(n) time complexity of an algorithm





1
I N T R O D U C T I O N

1.1 setting the scene

Understanding of human intelligence is not possible without understand-
ing the language humans use. Even though daily communication is
seemingly easy for humans, they need to accomplish many tasks by
resolving ambiguities, integrating information and inferring new knowl-
edge. Moreover, machine intelligence is often defined in relation to
human intelligence. Recall the definition of machine intelligence in the
famous Turing test [190] which is set as follows. There are three rooms
in one of which is located a human interrogator, and in the other two
a human and a computer. The human interrogator is allowed to put
questions but he is not aware of who he is having a conversation with. If
he fails to distinguish between a human and a machine, we can conclude
that the machine is intelligent. In the ‘imitation game’ proposed by Tur-
ing the initial question “Can machines think?” is rephrased by whether
machines can act as humans. In other words, one is no longer interested
in how a machine arrived at its action as long as this action resembles the
one of human.

If many centuries ago there was a strong oral tradition where folklore
stories and songs were told to the next generations in the spoken word,
in the modern world a lot of information is conveyed in the written form.
With the abundance of information that can be found in various sources
such as texts, databases, ontologies and others, it became important to
be able to process it automatically. One of the most challenging tasks is
understanding of natural language texts. In a nutshell, natural language
understanding (NLU) is a complex process that requires solving various
puzzles and putting them together into a coherent picture. NLU is often
seen as

a process of hypothesis management in which the linguistic in-
put is sequentially scanned as the system considers alternative
interpretations (Jurafsky and Martin [78])

NLU can be decomposed in several modules one of which could be
understanding of relations. Humans use relations in their everyday life
either to describe some new things by referring to what is already known
or to compare different concepts. Relations can be introduced at different
stages, from relations between textual fragments (e.g., discourse relations)
to relations between word senses. Consider, for instance, an example (1.1)
from Lascarides and Asher [95].
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2 introduction

(1.1) (a) The council built the bridge.
(b) The architect drew up the plans.

Here, by knowing that the event of drawing a plan usually precedes
an event of constructing something, we may infer that the event in (1.1b)
contributes to the event in (1.1a) and the discourse relation between the
two is elaboration. If we however raise the question of who drew up the
plans, then we are looking for an instance of the Product - Producer

relation which is defined on the more fine-grained level of word senses.
In other words, given the type of relation and one of its arguments
(‘Product’) we should be able to fill in the other argument (‘Producer’) in
such a way that the relation holds.

So far, many linguistic theories [95] have been proposed to account
for discourse relations. They introduced various types of rhetorical
relations such as elaboration (shown above), explanation, result and
others. Identifying discourse relations automatically is a difficult task
but it is essential for some other areas such as dialogue management.
Computational models of recognizing this type of relations make use of
linguistic theories and often rely on discourse connectives. The other type
of relations that we mentioned above is relations between concepts, which
are often referred to as lexico-semantic or semantic relations. The large
body of research on semantic relations focused on their representation,
properties [34, 132], perception by humans and most recently, automatic
recognition [2, 15].

Despite the fact that a lot of work has been done on automatic relation
discovery in the past few decades, it remains a popular research topic.
The main reason for the keen interest in relation recognition lies in its
utility. Once semantic relations are identified, they can be used for a
variety of applications such as question answering, ontology construction,
hypothesis generation and others. An example which fits a typical
question answering scenario was given above. Given (1.1a) and (1.1b),
the correct answer to “Who drew up the plans?” should be ‘the architect’
but not ‘the council’. For ontology learning, it is usually necessary not
only to recognize instances of the existing concepts but also establish
relationships between them. The most common relationship here is
hypernymy, where all concepts are taxonomically organized [179]. Yet
another application of relations is constructing a new hypothesis given
the evidence found in text [183]. This type of knowledge discovery is
often based on co-occurrence analysis. Imagine there are two articles both
of which study some property A. In addition, each of them describes
a substance that has this property A. If the substances in question are
different, we may expect that the fact they both share A can lead to a new
relationship between the substances. It has been shown that scientific
discovery from text in many cases was corroborated via experiments in
the laboratories.



1.2 vl-e project 3

Another reason why extraction of semantic relations is still of interest
lies in the diversity of relations. On the very general level, semantic
relations fall into generic and domain-dependent categories. Many exist-
ing information extraction systems were originally designed to work for
generic data [61] but it became evident that they should be adapted if
one intends to use them in a new domain. To be able to produce similar
results on domain-dependent data, a given system should be able to
handle terminology. For instance, relation extraction in the biomedical
domain would require an accurate recognition of named entities such
as gene names while in the food informatics field it should be able to
account for other types of named entities such as toxic substances.

To summarize, we address in this thesis several aspects of automatic
relation recognition, better understanding of which should allow us to
extract relations more precisely.

1.2 vl-e project

The research presented in this thesis has been done within the subproject
Adaptive Information Disclosure (AID) which was part of the larger
Virtual Lab environment for e-science (VL-e) project. The VL-e project
focused on bringing together distributed computing, high performance
networking and development of scientific applications. Further, the VL-e
programme consisted of four subprogrammes such as P1 (e-Science in
applications), P2 (Generic Virtual Laboratory methodology), P3 (Large-
scale distributed systems), and P4 (Scaling up to and validating in ‘real-
life applications’).

Within VL-e, the AID project was placed into the P2 subprogramme.
AID had several goals, one of which was studying natural language
processing capabilities and exploring machine learning for information
extraction. As it is stated in Hertzberger and Vos [71],

The program will explore new avenues in machine learning
for information management by employing NL analysis tools,
grammar induction, and related tools in contexts where the
domain of application is partially known beforehand. This
will involve drawing relevant information from ontologies
and making it available for guided induction.

Fig. 1 highlights various areas that have been studied within AID.
The work presented here falls into the part named ‘ontology learning’.
During the project we examined existing named entity recognition solu-
tions (both supervised and unsupervised) [80, 119, 82, 174] and proposed
novel methods for extracting relations from text [79, 83]. We addressed
the problem of ontology population and showed that information that
is already available in existing ontologies can be used to improve infor-
mation extraction performance. The information extraction results can
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be employed further in several possible ways. For instance, discovered
instances of existing concepts can be added to the ontology [191] or they
can be integrated with other information sources to guide knowledge
discovery [154]. AID aimed at providing generic solutions that would be
applicable to a wider range of domains. We have experimented with both
domain-dependent and generic data and showed that the methods we
introduced are generic and work well for both types of data. Depending
on the machine learning method, learning can be a long, time-consuming
process. We have studied how to speed it up by exploring the possi-
bilities offered by the distributed ASCI Supercomputer (DAS-3). Our
experiments on local alignments kernels discussed in Chapter 6 of this
thesis were all conducted on DAS-3.
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Figure 1: AID toolbox

1.3 research questions

Our main goal is providing a computational model for relation extraction.
Having this in mind, we consider different types of relations starting
from textual entailment up to semantic relations.

The research questions that we formulate in this thesis are as follows.

1 What is the role of syntactic information for relation recognition?

Most current approaches to relation extraction make use of syntactic
information. It is recognized that ‘subject-verb-object’ tuples can be
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employed for accomplishing this task but semantic relations can be
syntactically realized in many more ways. It is also unclear what
types of syntactic information are useful. To answer this question,
we focus on dependency structures and consider two types of
relations, sentential (textual entailment) and binary biomedical
relations. The role of syntactic analysis is discussed in Chapter 4

and Chapter 5.

2 How can we effectively incorporate prior knowledge in the learning
process?

Intuitively, any additional relevant information should help im-
prove relation learning. For natural language data such information
can either be gathered from the large corpora or be collected from
the existing structured resources such as ontologies, taxonomies or
others. This leads to the question of what are the ways of using
such information during the learning process. This question is
addressed in Chapter 6 by exploring local alignment kernels for
generic and domain-specific relations.

3 Is it possible to learn cognitively plausible semantic constraints
(types) for various generic relations? Can they be used for relation
recognition?

Provided with a relation, humans can relatively easily give some
examples of it. Moreover, they can also describe it, often referring
to what types of arguments this relation may have. For instance, if
we think of the Part - Whole relation, a possible definition could
be “for two entities X and Y, in any situation where X is part
of Y, Part - Whole takes place”. In addition, we may provide
some examples as <steel, car>, <cotton, jacket> where ‘steel’ is
part of ‘car’ and ‘cotton’ is part of ‘jacket’. If we look at these
examples more precisely, we may notice that some arguments can
be generalized. In our example a possible generalization would
be ‘stuff-object’ where any two entities of type ‘stuff’ and ‘object’
form a meronymic relation. We believe that such generalizations
(or semantic constraints) can be useful not only for the actual
applications but can also give us more insight into the nature of
semantic relations. The problem of semantic constraints discovery
is tackled in Chapter 7.

In this thesis we have shown that both syntactic and semantic informa-
tion is crucial for learning relations. The detailed answers to the research
questions are given in the Conclusions chapter.
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1.4 methodology

We address all research questions by formulating relation recognition
as a machine learning problem. We follow a data-driven supervised
approach which can be summarized as follows. All instances of semantic
relations in text that are annotated are considered positive. Negative
instances are created by the closed world assumption where any word
pair in the training set which is not labeled as a positive instance is taken
to be a negative one. Generating negative instances from the training
set according to the closed world assumption is a common practice in
machine learning. In this thesis, we consider semantic relations within a
sentence and for this reason negative instances are also generated within
sentential boundaries. The goal then consists of inferring a learning
model (a classifier) that, given new, unseen data would be able to correctly
identify relations. Throughout the thesis we discuss several learning
algorithms (including meta-learning) and provide a motivation for our
choice.

Textual entailment differs from binary semantic relations whereby not
a pair of words but a pair of text fragments is annotated. To recognize
textual entailment, we propose a solution that can be considered as a
combination of unsupervised and supervised learning. Here, mining
on syntactic structures is used to output the tree that two structures
share. Then, the results of mining are used together with the true label
to find what amount of syntactic structure should be shared by two text
fragments in order for them to be labeled as positive.

Further, we are interested in both feature engineering and exploring
novel methods for relation extraction. Feature engineering is done by
using syntactic structures and relies either on studying aspects important
for effective relation learning or on discovering common frequent sub-
structures. With respect to the machine learning approaches we (1) use
existing methods given the features we constructed, (2) propose a novel
method to relation recognition based on the local alignment of sequences.

1.5 outline

This thesis consists of the following chapters.
Chapter 2 This chapter aims at discussing relations from several aspects.

Firstly, it gives a definition of a relation and explores linguistic and
logical properties of relations. Secondly, it provides a brief overview
of the methods that have been used for automatic relation recognition.
Thirdly, we look at several applications and discuss the utility of relations
in their context.

Chapter 3 This chapter covers general notions used in machine learning
and discusses the methods that are later used.
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Chapter 4 In this chapter we discuss textual entailment as an inter-
sentential relation and review the approaches that have been proposed to
entailment recognition. Further, we present our method based on mining
maximal embedded trees.

Chapter 5 In this chapter we zoom in to semantic relations and explore
the role of the dependency structures for relation extraction. We intro-
duce a level-based representation which can be considered as a feature
engineering step for relation recognition. To test our hypothesis, we
present the experimental findings on biomedical data.

Chapter 6 provides a motivation for using more information (prior
knowledge) for recognizing semantic relations. We examine a local
alignment kernel and propose a solution for accurate relation extraction
on both generic and domain-specific data.

Chapter 7 discusses semantic constraints that can be imposed on the
arguments of some generic relations. We introduce two methods to
derive semantic constraints, provide evaluation by humans, and explore
usefulness of the generated constraints for learning generic relations.

Chapter 8 concludes this thesis by presenting the answers to the research
questions and discussing the main contributions.





Part I

B A C K G R O U N D





2
S E M A N T I C R E L AT I O N S I N A N U T S H E L L

When two objects, qualities, classes, or attributes, viewed
together by the mind, are seen under some connexion, that
connexion is called a relation.

Augustus De Morgan. “On the syllogism, part 3”.

abstract

This chapter reviews various aspects of semantic relations starting from
how they can be represented, what logical and linguistic properties they
may have to what applications they are used for. In particular, we discuss
reasoning with (about) relations and highlight recent developments in
such fields as question answering, information retrieval and ontology
construction.

2.1 introduction

Study of semantic relations has a long tradition in several fields, such
as philosophy, linguistics, and more recently, computational linguistics.
Research in the former two seeks for the explanation of what the relations
are, under which conditions they hold and what criteria have to be met
to be able to determine a given relation type. The researchers in the latter
area are most often interested in designing methods which would allow
to extract relation mentions from text corpora automatically. We first
review how relations have been treated in philosophy and linguistics
over the years and then turn to practical applications and show what role
semantic relations play there.

2.2 representation

To define relations, one needs to decide on what nature they have, where
they are placed in the lexicon (if at all) and what properties they need to
have.

When talking about relations, we distinguish between their extension
and intension. For the n-ary relation its extension is determined by the set
of ordered entities (of size n) that satisfy it. For example, for the relation
Part - Whole this set would have a member <professor, faculty> but
not <faculty, professor>. The intension of a relation is defined by what
it means (what does it mean that x is part of y?). More generally, one

11
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can represent an n-ary relation by the Cartesian product of the sets S1,
. . ., Sn where each set corresponds to the particular argument of the
relation (Def. 1). If two entities x and y are in the binary relation R, we
write xRy or R(x, y). A set of ordered entities that satisfy R (for instance,
<x,y>) is referred to as instances of R or its mentions. Note that the same
extensions do not necessarily mean the same intension. Two relations
such as study-in and live-in may have the same extension but their
intension is different. 1

Definition 1. A relation R over sets S1, . . . Sn is a subset of their Cartesian
product, R ⊆ S1 × . . .× Sn.

Some relations can be also interpreted in terms of partial and total
functions. Partial functions associate an element of a set (domain) with
at most one element of another set (codomain) while in the total function
each element from one set is associated with exactly one element from the
other. Partiality indicates that for some elements from domain, there are
no corresponding elements in the codomain. Following these definitions,
the relation mother-of is a total function while the relation brother-of

is a partial function.
There exist other, more complex, approaches to formalizing a binary

relations, for instance the ones based on Galois lattices. In this case one
considers a concept system that is defined via extension and intension of
concepts (which are the basic elements of a lattice).Intra- and

interconcepts Relation representation is a subject of study in cognitive science as
well. The main question that concerns researchers there is whether (and
how) relations are stored in memory and whether there is any difference
between semantic relations if one considers how they are processed in the
mind. In particular, they consider semantic memory which is defined to
be ‘the mental store’ ([132], p. 75). The proponents of one direction claim
semantic relations to be stored in semantic memory (along with word-
concept associations) while the other group advocates the view of relation
derivation from semantic knowledge. Yet another view says that semantic
relations are thought to fall in two groups, intraconcept relations and
interconcept relations. Intraconcepts, on the contrary to the interconcepts,
are stored in the memory and they exemplify relations between concepts
that are associated with each other. Interconcept relations are rather
defined on the basis of the features two concepts share and are treated
as something that can be computed and are not necessarily stored in
memory [88].

No matter which position (stance) one would accept, the relationships
among concepts are determined by how these concepts are represented.
In the classical approach one may use semantic features to represent

1 For the sake of uniformness, all relation types in the thesis are given in the typewriter
typeface.
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a concept as in the well-known example for ‘bachelor’ = [+MALE, -
MARRIED] where a plus stands for the presence of a feature and a minus
for its absence, correspondingly. The obvious limitations of this proposal
lie in the need to define features. Rosch [156] and colleagues took another
position by promoting categorization as a process of comparison against a
prototype. They emphasized that a concept cannot be completely defined
by the necessary features that all its instances have to share. Instead of
determining which features are necessary and sufficient, Rosch proposes
to select a prototype and to compare a concept’s instances against it by
some means of similarity. This approach allows accounting for such
cases as a penguin being a bird because it has something in common
with the typical birds. Yet another development in componential theories
combined the strengths of both theories described above and proposed
to divide a set of features in the ‘core’ features (necessary conditions)
and others.

Semantic memory is usually represented by means of a network whose
nodes correspond to the concepts and are connected by relationships. It
is believed that activation of one node leads to the activation of nodes
that are linked to it [31]. However, the strength of activation of other
nodes varies and is stronger if these concepts are highly associated with
a given concept.

Semantic memory and relations in particular were studied by psycholo-
gists as well. Most studies have been done with subjects that were known
to have a certain disorder and with other subjects that did not exhibit
it [176, 62]. Some hypotheses proposed over the years state that impaired
performance of patients on various linguistic tasks can be explained by
difficulties in searching in semantic memory. It is suggested that patients
may have problems with systematic search of semantic memory or with
selecting strategies to do it. In particular, if disorders as Huntington’s
disease effect subcortical structures, they may also lead to aphasia-like
deficits. To investigate this matter, researchers employed a number of
tests including a naming exercise (when a subject is shown a picture of
an object and is asked to name it) and a free association experiment. The
latter is particularly interesting because it involves semantic relations
such as is-a and function-action (i.e., <soup, spoon>). The tests that
were carried out by Smith et al. [176] corroborated the theory about a
breakdown in the organization of the lexico-semantic system in the pa-
tients with Huntington’s disease. This was clearly shown by the results of
the naming exercise. It was however questionable to what extent seman-
tic relations are affected. Based on the findings , it was concluded that
Huntington’s disease “may involve disruption in a dynamic system of
interactive activation (and possibly inhibition) of relations and concepts
in a semantic network” but there was no clear indication that it results in
a loss of semantic relations.
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Rapid advances in functional magnetic resonance imaging (fMRI) re-
search allow for studying semantic relations by other means, such as
neural activation. Sachs et al. [159] examined thematically related, taxo-Semantic relations

and fMRI nomically related and unrelated pairs of words and observed that humans
react faster to the first two types of input. It was also found that there
is a difference in the size of the priming effect between taxonomic and
thematic relations. In particular, thematic relations (i. e., <car, garage>)
appear to cause a greater priming effect than taxonomic relations (i. e.,
<car, bus>). The researchers suggested that examples of thematic re-
lations may have a more salient relationship than those of taxonomic
ones. Interestingly, previous research revealed that when provided a
word and asked for an association, children usually give responses that
are thematically related rather than taxonomically (so for instance, ‘cat’
and not ‘white’ to ‘black’). With age people tend to switch to taxonomic
responses [132]. fMRI and Event Related Potentials (ERP) studies have
also shown activation of certain brain areas that largely depend on rela-
tion types. For instance, categorically related words increase activity in
the right hemisphere [64], or more precisely in the right precuneus. This
area is thought to have several functions such as contextual associations
and personal semantic memory. Increased activation of the precuneus
provides additional support for the suggestion that the categorial relation
is less salient than the thematic one. Similarly to the taxonomic relation,
thematic priming effects were also localized in the right hemisphere
but in such brain areas as the right middle frontal gyrus and anterior
cingulate. In sum, the research in this area by means of fMRI and ERP
has provided support to the hypotheses about semantic memory that
were introduced before, but it also leaves many open questions. To this
end, most attention was paid to categorial and thematic relations, it may
be as well be the case that other semantic relations are processed in other
ways.

2.3 relation types

With all the variety of semantic relations that are known, there exist
several ways to classify them. One possibility would be grouping rela-
tions according to the logical properties they have (see the next section).
Hjørland [73] proposes the following typological criteria:

• query/situation specific

• universal

• “deep semantics” common to all languages (cognitive structures)

• specific to some empirical languages

• domain- or discourse-specific
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The first criterion stems from the information need and implies that, to
be fully understood, semantic relations have to be placed in the context of
a given situation. Naturally, situations vary from one to another and one
has to look for what is called “typified practices”. Universality on this list
is seen in the Platonic view, namely that a semantic relation is universal
and given. Discussing “deep semantics”, Hjørland [73] argues that the
theory of semantic primitives strongly relates to it. In a nutshell, semantic
primitives are introduced as “semantemes”, the smallest semantic units
that cannot be decomposed. Recall representation based on semantic
features discussed earlier in Section 2.2. If one could define concepts and
relations in terms of semantemes (or features), it should be possible to
distinguish between them on this basis.

In our view, some criteria proposed by Hjørland [73] can be combined.
For instance, the difference between situation specific and domain-specific
relations is small. One can argue that they are about the same unless
a situation is taken on the more fine-grained scale as such that exists
within a given domain/discourse.

Let us briefly review the relationships that have been studied for a
long time by various philosophers, psychologists and linguists. Hypernymy

The relation types that have gotten the most attention are hypernymy

and mereology (part-of). Hypernymy is usually presented as is-a or
kind-of relation which is used by humans when they relate an unknown
object to a known one: “table is furniture”. Here, ‘furniture’ is a hy-
pernym for ‘table’ (and ‘table’ is a hyponym of ‘furniture’). In terms of
extensions, the extension of a hyponym is included in the extension of its
hypernym. Murphy [132] noted that this set inclusion is unidirectional
and bidirectional inclusion corresponds to synonymy. Note that there are
two possibilities, either there is a new concept which can be subsumed by
the other (as in the <table, furniture> example), or there is a new instance
of a concept (which is rather a naming relation as in “p53 is a protein”).
Besides the role that hypernymy plays for constructing thesauri [74], this
relation is also taken into account while collecting selectional preferences
and entailing statements. In case of selectional preferences one can re-
place a noun by its hyponyms. Consider, for instance, a verb ‘to eat’.
Its selectional preference is ‘food’ which can be easily substituted by
different food subtypes as ‘an apple’, ‘a fish’, and others. This also holds
for entailments. Given a statement “an apple is on the table”, one can
entail that “food is on the table”.

It is argued that there are several types of hyponymy. On the most
general level hyponyms fall into taxonomic and functional categories.
The examples we have mentioned so far deal with the taxonomic category.
From the functional point of view we might consider ‘drink’ to be a kind
of ‘poison’ but it is easy to see that not every drink is poisonous. Other
accounts distinguish among geographical (<Rotterdam, city>), activity
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(<football, game>), state (<fear, emotion>) and action (<walk, move>)
hyponyms [25].Mereology

Another well-studied relation type is the mereological relation. Dis-
cussions on the part - whole relation can already be found in the works
of Aristotle. In particular, he considers four modes of explaning things
such as efficient causality (how things came into being), formal causality
(what distinguishes one thing from another), final causality (what is the
purpose of a thing) and material causality. The latter corresponds to
what a thing consists of and thus is what we call now the part - whole

relation. Formal causality can be seen as hypernymy.
Among the approaches to formalize mereology the most prominent are

by Winston et al. [203], Keet [87], Smith [173], and Gerstl and Pribbenow
[51]. The questions they investigated relate to what can be a part and how
parts can be combined into a whole. Winston et al. [203] distinguishes
6 different subtypes of the Part-Whole relation: component-integral ob-
ject (<ingredient, substance>), member-collection (<professor, faculty>),
portion-mass (<meter, kilometer>), stuff-object (<silk, dress>), feature-
activity, place-area (<county, state>). Their classification is based on
the criteria of functionality, homeomerousity and separability. For in-
stance, stuff-object subtype does not have any of the listed properties:
in this case, the parts are neither positioned in a certain way to sup-
port functionality of a whole (functionality), nor are they similar to
each other (homeomerousity), nor can they be separated/disconnected
from a whole (separability). Further, Winston et al. [203] emphasize that
there are certain relations meronymy can be confused with. Such rela-
tions are usually of the type topological inclusion, class inclusion,
attribution, attachment or ownership.

Gerstl and Pribbenow [51] focus on the nature of the parts. They define
structure-dependent parts (which are either components of an object or
elements of a collection object), temporarily constructed parts (portions
and spatial segments of an object), and arbitrary parts.Causation

Yet another semantic relation whose studies can be found in the works
of various philosophers is causation. Hume [75] has discussed seven
kinds of philisophical relation such as resemblance, identity, relations
of time and space, proportion in number or quantity, degrees in any
quality, contrariety and causation. The latter is the only relation “that can
be trac’d beyond our senses, and informs us of existences and objects,
which we do not see or feel” (Hume [75],p. 74). He further notes that
there are several necessary conditions for causation.These are contiguity
in time and place, priority in time and constant conjunction. The latter
condition was criticized later on by many philosophers as such that is
not sufficient for causation to take place. Indeed, a simple succession
of events does not necessarily means that one of them causes the other.
Mill [122] proposed various methods to determine causation such as the
method of difference, the method of residues, the method of agreement
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and the method of concomitant variations. The first method relies on
comparing two similar instances such that one of them has an event X

and the other does not. If in the instance where X occur it is followed by
Y but in the instance where it does not happen Y does not happen either,
one can conclude that X causes Y. The other questions that were risen
by philosophers were whether effect can co-occur with a cause and what
properties causes might have (i.e., sufficiency and necessity).

Nowadays causation is often studied by contrasting it to such concepts
as enabling and preventing [8]. All three concepts are thought to reflect
a relation between two entities, an affector and a patient. For instance,
in the phrase “a virus causes the flu”, ‘virus’ is an affector and ‘flu’ is
a patient. There are commonalities between causation and enabling
which can be seen by the fact that in both cases there is progress towards
the end-state. Naturally, preventing differs from these two concepts
because it does not allow any progress towards the end-state. It is usually
assumed that the way the concept of causation is reflected in causal
reasoning is equivalent to the way the causation concept is encoded in
language [205]. Semantic relations

and similarity effectsResearch in the past years has led to studying similarity effects that
can be imposed on relations. For instance, Chaffin and Herrmann [24]
distinguish between item similarity and relation similarity whereby the first
measure, in contrast to the second, is constant and does not depend on the
relation at hand. More precisely, if one is given a word pair < x, y >, item
similarity is defined between arguments x and y while relation similarity
measures how close < x, y > is to the target relation. However, item
similarity plays a significant role only for some relations like synonymy or
antonymy where such similarity effects are clearly involved. Chaffin and
Herrmann [24] studied yet another relation, part-whole, and showed
that even though a part is not necessarily similar to a whole, there are
still effects similar to those reported on other semantic relations. The
authors concluded that relation similarity facilitates relation recognition
and impedes negative response. As expected, item similarity did not
contribute much to the recognition task and when held constant, relation
similarity still affected the resulting performance.

2.4 properties

The properties of semantic relations have been extensively studied by
linguists and computer scientists. This section presents linguistic as well
as logical properties.
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2.4.1 Linguistic view

Generally speaking, linguists distinguish between relations among vari-
ous linguistic entities such as sentences (e.g., entailment) or words (lexical
relations). In this chapter we focus on relations among words that canParadigmatic vs.

syntagmatic
relations

be viewed as either syntagmatic or paradigmatic. Syntagmatic relations
take place among the words that co-occur in the syntactic structure of
a sentence, while paradigmatic relations are those that relate the words
in a certain paradigm. In linguistics a paradigm is understood as a set
(or a class) of linguistic units that can be used interchangeably in some
linguistic environment. The paradigm is not necessarily semantic, for
instance, there is a paradigmatic relation between ‘table’ and ‘tables’
(determined by number) but it is morphological and not semantic. From
now on, by semantic relation we refer to paradigmatic semantic relation
unless stated otherwise.

The list of linguistic properties that we present below can be further ex-
tended by adding other properties. For instance, Murphy [132] discussed
binarity of semantic relations but we excluded it from consideration
because it does not apply to all semantic relations.

Universality

One of the questions raised in the linguistic community has been whether
relationships are universal or, in other words, whether they are shared
among different languages. The notion of universality can be considered
from two angles; in the broader view (do all the languages have the same
relationships?) and in the more specific view (if a relation is present in
two languages, do all its instances or mentions occur in both of them? Are
all of them equally prototypical?). More generally, we may assume that
relations that are found in a certain language reflect nature (perceptions)
which would lead to the assumption that the same relations have to
be found in various languages. But the well-known example of many
Eskimo words for ‘snow’ in the combination with unbounded number of
relations (productivity criterion) suggests that this assumption may be
misleading. There is the number of semantic relationships which can be
found in many languages (causation, meronymy and others) but there
is little evidence to assume that all languages share the same semantic
relations.

A speedy increase in multilingual resources has led to the debate on
universality of semantic relations. In particular, if semantic relations were
mostly universal, it would make a construction of such resources much
easier. It has already been recognized that such relations as causation
and mereology tend to be treated as universal ([74], p.75):

In the fields of anthropology and cross-cultural psychology,
applied research has led to the conclusion that there is con-
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siderable cross-cultural agreement on the meaning and use
of semantic relations (Herrmann & Raybeck, 1981; Chaffin &
Herrmann, 1984; Romney, Moore & Rusch, 1997). In experi-
ments using concrete (e.g. animals) as well as more abstract
(e.g., emotions) concepts, evidence points to specific types of
relationships that are recognized equally easily and used with
equal frequency and accuracy by diverse groups of people;
the relation between opposites, the part-whole relation, and
the relation between cause and effect are cited as the rela-
tionships most strongly agreed upon (Raybeck & Herrmann,
1990).

Productivity

Similarly to neologisms that enter a language every day, there are novel
semantic relations appearing on the language landscape. If one accepts
the division of relations into generic and domain-dependent, the novel
semantic relations would most likely join the latter group. This hap-
pens due to developments in science and research questions that are
subsequently raised. It is easy to imagine that one would not consider
relationships between proteins in the 16th century while it is easier to ac-
cept that there must have been such relations as causation or hyponymy.

Productivity also suggests that there must be some mechanism to
create new instances of a given relation. A natural question would
be whether there exists a single universal mechanism for all semantic
relations or whether it depends on the relation at hand. An attempt to
explain productivity by a single rule was taken by Murphy [132] in her
book where she proposed the relation by contrast (RC) principle which
can be stated as follows. Given a set S, the contrast relation holds among
its members iff “they have all the same contextually relevant properties
but one” (Murphy [132], p.44). This criterion is very generic and can
be applied to derive many relation types. For instance, synynomy would
be defined as a relation among words such that meaning and syntactic
category are the same while the word form differs.

Predictability is another property often discussed in the literature.
Here, we do not tear productivity and predictability apart because, in our
view, these two properties are closely related. If one is able to understand
a relation, one can devise a principle that accounts for new relation
instances making at the same moment this relation predictable.

Prototypicality

Given two examples of the same relation, it is relatively easy to con-
clude which of them is more prototypical. This has been done by free
association tests where human subjects are given one word and the type
of relation (e.g., ‘cold’ and antonymy) and have to react with the most
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suitable word (e.g., ‘warm’ or ‘hot’). However, it has been demonstrated
that some pairs of words can be judged as highly related but they are not
the most frequently evoked pairs if one is asked to give an example of
a relation. So, for instance, ‘cruel’-‘kind’ is considered antonymous by
many speakers although it most likely would not be a response if they
are asked to give an example of antonymy.

2.4.2 Logical properties

Semantic relations can be characterized by a number of logical properties
such as reflexivity, (a)symmetry and transitivity.

Definition 2 (Reflexivity). A relation R is reflexive if (x, x) ∈ R.

Definition 3 (Symmetricity). A relation R is symmetric if for any (x, y) ∈ R,
(y, x) ∈ R. If for any (x, y) ∈ R, (y, x) /∈ R, a relation R is said to be
antisymmetric.

Definition 4 (Transitivity). A relation R is transitive if (x, y) ∈ R and
(y, z) ∈ R implies that (x, z) ∈ R.

Most semantic relations are not symmetric and not reflexive (Table 1).

relation type reflexivity symmetry transitivity example

synonymy yes yes yes <coach, sofa>

hypernymy no no yes <table, furniture>

meronymy yes no no <object, whole>

causation no no yes/no <virus, flu>

content-container no no yes <book, box>

Table 1: Some semantic relations and their logical properties

Meronymy and
transitivity Logical properties of meronymy have been dicussed by many researchers

in various fields. While most of them agree upon reflexivity and antisym-
metry, transitivity seems to not apply always [202, 203]. It is argued that
most merological syllogisms arise when different types of part-whole
relation are considered as premises. This can be clearly seen in exam-
ple (2.1). Mixing up the member-collection types in (2.1b) with the
component-object meronymy type in (2.1a) leads to an invalid conclusion
in (2.1c). In other cases, Cruse [34] suggested that some meronymic
arguments can be rephrased using ‘has’ (as in ‘the house has a door’)
and therefore cannot lead to valid inferences.

(2.1) (a) Andrew’s head is part of Andrew.
(b) Andrew is part of the CS department.
(c) Andrew’s head is part of the CS department.
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Logical properties of semantic relations have implications for auto-
matic reasoning and learning. For instance, transitivity can be used while Logical properties

and learning
relations

building taxonomies or for inferring tasks. Symmetry is often explicitly
considered in learning. Results in learning theory state that it is nearly
impossible to learn from positive information alone. In practice, a learn-
ing algorithm takes positive and negative examples as its input and uses
both to generate a hypothesis. When only positive examples are given
and it is known that the relation at hand is not symmetric, this property
is used to generate negative examples (according to the closed world
assumption).

Posession of certain logical properties may influence learning and
recognition of semantic relations by humans. It has been a long debate in
cognitive science as to whether asymmetry contributes to learning causal
relations. The two main accounts are contradictory. Proponents of the as-
sociative view distinguish between causal and temporal asymmetry and
claim that learning is influenced by the latter one. Even though causal
asymmetry has a temporal component (where effects usually occur later
in time than their causes), it differs from the temporal asymmetry because
it presupposes knowledge about causation. In contrast, temporal asym-
metry only means that there are differences in the strength of associative
links between two words. Causal-model theory presents a contradictory
view and states that learning is guided by causal asymmetry.

Furthermore, if asymmetry is important for relation learning, it may
also play a role in relation retrieval. This was studied by Fenker et al.
[45] whose experiments revealed that the order of arguments has a
great impact on recognition of causation. In their experimental setting,
participants were asked to judge whether word pairs as such that are
examples of causation or whether they are not. The findings of Fenker
et al. [45] lead to the conclusion that humans answer faster if they are
given examples of causal relation where a cause precedes an effect.
Interestingly, when the order of arguments was known in advance, the
reaction times for the experimental pairs where the effect was given first
and the cause followed, were still slower compared to the situation where
the order was reversed.

2.5 reasoning with (about) relations

2.5.1 By humans

Reasoning with relations has been of interest for a long period of time.
The most attention was paid to linear syllogisms so that human subjects
were given a pair of premises and were supposed to draw a conclusion
or to validate it. For instance, given the premises in (2.2), one would
conclude that Bob is the tallest, followed by Ann and Andrew in this
order.
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(2.2) (a) Ann is taller than Andrew.
(b) Bob is taller than Ann.

Several accounts have been proposed in the literature some of which
claim that reasoning is facilitated by mental operations while others
provide explanations in terms of linguistic observations. For (2.2), the
theory of mental operations [76] would predict that the second premise,
(2.2b) will be swapped with the first premise (2.2a) so that they are in
a linear order. In combination with the transitivity of the taller-than

relation, it would speed up reasoning. Yet another theory grounded on
linguistic principles suggests that lexically marked terms make transitive
inferences harder for humans [29]. In linguistics, two items can be
distinguished by absence/presence of a distinctive feature. If this feature
is present, the item is referred to as marked. Markedness is studied at
different levels of linguistic analysis, from phonological to syntactical.
Terms that represent the enveloping property of size, height, age such
as ‘tall’, ‘big’, ‘old’ are considered unmarked whereas their antonyms
are marked. Unmarked items are neutralized in questions, for instance,
a common way of asking about someone’s height is “How tall is he?”
rather than “How short is he?”. In the example above taller-than is the
unmarked comparative (in contrast to shorter-than) and this is believed
to make inferences easier.

There are three main strategies that humans employ when they reason
about relations [59]. In Goodwin and Johnson-Laird [59]’s study rea-
soning was concerned with relations between relations such as in (2.3).
Given two premises of this kind, a goal was to infer the complete order
(e.g., Steve > Bob > Ann > Andrew).

(2.3) (a) Steve is taller than Bob to a greater extent than Ann is taller
than Andrew.

(b) Bob is taller than Andrew to a greater extent than Ann is
taller than Andrew.

The first strategy (and the most common one) in such a setting was
composing a ternary order given the second premise (Bob > Ann > An-
drew) and updating it by using information in the first clause. The second
strategy relied on transitivity whereby a participant used information
from both premises to build a transitive order of three individuals (e.g.,
Steve > Bob > Andrew) and then the fourth one was added. The third
strategy (frame strategy) relies on the initial guess (e.g., Steve seems to
be the tallest among the four) and integrating the remaining individuals.
The frame strategy was the least popular but it is worth noting that the
participants often mixed their strategies.

We should stress that the research by Goodwin and Johnson-Laird [59]
focused on simple transitive relations and as they rightly mention other
relations “may lead to more difficult inferences, because they call for
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more complex models” (Goodwin and Johnson-Laird [60], p. 1067). So
far, work in reasoning about relations only explores integration strategies
and relational complexity (e.g., how many unique arguments are given)
but is not concerned with the arguments of relations. The examples are
deliberately chosen in a way that a reader cannot use his background
knowledge to speed up reasoning. This may also explain why the first
strategy is the one used most often. For instance, using proper names
when studying the relation higher-than does not facilitate guessing
while using common objects would most likely prompt it.

2.5.2 By machine

Automatic reasoning is often placed in the context of ontologies. A
reasoner is understood here as a procedure that given a set of logical
axioms can output their entailments and check satisfiability of the axioms.
There exist several formalisms to make this reasoning possible with
OWL being often used in practice [118]. As first order logic (FOL) is
expressive but undecidable, OWL makes use of a subset of FOL, namely
of Description Logics (DL). There are two types of assertions in DL, on
concepts (located in the so-called TBox) and on individuals (located in
ABox). For instance, the assertions that a concept ‘person’ is included
in the concept ‘organism’ are to be find in the TBox. The reasoning
mechanisms are defined for both ABox and TBox.

There are several aspects that must be considered while studying rea-
soning mechanisms [58]. Firstly, inference engines can be distinguished
based on whether they offer solutions for multiple inheritance of con-
cept attributes and relations. Secondly, to be able to take into account
exceptions (such as a pinguin being a bird but not being able to fly),
non-monotonic reasoning should be supported. Thirdly, it should be
possible to detect inconsistencies and this is what constraint checking is
used for.

2.6 learnability of relations

Since the introduction of the probably approximately correct (PAC) learn-
ing paradigm, there have been many studies on concept learnability. In
this section we consider relation learnability from the formal point of
view by reviewing some existing results and discussing how they can be
stated for relations. PAC learning

In the PAC model, a concept over some set S is a subset of S, c ⊂ S.
By learning c the goal is to output a hypothesis concept h such that it
closely approximates c. The goodness of the approximation is measured
in terms of an error between c and h. Namely, for any fixed probability
distribution D over the instance space X the error error(h) is equal to
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px∈D(c(x) 6= h(x)). If one represents two concepts c and h graphically
by a Venn diagram, the error would be equal to the symmetric difference
between c and h. A size of C is denoted by size(c) and stands for the
size of the smallest representation given some representation scheme.
To learn c, we assume that a learning algorithm has access to the oracle
EX that returns a labeled example < x, c(x) > whenever it is called. The
ideal model of learning would require not only a small error but also
efficiency so that the number of calls to EX would be low and the amount
of computation small. In the definition of the PAC model below, the goal
is to bound an error by ε (where ε is seen as the error parameter) with
high confidence δ.

Definition 5 (The PAC model [86]). Let Cn be a representation class over
Xn (where Xn is either {0, 1}n or n-dimensional Euclidean space <n), and
let X = ∪n>1Xn and C = ∪n>1Cn. Cn is PAC learnable if there exists an
algorithm L with the following property: for every concept c ∈ C, for every
distribution D on X, and for all 0 < ε < 1/2 and o < δ < 1/2, if L is given
access to EX(c, D) and inputs ε and δ, then with probability at least 1 − δ, L

outputs a hypothesis concept h ∈ C satisfying error(h) 6 ε. This probability
is taken over the random examples drawn by calls to EX(c, D), and any internal
randomization of L. L runs in time polynomial in n, size(c), 1/ε, 1/δ.

As it can be seen from Def. 5, the PAC framework provides a very
general definition of learnability. It is distribution-free and as a result the
bounds that can be obtained by PAC are generally not tight. Despite the
criticism of PAC, it has been shown that a number of simple concepts
are not PAC learnable. But, given the generality of this framework, the
negative results are strong results.

In our view, it is interesting to consider PAC learnability of relations
in terms of their logical properties. In particular, we can raise questions
as “Are symmetric relations PAC-learnable?”. To study learnability of
relations one has to decide on their representation. It has been shown
by Kearns and Vazirani [86] that the choice of hypothesis representation
is crucial for learnability results and if chosen inappropriately may lead
to intractable learning. In general, we would represent a k-ary relation
as a disjunction over k-tuples. An example of a tuple for a binary Part -

Whole relation is <artifact, collection>. However, if we consider a binary
symmetric relation, the order can be neglected and it can be represented
in k-DNF. A logical formula is in k-DNF when it is a disjunction of
conjunctive clauses. Moreover, conjunctions are defined over k literals.
For a binary relation R this means that all its instances are combined
by disjunction and the arguments of every instance are written by con-
junctions as in (x1 ∧ y1) ∨ (x2 ∧ y2) for two instances < x1, y1 > and
< x2, y2 >. It follows immediately that a symmetric binary relation is
PAC-learnable (Theorem 1).

Theorem 1. Any symmetric binary relation is PAC-learnable.
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Proof. This trivially follows from Kearns and Vazirani [86] if a relation
R is represented by 2-DNF. To prove that k-DNF formulae are learnable,
it is necessary to represent it via CNF formulae. The learning of k-
DNF is then reduced to learning conjunctions which are known to be
PAC-learnable.

Interesting work on PAC learning concept (is-a) hierarchies was done
by Kearns [85]. Concepts in this case were represented as sets and
the main focus was paid to studying inclusions. This means learning
consisted of two steps: (i) learning concepts by using a learning algorithm
and storing the hypothesis representations in a pool, (ii) performing
inclusion tests on any two hypothesis representations r1 and r2 of two
concepts c1 and c2, correspondingly. Inclusion tests determine whether
c2 ⊆ c1, c1 ⊆ c2 or two concepts are incompatible.

Theorem 2. [Kearns [85]] A concept hierarchy is PAC-learnable.

Kearns [85] proves that a hierarchy of concepts is PAC learnable by
showing that it is only possible in the case where concepts are learnt
independently of one another (all runs of a learning algorithm are oblivi-
ous) and the algorithm produces multiple hypothesis concepts. An idea
about multiple hypotheses stems from the intuition that it should be
possible to infer two hypotheses per target concept would refer to its
lower and upper bound. Availability of such hypotheses for two target
concepts c1 and c2 would enable inclusion tests. Moreover, there are two
other conditions to be met. These are considering a pool of hypothesis
representations as a closed system (so that information necessary for the
inclusion test is already contained in the hypothesis representations), and
succinctness of hypotheses (so that the hypothesis representation is more
succinct than the training data). From the inclusion tests it is possible to
reconstruct a hierarchy of concepts.

PAC learning of relations may provide additional insights on their
nature. It may as well be possible that, in order to learn a particular
relation type, it is necessary to introduce additional constraints. PAC
learnability results also reveal that along with constructing an efficient
learning algorithm, hypothesis representation plays a significant role and
cannot be neglected.

2.7 computational approaches to relation recognition

When one encounters a relation instance in text, it can be realized syntac-
tically in many ways. Here we limit ourselves to the relation mentions
that occur within a single sentence and do not consider discourse. Most
solutions that were proposed to relation extraction are based on this
assumption [117]. Recognizing relations from a wider scope is an inter-
esting enterprise but it would require a more complex system that would
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take into account anaphora resolution and other phenomena. In order to
extract relations from text, there are several steps to be taken.

In general, the relation recognition problem can be seen as a two-step
process. First, the relation arguments have to be identified. Further, it
is necessary to check whether the relation holds. This setting has also
been used for relation discovery in other domains [208], moreover, it
is often assumed that the arguments have already been found. In this
case, relation extraction is reduced to the second step which involves
procedures enabling such verification. It has been shown by Bunescu
et al. [19] that if the correct names of proteins are given, the accuracy of
relation discovery is much higher.

In the supervised setting, a traning set contains examples of a given
relation (which we can see as extensional information about this relation)
and a goal becomes to infer a model such that if applied to a new, unseen
data set, it is able to recognize all instances of the given relation in this
new data set.

An example from the biomedical domain is given below. In the typical
scenario, one starts with the preprocessing (which includes such steps
as tokenization and might require some additional analysis depending
on the method used). The first step consists of named entity recognition,
where all proteins occurring in the sentence are identified. There are
three of them, retinoblastoma, RIZ, and E1A. The next step is to detect if
there are any relations among them. The correct answer is an interaction
between retinoblastoma and RIZ, while E1A does not participate in any
interaction. In the parts of this thesis that are concerned with semantic
relation extraction we focus on Step2 assuming that entities were already
found in the previous step.

Input: The retinoblastoma protein binds to RIZ, a zing-
finger protein that shares an epitope with the adenovirus
E1A protein.
Preprocessing: The| retinoblastoma| protein| binds| to| RIZ|

,| a| zing-finger| protein| that| shares| an| epitope| with| the|

adenovirus| E1A| protein| .|
Step1: The 〈prot〉 retinoblastoma 〈/prot〉 protein binds to
〈prot〉 RIZ 〈/prot〉 , a zing-finger protein that shares an
epitope with the adenovirus 〈prot〉 E1A 〈/prot〉 protein .
Step2: The 〈p1 pair="1"〉〈prot〉retinoblastoma〈/prot〉〈/p1〉
protein binds to 〈p1 pair="1"〉〈prot〉RIZ〈/prot〉〈/p1〉, a zing-
finger protein that shares an epitope with the adenovirus
〈prot〉E1A〈/prot〉 protein.
Output: interaction(retinoblasma, RIZ)

Even within one sentence, relation arguments can be located within
close proximity (i.e., in one noun phrase) or further away from each
other (in different noun phrases). The following subsection describes
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approaches that were taken for recognition of relations whose arguments
occur in the same noun phrase, which are commonly known as ‘noun
compounds’. We proceed further by reviewing more general accounts to
relation extraction and discuss pattern-based and learning methods.

2.7.1 Noun compounds

Noun compounds such as ‘flu virus’ have been studied in linguistics
for a long time which resulted in several definitions to what they are.
Lauer [96] summarized these definitions in a list which includes noun
premodifiers (any constituent that occur in front of a noun as ‘out-in-the-
wilds cottage’), complex nominals (where non-predicating adjectives are
taken into account too as in ‘electrical engineer’), noun-noun compounds
(any sequence of nouns that functions as a noun). Lauer [96] himself and
other researchers who studied relation recognition (i.e., Rosario [155])
excluded all definitions but the last one in their work.

The interest in noun compounds in theoretic and more applied research
can be explained by several reasons. Firstly, such compounds occur often
in text and if not taken into consideration, the coverage of any relation
extraction system would be much lower. Secondly, interpretation of noun
compounds is a challenging task because little context is available to do
it. It is not surprising that many applications have made used of theories
that were proposed in the linguistic community. Levy [105] proposed that
there exists a finite set of semantic relations that compounds express such
as ‘in’, ‘for’, ‘from’, ‘cause’ and some others. When given a compound
‘software engineer’, one can interprete it as ‘engineer that makes software’.
Such accounts as Levy’s can be criticized as having a limited scope and
not being able to cover all kinds of compounds, but they led to many
practical approaches based on paraphrasing and corpus analysis. Rosario
[155] has shown that noun compounds are important not only for generic
texts but also for relation extraction in the biomedical field.

2.7.2 Methods

Most approaches to relation extraction fall in one of two categories, either
pattern-oriented or other approaches. Pattern-oriented methods comprise
hand-written patterns and learnt patterns.

Hand-written patterns

The approaches based on hand-written patterns are usually time-consuming
since they often assume the use of rules (patterns) written by an expert.
Consequently, when such rules are applied to unseen data, they fail to
take into account relations expressed in another way. Although patterns
provide a high precision, recall might be much lower [186]. Let us re-
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consider the sentence from the biomedical field that we gave earlier. If
one is interested in finding protein names in text, one would expect a
pattern ‘the * protein’ (where the wildcard stands for a protein name)
to perform well. When applied to the sentence, three candidates are
extracted, ‘retinoblastoma’, ‘zing-finger’, and ‘adenovirus E1a’. Already
at this stage we may notice that these extractions are not always accurate.
While ‘retinoblastoma’ is indeed tagged as a protein name, the phrase
‘adenovirus E1a’ contains a protein name (‘E1A’) but there is yet another
word occurring in it which was not considered as a protein name by hu-
man annotators. In addition, ‘zing-finger’ was not classified as a protein
name at all. This simple example reveals that even though patterns are
generally considered accurate, they may provide erroneous instances as
well. Patterns have been studied not only for named entity recognition
(NER) but also for relation discovery. For the same sentence, a pattern
such as ‘X binds to Y’ would indicate that X and Y are related to each
other and are arguments of the interaction relation. It is easy to see that
such a pattern is too generic. In spirit of the two-step relation extraction
procedure, the first step would detect named entities in text. The more
accurate pattern would take this information into account and require
that both X and Y are protein names.Sequential vs.

graphical patterns In general, hand-written patterns can be of two types. The first type
is sequential and based on often occurring sequences of words in a
sentence. Sequential hand-written patterns (as mentioned above) were
initially used for extraction of hypernymy [67], with several attempts to
extend them for other relations. Patterns that account for hypernymy such
as ‘such X as Y’, ‘X including Y’ are often referred to as Hearst patterns.
Berland and Charniak [10] introduced a method for extracting parts in
large newspaper corpora. They concluded that patterns themselves do
not guarantee accurate recognition and they should be combined with
statistical measures to rank the extracted parts.

The second type of patterns [89] attempts to account for the syntactic
structure of a sentence. The dependency structure of a sentence can
usually be represented as a tree and the patterns in this case become
subtrees. Such patterns are sometimes referred to as graphical. With the
aim to identify examples of causation, Khoo et al. [89] applied this type
of patterns to texts in the medical domain. This study has shown that
graphical patterns are sensitive to the errors made by the parsers, do not
cover all examples in the test data and extract many spurious instances.
We hypothesize that, compared to sequential patterns, it is also more
difficult for humans to construct graphical patterns.

A simpler approach is to consider not the dependency tree as a whole
but certain predefined syntactic functions. This idea has been used by
Hahn and Romacker [65], Rinaldi et al. [152], to name a few. Rinaldi
et al. [152] have focused on triples such as ‘predicate-subject-object’ and
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have shown that these patterns lead to relatively accurate extraction of
biological relations.

Automatic pattern acquisition

The drawback of approaches using hand-written patterns is their low
recall. Another way to obtain such patterns is to learn them from large
corpora or from the World Wide Web. It is assumed that using large
corpora will result not only in high precision patterns but also in good
coverage. Most methods that explore this avenue rely on bootstrapping.
In other words, a list of relation instances (seeds) is given as an input and
the goal becomes to find patterns in text such that they extract seeds. The
patterns are then selected according to a certain criterion and are applied
to text in order to recognize more instances of the same relation types.
The initial list of relation instances are expanded with the acquired ones
and used again to extract more patterns.

Several relation extraction systems have made use of the idea described
above. These include DIPRE [13] and Snowball [2]. Both systems examine
sentential information to derive patterns and employ a pattern matching
procedure to extract more relation instances. The obvious advantage of
such methods lies in no need to annotate large corpora which significantly
reduces the human cost. Nevertheless, there are also several limitations.
For instance, Snowball exploits information provided by NER tools. This
means that it is limited to the relation types that take as arguments types
of entities that the tool can recognize. In addition, such semi-supervised
systems often require a number of parameters to be set. The actual values
of parameters may depend on various factors such as the type of data
that is being used, relation types, quantitative information and others
which makes setting all parameters a non-trivial decision.

While the aforementioned approaches were applied to generic data,
pattern learning has also been investigated on domain-specific data.
The performance of rule learning methods in the biomedical domain
has been studied in detail by Bunescu et al. [19]. The authors have
addressed the problems of protein identification and extraction of the
protein interactions. For relation extraction, two approaches have been
developed, based on the Rapier rule learning method and on the longest
common subsequences. It has been shown that these two approaches
outperform hand-written rules. In the food domain, van Hage et al. [193]
focused on Part - Whole relation and used known relation instances to
acquire patterns for food items and their ingredients.

Other approaches

Contrary to the approaches discussed above, Pustejovsky et al. [148] and
Leroy and Chen [101] have employed finite state automata to learn rela-
tions. When testing their approach on the inhibit relation, Pustejovsky
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et al. [148] got high precision and moderate recall. A particularly interest-
ing approach has been proposed by Bunescu and Mooney [16], who have
studied subsequence kernels for relation extraction. Comparative experi-
ments on the biomedical data sets have revealed that the relation kernel
outperforms the approaches based on the longest common subsequences
and hand-written rules.

In general, kernel methods belong to the most popular machine
learning methods that have been used for automatic relation recogni-
tion [208, 16, 17, 57, 35]. This is not surprising given the fact that relation
extraction cannot be easily cast as a machine learning problem in the
commonly used attribute-value format. Kernel methods (discussed in
more detail in Chapter 3) provide an alternative to this standard setting
by allowing work with various complex data structures.

Approaches to automatic relation recognition do not necessarily involve
learning. Some methods that are based on pure co-occurrence of terms
proved useful, however, their performance depends on the type of relation
[181]. In the biomedical domain, the co-occurrence of terms denoting
diseases and genes is likely to provide evidence for the relation between
them. In contrast to a gene-disease relation, a relation between genes is
less predictable by the pure co-occurrence of genes in a sentence.

Learning with background knowledge

Learning with background (or prior) knowledge constitutes yet another
direction in relation discovery. These approaches are grounded in the
assumption that relevant information found in numerous knowledge
resources such as ontologies should improve extraction results. With all
the merits that these resources provide, there are several less attractive
aspects to be taken into account. First of all, such resources are by
no means complete which may be problematic if an extraction system
heavily relies on them. Furthermore, there are many domains where they
are not available and one is forced to explore other methods for relation
extraction.

For generic relations, the most commonly used resource is Word-
Net [44], which is a lexical database for English. It contains words
grouped in synsets based on synonymy and also provides other informa-
tion on meronymy, hypernymy along with the definitions of synsets. Word-
Net can be employed for different purposes such as studying semantic
constraints for certain relation types [54], combining it with information
found in the training set [57, 139].

Since many knowledge resources have been created in the biomedical
community in recent years, it has been especially valuable to test their
impact on the biomedical entity extraction task. Leroy and Chen [101]
have presented a hybrid system integrating linguistic parsing with exist-
ing knowledge sources, such as Gene Ontology, UMLS, and the HUGO
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nomenclature. They have evaluated 549 relations from Medline abstracts
containing the p53 gene. In comparison to the relations extracted by
a parser, the relations provided by a co-occurrence based semantic net
Concept Space are less precise and relevant. However, when adding
relations containing terms found in GO and HUGO, precision increases.
By approaches such as Leroy’s, it has been demonstrated that the knowl-
edge sources can contribute to the named entity recognition and relation
extraction tasks in the biomedical domain.

2.8 applications of semantic relations

The fields that can benefit from better understanding of semantic re-
lations range from database design and management [182] to various
applications in NLP. In this section we consider three areas: information
retrieval (IE), question answering (QA) and ontology construction, and
discuss the impact that semantic relations have shown to have in their
context.

2.8.1 Ontology Construction

In many fields there is a growing interest to construct domain ontologies
that ideally would facilitate reasoning and could be helpful for many
practical applications. Creating such resources manually is a very time-
consuming process and their maintainance leads to more burden. An
appealing solution is constructing ontologies in a semi-automatic way
whereby concepts and relations are gathered automatically but have to
be verified by a human expert. From the semantic relation viewpoint,
automatic ontology building benefits from using hypernymy as this is the
relation that allows to group concepts into hierarchical structures. Many
existing approaches to ontology learning use the well-known Hearst
patterns [67].

The other methods employ distributional similarity measures in com-
bination with clustering. In such cases the first step was to detect similar
terms in text and the second to use them as an input for a clustering
algorithm [23]. Another avenue that was taken by us was exploring gram-
matical inference (or grammar induction) as an alternative to clustering.
It was shown earlier that grammatical inference leads to constituents that
are not only syntactically meaningful (i.e., clusters of nouns or adjectives)
but also provides a semantically biased output [1]. Our experiments with
biomedical data and modern grammatical inference methods proved this
claim [80]. In particular, we have shown that the resulting clusters often
correspond to semantic classes such as gene names, cell types, DNA,
RNA and others. Moreover, these classes are detected with relatively
high precision (around 70-80%) but the coverage (compared to the an-
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notations in the text) is much lower. Extracting relations by means of
grammatical inference is more elaborate and may lead to detection of
common patterns but does not cover all relation instances mentioned in
the text.

Wandmacher et al. [199] emphasized that extraction of semantic rela-
tions alone is not sufficient for ontology construction. Relation integration
is as important as their correct identification. Firstly, not all relation men-
tions that are automatically extracted are equally reliable. Their reliability
can be estimated by considering in how many sources they were found
combined with a local confidence score provided by each resource. Sec-
ondly, integration takes place once the reliable relation instances are
identified and have to be added to the already existing ontology. At this
stage, it is needed to unify word senses and to resolve inconsistencies if
there are any. Inconsistency constraints exploit logical properties such as
transitivity and anti-reflexivity.

2.8.2 Question Answering

Question answering is a field closely related to information retrieval. It
also aims at satisfying information needs of a user but, in contrast to
information retrieval, a user does not obtain a collection of documents
or passages he has to browse but rather an explicit answer [129]. For
instance, if a user is interested in the date of birth of Mozart, a question
answering engine has to return ’1756’. To be able to deliver a correct
answer, the engine needs to go through several phases such as recognition
of a question type, retrieving the documents that are likely to contain
an answer and actual extraction of an answer. Common pitfalls are
ambiguity (are there perhaps more Mozarts a user could have had in
mind?), temporal constraints (if the question is rephrased into the date
of birth of a president of France, which one should it be?) and others.
Given the granularity of this task, semantic relations would likely help
here more than in case of information retrieval.

Semantic relations can be useful at different stages of question answer-
ing. They have to be taken into account when identifying the type of
a question and they have to be considered at actual answer extraction
time. It has been shown earlier that in order to enhance existing QA
systems, it is necessary to be able to find various expressions of the same
relation. Lin and Pantel [109] proposed a method to detect inference
rules that would account for the mismatch between questions and the
information given in the text. Combining a distributional hypothesis
with similarity of dependency paths between two entities, the researchers
were able to infer that “X solves Y” is similar to “X finds a solution to
Y”, “X addresses Y” or to “Y is solved by X”. The experimental results
on a subset of the TREC-8 collection revealed that this method produced
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many correct paraphrases of the input sequence most of which were not
identified by humans manually.

Lopez et al. [114] addressed the problem of finding expressions of the
same relation in an ontology-driven way. The QA system that they built
includes a so-called relation similarity service which presents an input
query in the form of triples <subject, predicate, object> and maps them
into the ontology’s concepts and relations. In other words, its goal is “to
map the relationships in the linguistic triple into an ontology-compliant-
triple” [114]. The advantages of such a system are its portability (as it
allows to plug in various ontologies) and its ability to handle various
expressions of relations. Its obvious limitation lies in the linguistic
coverage, which has to be considerable in size in order to use this aproach
in real world scenarios.

In her PhD thesis, van der Plas [192] explored usefulness of several
lexico-semantic relations and resources for QA. She considered three
methods to acquire lexico-semantic information from corpora: a syntax-
based approach, a proximity-based method, and an alignment-based
method. All three methods measure similarity between words by means
of various inputs. To compute similarity, the syntax-based approach
uses syntactic structure while the proximity-based method discards this
information and focuses solely on the words that can be found within a
given context window. The third, alignment-based method, exploits mul-
tilingual parallel corpora. It turned out that the alignment-based method
very often results in synonyms, the syntax-based approach provides
semantically related words but mostly co-hyponyms, and the proximity-
based approach usually accounts for associations. If the output of these
methods is considered in the context of QA, the lexico-semantic infor-
mation given by the syntactically oriented method proved most useful.
The proximity-based method is helpful for query expansion and, quite
surprisingly, the alignment-based method did not improve QA.

2.8.3 Information Retrieval

Several studies have revealed that the role of semantic relations in in-
formation retrieval depends on what type of relations are used, in what
stage of retrieval they are employed and on the granularity of retrieval.

Semantic relations can be used in two ways, either to refine queries
before actual retrieval is done or to manipulate output returned by a
search engine (e.g. identifying whether a fragment of text contains a
given relation or not). Intuitively, the first strategy is concerned with
increasing recall while the second one is supposed to increase precision.

The most widely used relation types for query expansion are hypernymy
(or broader terms from a thesaurus) and synonymy or, more generally, any
paradigmatic relations that are believed to help retrieve more relevant
information. Voorhees [198] focused on semantic relations that can be
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extracted from WordNet and concluded that if a query is defined very
well, the query expansion does not have a large impact on the retrieval
results while if it is not, the effectiveness of retrieval improves.

Increased interest in domain-specific search has led to numerous stud-
ies in biomedical [70], chemical, legal [188] and other domains. Meij et al.
[120] showed that synonymy improve results in the biomedical domain
but the best performance is obtained by combining several methods such
as gene name expansion, thesaurus lookup and augmenting a query
with thesaurus based feedback. Zhao et al. [210] explored co-occurrence
based thesaurus in the legal domain and concluded that it is effective on
most queries but it could as well degrade performance on some others.

To boost precision, relations can also be used to filter out the retrieval
results or to re-rank them. Relations that are usually employed here
are syntagmatic [88]. However, in most cases relation matching, as it is
referred to in the literature, does not appear to affect retrieval results. If
existing dictionaries are used, they may not contain relations that would
match a query [133]. Sometimes, an exact relation match cannot be
found and one can resort to partial matching [111]. A relation can be
represented by a triple ’concept1, relation, concept2’ and partiality would
require splitting it into ’concept1, relation’ and ’relation, concept2’. This
technique provides better results for long queries.

Overall, the role of semantic relations in information retrieval depends
on the granularity of the retrieval itself. If the goal is to retrieve doc-
uments, then terms proximity may already be sufficient to achieve the
same performance as the one that is obtained by using more elaborate
natural language processing [88]. If however one aims at retrieving
passages, semantic relations may be more helpful.

In the various applications that we have discussed so far, the acquired
relations can either be used immediately or they can facilitate composing
resources such as thesauri and ontologies. In either case, instances
of semantic relations are obtained by using similar methods, with the
distinction that additional constraints on information integration have to
be introduced for the latter case.

2.9 conclusions

In this chapter we gave a definition for a relation in terms of its intension
and extension and reviewed its linguistic and logical properties. We
also emphasized the role semantic relations play in human reasoning
and learning by humans. Further, we discussed several applications that
could benefit from relation learning such as question answering and
information retrieval. Natural language understanding is very complex
and understanding relations among words can be considered as one of
the building blocks that is needed in order to accomplish this goal.
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M A C H I N E L E A R N I N G M E T H O D S

3.1 machine learning methods

In this chapter we describe the machine learning methods that we use in
our experimental part. We start with the methods that are used as base
classifiers and proceed further with the ensembles of classifiers.

3.1.1 General notions

Let us formulate a learning task (supervised classification) as follows.
Let X be an input space and Y be an output space. Pairs (X, Y) ∈ X× Y

are random variables distributed according to the unknown distribution
D. The observed data points we denote by (xi, yi) and say that they are
independently and identically distributed according to D. The goal is
to construct a hypothesis h such that for any instance from the input
space X it predicts its label from the output space Y, i.e. h : X → Y.
If Y = {+1, −1}, then it is a binary classification task. Let also every
example xi ∈ X, i = 1, . . . , n be represented by a fixed number of features,
xi = (xi1, . . . , xik). Expected risk

A hypothesis h is an approximation of some unknown target function
t. Ideally, the hypothesis h should not make any errors on the data points
which would mean that the probability p(h(X) 6= Y) is as low as possible.
The risk of h is defined in Eq. 3.1 where the fact that a given hypothesis
h can err on the data is reflected in a loss function, l(h(xi), yi).

R(h) = p(h(X) 6= Y) = E(l(h(X), Y)) (3.1)
Empirical risk

The risk of the target function t is the minimum over all possible
hypotheses g and is called the Bayes risk R∗ = infgR(g). Since the
underlying distribution is unknown, the quality of h is usually measured
by the empirical error in Eq. 3.2.

Rn(h) =
1

n

n∑
i=1

l(h(xi), yi) (3.2)

Zero-one loss
Several loss functions have been proposed in the literature so far, the

best known of which is the zero-one loss (Eq. 3.3). This loss is a function
that outputs 1 any time a method errs on a data point (h(xi) 6= yi) and 0

otherwise.
35
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l(h(xi), yi) = Ih(xi) 6=yi
(3.3)

At first glance the goal of any learning algorithm should be to mini-
mize empirical error Rn(h), which is often referred to as empirical risk
minimization. This turns out to be not sufficient as some methods can
perform well on the training set but be not as accurate on the new
data points. This led to the introduction of structural risk minimization
(Eq. 3.4) where not only the empirical error is taken into account but the
complexity (capacity) of h as well. In Eq. 3.4, pen(h) stands for a penalty
that reflects complexity of a hypothesis. In other words, if a hypothesis
is very complex, it will be penalized more.

gn = arg min
h∈H

Rn(h) + pen(h) (3.4)

Consider for instance a case of fitting n data points by a polynomial
function. The higher degree of a polynomial we choose, the better fit on
the data points will be achieved. However, if new data points are given,
our model based on the high degree polynomial will not be appropriate
because it most likely overfits on the new data.Bias and variance

An error can be decomposed into bias and variance. Note that in some
cases a true function t may belong to the chosen hypothesis space H

(realizable case) and in others it may not (agnostic case). Of course, the
agnostic case is more realistic because a hypothesis space is usually of
limited size and there is no reason to assume that the target function t

belongs to H. If h∗ is the best function in H with R(h∗) = infh∈HR(h),
then the difference |R(h∗) − R∗| is called the approximation error or bias.
A quantity that measures how far any hypothesis h in H is from its best
hypothesis R(h∗) is referred to as an estimation error or variance. Given
the notation we use here a variance is defined by |R(h∗) − Rn(h)|. Conse-
quently, bias does not depend on data used during the training phase
whereas variance always does. Variance is equal to zero if predictions
of a method do not change and are always the same regardless of the
training data. Bias is equal to zero if a classifier outputs the optimal
prediction.

3.1.2 Individual classifiers

In this section we discuss the methods that will be used throughout the
thesis. We start with one of the most popular approaches, Naive Bayes
and proceed with memory-based learning (MBL) and kernel methods.Naive Bayes

One of the simplest widely used machine learning methods is the
Naive Bayes classifier (Eq. 3.5). Here, a dependency between categories
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and data instances is modeled via conditional probability where a given
example xi is assigned the most probable class.

h(xi) = arg max
j

p(yj|xi) = arg max
j

p(xi|yj)p(yj)

p(xi)
(3.5)

We can ignore the denominator in Eq. 3.5 because it does not depend
on y and rewrite this equation as in Eq. 3.6. By assuming that all features
are conditionally independent, we arrive at Eq. 3.8.

p(y|xi) = p(xi|y)p(y) (3.6)

= p(xi1, . . . , xik|y)p(y) (3.7)

= p(y)

k∏
j

p(xij|y) (3.8)

Despite the independence assumption which is often violated in prac-
tice, naive Bayesian classification has been successfully used for the
number of tasks. These include document classification [116], spam fil-
tering [121] and others. This method is not computationally expensive.
Given n training examples, each represented by k features, training time
of Naive Bayes equals to Θ(nk+ |Y||F|) where |Y| is a number of classes (as
defined in previous section) and |F| is a number of unique feature values.
One of the reasons why this approach provides good performance is
that as long as the target class is more probable than the others, exact
values of probabilisties do not matter. Zhang [209] studied in depth why
feature dependencies do not seem to affect performance and concluded
that the behaviour of the Naive Bayes classifier is influenced by depen-
dence distribution rather than by feature dependencies. More precisely,
if dependencies are distributed evenly between classes or they cancel
each other out, Naive Bayes is an optimal classifier. Rish [153] took an-
other approach to explain the efficiency of this method. Instead of using
real-world data sets, she employed Monte Carlo simulations to study
the behaviour of the method on randomly generated problems. The
findings of Rish [153] confirmed that Naive Bayes yields a good perfor-
mance when the features are independent. In addition, they also revealed
that functionally dependent features do not degrade performance which
might explain successful applications. Bayesian networks

Naive Bayes can be considered as a special case of Bayesian networks
where all features are independent given the class value. Bayesian net-
works belong to the family of probabilistic graphical models and can
be formalized as follows. A Bayesian network is represented by a di-
rected acyclic graph whose nodes are variables (or features). For a node
A in the network, any variables that are non-descendent of A are con-
ditionally independent of A given the parents of A. Having defined
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the Bayesian network in this way, it becomes possible to make complex
inferences using probabilistic dependency relations between random
variables. Bayesian networks have been less popular in the NLP com-
munity but often, if used, they proved to provide good performance.
For instance, Weissenbacher [201] has shown that Bayesian networks
outperform other methods on the subtask of anaphora resolution.Rule induction

methods There exist different types of rules that are used in data mining and
classification. Consider a common value-attribute representation where
each example in the training set is represented by a fixed number of fea-
tures (attributes). To detect dependencies between examples’ attributes,
association rules have been proposed [3]. Association rules have been
particularly useful for market analysis where, for instance, one studies
which products humans usually buy together. For classification, the
most popular are variants of decision rules. A goal of classification rule
induction is to find a hypothesis (which is a set of rules) such that it
covers all positive examples in the data and is consistent (does not cover
any negative examples). More generally, classification rule induction is
divided into propositional rule learning and relational rule learning [46].
The former is concerned with induction of ‘if-then’ rules where each
example obtains a class label given that some conditions defined on
attributes hold. Let us consider binary classification where each test
example has to be classified as such that it is an instance of the Content

- Container relation or not. If each example is represented by a number
of attributes one of which is Context, a possible classification rule could
be “if the attribute Context is equal ‘contains’, classify an example as
positive”. Consequently, if there is a test example <apple, box> that
occurs in the sentence “A box contains an apple”, it will be classified as a
positive instance for Content - Container relation. While propositional
rule learning works on attributes, relational rule induction is employed
when data is stored in several tables (e. g. in relational database form).
A widely used form of relational learning is inductive logic program-
ming (ILP) which explores a first-order rule formalism for concept and
hypothesis representation. One of the advantages of ILP can be seen in
the ability to incorporate prior knowledge in the learning process. To
accomplish this, background knowledge is represented by additional
clauses. In NLP, ILP was used to derive grammar rules [36] and for some
other tasks such as part-of-speech tagging.Memory-based

learning MBL [37] differs from the approaches discussed above. Firstly, MBL
stores all examples that are found in the training set without inferring
any hypothesis from the data. Given a new, unseen instance, it compares
it against all examples from the training set by using some similarity
measure. Once the most similar instances (the closest neighbours) of
the new instance are detected, it is assigned the class label that the
neighbours have. The term ‘k-neighbour classification’ stems from the
fact that the classification depends on the class values of k neighbours
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where k is selected in advance. MBL is often referred to as lazy learning
whereas the approaches based on abstracting from data are called eager
learning methods. It has been shown by Hendrickx [68] that it is possible
to combine eager and lazy learning into hybrid algorithms. For instance,
by combining the strengths of rule induction and storing rules as an
instance base. Test instances are then compared against the rules rather
than training instances. The experimental findings in this case suggest
that a hybrid algorithm outperforms k-nearest neighbour and a rule
induction method on various NLP data sets.

MBL has been successfully applied to a number of NLP problems.
These include morpho-phonology, shallow parsing, dependency pars-
ing [22] and others. Daelemans and van den Bosch [37] explain popularity
and effectiveness of MBL in NLP by the fact that there are many sub-
regularities and exceptions in language which makes generalization very
difficult. By storing all examples in memory one always has access to
exceptions and can recognize them in test data. Kernel methods

The past decades have witnessed a boost of interest in kernel methods,
their theoretical analysis and practical applications in various fields. The
idea of having a method that would work with different structures and
representations, starting from the simplest representation using a limited
number of attributes to such complex structures as trees, seems indeed
very attractive.

The key idea of kernel methods lies in the implicit mapping of objects to
a high-dimensional space and considering their inner product (similarity)
rather than representing them explicitly. Unfortunately, not all functions
can be used in kernel methods as it has to be a positive definite one
(Def. 6).

Definition 6 (Valid kernel). A function k : X×X → R is called a positive
definite kernel iff it is symmetric (k(x, x ′) = k(x ′, x)) for any two objects
x, x ′ ∈ X, and positive definite

n∑
i=1

n∑
j=1

cicjk(xi, xj) > 0 (3.9)

for any n > 0, any objects x1, . . . , xn ∈ X, and any choice of real numbers
c1, . . . , cn ∈ R

Example 1 (Identity matrix). Any identity matrix M such that its diagonal
elements are equal to 1 and all others to 0, is positive definite. This can be easily
checked by using Def. 6. For any c1, . . . , cn ∈ R,

n∑
i=1

n∑
j=1

cicjk(xi, xj) =

n∑
i=1

n∑
i=1

cicik(xi, xi) =

n∑
i=1

c2
i > 0 (3.10)
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In the literature one may find cases where the kernels are not valid but
still performed well on the learning tasks. Their behaviour is however
less clear and cannot be analyzed by standard means.

Using the idea of a kernel mapping, support vector machines (SVM)
were introduced as a method which seeks the linear separation between
two classes of the input points, f(x) = wT x + b, wT ∈ Rp, b ∈ R. Here,
wT stands for the slope of the linear function and b for its offset. Often,
there can exist several functions that separate data well but not all of
them are equally good. Intuitively, a hyperplane that separates mapped
examples with the largest possible margin would be the best option.
If one pictures binary classification as in Fig. 2, then the goal is to
maximize the margin between two halfspaces defined by f(x) > 1 and
f(x) 6 −1, h(x) = sign(f(x)). Note that the distance between two
halfspaces is determined by the difference in offsets and the slope and is
equal ρ = 2/ ‖ w ‖where ‖ w ‖ is the Euclidean norm of w. Alternatively,
this can be seen as computing a distance from a point on one hyperplane
to the other hyperplane which gives the same result. In Fig. 2, the data
points that lie on the lines defining hyperplanes (i.e., on wT x + b = 1 and
wT x + b = −1) are marked by diamonds. These are called support vectors.

Figure 2: Illustrating SVM: a separable case

Maximizing the margin can be reformulated as the following optimiza-
tion problem:

argmin
f(x)=wT x+b

1

2
‖ w ‖2 +C

n∑
i=1

l(f(xi), yi) (3.11)

= argmin
w,b,ξ1,...,ξl

1

2
‖ w ‖2 +C

n∑
i=1

ξi

Hinge loss
In Eq. 3.11, the first part of the equation corresponds to the margin

maximization while the second takes into account the error on the train-
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ing set which has to be minimized (where C is a penalty term). To handle
cases where data cannot be perfectly separated by a linear hyperplane, it
was proposed to use the hinge loss (Eq. 3.12) instead of the zero-one loss.

lh(f(xi), yi) = max(0, 1 − yif(xi)) (3.12)

Contrary to the zero-one loss, the hinge loss can handle cases where
0 6 yif(xi) < 1 by considering that a data point xi was either classified
correctly with low confidence or misclassified. For practical reasons,
and namely because of non-differentiability of the hinge loss function,
the minimization problem is rewritten by using so-called slack variables
ξi > lh(f(xi), yi) and by solving thus obtained quadratic programming
problem via Lagrange multipliers (more details can be found in Vert
et al. [197]). In a nutshell, the hyperplane that is found corresponds to
a non-linear boundary in the original input space. There exists a list of
standard kernel techniques such as linear kernel, Gaussian kernel and
others. Still, often information about the data or problem can lead to
introducing a new kernel. It has been shown by [66] that a complex
kernel (referred to as a convolution kernel) can be defined using simpler
kernels (Def. 7).

Definition 7 (Convolution kernel). The convolution kernel of two kernels
k1 and k2 such that they are functions X× X → R is the following function
k1 ∗ k2:

k1 ∗ k2(x, x′) =
∑

x1x2=x,x1′x2′=x′
k1(x1, x1′)k2(x2, x2′) (3.13)

Since their introduction, convolution kernels have been widely used
in a number of fields, including natural language processing [208, 16].
Kernels that have been proposed for relation learning are reviewed in
Chapter 6.

3.1.3 Ensemble methods

The fact that different machine learning methods may err on different data
instances and be complementary to each other led to the development of
various ensemble methods. Ensemble of classifiers are known to provide
better performance if the individual (base) classifiers are diverse and
accurate. A classifier is said to be accurate when its error rate is better
than random guess [41]. Accuracy of the individual classifiers would not
suffice if they erred on exactly same data points. Hence, diversity has
become an additional requirement to the base classifiers.

Dietterich [41] explained the efficiency of ensemble methods by consid-
ering three issues, statistical, representational and computational. Firstly,
if the data sets are small but the hypothesis space is large, it may happen
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that individual classifiers yield the same accuracy but explore differ-
ent parts of the hypothesis space. If combined, these classifiers would
most likely contribute to a higher accuracy. Secondly, since many of
the classifiers rely on the (usually computationally expensive) search
in the hypothesis space, combining classifiers that perform local search
becomes an attractive option. Thirdly, ensembles of classifiers allow to
expand the hypothesis space which is particularly important when the
true function does not belong to the initial hypothesis space.

Bagging and AdaBoost present ensemble methods manipulating the
training examples. The main idea behind such methods lies in generating
multiple hypotheses. In the case of bagging, a different subset from
the training data is sampled every time a learning algorithm is applied.
Stacking belongs to the method of combining different classification
models.

Bagging

Aggregated bootstrap (or bagging) was introduced by Breiman [12].
Given n training examples one can create m new data sets (m 6 n)
by sampling examples uniformly with replacement. When sampling
with replacement is used, it is likely that some examples from the initial
training set will be repeated. A newly created data set is referred to as a
’bootstrap sample’. Further, one classifier is built for each of m boostrap
samples. Finally, predictions of these classifiers are combined via voting
(an aggregation is taking place).

It has been noted that bagging works particularly well for the unstable
learning methods such as decision trees or neural nets. Experiments with
the k-nearest neighbours method (which is known to be stable) supported
this claim by showing that the overall performance when using bagging
does not usually change. For decision trees, increase in accuracy comes
at the expense of interpretability [12].

Boosting

The AdaBoost algorithm was proposed by Freund and Schapire [48] who
similarly to bagging focused on manipulating the training instances. But
in contrast to bagging, AdaBoost assigns weights to the training examples
and in each iteration i it attempts to minimize a weighted error on the
training set. The weighted error is further used to update the weights on
instances. The main idea behind boosting is that misclassified examples
will be weighted more and in the next iteration an algorithm would
focus on classifying them correctly. If we denote a hypothesis that was
produced after the ith iteration by hi, the final classifier hf is constructed
by a weighted vote over the individual classifiers hf(x) =

∑
i wihi(x).

Several authors have shown that AdaBoost performs poorly in noisy
settings but it does not overgeneralize in other cases. The initial ex-
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planation of the good performance of AdaBoost in terms of a margin
was proposed by Schapire et al. [167]. A margin is said to measure the
confidence of the final classifier so that eventually, its goal becomes to
maximize the margin. However, it has been shown recently [151] that
maximizing margins is not sufficient. In fact, the generalization error of
the final classifier also depends on the complexity of the base classifiers
and on the size of the training set. Reyzin and Schapire [151] have con-
ducted experiments with decision trees by varying their complexity (their
depth and the number of leaves). Their empirical findings suggest that
even if margins are large, high complexity of the base classifiers (decision
trees are deeper) causes increase in the error rate.

Stacking

Stacked generalization (stacking) differs from the two approaches de-
scribed above. Instead of manipulating the training instances, it focuses
on combining different classification methods [206]. More precisely, let r

be a number of classifiers that are applied to the same data set. They out-
put r classification models that are called ‘level-0 models’. Predictions of
these r models on each data point are further used together with its true
label as an input for the final classifier (‘level-1 model’). Its predictions
are the final classification results. Ting and Witten [187] investigated the
role of the well-known machine learning methods such as a decision tree
algorithm, k-nearest neighbour method and others on stacking at ‘level-0’
and at ‘level-1’ on 10 different data sets. They concluded that stacking
works the best for larger data sets and that the regression method is well
suited for the ‘level-1’ classifier. An interesting observation was made
by comparing stacking against majority vote. It turned out that stacking
performed better on eight out of ten data sets (on six of them significantly
better).

Most comparative studies on meta-learning were done on bagging and
boosting [140]. The majority of them showed the same tendency. Namely,
bagging and AdaBoost work well for such algorithms as rule learning
or decision tree methods which are generally considered to be unstable.
If one compares various meta-learning schemes from the bias/variance
point of view, then the bagging goal is to reduce variance while stacking
affects bias. In a nutshell, stacking detects biases of the base classifiers
and filters them out.

3.2 evaluation metrics

In machine learning performance of a given algorithm on a data set is
measured by several metrics. These metrics reflect how well the method
works. Consider for instance binary classification where each examples
has to be classified either as positive or as negative. Positive examples
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on which the method errs are referred to as false negatives (FN) and
negative examples which it misclassifies are called false positives (FP).
Those examples that are classified correctly are either true positives (TP)
or true negatives (TN).

Accuracy is defined as the fraction of all examples that were classified
correctly (Eq. 3.14. Accuracy is often used when the data set is balanced
(i.e., a number of true positives and true negatives is the same).

Acc =
TP + TN

TP + TN + FP + FN
(3.14)

Precision reflects how many examples in the data set that were classified
as positive really belong to true positives, Eq. 3.15.

precision =
TP

TP + FP
(3.15)

Recall shows what fraction of the true positives were found by the
method (Eq. 3.16).

recall =
TP

TP + FN
(3.16)

The F1 score is defined as the harmonic mean between precision and
recall (Eq. 3.17).

F1 =
2 ∗ precision ∗ recall

precision + recall
(3.17)

3.3 conclusions

This chapter presented the basic notions that are used in machine learning
along with some popular methods that we employ later in the thesis.
In particular, rule induction is used in Chapter 4 to determine whether
textual entailment takes place. Naive Bayes, bayesian networks, MBL,
and meta-learning are studied in Chapter 5 where they are applied to a
novel representation derived from syntactic trees. Kernel methods are
explored in Chapter 6 where they are combined with prior knowledge to
extract domain-dependent and generic relations from text.
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R E L AT I O N S B E T W E E N S E N T E N C E S : A C A S E S T U D Y
O N T E X T U A L E N TA I L M E N T R E C O G N I T I O N

Words are the coins making up the currency of sentences,
and there are always too many small coins.

Jules Renard

abstract

In this chapter we address textual entailment by using a tree mining and
matching technique. Our results show that accuracy can be improved
when using a combination of lexical entailment with syntactic matching.
Best results were obtained by combining two components is the following:
70% recall and 57.5% precision on the test set. Some parts of this chap-
ter appeared previously in the publication “Using Maximal Embedded
Syntactic Subtrees for Textual Entailment Recognition” co-authored with
Pieter Adriaans in Proceedings of the RTE-2 workshop, 2006.

4.1 introduction

Textual entailment is a complex task which can contribute to a variety
of applications, such as question answering (QA) systems, information
retrieval (IR) or information extraction (IE). Its main objective is to deter-
mine whether a meaning of one text (hypothesis) can be inferred from
another one. An example of textual entailment is given below:

(4.1) (t) About two weeks before the trial started, I was in Shapiro’s
office in Century City.

(h) Shapiro works in Century City.

To be able to infer the second sentence from the first one needs to know
that offices are usually places where people work. Given that someone’s
office is located in the Century City it leads to the conclusion that this
person works there. Note that not all the information that can be found
in (t) is actually needed to infer (h). The fact that there was a trial to
be started is not relevant for (h). Example (4.1) shows that automatic
recognition of textual entailment can benefit from NLP techniques (such
as paraphrasing) and information found in various knowledge sources
such as ontologies, taxonomies and others.

This chapter is organized as follows. In Section 4.2 we briefly discuss
the notion of entailment the way it is defined in logic and in language and

47
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review some requirements with respect to the latter. We then consider
various methods that have been used in the research community to tackle
textual entailment. Section 4.4 provides background information on tree
mining. Sections 4.5-4.6 present our own contribution by appplying tree
mining techniques to the dependency structures. We conclude with the
directions for the future work.

4.2 what is textual entailment?

In logic it is common to distinguish between inductive and deductive
arguments. In valid deductive arguments the truth of the premises is
sufficient to entail the conclusion while in inductive arguments it is only
likely (to a certain degree) for a conclusion to be true. It is usually said
that, for deductive arguments, the premises logically entail the conclusion.
There exist two criteria for entailment. The first one is concerned with
entailment as a proof of y from X and the second one is so-called semantic
entailment. Semantic entailment is defined as follows: for any member
of a set X (x ∈ X) and for any sentence y, X semantically entails y (X |= y)
iff y is true in all models in which all statements from X are true. This
definition uses a notion of a model which is usually understood as a
set of atomic sentences. Even though these two criteria can coincide,
semantic entailment cannot always be proven (e.g., in incomplete logic
systems).

Entailment has been studied not only by logicians or linguists, it has
also gotten attention from psychologists. The central theme they consider
is human thinking, and in particular how humans grasp simple and
complex inferences. By distinguishing entailing and entailed statements,
psychologists introduce a notion of support. Entailing statements are said
to give a maximal support for the entailed statement if the support they
provide is equal to the support of the entailing statements themselves.
For instance, the support that the statement “A and B” provides to the
statement ‘A’ is as strong as support provided by ‘A’ to itself. An intuitive
example for weaker support could be an III syllogism (where I stands for
the particular affirmatives) which is formulated as the follows:

Major premise: Some X are Y

Minor premise: Some Y are Z

Conclusion: Some X are Z

Clearly, the conclusion is likely to be true but it is not guaranteed to
be so. Psychological studies have shown that human subjects have diffi-
culties with judging logically correct arguments [142]. The experiments
reveal that humans tend to be misled by their beliefs if the argument
is nondeductible. In other words, they attempt to define the degree of
support rather than to give an answer based on the given premises only.
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In linguistics, textual entailment is studied along with implicatures
and presuppositions. Textual entailment does however differ from both.
Presuppositions stand for anything that is taken for granted given an
utterance and they remain under negation. In the well known example
‘the king of France is bold’ the existence of the king of France is a
presupposition (which would change if we negate this utterance). This
is clearly not the case with entailments. An implicature is anything
that that is inferred from an utterance without being a condition for the
utterance to be true. A standard example of implicatures can be found
in Example (4.2). Here, one infers that he can find petrol at the garage.
Such inference is possible because (A) assumes that (B) is cooperative
and provides therefore relevant information.

(4.2) (A) I’ve just run out of petrol.
(B) There is a garage just around the corner.

Requirements to TE
Textual entailment is an important component for language under-

standing in general and for more fine-grained tasks such as question
answering in particular. Given the keen interest in handling textual en-
tailment, the NLP community started organizing shared tasks, the first of
which was held in 2005 and is being popular up to now. It was stated by
its organizers that “the Recognizing Textual Entailment (RTE) Challenge
is an attempt to promote an abstract generic task that captures major
semantic inference needed across applications” [38]. For the Second
PASCAL RTE Challenge in 2006, Bar-Heim et al. [7] refined a definition
of textual entailment by taking into account the following requirements:

1. directionality We formalize a directionality criterion as follows:
T |= H ; H |= T .

2. full entailment If there is more information in H then it could
be possibly entailed from T , then H is not being considered as an
inference from T (entailment is not full).

3. probability of the entailment to take place If it is very prob-
able for entailment to occur, such T − H pairs are judged as positive
examples.

4. presupposition of common knowledge Information in T might be
not sufficient to infer H but as soon as one uses the background
knowledge BK, H is easily entailed (T ∧ BK |= H).

In our view, there is a link between entailing more information than
is present in text and entailment with background knowledge. At first
glance, it may seem that these two conditions are contradictory. Con-
fusion may arise when the background knowledge is interpreted as a
situational knowledge rather than generic information about the states
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of affairs. Consider two examples in 4.3 and 4.4. In the first case, 4.3(h)
is inferred from 4.3(t) by using information about buying and selling
which is located in the background knowledge base. The second example,
however, is not an entailment because 4.4(h) contains more information
than it can be inferred from 4.4(t) and this additional information (‘Ann
went home’) is not part of the background knowledge.

(4.3) (t) Ann bought flowers from John.
(h) John sold flowers to Ann.

(4.4) (t) Ann bought flowers from John.
(h) Ann bought flowers from John and went home.

4.3 related work

Textual entailment has many applications, varying from question answer-
ing to story comprehension. In question answering, one is looking for a
text segment such that the answer to a given question is subsumed by
it. There is no guarantee that the answer will perfectly match a ques-
tion and for this reason textual entailment becomes a necessity. Story
comprehension is often seen as a process that maintains and updates a
collection of propositions about the state of affairs and textual entailment
is an important component of it as well.

Generally speaking, current approaches to textual entailment fall in
three categories; syntactically oriented [158, 79], knowledge based and
one that combines both perspectives [72, 39]. These will be further
described in the next sections. Even though it has been recognized in the
early stages that such a complex task as textual entailment requires not
only structural transformations but also availability of large knowledge
bases, it is still unclear how to combine information from different sources
in the best possible way. This is confirmed by the results obtained by
various research groups on the RTE-2 data set. Several teams built the
systems that incorporated different information sources but not all of
them were equally successful. A group from Stanford [39] used a number
of components such as graph alignment, lexical relations, background
knowledge and a list of linguistic features that take account for polarity,
modality, factivity an some others. Nevertheless, the results attained
by this team do not differ from the performance provided by simpler
methods [115, 92].

Complex systems are difficult to compare because the final perfor-
mance is influenced not only by the individual components but also
by their combination. Nevertheless, the conclusion drawn at the end
of the RTE-2 was that the most crucial factors on the particular data
sets were adding more data and using large knowledge bases. The
most successful approach [72] also used more training data which was
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collected from the Web (e.g., two sentences with explicit discourse con-
nective for contrast such as but are considered negative examples of TE).
Syntactically-oriented approaches surprisingly lead to similar results,
no matter how syntactic information is employed. In most cases, they
outperform lexical overlap and present an important component that
has to be further integrated with other methods to fully tackle textual
entailment [158, 115].

Recent RTE challenge [52] introduced several changes to the set-up of
the task. Instead of the binary classification of entailment, three categories
are considered, such as entailment, contradiction and unknown (the truth
of hypothesis cannot be determined based on the given text fragment).
Apart from this, the provided data sets became slightly larger. Similarly
to the previous years, the IE subtask appears to be the most challenging.
Three-way classification also seems to be more difficult as shown by the
overall performance which is lower compared to the results on binary
classification in previous years.

4.3.1 Syntactically-oriented methods

In the early seventies, Schank [166] proposed to view the language
understanding problem as a complex enterprise and to look for a generic
theory that would account for it as a whole rather than focusing on
some parts of the understanding process. A key idea in his theory is
an interlingual conceptual base such that all language units are mapped
onto it. Schank [166] also emphasizes a prediction that can be made
using conceptual structures by arguing that

. . . humans engaged in the understanding process make predictions
about a great deal more than the syntactic structure of a sentence,
and any adequate theory must predict much of what is received as
input in order to know how to handle it.

The conceptual dependencies that Schank defines can be seen as an
analogue to the syntactic dependencies. But unlike syntactic dependen-
cies, conceptual dependencies take place between three types of concepts,
nominals (“things that can be thought of by themselves without the need
for relating them to some other concept”), actions (what is a nominal do-
ing?) and modifiers (an attribute of a nominal or an action). To establish
these dependencies one needs the background knowledge and the ability
to make inferences. All these dependencies form a conceptual depen-
dency network. Even though Schank [166] focused on conceptual nature
of analysis, he nevertheless recognized a role that syntax plays in it. Most
syntactically oriented approaches to textual entailment that are described
below also assume that syntax takes an important part in solving this
difficult task but acknowledge that syntactic information would most
likely be insufficient and should be combined with other approaches. It is
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however interesting to investigate to which extent syntactic information
helps and whether the output of such methods is complementary.

Syntactic matching on two text fragments can be done in many different
ways. The methods that are the closest to the approach described later in
this chapter were proposed by Rus [158], Marsi et al. [115] and Kouylekov
and Magnini [92]. The first not only uses the idea of matching of two
dependency trees but also employs the same parser, namely Minipar [108].
Primarily, the goal is to find whether two graphs are isomorphic by
subsumption. The degree of subsumption is quantified by the score
that is computed as a sum over individual node (i.e., word or lemma)
and relation scores. The author compared this approach against lexico-
syntactic method that uses constituency parsing along with handling
negation and synonymy, and concluded that the latter is superior to
the former. However, the better results in this case are explained by
adding extra features rather than by the differences in constituency and
dependency parsing. Indeed, when the components responsible for
synonymy and negation are removed, the performance slightly degrades.Tree alignment

The work of Marsi et al. [115] was inspired by the tree alignment
algorithm that has been used for machine translation. This method
starts with measuring similarity on nodes by matching two nodes and
taking into account the best matching pairs of their descendants. This
recursive definition allows for flexible alignment and guarantees low
computational complexity. They also use a so-called ‘skip penalty’ to
make sure that two trees do not necessarily have to be aligned perfectly.
The classification then boils down to labeling all tree matches with a
value higher than a threshold as positive and rejecting the others. In
the implementation, Marsi et al. [115] use the MaltParser system [138]
but their results are quite similar to other methods based on syntactic
matching.Edit distance on

trees Kouylekov and Magnini [92] presented yet another approach for rec-
ognizing textual entailment by comparing dependency trees. Two trees
are matched given the tree edit distance which, similarly to the edit
distance on strings, is defined via operations of insertion, deletion and
substitution. Kouylekov and Magnini [92] emphasize the importance of
the insertion cost and consider several possibilities to compute it such as
fixed insertion cost, setting it to the inverse document frequency (IDF)
score or to a number of the children nodes. The intuition behind the last
setting lies in the fact that nodes having more children are more relevant
to “the meaning expressed by a certain phrase".

More on a general note, Vanderwende et al. [195] observed that syn-
tactic information alone is sufficient to determine whether there is an
entailment for 37% of examples in the RTE-1 data set. Moreover, it mostly
helps to recognize false entailments (27% of cases). This led to intro-
duction of several false entailment features (unaligned entity, negation
mismatch, modal mismatch, antonym match, argument movement, su-
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perlative mismatch and conditional mismatch) that proved to be accurate
both on training and test sets [180].

4.3.2 Logical inference

Only two systems presented at the Second RTE Challenge were based on
logical inference. Bos and Markert [11] considered first-order theorem
proving tool and finite model building. To take into account common
sense reasoning, they employed WordNet hyponymy relations and 115

pre-coded inference rules for general knowledge (such as possessivess,
family relations, spatial knowledge and others). All text and hypothesis
fragments were first parsed by the combinatory categorial grammar
(CCG) parser whose output was presented as Discourse Representation
Theory (DRS) fragments. Later, DRS was translated to first-order logic
to be used for the reasoning tools. The output of reasoning was further
integrated with the shallow features such as lemmata, text length and
some others. By discussing performance of a combination of the shallow
and deep approaches, Bos and Markert [11] noticed that reasoning did
not improve the results achieved by the shallow approach alone. This is
mainly due to the fact that there was substantial agreement between two
methods and deep approach did not complement the shallow one.

Similarly to Bos and Markert [11], Tatu et al. [185] relied on the logical
inference by using a natural language prover COGEX. But in contrast
to previous work, they used a larger set of axioms. In this approach,
WordNet was employed to find lexical chains between a pair of synsets
and to detect nominalizations of verbs. In addition, their system included
what they called NLP axioms (that could be used for noun compounds),
world knowledge axioms (generated from WordNet and designed man-
ually) and semantic calculus. The latter was used to add some logical
properties of semantic relations. For example, semantic calculus intro-
duces transitivity and symmetricity of the kinship relation and provides
some constraints on other relations. The final system of Tatu et al. [185]
consists of three modules. One of them is based on lexical alignment,
and the other two use logic forms derived either from the constituency
trees or from the dependency trees. Each module is assigned a weight
and a linear combination of the components is used to yield the final
classification label.

Even though two approaches that we described above are similar
in nature, the difference in results is quite substantial (around 15% in
accuracy, where Tatu et al. [185]’s system is the best performing among
these). An explanation for it may lie in the number of axioms that
were used in the second method and in their diversity as well. The
authors point themselves that logic forms that they use accurately capture
such phenomena as negation and quantification but also other axioms
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(which are referred to as the ‘axioms on demand’) play a significant role
contributing to the overall performance.

4.4 tree mining

The need to process and analyze large data sets in many domains has led
to the extensive research in the data mining field. While some approaches
handle simple data representations such as item-sets or sequences, others
tackle the problem of mining complex data structures. Examples of
the latter are graph and tree mining. Graph mining has to deal with
a high complexity since some graph-based operations are known to
be NP-hard or NP-complete [33]. Contrary to this, trees are acyclic
graphs and therefore there exist efficient algorithms for tree mining.
The choice of a tree mining algorithm is usually guided by the data
structure. For instance, mining in the biological domain would likely
require graph mining techniques, whereas for mining of syntactically
analyzed sentences tree mining methods are considered to be sufficient.

Tree mining and matching methods have been used for many tasks in
different domains, including user navigation [207], mining in molecular
databases [137], text mining [130], study of topological patterns in RNA,
and many others. Since the syntactic structure of a sentence can be
represented as a dependency tree, it is of considerable interest to study
whether tree matching can improve results of the textual entailment
recognition. In particular, we hypothesize that if two sentences have
similar structures, it is more likely for one of them to be entailed from
the other.

4.4.1 Definitions

In this section we provide several definitions for tree types. By definition,
a tree is an acyclic graph. Further, there exist different types of trees that
are distinguished based on whether there is a root vertex, an ordering
imposed on a set of siblings. The simplest would be an unordered tree
without a root which is referred to as a free tree. The trees that are
considered in linguistics are mostly labeled rooted trees (Def. 8).

Definition 8 (Labeled rooted tree ). A labeled rooted tree T = (V , E, Σ, L)

is a directed acyclic connected graph of which one vertex is distinguished. It
consists of a set of vertices V , a set of edges E, an alphabet Σ for labels of both,
vertices and edges, and a labeling function L : V ∪ E → Σ assigning labels to
vertices and edges.

When comparing two trees, different types of subtrees can be extracted.
These types are defined according to the restrictions on the tree nodes
ordering. The most specific case is a subtree where for a given node all its
descendants must appear in both trees (bottom-up tree). This restriction
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can be relaxed by allowing to remove some children (induced subtree)
and requesting the ancestor-descendant ordering to be preserved even if
some other descendants are missing (embedded subtree). The existence
of different types of subtrees makes the use of tree mining more attractive
since it is possible to define the granularity of the tree match.

Definition 9 (Bottom-up tree). Given a rooted labeled tree T , a rooted labeled
tree T ′ is a bottom-up subtree of T , iff:

(a) for each v′ ∈ V ′, there exists a vertex v ∈ V such, that all descendants of v

are descendants of v′
(b) for a set of edges E′ it holds that E′ ⊂ E where E and E′ are the sets of

edges in T and T ′, respectively
(c) the labeling of E′ and V ′ is preserved in T ′

Definition 10 (Induced tree). Given a rooted labeled tree T , a rooted labeled
tree T ′ is an induced subtree of T , iff:

(a) V ′ ⊂ V

(b) for a set of edges E′ it holds that E′ ⊂ E where E and E′ are the sets of
edges in T and T ′, respectively

(c) the labeling of V ′ is preserved in T ′

Definition 11 (Embedded tree). A rooted labeled tree T ′ = (V ′, E′, Σ′, L′) is
an embedded subtree of a rooted labeled tree T = (V , E, Σ, L), iff:

(a) V ′ ⊂ V

(b) v′, w′ ∈ V ′ and (v′, w′) ∈ E′ iff there exist v, w ∈ V and v is an ancestor
of w in T

(c) the labeling of V ′ is preserved in T ′

Examples of the bottom-up, induced and embedded subtrees for a tree
depicted on Fig. 3a are given in Fig. 3b, Fig. 3c and Fig. 3d.

By definition, a tree consisting of K nodes is referred to as K-tree. The
tree on Fig. 3b is an example of 4-tree. In order to take into account the
frequency of a subtree in question, the notion of a minimum support has
been used. Support is defined as percentage of trees in a tree database
(or a tree forest) that contain at least one occurrence of this subtree [207]. Tree representation

There have been several well-accepted canonical formats for the tree
representation proposed. The choice of the canonical representation
depends on the type of trees. For the rooted ordered trees, the string
encoding has been used which resembles depth-first search. Following
this encoding, the tree on Fig. 3a is represented as follows: ABC-1D-1-
1EF-1G-1I-1-1. ‘-1’ in this sequence stands for backtracking to the parent
node (for instance, traversing the tree from C to B in order to reach D).
In order to perform mining efficiently, it has been proposed to use the
vertical representation. We refer an interested reader to [207], where this
format has been extensively discussed and we give just a brief definition
and an example here. Trees in the vertical format are represented by the
scope-list of a tree which consists of the tree identifier, match labels and
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the scope of the last node of the tree. Let nl be a node in a tree T (where
l is a node’s number according to the pre-order traversal of T ). Then,
the scope of nl is defined as an interval [l, r] where r is a number of the
right-most leaf node nr in a subtree rooted by nl. All nodes in Fig. 3a
are accompanied by their scopes. Here, for the root node A (n0) its scope
is determined by the right-most leaf I and is equal [0, 7]. Similarly, for
the node B the scope is defined via its number (1) and the number of the
node D and is given by [1, 3].

(a) full tree

E

F G I

(b) bottom-up tree

E

F I

(c) induced tree

A

C E

(d) embedded tree

Figure 3: Mining on trees (example)

Depending on the type of subtrees to be found, there are several
algorithms which can be used for tree mining and matching. The excellent
overview of different mining techniques is given in Chi et al. [28]. For
the Textual Entailment challenge we decided to search for the maximal
embedded subtrees between the hypothesis and the text fragment. In
our view, embedded tree mining can be useful when applied to the
dependency structures. It relaxes constraints by allowing some nodes
(words) to be different. Such types of tree matching can also be referred
to as fuzzy matching.

There have been several methods proposed for mining rooted ordered
embedded trees. Zaki [207] has compared two of them, one of which
relies on the breadth-first iterative search (PatternMatcher) and the other
employing depth-first search. It has been shown that TreeMiner signifi-
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cantly outperforms PatternMatcher, especially provided the low support
level.

4.4.2 The TreeMiner algorithm

TreeMiner is an algorithm for mining embedded rooted ordered subtrees
originally proposed by Zaki [207]. As most other algorithms for tree or
itemset mining, it makes use of the anti-monotone property which can
be stated as follows: for every frequent K-tree it holds that all 1..K-1-trees
are frequent. In such a way, a search space is limited and one needs
to build potential candidates of being frequent K-subtrees based on the
frequent K-1 trees.

Given a forest of trees D and the minimum support m, the method
starts with finding the set of the most frequent nodes F1 and the set of the
most frequent 2-trees F2. After computing the F2 set, the algorithm pro-
ceeds with the enumeration of the K-frequent subtrees. The enumeration
of the frequent subtrees employs the idea of the prefix equivalence classes
of the trees. Two K-subtrees are said to belong to the same equivalence
class iff they share the same prefix up to the (k-1)th node. For instance,
for the trees in Fig. 3a and Fig. 3d, their prefix subtree is defined by A

while for the trees in Fig. 3c and Fig. 3b, the prefix subtree P is equal
EF. Note that the support value allows for flexible mining by either
restricting a set of detected subtrees only to such that occur in all trees
in the forest D (support of 100%) or selecting only subtrees that can be
found in at least m trees.

In order to find all frequent K-subtrees, the set of operations on the
subtrees in the same equivalence class has to be performed. This step is
repeated iteratively until no new frequent patterns can be obtained. For
more detail on TreeMiner method, we refer to Zaki [207].

4.5 system description

Lexical overlap
Our system consists of two parts, lexical overlap and syntactic matching.
Given two sentences Sh (hypothesis) and St (text), the lexical overlap is
calculated as a ratio of the number of lemmata two sentences share to the
length of the shortest sentence (usually, hypothesis). |Sh| and |St| stand
for the length of the hypothesis and the text fragment, respectively.

lex =
overlap(Sh, St)

min{|Sh|, |St|}
(4.5)

Syntactic matching
For the syntactic matching we have designed a module which includes

parsing and matching steps. We have used Minipar whose output can
be presented either by dependency trees or by constituency structures.
The output is also accompanied by lemmata of all words in a sentence.
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We have chosen to work on lemmata only. As a next step, the depth first
search has been performed so all trees have been presented in a pre-order
format.

Further, syntactic matching has been carried out on each pair of syn-
tactic trees, Th and Tt. Note that contrary to the case of the large forest,
the input data in our case consists of two trees. For this reason, a natural
choice is the matching that outputs a maximal rooted ordered embedded
subtree, Te. We set the support level to 100% (requesting all nodes in the
resulting subtree to be present in two trees to be matched) and searched
for the maximal subtree only. Since most methods in tree mining and
matching work on the labeled trees where only vertices are labeled, we
incorporated the labels of edges into labels of nodes.

Example 2 (Mining on dependency paths). Let us consider the following
example of textual entailment in ( 4.6). First, we need to parse both sentences and
to represent them in the preorder form. As a result, we obtain the representations
in (4.7). Having run TreeMiner on these paths with the maximum support, we
obtain the subtree in (4.8).

(4.6) (t) Tony Shalhoub won best actor in a comedy “Monk” and
James Spader won best actor in a drama for “Boston Legal”.

(h) James Spader won best actor for “Boston Legal”.

(4.7) (Tt) * fin_U win_i Tony Shalhoub_s Tony_lex-mod -1 -1 Tony
Shalhoub_subj -1 actor_obj best_mod -1 in_mod
comedy_pcomp-n a_det -1 for_mod “_punc -1
monk_pcomp-n -1 -1 -1 -1 -1 -1 ”_punc -1 ,_punc -1 and_punc
-1 fin_conj win_i James Spader_s James_lex-mod -1 -1 James
Spader_subj -1 actor_obj best_mod -1 in_mod
drama_pcomp-n a_det -1 for_mod “_punc -1 Boston
Legal_pcomp-n Boston_lex-mod -1 -1 -1 -1 -1 -1 -1 -1 -1
”_punc -1

(Th) * fin_U win_i James Spader_s James_lex-mod -1 -1 James
Spader_subj -1 actor_obj best_mod -1 for_mod “_punc -1
Boston Legal_pcomp-n Boston_lex-mod -1 -1 -1 -1 -1 -1
”_punc -1

(4.8) (Te) * fin_U win_i actor_obj best_mod -1 for_mod “_punc -1
Boston_lex-mod -1 -1 -1 -1 -1 ”_punc

To calculate the similarity, the following measure was used:

syn =
|Te|

min{|Th|, |Tt|}
(4.9)

Similarly to the previous example, |Th|, |Te| and |Tt| stand for the size
of a tree which equals to the number of nodes each tree contains. The
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more similar syntactic structure of two sentences is, the higher this score
of syntactic matching will be.

To determine thresholds that should guide classifying the test data,
the rule based classifier PART [204] has been trained based on the scores
received by lexical overlap and syntactic matching. This classifier is based
on partial decision trees and adopts separate-and-conquer strategy. We
trained the classifier using 10-cross fold validation. To classify unseen
example pairs tree mining was run on the test data in the same way as it
was done for the training set. The second step included calculating the
lexical overlap and syntactic matching scores as in Eq. 4.5 and in Eq. 4.9.
Finally, the threshold that was obtained on the training set was used to
classify the example pairs into positive and negative instances.

4.6 experimental set-up

In what follows we describe the RTE-2 data set, give some pointers on
how the data was collected and examine a few examples of the text-
hypothesis pairs. An experimental part presents the results and discusses
merits and limitations of our method. We conclude by comparing our
approach against some other methods that rely on syntactic matching.

4.6.1 Data

The RTE-2 data set consists of 800 pairs in the development set and,
similarly, 800 pairs in the test set. The data was collected aiming at
four possible applications such as question answering, summarization,
information extraction, and information retrieval. The way in which data
examples were collected depended on the particular task. Even within a
single application there could be several approaches to collect the data.
For the IE application, there were 4 methods employed, two of which
were relying on the output of the IE systems, and in the other two the
data pairs were created manually. The output of the IE systems on two
data sets, the ACE-2004 collection and the MUC-4 TST3 data set, was
used to generate hypotheses. The MUC-4 collection (together with a data
set of news articles) was also used for the entailment pairs generated by
hand Bar-Heim et al. [7].

For the IR subset, the hypotheses were collected from TREC and CLEF
data sets in the form of propositional queries. Texts were correspondingly
retrieved by using some well-known search engines such as Google and
Yahoo. Similarly to the IR collection, the QA data set was built by using
queries from the TREC-QA and QA@CLEF data sets and by retrieving
the corresponding answers from the Web. The input queries were subse-
quently modified from questions to affirmative sentences and served as
hypotheses (H). The actual answers retrieved from the Web were used as
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text fragments (T). The SUM data set was created by considering news
clusters end their corresponding summaries which were automatically
generated by summarization systems. If needed, additional transforma-
tions have been made to comply with the requirements mentioned in
Section 4.2. For instance, a hypothesis could be simplified so that it could
be fully inferred from the text fragment.

Some positive and negative examples per application (task) are given
in Table 2. It is easy to observe that there are numerous factors to be
taken into account. Semantic relations of synonymy and antonymy are
important when considering IR examples. Knowing that a deterrent is an
antonym of a catalist should give a negative answer while being able to
relate to go up and to rise should facilitate positive answer on whether an
entailment takes place. Moreover, one should be capable of performing
numerical comparison as in sentences (18), (256) and (674). A match in
(18) is a good indicator of a possible entailment while a mismatch does
not guarantee its absence. This is shown in (674) where a phrase ‘with
more than 220,000 refugees’ can be entailed from ‘with more than 223,000

refugees’. Note that converse is not true.

4.6.2 Experiments and discussion

Being aware of the complexity of textual entailment task, we focus only
on the syntactic part of it and are interested in whether syntactic matching
provides useful information.

In this section, we address the following two research questions:

RQ1 How does a combination of syntactic matching rooted in tree min-
ing and lexical overlap influence the overall performance on the
RTE-2 data set?

RQ2 Do the syntactically oriented systems which have partcipated in the
RTE-2 challenge provide similar predictions? Is there any way of
combining the outputs of these systems to boost performance?

To answer the first question, we consider two runs. The first (run1)
combines lexical overlap and syntactic matching, whereas the second
(run2) is a simple lexical overlap only. Table 3 presents the results onAnswering RQ1:

Syntactic matching
and lexical overlap

the RTE-2 test data set in terms of accuracy while Table 5 provides the
results in terms of precision and recall. As Table 3 suggests, the overall
accuracy is higher for the run1.

We have carried out the analysis of how well the methods work on
each topic in particular (Table 5). In general, run1 provides higher
precision, while run2 gives better results on recall. This supports the
observations made by Vanderwende et al. [195] (Section 4.3.1) who argued
for usefulness of syntactic information in detection of false entailments.

The results of challenge also suggest that the system performs worst
on the IE topic. Our analysis shows that although recall on the IE topic is
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ID |= Task

12

T He met U.S. President, George W. Bush, in
Washington and British Prime Minister, Tony
Blair, in London.

NO

IE

H Washington is part of London.

18

T Muslims make up some 3.2 million of Ger-
many’s 82 million people, and Turks represent
two thirds of the minority.

YES

H 82 million people live in Germany.

150

T Capital punishment is a catalyst for more crime.
NO

IR
H Capital punishment is a deterrent to crime.

307

T The cost for some 30 million sheets of paper
used each year by Cal State Long Beach colleges
and departments went up Wednesday for the
first time in four years.

YES

H The cost of paper is rising.

256

T Brian Brohm, the Louisville quarterback, threw
for 368 yards and five touchdowns as the Car-
dinals beat visiting Oregon State 63-27.

NO

SUM

H The quarterback threw for 413 yards and three
touchdowns, and then ran to the end zone two
more times.

674

T With more than 223,000 refugees already in
Texas, Perry said officials at relief centers,
around the state, say they are running out of
room.

YES

H With more than 220,000 refugees in Texas, Perry
warned that his state was running out of room.

95

T The Chicago White Sox are a major league base-
ball team based in Chicago, Illinois.

NO

QA
H The Bulls basketball team is based in Chicago,

Illinois.

38

T John Lennon’s widow, Yoko Ono, approved this
museum as the world’s first museum to honor
John Lennon.

YES

H Yoko Ono is John Lennon’s widow.

Table 2: Some examples from the RTE-2 data set



62 a case study on textual entailment recognition

one of the highest for two runs, precision is low. For instance, for run2,
only 24 positive instances out of 100 have been misclassified. Similarly
to Bar-Heim et al. [6], we have analyzed the misclassified examples
looking for the type of information which might improve classification
(Table 4). We have noticed that in most cases a combination of several
information sources will be needed. In particular, in the mentioned
fragments different types of paraphrasing apart from pure structural ones
are involved. We assume therefore that most misclassified fragments
would benefit from both, paraphrasing and using additional knowledge
sources.

Task Run1 Run2

QA 60.50 58.00

UM 69.50 67.00

IR 62.00 56.50

IE 44.00 47.00

Total 59.00 57.13

Litkowski [110] 56.63

Rus [158] 58.37

Table 3: Accuracy on the RTE-2 test set (official results)

Moreover, some of the examples on the IE topic clearly reflect patterns
often used in the information extraction task. One of such examples is
the snippet 358 with the organization-location relation presented below.

(4.10) (h) The declaration was the first from PepsiCo to damp
speculation, after two weeks of press reports and mounting
concern from politicians, including French President Jacques
Chirac, that Paris-based Danone would be acquired.

(t) Danone headquarters are located in Paris.

type occurrence

Paraphrases 11

semantic information and 18

background knowledge

anaphora resolution 1

Table 4: Misclassified examples in the IE category

Since the topic annotations were missing in the RTE-2 test set, we
trained the classifier on the whole training corpus making no distinction
between topics the text snippets belong to. After we have received the
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annotated test data, we also carried out additional test on the information
extraction topic. When trained on IE topic only, the accuracy for IE on
the test data increases but the overall accuracy decreases.

Task
Run1 Run2

Precision Recall Precision Recall

Total 59.50 58.91 55.51 71.75

QA 57.89 77.00 55.19 85.00

SUM 76.71 56.00 65.74 71.00

IR 69.35 43.00 56.70 55.00

IE 45.59 62.00 48.10 76.00

Table 5: Precision and recall on the RTE-2 test set (for TRUE category)

As mentioned in Section 4.5, we incorporated the labels of edges
into the node labels. Consequently, nodes such as Botswana_subj and
Botswana_pcomp − n1 have been considered to be different and they
were not matched by our method. One way to overcome this is to discard
syntactic functions and to consider the labels of vertices only. We have
conducted this experiment similarly to run1, combining the results of
lexical overlap and syntactic matching (we refer to this experiment as to
run3).
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Figure 4: 3 runs on textual entailment: precision

We also trained different classifiers but the best result has been received
by using Naive Bayes approach. In comparison to run2, both, recall and
precision are higher. Recall equals 70% and precision increases to 57.50%.

1 where subj and pcomp-n are syntactic functions
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This run can be considered as a trade-off between two first runs, where
recall was high but precision low (run2) and in an opposite way (run1).
The overall accuracy in run3 is slightly higher than in run1. Further
investigation shows that, in comparison to run1, run3 provides the same
accuracy for QA and SUM topics, higher accuracy for IE topic (46.50%)
and lower accuracy for the IR topic (60.00%).The precision and recall
plots are given on Fig. 4 and Fig. 5, respectively.

Besides this, the results obtained on the test set correspond to the 10-
cross fold validation results on the training data (precision: 60.3%, recall:
69.1%). Interestingly, no matter how the classifiers have been trained and
how two components (lexical and syntactic) have been combined, the
highest recall reaches 72% only. This suggests that lexical and syntactic
components have limitations and should possibly be combined with a
deeper semantic analysis.
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Figure 5: 3 runs on textual entailment: recall

As reported by Kouylekov and Magnini [91] who also have used
dependency parsing, the results can be affected by accuracy of parsing.
In some cases a sentence with a complex structure leads not to one rooted
tree but more. We encountered two such cases in the training set and
none of them in the test data. In the two cases on the training data set,
the first tree was selected for matching and the second one was ignored.Answering RQ2:

Complementarity of
various
syntactic-based
systems

The second research question addresses performances of the individual
systems evaluated on the same data sets. It is of interest whether syntac-
tically oriented approaches complement each other or plainly produce
the same labelings on the test data. We conducted additional analyses
by considering the output of several methods that were said to use some
kind of syntactic matching. As most systems components’ included a
syntactic module, we limited ourselves only to those approaches that
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either employed syntactic matching alone or were relying on the com-
bination of syntactic matching with lexical relations (Table 6). For the
more complex systems the contribution of their components is very often
unknown and for this reason other methods were left out. In total, we
examined the output of 9 runs and calculated agreement [47] for each
pair of runs. The kappa agreement values (where kappa varies from -1
to 1) are given in Table 7.

abbrev reference parser Acc

KA Katrenko and Adriaans [79] Minipar 59.0

VR1 Rus [158] Minipar 59.0

VR2 Rus [158] Minipar 58.4

KL Litkowski [110] unknown 56.6

MK Kouylekov and Magnini [92] Minipar 57.3

EM Marsi et al. [115] MaltParser 60.5

OF1 Óscar Ferrández et al. [141] unknown 55.6

OF2 Óscar Ferrández et al. [141] unknown 54.8

LV Vanderwende et al. [196] NLPwin 62.5

Table 6: Abbreviations for 9 runs

KA VR1 VR2 KL MK EM OF1 OF2 LV

1.00 .32 .36 .20 .37 .28 .16 .13 .16 KA

1.00 .21 .21 .38 .22 .18 .15 .14 VR1

1.00 .11 .32 .25 .15 .13 .11 VR2

1.00 .29 .19 -.01 -.01 .15 KL

1.00 .27 .07 .04 .15 MK

1.00 .07 .08 .12 EM

1.00 .86 .01 OF1

1.00 .00 OF2

1.00 LV

Table 7: Pairwise agreement for 9 runs

It can be observed that substantial agreement (.86) is achieved only
between two runs by Óscar Ferrández et al. [141]. In this approach, two
submitted runs were using information from WordNet (either relations or
the Lin relatedness measure). Even though performance varies, the actual
predictions overlap. As to the rest, the results do not seem to overlap
very much. Our method attains fair agreement (>.20) with approaches
proposed by Rus [158], Kouylekov and Magnini [92] and Marsi et al.
[115]. The agreement with the first two methods can be explained by the
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fact that all three approaches use Minipar to analyze the data. However,
they all use syntactic structure in a different way. While Rus [158] seeks
isomorphic structures, Kouylekov and Magnini [92] focus on the various
operations that can be performed on trees. In our approach we go fur-
ther by searching for the most generic common substructure that two
trees share (a maximal embedded tree). In contrast to the approaches
mentioned above, Vanderwende et al. [196]’s method was fully based on
heuristics, starting from the rules to align nodes in two dependency struc-
tures to the syntactic heuristics to rule out false entailment. Overall, there
is an agreement among syntactic matching methods (especially those
using Minipar) but it is clear that this agreement is far from substantial
which leads us to the conclusion that these approaches can complement
each other.

To check whether any improvement can be gained by combining results
obtained by different groups, we carried out majority voting. During this
procedure, every test example was assigned a label which most systems
selected. In the first experiment we considered three approaches that
used Minipar (Rus [158]’s, Kouylekov and Magnini [92] and ours) and
later we added all other methods listed in Table 6. The voting resultsVoting on the

selected systems show only slight improvement in the first case (accuracy of 59.63%,
precision of 59.65% and recall of 59.5%) while combining all methods
leads to 63% of accuracy, 60.08% of precision and 77.5% of recall. We
used the “stratified shuffling” method to test statistical significance [143].
Here, the null hypothesis states that two methods produce the same
results or, in other words, scores they provide for a single instance (a
text-hypothesis pair, in our case) are equally likely. The main idea behind
this method is to randomly shuffle the individual scores between two
methods and recompute the evaluation metric. Further, the difference in
a metric after shuffling is compared to the original observed difference.
Our tests show that the difference between voting results on 3 methods
and performance of any of these individual methods is not statistically
significant. Interestingly, the difference in results of voting on 9 runs and
all individual runs but one is statistically significant (for our run at p 6
.025, for LV run at p 6 .03). The only run where no statistically significant
difference was observed is the one by Marsi et al. [115]. Tables 8a-8b
show how contingency tables change from voting on 3 methods’ outputs
to 9. We note that a number of false positives and false negatives in
Table 8a is almost the same while voting on 9 outputs leads to the
considerable reduction in false negatives but increases a number of false
positives. This finding reveals that a combination of syntactically oriented
approaches results in high recall but precision is not very much affected.
We would intially expect syntactic information to be helpful by boosting
precision and it does so when single approaches are considered (e.g., in
Table 5, precision of lexical overlap vs. precision of run1). Nevertheless,
combining several methods by voting contributes to recall rather than
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precision which suggests that more knowledge has to be used to filter
out false positives.

+ -

+ 238 162

- 161 239

(a) Contingency ta-
ble for voting on
3 runs

+ -

+ 310 90

- 206 194

(b) Contingency ta-
ble for voting on
9 runs

Table 8: Contingency tables for voting schemes

4.7 conclusions

Tree mining has not been widely used for the natural language process-
ing applications yet. Some steps in this direction have been taken by
Morinaga [130] who proposed applying the tree mining algorithms to
the dependency trees. Later on, the frequent subtrees are intended to be
used for the natural language generation. In their experiments, Morinaga
[130] did not consider syntactic functions focusing on the node labels, i.e.
words and respective parts of speech. In our view, the syntactic functions
are important since they carry information about the way words are
related to each other. As mentioned above, all applications and methods
aiming at the mining embedded trees have dealt with trees whose nodes
are labeled but there is no information about the labels of the edges given.
One possible extension would be incorporating labels of edges in the
nodes.

The chapter addresses tree mining where each node has an atomic label
(combination of the node label together with the syntactic function would
be considered to be atomic too, so gene-obj and gene-subj are different
node labels). However, if one wishes to use more information, be it
linguistic (e.g., parts of speech) or semantic (e.g., concept labels), it would
become crucial to perform mining on trees with the complex node labels.

It is worth noting that tree mining is sensitive to the output of the
employed syntactic parsers. Analyzers other than Minipar would most
likely produce different output which in turn will influence the results of
tree mining. Parsers as Stanford analyzers do incorporate information
about prepositions into the syntactic functions (e.g., prep-in or prep-for)
whereas Minipar does not do it. The parses for the same sentence pro-
vided by these two tools structurally may resemble each other but the
differences in labelling would lead to other results. We would expect
syntactically oriented methods that use the same parser to label textual
entailment pairs similarly. This was proved by calculating pairwise agree-
ment between approaches relying on the Minipar’s output. Even though
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the agreement is not very high, it is still higher than the one on methods
using different parsers. We also discovered that even with low pairwise
agreement, a simple voting only slightly improves performance which
leads us to the conclusion that either the outputs should be combined
in a more elaborate manner by meta-learning or there are examples in
the data that cannot be accurately classified by any syntactically inspired
method.

Our analysis shows that, when using syntactic matching, precision and
accuracy increase but recall drops. According to our assumptions, one
reason for this is the use of our method producing ordered embedded
trees. Pairs of sentences such as the one below do not receive high
similarity scores and may be misclassified.

(4.11) (t) The currency used in China is the Renminbi Yuan.
(h) The Renminbi Yuan is the currency used in China.

The choice of ordered embedded trees was motivated by the fact that
we worked with the English data sets. For the free word order languages
it may be necessary to relax the requirements concernining order and use
other mining solutions such as mining of unordered embedded trees.

Apart from this, we have used the most general subtrees. Although in
most cases it allows to filter out possible false positives and to increase
precision, there are also cases (e.g., in Example (4.12)) when that sentences
have very complex structures but the text fragment and the hypothesis
are correctly matched.

(4.12) (t) Four US cable companies, including industry leaders
Comcast Corp and Time Warner Cable, have entered the
fast-growing wireless arena through a joint venture with
Sprint Nextel.

(h) Four US cable companies formed a joint venture with Sprint
Nextel.

There are several ways to extend this approach in the future. First,
it is possible to modify the syntactic matching component. Although
the method we proposed performs a relaxed matching of trees, it is in
some cases too restrictive since it does not make use of the additional
semantic information (e.g., synonyms). In addition, syntactic matching
can be incorporated in the larger system as one of the components. While
examining training and test examples we also noticed that many of them
include paraphrases. It has already been shown by Bar-Heim et al. [6]
that adding paraphrases contributes to recall. Yet another module can
make use of the existing resources, such as WordNet.

Textual entailment is a very complex task and it would be useful
to find out which linguistic phenomena play the most important role
for its successful detection. This need was recently recognized by a
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number of researchers who analyzed existing data sets with respect to the
phenomena which can be found there. More specifically, Vanderwende
et al. [196] focused on such linguistic cues as synonymy, antonymy,
superlative mismatch (i.e., two phrases “the world’s largest media and
Internet company” and “the world’s largest company” should not match),
conditional mismatch (a sentence “X is Y” cannot be inferred from “if
X is doing Z, then Y”), modal mismatch (can does not imply must) and
some others. Their findings were that such heuristics are useful but taken
alone they do not guarantee high accuracy. The cues that performed
relatively well were modal mismatch and prepositional antonyms (i.e.,
before/after). Another work done on textual entailment corpora was
detection of contradictions [40]. It is argued here that contradictions
require deeper inferences compared to some entailments but solutions to
many types of contradictions (antonymy, negation, factive) are needed
when working with textual entailment in general.
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F E AT U R E E N G I N E E R I N G U S I N G S Y N TA C T I C
S T R U C T U R E S

abstract

In this chapter we address the relation learning problem by exploring
dependency structure. We propose a novel representation which takes
into account syntactic information and allows for using different ma-
chine learning methods. To carry out syntactic analysis, three parsers,
LinkParser, Minipar and Charniak parser were used. Our experimental
findings suggest that the final performance depends on the parser that is
being used. In addition, we have studied the impact of ensemble methods
on learning relations using the representation we proposed. Given that
recall is very important for relation learning, we explore ways of improv-
ing it. We demonstrate that ensemble methods provide higher recall and
precision than individual classifiers alone. A part of this chapter was
published in KDECB (Knowledge Discovery and Emergent Complexity
in BioInformatics), Lecture Notes in Bioinformatics (LNBI), vol. 4366

authored by Sophia Katrenko and Pieter Adriaans, “Learning Relations
from Biomedical Corpora Using Dependency Trees”.

5.1 introduction

We have already shown in the previous chapters that automatic relation
recognition is important for various applications and in a variety of
fields. This chapter focuses on exploring syntactic information that can
be found in dependency structures. More precisely, we aim at a flexible
representation of relation instances such that it will allow us to use
different machine learning methods and still be sufficient for accurate
extraction. Our experiments are conducted in the biomedical domain.

The biggest collection of medical documents is Medline, with 2,000

citations added every week. The large size of this collection makes it
impossible to annotate it all by humans. Consequently, there have been
several attempts to create smaller annotated corpora based on Medline,
such as Genetag used for gene/protein named entity recognition (NER)
[184], or MedTag, the corpus comprising Genetag, MedPost and ABGene
[175]. There have also been corpora created with a special purpose to
be used by various challenges, e.g. a corpus of annotated gene-protein
relations for the "Genic Interaction Extraction Challenge" [136] or corpora
used for the BioCreAtive competition [93]. Boosted interest in data
mining from biomedical data can be explained by the large amount of

73
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work that is being done in the biomedical field. Extracting of named
entities and relations is the first step in buiding repositories, ontologies
and other resources that would allow integration of already available
knowledge with information found in text.

The chapter is organized as follows. We start by studying how relations
are realized syntactically and provide motivation for a new feature-value
representation. In the next sections various machine learning methods
(base and ensemble classifiers) are used on two biomedical data sets
for interaction extraction. We also consider several parsers and study
whether the choice of syntactic parser influences the final performance.

5.2 syntactic information for relation learning

The approach we take follows the definition of relation discovery as a
two-step process, concentrating on the second step only. We assume that
we have already identified the arguments of a relation. In what follows,
we present our method and give a motivation from both linguistic and
machine learning perspectives.

5.2.1 Syntactic realization of relations

In the linguistic tradition, a syntactic structure of a sentence can be pre-
sented either by constituency or by dependency analysis [149]. The main
distinction between the two approaches is the following. By constituency
analysis a sentence is represented by non-overlapping groups of words,
whereas dependency is a hierarchical relation where every word in a
sentence is linked to a word dominating it. For the sentence in (5.1), the
constituency analysis is given in (5.2) and the dependency structure is
presented in Fig. 6. In (5.2), all words are grouped into noun phrases
(NP), verb phrases (VP), prepositional phrases (PP) and pre-verbal adverb
phrases (ADVP). Note that one phrase can contain other phrases, but
they never overlap.

(5.1) Cdc25 can be activated in vitro in a Raf1-dependent manner.

(5.2) (S (NP Cdc25) (VP can) (VP be (VP activated (ADVP in vitro) (PP
in (NP a Raf1-dependent manner))))) (. .))

Constituency vs.
dependency analysis Unlike constituency analysis, dependency structure does not imply

linear ordering and in our view is more appropriate for the relation
learning task. At closer inspection of the sentence (5.1), it can be found
that Cdc25 and Raf1 are interacting proteins. The evidence supporting
such claim is the word activated, so it is possible to rephrase the sentence
as ‘Raf1 activates Cdc25’. It is, however, difficult to use the constituency
structure to detect this relation automatically. In contrast, the root of the
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dependency tree depicted in Fig. 6 already consists of the word activated.
It is also given that Cdc25 is a subject of the sentence and that it is in
passive voice. Following such analysis, it becomes clear that Cdc25 is an
argument of the binary relation of activation. Assuming activation to be
an asymmetric relation, we can conclude that Cdc25 is a target and Raf1
is an agent of this relation, or activation(Raf1,Cdc25).

activated

Cdc25

s

can

Aux

be

be

vitro

in

lex-mod

in

manner

a

det

dependent

Raf1

lex-mod

-

lex-mod

mod

pcomp-n

mod

mod

Figure 6: The dependency structure for Example ( 5.1)

Conjunctions
Sentences in the biomedical domain are often complex and contain

various linguistic phenomena such as conjunction, enumeration, and
negation. To estimate whether these phenomena occur frequently in
text data, we inspected the sentences used by the LLL challenge [136]. It
turned out that 24.68% of all sentences contain either conjunctions or
enumerations or both. We believe that such phenomena are covered well
if the syntactic structure is used. Consider, for example, the sentence
in (5.3):



76 feature engineering using syntactic structures

(5.3) The expression of rsfA is under the control of both sigma(F) and
sigma(G).

There are two interactions expressed in this sentence, a relation between
sigma(F) and rsfA on the one hand, and between sigma(G) and rsfA, on the
other. If one uses a local context only, it will most likely miss some of the
interactions, while the dependency paths between the arguments provide
necessary and (hopefully) sufficient information to extract all relation
mentions. The dependency tree for this sentence will show that sigma(F)
and sigma(G) are siblings whose parent is a node labeled by control.
Further, syntactic functions encountered when traversing a tree (such
as subj (subject), comp_of (complement) or comp_under (complement))
contribute to relation extraction as well. Using them would enable one to
distinguish between passive and active voice which becomes important
when one wishes to identify a direction of interaction (i.e., ’X activates Y’
vs. ’X is activated by Y’).Enumeration

Conjunction and disjunctions are certainly not the only phenomena
which need to be taken into account. The other very common phe-
nomenon is enumeration, as shown in ( 5.4).

(5.4) These results suggest that YfhP may act as a negative regulator for
the transcription of yfhQ, yfhR, sspE and yfhP.

This example contains four interactions between a protein (YfhP) and
four genes (yfhQ, yfhR, sspE and yfhP). Again, by exploring dependency
structure we may notice that all gene names fall under a node transcription.
This means that all four relation instances can be represented in a similar
way. Moreover, if one of them is correctly identified as a positive instance
of interaction, the other three will be classified as positive instances as
well.

Generally speaking, the root of a dependency tree is often a verb. As
shown by Sekimizu et al. [170], a relation between two or more arguments
is also often expressed by verbs. We can therefore conclude that the root
of a dependency tree conveys information crucial for relation learning.
Furthermore, by examining the parent and children of a given node, one
can notice that they constitute a local context important for argument
identification. In Example (5.1) dependent, which is a parent of the node
labeled by Raf1 indicates that Raf1 is an agent and not a target of the
interaction.

To give further motivation for the levels selection, we examined the
roots of the syntactic trees from the LLL data set. This data set was
also processed by 2 researchers in the bioinformatics field whose main
intention was to detect all verbs used to express interactions between two
biomolecular instances. Such information enables further analysis of the
tree level. Namely, it is possible to compare the list of interaction verbs
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against the words found in the root of the dependency structures. Fig. 13

in Appendix of this chapter presents the distribution of verbs selected by
our experts which were found in the root of a sentence. Note that some
verbs (e.g. to prevent) could not be found in the root which leads us to
the conclusion that other levels in the dependency strcutures should be
considered as well.

50 out of 77 sentences in the LLL training set contain the selected verbs
as roots of the dependency structures. 74,07% of all selected verbs can be
found in a root of a dependency tree. Moreover, the verbs which do not
occur in a root of a tree, can still be found on other levels. For instance,
although stimulate and rely are not present in a root, they occur in the
parents’ nodes of the arguments of a relation, as in Example (5.5).

(5.5) During endospore formation in Bacillus subtilis, the DNA binding
protein GerE stimulates transcription from several promoters that
are used by RNA polymerase containing sigmaK.

There are several advantages to considering dependency tree levels.
First of all, it is possible to test our hypothesis in order to discover which
levels are the most important for relation learning. Selecting tree levels
can be considered as a feature engineering step. Moreover, since the
final representation is of the attribute-value type, it is possible to test
different machine learning methods. It is of considerable interest to apply
ensemble methods [41]. Experiments for the named entity recognition
task have already demonstrated that the use of meta-learning improves
the accuracy of classification [163].

5.2.2 Defining levels

We divide all features into two groups, local and global context. To
reduce data sparseness, we decided to use lemmata instead of words. A
parent of a given node (P) and its two children form a local context. The
features of a parent and a child are lemmata and the syntactic function
between a node in question and a parent (a child). Since a tree is an
acyclic graph, each node has at most one parent but can have more than
one child. We limited ourselves to two children, C1 and C2.

In addition to a root of a tree (R), a global context consists of a least
common subsumer (LCS).

Definition 12 (Least common subsumer (LCS)). Given two nodes A and B

in a dependency tree T , a least common subsumer LCS(A, B) is a node L, such
that L is ancestor for both A and B, and there exist no other node N being an
ancestor for A and B, such that L is ancestor of N. There is exactly one LCS for
any two nodes in a dependency tree.
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For example, for the words a and Raf1 in Fig. 6, the least common
subsumer is manner. Although such nodes as in, vitro, and activated are
all ancestors of a and Raf1, they are not least common subsumers.

The motivation to include the least common subsumer in the feature
set comes from the observation that the arguments of the relation can
be located closer to the leaves of a tree and a root in such cases is
not sufficiently discriminative. Consider, for instance, the sentence in
(5.6). Here, there are two relation mentions, namely interaction(cwlH,
sigma(H)) and interaction(gerE,cwlH). The root of the dependency tree
for this sentence is depended, which indicates an interaction between gerE
and cwlH. However, it is not sufficient to discover a relation between gerE
and sigma(H), it is only possible to extract it if a least common subsumer
(dependent) is used.

(5.6) Expression of the sigma(K)-dependent cwlH gene depended on
gerE.

Feature sets
Some parsers treat a subordinate clause as separate producing not a

single tree for a sentence but two. We decided therefore to define two
features, one for the root of the first argument (R1) and second for the
root of the second argument(R2). Table 9 illustrates how the features have
been grouped into feature sets given two nodes X and Y and the relation
R(X, Y). The lower indices in Table 9 correspond to two arguments, X

and Y.

feature set (FS) features explanation

FS1 LCS a least common subsumer

FS2 C1
X, C2

X, C1
Y , C2

Y , LCS 2 children nodes per

relation argument and

a least common subsumer

FS3 PX, PY , LCS 2 parent nodes per

relation argument and

least common subsumer

FS4 C1
X, C1

Y , PX, PY 2 children nodes and

LCS, RX parent nodes per relation

argument, a least common

subsumer and a root node

FS5 C1
X, C2

X, C1
Y , C2

Y , PX, PY 2 children nodes and

LCS, RX, RY a parent node per

relation argument, a least

common subsumer and roots

Table 9: Composed feature sets
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When considering the fifth dataset (FS5), the example in Fig. 6 can be
represented as in Table 10.

feature ‘Cdc25’ ‘Raf1’

C1 - -

C2 - -

P activate_s dependent_lex-mod

LCS activate

R activate activate

Table 10: Illustrating features for Example (5.1)

Note that we incorporated the syntactic labels into the parent-features
P. ‘Cdc25’ is linked to the word ‘activated’ by the syntactic function ‘s’
(which stands for a subject), while ‘Raf1’ is connected to ‘dependent’ by
‘lex-mod’ (which stands for a modifier).

5.3 experimental set-up

5.3.1 Datasets

In our experiments, we have used two data sets. One of them is AImed

[19] and the other is a data set created within the "Genic Interaction
Extraction" challenge[136] (from now, we refer to it as the LLL (Learning
Language in Logic) data set). The AImed data set consists of examples
of protein-protein interactions. It has been compiled from 225 Medline
abstracts and annotated by experts. The second data set, LLL, has been
created by extracting Medline abstracts on Bacillus subtilis. It also in-
cludes annotations created by experts, with the distinction that the focus
is on interactions between genes and proteins. The LLL data set consists
of 77 sentences and 165 annotated interactions. More statistics on the
data sets are given in Table 51 in the Appendix of this thesis.

5.3.2 Data preprocessing

The LLL data set already consists of the tokenized sentences accompanied
by syntactic analysis. For parsing, the LLL organizers have used the
LinkParser whose output has been verified by experts. Besides this, a
dictionary of genes and proteins has been provided so we annotated all
occurrences of the dictionary items in the text as biological entities (in the
dictionary, no distinction between genes and proteins has been made).

The AImed data set has been preprocessed by us. We have used a
tokenizer based on white spaces. We have also found that the present
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annotation sometimes contains protein tags surrounding the interaction
tags as shown in Example (5.7). Here, Ras is annotated as a protein being
an argument of an interaction with RIN1. In addition, Ras binding protein
is also annotated as a protein. As explained below, we have constructed
false interactions for training purposes based on the entities annotated as
proteins and not being part of a relation. We scanned the AImed data set
and found 14 cases where the annotation of a protein included annotation
of interactions as its part. While carrying out preprocessing, the external
protein tags have been removed.

(5.7) Human 〈p1 pair="1"〉〈prot〉RIN1〈/prot〉〈/p1〉 was first
characterized as a 〈prot〉〈p2 pair="1"〉〈prot〉Ras〈/prot〉〈/p2〉
binding protein 〈/prot〉 based on the properties of its
carboxyl-terminal domain.

The data sets we have used provide annotations of the binary inter-
action relation. The arguments of a relation in LLL always occur in the
same sentence, while in AImed they might be in adjacent sentences. We
discarded all examples from the latter corpus that were spanning over
several sentences.

In order to obtain the negative interactions, we have followed the
closed world assumption. However, it has been used in a different way
for each of the data sets. The interactions between proteins in AImed are
considered to be symmetric. Therefore, the false positives are created as
all pairs of proteins being not arguments of the interaction relation as well
as pairs where one of the proteins is an argument of a relation in a given
sentence. LLL data set contains interactions between genes and proteins
which are treated as instances of an asymmetric relation. Because of this,
the false interactions are produced as pairs of biomolecular entities (i.e.,
proteins or genes) which do not participate in a relation but also those
where the arguments of a relation are flipped (e.g., a pair (X,Y) where X
and Y are biomolecular entities will be considered a false positive for the
true interaction (Y,X)).

After constructing the training set, we received 909 training instances
for the LLL data set, 165 of which were positive examples. For the AImed

corpus, we obtained 5,106 instances with 1,006 of them being positive
examples.

5.3.3 Parsers

Syntactic analysis is an important step for many text mining tasks in the
biomedical domain. In most cases, moving to another domain requires a
parser adaptation. Such need is motivated by domain-specific vocabulary
and different stylistic peculiarities [99]. Lease and Charniak [99] studied
parsing in the biomedical domain and showed that by adapting the
Charniak parser, the error rate decreases in 14,2%. Since our approach
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also crucially depends on the quality of the syntactic analysis, we selected
several state-of-the-art parsers to experiment with.

The first parser is LinkParser which has been used by the organizers
of the LLL challenge. It produces relations between pair of words in a
sentence, linked by a syntactic function, such as subject or complement.
This parser has been adapted to the biomedical domain at MIG Lab.
Moreover, the output of the parser was verified by hand, so it can be
referred to as the gold standard analysis.

Minipar is another parser, which is freely available. On the Susanne
corpus, it achieves 88% precision and 80% recall. Unlike LinkParser,
Minipar has not been trained on biomedical corpora and it needs to be
investigated whether it can be succesfully applied to a given task.

The third syntactic analyzer that we considered is the Charniak parser,
whose output can be transformed to dependencies between pairs of
words. This statistical parser was trained on the Penn BioIE treebank
and part of the Genia treebank and reaches 85% PARSEVAL F-measure
when performing 10-fold cross-validation. However, in this case the
dependencies do not contain syntactic functions, as in the output of the
LinkParser. We present an example of the syntactic analysis by all three
parsers in Appendix I of this chapter (Fig. 10, Fig. 11, and Fig. 12).

5.4 results and discussion

The results we present below have been received by 10-fold cross-validation
for the AImed data set and for the LLL data set. We have used the imple-
mentation of the machine learning methods from the Weka toolkit [204].

5.4.1 Impact of the pre-defined levels

We studied the impact of the feature sets mentioned above on recall and
precision. First, we started with a feature set containing the least common
subsumer only (FS1). In our view, this feature set is similar to the pattern
approaches whose main objective is to find a link (a so-called relation
word) between two arguments.

As Table 11 suggests, the least common subsumer often includes the
words important for relation learning in the biomedical domain. In the
list below, such words are written in italic. Comparing this list against the
list of verbs identifying relations [170], we found that they significantly
overlap.

However, using this feature set provides recall and precision, which
can likely be further improved. This supports our hypothesis about
precompiled list of patterns used for relation extraction - in most cases,
they cannot cover unseen data well. Our results are in line with those
reported by Ahmed et al. [4].
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The second feature set, FS2, consists of FS1 and the children of the two
arguments. As the results in Fig. 7a and in Fig. 7b suggest, recall already
increases by adding the information about the children.

Words (LCS) Frequency

to be 449

to bind 211

to interact 182

to inhibit 65

to associate with 47

to contain 47

to reveal 43

to induce 42

to include 39

to identify 38

to show 37

to require 36

to regulate 34

to suppress 30

to detect 30

to express 29

to activate 24

to initiate 28

to encode 20

to block 18

to recognize 17

to stimulate 17

to increase 7

to act (as) 3

Table 11: Least common subsumer: the AImed data set

Using the third feature set containing lemmata from the parent-level
provides better results than FS2. We believe it is due to the fact that in
many cases proteins are leaves in a tree so the information about the
children is missing.

The best performance on LLL has been obtained by employing the
third feature set or the fourth set containing all features as defined in
Section 5.2.2. However, we did not find any significant improvements by
employing FS3, FS4 and FS5 on the LLL data set (paired t-test, α = 0.05).
On AImed data, moving from one feature set to another (starting with
FS1) always result in significant improvement. Consequently, the best
performing method is the one that uses FS5. In the experiments with
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various classification methods in the next section we set the feature set to
FS5, unless stated otherwise.
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Figure 7: Precision and recall for different feature sets (AdaBoostM1, LLL and
AImed data sets)

As we have mentioned above, in most cases the existing approaches
to relation extraction provide considerably high precision but low recall.
Our results suggest that the approach we have taken leads to higher recall
and lower precision. It can be concluded that although the information
from the dependency tree levels helps to find many true positives, the
local context is sometimes not sufficient to be able to discriminate between
true and false positives.
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5.4.2 Classifiers

We selected several machine learning algorithms to study how well they
perform on the representation that we proposed. In addition, to test the
hypothesis that ensemble methods may improve the overall performance,
we have conducted experiments with three ensemble methods, stacking,
bagging and AdaBoost. A list of diacritics for statistical significance is
given in Table 12.

† significantly worse than AdaBoostM1

‡ significantly worse than Bagging

§ significantly worse than Stacking

♣ significantly worse than BayesNet

Table 12: A list of diacritics used for statistical significance (two-tailed t-test, α

= 0.05)

Method Precision Recall F1

Naive Bayes 0.59 ± 0.10 0.64 ± 0.11 0.61 ± 0.08
†

BayesNet 0.59 ± 0.09 0.70 ± 0.11 0.64 ± 0.08
†

IB1 0.69 ± 0.12 0.67 ± 0.13 0.67 ± 0.10

Stacking 0.65 ± 0.12 0.69 ± 0.13 0.66 ± 0.08

Bagging 0.57 ± 0.09 0.68 ± 0.11 0.62 ± 0.08
†

AdaBoostM1 0.70 ± 0.10 0.71 ± 0.10 0.70 ± 0.08

Table 13: Mean precision, recall, F1 scores and standard deviations on the LLL

data set (level-based approach)

We considered three classifiers of a different nature, bayesian networks
(BayesNet), Naive Bayes and K-nearest neighbor (IB1). Bagging and Ad-
aBoost have been applied to the BayesNet classifier. The experiment with
stacking has been constructed in the following way: BayesNet has been
chosen as meta-classifier with NaiveBayes and 1-nearest neighbour classi-
fiers as individual classifiers. The quantitative results of the experiments
on both corpora are given in Table 13 and Table 14. In both cases boosting
provides much higher recall compared to the supervised methods or
other ensemble methods. Bagging helps the least while stacking is placed
somewhere between bagging and boosting.

Bunescu and Mooney [16] have also used 10-fold cross-validation to test
their methods on the AImed corpus. They reported on the performance of
their approaches by presenting it as a precision-recall curve. To compare
our results on the AImed corpus with the performance of the methods
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described in [16], we chose the highest recall received by stacking (0.55

± 0.05). It corresponds to a precision of around 0.52 on the precision-
recall curve which has been received by the subsequence kernel method.
We can conclude therefore that our method performs comparably to
the subsequence kernel method. The comparison of the results of the
best individual classifier (BayesNet) to the subsequence kernel method
demonstrates that it performs similarly to it as well. The difference in
the performance can be explained by the features used in Bunescu and
Mooney [16]. In particular, that approach has considered sequential
information which consisted of the words found between two entities,
in front of them and after them. After having defined such features,
the authors have restricted themselves to subsequences of the types
mentioned above, where a maximal word length equals 4. According to
Bunescu and Mooney [16], such feature selection leads to less overfitting.
In our case, we considered not the common subsequences but the levels
from the dependency tree instead. We believe that the selection of levels
we have made provides information sufficient for relation learning and
constitutes an alternative approach to the method proposed by Bunescu
and Mooney [16].

Method Precision Recall F1

Naive Bayes 0.48 ± 0.04 0.45 ± 0.05 0.46 ± 0.04
†‡§♣

BayesNet 0.47 ± 0.04 0.54 ± 0.05 0.50 ± 0.04
†

IB1 0.49 ± 0.04 0.47 ± 0.05 0.48 ± 0.04
†§

Stacking 0.50 ± 0.04 0.56 ± 0.07 0.52 ± 0.04

Bagging 0.47 ± 0.04 0.53 ± 0.05 0.50 ± 0.04
†

AdaBoostM1 0.52 ± 0.04 0.55 ± 0.05 0.53 ± 0.03

Table 14: Mean precision, recall, F1 scores and standard deviations on the AImed

data set (level-based approach)

Comparison of the results received on the AImed data set with the
performance on the LLL data set (Table 13) demonstrates that we have
received much better results on the latter. There are several distinctions
between the two data sets. Although the LLL data set is much smaller,
it contains syntactic information checked by hand. Some classification
errors on the LLL data set can be explained by the asymmetry of the
relation between genes and proteins.

The feature sets we constructed in our approach are relatively small but
able to cover information needed for relation learning. The representation
we use results in a training set of the size k ∗n, where k is the number
of features and n is the number of all potential candidates (in our case,
it is a Cartesian product of all proteins found within the same sentence
multiplied by the number of sentences). The largest feature set we employ
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consists of 9 features, thus the maximal size of a training set equals 9 ∗n.
Therefore, the training time depends mostly on the machine learning
method used. It is, for example, known that k-nn algorithm is slower than
Naive Bayes, although both of them can be applied to the representation
we propose.

5.4.3 A note on syntactic analysis

As we already mentioned, approaches making use of syntactic structure
depend on the accuracy of the parser. Precision and recall of the parsersComparison among

LinkParser, Minipar
and Charniak

we used varies and it is likely that some errors in classification are
due to incorrect parsing. To explore if it affects the accuracy of found
interactions, we conducted the following experiments. In addition to the
LinkParser (whose output was checked by hand), we used the Minipar
and Charniak parser to analyze the LLL data set. We fixed the feature set
(FS4) and used the same machine learning method (AdaBoostM1) on the
representation received by all three parsers.
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Figure 8: Precision and recall for LinkParser, Minipar and the Charniak parser
(AdaBoostM1, the LLL data set)

As expected, use of the LinkParser output provides the highest preci-
sion and recall for relation learning on the LLL data set (Fig. 8). There is
consequently a statistically significant difference between the run that
uses the LinkParser and any other parser (two-tailed t-test, α = 0.05).
Interestingly, no matter what parser is employed, there is only a little
difference between precision and recall.
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We already mentioned in Section 5.3.3 that all three parsers give dif-
ferent output. It can be demonstrated on the example in Appendix I
of this chapter (Table 15 and Table 16). In particular, Minipar produces Impact of syntactic

functionssyntactic functions for each dependency, whereas the modified output
of the Charniak parser lacks them. To test whether syntactic functions
contribute to the learning task, we conducted another experiment using
the same feature set (FS4) and the AdaBoost classifier with syntactic func-
tions and without them. To make such comparison fair, we considered
the LinkParser only. The output of Minipar was not checked by hand so
it is not possible to analyze whether the changes in performance are due
to the incorrect parsing or to the presence (absence) of the syntactic func-
tions. The results are presented in Fig. 9. Removing syntactic functions
decreases both recall and precision and these changes are significant
(two-tailed t-test, α = 0.05).
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Figure 9: Impact of syntactic functions on the level-based approach (LinkParser,
the LLL data set)

In addition, all three parsers use different sets of syntactic functions.
Sometimes, syntactic functions are grouped or discriminated according
to a certain criterion. For instance, such phrases as ‘transcribed by
polymerase’ and ‘activation in prespore’ are treated differently by Minipar
and LinkParser. While the former introduces a special link pcomp-n
between a preposition in and a noun prespore, the latter incorporates
preposition in the syntactic function and outputs the relation comp-in
between activation and prespore. Such treatment of complements means
that the actual training sets differ. LinkParser seems to provide more
useful information, because a parent node of prespore is activation and not
in as in case of the Minipar or the Charniak parser.
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The performance of current state-of-the-art parsers on biomedical data
has been studied by Grover et al. [63]. The impact of currently available
parsing technology on relation extraction has also been investigated by
Rinaldi et al. [152]. In this work a broad-coverage probabilistic parser
LT Chunk is used to obtain verbal and nominal chunks. Interestingly,
the results that Rinaldi et al. [152] have achieved with correct syntactic
analysis do not differ much from the results that relied on automatic
syntactic analysis. In our case we can clearly see a difference between
performance that was attained by using correct analysis and the results
which were obtained by automatic analysis. Nevertheless, the parsers
that we studied here differ in their output and it may be the case that
some differences in the final performance can be attributed to this factor.

5.5 conclusions

In this chapter, we have proposed a novel representation for learning
relations based on dependency trees. Learning relations differs from ex-
tracting named entities since it is not easy to represent a relation instance
in the commonly used attribute-value format. This, in turn, makes it
impossible to employ many well-known machine learning methods. To
overcome this problem, either pattern-based methods or methods capable
of using complex representations, such as support vector machines [208]
have been proposed. The representation we use is derived from the
complex structures (dependency trees) but it is still an attribute-value
like representation.

Another advantage this representation gives us lies in the possibil-
ity to use ensemble methods. Ensemble methods are methods whose
main purpose is to combine the decisions of individual classifiers. When
conducting experiments using bagging, stacking and boosting, the perfor-
mance improved, mainly contributing to higher recall. It also motivates
for combining such methods with approaches providing high precision.

We have tested the representation on the data sets containing interac-
tions between genes and proteins (LLL data set) and between proteins
(AImed data set). The results on both data sets are promising and compa-
rable to the state-of-art results.

Our experiments suggest that the quality of syntactic analysis is of vital
importance when using techniques based on it. As it has been shown,
the syntactic analysis verified by experts is more accurate and this, in
turn, leads to higher accuracy of the extracted interactions.
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appendix i

(5.8) ykuD was transcribed by SigK RNA polymerase from T4 of
sporulation.

transcribed

polymerase

SigK

mod_att

RNA

mod_att

comp_by

ykuD

subj

T4

sporulation

comp_of

comp_from

Figure 10: LinkParser’s output for Example (5.8)

Abbreviation Name Example

comp_by complement(by) (polymerase, transcribed)

’transcribed by polymerase’

mod_att modifier(att) (RNA, polymerase)

comp_of complement(of) (T4,sporulation) ’T4 of sporulation’

comp_from complement(from) (transcribed, T4) ’transcribed from T4’

subj subject (transcribed, ykuD)

Table 15: Syntactic functions used by LinkParser for Example (5.8)
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transcribed

ykuD

s

was

be

by

polymerase

RNA

SigK

lex-mod

nn

from

T4

of

sporulation

pcomp-n

mod

pcomp-n

mod

pcomp-n

by_subj

Figure 11: Minipar’s output for Example (5.8)

Abbreviation Name Example

s surface subject (transcribed, ykuD)

be be (transcribed, was)

by-subj by-subj (for passive voice) (transcribed, by)

pcomp-n nominal complement of prepositions (by, polymerase), (from, T4),

(of, sporulation)

nn complement (polymerase, RNA)

mod modifier (polymerase, from)

lex-mod modifier (RNA, SigK)

Table 16: Syntactic functions used by MiniPar for Example (5.8)
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was

ykuD transcribed

by

polymerase

RNA

SigK

from

T4

of

sporulation

Figure 12: Charniak parser’s output for Example (5.8)

to activate

to regulate

to induce

to depend

to act

to require

to repress

to recognize

to inhibit

to derive

to bind

to terminate

to initiate

to increase

to govern

to encode

to contribute

to convert

to block

to affect

to couple

to reduce

to limit

to prevent

to dephosphorylate

54321

Number of sentences

Figure 13: Distribution of the verbs selected by experts from the LLL data set
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An average English word is four letters and a half. By hard,
honest labor I’ve dug all the large words out of my vocabulary
and shaved it down till the average is three letters and a half...
So I never write ‘metropolis’ for seven cents, because I can get
the same money for ‘city’. I never write ‘policeman’, because I
can get the same price for ‘cop’... I never write ‘valetudinarian’
at all, for not even hunger and wretchedness can humble me
to the point where I will do a word like that for seven cents; I
wouldn’t do it for fifteen.

Mark Twain’s Speeches. “Spelling and Pictures”.

abstract

This chapter discusses the problem of marrying structural similarity with
semantic relatedness for NLP data. Aiming at accurate relation recogni-
tion from text, we introduce local alignment kernels and explore various
possibilities of using them for this task. We define a local alignment ker-
nel based on the Smith-Waterman score as a sequence similarity measure
and proceed with a range of possibilities for computing a similarity be-
tween elements of sequences. We propose to use distributional similarity
measures on elements and by doing so we are able to incorporate extra
information from unlabeled data into the learning task. Our experiments
suggest that the LA kernel provides promising results on various biomed-
ical corpora outperforming a baseline by a large margin. Additional
series of experiments have been conducted on generic data sets of seven
relation types. Similarly to the performance on the domain-specific data,
performance of the LA kernel is comparable to the current state-of-the-art
results.

A part of this chapter was published in the Proceedings of the In-
ternational Conference on Computational Linguistics (COLING) 2008

co-authored with Pieter Adriaans “A Local Alignment Kernel in the Con-
text of NLP” [83] and also presented at the Seventh International Tbilisi
Symposium on Language, Logic and Computation as a talk “Towards
Incorporating Semantic Information into Relation Learning Task”, Tbilisi,
Georgia, September 2007.
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6.1 introduction

In our setting of learning relations from text, we are mostly interested
in methods that employ complex structures, such as sequences or trees.
This stems from the observation that linguistic units are organized in
the complex structures and understanding how words or word senses
relate to each other often requires contextual information. We have
already shown in Chapter 4 and Chapter 5 that partial information from
syntactic trees may be sufficient for relation extraction. In this chapter
we continue by considering sequences of the dependency paths but in
addition the focus is on how to use external sources of information and
how to incorporate them into the relation extraction task.

By external sources of information we refer to either existing ontologies
or to large collections of unannotated data. The basic assumption here is
that if the background (or prior) knowledge is relevant to the learning
task at hand, it may improve performance. The two sources of additional
information that we mentioned can serve for the same purpose albeit
in different ways. Large unannotated corpora allow us to automatically
derive similar (or related) words to what is already found in the train-
ing set. The existing semantic resources provide information that was
gathered by hand and verified. The obvious difference is in coverage and
accuracy. While use of large collections of text allows us to derive almost
any information we need, it is always done with some accuracy that is
not necessarily approaching maximum. In contrast, existing resources
created by humans can provide very precise information, but it is less
likely that they will cover all possible areas of interest.

Relation extraction is one of the tasks in natural language processing
which is constantly revisited. To date, there are many methods which
have been proposed to tackle it. Such approaches often benefit from using
syntactic information [18] and background knowledge [170]. However, it
would be interesting to employ additional information not necessarily
contained in the training set. This chapter presents a contribution to the
work on relation extraction by combining statistical information with
string distance measures.

The chapter is organized as follows. We start with the definition
of a local alignment kernel and show how it is defined on the Smith-
Waterman measure. We proceed by discussing how a substitution matrix
can be constructed in the context of natural language processing tasks.
Once the method is described, we turn to the task of relation extraction
and present our experiments. We conclude by discussing possible future
directions.
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6.2 kernel methods on strings: an overview

In Chapter 3 we reviewed a number of learning methods including
kernel methods. We have also mentioned that kernel methods provide
an attractive option of defining a complex kernel on the basis of simpler
kernel functions. But how to define a kernel in such a way that it
would work well for our problem? How can we use prior knowledge
so that it helps? Intuitively, if the prior knowledge we have is relevant
to the learning problem, its use should result in better predictive power.
Moreover, if this knowledge covers different aspects of the learning
problem, it should also be possible to reduce the number of training
instances. A question that remains is how to actually use the background
knowledge during learning. Inductive logic programming offers one
possible solution to use it explicitly, in the form of additional Horn
clauses [21]. In the Bayesian learning paradigm information on the
hypothesis without seeing any data is encoded in a Bayesian prior [123].
It is less obvious though how to represent and use background knowledge
in other learning frameworks. Schoelkopf in his PhD thesis addressed the
problem of prior knowledge for visual recognition tasks in the context of
support vector machines. One well-known work on prior knowledge and
SVMs suggests to represent the former as polyhedral sets [50]. Recently,
Le et al. [97] emphasized the limitations of this method and proposed
to modify the hypothesis space instead of rephrasing the optimization
problem. They argue that not only prior knowledge has to be taken into
account but also the likelihood of certain examples to occur.

Let us first review a number of kernels on strings that have been
proposed in the research community over the past years. A very natural
domain to look for them is the biomedical field where many problems
can be formulated as string classification (protein classification and amino
acid sequences to name a few). Sequence representation is however not
only applicable to the biomedical area but can also be considered for
many of the natural language processing tasks. After introducing kernels
that have been used in biomedicine, we move to the NLP domain and
present recent work on relation extraction by employing kernel methods.

6.2.1 The spectrum kernel

In 2002, Leslie et al. [102] have proposed a discriminative approach to
protein classification. Naturally, many methods to tackle this task have
been studied in the past but the novelty of Leslie et al. [102] method
lies in its generality and its lower computational complexity (as com-
pared against Lodhi et al. [112] discussed in 6.2.3). For any sequence
x ∈ X, the authors define a m-spectrum to be the set S of all contiguous
subsequences of x whose length is equal to m. All possible m-long sub-
sequences q ∈ S are indexed by using the frequency of their occurrence
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(φq(x)). Consequently, a feature map for a sequence x and alphabet A is
equal Φm(x) = (φq(x))q∈Am . The spectrum kernel for two sequences x
and y is defined as follows 1:

kS(x, y) =< Φm(x), Φm(y) > (6.1)

Now, even assuming contiguous subsequences for small m, the feature
space to consider is very large. The authors propose to detect all subse-
quences of length m by using a suffix tree method which guarantees fast
computation of the kernel matrix. The spectrum kernel was tested on
the task of homology detection. By comparing the method against other
existing techniques, Leslie et al. [102] showed that it yields performance
comparable to the SVM-Fisher and iterative HMMs. The best results
were achieved by setting m to a relatively small number (3).

6.2.2 Mismatch kernels

The mismatch kernel that was introduced later by almost the same group
of researchers as in the case of a spectrum kernel [103] is essentially an
extension of the latter. An obvious limitation of the spectrum kernel is
that all considered subsequences are contiguous and should match exactly.
In the mismatch kernel the contiguity is preserved while the match
criterion is changed. In other words, instead of looking for all possible
m-length subsequences for a given subsequence, one is searching for all
possible subsequences of length m allowing up to r mismatches. Such a
comparison will certainly result in a larger subset of subsequences but the
kernels defined in this way can still be calculated rather fast. The kernel is
formulated similarly to the spectrum kernel and the only major difference
is in computing the feature map for all sequences. More precisely, a
feature map for a sequence x is defined as Φm,r(x) =

∑
q∈S Φm,r(q)

where Φm,r(q) = (φβ(q))β∈Am . φβ(q) is binary and indicates whether
sequence β belongs to the set of m-length sequences that differ from q at
most in r elements (1) or it does not (0). It is clear that if r is set to 0, the
mismatch kernel is reduced to the spectrum kernel.

The authors also show that the mismatch kernel not only yields the
state-of-the-art performance on a protein classification task but also
provides subsequences that are informative from a biological point of
view.

1 to distinguish between different types of kernels discussed in this chapter, we use
subscripts
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6.2.3 Kernel methods and NLP

One of the merits of kernel methods is the ability to design kernels
for different structures, be it strings or trees. In the NLP field (and
in relation extraction, in particular) most work roughly falls into two
categories. In the first one, kernels are defined over the plain text by
considering sequences of words. In the second one, more attention is
paid to structural information, such as dependency paths or trees, output
of shallow parsing and others. In this short review we do not take a
chronological perspective but rather start with the methods that are based
on sequences and proceed with the approaches that make use of syntactic
information.

In the same year when the spectrum kernel was designed, Lodhi et al.
[112] introduced string subsequence kernels that provide flexible means
to work with text data. In particular, subsequences are not necessarily
contiguous and are weighted according to their length. The authors claim
that even without the use of any linguistic information their kernels are
able to capture semantic information which is reflected in the good per-
formance on the Reuters data set. String kernels can be further extended
to syllable kernels which proved to do well on text categorization [165].

Subsequence kernels

In the discovery of binary relations, the most natural way is to consider
words located around and in between two named entities (relation argu-
ments). This approach was taken by Bunescu and Mooney [16] whose
choice of sequences was motivated by the textual patterns found in cor-
pora. For instance, they observed that some relationships are expressed
by ‘subject-verb-object’ constructions while others are part of the noun
and prepositional phrases. As a result, three types of sequences were
considered: fore-between (words before and between two named entities),
between (words only between two entities) and between-after (words
between and after two entities). Additionaly, the length of sequences is
restricted. To handle data sparsity, the authors generalize over existing
sequences by using PoS tags, entity types and WordNet synsets. A gen-
eralized subsequence kernel was recursively defined as the number of
weighted sparse subsequences that two sequences share. In absence of
syntactic information, an assumption is made that longer subsequences
are not likely to represent positive examples and as such are penalized.
This subsequence kernel is computed for all three types of sequences and
the resulting relation kernel is defined as a sum over the three subkernels.
Experimental results on a biomedical corpus and the more general ACE
corpus were encouraging, showing that the relation kernel performs
better than manually written patterns and an approach based on longest
common subsequences.
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A method proposed by Giuliano et al. [56] was largely inspired by
the work of Bunescu and Mooney [16]. However, instead of looking
for subsequences in three types of sequences, the authors treat them
as a bag-of-words and define what is called a global kernel as follows.
First, each sequence type (pattern) P is represented by a vector φP whose
elements are counts of how many times each token was used in P.

A local kernel is defined similarly but only using words surrounding
named entities (left and right context). A final shallow linguistic kernel
is defined as the combination of the global and the local kernels. Experi-
ments on biomedical corpora suggest that this kernel outperforms the
subsequence kernel by Bunescu and Mooney [16].

Distributional kernels

Recently, Séaghdha and Copestake [169] introduced distributional kernels
that are based on kernel functions resembling well-known distributional
measures. They show that it is possible to define kernels that are equiva-
lent to Jensen-Shannon divergence (JCD), Hellinger, L1 and L2 distances.
This can be done by deriving a positive semi-definite function from the
negative semi-definite function. In the experimental setting they use co-
occurrence statistics in the form of either syntactic relations or n-grams.
This approach proved to be successful for a number of tasks, such as
compound interpretation, relation extraction and verb classification. On
all of them, the JCD kernel clearly outperforms Gaussian and linear
kernels. Moreover, estimating distributional similarity on the BNC cor-
pus provides performance similar to the results obtained on the Web 1T
5-Gram Corpus (which contains 5-grams with their observed frequency
counts and was collected from the Web). This is an interesting finding
because BNC corpus was used to estimate similarity from syntactic rela-
tions whereas the latter corpus contains n-grams only. Most importantly,
the method of Séaghdha and Copestake [169] provides empirical support
for the claim that using distributional similarity as prior knowledge is
beneficial for relation extraction.

Kernels over syntactic structures

Kernels defined over unpreprocessed text data seem attractive because
they can work for any language and only few steps have to be taken
before applying the kernel method. However, as general as they are, they
can lose at precision when compared to the methods using analyzed
text input. Re-ranking parsing trees [32] was one of the first applica-
tions of kernel methods to NLP problems. To accomplish this goal, the
authors rely on the subtrees that a pair of trees has in common. Later
on, Moschitti [131] explored convolution kernels on dependency and
constituency structures to do semantic role labeling and question clas-
sification. This work introduces a novel kernel which is called a partial



6.2 kernel methods on strings: an overview 99

tree kernel (PT). It is essentially built on two kernels proposed before,
subtree kernel (ST) that contains all descendant nodes from a target root
(including leaves) and subset tree (SST) that is more flexible and allows
internal subtrees which do not necessarily encompass leaves. A partial
tree is a generalization of a subset tree whereby partial structures of a
grammar are allowed (i.e., parts of the production rules such as [VP [V]]
form a valid PT). Moschitti [131] demonstrated that PTs obtain better
performance on dependency structures than SSTs but the latter attain
better results on constituent trees.

Kernel on shallow parsing output

Zelenko et al. [208] use shallow parsing and designed kernels to extract
relations from text. In contrast to full parsing, shallow parsing produces
partial interpretations of sentences. Each node in such a tree is enriched
with information on roles (that correspond to the arguments of a rela-
tionship). Similarity of two trees is determined by the similarity of their
nodes. Depending on how similarity is computed, Zelenko et al. [208] de-
fines two types of kernels, contiguous subtree kernels and sparse kernels.
Both types were tested on two types of relations, ‘person-affiliation’ and
‘organization-location’ exhibiting good performance. In particular, sparse
kernels outperform contiguous subtree kernels leading to the conclusion
that partial matching is important when dealing with typically sparse
natural language data.

Shortest path kernel

The shortest path kernel by Bunescu and Mooney [17] represents yet
another approach for relation extraction that is kernel-based and relies on
information found in dependency trees. A main assumption here is that
the entire dependency structure is redundant and one can focus on the
path that is connecting two relation arguments instead. The more similar
these paths are, the more likely two relation mentions belong to the same
category. In spirit with their previous work, Bunescu and Mooney [17]
seek generalizations over existing paths by adding such information as
parts of speech or named entity types.

The shortest path between relation arguments is extracted and a kernel
between two sequences (paths) x = {x1, . . . , xn} and x ′ = {x ′1, . . . , x ′m} is
computed as follows:

kB(x, x ′) =

{
0 m 6= n∏n

i=1 f(xi, x ′i) m = n
(6.2)

In Eq. 6.2, f(xi, x ′i) is the number of common features shared by xi and
x ′i. Bunescu and Mooney [17] use several features such as word (e.g.,
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protesters), part of speech tag (e.g., NNS), generalized part of speech tag
(e.g., Noun), and entity type (e.g., PERSON) if applicable. In addition, a
direction feature (→ or←) is employed. Here we replicate an example
from their paper.

Example 3. Given two dependency paths that exemplify the relation Located

such as ‘his→actions←in←Brcko’ and ‘his→arrival←in←Beijing’, both paths
are expanded by additional features as those mentioned above. It is easy to see
that comparing path 6.3 to path 6.4 gives us a score of 18 (3×1×1×1×2×1×3
= 18).

 his

PRP

PERSON

× [→]×

 actions

NNS

Noun

× [←]×

[
in

IN

]
× [←]×


Brcko

NNP

Noun

LOCATION

 (6.3)

 his

PRP

PERSON

× [→]×

 arrival

NN

Noun

× [←]×

[
in

IN

]
× [←]×


Beijing

NNP

Noun

LOCATION

 (6.4)

Let us look at the kernels that were discussed above in the light
of data representation. Even though all of them work on sequences,
the way in which subsequences are found varies from one method to
another. In some cases the comparison of two sequences relies on an
existing dictionary, whereas in other cases all possible subsequences are
considered. Dictionary-based indexing may sound attractive because it
does not allow the feature space to explode and it does supply meaningful
sequences. However, it may also be too limited as there is no guarantee
that it has a large coverage.

Two mainstreams in dictionary-based indexing differ in defining a
dictionary. For motif kernels introduced by Logan et al. [113], an existing
library of motifs is used and the input data is consequently matched
against it by considering some similarity measure. In the work of Liao and
Noble [106] the entire training set becomes a dictionary and is matched
against itself using again some similarity measure. This procedure gave
a natural name for a kernel - a pairwise kernel. The comparison ma-
trices created in this way are usually not valid. To ensure validity, the
final kernel can be defined by taking the product of the matrix and its
transpose.

All kernels that we reviewed in this section deal with sequences or
trees albeit in different ways. The empirical findings suggest that kernels
that allow fuzzy matching usually perform better when compared to
methods where similarity is defined on an exact match. To alleviate
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the problem of exact matching, some researchers suggested a solution
by generalizing over elements in existing structures [17] while others
opted for a flexible comparison. In our view, these types of methods
can complement each other [165]. As flexible as the fuzzy matching
methods are, they may suffer from low precision when the penalization
of the mismatch is low. The same holds for approaches that exploit
generalization strategies because they may easily overgeneralize. A
possible solution would be to combine both, provided that mismatches
are penalized well and generalizations are semantically plausible rather
than based on part of speech categories.

6.3 a local aligment kernel

Research on relation extraction in the past years was mainly based on
either using sentential information and neglecting syntax or exploring
various full/partial syntactic structures. Both approaches can be benefi-
cial. On the one hand, if parsing fails or produces the incorrect parses it
affects recall. On the other hand, plain sentential information is always
available but neglecting structure decreases precision. One can note from
our short overview of the kernels designed for NLP above that many
researchers admit difficulties with using entire structures and propose
sparse variants such as subsequence kernels [16], partial tree kernel [131],
or sparse kernel [208] for relation extraction. In this chapter we focus on
dependency paths as input and formulate the following requirements to
a method:

• it should allow fuzzy matching so that the dependency paths can
be compared even if they (i) are of different length, (ii) do not match
exactly

• it should be possible to incorporate prior knowledge in the learning
process

By prior knowledge we mean information that comes either from larger
corpora or from existing resources such as ontologies. For instance, it may
be beneficial to know that ‘development’ is synonymous to ‘evolution’ or
that ‘Cfb3’ is a protein. Such information may be especially useful if no
exact matches are found in the training set.

In the following subsection we will define a local alignment kernel
and show how to construct it in a way that it meets the above-mentioned
requirements.

6.3.1 Smith-Waterman distance and local alignments

Now that we described the major developments in kernel methods for
strings, we proceed to introducing a local alignment (LA) kernel. We
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have already shown that many current approaches to relation extraction
employ the idea of combining kernels together which leads to a convolu-
tion kernel [66]. Local alignment (LA) kernels also belong to the family
of convolution kernels but have not yet been applied to NLP problems.

Although the approaches listed above proved to be accurate, they only
use kernels which are designed by computing inner products between
vectors of sequences. Intuitively, methods using more elaborate measures
of similarity could provide better results but kernels defined on such
measures are not necessarily positive semi-definite. Recent work in the
biomedical field shows that it is possible to design valid kernels based
on a similarity measure by solving the diagonal dominance problem
to ensure semi-definiteness [162]. This to illustrate, Saigo et al. [161]
consider the Smith-Waterman (SW) similarity measure [177] which has
often been used to compare two sequences of amino acids. The original
Smith-Waterman score is calculated to achieve the best local alignment
allowing gaps.String distance

measures The Smith-Waterman measure belongs to the string distance measures.
They can be divided into term-based, edit-distance and HMM based
metrics [30]. Term-based distances such as metrics based on TF-IDF
score, consider a pair of word sequences as two sets of words neglecting
their order. In contrast, edit string distances treat entire sequences and,
by comparing them, calculate the minimal number of the transformation
operations converting a sequence x into a sequence x ′. Examples of
string edit distances are Levenshtein, Needleman-Wunsch and Smith-
Waterman measures. The Levenshtein distance has been used in the
natural language processing field as a component in a variety of tasks,
including semantic role labeling [164], construction of paraphrase corpora
[42], evaluation of machine translation output [104], and others. The
Smith-Waterman distance is mostly used in the biological domain, there
are, however, some applications of a modified Smith-Waterman distance
to text data as well [128, 30]. HMM based measures present probabilistic
extensions of edit distances.

According to the definition of a LA kernel, two strings (sequences)
are considered similar if they have many local alignments with high
scores [162]. Given two sequences x = x1x2 . . . xn and x ′ = x ′1x ′2 . . . x ′m
of length n and m respectively, the Smith-Waterman distance is defined
as the local alignment score of their best alignment:

SW(x, x ′) = max
π∈A(x,x ′)

s(x, x ′, π) (6.5)

In the equation above, s(x, x ′, π) is a score of a local alignment π of
sequence x and x ′ and A denotes the set of all possible alignments. This
definition can be rewritten by means of dynamic programming as follows:
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SW(i, j) = max


0

SW(i − 1, j − 1) + d(xi, x ′j )

SW(i − 1, j) − G

SW(i, j − 1) − G

(6.6)

In Equation 6.3.1, d(xi, x ′j) denotes a substitution score between two
elements xi and x ′j and G stands for a gap penalty.

Example 4. Given two words ‘Tbilisi’ and ‘Tiflis’ and the following settings:
a gap G = 1, substitution score d(x, x) = 2, d(x, x ′) = −1(x 6= x ′), the
Smith-Waterman score between them can be calculated as follows:

T B I L I S I

0 0 0 0 0 0 0 0

T 0 2 1 0 0 0 0 0

I 0 1 1 3 2 1 0 1

F 0 0 0 2 2 1 0 0

L 0 0 0 1 4 3 2 1

I 0 0 0 1 3 6 5 4

S 0 0 0 0 2 5 8 7

First, the first row and the first column in the matrix are initialized to 0 [177].
Then, the matrix is filled in by computing the largest value for each cell as defined
in Eq. 6.3.1. The score of the best alignment is equal to the largest element in
the matrix (8). Note that it is possible to trace back which steps were taken to
arrive at it (the cells in boldface). The local alignment that was obtained is the
following:

T - I F L I S

T B I - L I S

Unfortunately, the direct application of the Smith-Waterman score will
not result in a valid kernel. A valid kernel based on the Smith-Waterman
distance can be defined by summing up the contribution of all possible
alignments as follows [161]:

kL =
∑

π∈A(x,x ′)

eβ·s(x,x ′,π) (6.7)

where β is the scaling parameter, β > 0. It can be shown that in the
limit a LA kernel approaches the Smith-Waterman score:

lim
β→∞ ln

( 1

β
kL(x, x ′)

)
= SW(x, x ′) (6.8)
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Furthermore, to construct the LA kernel, it is necessary to take into
account not only local alignment itself but also the substrings that are
located before and after it. Except for this kernel, two other kernels have
to be defined, one that reflects an alignment and one that allows gapping.
In other words, the LA kernel is a composition of several kernels which
is in the spirit of convolution kernels.

Firstly, since the substrings before and after alignment do not influence
the alignment score, this kernel is set to a constant: k0(x, x ′) = 1.

Secondly, similarity of aligned letters (e.g., alignment of T ’s in Exam-
ple 4) is defined in the following kernel:

ka(x, x ′) =

{
0 if |x| 6= 1 or |x ′| 6= 1

eβ·d(x,x ′) otherwise
(6.9)

If the sequences’ elements are not equal, this kernel would result in 0.
The third kernel, which uses the idea of gapping is defined similarly

to (6.9) whereby the scaling parameter β is preserved but the gap penal-
ties are used instead of a similarity function between two letters:

kg(x, x ′) = eβ(g(|x|)+g(|x ′|)) (6.10)

Here, g stands for the gap function. Naturally, for a gap of length 0 this
function returns zero. For gaps of length n it is reasonable to define a gap
in terms of a gap opening o and a gap extension e, g(n) = o + e ∗ (n − 1).

All these kernels can be combined as follows:

k(r)(x, x ′) = k0 ∗ (ka ∗ kg)(r−1) ∗ ka ∗ k0 (6.11)

In Eq. 6.11, k(r)(x, x ′) quantifies an alignment of x and x ′ given that r

elements were aligned with possibly r − 1 gaps. Finally, the LA kernel is
equal to the sum taken over all possible alignments:

kL =

∞∑
i=0

k(i) (6.12)

The results in the biological domain suggest that kernels based on the
Smith-Waterman distance are more relevant for the comparison of amino
acids than string kernels. It is not clear whether this holds when applied
to natural language processing tasks. In our view, it depends on the
parameters which are used, such as a substitution matrix and the penalty
gaps. It has been shown by Saigo et al. [162] that given a substitution
matrix which is equal to the identity matrix, and no penalty gap, the
Smith-Waterman score is a string kernel.
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6.3.2 Designing a local alignment kernel for NLP tasks

In order to use the Smith-Waterman distance for our purposes, it is
necessary to define a substitution matrix. Unlike a matrix in the original
Smith-Waterman measure defined by the similarity of amino acids or a
substitution matrix in Monge and Elkan [128] based on the exact and
approximate match of two characters (for instance, m and n as we did
for Example 4), we introduce a matrix based on distributional similarity
measures. In our view, they are the most natural measures for the text
data. In other words, if we are to compare any two words given two
sequences of words (as in Example 3), the elements sharing the same
contexts should be more similar to each other than those that do not.
In the context of the LA kernel, such metrics can be especially useful.
Consider, for instance, the labeled sequences of words which are used
as input for a machine learning method. To compare the sequences, we
have to be able to compare their elements, i.e. words. Now, if there are
some words in the test data that do not occur in the training set, it is still
possible to carry out a comparison if additional evidence is present. Such
evidence can be provided by the distributional similarity metrics. Distributional

similarity measuresThere are a number of measures proposed over the years, including
such metrics as Cosine, Dice coefficient, and Jaccard distance. Dis-
tributional similarity measures have been extensively studied in Lee
[100], Weeds et al. [200].

We have chosen the following metrics: Dice, Cosine and L2(Euclidean)

whose definitions are given in Table 17. Here, xi and yj denote two words
and c stands for a context. Similarly to Lee [100], we use unsmoothed
relative frequencies to derive probability estimates P. In the definition
of the Dice coefficient, F(xi) stands for a set of contexts such that they
co-occur with xi, F(xi) = {c : P(c|xi) > 0}. We are mainly interested in
symmetric measures (d(xi, yj) = d(yj, xi)) because a symmetric positive
semi-definite matrix is required by kernel methods. Consequently, mea-
sures such as the skew divergence were excluded from consideration
[100]. The Euclidean measure as defined in Table 17 does not necessarily
vary from 0 to 1. It was therefore normalized by dividing the L2 score in
Table 17 by the maximum score and substracting it from 1.

Distributional similarity measures are very suitable if no other infor-
mation is available. In the case that data is annotated by means of some
taxonomy T , it is possible to consider measures defined over T . Resnik
[150], Budanitsky and Hirst [14] and others emphasized the difference
between semantic relatedness and semantic similarity. The former is
thought to be a more general notion which encompasses the latter. For
instance, if we consider two synonymous words such as computer and
data processor, we would conclude that they are similar, while when
we are given the pair of words computer and platform, we would tend
to describe them as related. Availability of hand-crafted resources such
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as WordNet that comprise various relationships enables to make such
distinctions in a subtle way. Distributional similarity measures provide
words that are most likely related but that again depends on the input. If
only contextual information is employed, the end result will be a coarse
approximation, i.e. relatedness. By considering very limited patterns
like ‘subject-verb-object’, one might obtain results that would approach
‘similarity’.

Measure Formula

Cosine d(xi, yj) =
∑

c P(c|xi)·P(c|yj)√∑
c P(c|xi)2

∑
c P(c|yj)2

Dice d(xi, yj) =
2·F(xi)∩F(yj)
F(xi)∪F(yj)

L2 d(xi, yj) =
√∑

c(P(c|xi) − P(c|yj))2

Table 17: A list of distributional similarity measures

Recall that in WordNet, words are grouped together in synsets where a
synset “consists of a list of synonymous words or collocations (eg. “foun-
tain pen”, “take in”), and pointers that describe the relations between
this synset and other synsets” [44]. To compare two concepts given theirWordNet relatedness

measures synsets c1 and c2 we use five different measures that have been proposed
in the past years. Most of them rely on the notions of the length of the
shortest path between two concepts c1 and c2 ln(c1, c2), the depth of
a node in the WordNet hierarchy (which is equal to the length of the
path from the root to the given synset ci) dep(ci), and a local common
subsumer (or lowest super-ordinate) between c1 and c2 lcs(c1, c2), which
in turn is a synset. To the measures that are exclusively based on these
notions belong conceptual similarity proposed by Palmer and Wu [145]
(Eq. 6.13) and the formula of the scaled semantic similarity introduced
by Leacock and Chodorow [98] (Eq. 6.14). 2 The major difference between
them lies in the fact that simlch does not consider the least common
subsumer of c1 and c2 but uses the maximum depth of the WordNet
hierarchy instead. Conceptual similarity ignores this and focuses on the
subhierarchy that includes both synsets.

simwup(c1, c2) =
2 ∗ dep(lcs(c1, c2))

ln(c1, lcs(c1, c2)) + ln(c2, lcs(c1, c2)) + 2 ∗ dep(lcs(c1, c2))

(6.13)

2 In all equations of similarity measures defined over WordNet, subscripts refer to the
similarity measure itself (e.g., lch, wup in simlch and in simwup, respectively)
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simlch(c1, c2) = − log
ln(c1, c2)

2 ∗maxc∈WordNet dep(c)
(6.14)

Aiming at combining information from several sources, Resnik [150]
introduced yet another measure that is grounded on the idea of informa-
tion content (Eq. 6.15). Intuitively, if two synsets c1 and c2 are located
deeper in the hierarchy and the path from one synset to another is short,
they should be similar. If the path between two synsets is long and
their least common subsumer is placed relatively close to the root, this
indicates that two synsets c1 and c2 do not have much in common. To
quantify this intuition, it is necessary to derive a probability estimate
for lcs(c1, c2) which can be done by employing existing corpora. More
precisely, p(lcs(c1, c2)) stands for the probability of encountering an
instance of a concept lcs(c1, c2).

simres(c1, c2) = − log p(lcs(c1, c2)) (6.15)

One of the biggest shortcomings of the Resnik’s method is the fact that
only the local common subsumer appears in Eq. 6.15. One can easily
imagine a full-blown hierarchy where the relatedness of the concepts
subsumed by the same lcs(ci, cj) can heavily vary. In other words, by
using lcs only, one is not able to make subtle distinctions between two
pairs of concepts that share the least common subsumer. To overcome
this, Jiang and Conrath [77] proposed a solution that takes into account
information about a parent-concept of ci. By comparing Eq. 6.16 against
Eq. 6.15, we will notice that now the equation incorporates not only the
probability of encountering lcs(c1, c2) but also the probability estimates
for c1 and c2.

simjcn(c1, c2) = 2 log p(lcs(c1, c2)) − (log p(c1) + log p(c2)) (6.16)

Lin [107] defined the similarity between two concepts by considering
how much commonality and differences between them are involved.
Similarly to the two previous approaches, he uses information theoretic
notions and derives the similarity measure given in Eq. 6.17.

simlin(c1, c2) =
2 ∗ log p(lcs(c1, c2))

log p(c1) + log p(c2)
(6.17)

In the past, semantic relatedness measures were evaluated on different
NLP tasks and it can be concluded that no measure performs the best
for all problems. In our evaluation, we use semantic relatedness for the
validation of generic relations and study in depth how they contribute to
the final results.



108 prior knowledge for relation extraction

Example 5. Let us reconsider Example 3. Here, we have to compute the LA score
given two dependency paths ‘his→actions←in←Brcko’ and ‘his→arrival←in←
Beijing’. In order to do this, we have to set the values of gaps (for instance,
the opening gap to 2 and the extension gap to 0) and the scaling parameter
β. Furthermore, it is necessary to define the similarity matrix for all pos-
sible pairs of words that are found in the input (i.e., d(’Brcko’,‘Bejing’)=1,
d(‘Brcko’,’his’)=0.01 and others). Similarity values for any word pair are cal-
culated using the aforementioned measures. The more accurate the results of
word similarity estimation are, the more accurate the sequence comparison will
be. The LA value is calculated using Eq. 6.9- 6.12.

6.4 evaluation of the la kernel on relation extraction

To evaluate the performance of the LA kernel, we consider two types of
data, domain-specific data, which comes from the biomedical domain
and generic or domain-independent data which represents a variety
of well-known and widely used relationships such as meronymy and
causation.

Many approaches to relation extraction consider syntactic information.
In this chapter we focus on dependency parsing. The experiments in
the past have already shown syntactic analysis to be useful for relation
learning. Like other work, we extract a dependency path between two
nodes corresponding to the arguments of a binary relation. We also
assume that each analysis results in a tree and since it is an acyclic
graph, there exists only one path between each pair of nodes. We do not
consider, however, other structures that might be derived from the full
syntactic analysis as in, for example, subtree kernels [131].

6.4.1 Experimental set-up

Data We use three corpora that come from the biomedical field and
contain annotations of either interacting proteins BC-PPI (1000 sentences),
AImed or the interactions among proteins and genes LLL (77 sentences
in the training set and 87 in the test set) [136]. The BC-PPI corpus
was created by sampling sentences from the BioCreAtive challenge, the
AImed corpus was sampled from the Medline collection. The LLL corpus
was composed by querying Medline with the term Bacillus subtilis. The
difference among all three corpora lies in the directionality of interactions.
As Table 51 in Appendix of this thesis shows, relations in the AImed

corpus are strictly symmetric, in the LLL they are asymmetric and BC-PPI

contains both types. We analyzed the BC corpus with the Stanford parser.
The LLL corpus has already been preprocessed by the Link parser and its
output was checked by experts. To enable comparison with the previous
work, we used the AImed corpus parsed by the Stanford parser and by



6.4 evaluation of the la kernel on relation extraction 109

the Enju parser (which exactly correspond to the input employed in
the experiments by Erkan et al. [43], Sætre et al. [160]). Contrary to
the Stanford parser, Enju is based on a Head-driven Phrase Structure
Grammar (HPSG) . The output of the Enju parser can be presented in
two ways, either as predicate argument structure or as a phrase structure
tree. In addition, Enju was trained on the GENIA corpus and includes a
model for parsing biomedical texts.

(6.18) Cbf3 contains three proteins, Cbf3a, Cbf3b and Cbf3c.

contains

Cbf3

nsubj

proteins

three

num

Cbf3a

conj_and

Cbf3b

conj_and

Cbf3b

conj_and

dobj

Cfb3
nsubj→ contains

dobj← proteins
conj_and←

Cbf3a

Cfb3
nsubj→ contains

dobj← proteins
conj_and←

Cbf3b

Cfb3
nsubj→ contains

dobj← proteins
conj_and← Cbf3c

Figure 14: Stanford parser’s output and representation for Example ( 6.18)

Fig. 14 exemplifies a dependency tree obtained by the Stanford parser
for the sentence in (6.18). This sentence mentions three interactions
among proteins, more precisely, between ‘Cbf3’ and ‘Cbf3a’, ‘Cbf3’ and
‘Cbf3b’, and ‘Cbf3’ and ‘Cbf3c’. All three dependency paths contain
words (lemmata) and syntactic functions (such as subj for a subject) plus
the direction of traversing a tree. Fig. 15 presents the output for the
same sentence provided by the Enju parser. The upper part refers to
the phrase structure tree and the lower part shows the paths extracted
from the predicate argument structure. The two parsers clearly differ
in their output. Firstly, the Stanford parser conveniently provides the
same paths for all three interaction pairs while the Enju analyzer does
not. Secondly, the output of the Stanford parser excludes prepositions
or conjunctions that are attached to the syntactic functions whereas
the Enju analyzer lists them in the parsing results. Such differences
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lead to different input sequences that are later fed into the LA kernel.
Consequently, the variations in input may translate into differences in
the final performance.

Cfb3
ARG1/verb← contain

ARG2/verb→ protein
ARG1/app← ,

ARG2/app→ Cbf3a

Cfb3
ARG1/verb← contain

ARG2/verb→ protein
ARG1/app← ,

ARG2/app→ Cbf3a
ARG1/coord← ,

ARG2/coord→ Cbf3b

Cfb3
ARG1/verb← contain

ARG2/verb→ protein
ARG1/app← ,

ARG2/app→ Cbf3a
ARG1/coord← and

ARG2/coord→ Cbf3c

Figure 15: Enju’s output and representation for Example ( 6.18)

There is a clear difference between domain-dependent and generic
relationships which, in the first place, can be seen in the vocabulary.
The arguments of generic relations are often annotated using external
resources such as WordNet which makes it possible to use semantic re-
latedness measures defined over them. An example of such an approach
is the data used for the SemEval Task-4 challenge. The organizers of this
contest annotated seven generic relationships, namely Cause - Effect

(C-E), Instrument - Agency (I-A), Product - Producer (P-P), Origin -

Entity (O-E), Theme - Tool (T-T), Part - Whole (P-W) and Content -

Container (C-C). A detailed definition of all relation types is provided
in Chapter 7 of this thesis where we discuss semantic types of relation
arguments. Training sets for all relations contain 140 sentences while the
test sets are smaller and have on average 75 sentences each. Similarly
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to the biomedical samples, we used the Stanford parser to analyze the
SemEval data. Substitution matrix

To estimate distributional similarity, we use the TREC 2006 Genomics

collection [70] which contains 162,259 documents from 49 journals. All
documents have been preprocessed by removing HTML-tags, citations
in the text and reference sections and stemmed by the Porter stem-
mer [194]. Furthermore, the query-likelihood approach with Dirichlet
smoothing [27] is used to retrieve document passages given a query.
All words occurring in the set of input sequences are fed as queries.
Immediate context surrounding each pair of words is used as features
to calculate distributional similarity of these words. We set the context
window to ±2 (2 tokens to the right and 2 tokens to the left of a word in
focus) and do not perform any kind of further preprocessing such as PoS
tagging.

Recall that in Section 6.3.2 we defined a substitution matrix solely based
on the words of a sentence. However, the representation we employ here
also contains information on syntactic functions and directions (Fig. 1).
To take this into account, we revise the definition of d(·, ·). We assume
sequences x = x1x2 . . . xn and y = y1y2 . . . ym to contain words (xi ∈W

where W refers to a set of words) and syntactic functions accompanied
by direction (xi /∈W). Then,

d ′(xi, yj) =



d(xi, yj) xi, yj ∈W

1 xi, yj /∈W & xi = yj

0 xi, yj /∈W & xi 6= yj

0 xi ∈W & yj /∈W

0 xi /∈W & yj ∈W

(6.19)

To test how well local alignment kernels perform compared to the
kernels proposed in the past, we implemented the method described
in Bunescu and Mooney [17] as a baseline. This method seems to be Baseline

the most natural choice because it operates on the same data structures
(dependency paths). Similarly to Bunescu’s work, in our experiments
we use lemma, part of speech tag and direction but we do not consider
entity type or negative polarity of items.

The kernels we compute are used together with the support vector
tool LibSVM [26] to detect hyperplanes separating positive examples
from negative ones. Before plugging all kernel matrices for 10-fold
cross-validation into LibSVM, they are normalized as in Eq. 6.20.

k(x
′
, y

′
) =

k(x, y)√
k(x, x)k(y, y)

+ 1 (6.20)
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To handle imbalanced data sets (most notably AImed and BC-PPI), the
examples are weighted using inverse-class probability (i.e. all training
examples of class A are weighted 1/prob(A) where prob(A) is the fraction
of training examples with class A. All significance tests were done by
using two-tailed paired t-test with confidence level 95% (α = 0.05).

In addition, in all experiments we tuned the penalty parameter C

(Eq. 3.11). To compute LA matrices we use the distributed ASCI super-
computer 3 (DAS-3) 3 which allows us to speed up the process of sequence
comparison. In particular, because of symmetricity of the resulting ma-
trices for n sequences we need to carry out n(n − 1)/2 comparisons to
build a matrix. Computations are done in parallel by reserving a number
of nodes of DAS-3 and concatenating the outputs later on.

6.4.2 Experiment I: Domain-dependent relations

Distributional similarity measures have been used for various tasks in the
past. For instance, Lee [100] employs them to detect similar nouns based
on verb-object co-occurrence pairs. The results suggest the Jaccard ′s

coefficient to be one of the best performing measures followed by some
others including Cosine. Euclidean distance fell into the group with
the largest error rates. It is of considerable interest to test whether these
metrics have an impact on the performance of a LA kernel. We do not
employ Jaccard ′s measure but the Dice coefficient is monotonic in it.

While computing distributional similarity, it may happen that a given
word x does not occur in the corpus. To handle such cases, we always
set d(xi, xi) = 1. To estimate distributional similarity, the number of hits
returned by querying the TREC collection is set to 500. Gaps are defined
through the gaps opening and extension costs. In our experiments, the
gap opening cost is set to 1.2, the extension cost to 0.2 and the scaling
parameter β to 1.LLL and BC-PPI

data sets The 10-fold cross-validation results on the BC-PPI corpus are presented
in Table 18 and on the LLL training data set in Table 19. The LA kernel
based on the distributional similarity measures performs significantly
better than the baseline. In contrast to the baseline, it is able to handle
sequences of different lengths including gaps. According to Eq. 6.2,
a comparison of any two sequences of different lengths results in the
0-score. Nevertheless it still yields high recall while precision is much
lower. Interestingly, the results of the shortest path approach on the ACE
corpus [17] were reversed by boosting precision while decreasing recall.

At first glance, the LA kernel based on the distributional similarity
measures that we selected provides similar performance. We can notice
that the L2 metric seems to be the best performing measure. On the
BC-PPI data, the method based on the L2 measure outperforms the

3 http://www.cs.vu.nl/das3

http://www.cs.vu.nl/das3
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methods based on Dice (p6.07) and on Cosine but the differences in the
latter case are not significant. No statistically significant differences were
observed between the method based on Dice and Cosine.

Method Precision Recall F1

LAK-Dice 75.56 79.72 77.56

LAK-Cosine 76.4 80.66 78.13

LAK-L2 77.56 79.31 78.42

Baseline 22.8 71.25 34.55

Table 18: Performance on the BC-PPI data set (LA kernel)

On the LLL data set, the LA method using distributional similarity mea-
sures significantly outperforms the baseline and also yields better results
than an approach based on shallow linguistic information [56]. Recent
work reported in Fundel et al. [49] also uses dependency information but
in contrast to our method, it serves as representation on which extraction
rules are defined.

The choice of the distributional measure does not seem to affect the
overall performance very much. But in contrast to the BC-PPI data set, the
kernels which use Dice and Cosine measures significantly outperform
the one based on L2 (at p6.0001 and p6.4×10−5, respectively).

Method Precision Recall F1

LAK-Dice 74.25 87.94 80.51

LAK-Cosine 73.99 88.23 80.48

LAK-L2 69.28 87.6 77.37

Fundel et al. [49] 68 83 75

Giuliano et al. [56] 62.10 61.30 61.70

Baseline 39.02 100.00 56.13

Table 19: Performance on the LLL training data set (LA kernel)

We also verified how well our method performs on the LLL test data.
Surprisingly, precision is still high (for both subsets, with co-references
and without them) while recall suffers. We hypothesize that this might
be due to the fact that for some sentences only incomplete parses are
provided and, consequently, no dependency paths between the entities
are found. For 91 out of 567 possible interaction pairs generated on
the test data, there is no dependency path extracted. In contrast, work
reported in Giuliano et al. [56] does not make use of syntactic information
which on the data without coreferences yields higher recall.

On the other hand, lower recall can also be caused by using actual
names of proteins and genes as arguments. In the work reported before,
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the named entities are often replaced by their types (e.g., PROTEIN
or GENE) and these are used as input for the learning algorithm. We
conducted additional experiments by using named entity types in the
dependency paths which led to a great improvement in terms of precision
and F1 (Table 20, withARG, w/oARG and allARG). Our method clearly
outperforms the shallow linguistic kernel but also gives better results
than the best-performing system in the LLL competition (Sbest).

coreferences Precision Recall F1

with (LAK-Dice) 60.0 31.0 40.9

w/o (LAK-Dice) 71.0 50.0 58.6

withARG (LAK-Dice) 57.6 51.7 54.5

w/oARG (LAK-Dice) 68.1 55.5 61.2

allARG (LAK-Dice) 73.7 54.2 62.5

with (Giuliano et al. [56]) 29.0 31.0 30.0

w/o (Giuliano et al. [56]) 54.8 62.9 58.6

all (Giuliano et al. [56]) 56.0 61.4 58.6

Sbest (all) 60.9 46.2 52.6

Table 20: Results on the LLL test data set (LA kernel)

AImed data set
Yet another data set that we considered was AImed. We conducted

experiments by setting the distributional measure to Dice and referred to
as AImed-Dice in Table 21 (using input obtained by the Stanford parser in
the upper part of the table, and the one provided by Enju in the lower part
of the table). Erkan et al. [43] have also used a number of distributional
measures in conjunction with either SVM or TSVM. The latter stands
for the transductive SVM which is an extension of SVM. In particular,
TSVM makes use of labeled and unlabeled data by, first, classifying the
unlabeled examples and, second, searching for the maximum margin that
separates positive and negative instances from both sets. Table 21 shows
the best performance that was obtained by Erkan et al. [43]. Similarly
to our approach, Erkan et al. [43] also employed two distance measures
(Cosine similarity and Edit distance) but these were used to compare
dependency paths without considering additional data sources. Among
models based on SVM, the one with Cosine distance, SVM-Cos provided
the best results. In the TSVM setting, the one with the Edit measure
performed the best. We can observe that AImed-Dice slightly outperforms
both but most notably it boosts precision.

In their work, Sætre et al. [160] explore several parsers and combina-
tions of features. The features included paths from two parsers, Enju and
Kenji, and word features. In general, this method also exploits SVM but
in this case it focuses on tree kernels (discussed in Section 6.2.3). To make
a fair comparison, we conducted experiments on the paths obtained by
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deep syntactic analysis (Enju parser) and compared our scores against
Sætre et al. [160]’s results. In contrast to the previous experiments, we
obtain higher recall but lower precision. Overall, the LA kernel attains
better performance than the one reported by Sætre et al. [160]. However,
when different sets of features are combined (parses from Enju and Kenji
plus word features - ‘K+Enju+W’ in Table 21), overall performance can
be improved.

Method Precision Recall F1

AImed-Dice 69.09 54.63 61.02

SVM-Cos [43] 61.99 54.99 58.09

TSVM-Edit [43] 59.59 60.68 59.96

AImed-Dice 71.16 46.71 56.4

Enju [160] 76.0 39.7 52.0

K+Enju+W [160] 78.1 62.7 69.5

Table 21: Performance on the AImed data set (LA kernel)

Bunescu [15] reports the evaluation results on the AImed corpus in the
form of a precision-recall curve. If we consider the highest precision
that was obtained in our experiments (69.09 or 71.16, depending on the
input), this roughly corresponds to a recall of 35% in his plot. In sum, the
shortest path approach never approaches performance of the LA kernel
(or by other methods we discussed here) on any of the biomedical data
sets that were studied here.

Impact of distributional measures estimation

We believe that accuracy of LA kernel crucially depends on the substitu-
tion matrix, i.e. an accurate estimate of distributional similarity. In most
cases, to obtain accurate estimates it is necessary to use a large corpus.
However, it is unclear whether differences in the estimates derived from
corpora of different sizes would affect the overall performance of the LA
kernel. To investigate this, we conducted several experiments by varying
the number of retrieved passages.

Table 22 contains the most similar words to adhere, expression and
sigF detected by the Dice measure in descending order (by varying the
number of passages retrieved per query). While the order of the most
similar words for sigF does not change very much from one setting to
another, estimates for adhere and expression depend more on the number
of passages retrieved. Moreover, not only the actual ordering changes,
but also the number of similar words does. For instance, while there
are only four words similar to adhere found when 100 passages per each
query are used, already 12 similar words to adhere are detected when the
count of extracted documents is set to 1,000 passages per query.
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Note that the most similar words to sigF are all named entities. Even
though sigF does not occur in the training data, we can still hypothesize
that it is likely to be a target of the relation because it is found to be similar
to sigE, cotC and tagA. These three genes can be found in the training set
and they are usually targets (second argument) of the interaction relation.
This leads us to the conclusion that it is very likely for sigF to be (i) a
gene, (ii) a target.

adhere expression sigF

Dice@100 contribute, belong, processing, overlap, cotC, tagA,

bind, map production, localization, rocG, tagF,

sequestration whiG

Dice@500 contribute, belong, end, localization, sigE, comK,

bind, occur, presence, processing, cotC, sigG,

result absence tagA

Dice@1,000 contribute, bind, presence, assembly, sigE, comK,

convert, occur, localization, processing, cotC, sigG,

belong activation tagA

Dice@1,500 bind, contribute, localization, assembly, sigE, comK,

convert, correspond, presence, activation, cotC, sigG,

belong processing tagA

Table 22: Top 5 similar words for ‘adhere’, ‘expression’, and ‘sigF’ (LLL data set)

Table 23 shows results on the LLL data set with varying amounts of
data used for estimating the distributional similarity (dice measure). We
observe a decrease in precision and in recall when increasing the number
of hits to 1,500 (Dice@1,500 is significantly different from Dice@1,000 at
p6.0002 and from Dice@500 at p6.1×10−4). Changing the number of
hits from 500 to 1,000 results in a subtle increase in recall.

The results on the BC-PPI data set show a similar tendency. The LA
with Dice@100 is significantly different from Dice@1, 000 (at p6 .03) and
from Dice@500 (at p6.02).The subtle changes in recall and precision can
be attributed to the relatively low absolute values of the similarity scores.
For instance, even though the order of similar words in Table 22 changes
while increasing the data used for estimation, the difference between the
absolute values can be quite small. It is however somewhat surprising
that increasing the number of hits to 1,500 for the LLL corpus degrades
the overall performance.

Contribution of syntactic features

In most work on relation extraction where syntactic paths are used,
the paths always consist of words or lemmata and syntactic functions
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Size Precision Recall F1

Dice@500 74.25 87.94 80.51

Dice@1,000 74.38 88.02 80.62

Dice@1,500 69.87 86.85 77.43

Table 23: Performance on the LLL data set by varying estimation settings

Size Precision Recall F1

Dice@100 75.56 79.72 77.58

Dice@500 76.72 81.01 78.80

Dice@1,000 76.56 80.78 78.61

Table 24: Performance on the BC-PPI data set by varying estimation settings

(dependencies) that relate them to each other. Usually, it is unclear
whether dependencies and direction of traversal contribute to the overall
performance. Table 25 below shows some results on the biomedical
corpora provided the syntactic functions and the direction are removed.
As can be seen, performance degrades and at closer look we can conclude
that the absence of dependencies influences recall and precision to the
same extent. Direction is undoubtedly very important for the asymmetric
relations but together with syntactic functions it plays a significant role
for a wider range of relationships.

Size Precision Recall F1

Dice@100 39.60 46.05 42.58

Cosine@100 42.8 47.35 44.96

L2@100 41.60 40.15 40.86

Table 25: Performance on the BC-PPI paths with removed dependencies and
direction

Additional experiments on the data set by varying distributional simi-
larity estimation settings exhibit the same tendency. Removing syntactic
functions and direction is always harmful and leads to worse perfor-
mance.

LA kernel parameters: do they matter?

Saigo et al. [161] have already shown that the parameter β has a signifi-
cant impact on accuracy. We have also carried out additional experiments
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by varying gap values and the value of β. Results are visualized in Fig. 16.
The opening and extension gap values are separated by the slash symbol
and the values on the X-axis in the form ‘a/b’ should be read as “the
opening gap is set to a and the extension gap is equal to b”. The kernel
matrices were normalized as in Eq. 6.20 and all examples were weighted.
Performance on the BC-PPI data set (dice@500) is shown in Fig. 16.
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Figure 16: Varying the gaps and β parameters: f-score

The results in Fig. 16 indicate that decreasing β leads to a decrease in
overall performance. Moreover, varying gap values causes subtle changes
in the F1 score but these changes are not as drastic as changes due to the
lower β.

Changes in F1 are more likely to be explained by variances in precision
and recall. To investigate this matter, we look at how both measures
depend on parameter changes. If β is set to a low value, one can expect
that this will nearly diminish the impact of the substitution matrix, i.e.
similarity among elements. For this reason we hypothesize that larger
values of the scaling parameter β should result in higher recall. Indeed,
Fig. 18 supports this hypothesis and the recall plot resembles the one
for the F1 score. Varying parameter values has a much lower impact on
precision (Fig. 17) but, still, precision decreases when the β parameter is
larger.

Overall, β seems to influence the final results the most, although gap
values make a contribution as well. According to the results we obtained,
setting an extension gap e to a large value (or equal to the opening gap
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o) is undesirable. Since the scaling parameter β is applied not only to
the substitution matrix but to the gap values as well, setting β below
0.5 decreases the effects of gap penalization and similarity of elements.
Consequently, the best performance is attained by setting β to 1. This
suggests that the final performance of the LA kernel is influenced by a
combination of parameters and their choice is crucial for obtaining the
good performance.

6.4.3 Experiment II: Generic relations

Another series of experiments was carried out on seven generic relations
from the SemEval challenge, Task 4. Here, many relation mentions were
nominal compounds (like ‘coffee maker’) which greatly reduced avail-
ability of contextual information between two arguments (e.g., ‘coffee’
and ‘maker’). We assume therefore information coming from WordNet
to be especially helpful in this case. In all our experiments we used 5

relatedness measures defined earlier in Section 6.3.2 plus one additional
measure which is called ‘random’. The random measure indicates that
the relatedness values were generated randomly and is thus very suitable
as a baseline (Brandom). Another baseline is Bunescu kernel (Bbunescu).

The first question of interest is what implications the choice of se-
mantic relatedness measure has. To answer this question, we perform
10-fold cross-validation on the training data. It can be seen from Fig. 20,
Fig. 21 and Fig. 22 that no measure is a clear winner for all seven re-
lationships. Among all 5 measures only wup and lin always perform
better than the random score. In most cases, the Resnik score is outper-
formed by the other measures. The behaviour of the Leacock-Chodorow
score (lch) and jcn varies from one semantic relationship to another. For
instance, use of jcn seems to boost precision for causation, meronymy,
Product - Producer, and Theme - Tool. For the remaining three re-
lations it is clearly not the best-performing measure. The use of the
Leacock-Chodorow measure results in good performance on all but
one (Product - Producer) relationships. In addition, only for Cause -

Effect, Instrument - Agency, Theme - Tool and Content - Container

all measures are better than random.
As expected, the relatedness measures behave similarly on the test data

(Table 26). With very small difference in performance between wup, lin
and lch measures, lch turned to be a measure that provides the best results
on five out of seven relationships. Cause-Effect and Product-Producer

are the only relationships where jcn performs better. On average, the
LA kernel significantly outperforms the two baselines. Moreover, when
compared to the best results of the SemEval competition, [55], our method
delivers similar performance (in terms of F1 score) to the best system
(bestSV ).
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We have mentioned in Section 6.2 that optimal use of prior knowledge
should allow us to reduce the number of the training instances without
significant changes of performance. Now we will return to this issue by
splitting the training set in several subsets, creating a model for each
subset and applying it to the SemEval test data. As Fig. 19 suggests,
most relationships are recognized well even when a relatively small
data sample is used. The exception is the Theme-Tool relation where
increasing the training data clearly helps. This finding is in line with [57]
whose system was a combination of kernels on the same data. Their
results also indicate that all relations but one (Theme-Tool) are extracted
well even if only a quarter of the training set is used.

Relation type Acc P R F1 measure

Cause - Effect 58.75 56.25 87.80 68.57 jcn

Instrument - Agency 76.92 73.81 81.58 77.50 lch

Product - Producer 66.67 67.03 98.39 79.74 jcn

Origin - Entity 74.07 77.78 58.33 66.67 lch

Theme-Tool 74.65 67.74 72.41 70.00 lch

Part - Whole 80.56 73.08 73.08 73.08 lch

Content - Container 71.62 79.31 60.53 68.66 lch

av. 71.89 70.71 76.02 72.03

Brandom 55.83 61.61 55.50 53.93

Bbunescu 58.23 52.50 54.30 49.19

bestSV 76.3 79.7 69.8 72.4

Table 26: Results on the SemEval test data set (LA kernel)

6.5 discussion

We introduce the LA kernel in the NLP domain and show that it is well
suited for relation extraction. In particular, the results are very encour-
aging on both domain-dependent and generic relationships. We also
demonstrated that the choice of LA parameters is crucial for attaining
good performance. In our experiments the scaling parameter β con-
tributes to the overall performance at most but the other parameters such
as gap values have to be taken into account as well. When β approaches
infinity, the LA kernel approximates the Smith-Waterman distance but
increasing β does not necessarily have a positive impact on the final
performance. This finding is in line with the results obtained by [161] on
the homology detection task.

An advantage of this method over the Bunescu shortest path is that it
is capable of handling paths of different lengths. By allowing gaps and
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penalizing them, the final kernel matrix becomes less sparse. Moreover,
we show that syntactic dependencies and direction provide very useful
information for relation extraction and removing them decreases the
overall performance no matter what LA settings are used. The shortest
path approach also attempts to generalize over the dependency paths
but it usually overgeneralizes which leads to high recall scores (Table 18

and Table 19) but to poor overall performance. One explanation for
overgeneralization may be that this method accounts well for structural
similarity (provided sequences of the same length) but fails to provide
finer distinctions among dependency paths. Consider, for example, two
sequences ‘trip← makes→ tram’ and ‘coffee← makes→ guy’ whereby
the first path represents a negative instance of the Product-Producer

relation and the second path corresponds to a positive one. Even though
they do not match exactly, the elements that do not match are all nouns
in singular. Consequently, comparison according to the shortest path
method will result in a relatively high similarity score. In contrast, the LA
kernel will consider similarity of the elements and the pairs ‘trip’-‘coffee’
and ‘tram’-‘guy’ will obtain low scores.
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Figure 19: Learning curve on the SemEval test data set

One of the motivations for applying the LA kernel to relation extraction
was to use prior knowledge for the latter. Here, we explore two pos-
sibilities, distributional models and information provided by WordNet.
Distributional models are widely acknowledged as a good means for
boosting performance and providing better coverage. Most recently, it
was shown by Padó et al. [144] that distributional information is helpful
for semantic role labelling. In general, distributional models can be
considered a special case of word space models. Given access to a large
amount of data, the latter are also known to be helpful on a number of
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tasks. Nevertheless, many questions arise when it comes to what word
space models perform well on which tasks.

We mentioned earlier that estimating distributional similarity from
raw text might give a coarse approximation of similarity while using
syntactic relations might better account for the similarity. Still, in our
case of having words of diverse parts of speech in the dependency paths,
the former option seemed more natural. The experiments in Séaghdha
and Copestake [169] also suggest that given a large corpus of n-grams,
the final performance can be even better than the one attained by using
syntactic relations in the BNC corpus.

In our setting, we considered three distributional measures that have
already been studied before. Given previous work by Lee [100], one
would expect Euclidean distance to attain worse results than the other
two measures. Indeed, on the LLL corpus, the LA kernel employing L2

shows a significant decrease in performance. As to the other measures,
the method using Dice significantly outperforms the one based on the L2

measure only on the LLL corpus while there is no significant improvement
on the BC-PPI data set. Based on the experiments we have conducted, we
conclude that the LA kernel using Dice and Cosine measures performs
similarly on the LLL data set and the BC-PPI corpus.

For generic relations, semantic relatedness plays a significant role. The
difference in F1 score between models that use semantic relatedness and
ones where the relatedness values are generated randomly amounts to
nearly 20%. All measures exhibit different performance on the seven
generic relationships that we worked on. Even though there is no best
performing measure for all the relations, we found the Resnik score to
provide lower results than other measures. Interestingly, Budanitsky and
Hirst [14] used semantic relatedness measures to detect malapropism
and showed that jcn delivers the best results followed by lin and lch and
then by res. Our results are quite similar to their findings except for the
fact jcn does not always perform the best.

Despite the sparseness problem that might occur when WordNet-based
measures are used, these measures have an advantage over the distribu-
tional measures by treating elements to be compared as concepts rather
than words. In the NLP community, few steps have been already taken
to solve this problem by clustering words in large corpora aiming at the
word sense discovery Pennacchiotti and Pantel [146]. Recently, Moham-
mad [125] in his thesis investigated the compatibility of distributional
measures with ontological ones. By using corpus statistics and a the-
saurus, the author introduced distributional profiles of senses and defined
distance measures on them. Having evaluated the measures on a number
of tasks such as ranking word pairs in order of their semantic distance
and word sense disambiguation, Mohammad [125] showed that in most
cases the distributional concept-distance measures outperform WordNet-
based measures and word distributional measures. Even though this
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new approach to calculating similarity was tested on generic corpora, it
would be of a certain interest to apply it to domain-specific data.

6.6 conclusions

We presented a novel approach to relation extraction which is based on
the local alignments of sequences. To compare two sequences, additional
information is used which is not necessarily present in the training data.
By employing distributional measures for biomedical relationships we
obtain a considerable improvement over the baseline and work reported
before. Using semantic relatedness measures on generic relations re-
sults in state-of-the-art performance and significantly outperforms two
baselines.

Overall, local alignment kernels provide a flexible means to work with
data sequences. Firstly, they allow a partial match between sequences
which is particularly important when dealing with text. Secondly, it is
possible to incorporate prior knowledge in the learning process while
preserving kernel validity. In general, LA kernels can be applied to other
problems as long as the input data is in the form of sequences.
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Figure 20: Performance on the training set (Cause - Effect, Instrument -

Agency and Product - Producer relations)
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Figure 21: Performance on the training set (Origin - Entity, Theme - Tool

and Part - Whole relations
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S E M A N T I C T Y P E S O F S O M E G E N E R I C R E L AT I O N S

abstract

This chapter addresses a problem of learning semantic constraints that
can be imposed on generic relations’ arguments. Some parts of this
chapter were published earlier in Proceedings of ACL 2008, Sophia Ka-
trenko and Pieter Adriaans, “Semantic Types of Some Generic Relations:
Detection and Evaluation” [84].

7.1 introduction

Knowledge acquisition, and discovery of common sense knowledge in
particular, has been a popular subject for a couple of decades. The
utility of common sense knowledge does not raise any doubts. It is a
cornerstone of any understanding process, which heavily relies on such
components as information integration, drawing inferences and resolving
inconsistencies. Nevertheless, the automatic acquisition of common sense
knowledge from text remains challenging. Relations are often not stated
explicitly but must be inferred from other information that is extracted
and general knowledge. Common sense knowledge is represented in
a number of hand-crafted resources such as or WordNet [44]. Here we
argue that it is useful to extract knowledge on possible relations.

To illustrate this idea, consider the following example. To be able to
infer that Mr. Smith works at ABC company from the text fragment “Mr.
Smith has an office in ABC”, one has to know that Mr. Smith is a human,
ABC is a company name, and that humans usually have offices at their
work places. In the case of incomplete information (i.e., Mr. Smith was
not recognized as a person), by knowing that ABC is an organisation
name, and that Mr. Smith is a part of it, together with the fact that humans
are usually part of organisations, one can conclude that Mr. Smith is
most likely to be a person. All these inferences are based on general,
common sense knowledge, which is described by Schubert [168] as the
one that “consists of relationships implied to be possible in the world,
or, under certain conditions, implied to be normal or commonplace in
the world”. If we reconsider the abovementioned example we will notice
that the relationship used in there is the Part - Whole relation, and more
precisely, we make use of the restrictions imposed on its arguments.

Semantic features that the relation arguments may share can have
consequences not only for the better understanding of the nature of rela-
tions, but also for automatic relation recognition. A common approach

129



130 semantic types of some generic relations

to learning to detect relations from text is composed from two steps,
identification of arguments and relation validation. This methodology is
widely used in different domains, such as biomedicine. For instance, in
order to extract instances of a relation of protein interactions, one has to
first identify all protein names in a piece of text and, second, verify if a
relation between them holds.

Clearly, if arguments are already given, the accuracy of relation vali-
dation is higher compared to the case when the arguments have to be
identified automatically. In either case, this methodology is effective
for domain-dependent relations but is not considered for more generic
relation types. If a relation is more generic, such as Part - Whole, Entity
- Origin, it is more difficult to identify its arguments because they can
be of many different semantic types. Khoo and Na [88] point out that “A
valid participant of a relation may need to have certain semantic features
or belong to a semantic category. . . . A relation can also constrain the slot
filler to a concept, an entity (i.e., instance of a concept), a set of entities,
or a mass concept (denoting a set of entities).”

There has been a lot of research devoted to the extraction of general
relation types but there is little attention paid to argument identification.
This happens mostly because of the diversity of semantic types of argu-
ments which, usually, are not defined explicitly. For the task of relation
extraction held at SemEval’2007 [55], there have been guidelines for an-
notating semantic relations in text. They contain examples of semantic
relations which have to be annotated along with the explanation of what
examples are considered nearly-positive. An example of such guidelines
for the Instrument - Agency relation is given below.

Instrument-Agency(X,Y) is true of a sentence S that mentions entities X

and Y if and only if:

(7.1) X and Y appear close in the syntactic structure of S (so for
example we do not assign the relation to entities from separate
simple clauses in a composite clause);

(7.2) according to common sense, the situation described in S

entails the fact that X is the instrument (tool) of Y or, equivalently,
Y uses X.

Most definitions are also accompanied by additional notes and restric-
tions. For the definition we just mentioned these restrictions are the
following:

(a) X is an entity and Y is an implied activity or an explicit actor. That
is to say, there exists an activity even if the close context of X and Y

includes no verb.

(b) The relation is true if the sentence context implies the Y uses X, Y

has used X, or X will likely to use Y in the future.
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The notes give more information by providing examples for the defined
restrictions.

(i) Examples illustrating (a): Instrument - Agency(pump, drainage)
means “pump is the instrument of drainage (draining)”,
Instrument - Agency(laser, printer) means “printer (printing) uses
laser”, Instrument - Agency(toothpick, digging) means “digging
with a toothpick”, Instrument - Agency(ax, murderer) means
“murderer (murdering) uses ax”.

(ii) Example illustrating (b): “The <e1>dentist< /e1> got the
<e2>drill< /e2> ready to begin work.” implies that the dentist
(Agency) will likely use the drill (Tool).

Consider now two sentences below which exemplify the Instrument -

Agency(e1, e2) relation:

(7.3) The <e2>drill</e2> enables the <e1>dentist</e1> to
accomplish these procedures quickly and reduces the trauma to
oral tissues.

(7.4) They will cast you out of the <e2>net</e2> like any
<e1>fisherman</e1> looking for a certain fish.

Each argument has a corresponding synset in the WordNet hierarchy
(arguments are highlighted in Fig. 23) but this synset is too restricted to
be used as a semantic type. We might expect two sentences like this to
generalize into pair (instrument, person) or something alike.

Finding semantic types of relation arguments is interesting because of
several reasons. First, they represent knowledge about what is possible
in the real world. Second, if such types are accurate, they can be inte-
grated in the relation extraction scenario as follows. A set of all possible
sentences for relation extraction can be reduced to the subset which con-
tains only such examples that do not violate semantic constraints. This
subset can then be further restricted by considering contextual factors
(relation is realized contextually, negation, etc.) which will lead to the
final list of positive examples. Finally, an interesting enterprise would be
to compare semantic constraints for different languages. It is known that
some relations can be determined on the conceptual basis which leaves
us with the assumption about universality of semantic constraints for
some restricted set of relationships.

The goal of our study is three-fold. First, we propose two methods to
calculate semantic types (categories) of arguments of different generic re-
lations based on the WordNet hierarchy. Second, we let humans evaluate
the results of the first method to determine how well the method works.
Thirdly, we show that some relationships can be detected well even if the
only information that is being used are semantic types of the arguments.
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Figure 23: Part of the WordNet hierarchy
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7.2 related work

Many methods that have been proposed to tackle semantic relation
discovery so far focus either on the representation (syntactic structures,
sentential information, extra-information from corpora), or on a certain
machine learning method (variety of kernel methods (see [57, 208]),
pattern induction [178], hand-written patterns [67]), or both. A brief
overview of the ongoing work in the mechanisms of semantic relation
extraction was given in Chapter 2. Here, we only mention the most recent
developments that make use of WordNet. We rather focus on related
work which concerns with the semantic constraints that can be imposed
on relations and research that has been conducted on using semantic
hierarchies such as WordNet for relation analysis.

Generic relations very often exhibit little to no syntactic information
that can be used in the process of relation extraction. Consider, for
instance, the following sentences:

(7.5) Mary looked back and whispered: “I know every tree in this forest,
every scent”. (Part-Whole)

(7.6) A person infected with a particular flu virus strain develops
antibody against that virus. (Cause-Effect)

(7.7) The apples are in the basket. (Content-Container)

We can easily notice that the syntactic context in 7.5 and 7.7 is the same,
namely, the arguments in both cases are connected to each other by the
preposition ‘in’. However, this context is highly ambiguous because even
though it allows us to reduce a number of potential semantic relations,
it is still not sufficient to be able to discriminate between Part - Whole

and Content - Container relation. In other words, world knowledge
about ‘trees’, ‘forests’, ‘apples’ and ‘baskets’ is necessary to classify
relations correctly. The situation changes even more drastically if we
consider example 7.6. Here, there is no explicit indication for causation.
Nevertheless, by knowing what ’a flu’ and ’a virus’ is, we are able to
infer that Cause - Effect relation is taking place.

The examples in 7.5, 7.6, 7.7 highlight several difficulties that one
usually faces during semantic relation extraction. Generic relations very
often occur in the nominal complexes such as ’flu virus’ in 7.6 and lack
of sentential context boosts such approaches as paraphrasing [134]. Semantic constraints

Girju et al. [54] proposed a supervised learning method to derive se-
mantic constraints for the Part - Whole relation. For each example of a
meronymy relation the corresponding synsets in the WordNet hierarchy
are found and their most general hypernyms are determined. For in-
stance, for an example <hand#1, woman#1> the most general hypernyms
are (entity#1, entity#1). If positive and negative examples are mapped
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to the same general types, these examples are considered ambiguous.
Further, Girju et al. [54]’s approach works as follows. Unambiguous
examples are represented by their most general hypernyms and semantic
constraints are learned by employing a decision tree method. Ambiguous
examples need to be specialized whereby the general type (e.g., entity#1)
is replaced by its immediate hyponym and this procedure is recursively
repeated until no ambiguous examples remain. Once the ambiguity is
resolved, the examples are fed to the decision tree method and new
constraints are derived. The approach was shown to yield good results
but the authors mention that a large annotated corpus is needed for good
performance.Semantic scattering

In the semantic scattering method introduced by Moldovan and Bad-
ulescu [126], the goal is to arrive at semantic constraints that would
uniquely describe a given semantic relation. This is achieved by cutting
the WordNet hierarchy at a certain level. Similarly to the work by Girju
et al. [54], arguments of each relation example are mapped to the Word-
Net synsets and their most general hypernym are identified. The set
of all pairs of general hypernyms is named an initial boundary. Given
the statistics from training data, the probability of some relation r given
each pair of these general hypernyms is calculated as the ratio between
the number of occurrences of r having this pair of hypernyms and the
number of occurrences of this pair in the corpus. If the pair of hypernyms
corresponds to several relations, it should be specialized which is done by
moving downwards the WordNet hierarchy. The available data is split in
three parts, training, development and test sets. Semantic constraints are
discovered based on the training set and validated on the development
data. A possible drawback of this method lies in using a development
set to accept/deny the acquired constraints. Usually, the development
set is small and it may lead to the withdrawal of the constraints that are
in general acceptable. The authors demonstrate that semantic scattering
is a useful means for interpreting genitives.

In the work by Moldovan et al. [127], semantic scattering is applied to
classify syntactic patterns. Instead of studying every semantic relation on
its own, the authors select a number of syntactic patterns (e.g. complex
nominals such as ‘night club’, genitives such as ‘the door of the car’,
adjective phrases such as ‘toy in the box’) and examine what semantic
relations they encode. Although such a method can help understand
what semantic spaces are involved for each pattern, it is still questionable
whether all possible patterns were taken (or can be taken) into account.
The task of classifying semantic relations poses many difficulties which
is reflected in the final performance. The results in terms of F-measure
are ranging from around 43% (for complex nominals) to 75.16% (for ‘of’
genitives).

The method of ontologizing semantic relations proposed by Pennac-
chiotti and Pantel [146] settles yet another goal. It can be considered as op-
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posite to the work of Moldovan et al. [127] who used the synset informa-
tion of the noun pairs (and other syntactic constructions) to add features
from the WordNet hierarchy. In contrast, Pennacchiotti and Pantel [146]
use pairs of words (nouns) to find the attachment points (i.e., synsets)
in WordNet. As an example, for the meronymy pair study-report

the corresponding attachment points will be (study#1,report#1) and
(survey#1,report#1). SemEval campaign

The SemEval challenge that was held in 2007 comprised several tasks
with one of the most popular being “Task 04: Classification of Semantic
Relations between Nominals".

The title sounds a bit misleading because the main goal was relation
validation rather than classification. In other words, given a set of exam-
ples and a relationship the expected output would be binary classification
of whether an example belongs to the given relationship or not. The
systems that were designed to tackle the semantic relation validation task
fall into four categories, depending on whether WordNet/query were
used (Table 27). All training and test examples in the SemEval data set
were collected from the Web by using predefined queries. If a system
which was designed for this challenge used queries, it was classified
either as ‘C’ or as ‘D’.

system type WordNet query number of participants

A no no 6

B yes no 11

C no yes 3

D yes yes 3

Table 27: Statistics on the system types participating in SemEval

Many of these considered additional resources such as WordNet either
more explicitly as in [189, 90] or being used as a part of a complex
system [57]. As it is not always obvious how to use WordNet so that it
yields the best performance, many researchers had to make additional
decisions such as use of supersenses [69], selection of a predefined
number of high-level concepts [139] or cutting the WordNet hierarchy at
a certain level [9]. Some other systems such as the one by [135] were based
solely on information collected from the Web. Even though it became
evident that the best performing systems used WordNet, the variance
in the results is remarkable and it is not clear whether this difference in
performance can be explained by the machine learning methods being
used, the combination of features or by some other factors.

Based on the overall performance, the organizers of the challenge
concluded that Product - Producer, Content - Container, Instrument
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- Agency are the easiest relations to detect whereas Origin - Entity and
Theme - Tool are the most difficult to extract.

We shall stress that most approaches that have been using knowledge
derived from various resources consider it as a part of larger systems.
In such cases performance usually improves when extra information or
knowledge is used but a question remains to what extent it helps. In
this chapter we explore the role of additional information by focusing on
semantic typing of relation arguments without considering any sentential
context. Being aware that relation has also to be realized syntactically
in order to be detected by information extraction systems, we rather
investigate the factors that lie beyond it. In what follows we formulate the
research questions more precisely and present two methods to learning
semantic types.

7.3 methodology

The research questions that we consider in this chapter are the following:

RQ1 Is it possible to automatically detect semantic types of the relation
arguments which roughly correspond to what was proposed earlier
(e.g., annotation guidelines from SemEval-2007 or in various fields
including linguistics and philosophy?)

RQ2 Does the hypothesis about one argument restricting the other cor-
rect (a relation constrains the slot filler to a concept, an entity, a set
of entities, or a mass concepts) provide meaningful generalizations?

RQ3 What are the differences between semantic relationships (assuming
the same methods are used for all of them) in terms of seman-
tic constraints that are imposed on their arguments? And from
the practical point of view, can semantic types that we derive be
sufficient for relation extraction?

The task we consider can be formulated as follows:

Given a set of positive and negative examples of a binary relation
R(x, y), find all possible pairs < Gx, Gy > such that Gx is a
semantic type of x and Gy is a semantic type of y, respectively.

7.3.1 Method 1

We propose a method for generalizing relation argument types based
on positive and negative examples of a given relation type. It is also
necessary that the arguments of a relation are annotated using some
semantic taxonomy, such as WordNet [44]. The training set is then
constructed by positive and negative instances, each of them is presented
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by an ordered list of semantic types. For a binary relation, the list contains
two elements. Our hypothesis is as follows: because of the positive and
negative examples, it should be possible to restrict semantic types of
arguments using negative examples. If negative examples are nearly
positive, the results of such generalization should be precise. Or, in
machine learning terms, such negative examples are close to the decision
boundary and if used during generalization, it will boost precision. If
negative examples are far from the decision boundary, their use will
most likely not help to identify semantic types and will result in over-
generalization.

To test this hypothesis, we use an idea borrowed from induction of
deterministic finite automata. More precisely, to infer deterministic finite
automata (DFA) from positive and negative examples, one first builds
the maximal canonical automaton (MCA) with one starting state and a
separate sequence of states for each positive example and then uses a
merging strategy such that no negative examples are accepted.

Algorithm 1 Semantic Type Specialization
1: Given: a binary relation R(x, y) and a training data set S = S+ ∪ S−,

S+ = {< x1, y1 >+, . . . , < xn, yn >+} is a subset of n+ positive
examples,
S− = {< x1, y1 >−, . . . , < xm, ym >−} is a subset of n− negative
examples

2: T = ∅
3: for all < xi, yi >+ such that 0 < i 6 n+ do
4: Collect Hxi

= h1
xi

, h2
xi

, . . . , hf
xi

, a set of all hypernyms of xi

5: Collect Hyi
= h1

yi
, h2

yi
, . . . , hg

yi
, a set of all hypernyms of yi

6: Set G = hf
xi

and k = f

7: while k > 1 do
8: for all < xj, yj >− such that 0 6 j 6 n− do
9: if xj v G then

10: Gxi
= Gk−1

11: end if
12: end for
13: k = k − 1

14: end while
15: Set G = h

g
yi

and k = g, repeat 7-14 for yi

16: T = T∪ < Gxi
, Gyi

>

17: end for
18: return T

Similarly, for a positive example < xi, yi > we collect all f hypernyms
Hxi

= {h1
xi

, h2
xi

, . . . , hf
xi

} for xi where h1
xi

is an immediate hypernym
and hf

xi
is the most general hypernym. The same is done for yi. For

two semantic types Gi and Gj, if Gj is a hypernym of Gi, we denote
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it by Gi v Gj. For Example (7.3) (and Fig. 23) S+ = {<dentist, drill>
, <fisherman, net>}, Hdentist = {medical practitioner, health professional,
professional, adult, person, organism, living thing, whole, object, physical
entity, entity} and Hdrill = {tool, implement, instrumentation, artifact,
whole, object, physical entity, entity}.

Next, we use all negative examples to find Gxi
and Gyi

which are
generalization types of the arguments of a given positive example <

xi, yi >. We perform specialization of the most general hypernyms
of arguments types in the form of one positive example vs. all negative
examples. This step is described in Algorithm 1. For simplicity, we
show specialization for one argument. This step works as follows. For
Hdentist, hf

x (where f=11 in this particular case) is equal to entity. If there
is at least one negative example in S− such that it is subsumed by hf

x,
we move downwards to the next hypernym (lines 9-10 in Algorithm 1).
This procedure is continued until no negative examples are subsumed by
some hypernym from Hdentist.

Definition 13 (Strict subsumption). A pair < Gxi
, Gyi

> is strictly sub-
sumed by < Gxj

, Gyj
> iff Gxi

v Gxj
and Gyi

v Gyj
.

Proposition 1. Any T (T 6= ∅) does not contain any pairs that strictly subsume
each other.

Proof. Let T = ∪n
i=1 < Gxi

, Gyi
>. Suppose there exist < Gxj

, Gyj
> and

< Gxk
, Gyk

> such that Gxj
v Gxk

and Gyj
v Gyk

.
For Gxj

. By Algorithm 1, @ < xm, ym >−∈ S− such that xm v Gxj

and xm v Gxk
. Suppose further that < Gxj

, Gyj
> was constructed from

the positive example < xj, yj >+ by employing S−. Then there exists a
negative example < xr, yr >− such that xr v Hl+1

xj
, where Hl

xj
= Gxj

. As
Gxj
v Gxk

, then xr v Gxk
. Contradiction.

For Gyj
. Symmetric to Gxj

.

Complexity Let xi, yj be a positive example and f be a path length
for xi. Remember that S− is a set of negative examples. The worst case
scenario is when S− is sorted in the way that the only negative example
for a given node is checked the last (so all other negative examples are
traversed). Then, for the most general hypernym hf

xi
the number of

examples to be checked is |S−|, for hf−1
xi

it becomes |S−| − 1 (there is
no need to check a negative example which was subsumed by a more
general hypernym) and so on. If the branching factor is at most k and
average depth α, complexity of checking one argument equals

O
(n(2mkα−1) + n − 1)

2

)
(7.8)

It is easy to see that arguments of negative and positive examples
can have the same category. For instance, the semantic type of the first
argument can in both cases be Agent. We rely on the hypothesis that a
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Figure 24: Illustrating a generalization process (Method 1)

semantic category of one argument restricts the semantic category of the
other. In the example above, it is reasonable to assume that the presence
of Agent as a semantic category of the first argument will require a
more specific semantic category for the second argument to be able to
distinguish one relation type from another. Specialization we have carried
out is, on the one hand, useful because none of the arguments share
a semantic category with the corresponding arguments of all negative
examples but it may be too restrictive w.r.t. identification of relation type,
on the other hand. To avoid this, we propose to generalize the semantic
category of one argument by taking into account the semantic category of
the other. In particular, one can represent a binary relation as a bipartite
graph where the nodes of each part correspond to the semantic categories
of the corresponding argument (Fig. 24).

We might observe that some positive examples share the semantic
category of one argument but have different semantic categories for
the other slot (argument). A natural way of generalizing would be to
combine the nodes which differ on the basis of their similarity. In the
case of WordNet, we can use the least common subsumer (LCS) of the
nodes.

The second step is generalization of one argument w.r.t. the other.
Given the bipartite graph, it can be done as follows. For every vertex Vi

1

in one part which is connected to several vertices V1
2 , . . . , Vk

2 in the other,
we compute the LCS of V1

2 , . . . , Vk
2 . Note that we require the semantic

constraints on both arguments to be satisfied in order to validate a given
relation.

This step resembles the least general generalization introduced by Plotkin
[147]. Recall that a clause C1 generalizes a clause C2 if C1 subsumes
C2 (C1 6 C2) or, in other words, there exists a substitution θ such that
C1θ ⊆ C2. A clause C is a least generalization of a set of clauses S if

• C generalizes every clause in S , ∀Si ∈ S : C 6 Si
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• C is the smallest clause, i.e. (∃D∀Si ∈ S, D 6 Si)⇒ D 6 C

In our case, least general generalization is done by considering the
least common subsumers for the concepts that were found in Step 1. For
generalizing according to Algorithm 2, we can prove that the empirical
error is always zero.

Proposition 2. Given a training set S 6= ∅ of n positive examples S+ = {<

x1, y1 >+, . . . , < xn, yn >+} and m negative examples S− = {< x1, y1 >−

, . . . , < xm, ym >−} a generalization process will always result in the zero eror
(Rn(h) = 0) on S.

Proof. If empirical error Rn(h) is not equal zero, then there exists at least
one generalization < Gxi

, Gyi
> such that Gxi

and Gyi
are both too

general, i.e. ∃ < xj, yj >−∈ S− s.t. xj v Gxi
and yj v Gyi

. It is only
possible when both Gxi

and Gyi
have been generalized, i.e. Gyi

∈ M.
According to Algorithm 2, direction←, the first argument is generalized
if only if Gyi

/∈M. Contradiction.

Algorithm 2 Generalization Step
1: Memory M = ∅
2: Direction: →
3: for all < Gxi

, Gyi
>∈ T do

4: Collect all < Gxj
, Gyj

>, j = 0, . . . , l such that Gxi
= Gxj

5: if exists < Gxk
, Gyj

> such that Gxi
6= Gxk

then
6: T = T ∪ {< Gxj

, Gyj
>}

7: end if
8: Compute L = LCS(Gy0

, . . . , Gyl
)

9: Replace < Gxj
, Gyj

>, j = 0, . . . , l with < Gxj
, L > in T

10: M = M∪ {< Gxj
, L >}

11: end for
12: Direction: ←
13: for all < Gxi

, Gyi
>∈ T do

14: Collect all < Gxj
, Gyj

>, j = 0, . . . , l such that Gyi
= Gyj

and
< Gxj

, Gyj
>/∈M

15: Compute L = LCS(Gx0
, . . . , Gxl

)

16: Replace < Gxj
, Gyj

>, j = 0, . . . , l with < L, Gyj
> in T

17: end for
18: return T

Note that the order in which the directions are chosen in Algorithm 2

does not affect the resulting generalizations. Keeping all generalized
pairs in the memory M ensures that whatever direction (→ or←) a user
chooses first, the output of the algorithm will be the same.

Example Consider, for instance, two sentences from the SemEval data
(Instrument - Agency relation).The arguments are marked by the tags
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<e1> (the first) and <e2> (the second). Each argument is also accompa-
nied by the WordNet sense keys.

013 “The test is made by inserting the end of a <e1>jimmy</e1>

or other <e2>burglar</e2>’s tool and endeavouring to pro-
duce impressions similar to those which have been found
on doors or windows.” WordNet(e1) = “jimmy%1:06:00::”,
WordNet(e2) = “burglar%1:18:00::”, Instrument-Agency(e1,
e2) = “true”
040 "<e1>Thieves</e1> used a <e2>blowtorch</e2> and
bolt cutters to force their way through a fenced area topped
with razor wire." WordNet(e1) = “thief%1:18:00::”, Word-
Net(e2) = “blowtorch%1:06:00::”, Instrument-Agency(e2, e1)
= “true”

First, we find the sense keys corresponding to the relation arguments.
For (“jimmy%1:06:00::”, “burglar%1:18:00::”) it is (jimmy#1, burglar#1)
and for (“blowtorch%1:06:00::”, “thief%1:18:00::”) - (blowtorch#1, thief#1).By
using negative examples, we obtain the following pairs: (apparatus#1,
bad_person#1) and (bar#3, bad_person#1). These pairs share the second
argument and it makes it possible to apply generalization in the direction
←. LCS of apparatus#1 and bar#3 is instrumentality#3 and hence the
generalized pair becomes (instrumentality#3, bad_person#1).

step rel. example I rel. example II

(jimmy#1, burglar#1) (blowtorch#1, thief#1)

I (apparatus#1, bad_person#1) (bar#3, bad_person#1)

II (instrumentality#3, bad_person#1)

Table 28: An example of the two-step generalization procedure (Method 1)

Until now, we have considered generalization in one step only. It
would be natural to extend this approach to the iterative generalization
such that it is performed until no further generalization steps can be
made (it corresponds either to the two specific argument types or to
the situation when the top of the hierarchy is reached). However, such
method would most likely result in over-generalization by boosting recall
but drastically decreasing precision. As an alternative we propose to
use memory MI defined over iterations. After each iteration step every
generalized pair < Gxi

, Gyi
> is applied to the training set and if it

accepts at least one negative example, it is either removed from the set T

(first iteration) or backtracking is carried out so that this generalization
pair is decomposed back into the pairs it was formed from (all other
iterations). By employing backtracking we guarantee that empirical error
on the training set Rn(h) = 0.
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7.3.2 Method 2

When used, negative examples in Method 1 can cause underfitting, i.e.
generalization per argument would be too restrictive. If generalization
per argument type leads to the node which is a descendant of an ar-
gument type, such examples will be removed. Consequently, further
generalization by using the least common subsumer will not take place.
We propose yet another method which is based on the positive examples
only and does not make use of negative examples, Method 2. To deter-
mine generalized semantic types of relation arguments, one has to be
able to form clusters based on the existing information. Such clusters
can be formed by using semantic measures defined over WordNet. In
particular, given argument Argi and n corresponding synsets collected
from the training data ((x1, y1),. . .,(xn, yn)), we create a matrix S of size
n× n by comparing each pair of synsets (si, sj). Each element of this
matrix is equal to a similarity score of (si, sj) with the diagonal elements
equal to 1 (we assume that a similarity measure returns values from 0

to 1 with 1 being an identity score). Once a matrix S is obtained, it is
necessary to carry out clustering. Ideally, the resulting clusters should
reflect the semantic types of a given argument. However, to be able to
use such clusters in future, we have to label them. Again, this can be
accomplished by using the least common subsumer. For any cluster
C, ci ∈ C, i = 1, . . . , m, LCS(c1, . . . , cm) is computed. Recall that such
generalization is done per argument and we need to find pairs of clusters
that would correspond to (Arg1, Arg2). Let l be a number of clusters for
Arg1 and m be a number of clusters for Arg2. To find cluster pairs, we
introduce a strength coefficient between any pair of clusters as follows.
For any cluster C1

i , i = 1, . . . , l for the argument Arg1, and for any cluster
C2

j , j = 1, . . . , m for the argument Arg2, the strength coefficient s(C1
i , C2

j )

is calculated in the following way:

s(C1
i , C2

j ) =
|C1

i ∩C2
j |

min(|C1
i |, |C2

j |)
(7.9)

It is easy to see that if a mapping from C1
i to C2

j is injective, the strength
coefficient can be at most 1 (all elements of one cluster are connected
with some/all elements of the other) and at least 0 (there are no elements
in both clusters that are connected with each other). If a mapping is
surjective, then s can be larger than 1.

To form the matrices that can be used for clustering, we have to
compare each pair of synsets for Arg1 and do the same for argument
Arg2. There exists a range of similarity measures that allow to compare
a pair of synsets [14]. For our purpose, we selected wup measure which
uses a notion of path length between two synsets. Given two synsets s1
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and s2 connected by a path of length len(s1, s2) and their least common
subsumer LCS(s1, s2), the wup score is calculated as follows [145]:

wup(s1, s2) =
2 ∗ depth(LCS(s1, s2))

ln(s1, s2) + 2 ∗ depth(LCS(s1, s2))
(7.10)

Using clustering to detect semantic types of arguments poses a problem
of defining a number of resulting clusters. If the number of clusters is
high, we expect to obtain specific generalizations and high precision/low
recall. Reducing a number of clusters will most likely lead to less precise
generalizations but higher recall.

There exist many clustering methods (see Zhao and Karypis [211] for
an overview) and it is clear that a choice of a clustering method may
affect the results. However, we abstract away from a clustering approach
by choosing a simple agglomerative method [211].

7.4 evaluation

7.4.1 Data

We use 7 binary relations from the training set of the SemEval-2007 com-
petition, all definitions of which share the requirement of the syntactic
closeness of the arguments. Further, their definitions have various restric-
tions on the nature of the arguments. Description of the relation types
together with the restrictions imposed on their definitions are reproduced
below (based on the SemEval-Task4 definitions).
Cause - Effect(X,Y) This relation takes place if, given a sentence S,

it is possible to entail that X is the cause of Y. X, Y can each be a nominal
denoting an occurrence (e.g., event, state, activity), or a noun denoting
an entity, as a metonymic expression of an occurrence. In case an effect
is caused by a combination of events, each such event is considered a
separate cause for the effect. Indirect causation is considered positive,
e.g. Cause - Effect(earthquake, aftershock).
Instrument - Agency(X,Y) This relation is true if the situation de-

scribed in S entails the fact that X is the instrument of Y (Y uses X).
Further, X is an entity and Y is an explicit actor or an implied activity
(there exists an activity even if the close context for X and Y includes no
verb). The relation is true if the sentence context implies that Y uses X, Y
has used X, or X will likely use Y in the future.
Product - Producer(X,Y) is true if the situation described in S entails

the fact that X is a product of Y, or Y produces X. The producer should
be actively involved in the process of bringing the product into existence
and not just serve as a raw material. The product can be any abstract or
concrete object.
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Origin - Entity(X,Y) is true if the situation described in S entails that
X is the origin of Y. Y is the entity derived from the origin. The origin can
be spatial/geographical or material but it should not be actively involved
in the process of bringing the entity into existence (e.g., “light bulb”).
The entity should not be part of the origin, e.g. “apple seed”, when
the ‘seed’ is separated from the ‘apple’. In the case of material origin
X, X should undergo considerable processing in order to produce Y. A
person/company can be identified as origins if they were not involved in
the production of the entity. Objects emitting radiation/heat/light are
regarded as producers of such emissions, not just origins. An entity can
have several origins, and each of them separately will count as an origin.
News and information is conveyed, rather than produced, and its source
will be the origin.

Theme - Tool(X,Y) is true if the situation described in S entails the
fact that Y (the tool) is (or was) intended (or designed or used) for some
kind of action (V-ing, where V is some verb) in which X (the theme)
is the thing that is acted upon (the object of the verb V) or the result
of the action. X (the theme) should be an object (e.g., “wine glass”),
an agent (“concert hall”), a state of being (“migraine drug”), an agent
(“artist award”) or a substance (“water filtration”). Y (the tool) should
be an object (e.g., “migraine drug”), an action (e.g., “service charge”),
an agent (“military police”), or a substance (“salad oil”). Psychological
features are not allowed as tools (e.g., “death wish”). The theme and tool
must be two completely different and separate things. Plans, missions,
strategies, advice, proposals, methods, process, and similar things are not
allowed as tools. Requirements, groundwork, foundations, preliminaries,
preconditions, and similar things are not allowed as tools for the theme
either.
Part - Whole(X,Y) X is part of Y and this relation can be one of the

following five types: Place-Area, Stuff-Object, Portion-Mass, Member-
Collection and Component-Integral object.
Content - Container(X,Y) A sentence S entails the fact that X is (or

was) stored (or carried) inside Y. Moreover, X is not a component of Y

and can be removed from it. The container must be clearly delineated
in space (sea or cloud are locations rather than containers). There is
strong preference against treating legal entities (people and institutions)
as content. There is weak preference against treating buildings and
vehicles as containers.

Table 29 shows a number of training/test examples per each relation
type and a number of positive instances per relation (S+ (train) and S+

(test)). All sentences were collected by quering the Web. The queries were
hand-written patterns such as those mentioned in [67, 134]. The main
rationale for using the patterns was that along with the positive instance,
they extract negative ones which are near misses. It makes a task of
relation validation more challenging but in our case it corresponds to
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the assumptions that we have made earlier for Method 1. Unfortunately,
some examples have not been annotated with WordNet 3.0, we removed
them from the test data while conducting this experiment (column 5).
Content - Container turned out to be the only relation type whose
examples are fully annotated. In contrast, Product - Producer is a
relation type with the most information missing (9 examples removed).

relation type all (train) S+ (train) S+ (test) S+ (test, a/w WN)

Origin - Entity 140 54 81 77

Product - Producer 140 85 93 84

Theme - Tool 140 58 71 66

Instrument - Agency 140 71 78 74

Part - Whole 140 65 72 71

Content - Container 140 65 74 74

Cause - Effect 140 73 80 74

Table 29: Distribution of the SemEval examples

Depending on the semantic relation, we assume that the following
conditions should be met:

1. Both arguments have a very specific type

2. One of the arguments is specific, whereas the other allows for a
wider range of semantic types

The third possibility where both arguments are general does not seem
to be appropriate because in such cases it would be difficult to discrimi-
nate between different relation types. Relations as Product - Producer

or Content - Container seem to fall in the second category. For instance,
in a typical scenario, a producer would be a human being while a product
can be anything (e.g., a thought, an idea, a table). Similarly, a container
in the Content - Container relation is most likely of the limited type
but content may vary substantially.

We hypothesize that Cause - Effect and Part - Whole are the re-
lation types which may require sentential information to be detected.
These two relations allow a greater variety of arguments and semantic
information alone might be not sufficient. Such relation types as Product
- Producer or Instrument - Agency are likely to benefit more from the
external knowledge.

7.4.2 Experiment 1

We have already shown that the entire generalization process results
in a zero-error on the training set (Section 7.3.1). It does not, however,
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guarantee to hold given a new data set. The loss in precision on the
unseen examples can be caused by the generalization pairs where both
arguments are generalized to the higher level in the hierarchy than it
ought to be. To check how the algorithm behaves, we first evaluate the
specialization step on the test data from the SemEval challenge (Table 31).
Ideally, precision on the test set should be close to 100%. If it is lower
than that, it means that further generalization will only result in the
further loss in precision.

Relation type Precision Recall Acc

Origin - Entity 100 76.5 91.1

Product - Producer 100 65.7 82.8

Theme - Tool 100 78 91.5

Instrument - Agency 100 65.7 82.8

Part - Whole 100 78.1 89.8

Content - Container 100 38.1 71.5

Cause - Effect 100 47.9 72.8

Table 30: Performance on the SemEval training data set: generalization per
argument

Relation type Precision Recall Acc

Origin - Entity 100 2.94 57.1

Product - Producer 100 3.6 36.9

Theme - Tool 100 4.17 65.2

Instrument - Agency 80 10.8 54.1

Part - Whole 66.7 7.69 64.8

Content - Container - - 48.7

Cause - Effect 100 2.78 52.7

Table 31: Performance on the SemEval test data set: generalization per argument

Among all the relation types, only Instrument - Agency, Part - Whole

and Content - Container fail to obtain 100% precision after the special-
ization step. It means that, already at this stage, there are some false
positives and the contextual classification is required to achieve better
performance.

The results presented in Table 31 suggest that for some relations pre-
cision is high while recall suffers. But already at this stage, several
frequent generalizations were found (Table 32). We observe that most
of them are still quite specific, while the other may be more general
(like (substance#6, body#2) example for Product - Producer). Moreover,
we already have some generalizations that look a bit unreliable such as
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(natural_phenomenon#1, equipment#1). If phenomenon belongs to the
natural kinds, it is unlikely that it can be produced by anything.

The final results of the specialization-generalization method introduced
in Section 7.3.1 are presented in Table 33. The results for all relations are
obtained by increasing a number of iterations as long as the precision
does not drop (on the training set). An alternative stopping criterion is
decrease in accuracy rather than in precision. However, we aim at the
evaluation of how precise the generalization pairs are and for this reason
consider precision.

Relation (GX, GY) freq

Instrument - Agency (textile_machine#1,weaver#1) 5

(animal#1,traveler#1) 3

(medical_instrument#1,doctor#1) 2

(printing_machine#1, employee#1) 2

Product - Producer (substance#6,body#2) 2

(natural_phenomenon#1,equipment#1) 2

Origin - Entity (solid#1,nutriment#1) 3

(investigation#2,information#4) 2

(migrant#1,land#4) 2

Part - Whole (woman#1,social_group#1) 2

Table 32: Generalization per argument: some frequent patterns

Relation type Precision Recall Acc B-A

Origin - Entity 100 17.7 63.6 55.6

Content - Container 100 7.9 52.7 51.4

Cause - Effect 50.0 13.89 51.3 51.2

Instrument - Agency 83.3 13.5 55.4 51.3

Product - Producer 90 32.7 53.6 66.7

Theme - Tool 66.7 8.3 65.2 59.2

Part - Whole 66.7 15.4 66.2 63.9

avg. 79.5 15.7 58.3 57.0

Table 33: Overall performance on the SemEval test data set (Method 1)

We have already mentioned that the systems which participated in
SemEval were categorized depending on the input information that
they used. The categories ‘B’ and ‘D’ both imply that WordNet was
employed but it does not exclude the possibility of using other resources.
Therefore, to estimate how well our method performs, we calculated
accuracy and compared it against a baseline that always returns the most
frequent class label (‘B-A’). Given the results of the teams partcipating
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in the challenge, the organizers mention Product - Producer as one
of the easiest relations, while Origin - Entity and Theme - Tool are
considered to be ones of the hardest to detect.

Table 34 contains some examples of the semantic types we found for
each relation. Some of them are quite specific (e.g., Origin - Entity),
while the other arguments may be very general (e.g., Cause - Effect).
The examples of the patterns for Part - Whole can be divided in several
subtypes, such as Member-Collection (leader#1, social_group#1), Place-
Area (top#2, whole#2) or Stuff-Object (germanium#1, mineral#1).

Relation (GX, GY)

Content - Container (physical_entity#1, vessel#3)

Instrument - Agency (instrumentality#3, bad_person#1)

(printing_machine#1, employee#1)

Cause - Effect (cognitive_operation#1, joy#1)

(entity#1, harm#2)

(cognitive_content#1, communication#2)

Product - Producer (knowledge#1, social_unit#1)

(content#2, individual#1)

(instrumentality#3,
business_organisation#1)

Origin - Entity (article#1, section#1)

(vegetation#1, plant_part#1)

(physical_entity#1, fat#1)

Theme - Tool (abstraction#6, implementation#2)

(animal#1, water#6)

(nonaccomplishment#1, communicator#1)

Part - Whole (top#2, whole#2)

(germanium#1, mineral#1)

(leader#1, social_group#1)

Table 34: Some examples per relation type (Method 1)

Note that the generalizations do not always correspond to the subtypes
of some semantic relations that were recognized in the literature earlier.
Very often such subtypes were defined by using criteria other than
semantic similarity of arguments. In case of meronymy, we can clearly
see this discrepancy if we consider examples of the same subtype, say
member-collection. Whereas both examples, <professor, faculty> and
<tree, forest> belong to this meronymy subtype, semantic constraints
imposed on the arguments are very different.

Certainly, some generalizations can be more ‘general’ than the other.
To evaluate how general our patterns are, we compared them against
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annotation in the training sets. Table 35 shows how many examples
have both arguments/one argument/none argument generalized. The
compression ratio suggests how many rules per relation were found.
Content - Container relation is the one with the highest ratio whereas
Theme - Tool and Part - Whole relations were compressed to the least
degree.

relation type compression ratio both one none

Cause - Effect 2.62 12 14 1

Instrument - Agency 2.23 19 10 1

Product - Producer 1.90 29 11 1

Origin - Entity 1.70 15 15 0

Theme - Tool 1.67 25 5 0

Part - Whole 1.56 25 15 1

Content - Container 3.71 8 7 2

Table 35: Compression rates (Method 1)

Error Analysis

By generalizing argument types we consider two hypotheses.

Hypothesis I: low precision is caused by

(a) the fact that types of relation arguments cannot be solely
identified on the basis of the semantic types and addi-
tional contextual information is needed

(b) the inaccurate generalizations, for instance when both
arguments are over-generalized

Hypothesis II: low recall indicates either that there are no such
subtypes of a given relation type in the training set, or that
the mentions are rather atypical.

Hypothesis I deals with the quality of the generalization pairs and with
contextual effects. Hypothesis II advocates the view that if the relation
mentions are not detected, an explanation for this lies in the quality of
the training set and typicality of the relations. While conducting error
analysis we are interested in false positives (low precision) and discuss
Hypothesis I below in more detail.

If false positives can be explained by Hypothesis I(a), it means that gen-
eralization pairs are mostly accurate but the first requirement (Section 7.4)
from the annotation guidelines is not fulfilled. In other words, syntactic
context either forces explicit negation or a particular relation types is not
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realized syntactically. Consider, for instance, a generalized pair (instru-
mentation#1,person#1) for the relation Agent - Instrument. Intuitively,
this pair is a typical example of the given relation type. However, if
applied to the test data, it would lead to validation of 19 examples, 5 of
which are false positives. Some of the examples are given in (7.11). Here,
(a) and (b) are true positives whereas (c), (d), (e) present false positives.

(7.11) (a) Some <e1>pathologists</e1> do this with a
<e2>scalpel</e2>, while others use scissors.

(b) Anesthesia is not necessary since the <e1>dentist</e1> uses
the <e2>drill</e2> and sandpaper discs and polishing
wheels to reshape the teeth.

(c) Love the <e2>drill</e2>, confound the <e1>dentist</e1>.
(d) But then one of them got hold of an <e2>axe</e2>

belonging to the <e1>carpenter</e1>.
(e) The <e1>tailor</e1> brought his <e2>scissors</e2> and a

newly made garment.

Moreover, even though 7.11(b) and 7.11(c) have exactly the same ar-
guments, the context in 7.11(c) does not allow to infer that here the
Instrument - Agency relation holds. Similar false positives are also
found for the other relation types. Sometimes context is somewhat sub-
tler and examples are nearly positive as in the sentence 7.12(b) (Product
- Producer relation):

(7.12) (a) If the <e1>programmer</e1> makes a <e2>mistake</e2>

with respect to quoting, it will very likely appear as
over-quoting instead of lurking as a security problem.

(b) After various rituals, the <e1>oracle</e1> brought forth
mysteriously cryptic <e2>answers</e2> that had somehow
be interpreted by the visitor.

In 7.12, (a) is a positive example while (b) is a negative one. At a closer
look, (b) seems to be nearly positive example where ‘oracle’ actually
produces ‘answers’ similarly to ‘programmer’ making a ‘mistake’.

Part (b) of Hypothesis I states that there can be generated inaccurate
generalizations. However, the generalization pairs that we have are
rarely overly general. One example of rather general pair is (artifact#1,
collection#1) for Part - Whole relation but this pair is clearly a good
example of meronymy. In sum, Method 1 that we proposed does not
output very general pairs and for this reason it is desirable to conduct an
evaluation exercise by human subjects. This exercise should ideally show
whether lower precision is caused by contextual factors or by inaccurate
generalizations.
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An Evaluation Exercise

To assess the quality of the generalisations, we decided to conduct an
evaluation study. The motivations for it are as follows. First, we would
like to check whether the generalization pairs that we have are at all
plausible. Second, by evaluating the generalized pairs of arguments on
the test data, we have noticed that many of them are accurate but they
do not occur in the test set. As a result, such pairs are not applied to the
test data and we have no way to assess them.

It has been pointed in the literature that some of the relation types are
more easily detected by exploring solely semantic information without
taking into account a sentential context. We hypothesize that the word
pairs which are hard to validate automatically, present some difficulties
for the humans too. Our study can be considered as a weakening of the
evaluation of word pairs. In other words, if a pair of concepts (Gxi

, Gyj
)

is marked as such that it can represent a semantic relation, then it is
more likely that the same relation will hold given the pairs of entities
< xi, yj > which belong to these concepts (xi ⊂ Gxi

, yj ⊂ Gyj
).

In the user study took part 16 persons, with average age 27.4, 5 female
and 11 male, all of which have a good command of English. 1 The
evaluation was done online. Each participant was provided with a
list of concept pairs and was asked to select one of the following four
answers: “yes”, “maybe”, “no” and “don’t know” to indicate if this pair
represented possible arguments for the relation. All participants were
given the definitions of relation types (used in the SemEval competition)
and could consult them at any time while evaluating the word pairs.
Note that we aim at relation validation which would be based on the
common sense knowledge so the only relation that is accompanied by
definition restrictions and some examples is Theme - Tool. This relation
was named a couple of times as the most difficult to annotate (relatively
low agreement) and low performance during the SemEval competition.
The participants were also instructed to judge all word-pairs based on
the plausibility of a given relation to hold rather than to evaluate all pairs
according to the truth values. In addition, each concept is supplied by
its glossary definition from WordNet. This allows, first, to disambiguate
a concept (because no context is provided), and, second, to gain better
understanding on what it means. An example of a validation exercise on
Content - Container relation is given in Fig. 25.

Overall, the goal of our evaluation exercise is to find generalizations
on which humans agree that they are truly positive instances of the
given semantic relation. However, it is also important to discover which
instances that get a high agreement actually are assigned an answer
“no” or “don’t know”. Disagreement among subjects is also interesting

1 In total, we had native speakers of 6 languages with the largest subgroups of native
speakers of English, Dutch and German.
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because it points to the cases where the instances are either atypical or
where they have to be placed in the context to say more about them.

Figure 25: A snapshot of the evaluation exercise web page

There exist several measures of interrater agreement the most known
of which is kappa statistics [47, 171] (Eq. 7.13). For the recent survey
of various inter-coder agreement techniques used in the computational
linguistics, an interested reader is referred to Artstein and Poesio [5].

K =
P̄ − Pe

(1 − Pe)
(7.13)

where Pe denotes agreement by chance and P̄ corresponds to observed
agreement.

Its use is, however, limited if the proportion of examples per category
varies heavily. We are mostly interested in how many examples are
classified as “yes” or “maybe”, so first we calculated proportions per
category as follows:

pj =
1

Nn

N∑
i=1

nij (7.14)

where n is the number of raters (human subjects), N is the number
of examples, and k is the number of categories used. In our study k=3

(“yes” + “maybe”, “no” and “don’t know”), N varies per relation (from
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N = 17 for Content - Container relation to N = 41 for some others). The
number of raters who classified the ith example into the jth category is
denoted by nij. Table 36 summarizes proportions per category (“yes” or
“maybe”, “no” and “don’t know”).

relation type “yes” or “maybe” “no” “don’t know”

Cause - Effect 0.74 0.19 0.06

Instrument - Agency 0.66 0.25 0.04

Product - Producer 0.70 0.25 0.04

Origin - Entity 0.59 0.33 0.06

Theme - Tool 0.67 0.23 0.10

Part - Whole 0.70 0.27 0.02

Content - Container 0.67 0.29 0.03

Table 36: Proportions per category (an evaluation exercise)

For each example, the extent to which the raters agree on it is calculated
as follows:

Pi =
1

n(n − 1)

k∑
j=1

(n2
ij − n) (7.15)

Tables 44- 50 in Appendix of this chapter present agreement informa-
tion for every ith example per relation. The third column in all tables
shows a majority vote on the given example. Some examples are consid-
ered highly accurate by all participants (Pi = 1) while the others cause
certain level of disagreement.

Rater 2

ct 1 ct 2

Rater 1 ct 1 a b

ct 2 c d

(a) An example table of paired ratings
on 2 categories (ct 1 and ct 2)

Rater 2

"y" “n”

Rater 1 “y” 23 3

“n” 1 0

(b) 2 raters’ judgements on Cause -

Effect relation

Table 37: An example on pairwise ratings on Cause - Effect used for calculat-
ing kappa

Data in Table 36 clearly supports our hypothesis that if generalizations
are adequate, “yes” answer should be selected as often as possible. But
is agreement among raters significant? To illustrate why kappa measure
would not satisfy our needs, we selected two persons from the group
whose ratings are given in Table 37b. In the binary case (two categories
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to rate), a and d in equations stand for how many times two raters
agreed on each category and b and d indicate disagreement (Table 37a).
If proportion of agreement on one category differs from proportion of
agreement on the other, it is reflected in the prevalence index (Eq. 7.16).
In case of two categories (for instance, positive and negative), this may
happen when most examples are judged as positive while the number of
negative examples is much smaller. The disagreement between two raters
is defined via bias which also affects the magnitude of kappa (Eq. 7.17).
It is well-known that if the prevalence index prev is high, kappa is low
and if the bias index bias is large, kappa is high [172].

prev =
|a − d|

N
(7.16)

bias =
|b − c|

N
(7.17)

For the illustrative purposes, we lumped together judgements for “yes”
and “maybe” (in “y”), and for “no” and “don’t know” (in “n”) in the
example in Table 37b. The bias index equals 0.07 while the prevalence
index is 0.85. If we calculate kappa, it is indeed as low as -0.04, even
though intuitively the agreement between two raters is high. To overcome
the effects caused by the skewed distribution of categories, Byrt et al. [20]
proposed PABAK (prevalence-adjusted bias-adjusted kappa) measure
that has been later extended to k categories by Rovira [157]. PABAK is
calculated as follows:

K =
P̄ − 1/k

(1 − 1/k)
(7.18)

When calculated for semantic relations we work with, PABAK yields
the scores that are given in Table 38. According to the scale interpretation
proposed by Landis and Koch [94], agreement can be considered substan-
tial for Content - Container, moderate for Cause - Effect, Instrument
- Agency, Product - Producer and Part - Whole, and fair for Theme -

Tool and Origin - Entity relations. Interestingly, the figures on in-
dependent tagging provided by the organizers of SemEval-Task4 [55]
largely correspond to the agreement that we obtained. 2 Theme - Tool

relation also gets the lowest agreement but contrary to our case where
Origin - Entity was placed roughly in the same group, by annotating
the examples in text much better agreement is reached on this particular
semantic relation.

2 By correspondence we refer to the ranking of relations based on the agreement that was
reached.
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We expect that the pairs with very specific arguments to be judged
either as positive (“yes”) or as negative (“no”) examples. It has been
shown in many experiments before that more consensus is most likely to
be reached on the concept pairs exemplifying concrete things as opposed
to the abstract notions. The more general the concepts are, the more
difficult it becomes to assess them. In such cases it is more natural
to get responses like “maybe”. In addition, “maybe” can be chosen
more often if the relation is not grounded on domain knowledge but
rather is driven by external criteria. Recall Gerstl and Pribbenow [51]
who distinguish between structure-dependent part-whole relations and
temporary kinds of the same relation. We would expect temporary kinds
to be judged either as “maybe” or “yes”, whereas the structure-dependent
examples are more likely to be assessed by “yes”. The last possible
answer “don’t know” applies when a participant does not understand
how the two concepts can be related or does not understand the concepts
themselves. During each exercise we keep track of the concepts for
which a participant requested more information (glosses) by clicking on
their names. If participants disagree on some concept pair, it is always
possible to check whether it happens due to the different understanding
of concepts (one participant has used glosses while the other did not) or
it occurred because of other reasons.

relation type PABAK

Cause - Effect 0.48

Instrument - Agency 0.43

Product - Producer 0.49

Origin - Entity 0.35

Theme - Tool 0.31

Part - Whole 0.54

Content - Container 0.65

Table 38: Agreement on 7 generic relations according to PABAK

Most participants that have given their comments after completing all
exercises found the Theme - Tool relation the most difficult to assess.
This holds for the English native speakers as well as non-native speakers.

We also checked concept pairs which were judged as negative examples
but most likely due to the reverse direction (an example would become
a true positive if the arguments had been flipped). In most cases this
occurs because of the labelling errors in the SemEval data. For instance,
two examples that by high agreement among the raters are supposed to
be negative for the relation Part - Whole are (animal_group#1, dog#1)
(P=0.76) and (enterprise#2, lawyer#1) (P=0.75, Table 47). Indeed, these
two examples are clearly negative but they were obtained due to the
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annotation mistakes in the training set. The same holds for (migrant#1,
land#4) (Origin - Entity relation, Table 49).

Sometimes the pairs of concept that are judged as negative are a bit
atypical as (container#1, building_material#1) for Content - Container

relation. This relation is transitive and as such something that already
serves as a container can be contained in another thing. The abovemen-
tioned example was derived from the sentence which mentioned a bottle
being found in the wall.

Surprisingly, the percentage of participants that have requested addi-
tional information (glosses) is relatively low. For the pairs that reached
absolute agreement (P=1.00) Content - Container is the relation with
the highest average number of participants that have consulted glosses
(20.31%), followed by Theme - Tool (12.5%), Product - Producer (5.36%),
Cause - Effect (4.38%), Instrument - Agency (2.34%), Part - Whole

(2.08%). The difference between Contant - Container relation and oth-
ers can be explained by the fact that generalisation pairs in the former
contained ambiguous concepts (i.e., bag#4 and bag#6). In such cases
participants were advised to consult glosses to ascertain their meaning.

7.4.3 Experiment 2

To conduct the second experiment, we collected arguments of all positive
examples from the training set and clustered them. In total, there are
14 clustering solutions (2 solutions per relation). An optimal number of
clusters is not known in advance and for this reason we set it to 3, 5 and
10. Further, strength coefficient from Section 7.3.2 was used to determine
pairs of clusters that cover the training data the best. On the one hand,
we may expect a pair of clusters with the strength coefficient 1 to yield
100% precision on the training data but this assumption is, however,
misleading. As we use LCS on cluster’s elements, it may lead to a very
general concept in the WordNet hierarchy and, consequently, to lower
precision. On the other hand, if all resulting pairs of clusters are used
(as long as the strength coefficient is larger than zero), we should reach
100% recall. The most desirable solution is of course a pair of clusters
that has a high strength coefficient, results in quite general concepts and
has a good coverage.

Selecting the pairs of clusters that should ideally lead to the best
performance in the future can be done by by fixing the strength coefficient
and by doing so, restricting ourselves to a subset of clustering pairs. To
determine which strength coefficient is the best for a given semantic
relation, either the highest accuracy or the F1 score can be used. The
general tendency that one can observe in Fig. 26, 27, and 28 is that
by increasing the strength coefficient recall increases while precision
drops. The X-axis in these figures has to be read as follows. The values
there indicate which subset of the entire set of cluster pairs is used. For
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instance, ‘0.8’ means that all cluster pairs that have the strength coefficient
larger than 0.8 are employed. Note that the highest F1 is not necessarily
to be found on the intersection of the precision and recall curves. This
happens due to the fact that the strength value of 1.00 does not guarantee
the highest precision (as explained above). Table 39 shows which values
of s were selected per relation and what is performance on the training
set. Solution with 10 clusters turned out to be the best for all seven
relations. Two semantic relations whose scores substantially differ from
the rest are Theme - Tool and Origin - Entity.

Relation type Precision Recall Acc s

Origin - Entity 56.8 98.0 71.1 wup10, 0.71

Content - Container 69.2 100 79.6 wup10, all

Cause - Effect 74.0 100 81.6 wup10, all

Instrument - Agency 84.6 82.1 83.6 wup10, 1.0

Product - Producer 73.3 94.9 75.4 wup10, 0.29

Theme - Tool 55.0 88.0 67.4 wup10, 0.29

Part - Whole 76.7 87.5 81.8 wup10, 0.5

avg. 69.9 92.9 77.2

Table 39: Performance on the SemEval training data set (Method 2)

Relation type Precision Recall Acc

Origin - Entity 51.2 61.8 57.1

Content - Container 70.3 68.4 68.9

Cause - Effect 68.4 72.2 70.3

Instrument - Agency 77.8 56.8 70.3

Product - Producer 73.3 80.0 67.9

Theme - Tool 30.7 33.3 48.5

Part - Whole 58.3 53.8 69.0

avg. 61.4 60.9 64.6

Table 40: Performance on the SemEval test data set (Method 2)

The results on the test set are given in Table 40. Here, we can observe
the same tendency as on the training data, namely, Cause - Effect and
Instrument - Agency are among the relations with the highest scores
while Theme - Tool and Origin - Entity belong to semantic relations
that cannot be easily identified by using the rules that we derived. It
is worthwhile to recall that some rules are consistent with the part of
the test data and not necessarily with all examples. If syntactic con-
text is not used, they are bound to extract false positives. But similarly
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to Method 1, the relations that we have can be roughly divided into
two groups, where Cause - Effect, Content - Container, Product -

Producer, Instrument - Agency, Part - Whole form a group of relation-
ships that can be relatively easy identified solely on the semantic types
of the arguments, whereas Origin - Entity and Theme - Tool cannot.

Some of the rules that were found by Method 2 are given in Table 41.
By comparing these examples with the output of Method 1, we can see
that current rules are more general.

Relation (GX, GY)

Instrument - Agency (unit#6, person#1)

(unit#6, medical_man#1)

Cause - Effect (event#1, human_action#1)

(knowledge#1, human_action#1)

(event#1, state#2)

(phenomenon#1, physical_process#1)

Product - Producer (object#1, person#1)

(object#1, group#1)

(matter#3, physical_entity#1)

(communication#2, person#1)

Origin - Entity (group#1, object#1)

(object#1, object#1)

(object#1, person#1)

Theme - Tool (abstract_entity#1, event#1)

(knowledge#1, abstract_entity#1)

(event#1, communication#2)

Part - Whole (person#1, group#1)

(body_part#1, thing#12)

(substance#1, matter#3)

(person#1, person#1)

Table 41: Some examples per relation type (Method 2)

Combining semantic and syntactic evidence

In the previous sections we have shown that if accurately generated,
semantic types should provide high precision. Moreover, in the previous
chapter we also noticed that the shortest path introduced by Bunescu
and Mooney [17] usually boosts recall. If we put two pieces of evidence
together, we might expect better performance. Let us first look at the
results obtained by the shortest path kernel (Table 42). Clearly, there
are three relation types that are likely to benefit from use of semantic
types, Cause - Effect, Instrument - Agency and Product - Producer.
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For all these relations recall is high and that means that accurate types
hopefully increase precision without significant decrease in recall. For
other relation types, one might attain better performance but this should
mostly affect results only slightly because recall by shortest path method
is already low.

We combined syntactic and semantic evidence as follows. All positive
predictions by both methods are considered positive in the final model
while the rest is labeled as negative examples. If semantic types cannot be
applied to the test data (because of the lack of annotations with WordNet
synsets), predictions by shortest path kernel are used. Semantic types that
are used are obtained by Method 2. The results of such combination are
presented in Table 43. As expected, combination of the pieces of evidence
increases causation, Product - Producer and Instrument - Agency but
also has a positive influence on other relations in terms of accuracy.

Relation type Precision Recall Acc

Origin - Entity 40.0 16.7 51.9

Content - Container 50.0 23.7 48.6

Cause - Effect 54.7 100.0 57.5

Instrument - Agency 53.9 92.1 57.7

Product - Producer 69.9 93.6 68.8

Theme - Tool 56.3 31.0 62.0

Part - Whole 42.9 23.1 61.1

avg. 52.5 54.3 58.2

Table 42: Shortest path kernel’s results per relation type

Relation type Precision Recall Acc

Origin - Entity 57.1 11.1 56.8

Content - Container 70.0 18.4 54.1

Cause - Effect 72.1 75.6 72.5

Instrument - Agency 80.0 41.7 70.5

Product - Producer 77.4 77.4 69.9

Theme - Tool 50.0 10.3 64.8

Part - Whole 60.0 11.5 65.3

avg. 66.7 35.1 64.8

Table 43: Results on the SemEval test data set achieved by combining syntactic
and semantic evidence
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7.5 discussion

There is a principle difference between two methods. In the first one,
positive and negative examples are used whereas the second one focuses
on the positive examples only. As the first method is based on the
2-step procedure, some examples which may subsume negative ones
are not employed at all. Using clustering in Method 2 requires making
some additional decisions like how many resulting clusters should be
considered. To estimate how well both methods perform, we use either
precision or accuracy on the training data.

Our first method has some similarities with the methods by Moldovan
et al. [127] proposed in the past. For instance, we also employ the idea
of specialization but it is done in the different way and for a different
purpose. We do not contrast one semantic relation against the other but
rather look for the semantic types of the argument per semantic relation.
Our stopping criterion is loss in precision (or accuracy) on the training
data rather than resolving ambiguities between semantic relations.

Recall also the work by Chaffin and Herrmann [24] who studied differ-
ent similarity effects on semantic relationships (Chapter 2). In contrast to
their proposal, we do not rely on similarity between two argument fillers
but rather detect similarity on the paradigmatic level. Item similarity
(or in our case similarity between two arguments of the same relation)
is undoubtedly important for synonymy but we believe that it is nearly
useless if other semantic relationships are considered.

Our method depends on the positive and negative examples in the
training set and on the semantic hierarchy we use. If some parts of the
hierarchy are more flat, the resulting patterns may be either too general
(Method 2) or too specific (Method 1).Answering RQ 1:

Semantic constraints
and the SemEval
guidelines

Looking back at the research questions that we posed in Section 7.3,
we can state that the generalization pairs from both methods largely
correspond to the relation description given in the guidelines of the
SemEval competition.

For instance, for Content - Container containers are often deliniated
in space as required by the guidelines. In case when it does not happen
(e.g., (information#1, movement#3)) the generalized pairs get much lower
agreement (Table 44). Similarly to what was stated in the SemEval
guidelines, we obtained generalizations for several subtypes of meronymy.
The most successful generalizations were of type Member - Collection

(e.g., (artifact#1, collection#1), (leader#1, social_group#1) in Table 45).
Examples of Place - Area (e.g., (geological_formation#1, land#4) and
(igneous_rock#1, whole#2) in Table 45) obtain lower agreement than
pairs of Member - Collection subtype. Most pairs that were judged
as good candidates for Instrument - Agency and Product - Producer

relations correspond to the definitions of these relations as well. In
particular, the constraints detected for Instrument - Agency contain an
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actor as a type for Agency and an entity for Instrument. In line with
the definition of Product - Producer, products can be either abstract or
concrete entities. Most generalizations consist of products as concrete
entities, there are however examples of abstract entities for the products
as well (e.g., (idea#1, bad_person#1)). Causation is one of the relations
where almost any types are allowed for its arguments and it can be seen
in a variety of generalizations that were detected by Method 1 in Table 49.
The definitions of the Origin - Entity and the Theme - Tool relations
list not the types of arguments that are allowed for this relation but rather
their counterexamples (i.e. plans and strategies are not allowed as tools). Answering RQ 2:

Meaningfulness of
semantic constraints
discovered by
Method 1

Our initial hypothesis about the constraints one relation argument
imposes on the other led to the pairs many of which were judged as
positive by human raters. In particular, Content - Container is the one
relation that got substantial agreement. It can be seen however that
high/low PABAK scores do not immediately translate into the similar
scores when the constraints are applied to the SemEval test data set.
For instance, causation and meronymy obtained moderate agreement
but their generalizations do not yield maximum precision. The most
challenging relations for human raters were Theme - Tool and Origin -

Entity. As expected, semantic constraints for Theme - Tool relations do
not work well when applied to the SemEval test data set. Surprisingly, the
generalizations found for Origin - Entity get low PABAK agreement
score but they are very precise (100% precision on the test data). We
investigated decrease in precision on test data and found out that in
many cases it is caused by the fact that contextual factors were not taken
into account or by the annotation mistakes. Answering RQ 3:

Differences among
semantic relations

It is tempting to conclude that Origin - Entity and Theme - Tool

are relations where semantic typing does not play such a significant
role. Indeed, even on the training data, given the results of two different
methods these semantic relations could not be validated with precision
that would be comparable to other relationships. The participants of
our validation exercise also found it difficult to give any judgements
on Theme - Tool relation which can be seen in the lowest PABAK value
among all relationships that have been studied. Moreover, they get the
lowest performance by both methods that we have studied. If WordNet
information does not seem to be very useful, does the context help then?
The best performing system in category ‘C4’ (no WordNet but queries
are used) designed by Nakov [135] yields much lower scores for these
two relations and for Part - Whole, which is in line with the systems in
other categories.

If used alone, the concept pairs generated by both methods may pro-
vide accuracy similar or higher to the existing solutions based on syntactic
information such as the shortest dependency kernel. Given performance
on the test data, the generalization pairs provided by Method 1 give
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better precision than these by Method 2. In general, Method 2 provides
coarser generalizations and for this reason outperforms Method 1.

Another question is whether two methods complement each other.
We conducted additional experiments by combining the rules from both
methods. The results revealed that some useful rules that were not found
by the second method were detected by Method 1. It holds for such
relationships as Cause - Effect, Content - Container and Product -

Producer. For other semantic relations combining results did not change
the resulting performance very much.

7.6 conclusions

In this chapter, we presented two novel methods to derive semantic types
of the relation arguments. Firstly, we used a hypothesis of one argument
putting some constraints on the other (Method 1) and arrived at sets of
generalizations that varied in the specificity degree. Most generalizations
per relation were judged by humans as positive with considerable PABAK
value. Secondly, we considered similarity between all words used as a
relation argument and calculated the strength between word clusters in
the end phase (Method 2). The rules obtained in such way are often
more general than those provided by Method 1 which leads to the good
performance on the test data even if no context is used.
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appendix

concept (arg1) concept (arg2) Pi yes/no example

bomb#1 bag#6 1.0 yes none

physical_entity#1 vessel#3 1.0 yes both

substance#1 vessel#3 1.0 yes both

nitroglycerin#1 vessel#3 1.0 yes one

equipment#1 bag#4 1.0 yes both?

entity#1 compartment#2 1.0 yes both

rind#1 sack#1 0.88 yes one

furnishing#2 gathering#1 0.87 no both

container#1 building_material#1 0.76 no both

flour#1 artifact#1 0.68 yes one

plasma#3 magnetic_bottle#1 0.68 yes none

support#10 plastic_bag#1 0.6 yes one

paper#1 facility#1 0.6 yes one

visual_communication#1 creation#2 0.54 no both

physical_phenomenon#1 energy#1 0.48 no both

information#1 movement#3 0.48 yes one

book#2 instrumentality#3 0.43 no one

Table 44: Generalizations on Content - Container relation
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concept (arg1) concept (arg2) Pi yes/no example

statement#1 written_agreement#1 1.0 yes both

artifact#1 collection#1 1.0 yes one

leader#1 social_group#1 1.0 yes both

air_bag#1 wheeled_vehicle#1 1.0 yes one

organ#1 patient#1 1.0 yes one

woman#1 social_group#1 1.0 yes one

surface#1 object#1 0.88 yes one

edge#1 device#1 0.88 yes one

igneous_rock#1 whole#2 0.88 yes both

geological_formation#1 land#4 0.88 yes both

lipid#1 physical_entity#1 0.88 yes both

opening#10 outbuilding#1 0.88 yes both

top#2 whole#2 0.77 yes one

small_indefinite_quantity#1 baked_goods#1 0.77 yes both

evidence#2 article#1 0.77 yes both

data#1 road_map#1 0.77 yes none

fabric#1 receptacle#1 0.77 yes both

joint#1 external_body_part#1 0.76 yes both

animal_group#1 dog#1 0.76 no both

enterprise#2 lawyer#1 0.75 no one

surface#1 wheeled_vehicle#1 0.68 yes both

ability#2 ability#2 0.68 yes both

shape#2 idea#1 0.68 yes both

carotenoid#1 plant#2 0.66 yes both

location#1 passage#3 0.6 yes both

solid#1 nutriment#1 0.6 yes both

structure#4 reproductive_structure#1 0.58 yes both

abstraction#6 social_group#1 0.56 no both

piece#1 paper#1 0.55 yes one

flower_arrangement#1 plant#2 0.5 no both

object#1 surface#1 0.5 no one

writing#4 computer_file#1 0.5 yes both

signal#1 writing#2 0.5 yes both

edible_fruit#1 cream_cheese#1 0.48 no one

earth#2 artifact#1 0.48 yes both

mixture#1 matter#3 0.46 yes both

line#11 body_substance#1 0.45 no one

end#1 tobacco#1 0.45 no one

earth#2 pot#1 0.42 no one

process#5 reptile#1 0.42 no both

germanium#1 mineral#1 0.28 yes one

Table 45: Generalizations on Part - Whole relation
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concept (arg1) concept (arg2) Pi yes/no generalized

massage#1 comfort#1 1.0 yes one

diversion#1 happiness#2 1.0 yes one

explosion#1 fire#1 1.0 yes none

waste#1 damage#1 1.0 yes one

atmospheric_phenomenon#1 damage#1 1.0 yes one

resoluteness#1 accomplishment#1 0.88 yes one

bomb#1 worsening#2 0.88 yes one

process#2 abstraction#6 0.77 yes both

abstraction#6 joy#1 0.77 yes one

investigation#2 abstraction#6 0.76 yes both

body_substance#1 obstruction#2 0.76 yes one

entity#1 indignation#1 0.76 yes one

natural_process#1 ending#4 0.68 yes both

pollution#1 pollution#1 0.68 yes one

entity#1 speech_act#1 0.68 yes both

entity#1 deformation#2 0.66 yes one

mixture#1 killing#2 0.58 yes both

transaction#1 illness#1 0.51 yes both

creation#2 abstraction#6 0.46 yes both

abstraction#6 illness#1 0.46 no both

content#5 communication#2 0.42 yes both

departure#1 aftershock#1 0.41 yes one

decrease#4 abstraction#6 0.39 yes both

entity#1 property#2 0.35 yes/no both

quality#1 entity#1 0.28 no both

propulsion#2 inhibition#3 0.28 don’t know one

performance#3 pathologic_process#1 0.27 yes one

Table 46: Generalizations on Cause - Effect relation



166 semantic types of some generic relations

concept (arg1) concept (arg2) Pi yes/no example

game_equipment#1 football_player#1 1.0 yes one

weapon#1 person#1 1.0 yes both

textile_machine#1 weaver#1 1.0 yes one

medical_instrument#1 doctor#1 1.0 yes one

printer#3 employee#1 1.0 yes both

stick#1 person#1 1.0 yes one

ax#1 leader#1 1.0 yes one

lifting_device#1 construction_worker#1 1.0 yes one

process#2 expert#1 0.88 yes both

stick#1 ballplayer#1 0.88 yes both?

instrumentality#3 preserver#3 0.76 yes both

falsehood#1 negotiator#1 0.75 yes both

electrical_device#1 computer#1 0.57 yes both

implement#1 contestant#1 0.55 yes both

scientific_instrument#1 observatory#1 0.55 yes one

animal#1 traveler#1 0.50 yes both

orderliness#2 electronic_equipment#1 0.47 no both

speech_act#1 institution#1 0.42 yes both

instrumentality#3 bad_person#1 0.42 yes both

structure#4 organ#1 0.42 no both

phenomenon#1 artifact#1 0.42 no both

language_unit#1 applicant#1 0.38 yes one

needlework#1 sewing_machine#1 0.38 no one

office#4 force#8 0.38 no none

body_of_water#1 machinery#1 0.35 no both

mechanical_device#1 change_of_integrity#1 0.35 yes/no both

macromolecule#1 establishment#4 0.34 yes/no both

signal#1 writing#4 0.33 no both

quality#1 scientist#1 0.30 no both

group#1 library#1 0.26 no one

Table 47: Generalizations on Instrument - Agency relation
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concept (arg1) concept (arg2) Pi yes/no example

abstraction#6 scientist#1 1.0 yes one

message#2 person#1 1.0 yes both

idea#1 bad_person#1 1.0 yes one

message#2 priest#1 1.0 yes both

report#1 leader#1 1.0 yes one

instrument#1 watchmaker#1 1.0 yes one

tobacco#1 manufacturer#2 1.0 yes none

beverage#1 man#1 0.88 yes both

fiber#1 mammal#1 0.88 yes one

web#1 invertebrate#1 0.88 yes one

photocopy#1 woman#1 0.88 yes one

natural_phenomenon#1 physical_entity#1 0.88 yes both

foodstuff#2 land#4 0.77 yes both

diversion#1 dining-room_attendant#1 0.77 yes both

instrumentality#3 business#1 0.76 yes both

nutriment#1 skilled_worker#1 0.76 yes both

generalization#2 Judges#1 0.75 yes one

opening#10 health_professional#1 0.68 yes both

message#2 group_action#1 0.68 yes both

alcohol#1 process#6 0.66 yes both

mixture#1 rock#2 0.66 no both

attempt#1 gathering#1 0.6 yes both

region#1 geological_formation#1 0.6 no both

whole#2 woody_plant#1 0.6 no both

figure#6 disputant#1 0.57 yes one

solid#1 farmer#1 0.51 yes one

abstraction#6 cognition#1 0.51 yes both

fluid#2 substance#7 0.50 no both

physical_entity#1 equipment#1 0.48 no both

expert#1 gathering#1 0.47 yes/no both

nonaccomplishment#1 communicator#1 0.43 yes both

message#2 abstraction#6 0.43 no both

body_substance#1 part#1 0.43 yes both

utterance#1 minority#1 0.42 yes one

plant#2 object#1 0.43 no both

cell#2 part#3 0.43 no both

natural_object#1 relative#1 0.42 yes both

mechanism#5 creation#1 0.41 no both

cognition#1 unit#3 0.32 yes both

biological_group#1 people#1 0.35 yes/no both

lepton#2 device#1 0.30 yes both

Table 48: Generalizations on Product - Producer relation
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concept (arg1) concept (arg2) Pi yes/no example

natural_object#1 carbohydrate#1 0.88 yes one

edible_fruit#1 liquor#1 0.88 yes both?

Lowlands#1 traveler#1 0.88 yes one

physical_entity#1 ingredient#3 0.76 yes both

potato#1 liquor#1 0.76 yes one

migrant#1 land#4 0.75 no both

property#2 liquor#1 0.75 no one

container#1 rug#1 0.68 yes one

natural_object#1 entity#1 0.68 yes both

physical_entity fat#1 0.66 yes both

computer#1 indication#1 0.66 yes both

psychological_feature#1 data#1 0.66 yes one

solid#1 nutriment#1 0.66 yes both

article#1 section#1 0.6 yes one

vegetation#1 plant_part#1 0.6 yes both

news#1 communicator#1 0.57 no one

commodity#1 air#1 0.50 no one

political_unit#1 traveler#1 0.48 yes both

movie#1 photographic_equipment#1 0.48 no one

structure#3 abstraction#6 0.46 yes both

bridge#1 representation#1 0.43 no one

section#1 section#1 0.43 yes both

creation#2 noun#1 0.43 no one

line#11 signal#1 0.42 yes one

district#1 bonus#2 0.41 no both

wit#1 section#1 0.36 yes/no both

lipid#1 fuel#1 0.35 yes one

wilderness#3 wonder#2 0.35 yes one

paper#1 visual_property#1 0.30 no both

relation#1 abstraction#6 0.28 yes both

Table 49: Generalizations on Origin - Entity relation
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concept (arg1) concept (arg2) Pi yes/no example

abstraction#6 written_communication#1 1 yes both

house#1 instrumentality#3 0.88 yes one

design#2 arrangement#2 0.77 yes both

homicide#1 judgment#3 0.77 yes both

license#4 written_communication#1 0.76 yes both

nonaccomplishment#1 act#2 0.76 yes both

entity#1 rule#11 0.66 yes both

message#1 communication#1 0.66 yes one

situation#1 speech_act#1 0.66 yes both

capital#1 enterprise#2 0.6 yes both

entity#1 instrumentality#3 0.58 yes both

perceiver#1 sensory_activity#1 0.54 yes both

animal#1 water#6 0.54 yes one

attempt#1 signal#1 0.49 yes both

leader#1 social_event#1 0.49 yes both

motion#6 equivalent#1 0.49 no both

entity#1 substance#1 0.49 yes both

change_of_magnitude#1 propulsion#2 0.49 yes both

commodity#1 approval#4 0.49 yes both

occupation#1 vote#2 0.46 yes both

language_unit#1 mathematical_statement#1 0.43 yes both

abstraction#6 implementation#2 0.43 yes both

instrumentality#3 activity#1 0.39 yes both

unskilled_person#1 job#2 0.39 yes both

abstraction#6 collection#1 0.37 yes both

mathematical relation#1 practice#5 0.37 yes both

peer#1 proceeding#1 0.34 yes both

perception#3 nomination#2 0.33 no one

regular_payment#1 definite_quantity#1 0.31 yes both

submission#1 point#6 0.3 yes/no one

Table 50: Generalizations on Theme - Tool relation
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Figure 26: Clustering solutions on Cause - Effect, Instrument - Agency, and
Product - Producer
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8
C O N C L U S I O N S

In this chapter we revisit the research questions which were posed and
discuss the contributions. We also mention the number of future direc-
tions that are worth exploring.

8.1 answers to the research questions

1. What is the role of syntactic information for relation recognition?

To answer this question, we explore dependency structures of
sentences. On the textual entailment task, mining such syntac-
tic structures leads to an increase in precision. Overall, syntactic
information helps for relation extraction but as it has been shown
earlier [19], the methods based on purely sentential information
may do better. While considering syntactic information we dis-
cussed the shortcomings of the methods introduced before and
proposed two solutions. One is a flexible comparison of sequences
defined on dependency paths and the second lies in introducing
a feature-value representation on carefully selected levels from
the dependecy trees. We have also demonstrated that syntactic
functions such as subject, object and others contribute to the final
performance. This can be seen for textual entailment as well as
for extraction of semantic relations. In the latter case removing
syntactic functions deteriorates performance a lot.

Another question that has been discussed in the NLP community for
a long time is whether there is any difference in using current state-
of-the-art parsers [124]. In this thesis we examined information
provided by five different parsers, LinkParser, Minipar, Stanford,
Charniak and Enju analyzers. There are many differences among
all of them. First of all, the Charniak parser was originally designed
to output a constituency analysis. It is possible to convert it to
the dependencies but they are not typed (by syntactic functions).
All other parsers provide syntactic functions but again, the lists of
actual functions that are being used differ. Some analyzers include
prepositions into a syntactic function (Stanford parser, LinkParser)
while others (Charniak parser) do not. Moreover, the fact that an
analyzer produces a resulting tree does not necessarily mean that
this analysis is correct. This being said, the results achieved by using
LinkParser’s output that was verified by experts are usually higher
than performance obtained on other input. And finally, syntactic
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parsers that have not been trained on the given domain-specific data
are known to provide less accurate results. For instance, Minipar is
a wide-coverage parser that has not been trained on any domain-
specific data. Minipar fails to parse biomedical data more often and,
as a result, one does not arrive at the same number of dependency
paths. However, the Stanford parser is not trained on the biomedical
data either but seems to provide better results. To summarize, we
found out that for the dependency paths the Stanford parser is
usually a good option. If only partial information is needed (as is
the case for the level-based representation), Minipar can also be
used. It may not provide one dependency tree per sentence (but a
forest) but as long as it produces at least partially correct output, it
can already be used for the level-based representation.

2. How can we effectively incorporate prior knowledge in the learning
process?

This question was addressed in Chapter 6 by exploring local align-
ment kernels for generic and domain-specific relations. To answer
this question, we introduced two requirements to the method such
as (i) flexibility and (ii) ability to incorporate prior knowledge. We
have demonstrated that a combination of syntactic information with
semantic knowledge (either derived from the large corpora or from
the existing ontologies) improves relation extraction, significantly
outperforming the baselines. While the differences among the re-
sults obtained by various distributional similarity measures are
not very large (and not always significant), the final performance
is influenced a lot by the choice of the WordNet-based measures.
This clearly indicates that prior knowledge in form of semantic
relatedness constitutes an important part for relation recognition.

The impact of prior knowledge on learning can be regulated by the
scaling parameter. We have shown that if it is set to a value below 1,
the effect of using prior knowledge is very low and so is the overall
extraction accuracy. An interesting finding is that decreasing the
scaling parameter leads to much lower recall which again supports
our hypothesis that neglecting semantic relatedness has a negative
impact on relation recognition in general.

Another advantage of the method that we proposed to use lies
in its flexibility. Similarly to the previous work we acknowledge
the necessity of defining subsequences [112, 16] but unlike those
approaches we focus on flexible alignment of the dependency paths.
We have noticed that this requirement is especially useful for the
domain-specific relations where the dependency paths can be of a
different length. In the case of generic relations, the paths are more
alike and the most important component becomes the use of prior
knowledge.
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3. Is it possible to learn cognitively plausible semantic constraints for
various generic relations? Can they be used for relation recognition?

A problem of semantic constraints discovery was tackled in Chapter
7. We argue that some generic relations can be easily recognized by
placing constraints on their arguments while others cannot. Seman-
tic constraints alone do not guarantee accurate relation recognition
in text and it is widely acknowledged that sentential context has
to be taken into account [54]. Nevertheless, semantic constraints
should provide more insight to what a given relation is about. In
the ideal scenario where all constraints would be known in advance,
one would only need to use context to filter out the false positives.
This scenario is unfortunately not realistic because a number of
constraints can be very large. The more realistic approach would
be an integration of syntactic and semantic evidence. This should
work well when syntactically-based methods provide high recall
but lower precision.

To answer the first question, we presented two methods one of
which outputs more specific constraints while the other offers more
general constraints. By letting humans judge validity of seman-
tic constraints for seven generic relations we conclude that most
of the constraints are plausible. An interesting result is that we
see a difference in agreement on various relations which corre-
sponds to the agreement values while annotating relations [55].
More precisely, Content - Container, Part - Whole an Product -

Producer are the relations with the highest agreement score. Simi-
larly to agreement while annotating, constraints for Theme - Tool

yield the lowest agreement. This relation differs from the other six
relations which can be seen already in its definition. Namely, Theme
- Tool is characterized not only by two entities (its arguments) but
also by the kind of action in which one entity is the thing that is
acted upon and the other entity is used for this action. For instance,
in the noun phrase ‘supercomputer business’ the business is a tool
that is intended for selling supercomputers (theme). Based on the
definition, we may assume that Theme - Tool is actually a ternary
relation rather than a binary one. The implicit assumption about
the ‘kind of action’ makes it difficult to recognize this relation not
only by any authomatic method but also by humans themselves.

Semantic constraints that were discovered by both methods can
be used in practice for relation extraction. However, their appli-
cability depends on how generic they are and on whether similar
constraints/examples can be found in the test data set. Method
1 produced constraints that are plausible but quite specific. In
constrast, Method 2 offers a more generic solution. As shown
in Chapter 7, the acquired constraints usually improve precision.
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Compared to the results obtained by the shortest path kernel, the
relations that gain the most from combining syntactic and seman-
tic evidence are causation, Product - Producer, and Content -

Container.

8.2 contributions

The work presented in this thesis contributes to relation recognition
from text and to better understanding of what semantic relations are.
In line to what was stated in the VL-e proposal (Chapter 1, Section
1.2) we explored how to use syntactic information to improve relation
learning [81] and considered local alignment kernels as a novel machine
learning approach to relation extraction [83]. During the AID project we
also studied alternative sources for extracting syntactic information such
as grammatical inference [80] but existing parsers proved to be more
useful.

The main contributions are in the following areas.

I Tree mining and textual entailment

Textual entailment presents an inter-sentential relation and is a
vital component of language understanding. Recognition of TE
requires a number of component such as linguistic analysis and
background knowledge. Here we approach this task by performing
tree mining on the dependency structures. While much work in
this area focused on the role of syntactic analysis for TE, we are
not aware of any methods that are based on tree mining. Our
approach allows to identify the maximal embedded trees that two
dependency structures share. The more similar two structures are,
the more likely it is for TE to take place. We show that tree mining
provides performance comparable to other state-of-the-art results
that were achieved by using syntactic information.

II Syntactic representation for extraction of semantic relations

Syntactically, semantic relations can be realized in many different
ways and it is desirable to have a single uniform approach that
would allow to handle them. In this respect, extraction of semantic
relations differs from the named entity recognition task where
a local context proved to be sufficient. We provide motivation
for what parts of syntactic structure are most likely to influence
accuracy of relation extraction and propose a novel attribute-value
representation. Its advantage is that it makes it possible to use
standard machine learning methods no matter how relation is
expressed in a sentence.

III Prior knowledge and local alignment kernels for relation recog-
nition
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By using machine learning, one is always limited to the amount of
information that is found in the training data. Much of the work in
the machine learning community focuses on exploring unlabeled
data in the semi-supervised setting. Relation learning can benefit
from information gathered from the large data collections as well.
Given a binary relation R(x, y), we propose to exploit a dependency
path between the arguments x and y. It is expected that the paths
of the instances of the same relation would be similar (but rarely
identical). To allow flexible comparison of dependency paths, we
(1) compare elements of the path by using large unannotated data
sets and distributional similarity, (2) use local alignment kernels to
ensure flexibility of the comparison. Our experiments on various
data sets yielded either the state-of-the-art results or outperformed
existing methods.

IV Semantic constraints on relation arguments

Previous research in relation extraction has shown that recognition
of generic relations (part - whole, causation and others) is as
challenging as identifying relations in the domain-specific discourse.
The difficulties in the former case often arise because of the variety
of arguments’ types for a given relation. Consequently, extraction
of generic relations transforms into relation validation provided the
arguments of a probable relation instances are already identified.
There has been little work on this topic (with a notable exception
by Girju et al. [54]) which requires more attention. We proposed
two methods to identify semantic constraints that can be imposed
on relation arguments. Both methods provide useful constraints
which was shown by experiments that we conducted.

8.3 future directions

The methods that we proposed to use in this thesis can be further studied
from several perspectives.

For textual entailment we have demontrated that a combination of tree
mining with lexical overlap increases precision. There are however many
varieties of tree mining that can be examined in the future. Firstly, it
is worth investigating whether ordered tree mining would have similar
effect on the final performance for languages other than English. We
would expect unordered embedded tree mining to be a more natural
choice for the free word order languages. Secondly, more research on
tree mining may provide solutions for mining trees with labeled edges.
In this case it would not be necessary to incorporate labels of the edges
the nodes’ labels.

For semantic relations, local alignment kernels provide a flexible means
to extract them accurately. This flexibility allows for a wide range of



178 conclusions

relatedness measures. It is therefore possible to use any taxonomies,
ontologies or simply unannotated data provided that the measures reflect
relatedness between two terms or concepts. It has been argued that
relatedness is not necessarily similarity and some measures may account
better for synonymy while others reflect more generally related words.
Relatedness has without a doubt an important impact on relation recogni-
tion and it is worthwhile to study what level of relatedness is optimal for
this particular task. We hypothesize that even though measures reflecting
synonymy are useful, they might be not sufficient and opt for the coarser
relatedness level.

At present, we examine other relation types. For instance, detection
of relations between drugs and diseases is an important task in the
biomedicine. When such relations are learnt accurately, they may provide
additional information for a doctor. Another interesting topic would
be learning relations of higher arity. Using the example of the drug -

disease relation above one can notice that a correct identification of a
drug depends not only on the diagnosis but it may also be dependent on
other factors (e.g., allergies) that have to be taken into account. Two other
directions that can be explored are (i) embedding relation extraction re-
sults in the existing question-answering applications and (ii) information
integration. As shown by research on QA, this area seems to benefit from
accurate relation identification. Since our results on relation learning are
very encouraging, we believe this may also improve QA performance. In
addition, information integration becomes increasingly important. Recog-
nition of relations from text provides various information but it can be
also combined with experimental evidence.

Semantic constraints proved to be useful for some generic relations
such as Product - Producer or Instrument - Agency. We believe that
some relations may have a large number of constraints types while for
the others their number would be rather limited. For this reason, it
should be possible to derive more constraints and to look further for the
most effective combination of these constraints with the methods based
on contextual information. In addition, it would be interesting to learn
‘negative constraints’ saying for instance that if one argument is of a
type A and the other of a type B, then a given relation cannot take place.
At present, ‘negative constraints’ are derived from logical properties of
relations such as asymmetry. From a cognitive point of view, it remains
an interesting question to investigate whether certain types of contraints
are distinguished by humans.
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A P P E N D I X

a.1 additional information on various data sets

The data sets that have been used in the thesis can be downloaded from
the following locations:
BC - PPI is available from http://www2.informatik.hu-berlin.de/

~hakenber/

LLL is available from http://genome.jouy.inra.fr/texte/LLLchallenge/

Representation Parser Data set #examples #pos direction

paths LinkParser LLL (train) 618 153 asymmetric

paths LinkParser LLL (test) 476 unknown asymmetric

paths Stanford BC-PPI 664 250 mixed

paths Stanford AImed 3763 922 symmetric

paths Enju AImed 5272 918 symmetric

level-based LinkParser LLL (train) 909 165 asymmetric

level-based Minipar AImed 5106 1006 symmetric

Table 51: Statistics of the biomedical data sets

a.2 parsers

The parsers that have been studied in this thesis are freely downloadable
from the following locations.

Minipar is available from http://www.cs.ualberta.ca/$\sim$lindek/

minipar.htm

The Charniak’s parser is available from ftp://ftp.cs.brown.edu/pub/

nlparser/

The Stanford parser is available from http://nlp.stanford.edu/software/

lex-parser.shtml#Download

The Enju parser is available from http://www-tsujii.is.s.u-tokyo.

ac.jp/enju/

a.3 an example from the evaluation exercise in chapter 7

description
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This task is concerned with a validation of Product - Producer relation.
For each pair of concepts, please select one of four possible answers:

• yes (you’re sure that X and Y can be related)

• maybe (you’re inclined to claim X and Y can be related but you are
less confident)

• no (X and Y definitely can’t be in a given relationship)

• don’t know (you don’t know it)

If you don’t understand a concept or need more detailed explanation
on what it means, click on it and it will appear in a pop-up window.
Please mind the direction (e.g., in the Product - Producer examples, the
first concept refers to Product and the second to Producer). Once all
fields are filled in, push the button “Send” (once) to submit your results
for this particular relation type.

definition

Product - Producer(X,Y) is true if and only if:
according to common sense, X can be a product of Y or, Y can produce

X. Here X is the product and Y is the producer. the producer should be
actively involved in the process of bringing the product into existence
and not just serve as a raw material. the product can be any concrete or
abstract object.



S U M M A RY

Semantic relations have been extensively studied in various fields in-
cluding philosophy, linguistics, cognitive and computer sciences. While
linguistic studies were mostly concerned with relations’ representation,
their properties and connections to the lexicon [132], research in cognitive
and computer sciences explored reasoning with (and about) semantic
relations [59], their perception by humans and learning relations from
text [15, 2].

This thesis falls in the last category, automatic recognition of semantic
relations. The large body of research on relation extraction has proven
that this is a challenging yet an important task which can serve as a
component of complex systems such as for question answering, infor-
mation retrieval, summarization and others. For instance, it has been
demonstrated by Girju [53] that automatic discovery of causal relations
improves the results in question answering. Learning relations also facili-
tates semi-automatic ontology construction by suggesting relations that
can be of the domain expert’s interest. Our collaboration with the food
informatics partners within the VL-e project 1 revealed that learning novel
concept instances (such as toxic substances) and relations among them
is of the practical interest and is less time consuming than approaches
relying on the human expertise only.

More generally, semantic relations can be divided in domain-dependent
(i.e., interactions between proteins) and generic such as hypernymy (is-a),
causation or meronymy (part-whole). An example of part-whole relation
is given below, where women are part of a chorus, <women,chorus>.

(A.1) The women’s chorus of Dallas is one of the nation’s finest
women’s choruses.

The central topic of this thesis is exploring what information is neces-
sary for learning semantic relations. What are the ways of incorporating
prior knowledge in the learning process in as efficient way as possible?
What can one say about relation arguments and most importantly, what
role do they play for relation recognition by human and machine?

To address the first question, the type of information that is needed
for relation extraction, we consider dependency structures. Given the
well-known data sparseness problem in machine learning, we focus on
partial information that can be derived from this syntactic representation
and examine tree mining and dependency paths. Tree mining is used to
facilitate recognition of textual entailment (Chapter 4). The experimental

1 http://www.vl-e.nl
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part shows that using structure of the sentences yields more precise
results than when it is ignored [79]. Partial information in the form of
predefined syntactic levels (Chapter 5) helps arrive at the fixed number
of features which can be employed with any standard machine learning
method to extract semantic relations. Our experiments on biomedical
data show that the final results are comparable to the state-of-the-art
performance [81].

For any learning task, one is usually limited to the finite amount of
data in the training set. However, when using natural language data, it
should be possible to benefit from the properties this type of data has.
For instance, according to the Zipf’s law, most words do not occur fre-
quently but this does not mean that all words have distinct meanings. By
considering distributional measures and semantic relatedness measures
over existing resources (such as WordNet), we demonstrate how they can
be used as prior knowledge and incorporated in the learning process [83].
Empirical findings on various data sets show that this approach either
provides the state-of-the-art results or improves upon existing methods
(Chapter 6).

To date, most approaches to semantic relation extraction considered
syntactic context of relations while ignored types of the relation argu-
ments. For domain-dependent relations semantic types are fixed from the
very beginning (e.g., relations between genes and proteins). In contrast,
generic relations allow for a large variability of argument types. The sen-
tence (A.1) exemplifies the member-collection subtype of part-whole
relation but there exist many other subtypes of it. We advocate the view
that there are semantic constraints which can be imposed on relation
arguments (for the example (A.1) it can be (human, group)) and propose
two methods to detect types of the semantic relation arguments. We show
that some relations can be recognized relatively well even if no syntactic
or sentential information is used [84]. The evaluation exercise that was
carried out with the human subjects provides additional support for the
semantic constraints that were discovered by our method (Chapter 7).

In sum, this thesis presents a contribution to learning diverse domain-
dependent and generic relations by exploring structural information in
text and by using additional information that is derived either from the
large text collections of unlabeled data or taxonomies. The results on
various data sets are very encouraging and suggest that the proposed
methods can be applied to extract semantic relations in different domains.
Furthermore, as relation discovery is a cornerstone for a number of
applications such as question answering or ontology construction, the
outcome of the methods can be integrated in the larger systems.



S A M E N VAT T I N G

Semantische relaties zijn uitvoerig bestudeerd in verschillende takken
van wetenschap waaronder filosofie, linguïstiek, cognitiewetenschap en
informatica. Linguïstische onderzoeken hielden zich vooral bezig met de
representatie van de relaties, hun eigenschappen en de connectie met het
lexicon [132]. Onderzoek in cognitiewetenschap en informatica verkende
het redeneren met (en over) semantische relaties [59], perceptie door
mensen van deze relaties en het leren van relaties uit teksten [15, 2].

Dit proefschrift valt in de laatstgenoemde categorie en betreft het au-
tomatisch herkennen van semantische relaties. Uit de grote hoeveelheid
onderzoek naar relatie-extractie blijkt dat dit een uitdagende maar be-
langrijke taak is, die kan dienen als onderdeel van complexere systemen
zoals onder andere vraag- en antwoordsystemen, information retrieval
en samenvattingsystemen. Girju [53] heeft bijvoorbeeld aangetoond dat
automatische detectie van causale relaties de resultaten in vraag- en
antwoordsystemen bevordert. Het leren van relaties ondersteunt ook
semi-automatische ontologieconstructie door relaties te suggereren die
interessant kunnen zijn voor de domeinexpert. Onze samenwerking
met partners binnen het VL-e project 2 die zich bezighouden met voed-
selinformatica heeft aangetoond dat het leren van instanties van nieuwe
concepten (zoals giftige substanties) en relaties daartussen van praktisch
nut is. Ook is aangetoond dat dit minder tijd kost dan benaderingen die
alleen van menselijke expertise gebruik maken.

In meer algemene zin kunnen semantische relaties worden onderver-
deeld in domeinonafhankelijke relaties (zoals interacties tussen pro-
teïnes) en generieke relaties zoals hyperonymie (X is een Y), causatie of
meronymie (deel-geheel). Een voorbeeld van een deel-geheel relatie is
hieronder gegeven in (A.2), dat stelt dat vrouwen een onderdeel zijn van
een koor, <vrouwen, koor>.

(A.2) Het vrouwenkoor van Dallas is een van de beste vrouwenkoren
van het land.

Het centrale onderwerp van dit proefschrift is de verkenning naar
welke informatie nodig is voor het leren van semantische relaties. Op
welke manieren kan voorkennis op een zo efficiënt mogelijke manier
gebruikt worden in het leerproces? Wat kunnen we zeggen over relatiear-
gumenten en belangrijker, welke rol spelen ze voor relatieherkenning
door mens en machine?

Om de eerste vraag, over het type informatie dat nodig is voor relatie-
extractie, te beantwoorden bekijken we zogenaamde dependency struc-

2 http://www.vl-e.nl
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tures. Gegeven het welbekende data sparseness probleem in machine
learning, concentreren we ons op gedeeltelijke informatie die ontleend
kan worden aan de syntactische representatie en onderzoeken we tree
mining en dependency paths. Tree mining wordt gebruikt om herkenning
van tekstuele implicatie te mogelijk te maken (Hoofdstuk 4). Het experi-
mentele gedeelte laat zien dat het gebruik van de structuur van de zinnen
meer precieze resultaten oplevert dan wanneer we dit niet gebruiken [79].
Gedeeltelijke informatie in de vorm van voorgedefinieerde syntactis-
che niveaus (Hoofdstuk 5) helpt met het behalen van het vastgestelde
aantal features die gebruikt kunnen worden door een willekeurig stan-
daard machine learning methode om semantische relaties te extraheren.
Onze experimenten op biomedische data laten zien dat de eindresultaten
vergelijkbaar zijn met die van state-of-the-art systemen [81].

Voor alle leertaken worden we meestal beperkt door de eindige ho-
eveelheid data in de trainingset. Wanneer we echter natuurlijke taal
data gebruiken moet het mogelijk zijn om van de eigenschappen van dit
datatype te profiteren. Volgens de wet van Zipf bijvoorbeeld, komen de
meeste woorden met een lage frequentie voor. Dit betekent echter niet dat
alle woorden verschillende betekenissen hebben. Door het toepassen van
verdelingsmaten en maten van semantische gerelateerdheid van woorden
uit bestaande bronnen (zoals WordNet), laten we zien hoe deze gebruikt
kunnen worden als voorkennis en zo een onderdeel kunnen worden van
het leerproces [83]. Empirische bevindingen op verschillende datasets
laten zien dat deze aanpak resultaten oplevert die vergelijkbaar zijn met
state-of-the-art methodes of zelfs een verbetering opleveren (Hoofdstuk
6).

Tot nu toe gebruiken de meeste methodes die semantische relaties
extraheren de syntactische context van de relaties terwijl het type van
de relatieargumenten genegeerd word. Voor domeinafhankelijke relaties
kunnen semantische typen bij het begin van de taak vastgezet worden
(bijvoorbeeld relaties tussen genen en proteïnes). In generieke relaties
daarentegen kan een grote variatie aan argumenttypen voorkomen. De
zin (A.2) geeft één voorbeeld van het onderdeel-verzameling subtype
van de deel-geheel relatie maar er zijn nog vele andere subtypen. Wij
bepleiten hier dat er semantische beperkingen zijn die opgelegd kunnen
worden aan relatieargumenten (in (A.2) bijvoorbeeld kan dat zijn (mens,
groep)) en suggereren twee manieren om de typen van de argumenten
van de semantische relatie te detecteren. Wij laten zien dat sommige
relaties relatief goed herkend kunnen worden zelfs zonder het gebruik
van syntactische informatie of informatie over de zinsopbouw [84]. De
evaluatie die is uitgevoerd door mensen verleent verdere ondersteuning
voor de semantische beperkingen die zijn ontdekt door onze methode
(Hoofdstuk 7).

Dit proefschrift levert een bijdrage aan het leren van diverse domeinaf-
hankelijke en generieke relaties door de structurele informatie in tek-
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sten te onderzoeken en door middel van het gebruik van aanvullende
informatie die afgeleid is uit grote collecties ongelabelde tekstuele data
of taxonomieën. De resultaten van de verschillende datasets zijn zeer
bemoedigend en suggereren dat de voorgestelde methodes toegepast
kunnen worden voor de extractie van semantische relaties in verschil-
lende domeinen. Omdat relatieherkenning een belangrijk onderdeel is
voor verschillende typen applicaties zoals vraag- en antwoordsystemen
of ontologie constructiesystemen, kunnen de resultaten van de methoden
verder ook hierin geïntegreerd worden.





К О Р О Т К А А Н О Т А Ц I Я

Семантичнi вiдношення були та є об’єктом дослiдження у рiзних обла-
стях, наприклад у фiлософiї, лiнгвiстицi, когнiтивних та комп’ютерних
науках. Лiнгвiстичнi дослiдження стосуються насамперед представле-
ння вiдношень, їхнiх властивостей та мiсця, яке вони займають у ле-
ксиконi [132]. Когнiтивнi та комп’ютернi науки вивчають роль вiдно-
шень у мисленнi [59] , сприйняттi людьми та розпiзнавання вiдношень
у текстi [15, 2].

Дана дисертацiя належить до останньої групи, а власне автомати-
чного розпiзнавання семантичних вiдношень. Попереднi дослiдження
з розпiзнавання вiдношень вказують на те, що ця проблема є актуаль-
ною i залишається важливим компонентом для багатьох складних си-
стем, таких як системи вiдповiдей на запитання, видобування iнформа-
цiї та автоматичної генерацiї коротких анотацiй. Для прикладу, Girju
[53] показала, що автоматичне розпiзнавання причинно-наслiдкових
вiдношень покращує результативнiсть систем, що генерують вiдповiдi
на запитання. Вивчення вiдношень також важливе для частково ав-
томатизованої побудови онтологiй. При цьому генеруються вiдношен-
ня, якi можуть використовуватися експертами у певнiй областi. Наша
спiвпраця з партнерами щодо застосувань у галузi харчової проми-
словостi в межах VL-e 3 проекту довела, що виявлення нових понять
(для прикладу токсичних речовин) та вiдношень мiж ними є важливою
проблемою в цiй галузi. Автоматизацiя цього процесу суттєво зменшує
часовi витрати.

Семантичнi вiдношення подiляються на вiдношення в межах певної
областi або галузi (для прикладу вiдношення мiж протеїнами) та за-
гальнi вiдношення, такi як причинно-наслiдковi та частина-цiле. При-
клад вiдношення частина-цiле поданий у (A.3), де жiнки є частиною
хору.

(A.3) Хор жiнок Далласу є одним з найкращих жiночих хорiв країни.

Метою цiєї дисертацiйної роботи є вивчення семантичних вiдношень,
використовуючи синтаксичну iнформацiю. Яку роль вiдiграє додатко-
ва (або апрiорна) iнформацiя та якi можливостi iснують для викори-
стання її у процесi навчання? Яку роль вiдiграють аргументи вiдно-
шень для розпiзнавання вiдношень людьми та автоматичного розпi-
знавання?

Вiдповiдаючи на перше запитання, ми розглядаємо синтаксичнi стру-
ктури. У машинному навчаннi, одна з проблем, котрi часто обговорю-

3 http://www.vl-e.nl
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ються, є проблема нестачi даних (або їх розрiдженостi). Ми акценту-
ємо увагу на частковiй iнформацiї, котру можна екстрагувати з син-
таксичних структур, у виглядi шляхiв у деревовиднiй структурi або її
пiдструктур. Добування iнформацiї у деревовидних структурах (tree
mining) використовується для текстової iмплiкацiї (textual entailment,
Роздiл 4). Експериментально ми пiдтвердили гiпотезу, що використан-
ня синтаксичної структури речень покращує розпiзнавання текстової
iмплiкацiї. Часткова iнформацiя у виглядi попередньо визначених рiв-
нiв у деревовидних структурах (Роздiл 5) дає можливiсть генерувати
фiксоване число атрибутiв, котрi надалi можуть використовуватися
у поєднаннi з будь-яким стандартним методом навчання для видобу-
вання семантичних вiдношень. Експерименти з бiомедичними даними
дозволили одержати результати, що вiдповiдають сучасним опублiко-
ваним результатам.

За умови використання машинного навчання зi вчителем для рiзно-
го роду задач, для побудови моделей використовується лише iнфор-
мацiя наявна у даних для тренування. Проте, для текстових даних
є можливим використання додаткової iнформацiї, котра необов’язко-
во є заданою завчасно. Для прикладу, хоча згiдно з законом Зiпфа
(Цiпфа) бiльшiсть слiв у текстi не є частотними, вони можуть мати
подiбне значення. Для визначення подiбностi мiж словами ми викори-
стовуємо дистрибутивнi мiри схожостi та мiри семантичної подiбностi,
якi базуються на iснуючих ресурсах таких як WordNet. Ця iнформацiя
вiдiграє роль апрiорного знання i використовується пiд час навчання.
Результати отриманi пiд час експериментiв з рiзноманiтними даними
або вiдповiдають результатам, отриманим з використання iнших ме-
тодiв, або покращують iснуючi найкращi результати (Роздiл 6).

Бiльшiсть iснуючих методiв для видобування семантичних вiдно-
шень з тексту ґрунтуються на використаннi синтаксичного контексту
вiдношень та iгнорують типи аргументiв вiдношень. Для вiдношень,
властивих певнiй галузi, семантичнi типи є вiдомими одразу на поча-
тку процесу навчання (для прикладу, вiдношення мiж протеїнами та
генами). Загальнi вiдношення вiдрiзняються вiд вищезгаданих вiдно-
шень незлiченним числом типiв можливих аргументiв. Приклад (A.3)
iлюструє пiдтип одиниця-колекцiя вiдношення частина-цiле, але це
вiдношення охоплює багато рiзних пiдтипiв. Ми висуваємо гiпотезу,
що iснують певнi семантичнi обмеження на аргументи вiдношень. Для
прикладу (A.3) таким обмеженням може бути (людина, група). Для
знаходження семантичних обмежень було запропоновано два методи
i показано, що певнi семантичнi вiдношення можуть бути розпiзнанi
вiрно навiть без використання контексту. Згенерованi обмеження та-
кож були позитивно оцiненi людьми (Роздiл 7).

Дана дисертацiйна робота є внеском у проблематику вивчення рi-
зноманiтних семантичних вiдношень. Запропонованi методи ґрунтую-
ться на використаннi синтаксичної iнформацiї та додаткової iнформа-
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цiї, яка може бути згенерована, використовуючи iснуючi таксономiї та
великi не анотованi колекцiї текстових даних. Результати, отриманi
з використанням рiзних наборiв даних вказують на те, що цi мето-
ди можуть бути ефективно використанi у рiзних областях. Оскiльки
автоматичне розпiзнавання вiдношень є важливою складовою рiзно-
манiтних систем, методи запропонованi у цiй дисертацiї можуть бути
iнтегрованi як компоненти цих систем.
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