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S U M M A RY

Semantic relations have been extensively studied in various fields in-
cluding philosophy, linguistics, cognitive and computer sciences. While
linguistic studies were mostly concerned with relations’ representation,
their properties and connections to the lexicon [132], research in cognitive
and computer sciences explored reasoning with (and about) semantic
relations [59], their perception by humans and learning relations from
text [15, 2].

This thesis falls in the last category, automatic recognition of semantic
relations. The large body of research on relation extraction has proven
that this is a challenging yet an important task which can serve as a
component of complex systems such as for question answering, infor-
mation retrieval, summarization and others. For instance, it has been
demonstrated by Girju [53] that automatic discovery of causal relations
improves the results in question answering. Learning relations also facili-
tates semi-automatic ontology construction by suggesting relations that
can be of the domain expert’s interest. Our collaboration with the food
informatics partners within the VL-e project 1 revealed that learning novel
concept instances (such as toxic substances) and relations among them
is of the practical interest and is less time consuming than approaches
relying on the human expertise only.

More generally, semantic relations can be divided in domain-dependent
(i.e., interactions between proteins) and generic such as hypernymy (is-a),
causation or meronymy (part-whole). An example of part-whole relation
is given below, where women are part of a chorus, <women,chorus>.

(A.1) The women’s chorus of Dallas is one of the nation’s finest
women’s choruses.

The central topic of this thesis is exploring what information is neces-
sary for learning semantic relations. What are the ways of incorporating
prior knowledge in the learning process in as efficient way as possible?
What can one say about relation arguments and most importantly, what
role do they play for relation recognition by human and machine?

To address the first question, the type of information that is needed
for relation extraction, we consider dependency structures. Given the
well-known data sparseness problem in machine learning, we focus on
partial information that can be derived from this syntactic representation
and examine tree mining and dependency paths. Tree mining is used to
facilitate recognition of textual entailment (Chapter 4). The experimental

1 http://www.vl-e.nl

183

http://www.vl-e.nl


184 summary

part shows that using structure of the sentences yields more precise
results than when it is ignored [79]. Partial information in the form of
predefined syntactic levels (Chapter 5) helps arrive at the fixed number
of features which can be employed with any standard machine learning
method to extract semantic relations. Our experiments on biomedical
data show that the final results are comparable to the state-of-the-art
performance [81].

For any learning task, one is usually limited to the finite amount of
data in the training set. However, when using natural language data, it
should be possible to benefit from the properties this type of data has.
For instance, according to the Zipf’s law, most words do not occur fre-
quently but this does not mean that all words have distinct meanings. By
considering distributional measures and semantic relatedness measures
over existing resources (such as WordNet), we demonstrate how they can
be used as prior knowledge and incorporated in the learning process [83].
Empirical findings on various data sets show that this approach either
provides the state-of-the-art results or improves upon existing methods
(Chapter 6).

To date, most approaches to semantic relation extraction considered
syntactic context of relations while ignored types of the relation argu-
ments. For domain-dependent relations semantic types are fixed from the
very beginning (e.g., relations between genes and proteins). In contrast,
generic relations allow for a large variability of argument types. The sen-
tence (A.1) exemplifies the member-collection subtype of part-whole
relation but there exist many other subtypes of it. We advocate the view
that there are semantic constraints which can be imposed on relation
arguments (for the example (A.1) it can be (human, group)) and propose
two methods to detect types of the semantic relation arguments. We show
that some relations can be recognized relatively well even if no syntactic
or sentential information is used [84]. The evaluation exercise that was
carried out with the human subjects provides additional support for the
semantic constraints that were discovered by our method (Chapter 7).

In sum, this thesis presents a contribution to learning diverse domain-
dependent and generic relations by exploring structural information in
text and by using additional information that is derived either from the
large text collections of unlabeled data or taxonomies. The results on
various data sets are very encouraging and suggest that the proposed
methods can be applied to extract semantic relations in different domains.
Furthermore, as relation discovery is a cornerstone for a number of
applications such as question answering or ontology construction, the
outcome of the methods can be integrated in the larger systems.


