Efficient gravitational wave template bank generation with differentiable waveforms

Coogan, A.; Edwards, T.D.P.; Chia, H.S.; George, R.N.; Freese, K.; Messick, C.; Setzer, C.N.; Weniger, C.; Zimmerman, A.

DOI
10.1103/PhysRevD.106.122001

Publication date
2022

Document Version
Final published version

Published in
Physical Review D

License
CC BY

Citation for published version (APA):

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s) and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material inaccessible and/or remove it from the website. Please ask the Library: https://uba.uva.nl/en/contact, or a letter to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You will be contacted as soon as possible.

UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)
Efficient gravitational wave template bank generation with differentiable waveforms

Adam Coogan, Thomas D. P. Edwards, Horng Sheng Chia, Richard N. George, Katherine Freese, Cody Messick, Christian N. Setzer, Christoph Weniger, and Aaron Zimmerman

1Ciela—Computation and Astrophysical Data Analysis Institute, Montréal, Quebec, Canada
2Département de Physique, Université de Montréal, 1375 Avenue Thérèse-Lavoie-Roux, Montréal, Quebec H2V 0B3, Canada
3Mila—Quebec AI Institute, 6666 St-Urbain, No. 200, Montreal, Quebec H2S 3H1, Canada
4Gravitation Astroparticle Physics Amsterdam (GRAPPA), University of Amsterdam, Science Park 904, Amsterdam 1098 XH, The Netherlands
5The Oskar Klein Centre, Department of Physics, Stockholm University, AlbaNova, SE-106 91 Stockholm, Sweden
6Nordic Institute for Theoretical Physics (NORDITA), 106 91 Stockholm, Sweden
7School of Natural Sciences, Institute for Advanced Study, Princeton, New Jersey 08540, USA
8Center for Gravitational Physics, University of Texas at Austin, Austin, Texas 78712, USA
9Department of Physics, University of Texas at Austin, Austin, Texas 78712, USA
10LIGO Laboratory, Massachusetts Institute of Technology, Cambridge, Massachusetts 02139, USA

(Received 3 May 2022; accepted 27 October 2022; published 1 December 2022)

The most sensitive search pipelines for gravitational waves from compact binary mergers use matched filters to extract signals from the noisy data stream coming from gravitational wave detectors. Matched-filter searches require banks of template waveforms covering the physical parameter space of the binary system. Unfortunately, template bank construction can be a time-consuming task. Here we present a new method for efficiently generating template banks that utilizes automatic differentiation to calculate the parameter space metric. Principally, we demonstrate that automatic differentiation enables accurate computation of the metric for waveforms currently used in search pipelines, whilst being computationally cheap. Additionally, by combining random template placement and a Monte Carlo method for evaluating the fraction of the parameter space that is currently covered, we show that search-ready template banks for frequency-domain waveforms can be rapidly generated. Finally, we argue that differentiable waveforms offer a pathway to accelerating stochastic placement algorithms. We implement all our methods into an easy-to-use PYTHON package based on the JAX framework, diffbank, to allow the community to easily take advantage of differentiable waveforms for future searches.

DOI: 10.1103/PhysRevD.106.122001

I. INTRODUCTION

The detection of gravitational wave (GW) emission from the binary coalescence of two black holes [1–3] opened a new observational window onto the universe. To extract GW signals from the noisy data stream, the LIGO and Virgo collaborations typically employ matched filtering. Here, the strain data are compared to a bank of templates described by a set of points in the binary parameter space and a GW waveform model. The goal of template bank generation is to have at least one sufficiently similar template in the bank for any potential signal [6]. The challenge is to do this with a minimal number of templates and computing resources. To date, matched-filter searches for transient GW emission from compact binary coalescences have focused on aligned-spin black hole binary (BBH) systems on quasicircular...
construct close-to-optimal template banks for the BBH parameter space. Conversely, less work has been done to carry out searches from more general systems such as BBHs with generic spins (see e.g., [9–12]) or binaries that contain objects which significantly differ from black holes such as boson stars or black holes with superradiant clouds [8]. The focus of this paper is to take a first step towards enabling fundamentally new searches, including both beyond the Standard Model physics and new astrophysics, by making the generation of template banks for new systems efficient and simple.

Constructing template banks for realistic GW waveforms is a challenging task with many different methods currently being employed. It is particularly difficult since the goal of most searches is to minimize the computational cost while achieving a given detection efficiency. Having a small number of templates is both statistically preferable (reduces the number of trials) and computationally preferable (computing the matched filter repeatedly is expensive). Template placement can be therefore thought of as a form of the mathematical sphere-covering problem on a parameter space manifold with distances given by the match [13], which measures the similarity between different gravitational waveforms and is reviewed in Sec. II.

If the parameter space manifold is sufficiently flat, optimum solutions exist for low numbers of dimensions [14] and can be realized through lattice placement algorithms which utilize a parameter space metric to guide the template placement [15]. On the other hand, for spaces that are curved or have complicated boundaries, lattice-based template banks are difficult to construct [16].

An alternative is stochastic placement [17]. Stochastic placement works by randomly proposing template positions in the parameter space which are only accepted if they are sufficiently far from all other templates in the bank. The requirement of complete coverage of the parameter space is abandoned in favor of requiring coverage with a chosen level of confidence. Although stochastic banks are in principle simple to construct and do not require knowledge of the parameter space’s geometry, they become computationally expensive when the number of templates becomes large due to the large number of match calculations needed to check whether a template should be accepted or rejected. Moreover, if the trial waveforms are sampled uniformly from the parameter space, the acceptance rate may be very small, further slowing convergence. This acceptance rate can be improved if one uses the metric density as a probability distribution on the space of parameters [22].

We have encountered practical difficulties in our own work constructing template banks for new searches in LIGO data, particularly when searching for compact objects with large spin-induced quadrupole moments [23,24]. While the computational cost of performing matched filtering far exceeds the cost of generating a stochastic template bank, matched filtering is straightforward to parallelize while template bank generation is not. This means that the wall time to generate stochastic banks can make up a nontrivial fraction of the time required to conduct a search. We have found this to be the case when employing existing bank generation code used by the LIGO, Virgo and KAGRA collaborations in our own work conducting searches for new physics in LIGO data. Meanwhile, we found it difficult to integrate the efficient geometric template bank generation scheme from Ref. [21] into existing GW search pipelines (in particular GstLal), as the method generates templates in a lower-dimensional space that cannot easily be mapped back to physical binary parameters.

Motivated by these issues, in this paper we instead explore the random bank generation method, first described in Ref. [22]. We build upon this method in two key ways. First, we introduce automatically differentiable waveforms. These enable us to automatically compute the parameter space metric and therefore the sampling probability distribution. Second, we introduce a new stopping criterion that naturally accounts for parameter space boundaries without the need to fine-tune the bank generation method for each waveform model and parameter space. Together these improvements make random bank generation simple and efficient for both BBH GW models as well as more exotic scenarios [8].

Automatic differentiation (AD) is a foundational computational tool in modern machine learning [25]. AD is an approach to exactly calculating derivatives of functions defined by computer programs. It leverages the fact that any program can be broken into elementary operations which are each differentiable and whose derivatives can be combined using the chain rule. This enables differentiation for $O(1)$ additional computational cost beyond the function evaluation itself. It is distinct from numerical differentiation (which is based on finite differencing, causing it to be numerically unstable and scale poorly)

2Binary black hole templates are sufficiently similar to those from binary neutron star and black hole–neutron star inspirals such that dedicated template banks are not necessary [7,8].

3More recently hybrid placement schemes have been used in the literature [18–20] along with the development of a geometric placement algorithm [21].

4This might be due to our aim to search for spin-induced quadrupole numbers up to $\kappa \sim 10^5$.

5One option for parallelizing bank generation is to partition the parameter space and generate banks for each of those subspaces. This can substantially decrease bank generation time at the cost of increasing the size of the bank. However, coming up with an effective partition in general is complicated.

6The “wall time” for a computer program is the time elapsed from the beginning to end of the program’s execution. For parallel programs, this is different from “CPU time,” which is the amount of execution time for each CPU used for the program.

7See lalapps_cbc_sbank.py in LALSuite.

8Here, exact means up to floating point errors.
with dimensionality\(^9\) and symbolic differentiation (which can yield cumbersome expressions that must be hand coded). In machine learning, AD libraries [26–30] enable the training of large neural networks via gradient descent. More broadly, the nascent field of differentiable programming combines AD with programs beyond neural networks, such as physics simulators (see e.g., [31]). Differentiable programming has only been applied to a few domains within astrophysics so far (see e.g., [32–40]), where it enables fast, fully automated fitting and approximate Bayesian inference. Here, we utilize the PYTHON AD framework JAX [26] to create differentiable frequency-domain waveforms so that we can automatically compute their parameter space metric. We demonstrate our metric calculation is extremely accurate and fast.

To naturally account for parameter space boundaries we introduce a new Monte Carlo (MC) method to track the fraction of the parameter space covered as the bank is generated. Instead of precomputing the number of templates required to cover the parameter space, as is done in Ref. [22], we start with a number of effectualness points which are iteratively removed once they are covered by a template. Although these random banks contain more templates than stochastic ones, we show that their generation can be orders of magnitude faster. Moreover, we argue that by using the metric, the time taken to construct a bank stochastically can also be reduced.

Finally, to help the community utilize our methods, we present our bank generation code in an easy-to-use PYTHON package called diffbank [41].

The remainder of this paper is structured as follows. In Sec. II we define the metric and discuss the accuracy, speed, and limitations of AD. In Sec. III we present our “effectualness points” approach to template bank construction and discuss its scaling behavior. We compare banks generated with our method to others in the literature for waveform models of different dimensionalities in Sec. IV. Finally, we conclude in Sec. V.

II. PARAMETER SPACE METRIC AND AUTOMATIC DIFFERENTIATION

In this section we review the definition of the parameter space metric, discuss the accuracy of the AD metric, its computational speed, and the limits of AD.

A. Defining the parameter space metric

Throughout this work we focus on frequency domain waveforms which can be expressed in the form

\[
h_\Xi(f) = A_\Xi(f) e^{i \Psi_\Xi(f)},
\]

where \(A_\Xi(f)\) is the amplitude of the waveform, \(\Psi_\Xi(f)\) is the phase and the subscript indicates dependence on a set of parameters \(\Xi\). To allow a comparison between two frequency domain waveforms, \(h_\Xi(f)\) and \(h_\eta(f)\), one begins by defining the noise weighted inner product,

\[
(h_\Xi| h_\eta) = 4 \text{Re} \int_{0}^{\infty} \frac{df}{S_n(f)} h_\Xi(f) h_\eta(f),
\]

where \(S_n\) is the (one-sided) noise power spectral density (PSD). We can normalize the inner product through

\[
(h_\Xi| h_\Xi) = \frac{(h_\Xi| h_\eta)}{(h_\Xi| h_\eta)},
\]

where we introduced the normalized waveform \(\hat{h}_\Xi = h/(h_\Xi h_\Xi)^{1/2}\). For binaries on circular orbits observed by a single detector, the waveform parameters can be split into a set of intrinsic parameters \(\theta\) (i.e., properties of the binary system such as masses and spins) and two extrinsic parameters \(\mu = (t_c, \phi_c)\)\(^1\), the time and phase at coalescence for the waveforms. A quantity commonly used to characterize the difference between waveforms with different intrinsic parameters is the match [13], given by maximizing the inner product over the extrinsic parameters:

\[
m(\theta_1, \theta_2) = \max_{\mu_1, \mu_2} |(h_{\Xi, \theta_1, \mu_1} | h_{\Xi, \theta_2, \mu_2})|,
\]

where \(\Delta t_c = t_{c,1} - t_{c,2}\) is difference between the time of coalescence for the two waveforms (similarly for the phase). The second equality comes from the fact that the extrinsic parameters enter only in a factor \(\exp\{i(2\pi f \Delta t_c + \Delta \phi_c)\}\) in the inner product.\(^1\) Since \(\phi_c\) only appears in the inner product in the overall phase and the inner product integrand takes the form of a Fourier transform, the maximization over \(\phi_c\) can be efficiently accomplished by taking the absolute value of the Fourier transform of the normalized inner product [42] (see also page 388 of Ref. [43]). The mismatch distance between waveforms can then be simply defined as \(m_{\text{mismatch}} = 1 - m\).

For concreteness we will use subscript 1 to refer to the observed signal \(h_\Xi\) and subscript 2 to refer to waveforms from the template bank \(h_\eta\). To quantify how well a template

\(^9\)More precisely, finite differencing requires at least two function evaluations per parameter.

\(^1\)It is common in the GW community to say there are seven extrinsic variables: \(\{D, \alpha, \delta, \psi, i, \phi, t_c\}\). Respectively, these are the luminosity distance, right ascension, declination, polarization angle, inclination angle, phase at some reference time, and time of coalescence. Since \(\{D, \alpha, \delta, \psi, i, \phi\}\) only affect the waveform through an overall phase and amplitude constant (under the assumption that the detector’s response is constant over the duration of the waveform), these parameters can be absorbed into a combination of \(\phi_c\) and an amplitude normalization.

\(^1\)This assumes a \((|\epsilon| |m|) = (22)\)-only waveform.
bank can recover signals, we introduce the effectualness \( e \) [44], which involves an additional maximization over the intrinsic parameters of the waveforms in the bank:

\[
e(\theta_1) \equiv \max_{\mu, \Xi} h_\Xi | h_\Xi \] = \max_{\theta_1, \theta_2} m(\theta_1, \theta_2).
\]

where \( \Xi \equiv (\mu, \theta) \). In general, there is no trick to maximizing over the intrinsic parameters of the bank: a given bank must be constructed and compared with \( h_\Xi \). The maximization in the effectualness thus amounts to finding the template in the bank that most closely resembles the signal \( h_\Xi \). In other words, the effectualness quantifies the fraction of signal-to-noise ratio (SNR) retained when using a discretized template bank to search for a binary system with intrinsic parameters \( \theta \). Typically, one wants to ensure that \( e \) remains above a threshold value throughout \( \theta \).

In order to construct a template bank, we define the parameter space metric \( g_{ij} \) over intrinsic parameters [15,16,22,45–47]. We start by noting that for small differences in the intrinsic parameters we can Taylor expand the mismatch distance to quadratic order as

\[
m_{\text{mix}}(\theta, \theta + \Delta \theta) = 1 - m(\theta, \theta + \Delta \theta) \approx g_{ij}(\theta) \Delta \theta^j \Delta \theta^i.
\]

The metric is thus related to the Hessian of the match:

\[
g_{ij}(\theta) \equiv -\frac{1}{2} \frac{\partial^2 m(\theta, \theta + \Delta \theta)}{\partial \Delta \theta^j \partial \Delta \theta^i} \bigg|_{\Delta \theta = 0}.
\]

We use Latin letters to index the intrinsic parameters in the full parameter vector \( \Xi \). Hence, for a given functional form of the waveform in Eq. (1), we can construct a match between two neighboring points and then, from its derivatives, obtain the metric in parameter space.

We can simplify our calculation of the metric \( g_{ij} \) in the following way. The match in Eq. (5) is obtained by maximization over \( \Delta \phi_c \) and \( \Delta t_c \). As explained above, analytically maximizing the match with respect to \( \Delta \phi_c \) is straightforward. Hence we construct a new metric \( \gamma_{IJ}(\Delta t_c, \theta) \) that is a function of \( \Delta t_c \) in addition to the intrinsic parameters. We use \( \Theta \equiv (\Delta t_c, \theta) \) to denote the concatenation of the difference in coalescence times with the set of intrinsic parameters and index \( \Theta \) with capital Latin indices, with the first index being zero and the others running over the intrinsic parameters. With this notation, the metric over \( \Theta \) is given by

\[
\gamma_{IJ}(\Theta) \equiv -\frac{1}{2} \frac{\partial^2 \max_{\Delta \phi_c} | h_\Xi | h_\Xi \]}{\partial \Delta \Theta^I \partial \Delta \Theta^J} \bigg|_{\Theta = 0} \equiv
\]

\[
= -\frac{1}{2} \frac{\partial^2 \max_{\Delta \phi_c} | h_\Xi | h_\Xi \]}{\partial \Delta \Theta^I \partial \Delta \Theta^J} \bigg|_{\Theta = 0}.
\]

where the absolute value accomplishes the maximization over \( \Delta \phi_c \). The intrinsic metric is then the projection of this metric onto the subspace orthogonal to \( \Delta t_c \) [13,48]:

\[
g_{ij} \equiv \gamma_{ij} - \frac{\gamma_{0i} \gamma_{0j}}{\gamma_{00}}.
\]

where the index 0 corresponds to \( \Delta t_c \).\(^{12}\) Computation of the metric \( g_{ij} \) via Eq. (10) is more efficient (and numerically more accurate) than directly computing Eq. (8).

Finally, we define the absolute value of the metric determinant \( g \equiv | \det g_{ij} | \), the square root of which describes the scaling of a volume element between match space and the parameter space. More concretely, the proper volume \( V \) of the parameter space \( S \) is given by

\[
V_S = \int_S dV, \quad \text{with} \quad dV \equiv \sqrt{g} d\Theta.
\]

Sampling from the probability density function generated by the metric determinant across the parameter space (i.e., the metric density) therefore corresponds to uniform sampling in proper volume.

B. Computing the parameter space metric with automatic differentiation

We can use the metric in a variety of ways to construct a template bank. For example, in parameter spaces that are sufficiently flat, lattice placement algorithms can be used to optimally place templates. Unfortunately, parameter space boundaries often complicate these placement schemes. The most common schemes used today are hybrid methods which start out with a lattice scaffold which are then supplemented using a stochastic placement algorithm [18,19]; though, as mentioned above, stochastic placement schemes are slow and can be even slower when the sampling distribution is very different to the target distribution.

For waveforms which can be written in closed form [e.g., post-Newtonian (PN) waveforms covering the inspiral phase], the metric can be decomposed in terms of a finite number of integrals that can be numerically precomputed. While this is practical for simple models, closed-form models continue to grow in complexity (see e.g., [49]), making this approach unsustainable. On the other hand, for complex waveform models one typically must compute the metric through numerical differentiation [18], which is numerically unstable and scales poorly with dimensionality. We propose to replace these bespoke approaches with automatic differentiation (AD).

AD is a modern computational framework which has been extensively used throughout the machine learning community due to its ability to differentiate through arbitrarily complex functions at little extra cost over

\(^{12}\)Alternatively, as discussed above we could instead compute the metric by maximizing the match over \( \Delta t_c \) with a Fourier transform and differentiating through this operation. While both methods give metrics that agree to within a few percent for the waveforms we tested, we found differentiating through the Fourier transform to be slower than analytically maximizing over \( \Delta t_c \).
evaluating the function itself. Its popularity has now led to the development of several efficient implementations in both Python and Julia programming languages. We choose to implement our metric calculation using JAX [26] due to its native integration with Python, its speed, and its native graphics processing unit (GPU) support. We discuss the benefits and limitations of various AD implementations below.

As an illustration of the accuracy of the AD-computed metric, we compare to the analytically computed metric determinant for the 2PN frequency-domain waveform used to describe the inspiral of nonspinning quasicircular binary black holes [50]. This metric was derived in the dimensionless chirp time coordinates ($\theta_0$ and $\theta_3$) [45,51] which were hand chosen to keep the metric as flat as possible. In Fig. 1, we show the relative error between the AD computed metric determinant and the analytic calculation from Ref. [50], where we have used a PSD representative of the Livingston detector during O3a. The relative differences are extremely small and, for much of the parameter space, only a few digits above the precision of 64-bit floating point numbers. We performed similar checks for a variety of other waveforms, finding similar results for all.

As mentioned above, a key feature of AD is the speed of evaluation. For this particular waveform we find that a single metric evaluation takes approximately $10^{-3}$ s on an Intel Xeon CPU E5-2695 v4 with a 2.10 GHz clock speed or an NVidia V100SXM2 GPU. This will of course increase with increasingly complex waveforms, but is easily efficient enough for our purposes and, as we show, can be used to produce template banks extremely efficiently.

This speed also gives us easy access to other geometric quantities that measure how non-Euclidean the parameter space manifold is. For instance, in Fig. 2 we plot the scalar curvature for the same 2PN waveform as is shown in Fig. 1. The scalar curvature is a simple coordinate-invariant quantity that encodes the local geometry of the manifold and could be used to determine how non-Euclidean a parameter space is. We provide a small Python package, diffjeom [52], to facilitate calculating such quantities.

In principle, there are no limitations to what can be differentiated with AD, since any program can be decomposed into a set of fundamental operations which are each differentiable. In practice, different AD implementations such as PyTorch [27], JAX [26], Zygote [28], ForwardDiff [29] and Enzyme [30] have their own restrictions. In this work we use JAX due to its Numpy-like interface and ability to just-in-time-compile code to run very efficiently. At minimum, the metric for any waveform that can be expressed in closed form can be computed using AD. JAX currently has limited support for special functions, which can complicate the implementation of waveforms involving them. A practical (but not fundamental) roadblock in implementing special functions is that JAX’s compiler only supports a limited type of recursion called tail recursion. While all recursive programs can in principle be expressed using tail recursion, performing the

---

Note that Ref. [50] uses the notation $\theta_1$ and $\theta_2$, which we instead refer to as $\theta_0$ and $\theta_3$. This choice was made to match onto the subscript notation used for $\tau_0$ and $\tau_3$—see Eq. (3.18) of Ref. [50].


---

13Note that Ref. [50] uses the notation $\theta_1$ and $\theta_2$, which we instead refer to as $\theta_0$ and $\theta_3$. This choice was made to match onto the subscript notation used for $\tau_0$ and $\tau_3$—see Eq. (3.18) of Ref. [50].

conversion manually can be labor intensive and lead to excessive amounts of code.

The most complicated waveforms such as the effective one-body (EOB) formalism [53] involve difficulties aside from the use of special functions. EOB waveforms are generated by solving a set of differential equations (e.g., [54,55]) involving complex numbers at intermediate stages of the calculation, special functions, and root finding to set the initial conditions. In principle, JAX and other frameworks are capable of differentiating through these operations. In this work, we focus on closed-form PN frequency domain waveforms and leave the task of making more complex differentiable waveforms for future investigation.

III. RANDOM BANK GENERATION

In this section we describe our bank generation procedure and discuss the general features of the banks it produces.

A. Generating a bank

As mentioned above, our method builds upon that of Ref. [22], which randomly samples a predetermined number of templates to achieve a target coverage probability. Interestingly, Ref. [22] also shows that in high dimensions, at the expense of not covering the entire parameter space, these random template banks can actually contain significantly fewer templates than similar banks made using optimal lattice placement algorithms while achieving slightly less than full coverage.

Two user-determined quantities control the generation of a random template bank: a covering fraction \( \eta \) and the target maximum mismatch \( m_{\text{mis},*} \), where the mismatch is defined in Eq. (7). For a random bank, a point in parameter space is covered by a template if the mismatch \( m_{\text{mis}} \) between the point and template obeys \( m_{\text{mis}} < m_{\text{mis},*} \). Equivalently, the point is covered if it lies within the \( n \)-dimensional ellipsoid of scale \( \sqrt{m_{\text{mis},*}} \) centered on the template. Hence, the problem of template bank generation relates to the sphere-covering problem, which seeks to find the smallest number of spheres to cover an \( n \)-dimensional Euclidean space. However, random banks do not attempt to cover the whole parameter space. Instead, the probability that a given point in parameter space is covered by a template is approximately \( \eta \).

Reference [22] found that by sampling template positions from the metric density, there is a direct relationship between the number of templates sampled, the covering fraction \( \eta \), and the total volume of the space. One can therefore precompute the number of templates necessary to achieve a target \( \eta \). However, the analysis in Ref. [22] assumes that a template’s volume (the interior of the ellipse defined by the eigenvectors of the metric and scaled by \( \sqrt{m_{\text{mis},*}} \); see Fig. 3 for an illustration) is entirely contained within the boundaries of the parameter space. Unfortunately, for nearly all standard parameter spaces considered in GW physics, this assumption does not hold. This motivates us to define a new stopping criterion which accounts for the fraction of a template’s volume remaining within the boundary.

Our procedure aims to generate a random bank with predetermined target values of the covering fraction \( \eta \) and maximum mismatch \( m_{\text{mis},*} \). From a high level, we start by sampling a set of points within the parameter space which we then compare to templates as they are sequentially added to the bank. The goal is to construct a running MC estimate for the fraction of the volume of parameter space covered by at least one of the templates in the bank, and to stop when the predetermined target value \( \eta \) is reached.

In more detail, we start by generating a set of \( n_{\text{eff}} \) \textit{effectualness points}, with positions randomly sampled according to the metric density \( p(\theta) \propto g(\theta) \). To generate the bank we sequentially add new templates, again with positions randomly sampled according to the metric density. For each new template, we check whether or not it covers any of the effectualness points. As previously mentioned, each template has an accompanying ellipsoid with its radial scale set by \( \sqrt{m_{\text{mis},*}} \). Any effectualness points covered by the template’s ellipsoid are removed from the generation process and no longer compared to newly added templates (i.e., they are dead). This process is repeated until the fraction of dead effectualness points divided by the total initial number of effectualness points \( n_{\text{eff}} \) is less than the target value \( \eta \). In other words, we reach our stopping criterion when \( \lceil \eta n_{\text{eff}} \rceil \) points are covered.

We schematically illustrate the bank generation procedure in Fig. 3 for a two-dimensional parameter space. Here, the filled red stars indicate live effectualness points, while empty gray stars indicate dead ones. The distorted green triangle outlines the boundary of the parameter space. The blue points (with accompanying purple ellipsoids) represent templates and their accompanying volume, the scale of which is set by \( \sqrt{m_{\text{mis},*}} \).

Each panel represents a different stage in the bank generation procedure. The left panel shows the initialization with only live effectualness points. The middle panel represents an intermediate stage where some effectualness points are dead since they have been covered by newly added templates. The right panel shows the bank once the
stopping criterion has been met for a target $\eta = 0.9$ (i.e., 90% of the effectualness points are covered). The bank generation relies solely on computing the number of covered effectualness points when we add templates. The remaining white region at the end of the bank generation is the portion of parameter space that remains uncovered and contains $(1 - \eta)n_{\text{eff}}$ of the original points.

At the start of bank generation, one is required to perform a match calculation for each effectualness point for every template added to the bank. Fortunately, this is offset by the fact that the probability of a template covering an effectualness point is initially large, falling only as effectualness points are removed. Since our generated banks are based on an MC estimate of $\eta$, the randomness of the stopping criteria leads to a realized covering fraction $\hat{\eta} \sim \eta$, with the associated MC error derived in the Appendix:

$$\sigma_{\hat{\eta}} \approx \sqrt{\frac{(1 - \eta)\eta}{n_{\text{eff}} - 1}},$$

where we assume the errors are Gaussian. Importantly, since this is an MC estimate, it does not depend on the dimensionality or volume of the parameter space. Since this error tends to zero as $n_{\text{eff}}$ approaches infinity, using a large number of effectualness points yields a bank with coverage fraction near the target $\eta$. One therefore needs to choose an $n_{\text{eff}}$ large enough that $\sigma_{\hat{\eta}}$ is small, but small enough that the time to generate the bank is not too long. This effect is clearly illustrated in Fig. 4, for which we generate a number of random banks with different $n_{\text{eff}}$ and the same target coverage $\eta = 0.9$, together with a reference stochastic bank.

For each bank we use a separate set of injected points to measure the achieved $\hat{\eta}$ (shown as blue dots in the left hand panel). Each random bank produces a different realization of $\hat{\eta}$ and a different number of templates. We see however, that $\hat{\eta}$ is always within $\sim 2\sigma_{\hat{\eta}}$ (shown by the gray bands) of $\eta$, regardless of the $n_{\text{eff}}$. From Fig. 4 we can see that $n_{\text{eff}} = 10^3$ leads to relatively small variability in both $\hat{\eta}$ and the bank size, while maintaining good computational efficiency in our tests throughout the sections below. We therefore recommend $n_{\text{eff}} = 10^3$ for $\eta \sim 0.9$ (regardless of parameter space volume or dimensionality), although this must be adjusted according to the user’s preferences.

Since $\eta$ is bounded from above ($\eta \leq 1$), in principle the error should be asymmetric around $\hat{\eta}$. This is especially true for $\hat{\eta} \sim 1$ or for low numbers of effectualness points. The left-hand panel of Fig. 4 clearly shows the limitation of our error estimate where the gray $2\sigma_{\hat{\eta}}$ error band extends above $\eta = 1$ when $n_{\text{eff}} = \mathcal{O}(10)$. In practice however, we will always use $n_{\text{eff}} = \mathcal{O}(10^3)$, where the error is well away from the boundary for $\eta = 0.9$.

An additional impact of our stopping criterion is that the number of templates can vary between banks generated using the same waveform model and with the same input values for $\eta$ and $m_{\text{miss}}$. As $n_{\text{eff}}$ is increased, the variance in the number of templates required to meet the stopping criterion is reduced (illustrated in the right-hand panel of
We use a uniform distribution over the parameter space as in (58). We note that for numerical purposes, it can be estimated using empirical supremum rejection sampling. We therefore often lie on the boundary of the space and can be found easily. The evaluation is easily fast enough to quickly generate one enough to maintain fast generation (the default choices will be discussed below). See Sec. III B for a full description of the models used to generate Fig. 4.

Finally, in order to actually sample from the probability distribution \( p(\theta) \propto \sqrt{g(\theta)} \) associated with the metric, we employ rejection sampling. Rejection sampling requires selecting a proposal distribution \( q(\theta) \) which is easy to sample from and for which there exists a constant \( M \) such that \( M q(\theta) \geq p(\theta) \) for all values of \( \theta \). A sample from \( p(\theta) \) can be generated using the following procedure:

(i) Sample \( \mu \sim q(\theta) \).

(ii) Sample \( u \) uniformly over the interval \([0, 1]\).

(iii) If \( u < p(\theta)/[M q(\theta)] \), return \( \theta \). Otherwise, repeat the procedure.

We use a uniform distribution over the parameter space as the proposal. The constant \( M \) is then equal to the maximum value of \( \sqrt{g} \) over the parameter space. In practice, this point often lies on the boundary of the space and can be found numerically; alternatively, it can be estimated using empirical supremum rejection sampling. We note that for parameter spaces where the ratio between the square roots of the maximum and minimum values for the metric determinant is large, rejection sampling can become inefficient. Nevertheless, we have found that the metric evaluation is easily fast enough to quickly generate template banks in the parameter spaces typically considered for GWs. This sampling could be improved through importance sampling or using normalizing flows to learn the sampling distribution (see e.g., Ref. [59] and the recent review Ref. [60]). We leave this to future work.

**B. Scaling and coverage properties**

Here we study the scaling of the size and generation time for our random template banks. We begin by obtaining simple scaling relations to build rough intuition. Subsequently, in the remainder of this section, we will perform numerical experiments that illustrate how realistic banks deviate from these simple relations. We also compare the size and generation time of our banks with stochastic ones.

Let \( q \) denote the probability that a randomly placed template covers a given effectualness point. For parameter spaces that are much larger than any template or with periodic boundary conditions, \( q \) is the ratio of the volume of a template to the volume of the space:

\[
q = \frac{V_T}{V_S} = \frac{m_{\text{mis},s}^{n/2} V_n}{V_s}.
\]

The second equality expresses the template’s volume in terms of the space’s dimensionality \( n \), the maximum mismatch \( m_{\text{mis},s} \), and the volume of an \( n \)-dimensional unit sphere \( V_n \). For the waveforms we used in tests (described in the next section), we find this simple relation rarely holds due to boundary effects. For example, if a template’s ellipsoid extends significantly beyond the boundary of the parameter space in a given direction, the nominal volume \( V_T \) will differ from the actual volume of parameter space the template covers [16] (as illustrated in Fig. 3). In this case we do not expect \( q \) to scale precisely as \( m_{\text{mis},s}^{n/2} \), and must instead use an MC approach to estimate \( q \). Boundaries also make \( q \) position dependent. In the most
dramatic case we tested it can vary by nearly 100% when the parameter space has narrow corners.

Nevertheless, to obtain rough intuition, we first use a position-independent \( q \) to obtain simple scaling relations as follows. First we consider the expected size of our banks. Assuming the probability of covering multiple effectualness points with the same template is negligible, the average number of live effectualness points remaining after \( N \) templates have been generated is \((1 - q)^N n_{\text{eff}}\).\(^{18}\) Bank generation terminates when the number of live points is less than or equal to \((1 - \eta)n_{\text{eff}}\). Equating these quantities gives the average number of templates at termination:

\[
N_T^R = \frac{\log(1 - \eta)}{\log(1 - q)}.
\]  

(15)

This is exactly the same scaling (as a function of \( \eta \) and \( q \)) as for random template banks described in Ref. [22].

We can also estimate the average bank generation time. The cost of generating a template depends on the number of remaining live points, which is initially \( n_{\text{eff}} \). After generating a new template, the number of remaining live points is reduced by a factor of \( 1 - q \) on average. This means the total computational cost is proportional to

\[
C_R \propto \sum_{k=1}^{N_T^S} (1 - q)^{k-1} n_{\text{eff}} = n_{\text{eff}} \frac{1 - (1 - q)^{N_T^S}}{q}.
\]  

(16)

To make contact with the scaling properties of stochastic template banks, we modify our random bank procedure by adding a rejection step. This step requires comparing a proposal template with all the other templates in the bank and only adding it to the bank if its match with each of them is below \( m_c \). The other elements of our bank generation procedure remain the same (e.g., sampling templates according to the metric density and the convergence criterion). Note that this differs from the typical convergence criterion for stochastic banks, which involves waiting until the acceptance rate for new templates drops below a predetermined threshold (see e.g., [17–19]). Instead, we propose applying our convergence criterion to stochastic bank generation since it more directly connects with the coverage properties of the bank (i.e., \( \eta \) and \( m_c \)).

Generating a stochastic bank in this manner allows us to write a simple scaling relation for its generation time. Due to the rejection step, the average number of proposals required to generate the \( k \)th template is the inverse of the covering fraction, \((1 - q)^{-(k-1)}\). Each of these proposals requires computing the match with the \( k - 1 \) templates in the bank. The total bank generation cost is therefore

\[
C_S \propto C_R |N_T^S - N_T^S| + \sum_{k=1}^{N_T^S} (k-1)(1-q)^{(k-1)}
\]

\[
= C_R |N_T^S - N_T^S| + \left(1 - q\right)^{k-1} - \frac{N_T^S q + (1 - q)N_T^S - 1}{q^2},
\]  

(17)

where \( N_T^S \) denotes the size of the stochastic bank and \( N_T^R \rightarrow N_T^S \) indicates that one needs to replace \( N_T^R \) with \( N_T^S \) in Eq. (16). Unfortunately it is difficult to write a closed-form expression for \( N_T^S \), though it is always lower than \( N_T^R \). Below we will therefore use \( N_T^S \) to denote the number of templates in a stochastic bank at termination, but note that this cannot be calculated \textit{a priori}.

To experimentally check and compare these scaling relations, we use the TaylorF2 waveform model with the spin contributions to the phase turned off. This yields a 3.5PN waveform in two dimensions which we parametrize using the black hole masses \( m_1 \) and \( m_2 \), with the restriction \( m_1 > m_2 \). We consider masses between 1 \( M_\odot \) and 3 \( M_\odot \). For simplicity and speed we employ the analytic LIGO-I noise power spectral density from Table IV of Ref. [61], defined for \( f > f_s \) as

\[
S_n(f) = 10^{-46} \text{Hz}^{-1}
\]

\[
\times 9[(4.49x)^{-50} + 0.16x^{-4.52} + 0.52 + 0.32x^2],
\]  

(18)

where \( x = f/f_0 \), \( f_0 = 150 \text{ Hz} \), and the lower cutoff is \( f_s = 40 \text{ Hz} \). We use a frequency range of 40–512 Hz and spacing of \( \Delta f = 0.1 \text{ Hz} \). Finally, we use \( n_{\text{eff}} = 100 \) for all tests. To estimate the covering probability \( q \), we first randomly sample 10,000 independent pairs of templates and points according to the metric density. For each pair we then check whether the template covers the corresponding point and take the total fraction of covered points to be our estimate of \( q \). Over the range \( m_c \in [0.75, 0.95] \), this MC estimate yields values between \( q = 0.01 \) and \( q = 0.0023 \).

The number of templates and cost of generation for both stochastic and random banks are plotted in Fig. 5. We also plot our estimates for these quantities from Eq. (15) (top row) and Eqs. (16) and (17) (bottom row). In applying Eqs. (16) and (17) we fix \( N_T^S \) to the true sizes of the template banks rather than using the estimate from Eq. (15). For most choices of the covering fraction and maximum mismatch, the sizes of the random and stochastic banks differ by less than a factor of 2. However, for large values of the covering fraction and small values of the maximum mismatch, this can increase to a factor of 4. The CPU time required to perform a search with one of our template banks would thus be correspondingly larger than with a stochastic bank. On the other hand, the generation time of the random banks is a factor of a few to over an order of magnitude faster than for the stochastic banks.

Our scaling relations approximately hold for high maximum mismatches and low covering fractions. However, they

\(^{18}\)Note that this formula does not assume a given effectualness point is only covered by a single template.
deviate from the experimental results at higher values of those parameters \([i.e., \, \eta \rightarrow 1\, \text{or} \, \eta \rightarrow 1]\). The reason is that our relations ignore the fact that the covering probability \(q\) varies dramatically over the parameter space due to boundary effects. More precisely, the probability of covering the final few effectualness points is substantially lower than the averaged value of \(q\) we use to derive the estimates in the figure, driving up the bank size and generation time. This is particularly true for high \(\eta\) since a higher fraction of the total points needs to be covered, therefore emphasizing the regions with a lower \(q\) (for fixed \(mmis; C3\)). On the other hand, lower values of \(mmis; C3\) (with fixed \(\eta\)) lead to an increased variation of \(q\) across the parameter space which in turn leads to a similar inaccuracy in scaling estimates.

It is worth noting that the probability of accepting a template during stochastic bank generation can vary significantly depending on the proposal distribution used.\(^{19}\) In particular, if the proposal distribution significantly differs from the metric density, the average number of proposals needed to accept a template will increase \([16]\) (i.e., \(q\) will decrease) and therefore the associated cost of generating a stochastic bank will also increase. Since the metric evaluation using AD is so cheap, we therefore recommend using the metric density to improve the efficiency of stochastic bank generation.

C. Mean mismatch

A key quantifier for a template bank is the maximum mismatch between a waveform which lies within the range of parameters covered by the bank, and the bank itself. Geometric template banks can enforce a maximum mismatch, which in turn describes the maximum loss of SNR that can occur due to the discreteness of the bank when carrying out matched-filtering searches. For stochastic and random template banks, no guarantee is made for the maximum mismatch, and instead the appropriate quantity is the expected mismatch \(\langle m_{\text{mis}} \rangle\), as a function of \(\eta\) and \(mmis; C3\).

For random template banks, a closed form expression can be derived when boundaries are neglected, using the probability density for the mismatch given in Ref.\(^{22}\). The expected mismatch is

\[
\langle m_{\text{mis}} \rangle = \frac{mmis; C3}{2} \sqrt{-\log(1-\eta)} \text{erf} \left( \sqrt{-\log(1-\eta) \frac{1}{mmis; C3}} \right)
- (1-\eta)^{1/mmis; C3}.
\]

This expression can be used as a rough guide to select the parameters required for a desired \(\langle m_{\text{mis}} \rangle\).
Although Eq. (19) is derived neglecting boundary effects, it should approximately apply when the total template volume outside of the boundaries of the bank is smaller than the volume contained within the boundaries. In the case where boundary effects are important (i.e., a substantial fraction of the total template volume extends out of bounds), this expression will overestimate the mean mismatch. This is because the portion of the template ellipsoid that lies out of bounds has a higher mismatch. The regions remaining in bounds will thus have a lower mean mismatch, making the analytic expression an overestimate of the true mean mismatch.

IV. COMPARISONS WITH EXISTING METHODS AND BANKS

In this section we generate template banks for real waveforms in two-, three-, and four-dimensional parameter spaces and compare to existing template banks in the literature. We additionally demonstrate that search-ready random banks can be generated with little computational overhead using *diffbank* [41].

A. Realistic banks

Here we consider three waveforms with varying degrees of complexity and dimensionality. To easily discuss the different waveforms, we name each waveform according to its PN order and dimensionality of parameter space. Below we provide the waveform names as well as a short description of the waveform and parameter space:

(i) **3.5PN-2D.**—First, we consider the *TaylorF2* waveform model but ignore all contributions from spin to the phase of the waveform. In particular, it is a 3.5PN waveform in two dimensions (we use \( m_1 \) and \( m_2 \) for the mass of each binary object and enforce \( m_1 > m_2 \)). Here we consider \( 1 M_\odot \leq m_1, m_2 \leq 3 M_\odot \). This is the same waveform employed in the previous section to study the scaling and coverage properties of random banks. We were unable to find a suitable bank from the literature to compare with; we therefore construct our own stochastic bank with the same \( m_{\text{mis}} \) and \( \eta \).

(ii) **2.5PN-3D.**—Second, we look at a 2.5PN waveform in three dimensions introduced in Ref. [62]. Importantly, this waveform model adds an additional spin parameter \( \theta_{35} \) which accounts for aligned spin components for both objects. While the waveform is parametrized in terms of the dimensionless chirp times \( (\theta_0, \theta_3) \) and this spin parameter \( \theta_{35} \), the boundaries are defined in terms of the physical properties of the components of the system. As explained in Table I of Ref. [62], the component masses are restricted to the interval \([1, 20] M_\odot \) and the total mass is fixed between \([2, 21] M_\odot \). Objects with mass below \( 2 M_\odot \) are considered neutron stars, with spin parameters \( \chi \) restricted to the range \([-0.4, 0.4] \). Heavier objects are considered black holes with spin parameters restricted to \([-0.98, 0.98] \). The cutoff frequency \( f_0 \) used to define the chirp times \( t \) is set to 20 Hz.

(iii) **3.5PN-4D.**—Finally, we consider the *TaylorF2* waveform model which, in addition to the black hole masses, has parameters describing the magnitude of the aligned spin components of each black hole, \( \chi_{1,2} \). This model is typically used to search for low-mass binary signals in current LIGO and Virgo analyses (see e.g., [3, 63] and the references therein) and therefore represents our current state of the art. We use the same mass ranges as for 3.5PN-2D and additionally consider \(-0.99 \leq \chi_{1,2} \leq 0.99 \). These ranges were chosen to directly compare to the binary neutron star banks generated in Ref. [21].

For the 2D and 4D banks we use the frequency range 24–512 Hz, \( \Delta f = 0.1 \) Hz, and \( n_{\text{eff}} = 1000 \). For the 3D bank we instead use the frequency range 20–2200 Hz with the same frequency spacing (for consistency with the reference bank) and \( n_{\text{eff}} = 1300 \) (due to the large value of \( \eta \) used by the reference bank). The noise models, \( \eta \) values, and \( m_{\text{mis}} \) values for each waveform are listed in Table I. These were chosen to align as closely as possible to those used to generate the banks with which we are comparing.

In Table I we show the resulting generation times and bank sizes. The banks were made using a single NVidia V100SXM2 graphical processing unit with 16 GB of memory using 64-bit floating point precision. For comparison we also list the sizes of reference banks generated with similar values of \( m_{\text{mis}} \) and \( \eta \). For the 3.5PN-2D model, the reference bank is a stochastic bank we generated ourselves. The reference banks for the 2.5PN-3D and 3.5PN-4D models are the stochastic bank from Ref. [62] and the “geometric placement” bank from Ref. [21].

For all three waveforms, to achieve the same covering fraction \( \eta \), the number of templates required in the reference banks is smaller than the number in our random banks. The stochastic 3.5PN-2D (reference) bank contains about 30% fewer templates than the corresponding random bank. Our other random banks’ sizes are within a factor of 3.8 of the more minimal reference ones. We also note that the higher value of \( \eta \) used for the 2.5PN-3D model caused the random template bank to be significantly larger than the reference stochastic bank. This feature is expected based of the trend seen in Fig. 5, and illustrates that random banks grow quickly for \( \eta \rightarrow 1 \). Since smaller bank sizes are preferable, it is therefore advisable to use a sufficiently high \( \eta \) to cover...
a significant fraction of the parameter space, but not so high that the random bank is too large. Based on the scaling in Fig. 5, we see that the bank sizes start to deviate significantly at $\eta \sim 0.9$ and therefore advise using a similar value.

From the above discussion, it is clear that random banks are not optimal: they do not use the minimum number of templates to cover the maximum amount of parameter space. However, our random banks have several major advantages. They are much more efficient to generate than the reference banks. For the 3.5PN-2D stochastic reference bank, the generation time was over 250 times longer (33 h 45 min 45 s) than for our random bank on the same hardware. Indeed our random banks are extremely simple to generate in practice and for higher dimensions may even become significantly more efficient than optimal lattice placement schemes [22]. In the future, it is expected that more sophisticated waveforms of ever-higher dimensionality (more parameters) will be used in the analysis of LIGO and Virgo data. Hence our method of template bank generation will become ever more important due to its efficiency.

Finally, in Fig. 6 we show the cumulative distribution function of the effectualness calculated for 1000 randomly sampled points in the parameter space for all three banks. The dashed vertical lines indicate the banks’ values of $m_{\text{mis}}/C^3_3$; the horizontal bands show $1 - (\bar{\eta} \pm 2\sigma_{\bar{\eta}})$—i.e., the cumulative distribution function (CDF) corresponding to the target covering fraction with uncertainties coming from using a finite number of effectualness points. All our banks achieve a covering fraction within this error band at their values of $m_{\text{mis}}/C^3_3$. This can be seen from the plot as the CDFs for each bank pass through the corresponding vertical line within the corresponding band.

V. DISCUSSION AND CONCLUSION

Data from existing and planned gravitational wave detectors promise to be a goldmine for refining our understanding of astrophysics, astronomy, and fundamental physics. This work addresses the problem of constructing template banks for generic frequency domain waveforms, enabling searches for new types of compact binary coalescence signals using matched filtering pipelines. To date, matched-filter searches have focused on aligned-spin BBH systems on quasicircular orbits. Our goal is to allow more general searches that might potentially lead to discovery of new astrophysics and physics beyond the Standard Model.

In matched filtering, the strain data are compared to a bank of templates described by a set of points in the binary parameter space and a GW waveform model. The foundation of our new bank generation scheme is differentiable waveforms, which make it possible to efficiently compute the parameter space metric for gravitational
waveforms using automatic differentiation. We use this metric to implement a new variant of random template bank generation [22] that uses a set of fixed effectualness points to monitor the bank’s coverage properties. A schematic illustration of our template bank generation procedure is shown in Fig. 3. Starting from $n_{\text{eff}}$ effectualness points sampled according to the metric density, we sequentially add templates until a predetermined fraction $\eta$ of these points is covered, i.e., the match between the point and a given template exceeds a minimum value $1 - m_{\text{mis}}$, (typically we chose $\eta \sim 0.9$ and $1 - m_{\text{mis}} \sim 0.95$).

This approach has several advantages:

(i) Computing the metric with automatic differentiation removes the need to derive the metric by hand or by use of numerical differentiation, which can be noisy and involve many waveform evaluations.

(ii) The generation time for our banks scales much more favorably than for stochastic banks as a function of the parameters controlling its effectualness coverage ($m_{\text{mis}}$ and $\eta$). This was borne out by our numerical experiments. In combination with our use of the JAX automatic differentiation framework, this enables rapid generation of template banks using CPUs or GPUs.

(iii) Our new approach to monitoring convergence removes the precalculation of bank size previously required for random bank generation [22] which is challenging to perform for waveforms where the template volume extends well beyond the parameter space boundaries (cf. Sec. III A). Our method additionally provides a Monte Carlo error estimate for the fraction of the parameter space covered by the bank.

(iv) Finally, we go beyond the random banks studied in Ref. [22] by accounting for parameter space boundaries. In particular, using effectualness points to calculate the coverage of the template bank naturally accounts for parameter space boundaries without any fine-tuning. This feature is essential for using random banks for realistic GW waveforms.

We also compared with template banks from the literature that use realistic waveform models of different dimensionalities and with different detector noise models. We found that we could rapidly generate comparable random banks on a single GPU. We also showed that $n_{\text{eff}} = 1000$ is sufficient to accurately monitor covering fraction of the bank such that the realized covering fraction $\hat{\eta}$ is close to the target value $\eta$.

Our approach inherits some of the advantages and disadvantages of other random template bank methods. In comparison to lattice banks our random banks do not fully cover the parameter space, but are much simpler to generate since they work in curved parameter spaces with arbitrary boundaries. In comparison with the more widely used stochastic banks, our random banks are larger by a factor of $\sim 1.5$ to $\sim 3.75$ in our experiments. While this correspondingly increases the CPU time required for searches using our banks, this may not result in a correspondingly larger wall time, since matched filtering searches are straightforward to parallelize. On the other hand, our banks are much faster to generate than stochastic banks. Since bank generation is more difficult to parallelize, this helps counteract the search wall time increase caused by our larger banks.

To make random banks more efficient, one could implement a secondary pruning step which removes unnecessary templates. Unfortunately, all such pruning calculations are likely to require a significant number of match calculations and may be as computationally expensive as simply constructing a stochastic bank from the beginning. We leave a more detailed investigation of a pruning step to future work.

The use of automatic differentiation to calculate the metric comes with some practical restrictions on the form of the waveform, discussed in Sec. II B. We expect these restrictions will loosen as JAX and other automatic differentiation frameworks mature. Another potential issue is the strong hierarchy of parameters (i.e., the chirp mass is the main parameter governing the shape of the waveform while the mass ratio has little impact), which can cause the metric to be poorly conditioned, leading to instabilities in the calculation of its determinant. We expect this could be alleviated through automatically learning new waveform parametrizations (akin to chirp times), though we leave this for future work (see also Ref. [19]).

Lastly, we have implemented our template bank generator in the easy-to-use $\text{diffbank}$ package to enable physicists to rapidly create template banks for their favorite waveform models. We are currently utilizing this tool to construct a template bank to search for objects with enhanced spin-induced quadrupoles in LIGO data [23,24]. We hope that $\text{diffbank}$ spurs the community to perform searches for other novel compact objects in the new world of gravitational wave data and to investigate other uses for differentiable waveforms.

ACKNOWLEDGMENTS

We thank Chris Messenger for useful discussions. A.C. acknowledges support from the Schmidt Futures foundation. A.C. and C.W. received funding from the Netherlands eScience Center, Grant No. 2019.018. T. D. P. E. and K. F. acknowledge support by the Vetenskapsrådet (Swedish Research Council) through Contract No. 638-2013-8993 and the Oskar Klein Centre for Cosmoparticle Physics. H. S. C. gratefully acknowledges support from the Rubicon Fellowship awarded by the

---

2One could also imagine optimizing the final random bank in order to increase $\eta$ [65], although this may be even more computationally expensive than a pruning step.
would follow a normal distribution repeatedly compute

Research Alliance of Canada\[67\]. The Béluga cluster on support provided by Calcul Québec \[66\] and the Digital Science Foundation. This research was enabled in part by which is a major facility fully funded by the National

tion program (Grant Agreement No. 864035). This material is based upon work supported by NSF’s LIGO Laboratory which is a major facility fully funded by the National Science Foundation. This research was enabled in part by support provided by Calcul Québec \[66\] and the Digital Research Alliance of Canada \[67\]. The Béluga cluster on which the computations were carried out is 100% hydro-powered. Finally, we acknowledge the use of the PYTHON modules JAX \[26\], JUPYTER \[68\], MATPLOTLIB \[69\], NUMPY \[70\], SCIPY \[71\] and TQDM \[72\].

**APPENDIX: MONTE CARLO ERROR ESTIMATION FOR THE COVERING FRACTION η**

In this appendix we explain how to derive the Monte Carlo error on our estimate of \( \hat{\eta} \) [Eq. (13)].

Define the function \( c(\theta) \) over the parameter space as being equal to one if \( \theta \) is covered by a template in a bank and equal to zero otherwise. The true covering fraction \( \eta \) of the bank is obtained by averaging \( c \) over the whole parameter space (i.e., integrating and dividing by the space’s volume \( V \)). This can also be approximated through MC integration by randomly sampling a set \( \Theta \) of \( n \) parameter points uniformly over the space and averaging \( c \) over them, yielding \( \hat{\eta} \):

\[
\eta = \frac{1}{V} \int d\theta c(\theta) \approx \frac{1}{n_{\text{eff}}} \sum_{\theta \in \Theta} c(\theta) = \hat{\eta}. \tag{A1}
\]

MC error estimates are typically obtained using the central limit theorem (CLT). By the CLT, were we to repeatedly compute \( \hat{\eta} \) with large enough \( n \), the values would follow a normal distribution \( \mathcal{N}(\eta, \sigma^2/n) \), where \( \sigma^2 \) is the variance of \( c \):

\[
\sigma^2 = \frac{1}{V} \int d\theta [c(\theta) - \eta]^2 = \frac{1}{V} \int d\theta [c(\theta)^2 - 2c(\theta)\eta + \eta^2]
\]

\[
= \frac{1}{V} \int d\theta c(\theta) - \eta^2 = \eta(1 - \eta), \tag{A2}
\]

where we used the fact \( c^2(\theta) = c(\theta) \). This implies that \( \sigma_{\hat{\eta}} \equiv \sigma/\sqrt{n} = \sqrt{\eta(1 - \eta)/n} \) estimates the error on \( \hat{\eta} \). Since the true values of \( \sigma \) and \( \eta \) are unknown, we instead approximate them with the mean and standard deviation of \( c \) evaluated over our set of points \( \Theta \).

Since our bank generation procedure gives a MC estimate of \( \eta \) by tracking how many effectualness points have been covered, we can also use the logic above to determine the accuracy of this estimate. While the conditions of the CLT are not strictly satisfied since values of \( c \) evaluated at each effectualness point are not independent due to the stopping criterion, we apply it regardless. Since bank generation stops when a fraction \( \eta \) of effectualness points are covered, we have \( \hat{\eta} = [\eta n_{\text{eff}}]/n_{\text{eff}} \approx \eta \). This implies the set of covered points \( \Theta_1 \) has size \([\eta_{\text{eff}}]\) and the set of uncovered points \( \Theta_0 \) has size \( n_{\text{eff}} - [\eta_{\text{eff}}] \). Then our estimate for the error on \( \hat{\eta} \) is

\[
\sigma_{\hat{\eta}} = \sqrt{\frac{1}{n_{\text{eff}}} \frac{1}{n_{\text{eff}} - 1} \sum_{\theta \in \Theta} |c(\theta) - \eta|^2}
\]

\[
= \sqrt{\frac{1}{n_{\text{eff}}} \frac{1}{n_{\text{eff}} - 1} \left[ \sum_{\theta \in \Theta_1} \eta^2 + \sum_{\theta \in \Theta_0} (1 - \eta)^2 \right]}
\]

\[
= \sqrt{\frac{1}{n_{\text{eff}}} \left( [\eta_{\text{eff}}] \eta^2 + [\eta_{\text{eff}}](1 - \eta)^2 \right) / (n_{\text{eff}} - 1)}
\]

\[
\approx \sqrt{\eta(1 - \eta) / (n_{\text{eff}} - 1)}, \tag{A3}
\]

where we assumed \( \eta \) was large enough that \([\eta_{\text{eff}}]\) \( \approx \eta n_{\text{eff}} \), and the \( n_{\text{eff}} - 1 \) factor is Bessel’s correction for estimating the variance from samples. This is the equation we sought to derive [Eq. (13)].
[66] https://www.calculquebec.ca/.
[67] https://alliancecan.ca/.