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CHAPTER 1

Introduction

Artificial Intelligence (AI) is the research field that is concerned with understanding and
building intelligent systems. Compared to classic fields like physics or mathematics it is
a very young field. While ancient philosophers already laid some of the groundwork in
their attempts to describe the process of human thinking, it was not until the early 40s of
the previous century, with the invention of the digital computer, that the field really took
off. The name ‘artificial intelligence’ was coined in 1956, at a conference on the campus
of Dartmouth College. Despite its relative young age, AI is a very broad field, with a large
variety of subfields. Examples are reasoning, knowledge representation, natural language
processing, computer vision, planning and machine learning.

The topic of this thesis falls within the subfield of machine learning. Informally, a com-
puter program is said to learn from experience if its performance over some set of tasks
improves with experience, according to some performance measure. Machine learning can
be divided into several subfields, such as supervised learning, unsupervised learning and
reinforcement learning. The goal of supervised learning (Vapnik, 1995; Bishop, 2006) is
to learn an input-output relation, given a set of training examples, consisting of input data
with an output label attached to them. A supervised learning algorithm needs to general-
ize from these examples in order to correctly predict the label of data not present in the
training set. An example is the classification of handwritten text (Schomaker, 1993). The
goal of unsupervised learning (Hartigan, 1975; Barlow, 1989) is to find certain patterns in
unlabeled data, for example to achieve dimensionality reduction or clustering. The purpose
of this can be to efficiently communicate the inputs, predict future inputs or build a rep-
resentation for decision making. The goal of reinforcement learning (RL) (Bertsekas and
Tsitsiklis, 1996; Kaelbling et al., 1996; Sutton and Barto, 1998), the topic of this thesis, is
to learn control behavior for a sequential decision task with unknown dynamics. As with
supervised learning, there is a feedback signal used to improve the behavior. However, in
contrast to supervised learning, an example of correct behavior is never given. Instead,
single decisions result in a positive or negative reward signal and by a trial and error pro-
cess behavior is learned that maximizes the total received reward. Many problems can be
modeled as an RL problem. Successful applications of RL include building a backgammon
playing agent (Tesauro, 1994), robotics (Lin, 1993) and elevator control (Crites and Barto,
1998).

1.1 Reinforcement Learning

In this section, we provide a brief overview of some important elements of the reinforce-
ment learning problem and its solution strategies. The purpose is mainly to provide the
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necessary background for understanding the different topics of this thesis, summarized in
Section 1.2.1. In Chapter 2, we provide a more detailed overview of reinforcement learn-
ing.

1.1.1 The Reinforcement Learning Problem

An RL problem (Kaelbling et al., 1996; Sutton and Barto, 1998) is a task that can be
described in terms of an agent interacting with its environment. At discrete timesteps,
the agent selects an action and observes the resulting new environment state as well as a
reward. In the general case, the resulting reward and next state are uncertain, that is, they
are drawn from a probability distribution. Typically, the goal of an RL agent is to improve
the expected return, which is the (discounted) sum of rewards over the different timesteps.

A key aspect of an RL problem is the immediate versus delayed reward consideration.
To obtain a high return, not just the immediate reward of an action has to considered, but
also the next state, since this determines what future rewards can be obtained.

Another key aspect is that the effect of each action, i.e., the associated probability
distribution over rewards and next states, is initially unknown. Therefore, the agent needs
to interact with the environment in order to learn which actions are best. This leads to a
practical dilemma often referred to as the exploration-exploitation dilemma: the agent can
either exploit its current knowledge by taking the action that predicts the highest expected
return, or explore by taking a different action in order to improve the accuracy of the
prediction for that action, and so improve its future action selections for the current state.

An RL problem is said to obey the Markov property if the probability distribution for
the reward and next state of an action only depends on the current state and not on the
history. If this is the case, the RL problem can be modeled as a Markov decision Pro-
cess (MDP) (Puterman, 1994). An MDP formally defines an RL problem by the tuple
⟨S,A,P,R, γ⟩, where S is the set of all states, A is the set of all actions, P gives the
transition probability from state s ∈ S to state s′ for each action a ∈ A, R is the reward
function, giving the expected reward when action a is taken in state s and γ is the dis-
count factor, which specifies how future rewards should be weighted with respect to the
immediate reward.

For an MDP, the policy of an agent, which defines its behavior, can be expressed as a
mapping from each state it may encounter to a probability distribution over the available
actions. Each MDP contains at least one optimal policy, which is a policy whose expected
return is maximal. We refer to the set of all possible policies that can be defined for an
MDP as the policy space associated with that MDP.

1.1.2 Solution Strategies

In this thesis we focus on value-function based RL methods, which use value functions
(Bellman, 1956) to improve their policies. The action-value, or Q-value function Qπ(s, a)

of a policy π gives the expected return when the agent takes action a ∈ A in state s ∈ S and
follows policy π thereafter. Many value-function methods try to approximate the optimal
Q-value function, which is the Q-value function corresponding to an optimal policy, by
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iteratively improving an estimate of this function. Once the optimal Q-value function has
been determined, an optimal policy can be constructed by taking actions that are greedy
with respect to this function.

Value-function methods can be divided into model-free and model-based methods.
Model-based methods (Sutton, 1990; Moore and Atkeson, 1993; Brafman and Tennen-
holtz, 2002; Kearns and Singh, 2002; Strehl and Littman, 2005; Diuk et al., 2009) use the
experience samples obtained from interaction with the environment to update an estimate
of the environment model, i.e., the functions P and R. Using this model, off-line tech-
niques, such as dynamic programming (Bellman, 1957), are then used to determine an
estimate of the optimal Q-value function. On the other hand, model-free methods (Sutton,
1988; Watkins, 1989; Rummery and Niranjan, 1994; Sutton, 1996; Strehl et al., 2006) use
the experience samples to directly update a Q-value function. The space requirements of
model-based methods are typically a lot higher than that of model-free methods, since they
require storage of the model. However, the advantage is that experience can be re-used,
which improves the sample complexity, i.e., the number of environment samples required
to obtain a good policy.

Besides the model-free/model-based categorization, value-function methods can either
be on-policy or off-policy. For on-policy methods the behavior policy, i.e, the policy that
generates the experience samples, is equal to the estimation policy, i.e., the policy whose
Q-value function is being estimated and improved. For off-policy methods, on the other
hand, the behavior policy is different from the estimation policy. Both method types have
their advantages and disadvantages (see Chapter 2 for details).

A classic off-policy, model-free method is Q-learning (Watkins, 1989), which is based
on the common model-free update rule

Qt+1(st, at)← (1− α)Qt(st, at) + αυt , (1.1)

where st is the state visited at timestep t, at is the action taken at that timestep, α is the
learning rate and υt is the update target. For Q-learning, this update target is

υt = rt+1 + γmax
a′

Qt(st+1, a
′) ,

where rt+1 is the reward received after taking action at in st, and st+1 is the next state
observed.

A classic on-policy method is Sarsa (Rummery and Niranjan, 1994; Sutton, 1996).
Sarsa is also based on Equation 1.1, however the update target for Sarsa is

υt = rt+1 +Qt(st+1, at+1) ,

where at+1 is the action taken at timestep t+ 1.
For methods like Q-learning and Sarsa, new experience only affects the Q-value of

the state-action pair that generated this experience. This can cause slow learning, espe-
cially in sparse reward tasks. Eligibility traces (Sutton, 1988; Watkins, 1989) is a popular
technique that can be combined with Q-learning and Sarsa to propagate new information
faster through an MDP, improving performance. It achieves this by not only updating the
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Q-value of the state-action pair that generated the experience sample, but also recently vis-
ited state-action pairs, in proportion to a trace parameter. This trace parameter is decayed
according to the trace decay parameter λ, causing the effect to be larger for recently visited
state-action pairs.

1.2 Focus of this Thesis

An RL agent needs to interact with the environment in order to gain knowledge about
it and improve its policy. A typical performance measure is the average return an agent
accumulates during learning. Using this measure, agents that learn fast, i.e., that require
only a small number of environment interactions to obtain a good policy, will have a high
performance.

Besides the rate of policy improvement with respect to the number of environment
interactions, there are two additional performance parameters that play an important role
when evaluating a method. These are the computational cost for processing a newly ob-
tained environment sample and the space requirements of a method, i.e., the physical mem-
ory (RAM) needed to store data.

The computational cost is important, since the most interesting RL problems often
require a high frequency of action selection, limiting the computation that can be done in
between actions. Think for example of the task of dynamic robot walking or balancing an
inverted pendulum in real-time. Clearly, in these domains a fast reaction cycle is essential.
To effectively operate in these domains, an RL agent should process each new sample as
efficiently and effectively as possible. The time constraint in the title of this thesis reflects
this idea; it refers to the computational time available in between observing a sample and
selecting the next action, i.e., the time available to process a sample.

Besides this time constraint, the agent faces a space constraint, i.e., a constraint on
the size of the physical memory (RAM) that is available to the agent to store data. When
memory is abundant, the agent can store a full model estimate of the environment, enabling
full re-use of data, which in general improves performance . However, the (memory) space
complexity this requires is quadratic in the size of the state space. Therefore, for large
tasks, storing the full model is often infeasible and choices have to be made about which
data to store.

In the thesis, we use the term ‘performance’ exclusively to indicate the return per
episode (or average reward per environment interaction), while the computational power
and memory space we treat as resources. The general focus of this thesis is on optimal
exploitation of these resources, that is, on methods that get the best performance under
certain space and time constraints. We perform research on several topics related to this.
The next section discusses these topics.

1.2.1 Topics

Below, we discuss the six different topics related to RL under space and time constraints
that are addressed in this thesis.
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Analysis of Expected Sarsa
The optimal learning rate α of a method based on Equation 1.1 is the learning rate that
yields the highest performance. This optimal value is a trade-off between two processes.
On the one hand, a high learning rate means the effect of updates is larger, resulting in faster
policy improvements. On the other hand, a low learning rate means that update targets are
better averaged, hence more accurate value estimates can be obtained.

In contrast to Q-learning, the on-policy method Sarsa performs updates using an update
target based on the action that is selected for execution at the next state. This causes
additional variance in the update target, since the selection policy is in general stochastic.
By using a variation of the Sarsa update rule that uses the expectation over all actions
instead of the selected action, a lower variance in the update targets can be achieved. This
allows for higher learning rates and thus faster learning.

Though the variation of Sarsa using this update rule, which we call Expected Sarsa,
appears to have better theoretical properties and is mentioned several times in the literature
(Rummery, 1995; Sutton and Barto, 1998), it is not widely used in practise and no sys-
tematic study of it can be found. For this reason, we perform an extensive theoretical and
empirical analysis of Expected Sarsa to assess its merits.

Just-In-Time Learning
Methods like Q-learning and (expected) Sarsa use a sample immediately after it is observed
to update the Q-value of the corresponding state-action pair. However, storing the sample
and postponing the corresponding update can potentially improve performance, due to a
more accurate update target, as the value estimates of other states or state-action pairs
involved in the update may have improved in the meantime. Postponing the update for too
long can have a negative overall effect though, since the action selection process of other
updates based on this Q-value might use an outdated value. If an update is postponed till
just before it is needed, the negative effects are avoided, while the positive effects due to
more accurate update targets are still present. We call this type of learning just-in-time
learning and perform an empirical and theoretical analysis of it.

Eligibility Traces Improvements
For Sarsa the variance due to policy stochasticity can be fully removed by using the expec-
tation over actions in the update target. There is no straightforward extension of this princi-
ple to eligibility traces. In other words, when Sarsa is combined with eligibility traces, the
extra variance due to policy stochasticity results in a lower optimal learning rate, reducing
the performance advantage due to faster information propagation. On the other hand, the
combination of eligibility traces with Q-learning is also not ideal. For the off-policy im-
plementation (Watkins, 1989) the traces have to be reset, whenever a non-greedy action is
taken, limiting the propagation of information; for the implementation that does not reset
the traces (Peng and Williams, 1996), the same variance issues occur as with the Sarsa
implementation of eligibility traces. We investigate whether variants of Sarsa and/or Q-
learning can be constructed that exploit the same principle behind eligibility traces, but do
so at a lower variance and without resetting traces. These variants can potentially result in
higher performance, since they enable the use of higher learning rates.
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Integrating Model-Free and Model-Based Learning
When performing value-function based RL, two major classes of methods are model-free
and model-based learning. The difference in space requirements between these two classes
can be huge. While typical model-free methods have a space complexity that is linear in
the size of the state space, model-based methods are bounded by a space complexity that
is quadratic in the state space size. This huge difference forms a disadvantage, since in a
practical situation an RL agent gets assigned a certain amount of resources - in terms of
computation time and memory space - and ideally should fully exploit these resources to
get the maximum performance. When the agent has to resort to model-free methods when
there is not enough space available for storing the full model, it does not optimally exploit
its space resources and misses out on an opportunity for a better performance.

A practical approach that is sometimes used to address the gap in space requirements
between model-free and model-based methods is to use sparse, approximate models that
require only a fraction of the space used by full model-based methods. However, this is
not ideal, since the performance of such methods is bounded by the quality of the model
approximation (Kearns and Singh, 1999). Furthermore, since the models may remain in-
correct regardless of how much sample experience is gathered, such methods are not guar-
anteed to find optimal policies even in the limit. We investigate whether it is possible to
combine model-free with model-based learning in such a way that value-function methods
can be constructed that provably converge to the optimal Q-values, and that have a space
complexity anywhere in between that of model-free and model-based methods.

Representation Selection
In a factored MDP (Boutilier et al., 1995), wherein each state is described by a set of
state feature values, prior knowledge about independence between such features can be ex-
pressed using dynamic Bayesian networks (DBNs) (Dean and Kanazawa, 1989). In learn-
ing problems, DBNs enable near-optimal performance using only samples and computation
polynomial in the number of parameters of the DBN, which may be exponentially smaller
than the number of states (Kearns and Koller, 1999).

Unfortunately, in many real-world problems, the DBN structure is not known in ad-
vance and must also be learned. Doing so is also possible in a sample-efficient way, given
prior knowledge of the maximum degree of the DBN (Li et al., 2008; Diuk et al., 2009;
Kroon and Whiteson, 2009). However, the space and time requirements for such methods
is linear in the number of states, making them impractical for large problems.

In this thesis, we propose an alternative approach for exploiting structure in MDPs.
Rather than learning the structure and parameter values of a DBN, our approach learns
which representation among a set of candidate representations yields the highest expected
return. Each candidate representation consists of a subset of the available state features. In
general, the number of candidate representations can be prohibitively large. However, in
many real-world settings, prior knowledge about the task can be used to deduce a small set
of candidate representations.

Exploiting Policy Restrictions
A natural form of prior knowledge is knowledge in the form of policy restrictions, i.e., re-
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strictions on the policy set that should be considered when searching for an optimal policy.
In case of policy-search RL, that is, RL methods that search for the optimal policy directly
in the policy space (Moriarty et al., 1999; Stanley and Miikkulainen, 2002), the advantage
of a smaller policy set is obvious. However, policy-search method excel in different task
domains than value-function methods (Whiteson et al., 2010; Kalyanakrishnan and Stone,
2011). Therefore, for task domains where value-function methods are superior, we would
like to use value-function methods but still be able to exploit prior knowledge about policy
restrictions. We investigate how prior knowledge about policy restrictions can be efficiently
represented and exploited in value-function based RL.

1.2.2 Research Questions

For each of the six topics discussed in the previous section, we formulate a central research
question, listed below, which guides the research on the corresponding topic. At the end of
this thesis we come back to these questions.

• Analysis of Expected Sarsa: Under which settings does Expected Sarsa outperform
regular Sarsa?

• Just-In-Time Learning: Does just-in-time Q-learning have a guaranteed perfor-
mance improvement over regular Q-learning?

• Eligibility Traces Improvements: Is it possible to construct a strategy with similar
space and time requirements to those of eligibility traces that consistently outper-
forms it?

• Integrating Model-Free and Model-Based Learning: Is it possible to construct
methods with a space complexity between O(|S||A|) and O(|S|2|A|) that provably
converge to the optimal Q-values?

• Representation Selection: Under which conditions can convergence to the optimal
Q-values be guaranteed, when representation selection is applied?

• Exploiting Policy Restrictions: How can a reduced policy space be exploited in
value-function based RL?

1.3 Outline

The remainder of this thesis is organized as follows. Chapter 2 is a background section, in
which relevant theory about reinforcement learning is explained. In Chapter 3, Expected
Sarsa is evaluated and just-in-time learning is introduced. Chapter 4 discusses best-match
learning, a new type of learning that trades off the sample efficiency of model-based meth-
ods with the space efficiency of model-free methods. In Chapter 5, problem size reduction
by representation selection is discussed, while Chapter 6 discusses how policy restrictions
can reduce the problem size. Finally, in Chapter 7, the research questions formulated in
Section 1.2.2 are addressed and the three most promising avenues of future work are dis-
cussed.




