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CHAPTER 2

Background

In this chapter we provide the relevant background for this thesis. Section 2.1 discusses the
reinforcement learning problem, while Section 2.2 discusses solution strategies.

2.1 The Reinforcement Learning Problem

A reinforcement learning (RL) problem (Kaelbling et al., 1996; Sutton and Barto, 1998)
is a task that can be described in terms of an agent interacting with an (initially) unkown
environment. While in the general case this interaction can be of a continuous nature, most
problems can be effectively described using a discrete time scale, in which case interaction
occurs at timesteps t = 0, 1, 2, .... At timestep t, the agent executes action at in environ-
ment state st, and observes, at the next timestep, the resulting reward rt+1 and next state
st+1. The reward and next state are generally uncertain, that is, they are drawn from a
probability distribution. Typically, the goal of an RL agent is to improve the expected re-
turn, which is the sum of rewards over the different timesteps. Usually, this is a weighted
sum, in which rewards further away in the future are given a lower weight than immediate
rewards.

The simplest example of a reinforcement learning problem is the multi-armed bandit
problem, which we discuss next.

2.1.1 The (Contextual) Multi-Armed Bandit Problem

A multi-armed bandit problem (Lai and Robbins, 1985; Auer et al., 2002) is a task in which
repeatedly a choice has to be made between the same set of actions. The action produces
a reward drawn from an unknown probability distribution corresponding to that action,
and the goal is to maximize the total reward over a series of action selections. The term
‘multi-armed bandit’ is derived from the analogy to a slot machine (traditionally called a
‘one-armed bandit’) with multiple arms instead of one.

The fact that the distribution over rewards for each action is initially unknown leads to a
dilemma that is typical to reinforcement learning and is often referred to as the exploration-
exploitation dilemma. To illustrate this dilemma, consider the task of optimizing the total
reward over a sequence of 100 action selections. If the average reward for each action
would be known in advance, the best strategy would simply be to always take the action
with the highest average reward. However, since this is not the case, the agent has to
choose each time to either exploit its current knowledge and select the action that is optimal
according to its current average reward estimates, or to explore and select a different action
in order to improve the estimate for that action and hence future action selections.
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A contextual multi-armed bandit problem is an extension of the multi-armed bandit
problem for which the reward distribution of the bandit arms is correlated with observed
context information. This context information is generated by a fixed probability distribu-
tion and changes after each arm pull. This problem maps to an RL problem by interpreting
the arms as actions and the context information as states. The task basically boils down to
learning the average reward of each arm conditioned on the context information. The opti-
mal policy is simply a policy that selects at each moment the arm with the highest expected
reward given the current context information.

A real-life example of a contextual multi-armed bandit problem is the task of placing
ads on web pages (Langford and Zhang, 2007; Langford et al., 2008). Since companies
that serve ads are typically paid per click, the goal is to select the ads that maximize the
chance of being clicked. This task can be modeled as a contextual bandit problem wherein
available ads are actions, web pages are states, and rewards are payments for clicked ads.

For both the multi-armed bandit and the contextual multi-armed bandit problem the
agent does not have to worry about the next state when selecting an action. To maximize
its total (expected) reward, the agent simply has to take the action with the highest expected
reward at each timestep. This changes when the probability distribution for the next state
also depends on the action that is taken. If this is the case, an agent optimizing the sum
of rewards cannot simply take the action with the highest immediate reward. Instead, it
should also consider the next state when selecting an action, since this determines what
future rewards the agent might receive. In the next section, we introduce a mathematical
framework for describing an important class of such sequential decision problems.

2.1.2 Markov Decision Processes

If the agent’s actions not only affect the immediate reward, but also the next state, the
RL problem becomes a sequential decision problem. This is a much more complicated
problem than a bandit problem, since the agent now has to take into account the next state
as well, when determining the best action. A real-life example of such a problem is the
task of minimizing the time people have to wait for an elevator (Crites and Barto, 1998).

In this thesis, we focus on sequential decision problems for which the Markov property
holds. This property states that the probability distribution for the reward and next state of
an action at, only depends on the current state st, and not on the history. More formally
stated:

P (st+1 = s′, rt+1 = r|st, at) =
P (st+1 = s′, rt+1 = r|st, at, rt, st−1, at−1, ...., r1, s0, a0) . (2.1)

This is a very useful property, since it allows the RL problem to be modeled as a Markov
Decision Process (MDPs) (Puterman, 1994), a particularly effective and compact represen-
tation. An RL problem that does not have the Markov property can often be transformed
in one that does by using a different state definition.

An MDP can be described by a tuple of the form ⟨S,A,P,R, γ⟩ consisting of

• S , the set of all states.
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• A, the set of all actions.

• Ps′
sa : S×A×S → [0, 1], the transition probability from state s ∈ S to state s′ when

action a ∈ A is taken.

• Rsa : S ×A → IR, the reward function giving the expected reward r when action a

is taken in state s.

• γ ∈ [0, 1], the discount factor, controlling the weight of future rewards versus that of
the immediate reward.

In this thesis we mainly focus on RL problems for which S and A are discrete and finite.
For an RL problem, the environment dynamics and reward function, i.e., Ps′

sa andRsa, are
initially unknown.

The agent selects its actions at discrete timesteps t = 0, 1, 2, ... according to a policy
π. A stochastic policy π : S ×A → [0, 1] defines for every action the selection probability
conditioned on the state. A deterministic policy is a special case of a stochastic policy,
where for each state there is one action with selection probability 1, while the other actions
have probability 0. For a deterministic policy we use the function definition π : S → A,
which maps every state to a single action.

The goal of RL is to improve the agent’s policy in order to increase the return R re-
ceived by the agent, which is the discounted cumulative reward

Rt = rt+1 + γ rt+2 + γ2 rt+3 + ... =

∞∑
k=1

γk−1 rt+k , (2.2)

where rt+1 is the reward received after taking action at in state st at timestep t.
In this thesis, we only consider stationary MDP problems with infinite horizon. This

means that the MDP the agent interacts with does not change during learning and that the
agent’s interaction is not terminated after some fixed number of timesteps (which would
make the optimal policy time-dependent). We do consider MDPs with terminal states,
which divide the agent’s environment interaction into episodes. When a terminal state is
reached, the current episode ends and a new one is started by resetting the environment to
the initial state. If the agent starts at state st and reaches the terminal state at timestep T,
then the total return for st is defined as:

Rt =

T−t∑
k=1

γk−1 rt+k (2.3)

This finite sum can be related to the infinite sum of Equation 2.2 by interpreting terminal
states as states with only a single action with zero reward that points to itself.

A (contextual) multi-armed bandit problem can be viewed as a special case of an
episodic MDP problem, for which each episode ends after only a single action. For a
regular multi-armed bandit problem the initial state is always the same, while for a con-
textual multi-armed bandit problem, the initial state is drawn from a (fixed) probability
distribution over different states. Note that the Markov property always holds in case of a
(contextual) multi-armed bandit problem, since there is no history to consider.
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An example of an episodic MDP task that is used several times in this thesis is the
Dyna maze task (Sutton, 1990), a navigation task in which the agent has to move as fast as
possible from a start location to the goal location (see Figure 2.1). The agent can choose at
each timestep between four actions: up, down, left and right. Each action deterministically
moves the agent one square in the corresponding direction, unless the agent hits a wall or
the edge of the maze, in which case it stays at the same position. The reward received after
each action is 0, except when the goal location is reached, which results in a reward of +1
(and terminates the episode). This discount factor γ is 0.95.

S

G

Figure 2.1: The Dyna maze task, in which the agent must travel from S to G. The grey
areas represent walls. The reward is +1 when the goal state is reached and 0 otherwise.

This task clearly demonstrates the purpose of the discount factor in the return. Without
discounting future rewards (i.e., without setting γ < 1), there is no incentive for the agent
to search for the shortest path, since a random policy (i.e., a policy that selects a random
action at each timestep) will eventually also result in a reward of +1. On the other hand,
with γ < 1, an agent aiming for maximum expected return will try to reach the goal
location as fast as possible.

There can be different reward functions that lead to the same optimal policy. In case
of the Dyna maze task, a reward of -1 for each action (including the action that results in
the agent reaching the goal location) results in the same optimal policy. With this reward
function the agent also tries to reach the goal location as fast as possible, since reaching the
goal location terminates the episode and hence stops the accumulation of negative rewards.
With this reward function even a discount factor of 1 is possible.

A stochastic variation of the Dyna maze task can be made, by specifying that, in re-
sponse to an action, the agent moves with a probability of 10% in an arbitrary direction,
instead of the direction corresponding with the action.

2.1.3 Value Functions and the Bellman Equations

The reinforcement learning methods discussed in this thesis are so-called value-function
methods, which derive their policy from a value function. Each policy π has a state-value
function V π : S → IR associated with it that gives the expected return from state s, when
policy π is followed:

V π(s) = Eπ{Rt|st = s} (2.4)
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where EX{} denotes the expected value of a variable conditioned on X . Similarly, there is
an action-value function Qπ : S ×A → IR associated with it that gives the expected return
when action a is taken in state s and policy π is followed thereafter.

Qπ(s, a) = Eπ{Rt|st = s, at = a} (2.5)

The action-value function is related to the state-value function through the relation:

V π(s) =
∑
a

π(s, a)Qπ(s, a) (2.6)

A fundamental relation that is exploited by many reinforcement learning methods is
the Bellman equation, which relates the value of a state to the value of its successor states:

V π(s) =
∑
a

π(s, a)

[
Rsa + γ

∑
s′

Pa
ss′V

π(s′)

]
(2.7)

We now discuss the concept of optimality. A policy π is better than or equal to another
policy π′ if for every state the expected return under π is higher or equal than the expected
return under π′. In other words, if V π(s) ≥ V π′

(s) for all s ∈ S . The optimal policy π∗

is a policy that is better or equal than all other possible policies. A property of an MDP
is that there always exists such a policy, i.e., there is always a policy that provides the
maximum expected return for every state. The value function associated with this policy
is the optimal value function V ∗. Similarly, the optimal action-value function Q∗ is the
action-value function associated with π∗. The Bellman equation relating the optimal value
of a state to the optimal value of its successor state is called the Bellman optimality equation
for V ∗:

V ∗(s) = max
a

[
Rsa + γ

∑
s′

Pa
ss′V

∗(s′)

]
(2.8)

On the other hand, the Bellman optimality equation for Q∗ is:

Q∗(s, a) = Rsa + γ
∑
s′

Pa
ss′ max

a′
Q∗(s′, a′) (2.9)

While there is only a single optimal value function and optimal action-value function for
each MDP, there can be multiple optimal policies. The reason is that a state can have
multiple actions resulting in the same expected return. If that expected return is the optimal
expected return, then an optimal policy can use either of these actions (or some stochastic
selection between them). When the optimal action-value function is known, an optimal
policy can easily be constructed by always taking the greedy action with respect to Q∗.

The main focus of this thesis is on problems with discrete, finite state spaces. In this
case, value functions can be stored in a table, with one entry per state or state-action pair. In
the general case, the state space can be continuous, in which case tabular values cannot be
used for obvious reasons. In this case, the value function can be approximated with some
parameterized function, and only the function parameters have to learned and stored. An
advantage of this approach is that experience is generalized. A disadvantage is that finding
a good parameterized function for approximation of the value function can be very hard.
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2.2 Solution Strategies

In this section, we discuss the basic solution strategies for solving an RL problem modeled
as an MDP. All discussed methods are value-function methods, meaning they use value
functions to improve the policy. We start with describing dynamic programming, which is
a planning strategy, i.e., the full MDP description ⟨S,A,P,R, γ⟩ is known by the agent.
In this case, no interaction with the environment is required. Instead, the optimal policy can
be directly computed from the MDP description. The relevance of dynamic programming
to reinforcement learning, which assumes the environment model is (initially) unknown, is
that it forms the core of many model-based learning methods. These methods update an
estimate of the model at each timestep and use dynamic programming to compute a policy
based on this model estimate.

2.2.1 Dynamic Programming

Dynamic programming refers to a class of methods that compute the optimal policy of
an MDP, given its full description ⟨S,A,P,R, γ⟩. In other words, the agent has perfect
knowledge of the environment dynamics.

A popular dynamic programming method is value iteration (see Algorithm 1). This
method maintains an estimate Vk of the optimal value function V ∗ and iteratively improves
this estimate by performing updates based on the Bellman optimality equation for V (Equa-
tion 2.8):

Vk+1(s)← max
a

[
Rsa + γ

∑
s′

Pa
ss′Vk(s

′)

]
, for all s .

It can easily be proven that in the limit the following holds:

lim
k→∞

Vk = V ∗ .

Algorithm 1 Value iteration
1: initialize V (s) arbitrarily for all s
2: repeat
3: ∆← 0

4: for all s ∈ S do
5: Vold ← V (s)

6: V (s)← maxa
[
Rsa + γ

∑
s′ Pa

ss′V (s′)
]

7: ∆← max(∆, |Vold − V (s)|)
8: until ∆ < some small threshold value

2.2.2 Model-Based and Model-Free Learning

In a learning setting, the agent does not know the environment model, i.e., P and R, and
needs to interact with the environment in order to learn about the effect of its actions and
improve its policy. We assume in this thesis trajectory-based interactions, where the agent
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starts at some initial state and then moves through the environment according to the next
states its actions result in.

Two tasks can be distinguished in a learning setting. The first task is referred to as
evaluation, and involves assessing how good a specific policy π is by determining its value
function V π. The second task is referred to as control, and involves (often simultaneously)
evaluating and improving some estimation policy. The behavior policy is the policy that
controls the agent, i.e., the policy that generates the samples. A method that uses the es-
timation policy to control the agent is called an on-policy method. In contrast, a method
for which the behavior policy is different than the estimation policy is called an off-policy
method. In the latter case, the behavior policy is often derived from the action-value func-
tion of the estimation policy. In Section 2.2.3, we discuss the advantages and disadvantages
of on-policy and off-policy methods using two concrete methods.

Every control method needs to have some strategy to deal with the exploration-
exploitation dilemma. In this thesis, we mainly resort to ε-greedy behavior policies to
ensure sufficient exploration. These are policies that take with a probability of ε a random
action, while the greedy action, i.e., the action with the maximum estimated action value, is
taken with a probability of 1− ε. Note that random selection of an action can also result in
the greedy action, hence the total selection probability of the greedy action is 1− ε+ ε

|A| .
1

Value-function methods can be divided into model-free and model-based methods.
Model-based methods (Sutton, 1990; Moore and Atkeson, 1993; Brafman and Tennenholtz,
2002; Kearns and Singh, 2002; Strehl and Littman, 2005; Diuk et al., 2009) use the experi-
ence samples obtained from interaction with the environment to update an estimate of the
environment model. Using this model, off-line techniques, such as dynamic programming
(Bellman, 1957), are then used to determine an estimate of the optimal Q-value function
(or state value function). On the other hand, model-free methods (Sutton, 1988; Watkins,
1989; Rummery and Niranjan, 1994; Sutton, 1996; Strehl et al., 2006) use the experience
samples to directly update a Q-value function. The space requirements of model-based
methods are typically a lot higher than those of model-free methods, since they require
storage of the model. However, the advantage is that experience can be re-used, which im-
proves the sample complexity, i.e., the number of environment samples required to obtain
a good policy.

2.2.3 Temporal-Difference Learning

A popular model-free approach is temporal-difference (TD) learning (Sutton, 1988), which
bootstraps value estimates from other values. Two classic TD methods are Q-learning
(Watkins, 1989) and Sarsa (Rummery and Niranjan, 1994; Sutton, 1996). Both methods
use a sample immediately after it is observed to update the Q-value of the state-action pair
that generated the sample, using the common TD update rule:

Qt+1(st, at)← (1− α)Qt(st, at) + αυt (2.10)

1This assumes there is only one action with a maximum value. If there are multiple actions with a maximum
value, the 1− ε probability for greedy action selection is divided among these actions.
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where α is the learning rate (or step size) and υt is the update target. An alternative formu-
lation of this update rule is

Qt+1(st, at)← Qt(st, at) + α δt , (2.11)

where δt = υt −Qt(st, at) is called the TD error. For Q-learning, the update target is

vt = rt+1 + γ max
a

Qt(st+1, a) , (2.12)

while for Sarsa it is
vt = rt+1 + γ Qt(st+1, at+1) . (2.13)

The pseudocode for Q-learning and Sarsa is shown in Algorithm 2 and Algorithm 3, re-
spectively. Note that Sarsa uses at+1, the action selected and executed at timestep t+1, in
its update target.2 This creates a small disadvantage compared to Q-learning for problems
with returning actions, i.e., actions for which st+1 = st, since Sarsa’s action selection for
timestep t+1 does not take into account the update of Q(st, at) that occurs at this timestep.

Algorithm 2 Q-Learning
1: initialize Q(s, a) arbitrarily for all s,a
2: loop {over episodes}
3: initialize s
4: repeat {for each step in the episode}
5: select action a, based on Q(s, ·)
6: take action a, observe r and s′

7: Q(s, a)← (1− α) ·Q(s, a) + α [r + γ maxa′ Q(s′, a′)]

8: s← s′

9: until s is terminal

Algorithm 3 Sarsa
1: initialize Q(s, a) arbitrarily for all s,a
2: loop {over episodes}
3: initialize s
4: select action a, based on Q(s, ·)
5: repeat {for each step in the episode}
6: take action a, observe r and s′

7: select action a′, based on Q(s′, ·)
8: Q(s, a)← (1− α) ·Q(s, a) + α [r + γ Q(s′, a′)]

9: s← s′

10: until s is terminal

Besides the small disadvantage for returning actions, the main difference between
Q-learning and Sarsa is that Q-learning is an off-policy method and Sarsa an on-policy

2The name Sarsa is in fact derived from the five components employed in its update rule: the current state
and action st and at, the immediate reward rt+1, and the next state and action st+1 and at+1.
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method. Therefore, Q-learning can employ a stochastic behavior policy (for example a
policy that is ε-greedy with respect to the Q-values), ensuring sufficient exploration, while
its estimation policy is greedy. This enables that the Q-values of Q-learning converge to
the optimal Q-values (under some mild conditions). A disadvantage of Q-learning is that it
aims to improve the estimation policy, while the performance criterium for an RL agent is
typically related to the return, generated by the behavior policy. This can lead for certain
domains to a disadvantage compared to on-policy methods, such as Sarsa (see for example
the Cliff walking task in Section 3.1.4.1). A disadvantage of Sarsa is that its Q-values do
not directly converge to the optimal Q-values. Therefore, when the goal is to find an op-
timal policy, additional measures have to be taken, like annealing ε for ε-greedy policies,
which can make it more difficult to guarantee sufficient exploration.

2.2.4 Eligibility Traces

For methods like Q-learning and Sarsa, new experience only affects the Q-value of the
state-action pair that generated this experience. This can cause slow learning, especially
in sparse reward tasks. Eligibility traces (Sutton, 1988; Watkins, 1989) is a popular tech-
nique that can be combined with Q-learning and Sarsa to propagate new information faster
through an MDP, improving performance.

The idea behind eligibility traces is that state-action pairs visited in the past are re-
sponsible for the agent being at the current state. Therefore, they are also partly eligible
for undergoing learning changes. The more recent a state-action pair is visited, the more
eligible it is, that is, the larger its Q-value correction should be.

This idea is implemented by maintaining a variable for each state-action pair, its eligi-
bility trace e(s, a) ≥ 0. This variable is increased when a state-action pair (s, a) is visited
(i.e., action a is taken in state s), and decayed by γλ at the other timesteps, where λ ∈ [0, 1]

is called the trace-decay parameter.
There are two common types of traces, accumulating traces and replacing traces, each

using a different way to update the eligibility trace of the current state-action pair. For
accumulating traces, all traces are decayed by γλ, but the current state-action pair gets an
additional value increment of 1:

et(s, a) =

{
γλ et−1(s, a) + 1 if (s, a) = (st, at)

γλ et−1(s, a) otherwise .

While accumulating traces in general work well, for certain domains with many revisits of
states they can cause problems, since the value of an eligibility trace can grow unbounded.
For these domains, replacing traces is a better choice, which reset the value of the current
state-action pair to 1:

et(s, a) =

{
1 if (s, a) = (st, at)

γλ et−1(s, a) otherwise .

In Algorithm 4 we shows the pseudocode for Sarsa(λ), the combination of eligibility
traces with Sarsa. Note, that Sarsa(λ) reduces to regular Sarsa (Algorithm 3), when λ is set
to 0.
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Algorithm 4 Sarsa(λ)
1: initialize Q(s, a) arbitrarily for all s,a
2: loop {over episodes}
3: initialize e(s, a) = 0 for all s,a
4: initialize s
5: select action a, based on Q(s, ·)
6: repeat {for each step in the episode}
7: take action a, observe r and s′

8: select action a′, based on Q(s′, ·)
9: δ ← r + γ Q(s′, a′)−Q(s, a)

10: e(s, a)← e(s, a) + 1 (accumulating traces)
11: or e(s, a)← 1 (replacing traces)
12: for all s,a do
13: Q(s, a)← Q(s, a) + αδ e(s, a)

14: e(s, a)← γλ e(s, a)

15: s← s′; a← a′

16: until s is terminal

For Q(λ), the combination of eligibility traces with Q-learning, two implementations
are proposed. The implementation of Watkins (1989) results in a fully off-policy method.
The disadvantage of this implementation is that all traces are reset to 0, when a non-greedy
action is selected, limiting the propagation of new information. Peng and Williams (1996)
propose a different implementation, which does not rely on resetting traces. However,
the implementation is more complicated and the resulting method is neither off-policy nor
on-policy, but rather some kind of mixture between the two.

For evaluation methods based on eligibility traces good convergence results exist for
the tabular case (Jaakkola et al., 1994) as well as the function approximation case (Maei and
Sutton, 2010). However, for control methods, including Sarsa(λ) and Q(λ), such results do
not exist.




