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CHAPTER 6

Reducing the Problem Size by Policy
Space Reduction

In a realistic RL task the learning agent often has some knowledge about the task, as well
as knowledge about the interpretation of some of the state features it observes. Consider
for example a robot navigating through an unknown building in search for a (ground-level)
power outlet to recharge its batteries. This robot knows it has to reach a specific location
and will most likely have access to a number of sensors that tell it something about its
(local) surroundings, like an infra-red sensor for detecting close range obstacles, and a
camera sensor that, combined with certain image processing software, can recognize power
outlets.

In this chapter, we present a strategy to exploit such knowledge by using policy restric-
tions. Policy restrictions remove policies from the policy space, the set of all policies that
can be defined for a particular MDP, while keeping (at least) one optimal policy.

The main contribution of this chapter consists of the policy restriction set, a compact
and effective way to model and exploit a wide variety of policy restrictions with value-
function based reinforcement learning methods. While options (Sutton et al., 1999; Precup,
2000; Stolle and Precup, 2002) could also be used to model certain policy restrictions, the
range of restrictions that can be effectively described using the policy restrictions set is
much larger, allowing exploitation of new forms of prior knowledge.

Combining an MDP with prior knowledge encoded by a policy restriction set results in
a derived MDP whose policy space is equal to the subset of the policy space defined by the
policy restrictions. We demonstrate in this chapter that using this derived MDP can result
in large performance improvements.

The remainder of this chapter is organized as follows. In Section 6.1, we describe how
policy restrictions can be effectively modeled with the policy restriction set. In Section
6.2, we discuss the relation with options and shaping. In Section 6.3, we present three
learning methods that use the policy restriction set as prior knowledge. In Section 6.4, we
compare these 3 methods on a deterministic variant of the large maze task from Section
4.2.3. In Section 6.5 we discuss the results as well as future work. Section 6.6 contains the
conclusion of this chapter.

6.1 Policy Restrictions

In this section we discuss how prior knowledge about policy restrictions can result in an
improved performance, and demonstrate how subsets of the policy space can be effectively
described with the policy restriction set.
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6.1.1 Restrictions in the Policy Space

In many RL tasks, the goal of an agent is to find an optimal (or near-optimal) policy. An
optimal policy is ‘optimal’ with respect to the set of all policies that can be defined for
the MDP. For a general RL task a policy can take into account the complete history from
the moment it was initiated up to the current state for the selection of an action. However,
in case of an MDP, an agent seeking optimality can restrict its attention to the subset of
Markov policies, which only take into account the current state when choosing an action,1

since there is at least one optimal policy within this set. In fact, the agent can refine its
search space even further by only focusing on deterministic Markov policies, which map
each state to a single action, since there exists also at least one optimal policy within the
set of deterministic Markov policies. In this section, we analyze the relation between an
MDP and the corresponding set of deterministic Markov policies that can be defined for it.
In this chapter, we refer to this set simply as the policy space, although strictly speaking
the policy space is the set of all possible policies that can be defined for an MDP.

The state-action space of an MDP refers to the set of all state-action pairs. For an
MDP with a finite state-action space, the policy space is also finite, although it is in general
exponentially larger. Consider an MDP M = ⟨X,A,P,R, γ⟩ with a finite state-action
space, where A is a function mapping each state x ∈ Dom(X) to a subset of the total
action set Aall, so2

A : X→ P(Aall) (6.1)

The size of the state-action space of M is:

size state-action space =
∑

x∈Dom(X)

|A(x)| (6.2)

On the other hand, the size of the policy space of M is:

size policy space =
∏

x∈Dom(X)

|A(x)| (6.3)

The prior knowledge we wish to encode in this chapter is knowledge that reduces the
set of policies to consider even further, by specifying a subset of the policy space that is
guaranteed to have at least one optimal policy. This is done by defining policy restrictions,
which specify policies that are excluded from the policy space.

To illustrate the effect of policy restrictions, consider the small deterministic network
shown in Figure 6.1(a). It consists of only 6 states, 2 of them being terminal states. In
states x0 and x3 the agent can choose between two different actions; in states x1 and x2
only a single action is available. State x0 is the initial state. The state-action space size if 6;
the corresponding policy space, shown in Figure 6.1(b), has a size of 4. In a deterministic
environment a policy can be visualized as a single trajectory through the state-action space

1These are the policies we consider so far in this thesis. For simplicity, we never mentioned more general
policies and never used the term ‘Markov policies’ before. Note, however, that the behavior policy is in general
a policy that depends on the complete history, since it is typically based on Q-values that are updated during
learning.

2P(Aall) refers to the powerset of Aall.



6.1. Policy Restrictions 107

starting at the initial state. In general, only a fraction of the states are visited by a single
policy trajectory. The policy for states that are not visited are irrelevant and therefore not
shown.
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a2
a4
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(a) (b)

Figure 6.1: MDP network (a) and the corresponding policy space (b). In a deterministic
environment a policy can be visualized as a single trajectory through the state space starting
from the initial state.

Assume that the agent knows that either policy 1 or policy 4 is optimal. This knowledge
can be translated into an action set reduction by removing action a5 from the MDP network.
Removing this action can be interpreted as the definition of a derived MDP whose policy
space consists of only policy 1 and policy 4.

However, not all subsets of the policy space can be represented by simply removing
actions. For example, if the agent knows that either policy 1 or 2 is optimal, it cannot
remove any action, since all actions are contained within these two policies. To construct a
derived MDP with a policy space consisting of only policies 1 and 2, the agent has to take
into account the policy it followed before arriving at state x3 when selecting an action in
state x3. This can be achieved by extending the state feature set of the original MDP with
policy features, which can contain information about actions taken before or state feature
values observed before. The action set of the derived MDP can then be defined in terms of
this extended feature set. We name the resulting derived MDP a policy-restricted MDP.

In Figure 6.2, we show a policy-restricted MDP, whose feature set is extended with fea-
ture Y , consisting of values y0, y1 and y2. Feature value y0 corresponds with the statement
that either feature value x0 was observed at the previous timestep, or the current timestep is
the initial timestep (i.e., there is no history yet). The interpretation of y1 is that feature value
x1 was observed the previous timestep, while y2 means feature value x2 was observed the
previous timestep.

The policy space of this derived MDP consists of only policies 1 and 2.3 Note that the
total state-action space size of this derived MDP is equal to that of the original MDP. So,
while the policy space is reduced, the state-action space is still equal in size. The smaller

3Strictly speaking, the policy space of the derived MDP is not equal to the set consisting of policies 1 and
2, since the policies for the derived MDP are defined in terms of an extended feature set. However, there is a
straightforward mapping between them.
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policy space of the derived MDP has resulted however in a simpler structure for the derived
MDP. With the right methods, this can be exploited and result in an improved performance.

{x  ,y }
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a4

a5
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{x  ,y }3 1

{x  ,y }2 0

{x  ,y }1 0
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Figure 6.2: History-extended MDP corresponding to policy 1 and 2 from Figure 6.1(b).

In this section, we specified the policy restrictions by enumerating the policies from
the remaining policy subset. Clearly, this is infeasible for all but the most simple MDPs. In
the next section, we show how policy restriction can be compactly modeled for a general
MDP using the policy restriction set.

6.1.2 The Policy Restriction Set

Formally, policy restrictions define an action set restriction that depends on all state-action
pairs visited before. Let the state-action history ht be the sequence of all state-action pairs
visited from the start of an episode up to the current state xt

ht = ⟨x0, a0,x1, a1, ...,xt−1, at−1,xt⟩ (6.4)

We denote by H the set of all possible state-action histories. In addition, let h−t be the
same state-action history as ht minus the last state xt, and letH− be the set of all possible
state-action histories that leave out the last state. Let A be the (original) state-dependent
action set as defined by Equation 6.1. With these definitions, policy restrictions can be
captured by a function A′, defined as

A′ : H → P(Aall) , (6.5)

with the following property:

A′(h) ⊆ A(x) for all x and h ∈ H ending in x. (6.6)

The expressiveness of this function is extremely large. However, specifying it explicitly
is infeasible in practise, since the setH is infinite in the general case. Therefore, instead of
specifying A′ as function ofH, we specify it as a function of X and Y, an abstract feature
set that only takes into account the relevant history information. We denote this function
by AY , to distinguish it from A′, the action set restriction as function ofH.

Formally, the feature set Y is an aggregation of the set H−. In other words, there
exists a function F : H− → Y that maps each h− to a value y ∈ Dom{Y}. Note that
this mapping, as well as the feature set Y, is not unique; there can be multiple ways to
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aggregate H−, resulting in different feature sets Y. In practise, prior knowledge will be
directly translated into a relevant feature set Y (see Section 6.1.3 for an example), instead
of first defining A′ and then constructing a mapping function F .

For completeness, we define the aggregation condition that should hold for the function
F . Informally, two different state-action histories h−1 and h−2 can be aggregated if they do
not result in different action subsets now or in the future. Formally, we can define this
condition as follows. Let ⟨a, b⟩ be a sequence concatenating sequence a and sequence b,
and let h+ be a state-action sequence ⟨xk, ak, ...,xk+n−1, ak+n−1,xk+n⟩, starting in an
arbitrarily state xk and of arbitrarily length (including length 1, i.e., h+ = ⟨xk⟩). Let
h−1 and h−2 be elements of H−. h−1 and h−2 can be aggregated, i.e., F(h−1 ) = F(h−2 ) is
allowed, if for all ⟨h−1 , h+⟩ ∈ H the following holds: ⟨h−2 , h+⟩ ∈ H and

A′(⟨h−1 , h
+⟩) = A′(⟨h−2 , h

+⟩) (6.7)

It follows from this condition that if F(h−1 ) = F(h−2 ), for all ⟨h−1 ,x, a⟩ ∈ H− the
following holds: ⟨h−2 ,x, a⟩ ∈ H− and

F(⟨h−1 ,x, a⟩) = F(⟨h
−
2 ,x, a⟩) (6.8)

Because of Equation 6.8 a transition function TY : X × Y → Y can be defined that
transforms each current state, xt, current policy value yt and action at into a new policy
value yt+1. With an initial value y0 corresponding to an empty state-action history (i.e.,
F(⟨⟩) = y0), the action set restriction A′(ht) can be computed at each timestep using the
policy restriction set {Y,y0,AY , TY }. To summarize, its four elements are:

• Y : a set of abstract policy features

• y0 ∈ Dom(Y) : the initial value of Y.

• AY : X × Y → AY ⊂ A: a policy-restricted action set. This encodes the actual
policy space subset.

• TY : X ×Y × AY → Y : a transition function, describing the next policy feature
values based on the current state feature values, the current policy feature values and
the action.

The combination of the policy restriction set and the original MDP implicitly defines
a policy restricted MDP, as shown in the previous section. The state space of this MDP is
spanned by the feature sets X and Y, hence it is a factor |Y| larger than the state space
of the original MDP. However, the action space of this MDP, defined by AY , is smaller
than that of the original MDP. Therefore, the effective state-action space (i.e., the set of
all state-action pairs that can be visited by the agent) of the policy restricted MDP can be
smaller than that of the original MDP (in the next section we show an example of this).

The feature set Y can simply encode state features from the previous timestep or the
previous action, but it can also encode more complicated history elements. For example,
it could consist of a set of boolean statements that say something about a specific event
(or events) that happened in the past. Note that while in theory all functions A′ can be
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transformed to a policy restriction set, not all A′ will lead to a compact representation. If
|Y| is very large, the increase in state space is also large. Because of this, policy restrictions
will not in all cases result in a performance advantage.

In the next section, an example is given of a task with policy restrictions that lead to a
huge reduction of the (effective) state-action space.

6.1.3 Illustrative Example

In this section we give a concrete example of a task and a policy restriction set that encodes
prior knowledge about it. In Section 6.4 we empirically test the performance of the three
methods presented in Section 6.3 on this example task.

Consider a variation of the large maze task (Section 4.2.3, Figure 4.8) that has only
one goal state (instead of four), which is located at the lower right of the grid. In addition,
assume a deterministic environment. So, the agent has four movement actions, each corre-
sponding with a single step in one of the directions ‘north’, ‘east’, ‘south’ or ‘west’, unless
the action moves the agent into a wall, in which case it remains at the same position.

Assume the agent has general knowledge of the task it faces, that is, it knows it interacts
with a deterministic navigation task and that it should find the shortest path towards the
goal (however, the location of the goal is unknown as well as the maze layout). In addition,
assume the state feature set X consists of the following features:

• 1 position feature (Xpos), indicating the position of the agent in the 2-dimensional
grid.

• 4 wall-distance features (X[dir]_wall_dist) corresponding with the number of squares
between the agent and the wall/border, for each direction. For example, if there is a
wall just next to the agent on its east side, Xeast_wall_dist = 0.

• 4 binary features indicating whether the agent has an unblocked view on the goal,
for each direction (X[dir]_goal_visible).

Using this feature set and the prior knowledge of the task, the following policy restric-
tions can be defined.

• The agent is not allowed to take an action that points directly towards a wall.

• The agent is not allowed to take an action that is perpendicular to its previous action
(e.g., an ‘east’ action cannot follow a ‘north’ action), unless the distance to the wall
in that direction increased with respect to the previous timestep (i.e, a wall-opening
appeared), or if it can see the goal location along this direction (i.e., its view is not
blocked by any wall).

• The agent is not allowed to take an action opposite of the action it just took (e.g., a
’south’ action cannot follow a ’north’ action), unless it faces a wall in that direction.

The subset of the policy space defined by these restrictions contains at least one optimal
policy.
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These policy restriction can be encoded using the following policy restriction set
{Y,y0,AY , TY }. Y contains 5 features:

• 1 previous action feature (Yprev_action), indicating the action taken at the previous
timestep.

• 4 previous wall distance features (Yprev_[dir]_wall_dist), indicating the distance to the
wall at the previous timestep for the four compass directions.

We define y0, the feature values of Y at the initial timestep as

y0 = {‘none’,−1,−1,−1,−1} .

The function TY follows directly from the definition of the feature set Y:

yprev_action,t+1 = at

yprev_[dir]_wall_dist,t+1 = x[dir]_wall_dist,t

Finally, the function AY , encoding the actual policy restrictions can be defined using if-
then statements. For example, it can be implemented by splitting AY up in four boolean
functions AY,[dir] : X ×Y → {TRUE,FALSE}, each defining for one compass direc-
tion whether the corresponding action is an element of the action set AY (X,Y). Algorithm
13 shows pseudocode for AY,east. The other compass directions have similar pseudocode.

Algorithm 13 AY,east : X×Y → {TRUE,FALSE}
Input: current values of features X and Y

Output: east-valid (TRUE if ‘east’ action is available, FALSE otherwise)
if Yprev_action = ‘none’ then

east-valid = TRUE
else if Yprev_action = ‘east’ then

if Xeast_wall_dist > 0 then
east-valid = TRUE

else
east-valid = FALSE

else if Yprev_action = ‘west’ then
if Xwest_wall_dist = 0 then

east-valid = TRUE
else

east-valid = FALSE
else

if (Yprev_east_wall_dist > Xeast_wall_dist) ∨Xeast_goal_visible then
east-valid = TRUE

else
east-valid = FALSE

The policy restriction set discussed above is independent of the maze layout and goal
location. Therefore, once it has been defined, it can be reused each time the agent encoun-
ters a similar deterministic maze task with features X[dir]_wall_dist and X[dir]_goal_visible.
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Note that the features X[dir]_wall_dist and X[dir]_goal_visible are redundant (as defined by
Definition 11) with respect to the feature Xpos, that is, each location feature value cor-
responds with a single set of values for features X[dir]_wall_dist and X[dir]_goal_visible.
In addition, the features Yprev_[dir]_wall_dist are redundant with respect to the feature set
{Xpos, Yprev_action}. Therefore, these features do not increase the size of the state space
and the Q-values of the policy-restricted MDP corresponding to this policy restriction set
can be stored as function of only the feature set {Xpos, Yprev_action}, ignoring the other
features.

In Section 6.4, we measure the performance of three different methods (presented in
Section 6.3) that exploit the policy restriction set above, as well as regular Q-learning. We
use three versions of this task, corresponding to resolutions 1, 3 and 7. A resolution of
1 refers to a grid of 23 by 26 squares, which is the grid size of the original task (Figure
4.8). A resolution of 3 divides the grid into 23*3 by 26*3 squares, and a resolution of 7
divides the grid into 23*7 by 26*7 squares. Figure 6.3 shows the same area around the start
state for the three different resolutions. The reward received after an action depends on the
resolution. For a resolution of 1, the reward is -1 for each action. For a resolution of 3 it is
-1/3, and for a resolution of 7 it is -1/7, while γ equals 1 in all cases. This way, if the agent
covers the same distance, it receives the same return for all three resolutions.

Figure 6.3: Area around the start state of the large maze task for three different resolutions.
Note that the wall thickness and location is not effected by the resolution.

In the next section, we explain the advantages of the policy restricted MDP in compar-
ison to the original MDP using the task and policy restriction set defined in this section.

6.1.4 Advantages of Policy Restrictions

There are two reasons why using the policy-restricted MDP to find the optimal policy can
be advantageous: a smaller state-action space and single-action states.

To illustrate the huge state-action space reduction that can be achieved, we let a random
agent (i.e., an agent that select randomly among the available actions) interact with the
large maze task at resolution 3 under the specified policy restrictions (for a large number
of episodes), while keeping track of the visited positions (i.e., the observed values for
Xpos). Figure 6.4 shows the result (because of the density of the grid, we do not show
individual squares). The grey lines are the positions visited by the random agent. This
figure very clearly shows that, under the given policy restrictions, only a fraction of the
total maze is visited by the agent. This fraction is resolution dependent: the higher the
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resolution, the smaller this fraction is and hence the larger the performance benefit of the
policy restrictions. Note as well that an optimal policy can be constructed, even when the
behavior of the agent is restricted to the grey lines.

Figure 6.4: The positions an agent can reach (grey lines) when following the policy restric-
tions in the large maze task at resolution 3. The white circle in the lower-left corner is the
start position; the white diamond in the lower-right corner is the goal position.

The second reason why using policy restrictions can result in higher performance is
less obvious, but can contribute just as much. To understand why, note that a single state
from the original MDP is in general mapped to multiple states in the policy-restricted MDP.
For example, state x of the original MDP can be mapped to states {x,y1} and {x,y2} of
the policy-restricted MDP. By definition, the action sets of these states are subsets of the
action set of the original state: AY (x,y1) ⊆ A(x) and AY (x,y2) ⊆ A(x). Because of
this action subset, it can occur that the action set of states in the policy restricted MDP
contain only a single action. We name such states single-action states. Single-action states
are special, since they do not require Q-values. Obviously, for action selection this is
not required, but also its use in update targets for other state-action pairs can be avoided
by using multi-step updates whenever single-action states are encountered (see Section
6.3.4 for a detailed explanation). So, while formally single-action states do not reduce
the state-action space, they do reduce the number of Q-values that need to be learned.
This reduction in Q-values results in improved efficiency, or, under given space and time
constraints, improved performance, as we demonstrate in Section 6.4.

For the large maze task, the policy-restricted MDP corresponding to the restrictions
described in the previous section contains a large number of these single-action states. In
fact, all states except those corresponding with locations where the grey lines in Figure
X cross are single-action states. Therefore, a huge reduction in the required Q-values is
obtained. In fact, the number of these cross locations is resolution independent and hence
the number of required Q-values as well. So, while the number of required Q-values of the
original MDP increases quadratically with the resolution, this number remains the same
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when using policy restrictions. This results in a huge performance advantage for methods
using the policy restriction set.

This clearly demonstrates the advantage of policy restrictions compared to using no
restrictions at all, but how do policy restrictions compare against plain action restrictions?4

In other words, what is the advantage of using a function A′ : H → P(Aall) for defining
restrictions compared to using a function A′ : X → P(Aall)? Clearly, action restrictions
are a special case of policy restrictions, so some knowledge can be represented by it. But
how much of the performance advantage would be lost if only the prior knowledge that can
be represented by action restrictions would be exploited? By analyzing the relation between
policy restrictions and action restrictions in more detail, three types of prior knowledge can
be distinguished.

First, there is the knowledge that can also be represented with action restrictions. For
this type of knowledge, application of it to the MDP does not lead to different action sets
for the same state. An example is the knowledge that the agent should not take an action
that points directly towards a wall.

Second, there is knowledge that can never be represented by action restrictions, since
application of it to the MDP leads to different action sets for the same state (depending
of the state-action history). An example is the knowledge that the agent should not take
an action opposite of the action it just took. This knowledge does not prohibit an action
under all circumstances, but only for certain state-action histories. Hence, it cannot be
represented by action restrictions. If on the large maze task action restrictions would be
used instead of policy restrictions, all states along the grey lines would be ‘multiple-action
states’ and the large performance benefit due to single-action states would be lost, as well as
the property of maze tasks that the number of required Q-values is resolution independent.

The third type of knowledge consists of knowledge that cannot be represented by action
restrictions, however, application of it to the MDP does not lead to different action sets for
the same state. Therefore, there exists an action set restriction function that is equivalent to
this knowledge in the sense that they share the same policy space. The problem is that the
available prior knowledge cannot be directly translated into this function. As an example,
consider a maze task, where the wall openings have a width of only 1 square and assume
we want to encode the knowledge that the agent should not take actions pointing towards a
wall as well the knowledge that the agent should not take an action that is perpendicular to
its previous action, unless the distance to the wall in that direction increased with respect to
the previous timestep. In this case, states corresponding to locations where wall openings
are visible (along one of the four movement directions) have always the same action set.
However, these locations are not part of the prior knowledge, and therefore the action set
restriction function cannot be specified in advance.

While this third type of prior knowledge cannot be directly translated into action re-
strictions, the action restrictions that are equivalent to this knowledge can be learned from
environment interaction. Although learning these action restrictions is more complicated
than the simple example above suggests. In Section 6.3.3 we present a method that can

4In principle, policy restrictions can also be viewed as action restrictions (conditioned on the state-action
history). However, in this chapter we use the term ‘action restrictions’ exclusively to indicate restrictions on
the state-dependent action set.
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learn these action restrictions (P-PR, Algorithm 16) and in the Section 6.4 we empirically
compare it against methods that rely on policy restrictions on the large maze task described
in Section 6.1.3.

In the next section, we discuss how the policy-restriction set differs from options and
shaping, two other methods that can control the behavior of the agent.

6.2 Related Work

An alternative way to achieve a reduction of the policy space is by replacing primitive
actions by options (Sutton et al., 1999; Precup, 2000; Stolle and Precup, 2002). However,
the range of restrictions that can be effectively described using the policy restrictions set is
much larger.

The main reason is that an option represents only a single policy, while a policy restric-
tion set represents a subset of the policy space. Although any subset of the policy space can
in theory be represented by a set of options (enumerating every single policy), this clearly
is a very inefficient way to model such a policy subset and infeasible for all but the most
simple MDPs.

Extensions of options, where the policy of the option is not fully specified but has to
be learned given an option dependent action set, effectively also defines a set of options.
However, the option action set only depends on the current state, limiting the set of policies
that can be represented.

With the policy restriction set we have extended the policy subset that can be effectively
modeled, allowing for new types of prior knowledge to be exploited.

There is also a relation between using policy restrictions and reward shaping (Ng et al.,
1999; Wiewiora, 2003; Konidaris and Barto, 2006; Grzes and Kudenko, 2009; Snel and
Whiteson, 2010, 2011), a strategy in which additional rewards are supplied to the agent to
guide its learning process. Both methods have in common that they aim to improve the
convergence speed of a method, while preserving the optimal policy. For shaping, optimal
policies are preserved, when potential-based shaping rewards are used (Ng et al., 1999).

While both approaches have essentially the same goal, they differ in how they try to
reach this goal. With the policy restriction approach certain actions are never taken, reduc-
ing the state-action space. On the hand, with shaping, the additional shaping reward tries
to steer the exploration in the right direction. However, to guarantee optimality, still the
full state-action space has to be explored.

They also exploit different prior knowledge. The policy restriction approach requires
prior knowledge about suboptimal policy behavior. This concerns usually very local behav-
ior, like ‘never take an action opposite of the action at the previous timestep’. In contrast,
shaping usually requires knowledge about global (sub)goals, for example, the agent could
receive an additional reward if the distance towards the goal is decreased in some naviga-
tional task.

In conclusion, shaping and policy restrictions can be considered orthogonal approaches
to improve the converge rate. In fact, they can be combined very easily. Note that shaping
rewards only effect the reward function; the policy space remains the same. Therefore, the
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policy restriction subset defined for the original MDP can just as easily be applied to the
derived MDP based on the modified reward function.

6.3 Methods

In this section, we present three methods that exploit the policy restrictions defined by the
policy restriction set. The first two methods, PR and A-PR, obey the policy restrictions
when interacting with the environment. The third method, P-PR, learns action restrictions
using the prior knowledge captured by the policy restriction set.

6.3.1 Q-learning with Policy Restrictions (PR)

The policy restriction set ⟨Y,y0,AY , TY ⟩ implicitly defines a policy-restricted MDP. The
agent can interact with this derived MDP by taking actions in the original MDP, observing
the next state feature values, x′, and combining this with y′, the policy feature values
resulting from the transition function TY , to form the new state (x′,y′) of the policy-
restricted MDP. Algorithm 14 shows pseudo-code for a Q-learning implementation based
on the policy-extended MDP. Note that the learned Q-values correspond with the Q-values
from the policy-restricted MDP.

Algorithm 14 Q-learning with Policy Restrictions (PR)
1: define ⟨Y,y0,AY , TY ⟩
2: initialize Q(x,y, a) arbitrarily for all x,y, a
3: loop {over episodes}
4: initialize x,y

5: while x not terminal do
6: select action a ∈ AY (x,y), based on Q(x,y, ·)
7: take action a, observe x′ and r

8: y′ ← TY (x,y, a)

9: Q(x,y, a)← (1− α)Q(x,y, a) + [r + γmaxa′∈AY (x′,y′)Q(x′,y′, a′)]

10: x← x′, y← y′

This implementation ignores the fact that the next state is partly known, since y′ can
be computed before the action is taken. In the next section, we present a variation of
Algorithm 14 that exploits this.

6.3.2 Q-learning with Policy Restrictions and Aggregation (A-PR)

In general, different mappings F can be defined, resulting in different feature sets Y. But
even with the most compact aggregation of state-action histories, the state-action space of
the policy-restricted MDP can be larger than that of the original MDP. Although the size of
the state-action space is not the only factor that determines the performance, the number of
Q-values that need to be learned can often be reduced in case of a policy-restricted MDP,
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without changing its policy space. In this section, we present a variation of Algorithm 14
that can achieve this.

The variation exploits the fact that for a derived MDP constructed from a policy re-
striction set, in contrast to a regular MDP, the next state is partially known in advance.
Specifically, y′ is known in advance, since it is determined by the current state (x,y), the
action a selected for the current state and the transition function TY , which is part of the
prior knowledge. Knowledge of y′ can be exploited by aggregating state-action pairs, that
is, by using a single Q-value table entry for multiple state-action pairs. Note that this is
different from regular state abstraction, which usually involves aggregation of states that
share (approximately) the same reward and transition functions for all their actions into a
single abstract state. State-action aggregation generalizes state aggregation in that it allows
aggregation even if only a single action of some state shares the same reward and transition
function with a different state-action pair.

To see how state-action aggregation works, consider once more the MDP from Figure
6.1(a) and assume we want a policy-restricted MDP whose policy space consists of policies
1, 2 and 3 from Figure 6.1(b). In Figure 6.5 such a policy-restricted MDP is shown. It
contains 7 state-action pairs, one more than the original MDP. States {x3, y0} and {x3, y1}
cannot be aggregated since the available actions are different for the two states. However,
action a5 leads to exactly the same state, {xT , y0}, and yields the same reward, independent
if its taken from state {x3, y0} or state {x3, y1}. Hence, their optimal Q-value is the same.
Moreover, that this is the case, can be deduced before the actions are taken. The reward is
the same, since it is generated by the original MDP and x is the same for the two states.
For the same reason, x′ is the same, so the next states can only differ in their policy feature
values. However, the agent can check this since it knows TY , yielding y0 for (x3, y0, a5)
as well as (x3, y1, a5). So, the agent knows the reward and transition of a5 is the same for
states {x3, y0} and {x3, y1}. More generally, if action a is available in states {x,y1} and
{x,y2}, they share the same reward and transition function if TY (x,y1, a) = TY (x,y2, a).
These state-action pairs can be aggregated by storing the Q-values of the policy-extended
MDP as function of x, a and y′ = TY (x,y).

{x  ,y }

a0

a1

a3

a4

a5

a2

3 1{x  ,y }2 1

{x  ,y }1 0

{x  ,y }0 0

a5

{x  ,y }3 0

{x  ,y }T 0

{x  ,y }T 0

{x  ,y }T 0

Figure 6.5: Policy-restricted MDP corresponding to policy 1, 2 and 3 from Figure 6.1(b).

Applying this type of abstraction to the policy-extended MDP shown in Figure 6.5
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reduces the state-action space size to 6, the same size as the original state-action space.
Algorithm 15 shows pseudocode for Q-learning based on a policy-restricted MDP with
state-action aggregation.

Algorithm 15 Q-learning with State-Action Aggregated Policy Restrictions (A-PR)
1: define ⟨Y,y0,AY , TY ⟩
2: initialize Q(x,y, a) arbitrarily for all x,y′, a

3: loop {over episodes}
4: initialize x,y

5: while x not terminal do
6: select action a ∈ AY (x,y), based on Q(x, TY (x,y, ·), ·)
7: take action a, observe x′ and r

8: y′ ← TY (x,y, a)

9: Q(x,y′, a)← (1− α)Q(x,y′, a)+

[r + γmaxa′∈AY (x′,y′)Q(x′, TY (x
′,y′, a′), a′)]

10: x← x′, y← y′

6.3.3 Q-learning with Projected Policy Restrictions (P-PR)

Even when a policy-restricted MDP with state-action aggregation is used, its state-action
space size can be larger than that of the original MDP. In this section, we present a method
that maps the policy restriction set to a reduced action set for the original MDP. In general,
the resulting state-action space is smaller than that of the policy-restricted MDP (and of the
original MDP), however, the corresponding policy space is in general larger than the policy
space of the policy-restricted MDP.

As an example, consider the network shown in Figure 6.6(a). To represent the two
policies shown in Figure 6.6(b), the policy-restricted MDP shown in Figure 6.7 is used.
This MDP has a total of 8 state-action pairs, 1 more than the original MDP, since action a4
is present twice: it can be taken from state {x3, y1} as well as from state {x3, y2}. In this
case, state-action pairs (x3, y1, a4) and (x3, y2, a4) cannot be aggregated, since the Q-value
of a4 can be different for the two policies because the action taken after a4 is different and
hence the return can be different as well.

To avoid that the state-space size grows with respect to the original size when applying
policy restrictions, instead of using the policy-restricted MDP, the agent can choose to learn
the projection of the action set AY onto the original state feature set X:

AX(x) =
∪

y∈Y(x)

AY (x,y) (6.9)

where Y(x) is the set of all policy feature values y that x is associated with in the policy-
restricted MDP. For the policy-restricted MDP of Figure 6.7, Y(x0) = Y(x1) = Y(x2) =
{y0}, while Y(x3) = Y(x4) = {y1, y2}. AX is in this case equal to A, the action set of
the original MDP, so no reduction of the state-action space occurs. However, in general,
the state-action space can be reduced considerably. The state-action space of the derived
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Figure 6.6: MDP network (a) and a subset of its policy space (b).
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Figure 6.7: Policy-restricted MDP corresponding to the two policies from Figure 6.6(b).

MDP based on AX is never larger than the original state-action space. The downside is,
that the policy space of this derived MDP is, in general, larger than defined by the policy
restriction set.

The agent cannot determineAX(x) directly from its policy restriction set, since it does
not know Y(x) in advance. Instead, AX(x) has to be constructed iteratively. Initially
AX(x) = ∅. Each time a new policy feature y is determined for state x, the action set
AX(x) is expanded with AY (x,y).

By determining AX ⊂ A the agent can interact with a derived MDP with a smaller
state-action space than the original MDP. However, since the action set AX is expanded
over time, special care has to be taken to ensure proper exploration. In a deterministic
environment, a very powerful exploration scheme is using optimistic initialization of Q-
values combined with a greedy behavior policy. For this scheme to work, the Q-value of
each state-action pair should be an overestimate of its optimal Q-value at all times. With a
regular deterministic MDP network, using optimistic initial values is enough to ensure this
condition holds. However, in the case of an expanding action set, the value of a state can
increase if extra actions become available in this state. An action that was updated with a
state value based on a smaller action set can be an underestimate with respect to the new
state value. To avoid these underestimates, the Q-value of a state-action pair (x, a) needs
to be re-initialized to an optimistic value if a new y′ is determined for (x, a), since this
could result in an expanded action set of the next state, potentially increasing the Q-value
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of (x, a).5

Algorithm 16 shows pseudo-code of an implementation based on projected policy re-
strictions (P-PR). Note that, instead of storing Y(x) for each state, Y ′(x, a) is stored for
each state-action pair, which is the set of all policy feature value sets y′ that have so far
been encountered for (x, a). If a new y′ is observed for (x, a), the Q-value of (x, a) is re-
initialized and Ynew is set to ‘true’, indicating Y ′(x, a) has been expanded and therefore,
the next time this state-action pair is taken, AX of the next state should be updated.

Algorithm 16 Q-learning with Projected Policy Restrictions (P-PR)
1: define ⟨Y,y0,AY , TY ⟩, Qinit, x0
2: initialize A(x)← ∅, for all x; Q(x, a)← Qinit, Y ′(x, a)← ∅ for all x and a

3: Y ′(x0, a)← TY (x0,y0, a), Y ′
new(x0, a)← true for all a ∈ AY (x0,y0)

4: A(x0)← AY (x0,y0)

5: loop {over episodes}
6: x← x0, y← y0

7: while x not terminal do
8: select action a ∈ A(x), based on Q(x, ·)
9: take action a, observe x′ and r

10: if Y ′
new(x, a) = true then

11: for all y′ ∈ Y ′(x, a) do
12: A(x′)← A(x′) ∪ AY (x

′,y′)

13: for all ā ∈ AY (x
′,y′) do

14: y′′ ← TY (x
′,y′, ā)

15: if y′′ /∈ Y ′(x′, ā) then
16: Y ′(x′, ā)← Y ′(x′, ā) ∪ y′′

17: Y ′
new(x

′, ā)← true; Q(x′, ā)← Qinit

18: Y ′
new(x, a)← false

19: Q(x, a)← (1− α)Q(x, a) + [r + γmaxa′∈A(x′)Q(x′, a′)]

20: x← x′, y← y′

6.3.4 Multi-Step Variants (PR+, A-PR+, P-PR+)

The methods PR, A-PR and P-PR all use at their core an update derived from the single-
step Q-learning update. For state-action pair (s0, a0), resulting in reward r1 and next state
s1 , this update has the form

Q(x0, a0)← (1− α)Q(x0, a0) + αυ ,

with
υ = r1 + γmax

a′
Q(x1, a

′) . (6.10)

5Technically, this assures Q(x, a) ≥ Q(x,y, a) for all y ∈ Y(x), which guarantees the policy after
convergence, when applying a greedy behavior policy, is at least as good as the optimal policy of the policy-
restricted MDP. If the policy space of the policy-restricted MDP contains the optimal policy of the original
MDP, this is the policy found after convergence.
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A policy-restricted MDP can contain a lot of single-action states, i.e., states whose
action set consists of only a single action. Clearly, for action selection, such state-action
pairs do not require a Q-value. In fact, by using multi-step updates (i.e., updates based on
the n-step return) whenever such single-action states are encountered, their Q-values are
also not required for bootstrapping other Q-values, and hence can be ignored altogether.
The advantage of this is faster information propagation and increased time efficiency, since
single-action states do not require Q-value updates.

If action a0 is taken in (multi-action) state x0 and followed by single-action states
x1, ..xn−1 before multi-action state xn is reached, the multi-step update target υn for
(x0, a0) that ignores the Q-values of these single-action states is:

υn =

n−1∑
k=0

γkrk+1 + γnmax
a′

Q(xn, a
′) (6.11)

where rk+1 is the reward following state-action pair (xk, ak). Note that for n = 1 (i.e.,
when (x0, a0) is followed by a multi-action state) Equation 6.11 reduces to Equation 6.10.

We indicate the variants of PR, A-PR and P-PR that use multi-step updates whenever
single-action states are encountered by a ‘+’ superscript, i.e., by PR+, A-PR+ and P-PR+,
respectively. When an MDP contains no single-action states, these multi-step variants will
compute exactly the same Q-values as their regular counterparts. When an MDP does have
single-action states, the multi-step variants will have in general a higher performance at
equal or less computational cost.

6.4 Empirical Results

In this section, we compare the methods PR, A-PR and P-PR on the variation of the large
maze and with the policy restriction set discussed in Section 6.1.3. For reference, we also
compare against regular Q-learning.

We start by measuring the average return over the first 50 episodes of PR, A-PR, P-PR
as well as regular Q-learning on the large maze task at resolution 1. Besides the average
return, we measure the number of state-actions pairs whose Q-value got updated (by mea-
suring, at the end of the 50 episodes, the number of Q-values with a value different than
the initial value). Each method uses a greedy behavior policy with optimistically initialized
Q-values of -0.01. The learning rate has a fixed value of 1. Results are averaged over 1000
independent runs.

Table 6.1 shows the average return over the 50 episodes, and the number of updated
Q-values. The standard error on the average return value is not shown, but it is lower than
1 for all four methods. Figure 6.8 shows the return as function of the episode number. As
expected, all three methods based on policy restrictions perform substantially better than
regular Q-learning. A-PR outperforms PR. This can be expected, since they use the same
policy-restricted MDP, but A-PR exploits additional structure resulting in a reduced state-
action space size. A-PR and P-PR have the same number of updated Q-values, but P-PR
has a better performance. It is hard to explain exactly why P-PR has a better performance,
but that they have a different performance is not surprising, since they have a different
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behavior policy (A-PR uses a greedy policy with respect to AY , while P-PR uses a greedy
policy with respect to AX ). Apparently, in this case, the exploration performed by P-PR is
more effective.

resolution 1
average Q-values

return updated
Q-learning -797.5 2008

PR -350.8 797
A-PR 322.5 675
P-PR -302.8 675

Table 6.1: Average return, standard error, and the number of updated Q-values for regular
Q-learning and the policy restricted methods on the large maze task at resolution 1.
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Figure 6.8: Performance of Q-learning and the policy restriction methods on the large maze
task at resolution 1 for the first 50 episodes.

Based on these first results, it appears there is no advantage in trying to achieve a
small policy space, since the best performance is obtained by P-PR, which aims to reduce
the state-action space size over the policy space size. However, the policy-restricted MDP
contains a lot of single-action states. Therefore, the performance of PR and A-PR (methods
that learn Q-values for the policy-restricted MDP) improves substantially, when multi-step
versions of these methods are used.

In the next experiment we apply multi-step updates to regular Q-learning as well as
PR, A-PR and P-PR and compare their performance on the large maze task at resolutions
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1, 3 and 7. We average the results again over 1000 independent runs. Table 6.2 shows the
average return over the first 50 episodes as well as the number of state-action pairs that got
their Q-value updated. Figure 6.9 shows the return as function of the episode number at
resolution 3. The ‘+’ subscript that is added to the method names indicates that multi-step
updates are applied . The standard error on the average return value is lower than 1 for
PR+, P-PR+ and A-PR+ at all three resolutions. For regular Q-learning it is lower than 10
at all three resolutions.

resolution 1 resolution 3 resolution 7
average Q-values average Q-values average Q-values

return updated return updated return updated
Q-learning+ -796.7 2008 -2693.2 18104 -6606.8 98584

PR+ -132.8 209 -137.1 214 -138.0 214
A-PR+ -118.1 179 -121.7 184 -122.2 184
P-PR+ -303.2 643 -669.7 2091 -1234.6 4987

Table 6.2: Average return over the first 50 episodes as well as the number of state-action
pairs that got their Q-value updated on the large maze task at resolutions 1, 3 and 7. The
‘+’ subscript indicates that multi-step updates are applied when single-action states are
encountered.
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Figure 6.9: Performance of Q-learning and the policy restricted methods (with multi-step
updates) on the large maze task at resolution 3.

The most striking result from this experiment lies in the number of state-action pairs
that got their Q-values updated. For regular Q-learning this number scales quadratically
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(by approximation) with the resolution. For P-PR+ it scales linearly, and for PR+ and A-
PR+ the number of different state-action pairs visited is approximately independent from
the resolution. The huge difference in updated Q-values is reflected in the performance.
At resolution 7, the performance of PR+ and A-PR+ is a factor 10 better than P-PR+ and
close to a factor 60 better than regular Q-learning.

This result can be explained by examination of Figure 6.4. The policy restrictions
bound the agent to certain lines. If the resolution is increased, the number of states on such
a line increases, but the ‘thickness’ of a line remains one square. Therefore, while the total
state-action space depends quadratically on the resolution, the subset of the state-action
space defined by the policy restrictions depends linearly on the resolution. This explains
why the number of updated Q-values scales linearly with the resolution for P-PR+. The
multi-step implementation results in a slightly decreased number (643 instead of 675 at
resolution 1), but this causes no significant performance increase.

In contrast, at resolution 1, for PR+ and A-PR+ a huge difference in updated state-
action pairs occurs (for A-PR+ 179 instead of 675). The reason is that along the trajectory
lines of Figure 6.4 only single-state action pairs occur in the policy-restricted MDP, ex-
cept when a line intersects another line. In other words, using the policy-restricted MDP,
the agent only needs to make a choice between different actions at line intersections. The
number of line intersections is resolution independent, and therefore the number of updated
Q-values, as well as the performance, is independent of the resolution. The small perfor-
mance differences that do occur for PR+ and A-PR+ across the different resolutions are
due to subtle task differences caused by the resolution difference. For example, the distance
the agent needs to travel to go from one wall to the opposite wall increases slightly when a
higher resolution is used (basically, the agents size decreases with higher resolution, so the
agent can move closer with its center point to a wall).

For the large maze task, the reduction in the number of Q-values achieved by A-PR
with respect to PR is only small. Therefore, the performance difference of A-PR and PR is
also only small, although A-PR consistently outperforms PR with 5% - 10%.

6.5 Discussion and Future Work

The large maze experiments (Table 6.1 and Table 6.2) clearly demonstrate the power of
policy restrictions. The performance improvement of a factor 60 for A-PR+ compared
to regular Q-learning speaks for itself. In addition, it demonstrates the generality of the
knowledge that is exploited: the policy restriction set only needs to be defined once, and
can then be applied to any maze task, independent of its size or wall locations.

A performance advantage of a policy-restricted method over regular Q-learning can
have two causes. First, the state-action space size of the derived MDP the agent interacts
with can be smaller. Second, the derived MDP can contain single-action states, which can
result in a higher efficiency, or, alternatively, under given space and time constraints, a
higher performance. In our experiments, we used multi-step versions of the methods to
exploit these single-action states.

The experiments show a consistent performance advantage of A-PR over PR (see Table
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6.1, Table 6.2). This performance advantage can be fully attributed to the smaller state-
action space of A-PR, since apart from that the methods are equal. They use, for example,
exactly the same policy space subset. The experiments demonstrate that the size of the
performance difference depends on the state-action space reduction that is achieved by the
state-action aggregation.

The relative performance of P-PR with respect to A-PR and PR depends on a trade-off
between two opposite effects. On the one hand, the state-action space of P-PR is in general
smaller, causing an advantage over A-PR and PR; on the other hand, the structure of the
derived MDP for P-PR is in general more complex than the structure of the policy-restricted
MDP, causing a disadvantage. In the second large maze experiment (Table 6.2, Figure 6.9),
multi-step updates are employed to exploit single-action states. While these updates do not
decrease the state-action pairs visited by the agent, they do reduce the number of Q-values
that need to be learned, resulting in much more effective learning. In fact, the number of
Q-values that need to be learned for A-PR and PR in this case is (approximately) invariant
with respect to the resolution, causing a huge performance advantage over P-PR and PR.

For the experiments performed, there is no clear case where P-PR substantially outper-
formed A-PR. However, since they are based on different principles, it is very likely that
such tasks exist. For example, if the derived MDP does not contain any single-action states.

This observation also suggests that for certain tasks, methods might be preferred that
trade-off the principles behind A-PR and P-PR in a different way. Currently, A-PR aims to
create a derived MDP with the smallest policy space, whereas the goal of P-PR is to create
the smallest state-action space. Crossovers between these two methods can be created that
aim for a more balanced trade-off of these two goals.

An additional venue for future work is to combine the approaches with best-match
learning. While in principle there is no reason why best-match learning could not be ap-
plied, it is not immediately clear which best-match methods work best. For example, the
prioritized sweeping heuristic might cause problems in the case of state-action aggregation.

Finally, the obvious extension is to stochastic environments. The developed formalism
and methods can be applied without adaptation to a stochastic environment. However,
constructing a useful policy restriction set might be less obvious. In addition, while the
policy restricted MDP will have a simpler structure, it might still be too complex to exploit
this.

6.6 Conclusion

In this chapter, we presented a formalism to efficiently encode very general knowledge
about suboptimal behavior that cannot be represented by a plain action set reduction. This
prior knowledge can be interpreted as the removal of policies from the policy space corre-
sponding to an MDP. We presented three value-function methods that use this prior knowl-
edge in different ways. Methods PR and A-PR use the prior knowledge to interact with a
derived MDP, whose policy space corresponds with the subset of the original policy space
that is implicitly defined by the policy restrictions. Method P-PR uses the policy restrictions
to learn a reduced action set for the original MDP. While its corresponding policy space is
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in general larger than that of PR or A-PR, its state-action space is in general smaller.
Empirically, we showed that by defining general policy restrictions for a maze task, the

performance of PR and A-PR on a maze task becomes independent of the resolution of the
maze, whereas for Q-learning the performance scales quadratically with the resolution. For
P-PR the performance depends linearly on the resolution. These results clearly demonstrate
the huge impact that policy restrictions can have on performance.




