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APPENDIX A

Relationship between Best-Match
LVM and TD(λ)

Sutton and Singh (1994) showed that it is possible to perform TD updates that are unbiased
with respect to the initial values, by using TD(λ) where λ is made time-dependent and
set equal to αt(st). However, TD(λ) can be made unbiased only for acyclic tasks, that is,
episodic tasks with no revisits of states within an episode. In this appendix, we prove that
best-match LVM evaluation and TD(λ) can lead to the same values for acyclic tasks and
that best-match LVM evaluation can perform unbiased updates for all MDPs.

A.1 Background on TD(λ)

The forward view of TD(λ) relates it to the λ-return Watkins (1989); Jaakkola et al. (1994),
defined by

Rλ
t = (1− λ)

∞∑
n=1

λn−1R
(n)
t ,

where R
(n)
t indicates the n-step return, defined by

R
(n)
t = rt+1 + γ rt+2 + γ2 rt+3 + ...+ γn−1 rt+n + γn Vt(st+n) .

The λ-return algorithm updates state st with Rλ
t . It can only be implemented off-line,

since it makes use of values from timesteps larger than t for the update of state st. While
the off-line version of TD(λ) computes the same state values as the λ-return algorithm
Sutton and Barto (1998), TD(λ) can also be implemented on-line, since it does not rely
on values from the future. On-line TD(λ) can lead to more accurate updates than off-line
TD(λ), although the interpretation as an incremental implementation of the λ-return holds
only by approximation for the on-line case Sutton and Barto (1998).

The backward view of TD(λ) interprets λ as the trace decay parameter of an eligibility
trace. Each sample is used to update, not just the current state, but all states, proportional
to their trace parameter. At each timestep the trace of the current state is increased, while
the other traces are decreased by γλ. Accumulating traces increase the trace parameter of
a visited state by 1, while replacing traces set it equal to 1.

Sutton and Singh (1994) proposed several ways for setting α and λ that eliminate bias
towards initial state values, normally inherent to temporal-difference methods. One of
these is to use TD(λ) where λt = αt(st) and α0(s) = 1 for all s. This produces the same
values as processing a state backwards with TD(0). All the proposed methods eliminate
the bias only for acyclic tasks.
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The equation for the λ-return with time-dependent λ is Sutton and Barto (1998)

Rλt
t =

∞∑
n=1

R
(n)
t (1− λt+n)

n−1∏
i=1

λt+i

=

T−t−1∑
n=1

R
(n)
t (1− λt+n)

n−1∏
i=1

λt+i +Rt

T−t−1∏
i=1

λt+i , (A.1)

where T is the last timestep of the episode and Rt is the complete return. Note that Rt =
R

(T−t)
t .

A.2 Forward View Best-Match LVM Values

The λ-return is based on the experience sequence encountered by the agent when inter-
acting with the environment. We can define for each visited state a last-visit experience
sequence based on the LVM by going through the transition states defined in the LVM. Us-
ing this sequence we define a last-visit version of the n-step return and of a special version
of the λ-return.

Definition 20. The last-visit experience sequence for state s is

s[0], r[1], s[1], r[2], s[2], ..., r[N ], s[N ] ,

where s[0] = s, s[n] = S′(s[n−1]) for n > 0 and r[n] = R′(s[n−1]). The sequence ends
when a state is encountered that is terminal, equal to s[0] or that has no transition state.
We call s[N ] the last-visit sequence end state.

Using this definition, we define a last-visit version of the n-step return.

Definition 21. The last-visit n-step return of s is the n-step return applied to the last-visit
experience sequence of s:

R̆(n)
s = r[1] + γ r[2] + γ2 r[3] + ...+ γn−1 r[n] + γn V mf (s[n]) . (A.2)

We can now define a special version of the λ-return, which we call the last-visit α-
return: a last-visit version of the time dependent λ-return (Equation A.1) with λt = αt(st).

Definition 22. The last-visit α-return of s is

R̆α
s =

N−1∑
n=1

R̆(n)
s (1− α[n])

n−1∏
i=1

α[i] + R̆(N)
s

N−1∏
i=1

α[i] , (A.3)

where α[k] is shorthand for α(s[k]), s[k] is the kth state from the last-visit experience se-
quence of s and N is the index of the last-visit sequence end state.

The following lemma relates the last-visit α-return of s to the best-match value of s.
The lemma is proven in Appendix C.2.
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Lemma 3. If the last-visit sequence end state of s is a terminal state, the following equation
holds for the best-match value of s:

V B(s) = (1− αs)V mf (s) + αsR̆α
s .

This lemma forms the basis for the proof of the following theorem.
Theorem 3 For an episodic, acyclic, evaluation task, off-line best-match LVM evaluation
computes the same values as off-line TD(λ) with λt = αt(st).

Proof. Let Vk be the state value function after the off-line updates at the end of episode
k. For all states that are visited during an episode, V is updated according to Lemma 3,
since the last-visit sequence end state is a terminal state for all these visited states. For the
off-line algorithm, before Vk(s) is computed, the update V mf

k (s) = Vk−1(s) is performed
for all visited states. Therefore, the value updates of the visited states can be written as

Vk(s) = (1− αs)Vk−1(s) + αsR̆α
s .

If the task is acyclic, the last-visit experience sequence of a visited state s is equal to the
experience sequence followed by the agent from this state to the terminal state. Therefore,
R̆α

s = R
λ=αt(st)
t . Finally, since the values computed by off-line TD(λ) are equal to the

values computed by the λ-return algorithm, off-line TD(λ) with λt = αt(st) performs the
same updates as off-line best-match LVM evaluation.

It follows from Theorem 3 that best-match evaluation can also eliminate the bias for
acyclic tasks. The next theorem extends this property to a general MDP.
Theorem 4 The state values computed by the on-line best-match LVM evaluation algo-
rithm (Algorithm 8) are unbiased with respect to the initial state values, when the initial
learning rates α0(s) are set to 1 for all s.

Proof. Algorithm 8 computes at each timestep the best-match value of the current state.
We will prove that if the best-match values of visited states computed at timesteps smaller
than t are unbiased with respect to the initial state values, then so is the best-match value
computed at timestep t. Since for t = 0 there are no visited states, it follows by induction
that the values computed for all timesteps t are unbiased.

The best-match values are computed using V B(s[0]) = cA + cB V B(s[N ]) with cA
and cB defined as in (4.4) and (4.5) respectively. In Section 4.1.2 we showed that for the
current state, s[N ] is either a terminal state or equal to s[0]. If s[N ] is a terminal state,
V B(s[0]) = cA, while if s[0] = s[N ], then V B(s[0]) = cA/(1 − cB). In either case, the
computed best-match value depends only on the variables in cA and cB , which consists
of the learning rates, V mf (s[i]), s[i] and r[i] for 0 ≤ i ≤ N . Clearly, only V mf (s[i]) can
be affected by the initial state values. s[i] has been visited at least once, else it would not
appear in the last-visit experience sequence. If s[i] has been visited once, V mf (s[i]) is equal
to the initial value V0(s[i]). However, since we assumed initial learning rates of 1, this value
of V mf (s[i]) is removed from cA. If s[i] has been visited more than once, it is equal to the
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best-match value of s[i] computed at a timestep smaller than t. From this it follows that if
the best-match values computed at timesteps smaller than t are unbiased with respect to the
initial values, then so is the best-match value computed at timestep t.




