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Publications by the Author

Almost all research described in this thesis is based on previous publications by the author,
with the exception of the research on policy restrictions (Chapter 6), which has not been
submitted yet to any conference or journal. Below we relate the different research topics to
their corresponding publications.

The theoretical and empirical evaluation of Expected Sarsa (Section 3.1), has been
published at the IEEE Symposium on Adaptive Dynamic Programming and Reinforcement
Learning (van Seijen et al., 2009).

Just-in-time Q-learning (Section 3.2) together with best-match learning (Chapter 4)
has been published by the Journal of Machine Learning Research (JMLR) (van Seijen
et al., 2011). The combination of just-in-time learning with (Expected) Sarsa (Section 3.3)
is new material. An early version of the work on just-in-time learning and best-match
learning was published at the International Conference on Intelligent Systems Design and
Applications (van Seijen and Whiteson, 2009). In this paper just-in-time learning was
referred to as ‘basic postponing’, while the BM-LVM method (Algorithm 10) was called
‘model-free prioritized sweeping’. The JMLR article extended this research in a major
way by introducing the generalized best-match equations (see Definition 6) from which
BM-NTM (Algorithm 11) is derived, which can tune its space requirements, as well as
gradient-descent best-match learning (Algorithm 12).

The research on representation selection (Chapter 5) has a long history. Initial work
was presented at a NIPS workshop and later published at the Artificial Intelligence and
Applications Conference (van Seijen et al., 2008). This paper presented representation se-
lection informally and showed promising empirical results on two specific tasks. However,
extending these results to a general class of tasks turned out to be far from trivial, due to
convergence issues. After the initial work the research was put on hold for a long period
of time, during which best-match learning was developed. When the work on represen-
tation selection continued, the research focus was mainly on the conditions under which
convergence could be achieved. This resulted in a book chapter (van Seijen et al., 2010), in
which representation selection was presented in a formal way. The research in Chapter 5
improves and extends the research from this book chapter in a major way, by proving that
under certain conditions the derived task resulting from representation selection obeys the
Markov property, and hence can be solved with regular reinforcement learning methods.
In addition, representation selection for MDPs with context-specific structure (Section 5.4)
was added. The research as presented by Chapter 5 is currently under review for journal
publication.




