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Summary

Many important real-life tasks can be modeled as an agent (which represents some decision
making process) that interacts with its environment by taking a sequence of actions on
different moments in time. Often, the effect of an action is (initially) unknown. The task
of finding a good policy for an agent that interacts with an initially unknown environment
is the research domain that reinforcement learning (RL) is concerned with.

The challenges presented by such a domain should not be underestimated. In general,
the number of possible policies grows exponentially with the number of problem parame-
ters. Besides that, the number of environment states and/or the number of actions can be
infinite and the current environment state can only be partially observable. Despite these
challenges, there are multiple examples of successful RL applications in practise, and the
potential rewards that lie in broadening this application domain makes RL an active area of
research.

The research focus of this thesis lies on methods that are efficient with respect to the
computation time and memory space they require. Efficiency with respect to these re-
sources is important, since any practical system has only a limited amount of resources.
Hence, the efficiency of methods with respect to these resources determines the problem
size a system can deal with.

This thesis discusses the problem of efficiency in the context of Markov decision pro-
cesses (MDPs), a core formalism for describing RL tasks. An effective strategy for solving
MDPs is to use value functions, that predict the payoff for each state-action combination.
Value-function methods improve their policy by iteratively improving a value function, us-
ing samples collected from interaction with the environment. This thesis has three main
contributions, in the form of three ideas that build on the value-function theory.

The first one is best-match learning, which builds on temporal-difference (TD) learn-
ing, an important strategy for efficient RL. TD methods have at their core an update that
computes a new value for a state-action pair by taking a weighted average between its old
value and an update target, constructed from sample information and values of other state-
action pairs. To improve the sample efficiency, i.e., to decrease the number of environment
samples required to obtain a good policy, a popular strategy is to use the same sample mul-
tiple times for an update, as if it was observed more than once. To avoid an unfair bias
towards such a sample, which hurts performance, every sample receives a similar number
of additional updates. The idea behind a best-match update is that instead of performing
additional updates with the same sample, previous updates with that sample are corrected.
Like the strategy of additional updates, the strategy of correcting updates improves the
sample efficiency. However, in contrast to additional updates, correcting updates removes
the constraint that every sample has to receive a similar number of updates.

This idea is remarkably powerful. It allows for the construction of new RL methods
with unique properties. For example, it allows for methods that can tune their time and
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space requirements to the available amount of resources, while maintaining a guarantee of
convergence to the optimal policy. Earlier methods with the property of tuning their space
requirements could only achieve this at the cost of losing the convergence guarantee. Em-
pirically, this means that methods using best-match updates can substantially outperform
these earlier methods, while using the same amount of space and time resources.

The second idea this thesis introduces involves switching on-line between state repre-
sentations. The state representation of a problem defines which environment features the
agent can observe. The task of selecting the right features is a typical one for the problem
designer. Selecting good features is an important and difficult task, since it not only deter-
mines the maximum performance that can be obtained by an agent, but also the size of the
problem. Our proposed strategy removes part of this burden from the designer, by allowing
the designer to specify multiple candidate representations. The agent then determines on-
line the most effective representations as well as an optimal policy corresponding to that
representation.

The final idea deals with policy restrictions. Like the idea involving switching be-
tween representations, at its core this idea is about exploiting prior knowledge. Exploiting
prior knowledge effectively reduces the problem size, allowing for an improved sample
efficiency for the same space and time requirements. For the idea of switching between
representations, prior knowledge about potentially effective feature sets is exploited. The
prior knowledge that is exploited in this final idea is knowledge about restrictions on the
policy set that should be considered when searching for an optimal policy. These restric-
tions form a natural way to specify prior knowledge about a task. In case of policy-search
RL, that is, RL methods that search for the optimal policy directly in the policy space,
the advantage of a smaller policy set is obvious. However, policy-search methods excel
in different task domains than value-function methods. Therefore, for task domains where
value-function methods are superior, one would like to use value-function methods but
still be able to exploit prior knowledge about policy restrictions. This thesis presents and
evaluates a strategy that can achieve this. We demonstrate that the range of restrictions
that can be effectively described using the proposed strategy is larger than that of existing
alternatives.

This thesis provides a thorough theoretical analysis of each of the above ideas, gives
intuitive examples for understanding the benefits of each approach and provides extensive
empirical comparisons with relevant competitive techniques. The thesis concludes by an-
swering in detail a number of specific questions related to reinforcement learning under
space and time constraints and by discussing the three most promising avenues of future
work that came out of this research.




