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The motivation for starting a Ph.D. and route towards it is different for every Ph.D. student.
In my case, I took the rather unusual route of finishing a master in applied physics, then
working at TNO as a research scientist for four years, and after that starting a Ph.D. in
reinforcement learning. I want to use this section to recount the story behind this route and
to credit the people along the way that have helped me go the distance.

The route towards this thesis began in the summer of 2002 in California, where I was
working as a graduate intern at a company that makes scanning probe microscopes. While
really enjoying my stay in California, I was very aware of the fact that I was close to
finishing my master in applied physics. Therefore, I spend some time contemplating my
future career and figuring out what I was looking for in a job. This made me realize that,
although in general I liked physics and doing research, it was not a perfect fit. I felt there
was something missing, although I couldn’t really pinpoint what it was.

So, in order to get a better understanding of what I was looking for, I spend some of
my free time reading about different types of research and different types of jobs. This
continued until, on one afternoon, I came across an article in the New Scientist called ‘Go
for it’. The article narrated the story of Michael Reiss, a guy that had spend more than a
decade working on a computer program that plays the game of Go. The article continued
to describe the challenges involved in trying to program a top-level Go-playing computer
and the possible consequences of achieving this for the field of artificial intelligence.

The article intrigued me on multiple levels. How can a game constructed from such
simple rules pose such a challenge? Also, if humans are so good in it, why can’t they
formulate the strategy that brings them this success. And finally, apparently it is possible
to make a living, albeit a modest one, by working on such problems. By the time I was
done reading, the mystery surrounding the type of intelligence a game of Go required and
the potential implications of being able to capture this in a computer program had won me
over completely.

While the article marked the end of a long search period and gave me some inner
peace, there was the inevitable follow-up question “OK, so now what?". I was close to
having a degree in applied physics and was looking forward to getting off the tight student
budget and finally start making some money. Besides that, my knowledge of AI techniques
was only rudimentary. So, landing a job in AI or starting all over again were no realistic
scenarios. After evaluating my different options, I eventually applied for a job at TNO, a
large Dutch research institute, where a wide variety of research topics is covered. I figured
that working in such a versatile environment would allow me to move from physics in the
direction of AI over time.

I started working in the Electro-Optics group, headed by Jan Olijslager. While there
were mainly physics projects in this group, I also got to work on several AI-related projects
over the years. However, a returning theme at the yearly performance evaluations I had with
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Jan was that I wanted to work more on AI. At the fourth yearly evaluation, Jan confronted
me with this returning theme and gave the advice that if I was really serious about my
plans to work in AI, I should stop talking about it and start taking some action. This was
a much needed push in the right direction, for which I’m thankful to this day. I made
up my mind and finally felt ready to leave my comfortable surroundings, and make some
bold and uncertain moves to pursue my wish to do research in AI fulltime. About a month
after this conversation, when I was about to quit my job at TNO, I heard that there was a
position coming available within TNO to work fulltime as a Ph.D. student on an artificial
intelligence related topic. Obviously, I was interested.

The interview for the position was with Leon Kester, the co-promotor and technology
expert at the Distributed Sensor Systems group at TNO, and Frans Groen, the promotor
and head of the Intelligent Autonomous Systems group at the University of Amsterdam
(UvA). While I didn’t have a strong background in AI at that point, they were willing to
give me a chance for which I want to thank them both sincerely. I also want to thank
them for providing a comfortable working environment throughout my Ph.D. period and
giving me some freedom in terms of the research topic, as well as for the many stimulating
conversations we had about the research.

So, in may 2007, almost five years after reading the Go article, I was in a position where
I could spend 100% of my time on AI research. This ended the challenge to find projects
related to AI, but started a new one, since the road towards a Ph.D. degree is one full of
pitfalls.6 In this context, there are two persons in particular I want to thank for guiding me
around many of them.

The first one is Bram Bakker, at the time a PostDoc at the UvA working on reinforce-
ment learning (RL), whom I met about three months into my Ph.D. period. Until I met
Bram, I had only a vague idea of what I wanted to do and my topic of research changed
frequently (AI is a very broad area). Bram introduced me to reinforcement learning, a
research area I immediately loved, and became, besides Leon and Frans, a third supervi-
sor, with whom I met at a weekly basis to discuss about RL. My meetings with Bram were
always inspiring and put my research into high gear at an early moment in my Ph.D. period.

The second one is Shimon Whiteson, who took over the role as weekly supervisor from
Bram, about one year into my Ph.D. period, after Bram left UvA. Shimon proved time and
again to be an excellent supervisor with whom I had many long and vivid discussions
about RL and doing research in general, which helped me around several Ph.D. pitfalls. In
addition, through his methodical feedback and high standards, I learned a lot from Shimon
in terms of writing high quality papers.

I also want to thank Hado van Hasselt and Marco Wiering, coauthers on two papers.
I worked closely together with Hado on the convergence proofs for the best-match LVM
and NTM classes, two very hard nuts, which eventually we managed to crack. Marco was
a valuable discussion partner and has been inspiring in terms of out-of-the-box ideas.

Finally, since life’s all about balance, I want to thank my family, friends and colleagues
at TNO as well as at the UvA for keeping my life in balance by providing the necessary

6An entertaining account of the many pitfalls a Ph.D. student faces can be found here: http://
homepages.inf.ed.ac.uk/bundy/how-tos/resbible.html

http://homepages.inf.ed.ac.uk/bundy/how-tos/resbible.html
http://homepages.inf.ed.ac.uk/bundy/how-tos/resbible.html
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support and relaxation in the form of (including, but not limited to) Dalmuti games, frisbee
games, Take 5, beers, hiking trips (abroad, obviously), Take 4, dart games, more beers,
Take 3? (no, thank you), random discussions, discussions about randomness, Lowlands,
Nespresso moments combined with xkcd moments (‘no mister Bond, I expect you to die!’),
BBQs, crossloop challenges, nieuwjaarsduiken, city trips (� Barcelona! �), movies, din-
ners and random parties. :)




