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1
I N T R O D U C T I O N

As you read this, you may notice that when you look directly at a word it
looks clear, but most of the surrounding words are hard to make out. That
is because the human eye receives detailed information only from a small
region. Indeed, we have surprisingly low visual acuity in parts of the
visual field that are not at the center of gaze, i.e. where we are looking. To
compensate for the difference between our central and peripheral vision
we have to move our eyes three to four times a second, over 100,000 times
each day. This is the trade-off between the huge amount of available
visual information and limited processing resources: if we could clearly
focus on the whole picture at one time, our brain would be overwhelmed
with information.

With our peripheral vision we can detect a movement, locate objects
and even discern well-known structures. In other words, we can get the
general settings of a scene, its gist. However, only with the central vision
we fill in details: recognize objects, interpret colors and shapes and pick
up details. For example, with the peripheral vision we can recognize a
forest scene, but only our central vision will tell us what kinds of birds
and flowers are in the forest. Therefore, the gaze pattern determines
which objects will be fully rendered and which will remain blurred or
even unnoticed.

To sample the environment efficiently, our eye-movements are influ-
enced by the image content. Certain areas in the image are more impor-
tant and attract more attention than others. For example, in Figure 1.1
people tend to look at the tree, whereas the background is generally
ignored. Thus, we mostly unconsciously judge the significance of image
regions and focus only on the important ones. In this process, many im-
age details are completely left out: when in a movie objects are displaced
in a simple scene or even when an actor suddenly wears a different
sweater, this often goes unnoticed.

In computer vision a lot of progress has been made in object recognition.
Furthermore, reliable algorithms have been proposed to estimate an
image gist. However, we are still far from automatic image interpretation.
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introduction

Figure 1.1: While looking at an image, people mostly focus on the dis-
tinctive image areas: red dots represent fixation locations of 10 observers.

Understanding eye-movement patterns will help to automatically extract
essential information from the image and interpret the image content.
Moreover, it will allow for efficiently focussing the computational power
for a further analysis of a scene. Finally, it will provide insight into how
people perceive the world around them. In this thesis we contribute to the
topic of what attracts human attention. We aim to predict where people
look and why they look there. Specifically, we aim to create a saliency
map which highlights the most important areas within the image.

As we said, gaze patterns are closely connected with the image content.
The analysis of the attended visual content can elucidate the processes
underling eye-movements. Thus, we start with investigating how image
content can be represented in a compact and meaningful way. Particularly,
we study statistical regularities related to scenes, as certain visual patterns
are designed by nature to automatically attract attention. An example is a
red flower in an otherwise green forest. In contrast, other visual patterns
are difficult to detect, such as a camouflaged animal. Our first research
question is

To what degree can natural image statistics explain visual content?

We address this issue in Chapter 2. We first consider a scene as a whole
and investigate what an edge distribution can tell us about its content.
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introduction

Geusebroek and Smeulders [26] have shown that on the global scale
this regularity can be fitted to the integrated Weibull distribution. The
integrated Weibull distribution is a general distribution that interpolates
between three different statistical distributions: the power law, expo-
nential and Gaussian distributions. For describing an edge distribution,
the width of the integrated Weibull distribution reflects the contrast of
the image edges, and its peakness reflects the spatial frequency of the
edges. In this chapter we investigate what kinds of image content can
be distinguished with the Weibull representation on both a global image
level and on a image patch level. In particular, can the image complexity
be linked to the Weibull sub-distributions, where image complexity spans
from depicting a single object on an uniform background to a crowded
scene?

Having investigated the merit of the Weibull representation, we will
use this representation for the main topic of the thesis: predicting visual
attention. This leads to the second research question:

Do the parameters of the Weibull distribution predict locations of eye-fixations?

We study this research question in Chapter 3, which was accepted by
Cognitive Computation [94]. Many researchers report contrast and edges
as the main triggers of the attention [60,61,81]. However, it is common to
assume that the image contrast is distributed normally, whereas it has
been proven that often this is not the case [75]. Moreover, contrast and
edge distributions are highly correlated, so it might be inefficient to model
them separately. We aim to overcome both difficulties by exploiting the
Weibull distribution for representing image patches.

We study the responses from a set of images with associated eye move-
ments to learn a model of saliency directly from the eye-movement data.
Specifically, we compute the Weibull parameters for attended and non-
attended patches, afterwards we train a classifier to differentiate between
them. As there is a variability among different observers, we investi-
gate how many observers are to be considered to learn the underlying
salient image statistics reliably. Furthermore, we test the generalization
of the proposed model. What happens when the classifier is trained on
one data set and its performance is evaluated on the other data set? Fi-
nally, how does the proposed method compare to the more sophisticated
state-of-the-art approaches for visual attention?

Most of the methods in gaze prediction have a common basis [6, 23,
36, 38, 81]. Where they are using different features and approaches, the
prediction is done by measuring the importance of individual pixels
or individual patches. Therefore, the state-of-the-art methods in gaze
prediction are based on the spatial-based attention theory, which states
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introduction

that the visual attention is spread spatially. Every time we move our eyes,
information from a circular region around the gaze is being processed.
The shape of this region is supposed to be fixed. For example, if a
cat has a very distinct pattern on its paw and an observer looks at it,
only the area around the paw will be attended while the cat’s head
could be completely missed. Alternatively, the object-based attention
theory argues that people perceive the world not as a collection of spatial
locations but rather like a collection of entities, where attention is spread
within these entities. Entities are usually referred to as proto-objects,
which are defined as coherent regions which roughly correspond to real
objects. Thus, the shape of the attended region is influenced by the
visual structures and coincides with proto-objects. Back in our example,
according to the object-based theory, if a cat has a very distinct pattern
on its pow, the cat will be attended as a whole.

Intuitively, using proto-objects as the units of attention seems more
natural than using pixels or patches. We investigate this using the task
of detecting which object attracts attention, regardless of its class. Is
attention object-based in this case? Or in other words,

to detect a salient object should we assess saliency at the pixel or at the proto-object level?

We investigate this in Chapter 4. According to the object-based atten-
tion theory, an input image is first roughly segmented into proto-objects
by feature grouping. Once proto-objects are attended and recognized,
this initial segmentation might be corrected. Therefore, to extract proto-
objects we do not need to outline real objects precisely, but can use rough
segments. We follow the method of [88] and use several approximate
hierarchical segmentations to find candidate locations of all objects in a
scene. It results in a rich set of proto-objects which covering all scales.
However, such proto-objects do not necessarily contain a complete single
object, they also can outline only a part of an object, or, in opposite, a
group of several objects. To overcome this problem, we combine object-
ness and saliency measurements to rank proto-objects. Most importantly,
we explicitly incorporate the notion of an object into the saliency mea-
surements. We consider two characteristics which make an object salient.
Firstly, an object is salient if it differs from its surroundings. Secondly,
an object is salient if it contains rare or outstanding details. We investi-
gate the impact of each of these characteristics and whether they should
be combined. We compare our proto-object-based approach with the
state-of-the-art spatial-based salient object detectors on a standard data
set.

The results from Chapter 5 indicate that attention might directly focus
on discrete objects. Is this also reflected in the way we look around?

8
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What does proto-object saliency tell us about gaze patterns?

Here we aim to combine saliency of all image proto-objects into a
single saliency map, which predicts the way people look at the image.
A distinct object detail can boost the saliency of the whole object and,
vice versa, within a prominent object there are some parts which attract
more attention than other. Hence we ask: Can the hierarchical structure
of proto-objects be used to mimic this behaviour? How can we detect
distinctive parts within an object? What does make an object prominent?
In Chapter 5 we address all these questions, leading to a proto-object-
based method for visual attention. We evaluate the proposed approach
on two challenging data sets and compare with spatial-based saliency
maps. The results illustrate the superiority of proto-objects as units of
analysis.

Chapters 2-5 of this thesis either have been published or are under
review:

• Chapter 2 was presented on International Conference on Computer
Vision Theory and Applications in 2009 [93],

• Chapter 3 was accepted by Cognitive Computation in 2011 [94],

• Chapter 4 is under a major revision for Image and Video Comput-
ing,

• Chapter 5 is submitted to the Journal of Vision.
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2
S I G N I F I C A N C E O F T H E W E I B U L L D I S T R I B U T I O N
A N D I T S S U B - M O D E L S I N N AT U R A L I M A G E
S TAT I S T I C S

The contrast statistics of natural images can be adequately characterized
by a two-parameter Weibull distribution. In this chapter, we show how
distinct regimes of this Weibull distribution lead to various classes of
visual content. These regimes can be determined using model selection
techniques from information theory. We experimentally explore the
occurrence of the content classes, as related to the global statistics, local
statistics, and human attended statistics. As such, we explicitly link local
image statistics and visual content.

2.1 introduction

While looking at the world around us, we see a wide variety of images.
These images, being a visual projection of the world on our eye, are not
random, but highly organized and structured. This is reflected in the
statistics of natural images. With natural images, we mean real-world
photos, including both natural landscapes and man-made environments.
Surprisingly, the contrast statistics of such natural images can be ade-
quately described by a simple model [25].

Natural image statistics have widely been studied in the field of image
coding [20], image compression and image representation [47], and more
recently, in 3D scene geometry understanding [52], visual categoriza-
tion [55]. Despite its apparent importance, not many efforts have been
undertaken to gain a fundamental insight in understanding the cause
and significance of these statistics.

One of the most important image statistics is the distribution of con-
trasts. Mallat [47] and later Simoncelli [74] propose the generalized
Laplacian distribution as a parameterized model which provides a good
fit to the statistics of natural images. Huang and Mumford [34] systemati-
cally investigate various statistical properties of natural images on a large
calibrated image database [89]. They confirm that the statistics involving
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significance of the weibull distribution in image statistics

linear filters can be modeled by a generalized Laplacian distribution.
Geusebroek and Smeulders [26] generalize these findings in showing
that the dominant distribution of texture statistics follows the Weibull
distribution. An overview of statistical modelling of natural images can
be found in Srivastava et al. [78].

The central question we address in this chapter is: In how far can natural
image statistics explain visual content? To address this question, we explore
edge distributions of natural images at the global and local level. We
distinguish four classes of natural images according to the behavior of
the Weibull distribution. As we will show, each class seems to reflect a
specific type of visual content. Furthermore, we study the occurrence of
the different classes for human attended regions.

Novel in our approach is the explicit link between regional statistics
and visual content, as reflected in the Weibull sub-models. Furthermore,
from a human attention perspective we study the importance of each
sub-model.

2.2 image statistics

The parameterized model which provides a good fit to the edge distribu-
tion of natural images [25, 34, 74] has a probability density function (pdf)
given by,

p(x) =
γ

2γ
1
γβΓ( 1γ )

exp
(
−
1

γ

∣∣∣∣ xβ
∣∣∣∣γ), (2.1)

where x is the edge response to the Gaussian derivative filter, γ > 0 is
the shape parameter and β > 0 is the scale parameter of the distribution.
Γ(·) is the complete Gamma function,

Γ(x) =

∫∞
0
tx−1 exp−t dt. (2.2)

Through out the chapter we will refer to this model as the two parameter
integrated Weibull distribution, considering its close relationship to the
Weibull distribution [25]. The parameter β denotes the width of the dis-
tribution and the parameter γ represents the peakness of the distribution.
The width β reflects the local contrast. A wide distribution indicates a
texture with high contrast. The shape γ is sensitive to the local edge
spatial frequency. These two parameters catch the structure of the image
texture [26]. Figure 2.1 illustrates the integrated Weibull pdf for some
example images.

The integrated Weibull distribution captures the behavior of other
statistical distributions, mainly being the power-law, exponential, and
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2.2 image statistics

Figure 2.1: Integrated Weibull PDF’s for different kind of textures: object-
background image (a), images with moderate contrast content (b), high-
frequency texture image (c) and image with a regular pattern (d).

gaussian distribution. Our aim is to explore the link between the Weibull
statistics and visual content. Hence, besides investigating the variation in
image content as function of the Weibull parameters by means of scatter
plots, we will explore visual content by categorizing these statistical
sub-models. To distinguish between the different sub-models, we need
to know parameters of each model. They can be estimated with the
Maximum Likelihood Estimation (MLE) technique. After that, we can
quantify the various sub distributions using model selection techniques.

2.2.1 Maximum likelihood estimation

The likelihood function indicates how well a distribution describes the
observed data X = x1, x2, ..., xn. The best fit is obtained when model
parameters maximize the log-likelihood function, in which case their
respective derivatives should equal zero. For the integrated Weibull
distribution given by Eq.(3.4 ), the best fit is obtained when

∂

∂β
lnLiw(β,γ|X) = −

1

β
+
1

β

n∑
i=1

∣∣∣∣xiβ
∣∣∣∣γ = 0, (2.3)
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significance of the weibull distribution in image statistics

and

∂

∂γ
lnLiw(β,γ|X) =

1

γ2

(
γ− 1+ψ

(
1

γ

)
+

+ ln(γ) +
n∑
i=1

∣∣∣∣xiβ
∣∣∣∣γ
)
−

1

γ

n∑
i=1

∣∣∣∣xiβ
∣∣∣∣γ ln

∣∣∣∣xiβ
∣∣∣∣ = 0, (2.4)

where,

ψ(γ) =
d

dγ
ln Γ (γ) =

d
dγ Γ(γ)

Γ(γ)
(2.5)

is the digamma function.
The parameter γ is obtained by eliminating β from Eq. (2.4 ):

f(γ,X) = −
1

γ

n∑
i=1

|xi|
γ∑n

i=1 |xi|
γ ln

|xi|
γ∑n

i=1 |xi|
γ +

1+
1

γ
ln(γ) +

1

γ
ψ

(
1

γ

)
= 0. (2.6)

Eq. (2.6 ) may be solved using standard iterative procedures, for exam-
ple, the Newton-Raphson method:

γk+1 = γk −
f(γk)
∂
∂γ f(γk)

,

∂

∂γ
f(γ,X) =

n∑
i=1

Λ

∑n
i=1 x

γ
i

x
γ
i

−n
∑

Λ−

−n

n∑
i=1

Λ ln

(
x
γ
i n∑n
i=1 x

γ
i

)
, (2.7)

where

Λ =
∂

∂γ

(
x
γ
i∑n

i=1 x
γ
i

)
. (2.8)

The Newton-Raphson algorithm works as shown in Alg. 1. Thus, the
maximum likelihood estimator γ̂ is the solution of Eq. (2.6 ) and then β̂
can be calculated from Eq. (2.3 ), until convergence.
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2.2 image statistics

Algorithm 1: Integrated Weibull parameter estimation

γ = 1 initial value
ε = 0.001 accuracy of the calculations
γnext = γ−

f(γ,X)
∂
∂γ
f(γ,X)

while |γnext − γ| > ε

γ = γnext

γnext = γ−
f(γ,X)
∂
∂γ
f(γ,X)

return γnext.

MLE for parameters of the power law, exponential, and Gaussian
distributions are well known and can be easily calculated. Their pdf’s
are given by

P(x) =
β

2a

∣∣∣ x
a

∣∣∣β−1 , (2.9)

E(x) =
1

2β
exp

(
−

∣∣∣∣ xβ
∣∣∣∣), (2.10)

G(x) =
1√
2πβ

exp
(
−
x2

2β2

)
. (2.11)

The corresponding maximum likelihood estimations are

β̂p =
n

−
∑n
i=1 log(|xia |)

, (2.12)

β̂e =

∑n
i=1 |xi|

n
, (2.13)

β̂g =

∑n
i=1(xi)

2

n
. (2.14)

2.2.2 Model selection

We use Akaike’s information criterion (AIC) [1] for appropriate model
selection. AIC estimates expected Kullback-Leibler information, based
on the log-likelihood function at its maximum point. Hence, we do not
need to assume that the "true model" is in the set of candidates [9]. AIC
for model i is

AICi = − log(Li(β̂i|X)) +Ki, (2.15)

where Li is the likelihood function of the model i, β̂i is the maximum
likelihood estimator of the model parameters based on the assumed
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significance of the weibull distribution in image statistics

model i and the data X, and Ki is the number of parameters of the model
i. In our case, parameter β̂i is defined by Eq. (2.12 )-(2.14 ) for each
particular model. In the end we have three AIC values corresponding to
the power law, exponential, and Gaussian distributions. The best model
is the one with minimum value AICmin. However, we follow [8] and
assign a probability to each model by

wi =
exp(−∆i/2)

ΣRr=1 exp(−∆r/2)
, (2.16)

where
∆i = AICi −AICmin (2.17)

and R is the number of models, R = 3 in our case. The wi are called
Akaike weights and are interpreted as a probability that model i fits the
data X best over the considered set of models.

2.2.3 g-Test

Sometimes none of the considered models represents the data appro-
priately. Thus, it should be tested how well the integrated Weibull
distribution fits the data. The g-test is the log-likelihood equivalent of
the chi-squared test, given by:

g = 2

k∑
j=1

Oj log
(
Oj

Ej

)
, (2.18)

where Oj is the number of observed values xi in bin j of the histogram of
the data X. Furthermore, Ej is a number of expected values in the same
bin j under the fitted distribution. The hypothesis that the distribution is
of a given form is accepted if the calculated test statistic g is less than an
appropriate critical value. The g-test can be applied with the same critical
values as the chi-squared test. In this chapter we use a critical value
which corresponds to a significance level of α = 0.05 and 100 degrees of
freedom (g < 77.929) [21].

2.2.4 The four regimes of the integrated Weibull distribution

We can now distinguish four types of natural images according to the
behavior of the integrated Weibull distribution. When the integrated
Weibull distribution fits the data well, its sub-models define the first three
types, being: the power law, the exponential or the Gaussian. The fourth
type of natural images occurs when the integrated Weibull distribution
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2.3 experiments

does not describe the data well. Our aim is to assign one particular type
to a (sub-)image.

2.3 experiments

To illustrate the different regimes of the integrated Weibull distribution,
we analyze a dataset containing 107 natural images of size 800x540 pixels.
These images are selected from three categories of National Geographic
wallpapers1: animals, landscapes, and people. We are interested in the
intensity edge distribution and its sub-models according to the four
regimes of the integrated Weibull distribution. To obtain the intensity
edge distribution, we do not use the standard edge filters, e.g. Sobel
style, instead we apply the Gaussian derivative filter (σ = 1) and steer it
in the gradient direction. Then we consider a histogram (101 bins) of the
responses, and fit the integrated Weibull distribution to this histogram.
Finally, we select the appropriate sub-model using Akaike’s information
criterion.

2.3.1 Global image statistic analysis

We start by analyzing the presence of the various integrated Weibull
sub-models in the statistics of the whole image. We extract edges and
study their distribution globally for each image from the dataset. The
results are shown in Table 2.1.

Table 2.1: Four regimes of the integrated Weibull distribution for global
image analysis.

Integrated Weibull Not Integrated Weibull
100% 0%

Power Law Exponential Gaussian
20% 78% 2%

All images fit well to the integrated Weibull distribution according to
the g-test (α = 0.05). Power law distribution is chosen as an appropriate
sub-model for 20% of the images. These images have well separated
foreground and uniform background regions, see Figure 2.2 (a). Only 2%
of the images are Gaussian distributed, these are images which contain

1 http://www.nationalgeographic.com/
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mostly high-frequency texture, illustrated in Figure 2.2 (c). Most of
the images (78%) follow the exponential distribution, which refers to
moderate contrast contents. These images usually contain a lot of details
at different scales, see Figure 2.2 (b).

Figure 2.3 gives an overview of the occurrence of each sub-model in the
entire image collection. Each of the sub-models indicates different image
content. Images with strong object-background contrasts are close to the
power law behavior. Images with moderate contrast tend to follow the
exponential distribution. High-frequency texture images are described
by the Gaussian distribution.

(a) (b) (c)

Figure 2.2: Typical images for three sub-models of the integrated Weibull
distribution. Figure (a) corresponds to the power law sub-model, (b) and
(c) show, respectively, examples for the exponential and the Gaussian
sub-models.

2.3.2 Local image statistic analysis

Edge distributions of natural images follow the integrated Weibull when
looking at global statistics as shown above. More important, the various
sub-models of the integrated Weibull distribution seem to reflect visual
content. One would expect this effect to be even stronger when consid-
ering local patches, as local visual content is more coherent. Therefore,
for the local analysis, we divide images into rectangular patches (60x60

pixels) and consider the edge histogram and model selection over these
patches.

Results are presented in Table 2.2. For experimental setup reasons
(see below), we consider a subset of 49 images, however, results for the
whole dataset are similar (data not shown). Comparing these results
with the global analysis (Table 2.1 ), local patches do not always follow
the integrated Weibull distribution according to the g-test (α = 0.05).
For one, regions without edges are dominated by compression artifacts
and may not follow the integrated Weibull distribution. Furthermore,
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Figure 2.3: Scatter plot of integrated Weibull parameters β and γ with
each image positioned at its respective (β,γ) values. The horizontal axis
represents the value of the β parameter, indicating contrast. The vertical
axis represents value of the γ parameter (between 0 and 3). A red frame
indicates the image is fitted by the power law distribution. Images with
blue frames follow the exponential distribution. Yellow framed images
are described with the Gaussian distribution.
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in many cases, patches are composed of a few parts, each following a
different sub-model. Thus, each part seems to conform the integrated
Weibull distribution, but all together they do not follow one of the sub-
models. In the global analysis, we have the same situation, where images
are composed of many parts due to objects and clutter. However, the
resulting distribution of the whole image combines into the exponential
distribution due to the large amount of parts [7]. This explains the smaller
portion of local patches described with the exponential sub-model in
comparison with the global analysis.

Table 2.2: Four regimes of the integrated Weibull distribution for local
region analysis.

Integrated Weibull Not integrated Weibull
87% 13%

Power Law Exponential Gaussian
26% 47% 14%

The Gaussian sub-model occurs more often at local scale. The Gaussian
distribution describes uniform regions of high-frequency textures. Images
containing only high-frequency textures are rather rare in a photo stock.
However, uniform textured regions do occur in images, and local analysis
reflects this. Comparing the results for the power law sub-model, the
model behaves relatively similar at the global and local levels.

Figure 2.4 illustrates how the patch visual content is reflected by the
integrated Weibull sub-models. The figure represents a scatter plot of
integrated Weibull parameters β and γ with each patch positioned at its
respective (β,γ) value. The power law sub-model is concentrated at the
bottom which corresponds to small γ values (γ < 1). This sub-model
is linked to the patches containing uniform regions separated by strong
edges, but are not very detailed, as shown in the inset. The exponential
sub-model spans a wide range of γ values, starting within the power
law sub-model, and ending at the lower regions of the Gaussian sub-
model. This sub-model corresponds to γ values around 1 and describes
more detailed patches. The Gaussian sub-model ends up at the top of
the figure, where the γ parameter is close to 2. High-frequency with
high contrast patches are reflected in the Gaussian sub-model, as well as
smoothed patches with Gaussian noise.
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Figure 2.4: Scatter plot of integrated Weibull parameters β and γ with
each patch positioned at its respective (β,γ) value. Again, the horizontal
axis represents value of the β parameter, and the vertical axis represents
value of the γ parameter (between 0 and 3). Red framed patches cor-
respond to the power law sub-model. These patches contain uniform
regions separated by strong edges, but are not very detailed, see the
inset on the bottom left. Patches with blue frames follow the exponential
distribution. Clearly they are showing more small scale details, as illus-
trated by the inset in the middle. Yellow framed patches are Gaussian
distributed, there we observe two types of visual content. On the top
right, high-frequency with high contrast patches are gathered, enlarged
version is in the bottom right inset. On the top left, there are smooth
patches with gaussian-like noise.
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2.3.3 Attention based analysis of local image statistics

Visual content is closely connected to human attention while observing
the world around us. Our visual system samples the environment not
randomly, but is driven by visual stimuli, like variations in contrast or
color [3, 36, 48, 61]. We are interested in the occurrence of various sub-
models of the integrated Weibull distribution in the statistics of local
regions attended by humans. To obtain the ground truth attended regions,
human eye fixations were recorded for the subset of 49 images. Eighteen
subjects participated in the experiment, they were shown each image for
5 seconds. For each fixation point we consider a fovea-sized patch (60x60

pixels). Again the local edge distribution analysis is applied for each
fixated patch.

Based on the results shown in Table 2.3, we can conclude that attended
regions differ from arbitrary selected local regions (Table 2.2 ). People
tend to look to strong edges, which are power law distributed, in our
results 33% for attended regions compared to 26% for arbitrary regions,
respectively.

Table 2.3: Four regimes of the integrated Weibull distribution for attended
region analysis.

Integrated Weibull Not integrated Weibull
95% 5%

Power Law Exponential Gaussian
33% 55% 7%

Gaussian distributed patches occur more rare in attended regions in
comparison with arbitrary regions, 7% versus 14%. The examples of
Gaussian regions in Figure 2.4 (in yellow frames) show two types of
Gaussian distributed patches. As one can notice, smooth patches with
gaussian-like noise on the top left are not informative, thus, people
generally do not fixate on such kind of regions. Instead, people look
to detailed regions, which follow the exponential distribution. In our
attention based analysis, the exponential sub-model is present in 55%
of the results (Table 2.3 ), whereas this is only for 47% the case when
considering arbitrary regions (Table 2.2 ). Regions which do not follow
the integrated Weibull distribution according to the g-test, are less present
in attended regions than in arbitrary regions, 5% versus 13%. This is
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may be due to the portion of regions without edge content as discussed
previously.

Figure 2.5 illustrates the occurrence of different regimes of the inte-
grated Weibull distribution with superimposed human gaze directions.
As can be seen from the Figure, subjects seldom look to the Gaussian
distributed regions, but prefer areas which follow the power law and the
exponential distributions.

Figure 2.5: Visualization of the integrated Weibull sub-models with su-
perposed human gaze directions. On the left two example images. On
the right a visualization of the local model selection and the eye-tracking
experiment. The black areas correspond to patches with power law
sub-model, dark and light grey areas correspond to patches with the
exponential and Gaussian sub-models, respectively. White small squares
depict the human fixation points.

As discussed in Section 2.2, the integrated Weibull parameter β reflects
the local contrast. From literature it is known that contrast plays an
important role in human eye fixations [3, 61]. Table 2.4 illustrates the
mean values of the parameter β within each sub-model for arbitrary
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Table 2.4: Mean integrated Weibull β parameter.

Power Law Exponential Gaussian

Arbitrary regions 0.0090 0.0149 0.0249

Attended regions 0.0119 0.0189 0.0287

regions versus attended regions. The t-test shows that the local contrast
captured by β is significantly higher (p < 10−10 for each sub-model) in
average for attended regions than for arbitrary regions. Therefore, our
experiments reproduce the tendency of people to look at higher contrast
regions. The results identify both contrast and edge frequency reflected
in the integrated Weibull parameters and its sub-models might be cues
for human attention.

2.4 conclusions

In this chapter, we have explored the link between visual content and
natural image statistics modelled by the integrated Weibull distribution.
We have given four different regimes with respect to the integrated
Weibull distribution: power-law, exponential, Gaussian, and the case
when the integrated Weibull distribution is not appropriate. With model
selection techniques from information theory, we can determine the
probability for every sub-model to explain the statistical properties of the
regions. Our results show that natural image statistics explain a lot of
visual content. Each sub-model reflects a specific type of visual content,
at the global (see Figure 2.3 ), and at the local level (see Figure 2.4 ).

At the global level, all images from our collection follow the integrated
Weibull distribution, see Table 2.1. Most of the images, around 80%,
are exponentially distributed. The rest is mainly power law distributed,
the Gaussian distribution being rare. In the local analysis we have
considered the statistics of arbitrary and attended regions, see Tables 2.2
and 2.3, respectively. We have shown that the occurrence of the various
sub-models in human attended versus arbitrary regions is significantly
different. This might indicate a role of the Weibull sub-models in human
attention.

In future work, we plan to address salient region detection algorithms
based on these local image statistics. Furthermore, recent studies show
natural image statistics play an important role in 3D scene perception [57].
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We plan to further exploit the various Weibull sub-models in condensed
representations of 3D scenes.
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3

A N I M A G E S TAT I S T I C S B A S E D M O D E L F O R
F I X AT I O N P R E D I C T I O N

The problem of predicting where people look at, or equivalently salient
region detection, has been related to the statistics of several types of
low-level image features. Among these features, contrast and edge infor-
mation seems to have the highest correlation with the fixation locations.
The contrast distribution of natural images can be adequately charac-
terized using a two-parameter Weibull distribution. This distribution
catches the structure of local contrast and edge frequency in a highly
meaningful way. We exploit these observations and investigate whether
the parameters of the Weibull distribution constitute a simple model for
predicting where people fixate when viewing natural images. Using a set
of images with associated eye movements, we assess the joint distribution
of the Weibull parameters at fixated and non-fixated regions. Then we
build a simple classifier based on the log-likelihood ratio between these
two joint distributions. Our results show that as few as two values per
image region are already enough to achieve a performance comparable
with the state-of-the-art in bottom-up saliency prediction.

3.1 introduction

While observing the world around us we constantly shift our gaze from
point to point to visually sample our surrounding. These shifts are not
random but are driven by visual stimuli, like simple variations in contrast
or colour [3, 36, 48, 61], or the presence of faces [11]. The visual projection
of the world on our eye is not random either, but highly organized and
structured. The latter is reflected in the spatial statistics of the perceived
scene, whose regularities are captured by the statistical laws of natural
images [24]. Therefore, one would expect eye fixations to be closely
connected with the laws of natural image statistics. In this work, we
study in how far a direct connection can be established between image
statistics and locations of eye fixations.
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Low-level visual features are the basis from which many saliency
indicators have been derived. Itti et al. [36], followed by others [30, 39, 62],
construct a biologically inspired saliency map by considering colour,
contrast, and orientation features at various scales. The model combines
a total of 42 feature maps into a single saliency map, resulting in the
labeling of regions that deviate from the average for these features. Their
influential approach has set a standard in saliency prediction. However, it
is unclear how much these 42 features contribute to the fixation prediction
and if it is necessary to consider all of them.

Reinagel and Zador [61] take the fixation locations as a starting point
for analysis. They consider the difference between the image statistics of
fixated and non-fixated image locations. The issue here is how to choose
plausible image features from which to derive eye movements. A number
of image regularities have been considered, see [3] for an overview. Most
researchers [60, 61, 81] confirm that contrast and edges yield significant
difference between their statistics of fixated and non-fixated locations.

In the field of natural image statistics, Geusebroek and Smeulders
[26] have shown the two-parameter Weibull distribution to describe the
local contrast statistics adequately. They show that both contrast and
edge frequency is simultaneously captured by the Weibull distribution,
conjecturing that its parameters might be relevant in fixation prediction.
Scholte et al. [71] examined to which degree the brain is sensitive to
these parameters, and found a correlation of 84% and 93%, respectively,
between the two Weibull parameters and a simple model of the parvo-
and magnocellular system. Given these results, one would expect image
contrasts around fixation locations to reflect these Weibull statistics.

The central issue addressed in this chapter is the following: Do the
parameters of the Weibull distribution predict locations of eye fixations? If so,
the Weibull distribution can be used as, or might even be ground for, a
simple predictor of fixation locations.

Our approach elaborates on the work of Zhang et al. [96]. They infer
bottom-up saliency from the information gain between the local contrast
in a given image when compared against the average statistics over
a larger image collection, as parameterized by a Generalized Gaussian
distribution – a “cousin” of the Weibull family [26]. Our approach aims at
learning the parameters of local statistics as parameterized by the Weibull
distribution at fixated and non-fixated locations. As such, saliency is
expressed by the likelihood of the parameters of the distribution to occur
in scenes, the parameters being tuned to the statistics of local scene
content. We show that, using as few as two parameters of such a simple
Weibull model, we obtain prediction of fixation locations comparable
with the state-of-the-art in bottom-up saliency [6].

28



3.2 methods

3.2 methods

We treat eye-fixation prediction as a two-class classification problem.
The salient class consists of fovea-sized (1◦, which is 30 pixels in our
experiments) regions around fixated locations and the rest of the image
is considered as the non-salient class. Our approach is based on the
assessment of local image statistics which are learned for salient and
non-salient classes. Particularly, we model the distribution of the regional
colour gradient magnitude responses with the Weibull distribution as
discussed below. The classification decision is based on the log-likelihood
ratio with null hypothesis that the Weibull parameters describe the salient
region, and alternative hypothesis that the Weibull parameters describe
the non-salient region. The proposed method is summarized in Figure 3.1.

To determine the non-fixated locations for an image, we follow [3] and
randomly select the fixated locations from different images, which are
at least 1◦, i.e. fovea size, apart from the fixations on the current image.
As a result we have the same number of fixated and non-fixated regions
per image. This way of selecting non-fixated locations ensures similar
distributions of fixated and non-fixated regions [3].

3.2.1 Feature extraction

In our approach we model local colour contrast statistics with the Weibull
distribution. After that, we estimate the joint distribution of the Weibull
parameters at the fixated and non-fixated regions.

Colour contrast

Colour contrast of an image is determined by the gradient magnitude,
calculated using Gaussian derivative filters,

Gx(x,y,σ) =
−x

2πσ4
exp

−(x2+y2)

2σ2 ,

Gy(x,y,σ) =
−y

2πσ4
exp

−(x2+y2)

2σ2 . (3.1)

We follow [28] and convert RGB values to an opponent colour space
with decorrelated colour channels, E1

E2
E3

 =

0.06 0.63 0.27
0.3 0.04 −0.35
0.34 −0.6 0.17

 R

G

B

 . (3.2)
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Figure 3.1: Experimental setup. We use statistical machine learning tech-
niques to learn to differentiate between fixated and non-fixated locations.
Training phase: We extract fovea-sized regions around fixated and non-
fixated locations from the images which belong to the training set. We
represent the local edge distribution as a histogram of colour gradient
magnitude responses of the fixated/non-fixated regions. We parameter-
ize these histograms of the colour gradient magnitude responses with
the Weibull distribution. The two parameters of the Weibull distribution
β and γ are determined by the maximum likelihood estimation. Hence,
we obtain two sets of the β and γ parameters: one at fixated patches
[βfix,γfix], and another at non-fixated patches [βnonFix,γnonFix]. We
estimate class-conditional probability density functions P(β,γ|fix), and
P(β,γ|nonFix) and calculate the log-likelihood ratio between these two
probability density functions. Construction of a saliency map for a new image:
We parameterize all fovea-sized regions extracted on a dense regular grid
within the image in the same way as above. Then we classify each region
based on the value of the log-likelihood ratio of its Weibull parameters.
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The weights in this conversion are optimized for the human visual system
[27].

In the previous chapter, we have modeled image responses to the
Gaussian derivative filter, which supposes an extra parameter, namely,
the direction of the derivative filter. In this chapter, to minimize the
number of parameters, we consider the gradient magnitude responses.
Colour gradient magnitude is obtained by,

‖∇E(x,y,σ)‖ =
√
E21x + E

2
1y + E22x + E

2
2y + E23x + E

2
3y . (3.3)

where Ejx, Ejy, j = 1, 2, 3 are the Gaussian derivative filter responses of
the corresponding decorrelated opponent colour channels in the x and y
direction, and ‖∇E(x,y,σ)‖ is the resulting colour gradient magnitude
of an image. Besides estimating the local intensity edges, this operator
also emphasizes chromatic contrasts.

To estimate the distribution of the colour gradient magnitude we con-
struct a weighted local histogram of colour gradient magnitude responses
within an image region, where weights are determined by a Gaussian
windowing function (σ = 1◦, i.e. 30 pixels) located at the center of the
region. Hence, pixels close to the center location will contribute more to
the histogram than pixels further away, effectively localizing measure-
ments at the center of the image region which for fixated region is the
fixation location itself.

Scale selection

For the colour gradient operator from Eq. (3.3 ), the parameter σ has to
be determined, indicating at which scale edges are detected. Here we
follow [17] and use the minimal reliable scale selection principle. The
minimal reliable scale depends on the sensor noise characteristics and
the local intensity contrasts. For high contrast, signal to noise ratio will
be locally high, so a small scale is sufficient to detect an edge. For low
contrast, a large scale is required to distinguish the signal from the noise.
Doing so, the method selects the optimal scale for edge detection at each
pixel.

Specifically, the method of [17] assesses the likelihood that the gradient
magnitude of intensity is being caused by noise. The likelihood dimin-
ishes when the Gaussian derivative scale σ increases for the gradient
operator. The smallest scale at which the gradient magnitude is more
likely (significance level α = 0.05) to be generated by a true edge rather
than sensor noise is considered the minimal reliable scale.

We have extended the method to colour gradients introduced above.
We assume noise independence per colour channel, and model the effect
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of sensor noise on the nonlinear colour gradient response Eq. (3.3 ). In
our experiments, we assume Gaussian sensor noise with a standard
deviation of 5% of the dynamic range of the intensity. Furthermore,
we logarithmically sample the scales using the same intervals as in the
successful SIFT descriptor [46]. In total we consider the following 15

scales: 1.519, 1.952, 2.490, 3.160, 4.000, 5.055, 6.380, 8.047, 10.147, 12.790,
16.119, 20.312, 25.595, 32.250, 40.634.

Weibull statistics

To parameterize the colour gradient magnitude responses, we use the
Weibull distribution, which belongs to the same family of distributions as
the integrated Weibull distribution, but models only non-negative data.
The probability density function (pdf) of the Weibull distribution is given
by,

p(x) =
γ

β

(
x

β

)γ−1
exp−( x

β
)γ , (3.4)

where x > 0 is the value of the gradient magnitude, γ > 0 is the shape
parameter, and β > 0 is the scale parameter of the distribution. As
in case with the integrated Weibull distribution, these two parameters
catch the structure of the image texture [26]. The scale β represents the
width of the distribution and reflects the (local) contrast. The shape γ
represents the slope of the distribution and is sensitive to the (local) edge
frequency [26]. We determine the Weibull parameters by the maximum
likelihood estimation method [37] resulting in the equations

β−
γ

√∑n
i=1 x

γ
i

n
= 0, (3.5)

and

f(γ) = n+

n∑
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ln
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)
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γ
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i=1 x
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(
x
γ
i n∑n
i=1 x

γ
i

)
= 0.

(3.6)
where n is the size of the observed data.

As Eq. (3.6 ) is transcendental, we solve it numerically using the
standard iterative Newton-Raphson method [4]:

γk+1 = γk −
f(γk)

f ′(γk)
, (3.7)

where

f ′(γ) =
n∑
i=1

Λ

∑n
i=1 x

γ
i

x
γ
i

−n

n∑
i=1

Λ ln

(
x
γ
i n∑n
i=1 x

γ
i

)
−n
∑

Λ, (3.8)
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and

Λ =

(
x
γ
i∑n

i=1 x
γ
i

) ′
γ

= xγi
ln xi

∑n
i=1 x

γ
i −
∑n
i=1 x

γ
i ln xi(∑n

i=1 x
γ
i

)2 . (3.9)

The maximum likelihood estimator γ̂ is the solution of Eq. (3.6 ).
Consecutively, β̂ can be calculated from Eq. (3.5 ). Figure 3.2 shows the
fitted Weibull pdf for a few examples.

In our experiments, we consider the joint distribution of the two
Weibull parameters. It allows to combine contrast and edge frequency
information together, taking into account the correlation between these
two image features.
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Figure 3.2: Examples of the Weibull distribution: the upper row shows
images with overall similar contrast variation (β = 4.11 and 4.12, re-
spectively), but moderate and high edge frequency (γ = 0.95 and 1.59,
respectively). The bottom row shows images with higher and lower con-
trast (β = 2.01 and 1.58, respectively), while exhibiting overall moderate
edge frequency (γ = 0.701 and 0.702, respectively). Note that here we
consider global image histograms for illustration purposes.

3.2.2 Log-likelihood ratio based classification

Given the Weibull parameters describing an image region, we want to
decide whether or not this region is salient. We base our classifier on
the log-likelihood ratio [66] of the probability of the Weibull parameters
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occurrence on the fixated region with respect to the probability of the
Weibull parameters occurrence on the non-fixated region:

LLR(β,γ) = −2 log
P(β,γ|fix)

P(β,γ|nonFix)
, (3.10)

where P(β,γ|fix) and P(β,γ|nonFix) are class-conditional probability
density functions of the Weibull parameters β and γ. These probability
density functions are estimated using a two-dimensional histogram of
the Weibull parameters occurrence on fixated (salient) and non-fixated
(non-salient) regions. We estimate P(β,γ|fix) and P(β,γ|nonFix) using
images from the training dataset.

Saliency map calculation

To calculate the saliency map for a new input image for which we
want to predict eye-fixation locations, we first parameterize all fovea-
sized local regions extracted on a dense regular grid within the image.
Then we calculate a saliency score of each region according to Eq. (3.10

). The decision whether the region is salient or not is determined by
thresholding the likelihood ratio. If LLR(β,γ) is above the threshold, the
region is accepted as being salient; otherwise it is rejected:{

if LLR(β,γ) > τ, patch is salient

if LLR(β,γ) < τ, patch is non-salient.
(3.11)

Because regions are overlapping we average the result over the pixels
they cover. In our experiments, we investigate how our method performs
across a set of thresholds.

3.2.3 Evaluation method

It is important to investigate the peaks of the saliency map as it is expected
that new observers will focus attention there. Therefore, to asses the
performance of the proposed Weibull method we follow [38] and report
area under the adapted receiver operating characteristics (ROC) curve.
The adapted ROC curve depicts the tradeoff between hit rate and the
percentage of salient area. Particularly, the hit rate is the ratio of ground
truth fixated locations classified as fixated, and we threshold the saliency
map such that a given percentage of the most salient image pixels is
predicted as fixated and the rest of the image is predicted as non-fixated.
Thus, when the whole image is predicted as fixated the hit rate reaches its
maximum. When we lower the threshold only peaks of the saliency map
are predicted as fixated and the hit rate is changing. The aim of accurate
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fixation prediction is to achieve a high hit rate with a low percentage of
salient area.

The adapted ROC curve summarizes the performance of a classifier
across all possible percentages of salient area. The area under the adapted
ROC curve (AUC) is regarded as an indication of the classification power.
For the perfect classifier the AUC equals to 1, and for the random classifier
the AUC is 0.5.

3.3 experimental results

To evaluate how well the proposed Weibull method predicts human
fixations, we consider two eye-fixation datasets: the standard dataset
from [6] and an artistic dataset recorded by the authors as described in
details below. We use human eye-fixations as ground truth data in our
experiments.

In our experiments we (1) study the consistency of the eye-fixation
pattern of human subjects, (2) prove that our simple method which
is based only on two parameters can compete with the state-of-the-art
approaches, and (3) investigate the generalization of the proposed method
on a new dataset.

3.3.1 The eye-fixation datasets

We consider two eye-fixation datasets. The first is the standard eye-
fixation dataset collected by Bruce and Tsotsos [6]. It contains 120 natural
colour images of size 680x510 pixels with eye-fixations collected from 20

subjects. All images depict indoor and outdoor urban scenes.
In addition, we recorded eye-tracking data for artistic professional pho-

tos from National Geographic wallpapers 1. Eye-fixations of 17 subjects
were collected in a free viewing setting. All participants were naive to the
purpose of the study and had normal or corrected to normal vision. Sub-
jects viewed 49 images of size 800x540 pixels. These were selected from
three categories of National Geographic wallpapers: animals, landscapes,
and people. Typical pictures are shown in Figure 3.3. All procedures
conformed with National and Institutional Guidelines for Experiments
with human subjects and with the Declaration of Helsinki.

Eye movements were recorded using an eye-tracker (EyeLink II, SR
Research Ltd.), sampling pupil position at 1000 Hz. Subjects were seated
in a darkened room at 85 cm from a computer monitor and used a chin-
rest so that head position was stable. To calibrate eye position and to

1 http://www.nationalgeographic.com/
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validate the calibration, subjects made saccades to the 12 fixation spots
on the screen, which appeared one by one in random order. During the
experiment, images were presented on a 17 inch screen (FlexScan L568)
for 5 seconds. After each stimulus presentation, a fixation spot appeared
at a random position of the screen in order to distribute first fixations
uniformly over the experiment. These fixations were excluded from the
analysis. Fixation locations and durations were calculated online by the
eye tracker. The MATLAB psychophysics toolbox was used for stimulus
presentation [5]. In addition, the Eyelinktoolbox was utilized to provide
communication with the eyetracker [13].

Figure 3.3: Examples of images from the datasets. The first row illus-
trates the Bruce&Tsotsos dataset; the second row shows images from the
National Geographic dataset.

3.3.2 Experiments

In our experiments, we first investigate the variability of eye fixations
across subjects in order to construct a stable ground truth. Then we
evaluate the performance of the proposed Weibull method for each single
dataset. Finally, we investigate the generalization of the Weibull method
by a cross dataset analysis. We compare the proposed method with
the classical saliency map by Itti et al. [36], and with the state-of-the-art
method by Bruce and Tsotsos [6]. Both implementations are unaltered
code from the original authors. We assume humans to be an ideal
saliency detector. Hence, performance of saliency methods is upper-
bounded by the behavior of an inter-subject model. In this model, the
saliency map is generated from the fixations of training subjects, and
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the result is compared with the same ground truth as used in the cross-
validation experiments. To construct inter-subject saliency maps, we
convolve fixation locations with a fovea-sized two-dimensional Gaussian
kernel (σ = 1◦, i.e. 30 pixels).

3.3.3 Inter-subject variability

As there is a high inter-subject variability in eye movements, fixation loca-
tions are subject-dependant. Hence, it is important to consider a sufficient
amount of subjects in order to learn consistent patterns in eye-fixation
data and to construct a stable ground truth. As we show in the next
Section 3.3.4 (Table 3.1 and Figure 3.5 ), subjects have less consistent eye-
scanning behaviour on the National Geographic dataset in comparison
with the Bruce&Tsotsos data set: for the Inter-subject model in Table 3.5
we obtain an AUC of 0.7931 versus 0.8722, respectively. Therefore, we use
the National Geographic eye-tracking dataset to estimate inter-subject
variability.

We assess the variation in fixation locations for an increasing number
of randomly drawn subjects. Particularly, for each image we construct a
sequence of fixation maps by convolving subject fixations with a fovea-
sized two-dimensional Gaussian kernel (σ = 1◦, i.e. 30 pixels). An
example of fixation maps of the same image using an increasing number
of subjects is given in the top row of Figure 3.4. As can be observed
from the example, the fixation map becomes stable when based on more
subjects. The quantitative evaluation is summarized in the bottom of
Figure 3.4. The graph depicts three distance measures between fixation
maps: symmetrical Kullback-Leibler divergence, (one minus) histogram
intersection, and (one minus) area under the ROC curve (AUC). Clearly,
distance decreases as the number of subjects increases. Results show
that for all measures it is hardly possible to distinguish between fixation
maps based on more than nine subjects. Hence, nine subjects are enough
to construct a stable ground truth regardless the type of considered
distance measure. Given the similar behaviour of the considered distance
measures, we will only report further results for the well-established
AUC [6, 81, 96].

3.3.4 Single dataset analysis

We start with the evaluation of how well the proposed method predicts
human fixations when the Bruce&Tsotsos and the National Geographic
datasets are analyzed separately. Based on the results of inter-subject
variability, as analyzed in Section 3.3.3, we use nine subjects to train
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Figure 3.4: The top row contains a sequence of fixation maps based on 1,
2, 5, 9 and 17 subjects. At the bottom the stability of human fixation maps
as function of the number of subjects is shown. Results are averaged over
49 images from the National Geographic dataset, and 30 random draws
of subjects from a pool of 17. At nine subjects the fixation maps stabilize.

the classifier and the remaining subjects to test the results. We consider
5-fold cross validation and repeat 30 times random drawing of train
and test subjects in our experiments. The mean and the standard de-
viation of the areas under the curves are summarized in Table 3.1. In
more detail, Figures 3.5 (a) and (b) show that the considered saliency
methods behave similarly for both the Bruce&Tsotsos and the National
Geographic datasets. The proposed Weibull method performs similar
to the state-of-the-art Bruce&Tsotsos algorithm. Both outperform the
traditional Itti et al. saliency map. Subject performance is higher for the
Bruce&Tsotsos dataset than for the National Geographic dataset, imply-
ing more consistent eye-scanning behaviour for the former dataset. One
possible explanation is that the artistic images from National Geographic
wallpapers have more diverse content in comparison with urban images
from the Bruce&Tsotsos dataset. Therefore, subjects might use more
diverse strategies when viewing images from the National Geographic
dataset. Hence, the National Geographic data set can be seen as a more
difficult dataset. Note there is still a large gap between human and
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algorithm performance, which suggests room for improvement. However,
not all fixations can be explained by bottom-up features alone [81].

Table 3.1: Comparison of the Weibull model. The mean value and stan-
dard deviation of the areas under the curve (AUC) for all considered
saliency methods.

Method AUC (SD) for AUC (SD) for
Bruce&Tsotsos data National Geographic data

Itti et al. 0.6951 (0.1048) 0.6649 (0.0893)
Bruce&Tsotsos 0.7636 (0.0831) 0.7115 (0.0784)

Weibull 0.7639 (0.0866) 0.7150 (0.0848)

Inter-subject 0.8722 (0.0426) 0.7931 (0.0530)
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Figure 3.5: ROC areas for different saliency models when evaluated on
the Bruce&Tsotsos (a) and the National Geographic (b) datasets separately.
The proposed Weibull model performs at the level of state-of-the-art in
bottom-up saliency prediction for both data sets.

3.3.5 Cross dataset analysis

To investigate the generalization of the proposed method, we perform a
cross dataset experiment. Here we train the parameters of our model on
one dataset and evaluate its performance on the other dataset. In order
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to minimize the differences between the National Geographic and the
Bruce&Tsotsos datasets caused by the way they were recorded, we do
not use the whole datasets in the training phase. Instead, we restrict each
dataset to only 17 subjects, 49 images, and eye-fixations acquired within
the first 4-seconds viewing time (minus the first fixation).

We start with training the parameters of the Weibull method using
the National Geographic dataset while evaluating the performance on
the Bruce&Tsotsos test set as used in Section 3.3.4. This ensures com-
parability with Figure 3.5. Next, we switch datasets and train from the
Bruce&Tsotsos dataset while evaluating the performance on the National
Geographic test set. Note that the methods by Itti et al. and Bruce&Tsotsos
do not involve a training phase. Therefore, their performance in these
settings is the same as for the single dataset analysis, see Table 3.1 and
Figures 3.5.

The results are summarized in Table 3.2. In more detail, Figure 3.6
(a) illustrates that the parameters of the Weibull model learned from
the National Geographic dataset can be used to predict saliency for the
Bruce&Tsotsos dataset without any performance loss. Hence, the cross
validation used in Section 3.3.4 does not introduce a positive bias in the
results (Table 3.1 and Figures 3.5 ). However, as can be seen in Figure 3.6
(b), when the parameters of the Weibull method are trained on the
Bruce&Tsotsos dataset our method does not show the same performance
as when the parameters are trained on the National Geographic dataset.
Again, we attribute this to the higher variation in the content of images
from the National Geographic dataset. As some feature patterns do not
occur or occur infrequently in the Bruce&Tsotsos dataset, our classifier
cannot learn if these are salient or not. Hence, we conclude that our
Weibull model has good generalization power when the variation in the
training dataset is representative for the test dataset.

Table 3.2: Generalization of the Weibull model. The mean value and
standard deviation of the areas under the curve (AUC) for single dataset
analysis versus cross dataset analysis.

Training dataset AUC (SD) for AUC (SD) for
Bruce&Tsotsos data National Geographic data

Bruce&Tsotsos data 0.7639 (0.0866) 0.6911 (0.0882)
National Geographic data 0.7629 (0.0844) 0.7150 (0.0848)
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Figure 3.6: ROC performance for cross dataset analysis. The left graph
shows ROC performance of the proposed Weibull method for the
Bruce&Tsotsos dataset when the proposed method is trained on the
National Geographic dataset, compared to when it is trained on the
Bruce&Tsotsos dataset itself. The right graph shows ROC performance
for the National Geographic dataset when proposed method is trained
on the Bruce&Tsotsos dataset, compared to when it is trained on the
National Geographic dataset itself.

3.4 discussion

In this chapter we explored the link between local image statistics and
human fixations by focussing on bottom-up feature-driven saliency. The
influence and importance of bottom-up and top-down effects on human
attention is an ongoing research question. There are many studies which
show that low-level visual stimuli correlate with human fixations much
better than expected by chance alone; for a review see [31]. Moreover,
pop out features like bright spots on a dark uniform background attract
attention automatically [83].

In addition to low-level features, human attention depends on high-
level information, such as goals, contextual cues, important objects, and
image interpretation [6, 15, 51, 68, 82]. When eye-fixations are driven by
very specific task ("avoid obstacles", "pickup a specific object") the pure
bottom-up saliency fails to predict fixation locations adequately [68].
However, in free-viewing settings or when considering a less specific
task ("find interesting objects", "what is important in an image") low-level
features do play a significant role in fixation prediction [16, 72]. Elazary
and Itti [16] have shown that interesting objects are collocated with the
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peaks in their bottom-up saliency map more often than expected by
chance alone. Furthermore, objects usually have spatial extension and
low-level features inside the object might still play a role in task-driven
saccadic eye-movements. Tatler with colleagues [81] propose the strategic
divergence framework where people switch strategy over time. They
argue that observers start looking at an image with a bottom-up strategy,
and later switch to more elaborative high-level object-driven strategies,
possibly returning to the bottom-up strategy again. To conclude, although
bottom-up saliency alone cannot explain fully the richness of mechanisms
of human attention, it does play a role in where people look at and t
he complete model of attention should incorporate both feature- and
task-driven saliency. In this chapter we have explored the link between
the location of eye-fixations and natural image statistics modelled by the
two parameters Weibull distribution.

3.4.1 Comparison with previous works

A number of studies investigate how natural image statistics influence
the locations of human fixations [56, 60, 61]. Despite the variety of the
considered low-level image features, most researchers agree that con-
trast distribution plays a significant role in guidance of eye movements.
Usually the local contrast is defined as the standard deviation of the im-
age intensities within some small region, divided by the mean intensity
within that region, i.e., the local root mean square RMS contrast. However,
as the distribution of natural images is non-Gaussian [47,75], in this work
we follow [26,34] and model image contrast with the Weibull distribution.
Figure 3.2 illustrates that the two-parameter Weibull distribution fits the
local contrast statistics adequately well.

Baddeley and Tatler [3] argue that high-frequency edges turn out to
have most impact on fixation prediction, whereas, contrast is highly
correlated. The next most important feature in their analysis is low-
frequency edges. Geusebroek and Smeulders [26] show both contrast and
edge frequency to be simultaneously captured by the Weibull distribution.
It allows to combine these two image regularities in an elegant way taking
into account the strong correlation between them. In our analysis, we
investigate a joint distribution of the local contrast and the edge frequency
and, thereby, combine low-level image features which are known to be
the most powerful in fixation prediction. Moreover, we do not separate
high- and low-frequency edges. Instead, we use the minimal reliable
scale selection principle [61] as discussed in Section 3.2.1 and implicitly
consider edges over the available frequency range all together.
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Inspired by the center-surround receptive field design of neurons in the
retina [35], several successful saliency models are based on comparison
of center-surround regions at each image location [6, 11, 23, 30, 36, 41, 73].
Intuitively, image locations which deviate from their surrounding should
be salient. Itti et al. [36] consider visual features salient if they have
different brightness, color, or orientation than the surrounding features.
Overall, their model combines a total of 42 feature maps into a single
saliency map. In contrast, we do not make any assumption about patterns
in the spatial structure of feature responses, and base our model on
comparison of local image statistics with statistics learned from fixation
and non-fixation regions. Table 3.1 and Figure 3.5 show that the proposed
Weibull method outperforms the method by Itti et al. It might indicate
the advantage of direct training of the model parameters from an eye
movement dataset. Moreover, the higher performance of our method
might be due to the explicit modelling of the correlation between image
features.

Bruce and Tsotsos [6] follow an information-theoretic approach and
use information maximization sampling to discriminate center-surround re-
gions. They calculate Shannon’s self-information based on the likelihood
of the local image content in the center region given the image content
of the surround. Regions with unexpected content in comparison with
their surrounding are more informative, and thus salient. As shown in
Table 3.1 and Figure 3.5, our model achieves a performance comparable
with the elaborate approach by Bruce and Tsotsos, while we use as few
as two parameters learned from a set of images with associated eye
movements.

We have explored the generalization of the proposed method by con-
sidering the two eye movements datasets: a standard dataset from [6]
with urban images, and an artistic photo collection with diverse context
from National Geographic wallpapers. Examples of images from both
datasets are shown in Figure 3.3. Table 3.2 and Figure 3.6 show that train-
ing the parameters of our Weibull method on the National Geographic
dataset and testing it on the Bruce&Tsotsos data gives the same results
as both training and testing on the Bruce&Tsotsos data. However, for the
National Geographic dataset there is a small drop in performance when
the parameters of the Weibull model are trained on the Bruce&Tsotsos
data instead of the National Geographic. We attribute this to the higher
variation in image content from the National Geographic data. We con-
clude that the proposed model has good generalization power when the
variation in the training dataset is sufficiently diverse.

43



an image statistics based model for fixation prediction

3.5 conclusions

We have presented a Weibull method of saliency prediction based on the
local image statistics learned at fixated and non-fixated locations. Our
approach combines image contrast and edge frequency as captured by
the two parameters of the Weibull distribution into a single statistical
model. Using the joint distribution of these parameters and a simple
log-likelihood test, we achieve a performance comparable with state-of-
the-art bottom-up saliency methods.

Our results show that as few as two values per image region are
already enough to indicate saliency, the two values indicating contrast
and frequency. Baddeley and Tatler [3] have already shown contrast
and frequency to be important for visual saliency. However, the authors
highlight that these two features are correlated for natural images and
propose high frequency edges to be the most indicative salient feature.
In our Weibull method, we cope with the correlation by considering the
joint distribution of the contrast and frequency parameters. Despite its
simplicity, our model has good generalization power when its parameters
are trained on a diverse dataset.
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4

S A L I E N T O B J E C T D E T E C T I O N : F R O M P I X E L S T O
S E G M E N T S

In this chapter we propose a novel approach to the task of salient object
detection. In contrast to previous salient object detectors that are based
on a spotlight attention theory, we follow an object-based attention theory
and incorporate notion of an object directly to our saliency measurements.
Particularly, we consider proto-objects as units of the analysis, where a
proto-object is a connected image region that can be converted into a
plausible object or object-part, once a focus of attention reaches it. As
the object-based attention theory suggests, we start with segmenting a
complex image into proto-objects and then assess saliency for each proto-
object. The most salient proto-object is considered as being a salient
object.

We distinguish two types of object saliency. Firstly, an object is salient
if it differs from its surrounding, which we call center-surround saliency.
Secondly, an object is salient if it contains rare or outstanding details,
which we measure by integrated saliency. We demonstrate that these two
types of object saliency have complementary characteristics, moreover,
the combination of the two performs at the level of state-of-the-art in
salient object detection.

4.1 introduction

Many people will easily and consistently point at the salient object in
the images presented in Figure 4.1. Indeed, these images were carefully
preselected with a two-stage labelling process to ensure a salient object
is standing out from the background [44]. Nevertheless, salient object
detection is still a challenging task for computer vision algorithms.

There are two prominent theories for human visual attention: spatial-
based and object-based attention. Within the spatial-based theory, atten-
tion is compared to a spotlight or a zoom lens, which shifts our focus
from one spatial location to another to sample the surrounding. As a
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Figure 4.1: Example of images with a pronounced salient object taken
from the dataset [44]. Rectangles represent human annotation.

result, all visual content within a fovea-sized region around these loca-
tions is processed [18, 84]. As Figure 4.2 demonstrates, such region can
contain an object, parts of different objects, or parts of an object and its
background. In contrast, the object-based attention theory argues that
attention is actually focused on objects or so called proto-objects, for a
review see [70]. A proto-object is defined as an unit of visual information
that can be converted into a plausible object or object-part, once a focus
of attention reaches it [64, 91]. Figure 4.3 sketches a way the object-based
attention could work. The theory implies that at the early pre-attentive
stage, the visual system pre-segments a complex scene into proto-objects.
Then our focus is shifted from one proto-object to another. In this chapter,
we propose a novel salient object detector based on the object-based
attention theory.

Salient object detection implies localization of a complete object of any
class which attracts attention. In the literature [44,49,86] the standard way
to approach this problem is to calculate a saliency map at the pixel level
and then detect an image area which maximize saliency based on some
localization technique such as sliding windows. Thus, a salient object is
determined mostly by the structure of the saliency map. However, such
map does not take into account explicitly the information about objects
of an image. Therefore, most of the recent salient object detectors follow
the spatial-based attention theory.

In this work, we propose to incorporate the notion of an object directly
into the saliency measurements. As the object-based attention theory
suggests we start with segmentation a complex image into proto-objects.
Although general object segmentation is a hard task, roughly outlining
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(a) (b)

(c) (d)

Figure 4.2: An illustration of a spatial-based theory for visual attention.
High contrast regions represent a focus of attention. (a) An input image.
Focus of attention contains (b) a single object, (c) parts of different objects,
(d) a part of an object and its background.

important segments in an image by feature grouping is certainly doable.
Then we assess saliency for each proto-object and report the most salient
one.

Figure 4.4 illustrates the advantage of the proposed object-based
method in comparison with the spatial-based approach. Spatial-based ap-
proaches look for the most salient spot in an image. As a result, it might
mix parts of different objects or detect only prominent object details. As
it is shown in Figure 4.4, the most salient image window (c) selects a
region which contains the most outstanding detail of the bollard together
with trees, whereas both windows (d) and (e) capture only prominent
but small parts of the bollard. In contrast, our method is object-based,
and therefore, assesses saliency for connected image regions. Thus, it
succeeds to separate different salient objects. In Figure 4.4 (f) the most
salient image segment contains only the bollard, which is correct, while
trees are in the separate segment (h). Furthermore, although the bollard
has only few outstanding details, the object-based approach encourages
detection of the complete object (f), or its upper part (g), which might be
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(a) (b)

(c) (d)

Figure 4.3: An illustration of an object-based theory for visual attention.
High contrast regions represent a focus of attention. (a) An input image.
Focus of attention always contains an object: (b) a person, (c) a bench,
and (d) a barrel.

considered as an object itself as a rope clearly divides the bollard in two
parts. This indicates that the object-based theory for attention might be
better suited for salient object detection.

We estimate object saliency in two ways. First, we measure how an
object as a whole differs from its background. We call this center-surround
saliency. Second, we calculate summed rarity of details within an object.
We call this integrated saliency. We combine both types of saliency as they
have complementary characteristics.

In this chapter we propose a salient object detector which follows the
object-based attention theory. In our approach, the notion of an object is
explicitly incorporated into saliency measurements. We demonstrate that
the proposed method achieves state-of-the-art performance on a standard
dataset [44].
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Figure 4.4: A spatial-based versus object-based approach for salient object
detection. (a) Input image. (b) Pixel-based saliency map. (c)-(e) Most
salient windows of an image according to a spatial-based approach. (f)-
(h) Most salient proto-objects of an image according to an object-based
approach

4.2 related work

In the task of salient object detection it is common to follow a spatial-
based attention theory by calculation a pixel-based saliency map with
consecutive localization of the image area which maximizes saliency.
Liu et al. [44] consider multi-scale contrast, center-surround colour his-
tograms, and colour spatial distribution to calculate pixel saliency. At
the localization step, all features are combined in a Conditional Random
Field resulting in a binary label map which separates the salient object
from the background. This method demonstrates a good performance.
However, it involves learning the CRF which in general is computation-
ally involved. Valenti et al. [86] present a real time salient object detector
with similar performance to [44]. In their method, pixel saliency is calcu-
lated as a linear combination of three features: isocentricity, curvedness,
and rarity of colour edges. This approach highlights centers and edges
of the image structures. In order to distribute saliency within connected
regions, the authors run a graph-based segmentation and average values
of the saliency map inside each segment. At the localization step, Effi-
cient Subwindow Search [43] is used. In contrast, our method follows
an object-based attention theory and calculates saliency of segments of
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an image. Thus, we automatically distribute saliency within connected
regions. More importantly, we incorporate a notion of an object into our
saliency measure.

Marchesotti et al. [49] propose a salient object detector which is based
on the assumption that images with similar appearance are likely to have
salient objects with the same characteristics. To measure saliency within
a target image, the authors train a classifier on the K most similar images,
with provided ground truth bounding boxes around salient objects. Two-
class classification problem is considered: the salient class consists of
salient objects, and the non-salient class consists of the background. Each
patch of the target image is classified as being salient/non-salient. In
order to locate a salient object, the output of the classifier is used to
initialize an iterative graph-cut algorithm inspired by [67]. As a result,
the segment which covers most of the salient pixels is reported as the
salient object. The method is shown to achieve very promising results
when annotated image data is available. However, the authors have also
shown that the method is highly dependent on the quality of the retrieval
step in which the most similar images are extracted. In contrast, our
method does not rely on any learning, hence does not required image
annotation and retrieval.

Walther and Koch [91] propose a way to extract proto-objects based on
the spatial-based approach by Itti et al. [36]. The spatial-based model by
Itti et al. [36] results in a pixel-based saliency map. Walther and Koch [91]
define proto-objects as spatial extend of the peaks of this saliency map. In
fact, an extracted proto-object consists of a set of pixels which is defined
by a continuous 4-connected neighborhood of a peak with saliency above
a certain threshold. Therefore, in the Walther and Koch’s approach, the
most salient points are calculated according to the spatial-based model,
afterwards the saliency is spread to the region around them. Hence this
means that their proto-objects are extracted from the saliency map. In
contrast, we fully rely on the object-based attention theory and extract
proto-objects directly from the image by feature grouping. This allows us
to assess saliency at the proto-object level.

We extract proto-objects by dividing an image into coherent regions
which are feasible candidates for salient objects. To do this we follow
the strategy introduced by [88], who adapt segmentation to find good
candidates for object locations. There are two key ideas which make
this work. First of all, objects can be of any size and can occur at any
scale. Therefore a hierarchical segmentation strategy is used and all
segments throughout the whole hierarchy are considered. Second, in
order to account for different object appearances and image conditions,
the results of several, complementary segmentations are combined. This
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strategy has proven itself successful in object localization task [88]. To our
best knowledge, we are the fist to apply it for the task of salient object
detection.

To establish integrated saliency, we follow the information maximiza-
tion approach [6] to measure rarity of object details. Intuitively, image
locations which deviate from the rest of an image should be salient. Bruce
and Tsotsos [6] define saliency based on maximum information sampling.
They calculate Shannon’s self-information based on the likelihood of
the local image content in a patch given the content of the rest of the
image. Patches with unexpected content are more informative, and thus
salient. To reflect image content we have chosen to use visual word and
colour histograms. We will demonstrate that saliency based on these
features outperforms traditional information maximization saliency [6]
and standard spectral residual saliency [33] on the task of salient object
detection.

4.3 methods

An overview of the proposed method is presented in Figure 4.5. In our
analysis, we follow the object-based attention theory. This theory assumes
that attention focuses on proto-objects, which are plausible candidates for
salient objects. As we do not assume any prior knowledge about a salient
object such as its type, colour, or size, we use a set of hierarchical image
segmentations to obtain a high variety of proto-objects [88]. Although
not all segments are perfect candidates for real-life objects, there is a
high probability that within this set some segments accurately separate
objects from the surrounding. As can be seen in Figure 4.5, sometimes
only a bonnet or a door of the white car are extracted, however there
is also a proto-object which outlines the complete white car carefully.
To find the best candidate for a salient object we measure saliency of
each proto-object in two ways. (1) With center-surround saliency we
measure how the proto-object differs from its surrounding in terms of
colour histogram. (2) We calculate integrated saliency by measuring the
energy of a saliency map within a proto-object. In the remaining of this
section we provide more details of each part of our method.

4.3.1 Hierarchical image segmentation

We adapt the novel approach by [88] to obtain a set of candidate proto-
objects. As a starting point we over-segment an image using publicly
available code of Felzenszwalb and Huttenlocher [19]. We then follow a
standard grouping procedure where each segment is represented by a
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…
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Figure 4.5: Overview of the proposed salient object detector. Given an
input image our aim is to find the most salient object. We start with a
hierarchical segmentation to generate many candidate proto-objects for a
salient object. We assess saliency of all segments: Firstly, we estimate how
much the entire segment pops out off its surrounding (center-surround
saliency). Secondly, we measure how many details are within a segment
which pop out with respect to the entire image (integrated saliency). We
combine both types of saliency and select the segment with the highest
value.

vertex and neighbouring pairs are represented by edges. For each edge
we calculate a similarity between segments based on four characteristics.
Like [88], we use texture distribution and size of segments. Additionally,
we consider colour distribution and spatial relationship, where we found
the later to be particularly helpful (data is not shown). Then we iteratively
select the edge with the highest similarity, merge the corresponding
segments, and calculate all similarities with this new segment and its
neighbours. We repeat this until the whole image becomes a single
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segment. Our similarity function S(a,b) consists of four components in
range [0,1] and is defined as:

S(a,b) = Scolour(a,b) + Stexture(a,b)

+ Senclosed(a,b) + Ssize(a,b). (4.1)

The colour based similarity between segments Scolour(a,b) is cal-
culated as a histogram intersection between their opponent colour his-
tograms [28]. We use histogram intersection instead of the χ2 distance
for the sake of computational efficiency. The texture based similarity
Stexture(a,b) is calculated as a histogram intersection of segments gra-
dient histograms in horizontal and vertical directions in opponent colour
space.

Similarity Senclosed(a,b) reflects the spatial relationship between
segments. Let Bn(a) be defined as the number of boundary pixels of a
and Bn(a) < Bn(b), then

Senclosed(a,b) =
Br(a,b)
Bn(a)

, (4.2)

where Br(a,b) counts the number of pixels of segment a that touch
segment b. If a is completely enclosed by b (i.e. a fills a hole in b), then
Senclosed(a,b) is one. If a touches b with only a single pixel, it is near
zero. With this component we encourage to fill holes inside a segment.

Finally, Ssize is defined as:

Ssize(a,b) =
|I|− |a|− |b|

|I|
, (4.3)

where I is the whole image and |x| is the number of pixels in region x.
With this component we encourage smaller regions to be merged first.

Sande et al. [88] has shown that it is highly beneficial to use multiple
segmentations to generate a representative set of candidates for object lo-
cations. Therefore, we run hierarchical segmentation algorithm multiple
times with various parameters for initial over-segmentation. Particularly,
we use the following settings for Felzenszwalb and Huttenlocher algo-
rithm [19]: (0.8, 100, 100) and (0.8, 200, 200), where the first number is a
smoothing parameter σ, the second is a threshold k, and the last is a
minimum region size in pixels. Furthermore, we run [19] in four different
colour spaces: RGB, HSV, Opponent Colour, and normalized RGB. Van
de Sande et al. [87] show that these colour spaces have different invariance
properties, and therefore they lead to different initial over-segmentations.
As a result we obtain eight different hierarchical segmentations. For
further analysis we take only segments which are larger that 10% of the
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image width/height. In evaluation section 5.4 we will show how the
number of considered hierarchies influences the accuracy of salient object
detection task.

4.3.2 Center-surround saliency

A common object characteristic is its different appearance from the back-
ground [2, 44]. Furthermore, image regions which deviate from their
surroundings are likely to attract attention [6, 23]. Thus, ranking image
segments based on their deviation from the immediate surrounding re-
flects the plausibility of the segment to cover a complete object and at the
same time to attract attention.

With center-surround saliency, we measure the difference between seg-
ment and its surrounding by calculating a χ2 distance of their opponent
colour histograms. As a surrounding, we consider pixels within an ex-
tended bounding box but outside the segment. We extend the bounding
box in 1.5 time with respect to the original size.

4.3.3 Integrated saliency

An object also attracts attention when it contains rare details, which we
refer to as integrated saliency. We follow [6] and equate rarity of a local
patch of an image to its informativeness in a Shannon sense. Particularly,
we measure how much information is present locally at each pixel as
defined by the whole image content. To describe the image content we
estimate visual word distribution and colour distribution, where the
former captures image texture.

To calculate visual words, we use the fast framework of [85] with
standard settings [50, 87, 88]. Particularly, we use the intensity-based
SIFT descriptor which covers an image patch of 24x24 pixels. We do not
normalize SIFT to a unit vector in order to retain contrast information.
To create a visual vocabulary we quantize 250,000 randomly selected
SIFT descriptors into clusters using K-means. Our vocabulary consists of
4096 visual words. To estimate the visual word distribution, we calculate
frequencies of all visual words and spread them out over the patch they
cover.

To estimate the colour distribution we convert an image to the oppo-
nent colour space. In the opponent colour space colour channels are
uncorrelated. Therefore, following the naive Bayesian approach, we
combine distributions of different channels by multiplication. As we do
not use colour information in visual word calculation, the information
which is encoded in the visual word distribution is complementary to
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the information which is encoded in the colour distribution. Again,
based on the naive Bayesian approach, we combine both distributions by
multiplication.

There is strong evidence that the central part of an image attracts
spatial attention [6, 80]. Therefore, we include in our analysis a slight
central bias CB, being a Gaussian blob centered in the middle of the
image with a standard deviation σ of the image size.

Our final saliency map can be described as follows. If a pixel i is related
to a visual word vwi, has colour [c1ic2ic3i] in the opponent colour space,
and central bias at i is CB(i) then the saliency of this pixel is

Sali = −log(P(vwi) ∗ P(c1i) ∗ P(c2i) ∗ P(c3i))
+CB(i). (4.4)

To measure integrated saliency we sum values of the saliency map ob-
tained by Eq.( 4.4 ) within each segment. In order to prevent the influence
of a segment size we threshold the saliency map and retain 50% of the
most salient pixels positive whereas the rest become negative. Note that,
as we will show in Evaluation section 5.4, by varying the threshold we
trade-off precision or recall.

4.3.4 Selection of the most salient proto-object

We generate eight hierarchical segmentations as described in Section 4.3.1.
This results in approximately 1200 segments per image. Then we measure
center-surround and integrated saliency of each segment. The segment
with the maximum sum of both saliency is selected as the most salient
object.

4.4 evaluation

We test our method on the dataset from [44], where the task is to detect a
bounding box around the most salient object in an image. The dataset
consists of 5,000 colour images with manually labelled rectangles around
the most salient object drawn by nine users. We construct a ground
truth by selecting the rectangle around the salient object based on the
majority agreement of all users. As our method detects the most salient
segment, we report a tight bounding box around it. We follow the
standard procedure [44, 49, 86] and calculate precision, recall, and F-
measure (α = 0.5) to evaluate the proposed method.
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4.4.1 Hierarchical segmentation

We start with a theoretical experiment to evaluate the potential of the
hierarchical segmentation algorithm. For each image we select the seg-
ment with the highest F-measure given the ground truth. Hence, we
estimate how well the hierarchical segmentation algorithm segments
ground truth salient objects. Moreover, to investigate how combination of
several hierarchical segmentations influence the results, we test different
number of segmentations. The results are presented in Figure 5.2. Clearly,
using several hierarchical segmentations we potentially can achieve much
better accuracy. In this theoretical settings the method reaches F-measure
of 94.54% when 8 hierarchical segmentations are combined, and only
F-measure of 88.42% when one hierarchical segmentation is considered.
Overall, high precision of 96.93% indicates that in most cases the al-
gorithm succeeds to generate a segment which accurately separates a
ground truth salient object from its surrounding. Furthermore, it covers
a ground truth salient object adequately well, as we reach a recall of
88.89%.
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Figure 4.6: Influence of the number of considered hierarchical segmenta-
tions to the accuracy.

4.4.2 Quantitative analysis of the results

We compare our integrated saliency to the state-of-the-art saliency maps
[6] and [33]. We compute both saliency maps [6] and [33] using software
provided by the authors. To evaluate these saliency maps on the task of

56



4.4 evaluation

salient object detection, we insert them into our framework in the same
way as described in Section 4.3.3. Practically, we take saliency maps [6]
and [33], threshold them to leave 50% of the most salient values positive,
and calculate the sum of saliency within each segment. Furthermore, to
estimate the contribution of visual words and colours to the proposed
integrated saliency measurement, we evaluate each component separately.
Additionally we evaluate the contribution of the central bias.

The results are shown in Table 4.1. As expected and has been observed
in many studies [6,38,77,80], all methods perform better when combined
with the central bias. The increase in mostly precision suggests that with
the central bias smaller and more accurate proto-objects are selected.
Indeed, with the central bias, the emphasis shifts to selecting the salient
image regions which are closer to the center of the image. This is
beneficial as salient objects tend to occur more often in the middle.

Table 4.1 shows that our integrated saliency with F-measure of 81.25%
outperforms both saliency maps [6] and [33], which have F-measure
of 79.38% and 77.06%, respectively. Moreover, each component of the
integrated saliency already gains quite a good performance: visual-
words-based component reaches F-measure of 80.29%, and colour-based
integrated saliency has F-measure of 80.91%.

Center-surround saliency alone achieves F-measure of 68.37%, see
Table 4.1. As described in the previous section, our center-surround
saliency measures the distinctiveness of the whole segment with respect
to its surrounding. This measure tends to emphasize both a segment
with an object which differs from the background, as well as a segment
with a background which differs from the surrounding objects, like a
piece of the sky surrounded by trees. Thus, segments with distinctive
background distract the center-surround saliency from the salient object,
causing this lower F-measure.

When we combine center-surround and integrated saliency, the perfor-
mance of our method reaches F-measure of 83.65%, see Table 4.1. This
indicates that these two types of saliency measure complementary char-
acteristics of saliency of an object and hence improve each other, which
we will demonstrate in the the next section.

4.4.3 Qualitative analysis of the results

Figure 4.7 shows typical examples when center-surround saliency corrects
for errors made by integrated saliency. If the immediate surrounding
of an object contain rare image details, integrated saliency tends to
favour segments which contain both the object and salient parts of the
surrounding. For example, it selects the flower and part of the leaves, the
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Table 4.1: Evaluation of each component of the proposed method and
comparison with the state-of-the-art saliency maps of [6] and [33] when
applied within our framework. For the integrated saliency (Int. sal.)
methods VW stands for Visual Words, C for Colours, and CB for Central
Bias. C-S sal. stands for the center-surround saliency.

Without Central Bias With Central Bias
Method Precision Recall F-measure Precision Recall F-measure

Saliency [6] 77.48% 79.67% 75.44% 81.57% 82.06% 79.38%
Saliency [33] 66.69% 82.13% 68.77% 78.18% 82.11% 77.06%

Int. sal.: VW 77.07% 79.90% 75.12% 81.29% 82.25% 80.29%
Int. sal.: C 77.77% 82.19% 76.68% 83.36% 83.24% 80.91%
Int. sal.: CB - - - 77.29% 79.59% 75.86%
Int. sal.: VW+C 79.80% 83.13% 78.20% 83.52% 83.91% 81.25%
C-S sal. 79.17% 60.61% 68.37% - - -
Combined sal. 83.65% 82.99% 80.83% 87.61% 82.97% 83.65%

sleigh and part of the trail, and the tulip together with the stalk. However,
such salient details of the surrounding typically have different from the
object appearance. Therefore, center-surround saliency helps to find the
correct borders of the salient object.

In contrast, Figure 4.8 shows examples when integrated saliency cor-
rects for errors made by center-surround saliency. If there is a group of
salient objects in the picture, center-surround saliency tends to choose
a segment with only one salient object. For example, it selects one fruit
where there are four pears, only the white milk in the picture with two
bowls, and only one cat where there are two playing pets. However,
such missed objects usually correspond to high energy values of the
saliency map. Thus, in this case, integrated saliency helps to find the
rest of the salient objects. At other times, the most distinctive from the
surrounding segments are not the most salient, as is shown in Figure 4.9.
The combination of both types of saliency solves this confusion.

For pictures with a single prominent object on a simple background
the same segment is usually chosen by center-surround and integrated
saliency, as shown in Figure 4.10. Finally, Figure 4.11 illustrates typical
errors of our method. In the first example with an ostrich, our method
selects the whole head as salient, in contrast to users, who have found
salient only the muzzle. In the picture with a jumping boy integrated
saliency roughly detects a boy, however, canter-surround saliency does
not succeed to adjust borders. In the last example, we miss the whole
ground truth salient object and detect the segment with letters as salient.
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Here the high-level knowledge is required to avoid an error, as the eggs
become salient because they are not part of the game.

Input image
with ground truth
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Integrated
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Combined
saliency

Figure 4.7: Examples when center-surround saliency corrects for errors
made by integrated saliency.
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Figure 4.8: Examples when integrated saliency corrects for errors made
by center-surround saliency.
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Figure 4.9: Examples when integrated saliency corrects for errors made
by center-surround saliency.
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Figure 4.10: Examples when center-surround and integrated saliency
perform equally.

4.4.4 Comparison with the state-of-the-art

We compare our method with state-of-the-art salient object detectors
[44], [86], and [49]. As all these methods are evaluated on the same
dataset [44], we directly report their results given in the original papers.

Both methods by Liu et al. [44] and Valenti et al. [86], although using
different features, estimate pixel-based saliency map and then localize
salient object as determined mostly by the structure of this map. In
contrast, our method explicitly takes into account the information about
image proto-objects while assessing object saliency. Furthermore, the
central bias is incorporated in both methods. Liu et al. [44] explicitly
add central bias in their color spatial-distribution feature. Although
Valenti et al. [86] do not have an explicit central bias, their measure does
favour objects in the middle. They calculate an isocenteric saliency, where
isocenters from curved regions count more heavily. This means that
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Figure 4.11: Examples of mistakes.

isocenters are more prominent when the curvature that generates them is
close by. Therefore, image regions near the border and the corners have,
a priori, less chance of becoming salient as there are just less pixels in the
neighbourhood which can generate an isocenter response.

The results are shown in Table 5.1. Methods [44] and [86] have F-
measure of 80.00% and 79.19%, respectively, while our method achieves
F-measure of 80.91% when only the colour-based integrated saliency is
used, see Table 4.1. Moreover, our combined saliency without central bias
has F-measure of 80.83%, whereas the full method with F-measure of
83.26% significantly outperforms both [44] and [86].

Table 4.2: Comparison with the state-of-the-art salient object detectors.

Method Precision Recall F-measure

Liu et al. [44] 83.00% 82.00% 80.00%
Valenti et al. [86] 84.91% 76.19% 79.19%
Marchesotti et al. [49] 84.50% 87.80% 85.50% ∗

Proposed method 87.61% 82.97% 83.65%
∗ Note that [49] uses a leave-one-out strategy to train their method on the dataset.

The method by Marchesotti et al. [49] classifies each image patch as
belonging to salient object or its background, where a classifier is trained
on the K most similar images which have ground truth bounding boxes
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around salient objects. Their method outperforms our approach and
achieves an F-measure of 85.50% when a leave-one-out strategy is used to
train the classifier, see Table 5.1. By its nature, [49] requires an annotated
dataset with a wide variety of content and its results strongly depend on
the quality of nearest images retrieval. In contrast, our method does not
require any learning.

In the task of salient object detection, it is essential to accurately locate
position of a salient object. As discussed previously in [44] and [86], a
dummy system which simply chooses the whole image as a salient object
will achieve a recall of 100%. This means that high precision is more
important than high recall. When considering precision, our method
significantly outperforms all evaluated methods by achieving the highest
precision of 87.61%.

4.4.5 Multiple salient objects detection

The proposed framework is not limited to a single salient object detection.
In general, any number of the most salient proto-objects can be selected.
Depending on the application, the desirable number of salient objects
can be defined in advance. If the number of salient objects is not known,
all proto-objects with saliency above certain threshold can be selected.
Figure 4.12 demonstrates several images with 30 most salient proto-
objects enclosed in red boxes. To avoid extraction of the same object
several times, the non-maximum suppression can be used to select only
the non-overlapping proto-objects.

Figure 4.12: Exemplar images with 30 most salient proto-objects.

4.4.6 Parameter evaluation

Here we investigate the influence of the parameters of the proposed
method to the accuracy. In all experiments in this section parameters are
set in the same way as in the previous section except one parameter which
is tested. The accuracy of the method is reported when this parameter is
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set to a range of values. The results indicate sensitivity of the proposed
method to the considered parameter.

Our method can be divided into tree parts: (1) proto-object extraction,
(2) center-surround saliency estimation, and (3) integrated saliency esti-
mation. In the proto-object extraction part, there is only one parameter
which controls how many hierarchical segmentations are used. Its influ-
ence to the accuracy in theoretical settings has been already discussed
in Section 4.4.1. Figure 4.13 (a) confirms that in practice using multiple
hierarchical segmentations improves the accuracy significantly. In our
experiments we discard segments which are smaller than 10% of the
image. It has been done for the sake of computational efficiency and does
not effect the final result (data not shown).

In the center-surround saliency estimation part, there is also one param-
eter which controls the surround of the proto-objects. Besides enlarging
the box in 1.5 time, we also test the following values 1.25, 1.5, 1.75, 2.25,
2.5, and 3. As can been seen in Figure 4.13 (b), this parameter affects the
precision recall tradeoff. However, F-measure is hardly changing within
a range from 1.5 to 2.25.

In the integrated saliency estimation part, there are several parameters.
First of all, we use the bag-of-words paradigm for image representation.
There are a number of parameters inside this paradigm such as the size
of the SIFT descriptor, the rate in which SIFT descriptors are sampled,
and the size of the visual vocabulary. However, we took this approach
from the shelf and use it as it is with all standard settings. Therefore,
we do not evaluate these parameters. Instead we concentrate on the
parameters of the proposed saliency map. Our saliency map has two
parameters: (1) the width of the central bias, and (2) the threshold. The
width of the central bias is defined as a portion of size of the image. We
test the following values: 25%, 50%, 100%, 125%, 150%, 175%, and 200%.
Figure 4.13 (c) indicates that a very strong central bias with a sigma lower
than 100% emphasizes the center too much and leads to low results.
However, from 100% to 200% the influence of the central bias remains
stable for both precision and recall. Therefore some form of central bias
is necessary, but it should not be too strong.

The threshold parameter controls which portion of the saliency map
retains positive values whereas the rest of the saliency map is converted
to negative values. We consider all possible thresholds with the step
of 10%. We see from Figure 4.13 (d) that this parameter also controls
precision recall tradeoff, which is expected as the threshold affects how
much surface of the image is considered salient. But again, in terms of
F-measure the parameter is quite stable within the reasonable range from
30% to 50%, when the optimal is 30%.

63



salient object detection : from pixels to segments

Overall, the results from this section indicate that the proposed method
has a stable performance in terms of F-measure over the large range
of possible parameter settings. Indeed, the intuitive settings which are
used in Sections 4.4.2 and 4.4.4 are not the best possible but yield good
performance. We conclude that our method is not very sensitive to the
parameter values which are being used.
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Figure 4.13: Influence of (a) the number of hierarchical segmentations,
(b) the size of the surrounding, (c) the width of the central bias, and (b)
the value of the threshold to the accuracy.

4.5 conclusions

We have proposed a novel framework for the task of salient object detec-
tion inspired by the object-based visual attention theory. We assume a
proto-object being a unit of attention and argue that notion of an object
should be taken into account while assessing object saliency. Furthermore,
we consider two types of object saliency: center-surround saliency mea-
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sures how an object differs from its surrounding, and integrated saliency
measures how many rare details are within an object. We demonstrate
that both types of saliency have complementary characteristics, and the
combination improves the performance. The proposed method achieves
state-of-the-art results on a well-known benchmark.

65





5

P R O T O - O B J E C T- B A S E D C O M P U TAT I O N A L M O D E L
F O R V I S U A L AT T E N T I O N

State-of-the-art bottom-up saliency models are based on the spatial-based
attention theory [18], where a pixel or patch of an image serves as
the unit of analysis. However, people do not perceive an image as a
collection of pixels but rather as a collection of entities. According to the
object-based theory [64], brain groups similar pixels into coherent regions
already at the pre-attentive stage when objects are not yet recognized.
These regions are called proto-objects. While looking around, people
shift their attention from one proto-object to another. Thus, instead of
evaluating saliency at the pixel level, we propose a computational model
that measures saliency at the proto-object level. As proto-objects are
extracted in the pre-attentive stage, they do not necessarily correspond
to real objects precisely, they also can outline only a distinct part of
an object, or a group of similar objects. Therefore, proto-objects are
hierarchically ordered and can occur at all possible scales in the image.
We take this into account by using a hierarchical image segmentation to
generate a set of proto-objects. Afterwards, the saliency of these proto-
objects is estimated and combined into a proto-object-based saliency
map. We evaluate the proposed method on two challenging eye-fixation
datasets [38] and [79]. The results demonstrate that the proto-object-based
approach outperforms state-of-the-art spatial-based models on predicting
human fixations.

5.1 introduction

To understand the processes that control eye-fixations it is important to
determine what causes the shifts of focus of attention. Do people attend
to spatial locations or to discrete objects while looking around?

Traditionally, visual attention is compared to a spotlight or a zoom
lens. Every time our focus is moved to a new location the information
within a fovea-sized region around it is processed [18, 59, 84]. Such a
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region may contain any mixture of objects and background. Therefore,
within the spatial-based theory attention shifts from one spatial location
to another, where the shape of the attended regions is not influenced
by the visual content. Alternatively, within the object-based attention
theory [64] the visual structure of each object plays a vital role in the
way the attention spreads out. The theory assumes that an attended area
coincides with a proto-object, which is defined as a coherent region which
approximates an object, a part of object, or group of objects [70,91]. In this
chapter, we follow the latter theory to propose a novel proto-object-based
computational model for visual attention.

(a) Input image (b) Human fixations (c) Proposed saliency map

(d) Saliency map by [36](e) Saliency map by [6] (f) Saliency map by [33]

Figure 5.1: While people tend to spread their attention within an object
(b), spatial-based computational models for visual attention generally
highlight only parts of an object with hight contrast (d)-(f). We propose
to overcome it by measuring the saliency at the proto-object level (c).
Note that red values in saliency maps represent higher saliency, while
blue values mean lower saliency.

The difficult part of building an object-based computational model is to
separate objects from the background. The methods which require precise
object locations [15, 54, 90] are constrained by manual object outlining
because an accurate automatic segmentation for generic objects requires
so much a prior knowledge that it is still beyond current techniques.
Moreover, an accurate automatic segmentation implies that all objects
are already recognized, whereas attention is believed to start acting
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before object recognition [91]. To relax this requirement for precise object
locations, we consider proto-objects as units of analysis. According to
the object-based attention theory, the visual system pre-segments a scene
into coherent regions by feature grouping at the early pre-attentive stage.
Recent research in object detection [88] and results from Chapter 4 of
this thesis have shown that approximations of object locations can be
successfully used in practical applications. Therefore, we adapt the
hierarchical image segmentation used in [88] to extract proto-objects of
an image.

Based on the intuition that visually salient objects attract more attention
than non-salient objects, the importance of a proto-object can be measured
by estimating how much the proto-object "pops out" from the image.
From the literature, it is known that an image region pops out in two
cases: (1) when it differs from the surroundings [12, 36, 41, 42, 45, 61],
and (2) when it contains rare or outstanding details [2, 6, 23, 95]. In
this work, both contrast-based and rarity-based saliency are considered.
Moreover, the notion of an object is directly incorporated into saliency
measurements as proto-objects are used as units of analysis. Thereby, it
allows for highlighting important image regions in their entirety, whereas,
as is illustrated in Figure 5.1, measurements at the pixel level mostly
highlight specific details.

In this chapter we are building on the approach for salient object
detection proposed in Chapter 4. In the previous chapter, the aim is to
select the most salient proto-object that captures a complete object. In the
current work, we investigate the link between saliency of proto-objects
and the way people look at images. Particularly, the hypothesis is that
people shift their attention from one proto-object to another based on
their saliency. Therefore, the more salient a proto-object is, the more
fixations it will attract. Thus in this chapter, the saliency of all proto-
objects is incorporated into a single saliency map, which predicts where
people look while observing an image. Moreover, in comparison with
Chapter 4, we extend the measurement of the contrast-based saliency by
introducing external and internal contrast of a proto-object.

Our main research questions are: (1) Does saliency of proto-objects
predict the way people look at images? (2) Does a proto-object-based
approach predict human fixations better than spatial-based approaches?
We investigate these questions using two standard eye-fixation datasets
[38] and [79].
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5.2 related work

Though some object-based models for visual attention have been pro-
posed, the biggest effort has been made to investigate spatial-based
attention [6, 10, 23, 30, 36, 39, 41, 62, 65, 81, 97]. Thus, all such models con-
struct a saliency map of an entire image by measuring the importance
of individual pixels or patches. Itti et al. [36] proposed a model inspired
by the primate visual system. From what is known to be extracted in
early cortical areas, they constructed a saliency map by combining colour,
contrast and orientation features at various scales. They implemented
a center-surround operation by taking the difference of feature-specific
maps at two consecutive scales. The result for each feature is normalized,
yielding three conspicuity maps. The overall saliency map is a linear
combination of these conspicuity maps. Their influential approach has
set a standard in saliency prediction. Another view on spatial-based
saliency is introduced by Bruce and Tsotsos [6]. They define saliency
based on the information maximization principle. Intuitively, image
locations with unexpected content in comparison with their surrounding
are more informative, and thus salient. Hou and Zhang [33] reversed the
problem and considered the minimization of the energy consumption in
the brain as the main goal of visual attention. We will demonstrate that
the proposed proto-object-based method consistently outperforms these
spatial-based approaches in saliency prediction.

Einhauser et al. [15] investigate the role of objects in visual attention.
In their experiments they manually segmented images to localize objects.
Then, in addition to eye-fixation recording, they asked subjects to name
the most interesting objects within an image. Weighted with recall
frequency, locations of these objects predict eye-fixations better than
the standard spatial-based method by Itti et al. [36]. We move one step
further by replacing manual segmentation with automatical hierarchical
grouping to extract proto-objects from the image.

The correlation between the significance of an object and its saliency has
been demonstrated by Elazary and Itti [16]. In their experiments, Elazary
and Itti [16] considered the LabelMe database [69] which contains images
with some objects manually segmented by a large population of users.
Importantly, users themselves decided which objects they would like to
annotate. Therefore, segmented objects are considered to be interesting.
The authors demonstrated that the high peaks of the saliency map [36]
coincide with the segmented objects. This implies that objects which
attract attention tend to contain visually outstanding details. Therefore
we measure how much proto-objects pop out from the scene to predict
where people look.
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In contrast to [15, 16], Walther and Koch [91] proposed a way to use
spatial-based saliency map for generating proto-objects automatically.
They considered the pixel level saliency map of [36] and determined
the spatial extent of its peaks as proto-objects. Particularly, an extracted
proto-object is a set of neighbouring pixels with saliency above a certain
threshold. In such an approach, proto-objects are determined mostly by
the structure of the pixel-based saliency map whereas the information
about image objects is not taken into account explicitly. In this chapter,
the proto-objects are extracted directly from the image by hierarchical
segmentation. Therefore, the structure of objects of an image determines
the shape of proto-objects.

In this chapter we make the following contributions: (1) We incor-
porate the notion of object into saliency measurements by considering
a proto-object as a unit of analysis, where proto-objects are extracted
automatically. (2) To extract proto-objects we segment the image, rather
than its derivative pixel level saliency map. It allows for the creation of
a proto-object level saliency map as a combination of the saliency of all
proto-objects. (3) We demonstrate that the proposed method outperforms
the state-of-the-art in saliency prediction on two challenging eye-fixation
datasets.

5.3 saliency map based on proto-objects

A proto-object is a coherent image region which, by the visual coherence
in most objects in the world, will roughly corresponds to part of an
object, a complete object, or a group of objects. Hence, an object of an
image may consist of several small proto-objects approximating its parts,
and, at the same time, be part of a larger proto-object which contains a
group of objects. Therefore, proto-objects are organized in a hierarchical
way, which suggests that they can be extracted from an image using a
hierarchical segmentation. Following Chapter 4, we adapt the hierarchical
image segmentation used in [88] to extract proto-objects. Afterwards the
saliency of all segments is combined into the final saliency map.

5.3.1 Proto-objects extraction

For the proto-object extraction, we use the same approach discussed in
Section 4.3.1 of Chapter 4. However, in Chapter 4 the task of salient object
detection is considered. Therefore, it is beneficial to combine multiple
hierarchical segmentations, as it increases chances to generate a segment
accurately outlining the object. In contrast, this chapter investigates the
way people look at images. Nuthmann and Henderson [54] have shown
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that one’s preferred viewing locations are close to the center of objects.
Since it is not so important to identify the exact borders of objects, the use
of only one hierarchical segmentation is sufficient. Figure 5.2 provides
two examples of the hierarchy of proto-objects.

  

(a) (b) (c) (d) 

(i) (j) (k) (l) 

(e) (f) (g) (h) 

(m) (n) (o) (p) 

Figure 5.2: Two examples of hierarchy of proto-objects: For two images
(a) and (i) we start with the initial over-segmentation (b) and (j). The
proto-objects at this scale correspond to distinct parts of objects, for
example to roofs and walls of a building in (f), or to different body parts
in (n). As neighbouring segments are merged according to their similarity
(see (c) and (k)), we obtain proto-objects which correspond to the objects
and small groups of similar objects: for example buildings and districts
in (g), or individual persons and groups of people which sit next to
each other in (o). As we proceed to merge segments in (d) and (l), the
proto-objects extend to the main elements of the images, for example to
the whole city in (h), or to the largest group of people in (p). Therefore,
such hierarchy of proto-objects allows us to incorporate into the saliency
maps (e) and (m) characteristics of all image structures from small object
details to large groups of objects.
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5.3.2 Proto-object saliency estimation

To measure the saliency of a proto-object we estimate how much it pops
out off the image. An image region pops out when it differs from the
surroundings [12,36,41,42,45,61] and when it contains rare or outstanding
details [2,6,23,95]. In our method contrast-based and rarity-based saliency
of proto-objects are combined.

Contrast-based saliency

A difference in appearance from the surrounding is both an object char-
acteristic and an indication of saliency. Therefore, by measuring the
contrast of proto-objects to their surroundings we estimate their saliency
and at the same time encourage proto-objects which approximate im-
age objects more accurately. Recently, Cheng et al. [12] have proposed
a global contrast-based method to estimate saliency of a region. They
segment an image into the set of non-intersecting regions. Then they
estimate saliency of a region by measuring the contrast between this
region and all other regions in the image. In this chapter, we extend
their approach to hierarchically overlapping regions. Let P be an initial
image segmentation. We calculate the saliency of a proto-object a as a
sum of colour contrasts between this proto-object a and all surrounding
segments from P. We call this external contrast. Note that P corresponds
only to the first finest level of proto-object hierarchy. We cannot compare
a to all surrounding proto-objects throughout the hierarchy as some im-
age parts are covered by a larger number of proto-objects than others do.
This would distort the measurements. Intuitively, the difference between
neighbouring proto-objects is more important than between remote ones.
Therefore, the contrast is weighted with the spatial distance between
proto-objects. Furthermore, the contrast to larger segments influences
proto-object saliency more than the contrast to smaller segments. There-
fore, the proto-object saliency based on the external contrast is defined
as:

Salexternal(a) =

∑
pi∈P\a C(a,pi) exp(−D(a,pi)

σ2
)|pi|

|P|− |a|
, (5.1)

where pi are segments from the initial segmentation P, C(a,pi) is the
contrast between proto-objects a and pi, which is weighted with the
Euclidean distance between the centroids of the corresponding proto-
objects D(a,pi) and with the number of pixels |pi| within the segment pi.
The parameter σ controls the contribution of remote segments to saliency
estimation. The number of pixels outside a |P|− |a| is a normalization
factor.
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Furthermore, the saliency of a proto-object depends on the complexity
of the proto-object itself [39, 63]. A piece of sky may differ considerably
from the rest of an image and still not pop out because of its uniform
structure. Therefore, to estimate the complexity of a proto-object, its parts
are compared with one another. Particularly, we again consider the initial
image segmentation P to estimate the average difference between all
segments within a proto-object. We call it internal contrast. The internal
contrast is weighted in the same way as the external one. Thus, the
saliency of a proto-object based on the internal contrast is defined as
follows:

Salinternal(a) =
1

n

∑
pi∈P∩a

∑
pj∈P∩a C(pi,pj) exp(−D(pi,pj)

σ2
)|pj|

|a|− |pi|
,

(5.2)
where n is a number of segments in P∩a. (Note that for i = j, C(pi,pi) =
0)

We linearly combine external and internal contrast into the contrast-
based saliency:

Salcontrast(a) = Salexternal(a) + Salinternal(a). (5.3)

To create a contrast-based saliency map we average the saliency of
proto-objects calculated according to Eq.( 5.3 ) over the pixels they cover.
Figure 5.3 illustrates several examples of external, internal and combined
contrast-based saliency maps. The saliency based on external contrast
tends to highlight uniform regions like sky and water, however the
combination with saliency based on internal contrast effectively resolves
this problem.

Rarity-based saliency

Rarely-occurring image structures attract attention [6, 23]. Therefore
they should be highlighted. In contrast, frequently-occurring details are
typically part of the image background left unattended. They should be
suppressed. To capture image structures we represent an image as a bag-
of-visual-words [14, 76], which is the state-of-the-art technique in object
detection. In this representation an image is divided into patches using a
regular grid. Then each patch is represented by the SIFT descriptor [46],
which efficiently captures both contours and texture of an image patch
by summation of its gradient orientations. The set of SIFT descriptors
is quantized where the clusters are called visual words. Thereby, each
patch of an image is mapped to a visual word so that an image may be
represented as a bag-of-visual-words [14, 76]. As an image representation
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Input
image

Eye
fixations

External
contrast SM

Internal
contrast SM

Combined
contrast SM

Figure 5.3: An example of contrast-based saliency maps. People gener-
ally do not attend homogeneous areas like sky and roads even when
such areas have a very contrasting colour, which is why they are high-
lighted by the external contrast-based saliency map. We account for this
phenomenon by combining external and internal contrast-based saliency.

in terms of SIFT visual words is currently the most effective one for
the recognition of objects, such representation is believed to capture
important object structures. Thus, the distribution of visual words within
an image may be indicative for saliency. In our method, rare visual
words are considered salient. Particularly, we follow the information
maximization approach [6] calculating the saliency of a pixel pi as the
self-information of the corresponding visual word wpi :

Salpixel(pi) = −log(P(wpi)), (5.4)

where P(wpi) is the probability of a visual word wpi .
Eq.( 5.4 ) defines saliency at the pixel level. To incorporate the notion

of object into the measurements, we define rarity-based saliency at the
proto-object level by averaging the saliency of all its encompassing pixels:

Salrarity(a) =
1

|a|

∑
pi∈a

Salpixel(pi), (5.5)

where |a| is the number of pixels within a proto-object a. As in the
previous section 5.3.2, we create a rarity based proto-object saliency map
by averaging the saliency of proto-objects over the pixels they cover.
Figure 5.4 illustrates the difference between the rarity-based saliency at
pixel and proto-object levels. While pixel-based measurements highlight
mostly object edges, Eq.( 5.5) smoothes the saliency over proto-objects,
thereby effectively highlighting entire objects.
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Input image Eye fixations Pixel-level SM Proto-object-level SM

Figure 5.4: An example of rarity-based saliency map at pixel and proto-
object levels. While people tend to fixate inside image regions such
as animal snouts and human faces, pixel level saliency maps highlight
mostly objects edges while ignoring inner parts. By spreading saliency
over proto-objects, we effectively redistribute it. As a result, on the proto-
object-based saliency maps (most right column) objects are highlighted
more uniformly.

Combined proto-object-based saliency map

In this section saliency measurements are combined into the final saliency
map. Contrast-based saliency measures how much proto-objects pop out
from the surrounding based on colour information. Rarity-based saliency
measures when there are unique details within proto-objects based on
texture information. These two measurements are complementary to one
another. Therefore, we combine contrast-based and rarity-based saliency
to the final saliency measurement:

Salproto−object(a) = Salcontrast(a) + Salrarity(a). (5.6)

This way we estimate saliency for all proto-objects. Then we average
proto-object saliency over the pixels they cover, because proto-objects have
a hierarchical structure and may be overlapping. The resulting saliency
map predicts where people focus their attention while investigating an
image.

5.3.3 Implementational details

Proto-object extraction. In the same way as in Chapter 4, we run
Felzenswalb and Huttenlocher’s algorithm [19] to over-segment an im-
age. However, in this Chapter we segment the image only once with the
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following settings: RGB colour space, the smoothing parameter equal
to 0.8 and the scale parameter equal to 100. Then, from this initial over-
segmentation, a hierarchical segmentation is generated as described in
Section 4.3.1 of Chapter 4. We filter out segments which are smaller
than 30x30 pixels (the average image size is 1024x768), and we remove
segments which overlap more than 70% with other segments. It results
in about 1,000 proto-objects per image.

Contrast-based saliency. We estimate the contrast between two proto-
objects C(a,pi) by calculating chi 2 distance between their colour his-
tograms. Specifically, we use three dimensional histograms in the L∗a∗b∗

colour space with 6x6x6 bins. Furthermore, as recommended in [12], we
set parameter σ2 of Eqs.( 5.1) and ( 5.2) to 0.4, where pixel coordinates
are normalized to [0,1].

Rarity-based saliency. We calculate visual words using the framework
of [85]. To be precise, the standard intensity-based SIFT descriptor is
used, which covers an image patch of 24x24 pixels. However, SIFT is not
normalized to a unit vector in order to retain contrast information. To
create a visual vocabulary, 250,000 randomly selected SIFT descriptors are
quantized into 4096 clusters using K-means, this results in a vocabulary
of 4096 visual words. As SIFT calculation involves image gradients, it
is only possible to reliably extract visual words at other places than at
the image borders. In order to avoid artifacts, as suggested in [6], we
ignore image borders, where the width of the border is equal to the
width of visual word (24 pixels). As a side effect, saliency of peripheral
proto-objects touching the border is slightly reduced. However, this effect
matches the tendency of observers to attend the central part of an image,
which has been frequently reported in the literature [6, 38, 80, 96].

5.4 evaluation

We test the proto-object-based method on two recent eye-fixation datasets:
MIT [38] and NUSEF [79], where the task is to predict where people fixate
while observing images. Strictly speaking, attentional and gaze shifts do
not always coincide: in some specific cases the attentional focus can be
directed to the new target without accompanied eye-movements [32, 40].
However in everyday viewing conditions, they can be tightly linked [58].

5.4.1 Evaluation method

The standard evaluation in eye-fixation prediction [6,38,81] is to calculate
the area under the receiver operating characteristic (ROC) curve. In this
case, a set of binary maps is generated by thresholding the evaluated
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saliency map. Then, for each binary map the true positive and false
positive rates are calculated. The true positive rate is the fraction of
fixated pixels above threshold, while the false positive rate is the fraction
of non-fixated pixels above threshold. The ROC curve depicts the tradeoff
between the true positive and false positive rates over various thresholds,
where the area under the ROC curve (AUC) is regarded as an indication
of an accuracy of the prediction. For the perfect saliency map the AUC
is 1, and for a random saliency map the AUC is 0.5. However, given the
variability in the way people look at the same image, it is impossible to
achieve an AUC of 1. Rather, we consider the inter-subject predictive
power as the upper-bound. Similarly to [38,97], we estimate how well the
fixations of one subject can be predicted by the fixations of the rest of the
subjects convolved with a fovea-sized two-dimensional Gaussian kernel
(σ = 1◦, i.e. 30 pixels). To calculate the performance of a computational
model we estimate how well the fixations of one subject are predicted
by the generated saliency map. We calculate AUCs for all subjects and
images in the dataset. The average results are reported. To allow for
statistical inference, we calculate the Standard Error (SE) of the AUC
based on the method proposed in [29]. In addition, we use a two-tailed
t-test to report the significance of the difference in performance of various
model predictions.

5.4.2 The eye-fixation datasets

We consider two eye-fixation datasets: MIT [38] and NUSEF [79], both
collected under the free-viewing task, i.e. subjects were asked to explore
images without any specific task in mind. The MIT dataset by Judd et
al. [38] contains 1003 images and eye-fixations of 15 subjects. All images
are randomly selected from Flickr and LabelMe [69] and have diverse
appearances of everyday scenes: they range from landscapes and portraits
to close-ups and graffiti. For this reason the dataset is representative
and challenging. Figure 5.5 illustrates a number of images from the MIT
dataset.

The NUSEF dataset by Subramanian et al. [79] contains 751 images and
fixations of on average 24 subjects. Apart from everyday live scenes, this
dataset contains emotion-evoking images, nude depictions, and action
scenes. Images are collected from various sources: Flickr, Photo.net,
Google.com, and IAPS [18] dataset. Figure 5.6 shows representative
images from the NUSEF dataset.
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Figure 5.5: Example of images from MIT dataset [38].

Figure 5.6: Example of images from NUSEF dataset [79].

5.4.3 Results

We evaluate separately contrast-based saliency, rarity-based saliency and
their combination to analyze the contribution of each component of the
proposed method. Furthermore, the proposed proto-object-based method
is compared with the state-of-the-art spatial-based approaches of [6,33,36]
and with the inter-subject variability which sets the upper-boundary of
the performance. All results are presented in Table 5.1.

The internal contrast-based saliency alone achieves a moderate AUC
of 0.689 on MIT dataset and 0.656 on NUSEF dataset, see Table 5.1. This
type of saliency measures the difference between the proto-object itself
and its parts. This allows to filter out large nearly uniformly colored
proto-objects, which usually belong to the background: grass, sky or
water, for example. Thus, the internal contrast-based saliency should be
accompanied by the external contrast-based saliency, which estimates
how much the proto-object varies from its surrounding. As it is shown
in Table 5.1, the external contrast-based saliency alone has an AUC of
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0.736 and 0.734 on MIT and NUSEF respectively. Whereas the combined
contrast-based saliency reaches an AUC of 0.748 and 0.746 on MIT and
NUSEF respectively. Thereby, the proto-object contrast-based saliency
already outperforms the spatial-based approaches, the t-test indicates
that AUCs for the combined contrast-based saliency map are statistically
significantly higher that AUCs for spatial-based saliency maps [6, 33, 36]
with p 6 0.0037.

Table 5.1: ROC areas of different methods compared in this chapter,
standard errors calculated according to [29] are given in parentheses. The
internal contrast-based saliency does not perform as good as state-of-the-
art spacial-based methods [36], [6] and [33], but combined contrast-based
saliency and especially rarity-based saliency at proto-object level achieve
good performance. The combined proto-object-based saliency has the
best results.

Type of Saliency Map MIT [38] NUSEF [79]

Internal contrast-based sal. 0.689(0.0054) 0.656(0.0051)
External contrast-based sal. 0.736(0.0048) 0.734(0.0042)
Combined contrast-based sal. 0.748(0.0047) 0.746(0.0043)

Rarity-based sal. at pixel level 0.744(0.0047) 0.713(0.0045)
Rarity-based sal. at proto-object level 0.778(0.0043) 0.759(0.0040)

Combined proto-object-based sal. 0.785(0.0042) 0.770(0.0039)

Itti et al. sal. [36] 0.716(0.0051) 0.686(0.0040)
Bruce and Tsotsos sal. [6] 0.735(0.0048) 0.716(0.0048)
Hou and Zhang sal. [33] 0.742(0.0050) 0.723(0.0047)

Inter-subject variability 0.894(0.0023) 0.883(0.0022)

When we compare the rarity-based saliency at the pixel and proto-
object level, the differences are even more pronounced. Table 5.1 illus-
trates that the results of the rarity-based saliency at the pixel level is
comparable with the method by Bruce and Tsotsos [6], the null hypoth-
esis of the t-test is rejected with p = 0.1337 and p = 0.3027 on MIT and
NUSEF respectively. This is not surprising as both approaches are based
on information maximization theory. However, when the saliency is
effectively spread over proto-objects, the performance significantly rises
from 0.744 to 0.778 (p < 1025) on MIT and from 0.713 to 0.759 (p < 1038)
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on NUSEF, see Table 5.1. This illustrates the power of proto-objects as
units of analysis.

As can been seen in Table 5.1, the combination of contrast- and rarity-
based saliency achieves AUC of 0.785 and 0.770 on MIT and NUSEF
respectively, which is significantly higher than performance of all individ-
ual components of the method (p 6 0.00159). Therefore, contrast-based
and rarity-based measurements are complimentary and both are impor-
tant for saliency prediction. Our final result significantly outperforms
the spatial-based approaches on both MIT and NUSEF datasets. Fig-
ures 5.7-5.9 provide visual comparisons of the proto-object-based saliency
map with the best spatial-based saliency map by Hou and Zhang [33]
and with human eye-fixations. Not surprisingly, the advantage is most
pronounced for images containing interesting objects. Figure 5.7 demon-
strates that although some outstanding features might make an object
interesting, people do not only fixate on the most salient details of the
object. They tend to inspect the object more thoroughly. For example,
in Figure 5.7, the most distinguished detail of a dish, shown in the first
row, is a flower on top of it, as is correctly captured by both saliency
detectors. Nevertheless people, possibly attracted by the flower, examine
the less outstanding parts of the dish as well, expanding saliency of object
details to the whole object. The proto-object-based method succeeds in
mimicking this behaviour.

In some cases when an image contains a wireframe or a textured object
on uniform background, the spatial-based method manages to highlight
the whole object as well, see Figure 5.8. Then, the performance of the
spatial-based method increases reaching the level of the proto-object-
based method.

However, we do not claim that the proposed approach explains eye-
movements in all possible situations. Attention is strongly affected by
cognitive factors. Therefore modeling of top-down factors is necessary
for a complete understanding of the way attention works. In this work we
concentrate on bottom-up saliency. Thus our method is not designed for
images with objects that are semantically attractive rather that visually.
Some examples of such images are given in Figure 5.9. Another difficulty
is illustrated in Figure 5.9, where images do not contain particularly
interesting objects. In this case, the spatial-based approach makes errors
as well, which might indicate that some other factors in addition or
instead of visual saliency guide attention for this type of images. This
explains the gap between the proposed method (AUC of 0.785 and 0.770

on MIT and NUSEF) and the inter-subject performance (AUC of 0.894

and 0.883 on MIT and NUSEF). However, the main focus of the chapter is
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to show that object-based measurements are more suitable for modeling
attention than pixel-based ones.

As discussed in Chapter 4, the central part of an image attracts attention
[6, 38, 80]. Moreover, the Gaussian blob centered in the middle of the
image usually shows excellent results which outperforms automatic
models of attention [38, 80, 97]. Thus, we estimate the influence of the
central bias to the evaluated methods. The results in Table 5.2 clearly
show that the performance of all models is significantly improved with
center bias modeling. However, the ranking of the performances of the
models stays the same as shown in Table 5.1: the proto-objects-based
saliency achieves the best performance on both datasets (AUC of 0.823

and 0.839 on MIT and NUSEF respectively).

Table 5.2: Results of considered saliency models when combined the the
central bias. Although adding the central bias boosts the performance of
all models, the results of the proto-object-based model are considerably
better than the results of spatial-based models.

Type of Saliency Map MIT [38] NUSEF [79]

Central bias alone 0.795(0.0040) 0.808(0.0034)
Proto-object-based saliency with CB 0.823(0.0037) 0.839(0.0035)
Itti et al. saliency [36] with CB 0.803(0.0047) 0.815(0.0045)
Bruce and Tsotsos saliency [6] with CB 0.810(0.0040) 0.823(0.0041)
Hou and Zhang saliency [33] with CB 0.814(0.0044) 0.820(0.0041)

5.5 discussion and conclusions

The role of an object in visual attention has been explored by many
[15,22,31,54,70,90]. In most studies it is assumed that an object is already
recognized. Friedman [22] demonstrated that people focus longer on ob-
jects which are out of context. Vincent et al. [90] advanced the hypothesis
that highly visible spots in the image, for example lantern lights, may
attract less attention than less visible, but semantically more informative
objects. Nevertheless, it is an important question what happens prior
to object recognition. According to the object-based attention theory, an
input image is first segmented into proto-objects by feature grouping.
Then, the importance of these proto-objects is evaluated, so that visual
attention is directed to the most salient one. As a result, attended proto-
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objects are represented at a higher level as already recognized objects, or
object parts. During the recognition step, the initial segmentation may
be corrected. In this chapter, we have concentrated on the proto-object
importance at the pre-attentive stage, i.e. before object recognition. We
have proposed a way to estimate their bottom-up saliency. The results
in Table 5.1 illustrate that the proto-object-based approach outperforms
significantly a spatial-based approaches. Therefore, our experiments have
confirmed an important role of objects even at the early pre-attentive
stage.

As can be observed in Figures 5.7-5.9, the majority of the eye-fixations
fall within objects. However, the bigger the object we consider, the less
uniform is the distribution of fixations within it. Therefore, instead of
highlighting the whole object uniformly, it is essential to estimate saliency
in a hierarchical fashion to place accents within salient objects. Further-
more, people rarely fixate on object contours directing their attention
inside interesting areas. Thus, it might be not so important to iden-
tify the exact object borders. Therefore, we hypothesize that the rough
approximations used in this chapter may work sufficient enough.

Our experiments have demonstrated the advantage of the proto-object-
based approach in comparison with the spatial-based approach. Research
in neuroscience [92] points out that these two approaches may not be
mutually exclusive. Visual attention may be directed to spatial locations
and objects. Scholl [70] speculated some time ago that attention demon-
strates a spatial-based behavior within complex extended objects [53]. It
seems likely that the unit of attention depends on the task, on the field
of view, and on the observer’s intentions [70]. Which aspect prevails
depends on which of these factors will dominate [15]. We hypothesize
that a complete model for visual attention necessarily incorporates both
object-based and spatial-based information.
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proto-object-based computational model for visual attention

AUC 0.91 AUC 0.88 AUC 0.60

AUC 0.91 AUC 0.80 AUC 0.60

AUC 0.90 AUC 0.82 AUC 0.57

AUC 0.86 AUC 0.78 AUC 0.69

AUC 0.96 AUC 0.91 AUC 0.65

AUC 0.95 AUC 0.91 AUC 0.33

Figure 5.7: Results for images containing salient objects. From left to
right: input image, eye-fixation density map, proto-object-based saliency
map, saliency map by [33]. Whereas the spatial-based method makes
mistakes and highlights salient objects only partially, the proto-object-
based method predicts the distribution of fixations more accurate.
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5.5 discussion and conclusions

AUC 0.90 AUC 0.79 AUC 0.75

AUC 0.91 AUC 0.86 AUC 0.89

AUC 0.93 AUC 0.90 AUC 0.88

Figure 5.8: Example of images when the spatial-based method performs
similar to the proto-object-based method. From left to right: input image,
eye-fixation density map, proto-object-based saliency map, Hou and
Zhang’s saliency map [33].
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proto-object-based computational model for visual attention

AUC 0.88 AUC 0.63 AUC 0.59

AUC 0.93 AUC 0.58 AUC 0.67

AUC 0.80 AUC 0.63 AUC 0.50

AUC 0.84 AUC 0.65 AUC 0.48

Figure 5.9: Examples of mistakes. From left to right: input image, eye-
fixation density map, proto-object-based saliency map, Hou and Zhang’s
saliency map [33].
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6
C O N C L U S I O N S

6.1 summary of contributions

This thesis makes a contribution to the understanding and modeling of
visual attention. The ultimate aim is to model the way people look at
scenes and thereby extract meaningful regions which are important for
scene understanding. To this end, we examined two possible units of
attention: spatial locations and proto-objects. The first two chapters are
dedicated to the spatial-based view to visual attention and in the last two
chapters we explored the proto-object-based view to visual attention.

As spatial locations are currently the most popular units of attention,
we have started by considering an image as a collection of regular patches.
In Chapter 2, we arrived at a meaningful and compact representation
of an image patch based on its edge distribution. We parameterized
the edge distribution with the integrated Weibull distribution, we have
considered four cases: when the integrated Weibull distribution (1) coin-
cides with the power law distribution, (2) coincides with the exponential
distribution, (3) coincides with the Gaussian distribution, and (4) when
the integrated Weibull distribution cannot capture the edge distribution.
We made the following observations: patches containing few coherent
regions separated by strong edges are typically linked to the power-law
sub-distribution. While more details are appearing within a patch, the
corresponding sub-distribution becomes exponential. As an extreme,
when a patch contains high-frequency texture like grass, it is linked to
the Gaussian sub-distribution. Finally, when a patch cannot be described
with the Weibull distribution, it is usually composed of several parts, each
following a different sub-distribution. Similar observations were obtained
at the global scale. Thus, the behaviour of the Weibull distribution is
indicative for image content.

Furthermore, we investigated the occurrence of various sub-distributions
of the integrated Weibull distribution in the statistics of patches attended
by humans. We have demonstrated that attended patches differ from
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arbitrary selected local patches. In fact, people prefer to look to the
patches which are power law and exponentially distributed, and avoid
the Gaussian distributed patches and patches which do not follow the
integrated Weibull distribution. This inspired us to build a model for
saliency prediction based on the Weibull representation of image patches.
The model is proposed in Chapter 3.

The Weibull distribution has two parameters which reflect the contrast
and edge frequency of an image patch respectively. By considering
the joint distribution of Weibull parameters we succeeded to accurately
model the two most powerful low-level features in prediction of human
attention. We assessed the joint distribution of both Weibull parameters
over the attended and not attended image patches. Before estimating
saliency, as there is a variability among different subjects looking at the
same image, it is important to consider a sufficient amount of subjects
in order to learn consistent patterns in eye-movements. We estimated
the variation in fixation locations for an increasing number of randomly
drawn subjects. Results showed that the variation is stabilized when nine
or more subjects are considered. Hence, we used fixation locations of
nine subjects to learn the joint distribution of Weibull parameters of the
attended patches.

Furthermore, we calculated the log-likelihood ratio of the probability
of the Weibull parameters occurring on the attended patch with respect to
the probability of the Weibull parameters occurring on the not attended
patch. As a result, to estimate saliency for a new image we simply
need to parameterize each image patch with the Weibull distribution
and assigning the corresponding value of the log-likelihood ratio to the
pixels it covers. Our experiments demonstrated that using as few as two
values per image patch we already achieved accuracy comparable with
more complex state-of-the-art spatial-based models for human attention.
Moreover, the cross data set analysis showed that once trained on a
diverse data set, our model has good generalization power and can be
used to predict saliency for various type of images ranging from artistic
photos to every-day life scenery.

One of the essential assumptions behind spatial-based models is that
the shape of an attended region is constant and does not depend on
the image content. Such region can contain an object, parts of different
objects, parts of an object and its background, or just background. In
Chapter 4 we followed the object-based attention theory and aligned
attended regions with proto-objects. We tested this approach on the
salient object detection task.

Most of the state-of-the-art methods in salience object detection first
create a pixel-based saliency map and then look for the region with the
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6.1 summary of contributions

highest energy. Therefore, the detected region is determined mostly by
the structure of the pixel-based saliency map whereas the information
about image objects is not taken into account explicitly. In contrast, we
reversed the order: we first approximate all possible object locations by
segmenting an image into proto-objects, and then estimated saliency of
these segments to find the most outstanding one. We considered proto-
object saliency at two scales. Firstly, at the region-scale we measured the
dissimilarity of a proto-object and its surrounding. A different appearance
from the surrounding is both an object characteristic and an indication
of saliency. Secondly, at the patch-scale we measured how many rare
details are within a proto-object. Our experiments showed that saliency
at region- and patch-scale have complimentary characteristics and the
combination improves the performance. Furthermore, compared with
the state-of-the-art spatial-based salient object detectors the proposed
method achieved the highest precision, which is acknowledged as the
most important measure of the performance.

In Chapter 5 we applied proto-objects as units of analysis for the task
of eye-movement prediction. While people tend to spread their attention
within objects, spatial-based models for visual attention generally high-
light only parts of an object with high contrast, which mostly coincide
with the borders of an object. By measuring saliency at the proto-object
level, we efficiently distributed saliency and highlighted complete regions.
We assessed proto-object saliency in the following three ways: (1) with
the external contrast-based saliency we compare a proto-object with all
the other image proto-objects outside it. It measures how much the proto-
object pops out off the surroundings. (2) With the internal contrast-based
saliency we compare a proto-object with all image proto-objects inside it.
It prevents highlighting as salient image areas with uniform structure,
such as sky. (3) With the rarity-based saliency we estimated the average
rarity of visual words within a proto-object. Proto-objects containing
rare details are perceived as salient. Our experiments demonstrated
the importance of these three saliency measurements. Moreover, their
combination improves the results demonstrating that all three types of
saliency are useful in eye-movement prediction.

An object of an image can consist of several small proto-objects approx-
imating its parts, and, at the same time, be a part of a larger proto-object
which contains a group of objects. By averaging saliency of proto-objects
through the hierarchy we incorporated characteristics of all image struc-
tures from small object details to large groups of objects into the final
saliency map. As a result, we not only highlighted important objects, but
also placed accents within them. We demonstrated that our approach
leads to a significant improvement in eye-movements prediction. In
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our experiments the proposed proto-object-based method consistently
outperformed spatial-based approaches on two challenging data sets.
We conclude that proto-objects are more suitable units of analysis for
modeling visual attention than pixels.

6.2 general conclusion

In this thesis we moved from the spatial locations to proto-objects as
units of visual attention. At first, it seems natural to use spatial locations
to model attention, as attention is believed to be necessary for object
recognition, therefore, we cannot attend to objects before we recognize
them. However, there are many low-level visual cues to group regions
together. While these do not necessarily outline objects precisely, these
coherent regions often approximate objects well. Therefore, instead of
focusing on spatial locations, is makes more sense to focus attention
within the regions of the proto-objects in order to gain better insights
into the identity of the object it corresponds. Indeed, we have shown that
the proto-objects can be used to guide our gaze more efficiently to those
parts which are informative about scene content.
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7

S A M E N VAT T I N G

Als je dit leest, dan kun je merken dat het woord waar je rechtstreeks
naar kijkt er scherp uitziet, maar dat de omringende woorden moeilijker
te lezen zijn. Dat komt omdat het menselijke oog slechts van een kleine
regio gedetailleerde informatie krijgt: buiten het middelpunt van ons
blikveld of, in andere woorden, buiten onze directe kijkrichting is ons
zicht behoorlijk wazig. Om het verschil tussen het centrale en perifere
gezichtsvermogen te compenseren moeten we onze ogen drie tot vier
keer per seconde bewegen, meer dan 100,000 maal per dag. Dit is een
afweging tussen de gigantische hoeveelheid visuele informatie om ons
heen en de hoeveelheid rekenkracht die ons brein tot zijn beschikking
heeft: als we alle details binnen een beeld tegelijkertijd tot ons op zouden
nemen, zouden we worden overspoelt met informatie.

Met ons perifere gezichtsvermogen kunnen we bewegingen detecteren
en objecten localiseren. We kunnen dus de globaal een scene herkennen.
We hebben echter ons centrale gezichtsvermogen nodig om alle details in
te vullen, zoals het interpreteren van kleuren en vormen en het identifi-
ceren van objecten. We kunnen bijvoorbeeld met ons perifere blikveld
herkennen dat een beeld zich afspeelt in een bos, maar ons centrale
gezichtsvermogen is nodig om de verschillende vogels en bloemen in
het bos te herkennen. Ons kijkpatroon, de punten waarop onze ogen
focussen, bepalen dus welke objecten volledig worden waargenomen en
welke slechts half worden gezien of zelfs onopgemerkt blijven.

Om een snelle en goede indruk te krijgen van onze omgeving worden
onze oogbewegingen beinvloed door de inhoud van het beeld wat op
onze retina valt. Sommige delen zijn belangrijker dan andere en trekken
meer aandacht. Mensen kijken bijvoorbeeld voornamelijk naar objecten
op de voorgrond terwijl objecten op de achtergrond vaak genegeerd
worden. Onbewust oordelen we dus welke delen van wat wij waarnemen
belangrijk zijn en welke delen niet. Hierdoor blijven veel details vaak
volkomen onopgemerkt: tijdens het kijken van een film valt het vaak niet

97



bibliography

op als een object van plaats wisselt en zelfs niet als een acteur plotseling
een compleet andere trui aanheeft.

In het veld van de automatische waarneming, “Computer Vision”, is
veel vooruitgang geboekt in het herkennen van de globale setting van een
scene en ook in het identificeren van objecten. Maar de nauwkeurigheid
van het menselijk waarnemingsvermogen is nog lang niet bereikt. Dit
proefschrift levert een bijdrage aan het voorspellen en begrijpen van
wat menselijke aandacht trekt. Waar kijken mensen naar en waarom?
Een beter begrip van menselijke aandacht zal helpen om die delen
van het beeld te identificeren die essentieel zijn voor haar interpretatie.
Verder wordt het mogelijk gemaakt om efficienter gebruik te maken van
rekenkracht door alleen te focussen op de meest belangrijke delen van
het beeld. Tenslotte geeft het begrijpen van kijkpatronen ook een beter
inzicht in hoe mensen de wereld waarnemen. Concreet is het doel van
dit proefschrift om een “Saliency Map” te maken die aangeeft welke
delen van het beeld het belangrijkste zijn. Een “Saliency Map” is een
soort hittemap van aandacht dat voorspelt waar mensen hun aandacht
op zullen vestigen. Een voorbeeld is te zien in op de achterkant van dit
proefschrift.

In de klassieke aanpak wordt menselijke aandacht vergeleken met een
schijnwerper of een vergrootglas, waarbij onze focus verschuift van de
ene spatiële locatie naar de andere om een goede steekproef te nemen van
de omgeving. Deze focus correspondeert met ons centrale blikveld en
bepaalt welke locaties aandachtig worden geanalyseerd. In de klassieke
aanpak wordt dus aangenomen dat de vorm van de regio die aandacht
trekt constant en cirkelvormig is. In Hoofdstuk 2 and 3 volgen wij deze
klassieke aanpak en hierbij dienen kleine lapjes beeld als eenheden van
aandacht.

Zoals gezegd hangen oogbewegingspatronen nauw samen met de
inhoud van het beeld. Een analyse van de onderliggende visuele in-
houd kan inzicht geven in de processen die ten grondslag liggen aan
oogbewegingen. Dit proefschrift start daarom met het onderzoeken hoe
visuele inhoud op een compacte en zinvolle wijze gerepresenteerd kan
worden. In het bijzonder wordt onderzocht hoe statistische patronen zich
verhouden tot de inhoud van het beeld: sommige visuele patronen zijn
door de natuur ontworpen om aandacht te trekken. Denk hierbij aan een
rode bloem in het groene grasveld. Andere patronen zijn moeilijker te
herkennen, zoals een gecamoufleerd dier. De eerste onderzoeksvraag van
dit proefschrift luidt:

In welke mate kan de statistiek van natuurlijke afbeeldingen (d.w.z. foto’s)
hun visuele inhoud verklaren?
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Dit vraagstuk wordt in Hoofdstuk 2 behandelt. Omdat de meeste
objecten en onderdelen van objecten een goed gedefinieerde, gesloten
grens/vorm heeft, wordt onderzocht wat de statistische verdeling van
randen ons kan vertellen over de inhoud van het beeld. Geusebroek en
Smeulders [26] hebben aangetoond dat de verdeling van randen in een
plaatje gemodelleerd kan worden met een zogeheten Weibull distribu-
tie. Dit is een generieke distributie die drie verschillende statistische
distributies kan beschrijven: een machtsdistributie, een exponentiële dis-
tributie, en een Gaussische distributie. Experimenten in dit proefschrift
laten zien dat verschillende beeldinhoudstypes onderscheiden kunnen
worden door een Weibull distributie: Een stuk beeld dat een klein aantal
coherente stukken beeld bevat die gescheiden worden door sterke randen
worden typisch gemodelleerd door de machtsdistributie. Zodra meer
detail verschijnt in een stuk beeld dan wordt de distributie exponen-
tiëel. In het extreme geval, als een stuk beeld heel veel textuur bevat,
zoals bijvoorbeeld een grasveld, dan wordt de best passende distributie
Gaussisch van aard. Tenslotte, als een stuk beeld bestaat uit meerdere
delen die elk een andere distributie volgen, dan kan dit niet meer worden
beschreven door het Weibull model. Het kan echter wel gemeten worden
dat een distributie niet goed past, en daardoor kunnen vier types van
beeldsinhoud worden onderscheiden.

Vervolgens onderzoekt dit proefschrift het verband tussen lapjes beeld
waarop de aandacht gevestigd wordt en de statistiek waarmee deze lapjes
beschreven kunnen worden. Het blijkt dat de lapjes beeld waarop de
aandacht valt verschilt van arbitraire regio’s: Mensen hebben de voorkeur
voor stukken beeld die de machtsdistributie en de exponentiële distributie
volgen en vermijden Gaussisch gedistribueerde lapjes beeld alsmede
lapjes die niet beschreven kunnen worden met een Weibull distributie.
Dit was de inspiratie om een model te maken voor het voorspellen van
menselijke aandacht gebaseerd op een Weibull representatie, welke leidt
tot de tweede onderzoeksvraag:

Kunnen de parameters van de Weibull distributie voorspellen op welke locaties
het menselijke oog zich focust?

Deze onderzoeksvraag wordt bestudeerd in Hoofdstuk 3. De Weibull
distributie heeft twee parameters die respectievelijk het contrast en de
frequentie van randen van een stuk beeld meet. Menig onderzoek heeft
uitgewezen dat contrast en randen de belangrijkste factoren zijn in het
trekken van aandacht [60, 61, 81]. Over het algemeen wordt echter
aangenomen dat contrast binnen een beeld de Gaussische distributie
volgt, terwijl het bewezen is dat dit niet het geval is [?]. Ook zijn contrast
en de frequentie van randen sterk gecorreleerd, waardoor het inefficient
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kan zijn om ze apart te modelleren. Beide problemen kunnen worden
verholpen door een lapje beeld te modeleren met de twee parameters van
zijn corresponderende Weibull distributie.

Om een verband te leggen tussen de Weibull parameters en menselijke
oogbewegingen, hebben we oog-bewegingen opgenomen van mensen
die naar een verzameling van plaatjes kijken. Daarna hebben we de
gezamenlijke distributie van beide Weibull parameters gemeten over
zowel geattendeerde stukken beeld als niet-geattendeerde stukken beeld.
Omdat er verschillen zijn in hoe individuen plaatjes bekijken is het be-
langrijk om een voldoende aantal oogbewegingen op te nemen opdat
het mogelijk is om consistente patronen te leren. Daarom is de variatie
geschat voor geattendeerde locaties voor een oplopende hoeveelheid van
willekeurig geselecteerde proefpersonen. De resultaten laten zien dat de
variatie in aandacht stabiliseert zodra de resultaten van negen of meer
proefpersonen worden gecombineerd. In de beschreven experimenten
zijn daarom altijd resultaten van minimaal negen proefpersonen gecom-
bineerd. Vervolgens is bepaald welke lappen beeld geattendeerd zijn
en welke niet, en voor beide soorten regio’s zijn de Weibull parameters
bepaald.

Om voor een nieuw beeld te voorspekken wat de aandacht trekt wor-
den vervolgens Weibull parameters uitgerekend van kleine (overlap-
pende) lapjes beeld. Deze worden vergeleken met de parameters voor
wel- en niet-geattendeerde regio’s en zo kan worden voorspeld wat de
aandacht zal trekken in deze nieuwe afbeelding. De experimenten in dit
proefschriften laten zien dat de Weibull representatie met slechts twee pa-
rameters vergelijkbare resultaten oplevert in het voorspellen van aandacht
als de beste, reeds bestaande modellen die veel complexer zijn. Verder
generaliseert het Weibull model erg goed: zodra de Weibull parameters
voor geattendeerde en niet-geattendeerde regio’s geleerd worden uit een
dataset met veel variatie, kunnen deze parameters gebruikt worden om
oogbewegingen te voorspellen voor verschillende types van afbeeldingen,
uiteenlopend van artistieke foto’s tot alledaagse taferelen.

Tot dusver is aangenomen dat de vorm van een geattendeerde regio
vaststaat en uitsluitend wordt bepaald door het centrale blikveld. Dit
impliceert dat een geattendeerde regio een object bevat, maar ook delen
van verschillende objecten, een deel van een object plus de achtergrond,
of slechts de achtergrond. Een ander perspectief wordt aangenomen
door de object-gebaseerde theorie van aandacht. Deze theorie stelt dat
mensen de wereld zien als een collectie van entiteiten, waarbij aandacht
wordt verspreidt binnen deze entiteiten. Met andere woorden, een geat-
tendeerde regio is flexibel en wordt gevormd naar de entiteiten binnen
een beeld, waar een entiteit is gedefiniëerd als een coherente regio die
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een object of een deel van een object beschrijft. Deze entiteiten worden
aangeduid als proto-objecten. Het gebruik van proto-objecten als een-
heden van aandacht lijkt intuitief gezien meer natuurlijk dan het gebruik
van pixels of lapjes beeld. De object gebaseerde theorie van aandacht is
het onderwerp van Hoofdstuk 4 en 5.

Hoofdstuk 4 behandelt de taak van het voorspellen welk object de
aandacht trekt binnen een beeld. In deze taak zijn zowel de locaties als
de identiteiten van de objecten in de afbeelding onbekend. Dit hoofdstuk
onderzoekt of aandacht in dit geval object gebaseerd is. Met andere
woorden:

Voor het voorspellen welk object de aandacht trekt, is het beter om aandacht te
modelleren op het niveau van lapjes beeld of op het niveau van proto-objecten?

In de gebruikelijke aanpak van deze taak worden eerst voorspellingen
gedaan over menselijke aandacht op pixelniveau of op lapjesniveau.
Vervolgens wordt dit gebruikt om te voorspellen welke regio de meeste
aandacht trekt. In deze aanpak wordt de informatie over mogelijke
objecten binnen het beeld niet expliciet meegenomen. In Hoofdstuk 4

wordt de volgorde omgekeerd: eerst worden mogelijke proto-objecten
binnen het beeld geïdentificeerd. Vervolgens wordt van elk proto-object
bekeken welke het meest uit het oog springt.

Omdat het onbekend is hoe groot de objecten in de scene zijn, wordt
een hierarchische groepering gebruikt om een set van regio’s op alle
schalen te creëren. Deze set wordt geacht de meeste objecten goed te
vangen. Echter, deze set van gesegmenteerde proto-objecten bevatten
niet alleen complete objecten, maar ook delen van objecten of groepen
objecten. Om het meest uit het oog springende object te voorspellen wor-
den daarom niet alleen aandachtsmetingen gedaan, maar ook metingen
om te bepalen of iets een compleet object is. Er wordt dus ook gebruik
gemaakt van een een zogenaamde “objectheids” maat. Voor het voor-
spellen van aandacht worden twee eigenschappen gemeten. Ten eerste
springt een object uit het oog als het zeldzame of opvallende details bevat.
Ten tweede springt een object uit het oog wanneer het verschilt van de
omgeving. Dit laatste is ook een maat van “objectheid”. Het proto-object
wat het hoogst scoort op deze twee eigenschappen wordt gezien als het
meest opvallende object.

Het experiment van Hoofdstuk 4 laat zien dat voor het voorspellen
naar welk object gekeken wordt, methoden gebaseerd op proto-objecten
beter presteren dan methoden gebaseerd op lapjes beeld. Dit suggereert
dat aandacht rechtstreeks gevestigd wordt op concrete objecten. Nu rijst
de vraag: Is dit ook terug te zien in hoe mensen rondkijken?

Wat vertellen de aandachtsvoorspellingen van proto-objecten ons over kijkpatronen?
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Dit is het vraagstuk van Hoofdstuk 5. In dit hoofdstuk worden de
predicties hoeveel aandacht een proto-object trekt gecombineerd tot een
enkele “Saliency Map” die voorspelt hoe mensen naar de afbeelding
kijken. Proto-objecten zijn van nature hierarchisch georganiseerd: Kleine
proto-objecten kunnen delen van een geheel object vormen, welke zelf
ook een proto-object is. Meerdere objecten kunnen dan weer een groep
vormen wat wederom onder het begrip proto-object valt. Door aandacht-
spredicties over alle proto-objecten in de hierarchie te middelen wordt er
rekening gehouden met alle soorten beeldkarakteristieken in de uiteindeli-
jke “Saliency Map”: eigenschappen van kleine details tot eigenschappen
van grote groepen objecten worden allemaal meegenomen. Hierdoor
worden niet alleen de belangrijke objecten uitgelicht maar komen ook
accenten binnen een object naar voren. Dit hoofdstuk laat zien dat deze
aanpak tot significante verbeteringen leidt in de voorspelling van oog-
bewegingen. In experimenten op twee uitdagende datasets presteert de
methode gebaseerd op proto-objecten consistent en significant beter dan
andere methodes die gebaseerd zijn op vierkante stukjes beeld. Hieruit
kan geconcludeerd worden dat proto-objecten betere eenheden zijn van
visuele aandacht dan pixels of lapjes beeld.

Dit proefschrift begon met het gebruik van lapjes beeld volgens de
spatiële aandachtstheorie om te eindigen met het gebruik van proto-
objecten volgens de object-gebaseerde aandachtstheorie. Aanvankelijk
lijkt het natuurlijk om spatiële locaties te gebruiken om aandacht te mod-
elleren omdat men denkt dat aandacht vooraf gaat aan object herkenning.
Daarom is het onmogelijk om een geheel object te beschouwen voor-
dat deze is herkend. Maar er zijn echter veel visuele aanwijzingen om
coherente regio’s te vinden binnen beelden, denk aan kleur en textuur.
Hoewel deze regio’s waarschijnlijk niet de precieze contouren van de
objecten vangen geven deze toch vaak een goede benadering. In plaats
van de aandacht te richten op spatiële locaties, is het daarom zinvoller
om de aandacht te richten op proto-object gebaseerde locaties om zo
betere inzichten te krijgen in de identiteit van het object wat bestudeerd
wordt. De experimenten in dit proefschrift laten dan ook zien dat proto-
objecten gebruikt kunnen worden om nauwkeuriger te voorspellen welke
onderdelen van het beeld informatie bevatten over de beeldsinhoud.
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