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Chapter 1

Query-efficient computation

1.1 Introduction

In this thesis we address the question of how to solve computational problems
when we can only afford to look at a minuscule fraction of the data. The subject is
easily motivated by the ever-increasing need to handle large datasets. For example,
suppose we are interested in checking whether or not a list of numbers is sorted
in increasing order (such a sequence is said to be monotonically increasing, or
monotone for short). As far as algorithmic tasks go, this is usually considered one
of the easiest because it can be solved in essentially the same time it takes to scan
the input. But if the sequence is extremely long, just reading all the numbers will
take precious time, and it is reasonable to wonder if there might be a faster way.
To make any savings in running time, we would have to be able to ascertain if the
sequence is monotone without inspecting the whole of it.

At first glance, this is not really possible: if we so much as miss a single
element, we will be forced to wrongly accept some non-monotone sequences (or
reject some monotone ones). This is because we will fail to see anything wrong
with a sequence that is sorted except for the one element that we didn’t look
at. In view of this, we could ask if there is anything to be gained by allowing
randomized algorithms that have a small probability of error, instead of returning
the answer with absolute certainty. Unfortunately not much can be done, even
in this case: it can be shown that for us to succeed on every sequence at least
two thirds of the time, we need to look at half the sequence no matter what. If
we didn’t, an adversary could choose an arbitrary monotone sequence, change
one randomly located element so that the new sequence is no longer monotone,
and give it for us to test. Note that if we inspect less than half of the elements
of such an “adversarial” sequence, it will look perfectly good to us more than
half of the time, regardless of our strategy. When this happens we cannot hope
to distinguish the sequence from a truly monotone one; since we need to accept
monotone sequences with probability 2

3
, our best shot to decrease the probability
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2 Chapter 1. Query-efficient computation

of being fooled in these situations is to flip a biased coin and accept the sequences
that “look” monotone only with probability 2

3
. But then the error probability for

the adversarial sequences would be greater than 1
2
· 2

3
= 1

3
, which is more than we

want.
What this tells us is that, unless we are willing to look at the entire data, we

cannot hope to accept valid monotone sequences and still reject those that are
very “close” to being monotone. What if we are promised that the sequence is
either monotone or “far away” from it? Call a sequence “0.1-far from monotone”
if at least 10% of the sequence needs to be modified in order to make it increasing;
otherwise say that it is “0.1-close to monotone”. Let s = s1s2 . . . sn denote the
sequence, and let us refer to each question for the element si at some particular
position i as a query. An amazingly simple algorithm of Ergün et al. solves this
problem with just about log n queries [EKK+00]: First, pick a random index
i ∈ {1, 2, . . . , n}. Then query the ith element of s, which gives us the value of si.
Next perform a binary search for si in the sequence, as though s were actually
sorted. Finally, accept if the element found was si.

The algorithm just described is very efficient because the binary search takes
time logarithmic in the sequence length. It clearly accepts if s is indeed monotone,
because this is the only precondition for binary search to work. When s is 0.1-far
from monotone, the test rejects with probability at least 0.1. The easiest way to
see the latter claim is to rephrase it in an equivalent form: any sequence that the
algorithm above accepts with probability greater than 0.9 must be 0.1-close to
increasing. This is because the sequence values at the set of indices for which the
binary search succeeds can be shown to be increasing, which means that we can
make s monotone by modifying only the remaining indices. To see why, let i, j
(i < j) be two such indices and consider the point at which the binary search for
si diverges from the search for sj. Since both searches are successful, si must be
less than or equal to the pivot element, and sj must be greater than or equal to
it; therefore si ≤ sj. Note that, while a rejection probability of 0.1 may look low,
it can be easily amplified to take values arbitrarily close to 1 by performing a
constant number of independent repetitions of this basic test.

Many other questions of this type are possible. In the example above we were
given “black box” (or “oracle”) access to the sequence and we wanted to minimize
the number of elements inspected (queries). We can also consider properties of
graphs; for example, we may want to check if a given graph is “essentially the
same” as a known one, where “essentially” means that the two are considered
equivalent if they are the same up to relabelling the vertices. Here each query
could be a question about a particular entry of the adjacency matrix of the graph.

Usually, however, we will be exploring the difficulty of checking properties of
functions. Our example problem of testing monotonicity of a sequence can be
thought of as testing the monotonicity of a function from [n] to [n]. Similarly,
questions about graphs can be phrased in terms of functions on [n]×[n] representing
adjacency matrices.
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In computer science, boolean1 functions play a prominent role (these are
functions where the range of definition is the pair {0, 1}). We will be interested in
boolean functions mostly (but not exclusively). In general, a property of functions
is simply a collection P of functions, and f is said to have property P iff f ∈ P.
The simplest example of a boolean property is that of being a constant boolean
function on {0, 1}n; for f to satisfy this property we must have either f ≡ 0
or f ≡ 1, so P has only two elements in this case. The input to the tester
would be the truth table of the function (i.e., its image on all elements of its
domain), and each query would be a question for the value that f assumes on
an element x chosen by the tester. A more interesting property could be that of
being determined by just k out of n input variables; such functions are termed
k-juntas .

1.2 Sublinear-time algorithms

In the classical decision setting, the goal of an algorithm is to determine whether
the input has property P or not. Just how easy or hard it is to decide which case
it is depends on P itself; this topic is studied by the theories of computability
and complexity (a modern account of many of the highlights can be found in
the book by Arora and Barak [AB09]). The complexity parameters under study
are usually the running time of the algorithm, its space usage, the amount of
randomness or advice it requires, or the possible tradeoffs among these measures;
this reflects the intent to study the inherent computational hardness of the problem.
Remarkably, the first research along these lines was carried out by Turing before
the advent of digital computers, in his classic paper introducing the notion of
computability [Tur36]. But with the tremendous increases in processors’ speed and
computational power, the idea of what may be calculated efficiently has undergone
revisions and refinements in what might seem the “wrong” direction. Originally,
the sole existence of an algorithm to solve a problem (i.e., its being computable)
used to be considered good enough. Subsequent considerations of how running time
scales with input size led Cobham [Cob65] and Edmonds [Edm65] to develop the
more restrictive notion of polynomial-time computability. In recent times, the sheer
amount of data available for many applications, such as computational biology,
data mining, etc., has become so large that often only linear-time algorithms
(or almost linear-time) can be considered efficient (although this is a much more
model-dependent notion than that of polynomial-time computability).

Linear-time algorithms compute the answer in essentially the same time it
takes to read the input. In this sense they are optimal because a correct algorithm
for an ordinary problem is typically obliged to examine its entire input. As we

1It has been said that, while it is an honor for a mathematician to have an object named
after him, the highest honor is conferred when the word ceases to be capitalized (as in, e.g.,
“abelian group”). Hence we will always write “boolean” in lowercase.



4 Chapter 1. Query-efficient computation

saw before, even if we allow randomization, a sizable portion of the input needs
to be inspected. For these reasons, linear-time algorithms have long been thought
to meet the “golden standard” of efficiency.

In spite of this, nowadays a good deal of research effort is being devoted to
obtaining sublinear-time algorithms. These are programs that make assertions as
to whether or not a certain property is satisfied by the input after reading only a
very small portion thereof (see the recent survey of Ron and Shapira [RS12]). This
entails weakening our requirements. In Property Testing , we no longer expect an
algorithm to reject at the slightest discrepancy with the property P . Instead, we
ask it to distinguish between objects that have the property and those which are
“far away” from it. In other words, we would like to accept inputs that satisfy P ,
while ensuring that we reject “corrupt” inputs that cannot be made to satisfy P
even after significant changes. It does not matter what the tester outputs for those
functions in the gray area between “P” and “far from P”. The main measure of
efficiency for property testers is their query complexity , which indicates how much
of the input an algorithm needs to inspect in order to reach a reliable decision.
Surprisingly, many natural problems admit testers of constant query complexity,
which are sometimes referred to as local testers.

Property testing has its origins in the classic paper of Blum, Luby and
Rubinfeld [BLR90], who discovered the so-called “BLR test” for the class of
linear functions (or, what amounts to the same thing, a local test for the
Hadamard code). They were motivated by questions on program verification and
self-testing/correcting. Shortly thereafter, Rubinfeld and Sudan [RS96] studied
testers for the class of low-degree polynomials over a field (see also [AS03]). These
results were instrumental in the early algebraic proofs of the celebrated PCP
Theorem of Arora, Lund, Motwani, Sudan and Szegedy [ALM+98], and in the
proof that MIP = NEXP by Babai, Fortnow and Lund [BFL91]. The systematic
study of property testing for discrete structures such as functions and graphs
was initiated by Goldreich, Goldwasser, and Ron [GGR98]. Since then a great
many properties have been found to admit efficient property testers; examples
of well-studied problems include monotonicity [DGL+99, FLN+02, GGL+00],
juntas [FKR+04, CG04, Bla09], halfspaces [MORS10, MORS09], and having
concise representations [DLM+07]. The field has been extremely active over
the last few years—see, e.g., the aforementioned survey [RS12] as well as those of
Fischer [Fis01] and Ron [Ron08, Ron10].

Many uses of property testers have been found, as the subject arises naturally
in a variety of contexts; for example, see [CSZ00] for applications in computational
geometry. Property testers can be used to perform a quick, preliminary check that
discards the input instances that are far from satisfying the property. Only when
the input is close to satisfying it do we need to run a full-fledged, and potentially
much more expensive, decision algorithm. The same ideas apply in the context of
learning. Here one tries to construct a “learner” that, from sample values of the
function, is able to come up with good predictors of the values of the function
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on all possible inputs. The predictor itself will be a function that belongs to
the so-called “hypothesis class” of the learner (see Chapter 7). If the function is
far from the hypothesis class, then there is no such predictor and the learner is
bound to be unsuccessful. A preliminary run of the property tester can detect
this situation and spare us the unnecessary investment in resources.

Property testing of boolean functions will be our model of focus in most of this
thesis. This being a work in theoretical computer science, it is sometimes deemed
advisable to include a disclaimer that the algorithms presented here are mostly
of theoretical interest, and in this sense this is no exception. The emphasis will
be in understanding and not on the practicality or usefulness of these algorithms.
However, just as it would be reckless to assume their practicality without fine-
tuning them and/or studying their performance on real-world data, so it would
be foolish to assume they are impractical only because they arose in a theoretical
context. Some of them, such as those discussed in Chapter 6, definitely are in its
current form; and some of them, such as those in Chapter 3 look like they are
because of the large constants involved. However the latter are, more likely than
not, an artifact of the proofs, and it seems entirely within the realm of possibility
that many algorithms based on junta testing and core sample extraction can be
efficiently implemented in practical applications.

1.3 Function isomorphism

In the next few chapters we will be studying the problem of boolean function
isomorphism. We say that two boolean functions f, g : {0, 1}n → {0, 1} are
isomorphic if they are equal up to relabellings of the input variables, i.e., if it is
possible to permute the n input variables of f so that the resulting function is
equal to g. For instance, the functions

f(x1x2x3) = (x1 ∧ x2) ∨ x3

and
g(x1x2x3) = (x3 ∧ x1) ∨ x2

are isomorphic. On the other hand, a symmetric function, such as the majority
function on n variables

Maj n(x1x2 . . . xn) =

{
1 iff |x| ≥ n/2

0 otherwise
,

is only isomorphic to itself, because permuting variables has no effect on Maj n.
Function isomorphism is a well-studied problem since two functions being iso-
morphic means that they are “essentially the same” and have identical circuit
realizations. (A related notion is that of structural equivalence, which allows for
complementations of variables as well.) Moreover, many function properties can
be cast in terms of isomorphism; some simple examples include the following:
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• Dictatorships. The function g is a dictator if there is i ∈ [n] such that
g(x1x2 . . . xn) = xi for all x. This amounts to saying that g is isomorphic to
the fixed function f(x1x2 . . . xn) = x1.

• Monomials. The function g is a k-monomial if and only if it is isomorphic
to f(x1x2 . . . xn) = x1 ∧ x2 · · · ∧ xk.

• Parities. The function g is a k-parity if and only if it is isomorphic to
f(x1x2 . . . xn) = x1 ⊕ x2 ⊕ · · · ⊕ xk.

The feature all these examples share is the fact that the function f is a small
junta (that is to say, it depends on a small number of variables), and indeed the
question of how the complexity is affected by the stipulation that f should be a
small junta will play a major role in the sequel.

Although most of our focus will be on the query complexity of testing
isomorphism, we start with a few words about the state of the art of the algorithms
for deciding function isomorphism and their time complexity. When considering
the decision version of the problem, we assume that truth tables for both functions
are explicitly given. As explained in Chapter 4, there is a tight connection
between function isomorphism and hypergraph isomorphism: broadly speaking,
we can identify a boolean function f with the hypergraph with vertex set [n]
and edge set given by f−1(1) (where binary vectors x ∈ {0, 1}n represent subsets
of [n] as usual). Seen this way, the problem of function isomorphism becomes
a natural generalization of the analogous problem for graphs. The problem of
graph isomorphism has no known polynomial-time solution, despite being strongly
suspected not to be NP-complete [Sch88]; hence it is a natural candidate for an NP-
intermediate problem. It should be noted that the input size for the hypergraph
variant is Θ(2n), whereas it is Θ

((
n
2

))
= Θ(n2) in the graph setting. The larger

input size of the former can (and does) allow for faster solutions, relative to
the input size. While the best known upper bounds for graph isomorphism are
exponential (taking time 2O(

√
n logn ) on graphs with n nodes [BKL83]), a brute-

force search over all permutations yields a solution for hypergraph isomorphism
that runs in time Õ(n! · 2n) = 2O(n logn) for hypergraphs with n nodes, which is
only quasipolynomial in the input size. The paper [Luk99] of Luks actually put
the problem in P by providing a solution that runs in time 2O(n). His algorithm
proceeds by computing the automorphism group of a boolean function, a concept
that will prove important to us later in Chapter 4. A recent paper of Babai and
Codenotti [BC08a] considered the related problem of isomorphism of hypergraphs
whose rank (maximum size of edges) is bounded by k, and gave a solution in time

exp(Õ(k2
√
n )).

It is also possible to consider variations where the input functions are implicitly
encoded. For example, when f and g are given as boolean formulae, deciding
isomorphism becomes coNP-hard. This problem is not known to be in coNP,
although it is contained in ΣP

2 , the second level of the polynomial hierarchy. On
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the other hand, Agrawal and Thierauf [AT00] showed that this problem is not
complete for ΣP

2 under the assumption that the polynomial hierarchy does not
collapse to the third level.

1.4 General notation

Let n, k ∈ N and x ∈ {0, 1}n. We write [n] , {1, . . . , n} and, when the symbol
[k, n] refers to a discrete set from context, we write [k, n] , {k, k + 1, . . . , n}. We
refer to the elements of {0, 1}n as n-bit binary strings or vectors, indistinctly.
Whenever convenient, we identify a binary vector x ∈ {0, 1}n with a subset
of [n] in the natural way, and vice versa. That is, x ∈ {0, 1}n is identified
with the set {i ∈ [n] | xi = 1}, and S ⊆ [n] is identified with its indicator string
x ∈ {0, 1}n satisfying xi = 1 ⇔ i ∈ S. The Hamming weight of x ∈ {0, 1}n is
|x| , |{i ∈ [n] | xi = 1}|.

Often we also identify {0, 1}n with the direct product of n copies o F2 or Z2,
and we write x⊕ y (and sometimes x+ y) for the sum of x and y over Fn2 , which
coincides with their bitwise XOR. In a similar manner, x ∧ y denotes the bitwise
AND of x and y, and x∨y their bitwise OR. Of course we may use the set-theoretic
notation for these as well: x ∩ y and x ∪ y.

Let S be a set and k ∈ N. A k-set is a set of size k, and a k-subset of S is a
k-set that is a subset of S. The collection of all k-subsets of S is denoted

(
S
k

)
, and(

S
≤k

)
is the collection of all subsets of cardinality at most k; hence

∣∣(S
k

)∣∣ =
(|S|
k

)
. A

similar notation is used for binomial coefficients:(
m

≤ k

)
,

k∑
i=0

(
m

i

)
.

An equipartition of an s-set into t parts is a partition of the set into t parts of
size bs/tc or ds/te; there must necessarily be s mod t parts of the latter size.

The symbol log denotes logarithms to the base 2, and ln denotes the natural
logarithm.

Restrictions and assignment manipulation

Let a ∈ {0, 1}n, b ∈ {0, 1}m. The symbol a t b ∈ {0, 1}n+m denotes the
concatenation of a and b.

Given x ∈ {0, 1}n and a subset I ⊆ [n], x�
I

denotes the binary string obtained
by restricting x to the indices in I, according to the natural order of [n]. Concretely,
if I = {i1, . . . , it}, i1 ≤ i2 ≤ · · · ≤ it, then x�

I
= xi1xi2 . . . xit . We also write f�

S

for the restriction of a function to a set S ⊆ dom(f). For y ∈ {0, 1}|I|, x
I←y

denotes the string z obtained by substituting y for the values in x�
I
, i.e., satisfying

z�
I

= y and z�
[n]\I = x�

[n]\I.
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Parities

A parity is a linear form on Fn2 , i.e., a function f : {0, 1}n → {0, 1} that satisfies
the identity f(x⊕ y) = f(x)⊕ f(y). (To see why this condition corresponds to
linearity, recall that the only non-zero scalar in F2 is 1, and that sum over Fn2 is
the same as bitwise XOR.) Such a function is given by

f(x) = 〈x, v〉 mod 2 =
⊕
i∈[n]

xivi

for some v ∈ {0, 1}n. The function f associated with v in this way is denoted v∗;
we sometimes refer to |v| as the size of the parity f = v∗. The set of all linear
boolean functions on {0, 1}n is denoted PARn.

We say that f = v∗ is a k-parity if its associated vector v has Hamming weight
exactly k. The set of all k-parities on n variables is denoted PARnk ; the set of all
parities of size at most k is denoted PARn≤k. Sometimes we drop the superscript n.

Distributions

The term x ∼ D represents a random variable x drawn from the distribution D.
Also, e ∈ S under the probability symbol means that an element e is chosen
uniformly at random from a set S. That is, it is understood that distributions are
uniform by default, unless stated otherwise.

We use an algebraic notation to express convex combinations of distributions.
For example, for two distributionsD1 andD2, the distribution obtained by choosing
a random element of D1 with probability half, and a random permutation of D2

with probability half is denoted (D1 +D2)/2.
We use the phrase “with high probability” to mean that some event happens

with probability at least some constant p > 1/2.

The hypercube

The directed n-dimensional hypercube (or simply n-cube) is a directed graph
Hn = (Vn, En) with Vn = {0, 1}n and En = {(x, y) | x ⊆ y and |y| = |x|+ 1}.
The hth layer(or level) of Hn contains all x ∈ Vn with |x| = h.

There is a natural partial order ≤ on the vertices of the hypercube: x ≤ y iff
there is a directed path from x to y in Hn, i.e., when (xi = 1 =⇒ yi = 1) for all
i ∈ n. This ordering is the same as that of the inclusion poset of [n]: x ≤ y iff
x ⊆ y.

Hypergraphs

Hypergraphs [Ber89, Bol86] are a straightforward generalization of graphs. Recall
that the edge set of a graph is simply a collection of pairs of vertices. An undirected
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hypergraph is a pair H = (V,E), where V is a set of vertices and E ⊆ P(V ) is
an arbitrary collection of hyperedges (subsets of vertices). A hypergraph is thus
essentially the same as a set system on V .

We define a directed hypergraph analogously, except that edges are now
sequences (tuples) of elements of V rather than unordered sets. (Other definitions
of directed hypergraphs are also used in the literature.)

The hypergraph H is uniform if all of its hyperedges have the same cardinality r;
the number r is called the rank or arity of H.

Other

Expressions of the form x = Θ(y)±O(z) are taken to mean that there are constants
c > c′ > 0, d ≥ 0 such that c′y − dz ≤ x ≤ cy + dz.

Tilde notation is used to hide polylogarithmic factors—for example r(n) =

Θ̃(t(n)) if there is a positive constant c such that r(n) ≥ Ω
(

t(n)
logc t(n)

)
and r(n) ≤

O(t(n) logc t(n)).

1.5 Property testing

We formalize here the concept of property testing outlined in Section 1.1, within
the context of classical computation.2

1.5.1. Definition. Given a pair f, g : D → {0, 1} of boolean functions defined
on a domain D, the distance between them is

dist(f, g) , Pr
x∈D

[f(x) 6= g(x)].

The distance from a function f to a property P is the minimum distance
between f and g over all g ∈ P , i.e.,

dist(f,P) , min
g∈P

dist(f, g).

For ε ∈ R+, f is ε-far from P if dist(f,P) ≥ ε, otherwise it is ε-close to P .

1.5.2. Definition. A (q, ε)-tester for the property P is a randomized algo-
rithm3 T that queries an unknown function f on at most q different inputs in
{0, 1}n and then

2Property testing can also be studied within the context of quantum computation. This line
of research was introduced by Buhrman, Fortnow, Newman and Röhrig [BFNR08] and continued
in many other papers, but is beyond the scope of this thesis.

3No assumption of uniformity is implied by the use of the word “algorithm” here. In any
case the distinction is inconsequential for us since all our lower bounds apply to non-uniform
algorithms, and our upper bounds are usually uniform.
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1. accepts f with probability at least 2
3

when f ∈ P (completeness);

2. rejects f with probability at least 2
3

when f is ε-far from P (soundness).

(If the property deals with a pair of input functions, the algorithm may query
both.)

The query complexity of a (q, ε)-tester T is the worst-case number of queries
it makes before making a decision, taken over all possible inputs and over the
outcomes of all internal coin tosses of T (so it is at most q). The tester T is said
to be non-adaptive if its choice of queries does not depend on the outcomes of
earlier queries; otherwise it is adaptive.

The choice of 2/3 for the success probability is arbitrary, up to constant factors
in the query complexity, by standard probability amplification arguments.

Note that a deterministic, non-adaptive tester is determined by a fixed set Q
of q = |Q| queries, together with a function from {0, 1}q to {accept, reject}. A
randomized tester can be specified with a distribution over deterministic testers,
corresponding to the different outcomes of the internal coin tosses of the tester.

On the other hand, a deterministic, adaptive tester with q queries is specified
by a decision tree of depth q. (See the paper [BW02] of Buhrman and de Wolf
for a survey article on decision trees.) Each internal node is labelled by the next
query and has two outgoing edges labelled 0 or 1, according to the outcome. Each
leave is labelled by either accept or reject. Again, a randomized, adaptive tester
can be viewed as a distribution over deterministic, adaptive testers.

A tester that always accepts functions in P has one-sided error (or perfect
completeness); otherwise it has two-sided error.4

A (q, ε)-tester is said to be δ-tolerant if it also accepts when dist(f,P) ≤ δ
with high probability (where δ < ε).

By default, in all testers (and bounds) discussed we assume adaptivity and
two-sided error, unless mentioned otherwise. We assume without loss of generality
that testers never query the same input twice.

The query complexity of a property P for a given ε > 0 is the minimum value
of q for which there is a (q, ε)-tester for P .

A property P is q-testable if, for some constant ε > 0, there is a (q, ε)-tester
for P . If q = O(1), P is said to be testable.

1.5.1 Yao’s principle and non-adaptive lower bounds

Most lower bound proofs for randomized algorithms involve Yao’s principle [Yao77],
directly or indirectly. Suppose we fix an input size n and construct a matrix

4The reader may wonder whether it is also possible to define one-sided testers with perfect
soundness, which are allowed to err on the completeness side only. The reason these are not
studied usually is that, for most natural properties, such testers would easily be seen to require
Ω(2n) queries.
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whose rows correspond to all possible deterministic algorithms with a certain
complexity c (say time complexity, or query complexity), and whose columns
correspond to all possible input instances (functions in our case). Each entry in
the matrix tells us whether a particular deterministic algorithm gives the correct
answer on a particular input or not (although it could more generally contain
some real value measuring in some way the performance of the algorithm). Then
a randomized algorithm is the same as a distribution over the rows of the matrix,
whereas a distribution over the columns corresponds to a distribution of input
instances. Let D denote an arbitrary distribution on input instances. If there is a
randomized algorithm A that always works with probability p, then in particular it
works with probability at least p when fed with inputs from D (over the combined
probability space of the algorithm’s randomness and the input drawn from D).
But the success probability of A on inputs from D can be written as a convex
combination of the success probabilities of deterministic algorithms (the rows of
the matrix) on inputs from D. Therefore simple averaging tells us that there
must also be a deterministic algorithm AD (depending on D) that works with
probability at least p under D. If we can prove that the latter is impossible, then
we have shown that there is no good randomized algorithm with complexity c for
the problem in question.

This proves the “easy direction” of Yao’s principle, which is also the most
widely used. The ubiquity of the principle in lower bound proofs can perhaps be
explained by the fact that the reverse direction also holds: if there is no randomized
algorithm with complexity c and success probability p on all inputs, then it is
possible to concoct a distribution D such that no deterministic algorithm with
complexity c can succeed with probability p when the inputs are drawn from D.
This can be proven via the minimax theorem of von Neumann [Neu28] for finite
two-person, zero-sum games, which is also a consequence of the duality of linear
programming. So from a theoretical standpoint every (non-uniform) lower bound
can be shown using this method with a judicious choice of distribution D.

In our context, this is easiest to apply to non-adaptive lower bounds, which
are often proven by upper-bounding the statistical distance between two distribu-
tions P and Q of query responses: one where the input function has the property
we are testing, and one where it is far from having the property.

1.5.3. Definition. The statistical distance (or total variation distance) between
two probability measures P and Q is the largest possible difference between the
probabilities that they can assign to the same event. If P and Q are discrete
distributions on a countable set A, this is given by

∆(P ,Q) , max
S⊆A

∣∣∣∣ Pr
P∼P

[P ∈ S]− Pr
Q∼Q

[Q ∈ S]

∣∣∣∣ .



12 Chapter 1. Query-efficient computation

The L1 distance between P and Q is

|P − Q|1 ,
∑
x∈A

∣∣∣∣ Pr
P∼P

[P = a]− Pr
Q∼Q

[Q = a]

∣∣∣∣ .
The L∞ distance between P and Q is

|P − Q|∞ , max
x∈A

∣∣∣∣ Pr
P∼P

[P = a]− Pr
Q∼Q

[Q = a]

∣∣∣∣ .
The following well-known lemma relates these measures.

1.5.4. Lemma. We have |P − Q|1 ≤ |A| · |P − Q|∞ and ∆(P ,Q) = 1
2
|P − Q|1.

Proof. The first inequality is obvious. For the second, let

px = Pr
P∼P

[P = x]

P (S) = Pr
P∼P

[P ∈ S] =
∑
x∈S

px

for x ∈ A, S ⊆ A, and define qx and Q(S) analogously. Observe that absolute
values are not needed in the definition of ∆(P ,Q) because we can replace one event
S with its complement A\S. Let S ⊆ A maximize P (S)−Q(S). For all x ∈ S we
have px ≥ qx, otherwise S\{x} would increase this value; and for all x /∈ S, we have
px ≤ qx. Therefore the largest P (S)−Q(S) is attained for S = {x ∈ A | px ≥ qx}.
Also for any T we have P (T ) + P (A \ T ) = Q(T ) +Q(A \ T ) = 1, so plugging in
our choice for S we obtain

P (S)−Q(S) = Q(A \ S)− P (A \ S)

=
1

2
(P (S)−Q(S) +Q(A \ S)− P (A \ S))

=
1

2

∑
x∈A

|px − qx|,

hence ∆(P,Q) = 1
2
|P −Q|1.

Let P be a property of functions mapping T to {0, 1}. Let ε > 0 and

R ⊆ {f : T → {0, 1} | dist(f,P) ≥ ε}

be non-empty. Any ε-tester for P should, with high probability, accept inputs
from P and reject inputs from R.
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1.5.5. Corollary. Let ε,P ,R be as in the preceding discussion, and let Dyes

and Dno be distributions over P and R, respectively. If q is such that for all
Q ∈

(
T
q

)
, ∑

a∈{0,1}Q

∣∣∣∣ Pr
f∼Dyes

[f�
Q

= a]− Pr
f∼Dno

[f�
Q

= a]

∣∣∣∣ < α,

then any non-adaptive tester for P with error probability ≤ 1/2− α/4 must make
more than q queries.

With α = 2/3 we obtain a bound for testers with success probability 2/3.

Proof. The condition says that, for any deterministic tester, the statistical
difference between the response vectors when f is drawn from Dyes and Dno is
less than α/2. By definition of statistical distance, the probability of acceptance
in both cases can only differ by less than α/2, irrespective of the acceptance
condition of the tester. But then the overall success probability of the tester when
f is drawn from (Dyes + Dno)/2 is less than 1/2 + α/4. To complete the proof,
invoke Yao’s lemma.

1.5.2 A lemma for proving adaptive lower bounds

If we allow for adaptive algorithms, the condition of Corollary 1.5.5 no longer
implies a lower bound of q queries. It does imply a lower bound of log(q + 1)
adaptive queries because for properties of boolean functions, the decision tree
describing an algorithm is binary, so a depth-d decision tree can be replaced with
a non-adaptive algorithm that queries in parallel all 2d−1 query strings associated
to its nodes, and then selects the ones that it actually needs.

However, the bounds obtained in this way are normally not very tight. We use
the following lemma in various lower bound proofs for two-sided adaptive testing.
It is proven implicitly in [FNS04], and a detailed proof appears in [Fis01]. Here
we strengthen it somewhat, but the same proof still works (we reproduce it here
for completeness).

1.5.6. Lemma. Let P ,R be as in Corollary 1.5.5, and let Dyes and Dno be
distributions over P and R, respectively. If q is such that for all Q ∈

(
T
q

)
and a ∈ {0, 1}Q we have

α Pr
f∼Dyes

[f�
Q

= a] < Pr
f∼Dno

[f�
Q

= a] + β · 2−q (1.1)

for some constants 0 ≤ β ≤ α ≤ 1, then any tester for P with error probability
≤ (α− β)/2 must make more than q queries.
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The hypothesis cannot be satisfied if α = 1 and β = 0 because of the strict
inequality in (1.1), so for any choice of α, β for which the lemma is applicable we
have that (α− β)/2 is bounded away from 1/2, and this yields a lower bound of
Ω(q) queries because the error probability of any tester can be reduced from 1/3
to (α− β)/2 by a constant number of repetitions (depending only on α, β).

Proof. Let T be any attempted tester that makes no more than q queries;
without loss of generality it makes exactly q queries. Let D = (Dyes +Dno)/2 and
fix a random seed such that the tester works correctly for f ∈ D with probability at
least 1− α−β

2
; now the behaviour of the tester can be described by a deterministic

decision tree of height q. Each leaf corresponds to a set Q ∈
(
T
q

)
, along with

an evaluation a : Q → {0, 1}; the leaf is reached if and only if f satisfies the
evaluation. Consider the set L corresponding to accepting leaves; f is accepted
if and only if there is (Q, a) ∈ L such that f�

Q
= a. These |L| ≤ 2q events are

disjoint.
Let p = Prf∼Dyes [f is accepted]. By the observations above,

p =
∑

(Q,a)∈L

Pr
f∼Dyes

[f�
Q

= a].

Likewise, let r = Prf∼Dno [f is accepted] and write

r =
∑

(Q,a)∈L

Pr
f∼Dno

[f�
Q

= a].

Conditioned on f ∈ Dyes, the success probability of the tester is p. Conditioned
on f ∈ Dno, it is 1− r. Hence its overall success probability is 1+p−r

2
. By (1.1), we

can perform a term-by-term comparison between the two sums in the expressions
for p and r, which yields αp < r+β, so p−r < (1−α)p+β ≤ 1−α+β. But then
the overall success probability of T when f is taken from D is 1

2
+ p−r

2
< 1− α−β

2
,

so the error probability of T is larger than (α− β)/2.

In practice we sometimes make use of slightly different claims; their proof is
still the same.

• The same conclusion holds if instead the inequality

α Pr
f∼Dno

[f�
Q

= a] < Pr
f∼Dyes

[f�
Q

= a] + β · 2−q

is satisfied for all Q, a.

• If Dyes and Dno are distributions of functions such that

Pr
g∼Dyes

[f ∈ P ], Pr
g∼Dno

[g ∈ R] = 1− o(1),
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the lemma is not quite applicable as stated. However, in that case the
success probability of the tester can be no larger than

(1 + p− r + o(1))/2 < 1− α− β
2

+ o(1)

(where p and r are as in the proof of the lemma), so an Ω(q) lower bound
still follows.

• Finally, note that the proof of the lemma is based on an indistinguishability
result that a tester needs q queries to tell apart a random f ∼ P from a
random f ∼ R (where P or R are chosen with probability half). If we drop
the condition that R only contain functions far from P , the implication for
property testing lower bounds disappears, but the indistinguishability result
still holds.




