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Chapter 9

Cycle detection with jumps

In this chapter we consider the following related questions:

• Suppose you are in front of a huge roulette wheel, so large that you are only
able to see one slot at a time. The numbers written on each slot are all
different, but other than that they are arbitrary. You can turn the roulette
clockwise and perform a rotation by j slots, where j ≤ m and m is some
known quantity. You cannot read any of the numbers in between while the
rotation is underway. What is the minimum number of turns needed to
determine the total number of slots in the wheel?

• How many elements of a sequence is it necessary to inspect to decide whether
or not a cycle exists (containing distinct elements), and if so determine its
length and location?

• What is the most efficient way to identify a number n by making queries of
the form π(x mod n), where π is an unknown permutation of the residues
modulo n?

The content of this chapter is based on the paper

• S. Chakraborty, D. Garćıa–Soriano and A. Matsliah. Cycle detection, order
finding, and discrete log with jumps. In Proceedings of the second Symposium
on Innovations in Theoretical Computer Science (ITCS) (formerly known
as Innovations in Computer Science), pages 284–297, 2011.

9.1 Introduction

Let S be a finite set. Given a function f : S → S and an element a0 ∈ S, define
the ith iteration f i of f by f 0(a0) = a0 and f i(a0) = f(f i−1(a0)) for all i ≥ 1.
As S is finite, at some point there will be repeated elements in the sequence
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170 Chapter 9. Cycle detection with jumps

a , f 0(a0)f
1(a1) . . . of values obtained this way. Let s ≥ 0 and r > 0 be the

smallest integers such that f s(a0) = f s+r(a0); it is readily seen that both can be
simultaneously minimized, and the sequence a will consist of an initial “tail” of
length s, followed by unlimited repetitions of a cycle of length r. Determining s
and r, given a0 ∈ S and a black-box oracle to f , is the cycle-detection problem.
When f is bijective (i.e., f is a permutation of S), then the tail is empty (s = 0)
and the order-finding problem is to find the smallest r > 0 such that f r(a0) = a0,
and the discrete-log problem is, given an additional element b0 ∈ S, to find the
smallest k ≥ 0 such that fk(a0) = b0.

Cycle detection, order finding and discrete log are well-studied problems in
various settings and models. There are plenty of algorithms, lower bounds and more
general time-space tradeoff results known for these problems. Many applications
have been found, ranging from Pollard’s ρ algorithm for integer factoring [Pol75],
through detecting infinite loops in programs, to measuring the period length of
pseudorandom number generators or performing shape analysis of data structures
(some of the highlights can be found on their Wikipedia pages as of the time of
writing [Wika, Wikb]).

In most of the relevant literature, time and space complexity are the main
measures of efficiency for algorithms solving these problems. The classical “tortoise
and hare” algorithm of Floyd [Flo67] is probably the best example of a cycle-
detecting algorithm with optimal space complexity: it uses only two pointers
to elements in S, which move through the sequence a = f 0(a0)f

1(a0) . . . at
different speeds, and detects a cycle after O(s+r) steps (and function evaluations).
(Specifically, it finds the smallest i > 0 for which ai = a2i. Such i must satisfy i ≥ s
and r | i; the precise values of r and s can subsequently be easily determined.)

In the present chapter the main measure of efficiency considered is the query
complexity, i.e., the number of elements of the sequence a inspected. (This
corresponds to the number of wheel turns in our example.) Clearly, with the
standard oracle, which only allows to evaluate f on a certain input, one cannot
do better than evaluating f at least s+ r times. Here we consider more powerful
oracles, which allow longer “jumps” in the sequence a at unit cost.

There are various scenarios in which our objective to minimize the number of
such queries may make sense. One example is when S is the set of possible states
of a system and f corresponds to a program being running on it; that is, f maps
a given state a to the state f(a) reached on completion of the next execution step.
In this setting, running the program for i > 1 steps and then reading the state
f i(a) may be almost as fast as reading just the next state f(a). We are aware of a
few works that are directly related to the model we study here. First is the work
of Cleve [Cle04], where a query-complexity lower bound is shown for order-finding.
Second is the more recent work of Lachish and Newman [LN11], who study the
related problem of periodicity testing. Finally there is the paper [CFMW10] of
Chakraborty et al., who study the complexity of testing periodicity in quantum
property testing.
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Also somewhat related are the works in which S corresponds to a group, and
the complexity of these problems is measured by the number of group operations
required before obtaining the result. More on this in Section 9.5.2.

9.2 Preliminaries

Recall that the symbol log denotes logarithms to the base 2, and ln denotes the
natural logarithm. For notational brevity, instead of writing max{log x, 1}, we
redefine log x to be 1 when x < 2 in order for expressions such as log log n to be
defined for all n. Whenever we write such phrases as “a prime power p1

α1” or
“the prime factorization of t is

∏
pi
αi” we assume implicitly that each of these pi

is prime.
We write lcm(S) for the least common multiple of all elements of a set S ⊆ N.

If a ≥ 0, b > 0, we also write a mod b for the unique 0 ≤ r < b such that a ≡ r
(mod b).

The set of primes is denoted P and we write Pn , P ∩ {1, . . . , n} for n ∈ N.
The set of prime divisors of n is denoted PD(n). Finally, denote by νp(x) the
largest power of p that divides x, and if D ⊆ P , let νD(x) =

∏
p∈D νp(x), which is

the part of the prime factorization of x that uses primes from D.
We make use of the following results from number theory:

9.2.1. Theorem (Chinese remainder theorem). Let m1, . . . ,mk, a1, . . . , ak
be integers. The system of congruences x ≡ a1 (mod m1), . . . , x ≡ ak (mod mk)
has a unique solution modulo lcm(m1, . . . ,mk) iff for all i, j, the congruence
ai ≡ aj (mod gcd(mi,mj)) holds.

9.2.2. Theorem (Prime number theorem). Let π(n) = |Pn| be the number
of primes up to n. Then

π(n) =
n

lnn
±O

(
n

(lnn)2

)
.

In fact the weaker statement that |Pn| = Θ(n/ log n) is enough for us. This is
known as Chebyshev’s theorem and admits a much simpler proof by analyzing
the prime factors of binomial coefficients (see Theorem 7 of the book by Hardy
and Wright [HW08]).

The following result is also Theorem 317 of [HW08].

9.2.3. Theorem (Wigert’s Divisor bound [Wig07]). Let τ(n) be the num-
ber of positive divisors of n ∈ N. Then

τ(n) ≤ 2O(logn / log logn).

It may be worth noting that this worst-case bound is tight in that there are n for
which τ(n) = 2Ω(logn / log logn), even though the average order of τ(n) is just log n.
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9.2.1 Sequence oracles: restricted vs. m-restricted

Here S is a finite set and f an arbitrary function mapping S to itself.

9.2.4. Definition. An unrestricted oracle O∞f : S × N → S for f maps every
query (a, i) to f i(a).

Let m ∈ N,m > 0. An m-restricted oracle Om
f : S × [m]→ S for f is defined

similarly, except the restriction 0 ≤ i < m must hold.

When we want to impose the additional constraint that f be a permutation of S,
we may write π instead of f .

9.2.2 The problems

• Cycle detection: Given a0 ∈ S and oracle access to f , find the smallest
s ≥ 0 and r > 0 such that f s(a) = f s+r(a). Considering the infinite sequence
a = a0a1 . . . given by ai = f i(a), it is easily seen that a0, . . . , ar+s−1 are
distinct and ai = ai+r whenever i ≥ s. In this case an equivalent definition
avoiding an explicit mention of the function f is an oracle that allows probing
a sequence a ∈ S∞ having the property that ai = aj implies ai+1 = aj+1.
The integer r is called the length of the cycle, and s its starting position.

• Order finding: Given a0 ∈ S and oracle access to π ∈ Sym(S), find the
smallest r > 0 such that πr(a) = a; this is the length of the cycle to which
a belongs in the cycle decomposition of π. Similarly, one can view this as
the problem of finding the period length r in a purely periodic sequence a,
in which a0, . . . , ar−1 are distinct and ai = ai+r for all i ≥ 0 (i.e., s = 0).1

The m-restricted oracle is viewed in this setting as allowing one to query
position p+ i of a (where 0 ≤ i < m), provided that p = 0 or is a previously
queried position.

• Discrete log: Given a0, b0 ∈ S and oracle access to π, find the smallest
k > 0 such that πk(a0) = b0. If no such k exists (i.e., a0 and b0 belong to
different cycles), output ∞.

9.3 Order finding with unrestricted oracles

Consider the sequence a ∈ [n]∞ associated with some f : [n] → [n]. Take a
randomized q-query algorithm A for order finding; without loss of generality we

1One may also consider the problem of finding the period of a general sequence (not arising
from a permutation), where the same value may appear several times within each period. In
this case, upper and lower bounds of Θ(r) queries are straightforward (for any type of oracle).
However, in the property-testing setting, where the task is to distinguish periodic sequences
from those which are “far from periodic”, polylogarithmic bounds were obtained in [LN11].
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assume it always makes q queries (some of which may be redundant). At any
stage 0 ≤ i < q, its behaviour is determined by its random seed t and the history
sequence

Hi = ((q0, α0), . . . , (qi−1, αi−1))

of query/answer pairs received thus far (where αi = aqi). H0 starts out empty. On
history Hi, where i = |H| < q, A queries position qi , queryA,t(Hi), obtaining

αi , aqi as a response, and then the new pair (qi, αi) is appended to Hi to form
Hi+1. After the last query, A guesses at the period of a based on Hq and t. For
any a, the value returned by A is correct with probability at least 2/3 (over t).

Suppose now we are promised that the period r belongs to a known set Sn.
Construct the set Cand(Hi) of candidate periods that are consistent with Hi. It
is easy to see that

Cand(Hi) = {r ∈ Sn | ∀j, k ∈ [i] : αj = αk ⇔ r | (qj − qk)}.

This set depends only on the pairs of queries that got the same answer, and not
on the answer labels themselves. What this means is that each of the possible
responses to the i + 1st query falls into at most i + 1 equivalence classes: the
answer can either be one of α0, . . . , αi−1, or be a new one, but aside from that
the values of α0, . . . , αi−1 are irrelevant. This motivates the introduction of a new
kind of oracle.

9.3.1 Divisibility oracles

9.3.1. Definition. A divisibility oracle for an unknown integer r > 0 is an oracle
DivO(r) that keeps a record of the sequence of queries q0, . . . , qi−1 previously
made, and on the ith query qi returns the smallest index j ≤ i such that qj ≡ qk
(mod r).

It must be emphasized that, even though the indices returned by DivO(r) on
a given set of queries depends on the order in which the queries are placed, the
result of any set of equality comparisons between those indices remains the same,
as they are simply determined by equality comparisons modulo r. The results to
a series of i calls to DivO(r) induce a partition of [i], where the indices of queries
that received the same answer are put into the same component of the partition.

Divisibility oracles can be much weaker than unrestricted oracles for sequences
of a special form. For example, if a is determined from r by ai = i mod r and we
have r ≤ n for some known n, then there is a deterministic algorithm to find r
that makes the single query for position n!− 1 and returns an!−1 + 1. This works
because n! ≡ 0 (mod r), so an!−1 + 1 = ((n!− 1) mod r) + 1 = (r − 1) + 1 = r. It
is not possible to do this with a divisibility oracle; this algorithm “cheats” in that
it takes advantage of some properties of the sequence that are not shared for all
r-periodic sequences. In fact, this kind of algorithm is bound to fail in general: if
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we look for algorithms that are required to work for all sequences, then divisibility
oracles turn out to be every bit as powerful as unrestricted oracles.

9.3.2. Theorem. Suppose n is known. Any order-finding algorithm for cyclic
sequences a ∈ [n]∞ using an unrestricted oracle gives rise to an algorithm to
determine r ≤ n by calls to a divisibility oracle to r, and vice versa.

For any r, the transformations preserve the worst-case query complexity (over
all r-periodic sequences a) and the success probability.

Proof. One direction is trivial, since a query to a divisibility oracle can be
simulated with one query to an unrestricted oracle, followed by an examination of
the labels of all previous queries to determine if one of them matches the latest
one. We argue the converse.

We model the labels examined by the algorithm as sequences of length bounded
by n (as n queries always suffice). We say that two sequences α, β ∈ [n]≤n are
equivalent if they are the same up to a relabelling, i.e., if there is a permutation
σ : [n] → [n] such that β = ασ, where (ασ)i∈[n] = (σ(αi))i∈[n]. Choose one
representative for each equivalence class [α]; we denote it by [α] as well. Then
α and β are equivalent iff [α] = [β]. For any permutation π : [n] → [n], we also
consider the permuted representative function []π mapping α to [α]π.

We start with an arbitrary order-finding algorithm A and define a new
algorithm B that simulates A, except that it normalizes the labels “on the fly”
according to a random representative function []π, so that the sequence α0, . . . , αi−1

of responses kept in Hi is always “normalized” this way. The new algorithm B
will still use unrestricted oracles, albeit in a limited way. Concretely, Bt,π takes
the random seed t and an additional uniformly random permutation π, and on
history Hi does the following:

1. Make the same query qi = queryA,t(Hi) that A would make; let βi , aqi
be its answer.

2. Find the unique αi satisfying

[(α0, . . . , αi−1, βi)]
π = (α0, . . . , αi−1, αi).

3. Append (qi, αi) to Hi to form Hi+1 (that is, pretend that the answer received
was αi instead of βi).

It is important to note that for any t, a, the sequence (α0, α1, . . . ) so constructed
follows the same distribution over random π as as the sequence of labels received
by A on input aσ over a random permutation σ = σ(t, π). Also recall that all
aσ have the same period. These observations imply that Bt,π has the same query
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complexity, and also has success probability 2/3 for any a:

Pr
t,π

[Bt,π succeeds on a] = Pr
t,σ

[At succeeds on aσ]

= E
σ

Pr
t

[At succeeds on aσ]

≥ 2

3
.

By construction, the decisions of Bt,π depend only on t and [a]σ, and therefore
once the random coin tosses for t and π have been made it behaves the same for
equivalent sequences in [n]∞, i.e., sequences having the same period, say r. This
entails that the decisions of B can be written as a random variable of the responses
of DivO(r), as can be easily shown by induction on the number of queries.

9.3.2 Lower bound

9.3.3. Theorem (Chakraborty et al. [CGM11a]). Order finding requires
Ω(log r / log log r) queries with an unrestricted oracle O∞f .

Proof. We prove that for every n, order finding with DivO(r) under the
promise that the period r belongs to a known set Sn ⊆ [n/2, n] of polynomial
density (i.e., m , |Sn| = nΩ(1)) requires Ω(logm/ log logm) = Ω(log r / log log r)
queries. We apply Yao’s principle and show that no deterministic decision tree of
small depth can succeed with probability at least 2/3 over random r ∈ Sn.

Take a depth-q decision tree T with ` leaves, each of whose internal nodes
is associated with a query to DivO(r). To the ith leaf (i ∈ [`]) corresponds a
unique normalized history sequence HT (i) leading to it (as defined above) and
a candidate set CT (i) = C(HT (i)). The normalized history sequence, and hence
also CT (i), is determined by a partition of [q]. Therefore ` ≤ Bq, where Bell’s
numberBq is the number of partitions of an n-set (see, e.g., [LW01]). It is not
hard to see that Bq ≤ q!.

On the other hand, {CT (i)}i∈[`] is a family of disjoint subsets of [n] (for a given
period, precisely one of the leaves will be reached). Since the tree is deterministic,
there is only one r = ri on each leaf for which the correct period ri is returned.
As r is chosen uniformly at random from a set of cardinality m, the probability of
picking some r ∈

⋃
i∈[`]{ri} is exactly `/m. Hence for the success probability to

be no smaller than 2/3, we need to have ` ≥ (2/3)m. Then q! ≥ Bq ≥ ` ≥ (2/3)m
and q ≥ Ω(logm/ log logm), concluding the proof.

9.3.4. Remark. This is in essence an information-theoretical lower bound, and
also holds if r is drawn from any set of size nε. In particular the lower bound
still applies to the special case where r is promised to be a prime power. In this
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case the algorithms in this chapter provide a matching O(log r / log log r) upper
bound.

9.3.3 Upper bound

The main result of this section is stated next.

9.3.5. Theorem (Chakraborty et al. [CGM11a]). Assume we are given
an upper bound n on the cycle length r. Then there is a randomized algorithm
that finds r by making O(log n / log log log n) queries to a divisibility oracle for r.

Therefore there is a randomized order-finding algorithm with an unrestricted
oracle making the same queries. We will tackle the question of how to obtain
a good upper bound n in Section 9.5.3. Our techniques are inspired by junta
testers: we think of r as a junta and we attempt to find the set PD(r) of “relevant
variables”. (Here the junta core would be the product of the elements of PD(n)
raised to the appropriate powers.)

For starters observe that it is easy to find out whether a given prime power pα

divides r:

9.3.6. Lemma. Let t be the largest divisor of lcm([n]) that is not a multiple of
pα. If r ≤ n, then pα | r ⇔ r - t.

Proof. The prime factorization of t is the product of all prime powers that
are at most n, except for p, which appears with exponent min(α− 1, blogp(n)c)
instead. So any prime power appearing in the factorization of r appears in t as
well, except possibly for pα. Therefore r | t implies that p appears with exponent
at most α− 1 in r, so pα - r; conversely, pα | r implies r - t.

Since r | t is the same thing as query(0) = query(t), we can perform this
check easily. This is done by Procedure IsDivisor, which admits a straightforward
generalization HasFactor to sets D of prime powers.

If we knew a prime factor p of r, we could use IsDivisor and binary search
to compute the exponent α of p in the prime factorization of r by making at
most 1 + 2 logα queries. Procedure FindExponents takes as input D = PD(r),
computes the exponents for all prime factors of r and returns r itself. Therefore, if
we somehow managed to know the set PD(r), we could find the precise value of r
with no more than

∑k
i=1(1+2 log(αi)) additional queries, where r = Πk

i p
αi
i has been

written according to its prime factorization. In analyzing these query complexities
we shall make repeated use of the following bound on the size of PD(n):

9.3.7. Lemma. |PD(n)| ≤ 4 log n / log log n.
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Algorithm 6 – return true if r is divisible by some element of D

Require: D = {pα1
1 , . . . , pαkk } (αi ≥ 1) is a set of powers of distinct primes;

r ≤ n
1: procedure HasFactor(D,n)
2: find the prime factorization of lcm([n]) = pβ1

1 . . . pβmm
(where the first k factors correspond to the primes in D)

3: t←
∏k
i=1 p

αi−1
i

∏m
i=k+1 p

βi
i

4: return true iff query(0) 6= query(t)

5: procedure IsDivisor(pα, n) . is r divisible by prime power pα?
6: return HasFactor({pα}, n)

Proof. Up to constants, the result follows from Theorem 9.2.3 because
τ(n) ≥ 2|PD(n)|, but it can also be shown directly. Let b be the least integer
satisfying bb ≥ n; then b = (1 − o(1)) log n / log log n and in fact one can check
that b ≤ 2 log n / log log n for all n. There are at most b primes in [2, b] and since
bb ≥ n, there are at most b prime factors of n in [b, n]. Hence there are at most 2b
primes that divide n.

Observe that we also have |PD(r)| ≤ 4 log n / log log n if r ≤ n since the
function x → log x / log log x is increasing, irrespective of whether |PD(r)| <
|PD(n)|.

9.3.8. Lemma. Let Πk
i=1p

αi
i be the prime factorization of r. Then

k∑
i=1

(1 + log(αi)) = O(log r / log log r).

Proof. The number of divisors of r is τ(r) =
∏

i(αi + 1). By the divisor bound
(Theorem 9.2.3), τ(r) = 2O(log r / log log r), whence

k∑
i=1

logαi = log
k∏
i=1

αi < log τ(n) = O(log r / log log r).

Since k = |PD(r)| = O(log r / log log r), we get

k∑
i=1

(1 + logαi) = k +
k∑
i=1

logαi = O(log r / log log r).

9.3.9. Corollary. The number of queries Procedure FindExponents makes
when its requirements are met is O(log r / log log r).
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Algorithm 7 – return r, given the set D of its prime divisors
Require: D = PD(r)

1: procedure FindExponents(D,n)
2: r ← 1
3: for all p ∈ D do . compute exponent
4: α, β ← 1
5: while IsDivisor(pβ, n) do . find a strict upper bound β
6: β = 2β
7: while β − α 6= 1 do . binary search
8: γ ← bα+β

2 c
9: if IsDivisor(pγ , n) then α = γ else β = γ

10: r ← r · pα

11: return r

Thus the main task is finding the set PD(r) usingO(log n / log log log n) queries.
We divide this task into three sub-tasks. First we present an algorithm that,
given a subset D that is known to contain exactly one prime factor of r, finds it.
Building on this we give a method to isolate all prime factors of r into disjoint
subsets of [n]. Then, in order to reduce the query complexity, we partition [n]
into intervals of increasing length and find those prime factors of r inside each.
These intervals will be carefully chosen so as to guarantee that the overall query
complexity of finding all the prime factors of r remains small.

Locating one prime factor

If we are given a subset D containing precisely one prime divisor of r, it is not
difficult to see that binary search and Procedure HasFactor can be used to find p
with O(log |D|) queries. Unfortunately, this is too expensive for our purposes; we
show how to do better. The key idea is the following. Suppose that, over the
previous queries, we have obtained t distinct responses from the divisibility oracle,
corresponding to t different remainders modulo r. Further, assume for simplicity
that r is a prime contained in some set D. Then we can split D into t+ 1 parts
and query some number x that is guaranteed to leave a different remainder modulo
t depending on which of these t + 1 parts r belongs to (this is possible via the
Chinese remainder theorem). Hence we can manage to divide the search range by
a factor of t + 1, and possibly learn a new remainder modulo r. In contrast, a
binary search would always divide the size of the search range by two.

9.3.10. Lemma. Procedure FindUniquePrimeDivisor(D,n) finds the unique
p ∈ PD(r) ∩D and makes O(log |D| / log log |D|) queries.

Proof. First we show that the query complexity is O(log |D| / log log |D|). The
for loop in line 4 makes O(log |D| / log log |D|) queries. Every iteration of the
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Algorithm 8 – find the unique prime factor of r in D
Require: r ≤ n and |PD(r) ∩D| = 1

1: procedure FindUniquePrimeDivisor(D,n)
2: k ← 2blog |D| / log log |D|c
3: T ← Pn \D; a← νT (lcm([n])) . a = prime powers outside of D
4: for i = 0 to k − 1 do . loop through small candidates for p
5: vi ← query(i · a)
6: if i > 0 and vi = v0 then
7: return the only prime divisor of i
8: while |D| ≥ 2 do
9: construct an equipartition of D into k parts D1, . . . , Dk

10: D ← WhichIsRelevant({D1, . . . , Dk}, n, a, {v0, . . . , vk−1})
11: return the unique p ∈ D

12: procedure WhichIsRelevant({D1, . . . , Dk}, n, a, {v0, . . . , vk−1})
13: for i = 1 to k do ai ← a · νDi(lcm([n]))
14: find x such that x ≡ i · a (mod ai) for all i ∈ [1, k] using the CRT
15: y ← query(x)
16: find 1 ≤ i ≤ k such that vi = y, or return fail if none exists
17: return Di

while loop in line 8 divides the size of D by a factor of k (up to a floor function).
The maximum number of iterations increases with |D| and since |D| ≤ kk at the
outset, the body of the loop is executed k times at most. As only one query
is made inside each iteration, the total query complexity of the while loop is
O(log |D| / log log |D|).

Now we show the correctness of the algorithm. Let PD(r) ∩D = {p} and the
exponent of p in r be t. The condition vi = v0 in line 6 is satisfied when r | i · a,
which by our choice of a is equivalent to pt | i. So the first time line 7 will be
reached is when i attains the value pt, provided pt < k. In this case p is the only
prime divisor of i and the return value will be p. So all we need to show is that if
pt ≥ k, the while loop finds the correct Di to which p belongs.

In line 14 we need to find x such that x ≡ i ·a (mod ai) for all i. The existence
of such x is guaranteed by the Chinese Remainder Theorem because for all i 6= j,
we have gcd(ai, aj) = a and i · a ≡ j · a ≡ 0 (mod a) (some of the sets Di may be
empty, in which case ai = a). If p ∈ Di, then pt | νDi(lcm([n])) and so r | ai. This
gives x ≡ i · a (mod r), implying query(x) = query(i · a) = vi. To complete the
proof we have to show that no j 6= i can satisfy query(x) = query(j · a), which
is the same thing as x ≡ j · a (mod r). This is because x ≡ j · a (mod r) and
x ≡ i · a (mod r) together imply a(i− j) ≡ 0 (mod r), so a(i− j) ≡ 0 (mod pt)
(as pt | r); and since gcd(a, pt) = 1 we can divide by a to get i ≡ j (mod pt) and
k > |i− j| ≥ pt, which is a contradiction.
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Isolating the prime factors of r

Recall from Section 5.3.1 that it is possible to isolate the relevant variables of a
strong k-junta with O(k log k) queries. Here we take k = Θ(log n / log log n) to be
the largest possible size of PD(r). As we hope to obtain an upper bound that
is almost linear in k, we need some improvements. One of the observations of
Section 5.3 is that, if we could distinguish between a set D having two relevant
variables or only one, then we could actually solve this problem with O(k) queries.
So going back to our idea of thinking of prime powers as “relevant variables”
of r, we would like to have a procedure HasTwoPrimeDivisors to determine
whether a given set D contains at least two prime factors of r. One solution
would be to call FindUniquePrimeDivisor and check the result, but this makes
more queries than we can afford for large D. In fact we do not know of any
query-efficient deterministic solution, but a randomized one can be designed along
the lines of Procedure FindUniquePrimeDivisor. It performs better than
FindUniquePrimeDivisor does when |D| = Ω(1/δ).

Algorithm 9 – determine if D contains ≥ 2 prime divisors of r with confidence
1− δ
Require: r ≤ n

1: procedure HasTwoPrimeDivisors(D,n, δ)
2: k ← 2dlog(δ−1) / log log(δ−1)e
3: F ← {p ∈ Pk−1 | IsDivisor(p, n)} = PD(r) ∩ [k]
4: if F 6= ∅ then
5: return |F | ≥ 2 or (|F | = 1 and HasFactor(D \ F, n))
6: compute a, {v0, . . . , vk−1} as in FindUniquePrimeDivisor
7: for i = 1 to k do
8: split D into k disjoint sets D1, . . . , Dk by placing each p ∈ D in a

randomly selected Dj

9: if WhichIsRelevant({D1, . . . , Dk}, n, a, {v0, . . . , vk−1}) fails then
10: return true
11: return false

9.3.11. Lemma. Let d , |D ∩ PD(r)|.
If d ≤ 1, Procedure HasTwoPrimeDivisors(D,n, δ) always returns false.

If d ≥ 2 it returns true except with error probability δd−1 ≤ δ. It makes
O(log δ−1 / log log δ−1) queries.

Proof. Clearly, the query complexity is as stated, and if d ≤ 1 then the
algorithm always returns false. Also the correct decision is always made in line 5
if there is some element of PD(r) smaller than k.
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So assume that d ≥ 2 and PD(r) ∩ [k] = ∅. With probability 1 − (1/k)d−1,
at least two p, q ∈ D ∩ PD(r) land into different sets Di, Dj in line 8, where
1 ≤ i, j ≤ k. We claim that conditioned on this, WhichIsRelevant fails. This
happens when x 6≡ m · a (mod r) for any 1 ≤ m ≤ k.

Indeed, consider the case x ≡ i · a (mod p), x ≡ j · a (mod q) and suppose
for a contradiction that x ≡ m · a (mod r). Noting that x ≡ 0 (mod a) and
pq | r, this implies x/a ≡ i (mod p), x/a ≡ j (mod q) and x/a ≡ m (mod pq).
Therefore i ≡ m (mod p), and from 1 ≤ i,m ≤ k ≤ p we deduce i = m. Likewise,
j = m, implying i = j.

We have seen that each iteration of the for loop in line 7 returns true except
with probability (1/k)d−1. Since k independent iterations are run, the error
probability is 1/k(d−1)k ≤ δd−1 because kk ≥ 1/δ.

Algorithm 10 – isolate prime factors with probability 1− δ
Require: r ≤ n and D ⊆ Pn

1: procedure IsolateFactors(D,n, δ)
2: if HasTwoPrimeDivisors(D,n, δ/3) then
3: repeat
4: split D into two sets D1 and D2 at random
5: until HasFactor(D1, n) and HasFactor(D2, n)
6: return IsolateFactors(D1, n, δ/3) ∪ IsolateFactors(D2, n, δ/3)
7: else
8: if HasFactor(D,n) then
9: return {D}

10: else
11: return ∅

9.3.12. Lemma. Let d = |PD(r) ∩ D|. When IsolateFactors succeeds, it
returns d disjoint sets containing one element of PD(r) ∩ D each. The error
probability of IsolateFactors(D,n, δ) is at most δ, and its expected query
complexity is O(d log(d/δ) / log log(d/δ)).

Proof. Lines 10 and 11 are there only to cover the trivial case d = 0, so let
d ≥ 1. The probability that some error is ever made by some of the probabilistic
procedures employed is, using the union bound, at most the sum of the error
probabilities of the call to HasTwoPrimeDivisors in line 2 (which is at most
δ/3) and both recursive calls to FindPrimeDivisors in line 6. By induction
on the call depth, each of the latter have error probability δ/3, summing up to
3δ/3 = δ.

Provided the algorithm terminates and all these probabilistic calls were correct,
the set returned has size d and isolates PD(r) ∩ D. The call tree is then a
complete binary tree with d leaves. This means that the number of times lines
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4 and 8 are executed is precisely d− 1 and d respectively, and that the smallest
confidence parameter used is at least δ/dlog 3 = (δ/d)O(1) as the depth is bounded
by dlog de. Each execution of line 2 contributes O(log(d/δ)/ log log(d/δ)) to
the query complexity, and each execution of line 8 takes O(1) queries. Hence
the number of queries due to lines 2 and 8, which are run O(d) times, is
O(d log(d/δ) / log log(d/δ)).

It remains to bound the query complexity of line 5, which is bounded by a
constant times the expected number of iterations of the repeat loop. Because
of the one-sidedness of HasTwoPrimeDivisors, the loop is only run when
|PD(r) ∩ D| ≥ 2. Then the expected number of tries before a successful split
is at most two, and by linearity of expectation the total number of iterations is
bounded by 2(d− 1).

Partitioning

Remember that r can have as many as Ω(log n / log log n) prime divisors. Therefore
an invocation of IsolateFactors with D = [n] followed by calls to Find-
UniquePrimeDivisor might require as many as Ω((log n / log log n)2) queries on
average. To overcome this difficulty, we partition [n] into consecutive intervals of
increasing length; the intuition being that if a < b < c < d, the maximum number
of prime divisors of r the interval [c, d] can contain is smaller than the number of
divisors of r that the interval [a, b] can contain. The key is to choose a judicious
division of [n] into a sequence of intervals.

Algorithm 11 – finds the period r
Require: r ≤ n

1: procedure FindPeriod(n)
2: a = min{i | 2i log i ≥ log n}
3: b = min{i | 2i log i > n}
4: A = P2a log a−1

5: for i = a to b− 1 do
6: I = [2i log i, 2(i+1) log(i+1) − 1] ∩ [n]
7: A← A∪ IsolateFactors(I, n, 1/ log n)
8: PD = {FindUniquePrimeDivisor(D,n)| D ∈ A}
9: return FindExponents(PD, n)

Theorem 9.3.5 is a consequence of the next result.

9.3.13. Lemma. Procedure FindPeriod(n) makes an expected number of

O(log n / log log log n)

queries and returns r with high probability.
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Recall that standard techniques can convert average-case complexity into worst-
case complexity at the expense of a constant factor in the error probability owing
to Markov’s inequality.

Proof. First we show correctness. Note that a < b = Θ(log n / log log n).
Define the sequence

li , 2i log i = ii.

It is easy to see that la = Θ(log n) and lb−1 = nΘ(1). The interval [n] is partitioned
into O(log n / log log n) parts: namely π(la − 1) parts containing small primes,
then the intervals [li, li+1− 1] for a ≤ i < b− 1 and finally the interval [lb, n]. Each
call to IsolateFactors is made with error parameter δ = 1/ log n, and since
there are o(log n) such calls, with probability 1− o(1) all of them work correctly.
Then lines 4 to 6 find a collection A of sets containing at most one prime factor
of r, and lines 8 and 9 locate these factors and compute the actual period.

Now we prove the bound on the query complexity. We have la = Θ(log n),
hence by the prime number theorem there are Θ(log n / log log n) primes in the
interval [0, la − 1]. Thus we only need to consider the other intervals. Consider
an interval D ⊆ [n] of size |D| ≥ log n and set d = |PD(r) ∩ D|. For δ =
1/ log n, a call to IsolateFactors(D,n, δ) followed by the at most d calls to
FindUniquePrimeDivisor(Di, n) for each of the subintervals Di returned takes

O

(
d log |D|
log log n

)
queries on expectation. Indeed, the expected cost of IsolateFactors(D,n, δ) is

O

(
d log(d/δ)

log log(d/δ)

)
≤ O

(
d log(d/δ)

log log n

)
= O

(
d log d

log log n
+
d log log n

log log n

)
, (9.1)

and the total cost of the d calls to FindUniquePrimeDivisor(Di, n) is

O

(
d log |D|
log log n

)
. (9.2)

The expression (9.2) dominates the right-hand side of (9.1) term by term. Hence
the cost of the calls to FindUniquePrimeDivisor dominate (on average).

Let ki be the size of the interval Ii = [li, li+1−1] and ni = |PD(r)∩ [li, li+1−1]|;
then ki , li+1 − li = Θ(li+1). Let ni , |PD(r) ∩ [li, li+1 − 1]|. Since |Ii| ≥ log n
and linearity of expectation, it follows that the expected number of queries is
bounded by O(

∑b−1
i=1 ni log ki / log log n). Note that

n ≥ r ≥
b−1∏
i=1

lnii =
b−1∏
i=1

2ni i log i,
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so by taking logarithms on both sides we obtain

b−1∑
i=1

ni i log i ≤ log n.

These inequalities, together with log ki = O(i log i), can be used to bound the
total expected number of queries made in the second for loop by

b−2∑
i=a

ni
log ki

log log n
≤ O(1)

log log log n

b−2∑
i=a

ni i log i

≤ O

(
log n

log log log n

)
,

as we set out to prove.

9.4 Order finding with restricted oracles

9.4.1 Lower bound

9.4.1. Theorem (Chakraborty et al. [CGM11a]). Order finding with an
m-restricted oracle requires

Ω

(
log r

log log r
+

√
r

logm log r
+

r

m

)
queries.

Recall that taking maximums is the same as taking sums from an asymptotic
point of view. The term log r / log log r follows from the bound for unrestricted
oracles, which are a special case. So we focus our efforts on analyzing how much
a restriction a small jump size m is by studying the largest index that needs to
be queried. The term r/m is clear from the mere fact that the algorithm needs
to reach position r − 1 to detect a cycle of length r. Hence, it suffices to prove a
lower bound of

q(n,m) ,
√

n

logm log n

queries for order finding under the promise that r = Θ(n). Cleve [Cle04] proved

that the query complexity of order finding with an m-restricted oracle is Ω
(
|S|1/3√
logm

)
,

and if m ≥ 2|S| then it is O(|S|1/2). Since n = |S| is clearly an upper bound on r,

we improve Cleve’s lower bound by a factor of roughly n1/6
√

logn
. In particular, for

any m = poly(n) Cleve’s bound is Ω̃(n1/3) and ours is Ω̃(n1/2), which we will see
is nearly optimal.
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For n ∈ N and 1 < r < n/2, we denote by Grn the set of all permutations
π : [n] → [n] consisting of two disjoint cycles, one of length r and the other of
length n− r > n/2 > r. Given R ⊆ [n], define GRn ,

⋃
r∈R∩(1,n/2) Grn.

Recall that for every permutation π, the m-restricted oracle Om
π maps [n]× [m]

to [n] according to π; namely, Om
π (i, j) = πj(i). Given access to Om

π corresponding

to some π ∈ G [n]
n , an order-finding algorithm should be able to compute r such

that π ∈ Grn. We show the existence of a pair of disjoint sets R1, R2 ⊆ [n/2], and
a distribution D on permutations from GR1

n ∪ GR2
n , such that no deterministic

algorithm can tell if a random π ∼ D belongs to GR1
n or GR2

n unless it makes
Ω(q(n,m)) queries to Om

π .

Formal statement

Let Q = {(i1, j1), . . . , (iq, jq)} ⊆ [n] × [m] be a set of q queries (each being a
pair (i, j) fed as input to oracle Om

π ). Let R1, R2 ⊆ (1
5
n, 1

2
n) be a pair of disjoint

non-empty sets of integers. For a ∈ {1, 2}, let Da denote the uniform distribution
over all permutations π ∈ GRan .

For the lower bound, it suffices to prove the following (see Lemma 1.5.6):

9.4.2. Proposition. There are R1, R2, with corresponding distributions D1 and
D2, satisfying the following property: for every set Q = {(i1, j1), . . . , (iq, jq)} of
q = o(q(n,m)) (distinct) queries and every α ∈ [n]q, we have

Pr
π∼D1

[Om
π (Q) = α] = (1± o(1)) · Pr

π∼D2

[Om
π (Q) = α],

where Om
π (Q) denotes the string

Om
π (i1, j1) · · ·Om

π (iq, jq) ∈ [n]q.

Outline of the proof

First, we can assume without loss of generality that any order-finding algorithm
finds a collision in π; namely, it makes a pair of queries (i, j) and (i′, j′) such that
Om
π (i, j) = Om

π (i′, j′). Indeed, once r has been determined, one additional query
suffices to find a collision.

Second, we also observe that the actual values returned by oracle Om
π are

irrelevant. Namely, as long as the algorithm finds no collisions, the values obtained
from earlier queries are just random elements from [n] (distributed uniformly
without repetitions). Therefore, we may assume that the choice of queries is
non-adaptive while no collision has been found.

Having made these observations, all we need to show is that for any fixed set
Q of o(q(n,m)) queries and a ∈ {1, 2}, the probability that Q contains a collision
with regard to π ∼ Da is o(1).
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Core lemmas

Fix Q as above, and let Q1, . . . , Q` be the partition of Q where (i, j), (i′, j′) ∈ Q
belong to the same Qh if and only if i = i′. Clearly ` ≤ q. Given π, a subset
Q′ ⊆ Q is called π-collision-free if Om

π (i, j) 6= Om
π (i′, j′) for all (i, j) 6= (i′, j′) ∈ Q′.

The query set Q′ is r-collision-free if it is π-collision-free for all π ∈ Grn. We say
that Q = Q1 ∪ · · · ∪Q` is component-wise r-collision-free if Qh is r-collision-free
for every h ∈ [`].

In the following lemmas we let Q be an arbitrary set of size q = o(q(n,m)),
and by Q1, . . . , Q` we denote the foregoing partition of Q.

9.4.3. Lemma. For infinitely many n ∈ N there exists a pair of non-empty disjoint
sets R1, R2 ⊆ (1

5
n, 1

2
n) such that for a ∈ {1, 2},

Pr
r∈Ra

[
Q is component-wise r-collision-free

]
≥ 1− o(1).

Given π and h 6= h′ ∈ [`], we say that Qh and Qh′ are π-disjoint if for all
(i, j) ∈ Qh and (i′, j′) ∈ Qh′ , O

m
π (i, j) 6= Om

π (i′, j′). We say that Q is π-disjoint if
for all h 6= h′ ∈ [`], Qh and Qh′ are π-disjoint.

9.4.4. Lemma. For every (sufficiently large) n and r, 1
5
n < r < 1

2
n,

Pr
π∈Grn

[
Q is π-disjoint

]
≥ 1− o(1).

Observe that if for some π ∈ Grn, Q is both π-disjoint and component-wise
r-collision-free, then it is π-collision-free (with regard to that particular π). Hence,
by these two lemmas we get the following.

9.4.5. Corollary. For infinitely many n ∈ N there exists a pair of non-empty
disjoint sets R1, R2 ⊆ (1

5
n, 1

2
n) such that for a ∈ {1, 2},

Pr
π∈GRan

[
Q is π-collision-free

]
≥ 1− o(1).

Proposition 9.4.2 follows from Corollary 9.4.5, as sketched in the proof outline.

Proof of Lemma 9.4.3

We start with an auxiliary lemma, the statement of which should not be feared
despite its intimidating look.

9.4.6. Lemma. There exist absolute constants δ > 0 and n0 ∈ N such that for
any n̂ ≥ n0 there is n = (1 ± 1

12
)n̂ and α, β, γ, where 1

5
< α < β < γ < 1

2
, for

which the following holds. There exist 2k ≥ δn / log2 n pairs

(p1, t1), . . . , (pk, tk), (p
′
1, t
′
1), . . . , (p′k, t

′
k)

such that for all i ∈ [k] the following holds:
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• pi, ti, p′i and t′i are all primes;

• pi 6= pj, ti 6= tj, p
′
i 6= p′j and t′i 6= t′j for all j ∈ [k] \ {i};

• pi + ti = n and p′i + t′i = n.

• αn < pi < βn and βn < p′i < γn (consequently, pi < ti and p′i < t′i);

Proof. By the Prime Number Theorem, there exists ε > 0 and n0 ∈ N such
that for any n̂ ≥ n0, the number of primes p̂ ∈ (1

4
n̂, 1

3
n̂), as well as the number of

primes t̂ ∈ (2
3
n̂, 3

4
n̂), is at least k̂ , εn̂ / log n̂. Let p̂1, . . . , p̂k̂ and t̂1, . . . , t̂k̂ denote

these primes, and consider the multiset N = {p̂i + t̂j | i, j ∈ [k̂]}. Notice that N

contains k̂2 elements, each of them between 11
12
n̂ and 13

12
n̂. Therefore, there must

exist some n ∈ N appearing in N at least ` , k̂2

n̂/6
= 6ε2n̂

log2 n̂
times.

Let (p̂i1 , t̂j1), . . . , (p̂i` , t̂j`) be the pairs corresponding to this n, namely, p̂ih +
t̂jh = n for all h ∈ [`]. It is clear that p̂ih 6= t̂jh′ for all h 6= h′ ∈ [`], since the

ranges of p̂’s and t̂’s are disjoint. Notice that p̂ih 6= p̂ih′ and t̂ih 6= t̂ih′ also hold
for all h 6= h′ ∈ [`], since all pairs must sum to n. Let β be such that exactly2

k , `/2 of the pairs (p̂ih , t̂jh) satisfy p̂ih < βn.
Denote those k pairs by (p1, t1), . . . , (pk, tk), and the remaining k pairs by

(p′1, t
′
1), . . . , (p

′
k, t
′
k). Let α be such that αn = mini∈[k] pi − 1, and let γ be such

that γn = maxi∈[k] p
′
i + 1. Clearly, α < β < γ. Since n ∈ (11

12
n̂, 13

12
n̂) and

maxi∈[k] p
′
i < n̂/3 we also have γ < 1/2. Similarly, mini∈[k] pi ≥ n̂/4 and so

α > 1/5. Setting δ = 5ε2, the bound 2k ≥ δn / log2 n follows from n ∈ (11
12
n̂, 13

12
n̂)

as well.

Proof of Lemma 9.4.3. Let n ∈ N be one of those for which Lemma 9.4.6 holds.
Let R1 = {p1, . . . , pk}, T1 = {t1, . . . , tk}, R2 = {p′1, . . . , p′k} and T2 = {t′1, . . . , t′k}.
The conditions in Lemma 9.4.6 imply R1, R2 ⊆ (1

5
n, 1

2
n) and R1 ∩R2 = ∅.

Let a ∈ {1, 2} and r ∈ Ra. Consider a single component

Qh = {(i, j1), . . . , (i, j|Qh|)}

in the partition of Q. Notice that if Qh is not r-collision-free, then there must
be a pair j 6= j′ ∈ {j1, . . . , j|Qh|} that satisfies either j − j′ ≡r 0 or j − j′ ≡n−r 0
(depending on which cycle contains element i). Let R be the set of all r ∈ Ra ∪ Ta
for which some pair j, j′ satisfies j − j′ ≡r 0. Since R contains only primes that
are greater than n/5 and j 6= j′, the inequality

|j − j′| ≥
∏
r∈R

r ≥ (n/5)|R|

2We assume without loss of generality that ` is even. If not, drop one pair.
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must hold. On the other hand |j − j′| ≤ m, so |R| ≤ logm
log(n/5)

.

Consequently, the number of different r ∈ Ra for which some pair j, j′ ∈
{j1, . . . , j|Qh|} satisfies j − j′ ≡r 0 or j − j′ ≡n−r 0 is bounded by 2|Qh|2 logm

log(n/5)
.

This means that for a random r ∈ Ra, the probability that any particular Qh is

not r-collision-free is at most 2 |Qh|
2 logm

|Ra| log(n/5)
, and by the union bound,

Pr
r∈Ra

[Q is not component-wise r-collision-free
]
≤

2(
∑

h∈[`] |Qh|2) logm

|Ra| log(n/5)
≤ 2|Q|2 logm

|Ra| log(n/5)
.

The lemma follows since |Ra| = Ω(n / log2 n) and |Q| = o

(√
n

logm logn

)
.

Proof of Lemma 9.4.4

Let n ∈ N be large enough, and let r ∈ (1
5
n, 1

2
n). Fix a pair of components

Qh = {(i, j1), . . . , (i, j|Qh|)} and Qg = {(i′, j′1), . . . , (i′, j′|Qg |)} in the aforementioned
partition of Q. We now bound the probability, taken over random π ∈ Grn, that
Qh and Qg are not π-disjoint.

Notice that when picking a random π ∈ Grn, either i and i′ belong to different
cycles in π (and therefore Qh and Qg are π-disjoint), or else π locates both i and
i′ on the same cycle, where the positions of i and i′ are distributed uniformly at
random. Both cycles in π are of length greater than n/5, hence the probability

that Qh and Qg are not disjoint is at most |Qh||Qg |
n/5

.

Taking the union bound on all pairs of components we derive an upper bound

on Prπ∈Grn

[
Q is not π-disjoint

]
of

∑
h6=g∈[`]

|Qh||Qg|
n/5

≤
(
∑

h∈[`] |Qh|)(
∑

g∈[`] |Qg|)
n/5

= 5q2/n.

The lemma follows by plugging in the value of q.

9.4.7. Remark. Notice that the lower bound we proved does not work for any
large enough n. But since the n’s for which it works are densely spread (for any
n̂ ≥ n0 there is n = (1± 1

12
)n̂ for which it works), we can extend the lower bound

to work for all sufficiently large n by padding with unit cycles (fixed points).
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9.4.2 Upper bound

We deal now with the restricted-oracle case.

9.4.8. Theorem (Chakraborty et al. [CGM11a]). Assume we are given
an upper bound n on the cycle length r. Then there is a randomized algorithm
that finds r by making

O

(
min

( n
m

+
√
n,

n

logm
+

log n

log log log n

))
queries to an m-restricted oracle.

The left bound in the min expression is better when m = 2O(
√
n ). The proof of

the theorem will follow from the next few lemmas.

9.4.9. Lemma. Let A be an adaptive algorithm that finds r by making q queries
to the unrestricted oracle and let g be the largest position that A queries. Then for
any m > 0 there is an algorithm that finds r with q+ g

m
queries to the m-restricted

oracle.

Proof. Let us start assuming, for the sake of simplicity, that A is non-adaptive.
Thus g is known at the start of the algorithm. Let g = am+ b, where b < m. The
algorithm can make queries to all positions of form cm for all c ≤ a at the start.
This takes g

m
many queries. Once all these queries are made, by the definition

of the m-restricted oracle, for any i ≤ g the algorithm can obtain the value of
query(i) with at most one call to the m-restricted oracle. Since all the queries
that the algorithm A makes are at most g, the new algorithm can simply simulate
the algorithm A while making queries to the m-restricted oracle. Thus the total
query complexity will be q + g

m
.

Note that the algorithm does not have to know g beforehand, as it can query
position cm only when the algorithm A queries some i such that i > cm. Therefore
the conversion works too when A is adaptive.

We present two algorithms for the restricted-m case. The first one is better
for m < 2O(

√
n); the second one is better for m ≥ 2Ω(

√
n).

Small jump length m

This algorithm uses the baby steps-giant steps method of Shanks [Sha71, Sut07].

9.4.10. Lemma. Let n > 0 and define a , d
√
n e, B , {0, 1, 2, . . . , a− 1} and

G , {a, 2a, 3a, . . . , a2}. If r ≤ n, then there are b ∈ B and g ∈ G such that
g − b = r.
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Algorithm 12 – find r
1: procedure FindPeriodByShortJumps(n)
2: a← d

√
n e

3: for i ∈ {0, . . . , a− 1} do
4: bi ← i
5: gi ← (i+ 1) · a.
6: query each element of

⋃
i{bi, gi}

7: return the smallest positive value of (a · (j + 1)− i) among the pairs
{(i, j) | query(bi) = query(gj)}

Proof. Clear if r ∈ G. Otherwise write r = aq + t, where 0 ≤ q < a and
0 < t < a. Taking b = a− t ∈ B and g = a(q + 1) ∈ G, we have r + b = g.

Procedure FindPeriodByShortJumps(n) needs to make |B|+|G| = O(
√
n )

queries. Note that the maximum position queried is a2 ≤ n + 2
√
n. So from

Lemma 9.4.9 we have the following lemma.

9.4.11. Lemma. For any m > 0 there is a deterministic, non-adaptive order-
finding algorithm that makes O

(√
n+ n

m

)
queries to an m-restricted oracle.

Large jump length m ≥ 2Ω(
√
n )

To begin we need the following lemma.

9.4.12. Lemma. Let c be a large enough constant. If m ≥ 2c
√
n, there exists a

partition of Pn into A0, . . . , Ak with the following properties:

1. A0 , Pn ∩ [1,
√
n ].

2. For all 0 ≤ i ≤ k, νAi(lcm([n])) <
√
m.

3. k = O(n / logm).

Proof. For any set A ⊆ Pn, we have

νA(lcm([n])) =
∏
p∈A

pblogp(n)c ≤ n|A|,

because pblog p(n) is the highest power of p that divides some integer in [n]. So
if we take A1, A2, . . . , to be consecutive subsets of Pn \ A0, each containing
blogm/(2 log n)c − 1 primes (except possibly the last), the second condition
is satisfied for all i > 0. Now the Prime Number Theorem implies that the
number of sets in such a partition is |Pn|/(logm/(2 log n)) = O(n / logm) (which
gives us the third condition), and also that |A0| = O(

√
n / log n), implying

νA0(lcm([n])) = 2O(
√
n ) ≤

√
m for large enough c.
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Algorithm 13 find r when m ≥ 2c
√
n

1: procedure FindPeriodByLongJumps(n)
2: find the partition of Pn into A0, . . . , Ak (as in Lemma 9.4.12)
3: for i = 1 to k do
4: if query(νA0∪Ai(lcm([n]))) = query(0) then
5: N ← νA0∪Ai(lcm([n]))
6: use the algorithm FindPeriod(n) from Section 9.3.3 to find r,

replacing each query(i) with query(i mod N).
7: return r
8:

9.4.13. Lemma. Let c be as in Lemma 9.4.12. If m ≥ 2c
√
n then Algorithm 13

makes O(n / logm + log n / log log log n) queries to an m-restricted oracle and
outputs the period r.

Proof. The first property of the partition implies that at most one Ai with
i > 0 contains a prime divisor of r. In any case the for loop will find an i such
that r | νA0∪Ai(lcm([n])). So after a suitable i has been found, we know that r
divides N , νA0∪AI (lcm([n])) <

√
m ×

√
m = m by the second property, and

therefore for all i, if i ≡ i′ (mod N) then query(i) = query(i′). Hence by using
the algorithm of Section 9.3.3, with each query to position i replaced by a query
to position (i mod N), r is found with O(log n / log log log n) additional queries.

It is clear that the main loop spends at most O(k) = O(n / logm) queries
(by the third property) on checking the if condition inside the for loop. So the
total number of queries made by FindPeriodByLongJumps(n) is O(n / logm+
log n / log log log n). Also note that the maximum position the algorithm queries
is

max
i
{νA0∪Ai(lcm([n]))} < m.

So from Lemma 9.4.9 we have an algorithm that finds r by making at most
O(n / logm+ log n / log log log n) queries to an m-restricted oracle.

9.5 Extensions and consequences

9.5.1 Cycle finding

In the cycle finding problem, we do not know the starting position s of the
sequence, which may be non-zero. We prove the following.

9.5.1. Theorem (Chakraborty et al. [CGM11a]). The query complexity
of cycle finding for m-restricted oracles Om

f is between

Ω(log s+ s/m+ log r / log log r +
√
r/(logm log r) + r/m)
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and

O (log s+ s/m+ log r / log log log r + r / logm) .

The query complexities for unrestricted oracles can be obtained by eliminating
the terms involving m.

Proof. In view of our bounds for order finding, we only need to justify the
added term Θ(log s+ s/m) in both the upper and lower bounds.

The term Ω(log s) is clear, even under the promise that the period is r = 1,
since the problem of determining the index of the first ‘1’ in a sequence consisting
of s zeroes followed by an infinite number of ones can be reduced to it.3 The term
Ω(s/m) is clear from the mere fact that the algorithm needs to reach position
s+ r > s to detect any cycle.

For the upper bound, assume temporarily that s is known and we can get tight
upper bounds on n within the stated query complexity, where b is said to be a tight
upper bound for a if a ≤ b = O(a). (We will see how this can be done Section 9.5.3).
Then we can replace each query(i) by FindPeriod to query(i + s), which
results in the same outcome, and find r with O(log n / log log log n + n / logm)
queries, which is of the right order as n = O(r).

9.5.2 Lower bound for discrete log via the generic group
model

In earlier work the query complexity of group properties has been studied in a
different (but related) model – the generic group model [BB99, Sut07]. In this
setting, one has access to a “black box” that allows one to find the identity element
of the group, compute the inverse of an element, and multiply two elements. The
black box returns certain labels to which the algorithm is not allowed to ascribe
any meaning, except for equality comparisons (the label determines uniquely the
group element, but the precise bijection is a priori unknown to the algorithm).

The best known algorithm to compute the order of an element in this model
was found by Sutherland [Sut07]. His algorithm runs in time O(

√
r / log log r ),

where r is the order of the group. In particular, its query complexity is bounded
by O(

√
r / log log r ). A lower bound that is polynomial in r was shown by Babai

and Beals [BB99], and Sutherland shows a lower bound of Ω(r1/3) [Sut07]. In
contrast, for the similar problem of discrete log over generic groups there are tight
Θ(
√
r) bounds (the lower bound is by Shoup [Sho97], and the upper bound by

Shanks [Sha71]). Therefore, discrete log is strictly harder than order finding in the

3Note that it is required here to identify the precise value of s. If an upper bound on s were
all that is needed, the query complexity could grow arbitrarily slowly as a function of s (albeit
not necessarily of r).



9.5. Extensions and consequences 193

generic group model, but their complexities are polynomially related. In contrast,
there is an exponential separation between the two in our model.

Indeed, given a ∈ G, we know that it is possible to find the order r of the
(cyclic) group generated by a with O(

√
r / log log r ) queries in the generic group

model. Afterwards, any of the “jumps” allowed in our model (of the form ai for
some i ≥ 0 and a that was obtained previously) can be simulated with O(log r)
queries to a generic group oracle by the standard logarithmic exponentiation
algorithm, after reducing i modulo r. So the existence of an algorithm making
q queries for the discrete-log problem in our model implies an algorithm for the
discrete-log problem in the generic group model making O(

√
r / log log r+ q log r)

queries; by the Ω(
√
r) lower bound of Shoup, one gets q = Ω(

√
r / log r). We have

thus proved the following.

9.5.2. Theorem (Chakraborty et al. [CGM11a]). The discrete-log prob-
lem with an unrestricted oracle requires Ω(

√
r/ log r) queries.

Interestingly, this is exponentially larger than the O(log r / log log log r) upper
bound we prove for the order-finding problem.

To apply any of the algorithms presented so far, we need to be able to
have at our disposal a good upper bound r′ on r and know the value of s.
We say that a pair (r′, s′) is a candidate if r ≤ r′ and s ≤ s′. Given a
candidate pair r′ and s′, Procedures FindPeriodByShortJumps(s, n) and
FindPeriodByLongJumps(s, n) can be used to build a deterministic procedure
check(r′, s′) to decide if the bounds r′ and s′ are valid, i.e., r ≤ r′ and s ≥ s′,
and the same can be said of FindPeriodByLongJumps(s, n)

9.5.3 Obtaining good upper bounds on r and s

To apply any of the algorithms presented so far, we need to be able to have at
our disposal a good upper r′ on r and know the value of s. Given a candidate
pair r′ and s′, Procedures FindPeriodByShortJumps(s, n) and FindPeri-
odByLongJumps(s, n) can be used to build a deterministic procedure Valid-
Bounds(r′, s′) to check if r′ and s′ are valid bounds, i.e., r ≤ r′ and s ≥ s′. We
omit the code; note that the probabilistic part of FindPeriod(s′, r′) only comes
into play when s′ and r′ are good bounds, and could in fact be skipped for this
check. The query complexity of this check is O(f(r′) + g(s′)), where

f(r′) , min(r′/m+
√
r′, r′ / logm+ log r′ / log log log r′)

and

g(s′) = s′/m.

We show that with O(f(r) + g(s) + log s) queries we can determine the precise
values of s and r.
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Algorithm 14 – find r and s
1: procedure FindPeriodAndStart
2: for i = 1 to ∞ do
3: r′ = df−1(2i)e
4: s′ = dg−1(2i)e
5: if ValidBounds(s′, r′) then
6: r ← FindPeriod(s′, r′)
7: binary search for s on [0,∞) by comparing query(s’) and query(s’+r)
8: return (r, s)

Note that f(r) and g(s) are strictly increasing functions whose growth rate is
bounded above by a polynomial. In particular their inverses satisfy f(f−1(x)+1) =
O(x) and g(g−1(y) + 1) = O(y). (We are viewing f and g as continuous,
increasing functions defined over the reals). Consider Algorithm 14. Clearly
the call to FindPeriod(s′, r′) will succeed when i reaches the value i0 =
max(dlog f(r)e, dlog g(s)e). The number of queries made at this point is

i0∑
i=1

f(df−1(2i)e) + g(dg−1(2i)e) =

i0∑
i=1

O(2i + 2i),

which is O(2i0) = O(max(f(r), g(s)). So we can determine r with O(f(r) + g(s))
queries. The next line finds s by binary search with O(log s) queries. Here
Lemma 9.4.9 is implicitly used, coupled with the fact that position r′ ≥ r has been
already inspected at this point. (Notice that the binary search must start from
scratch and find a tight upper bound on s, as the prior bound s′ might be much
larger than poly(s).) Therefore the precise values of r and s can be determined
after O(f(r) + g(s) + log s) queries with high probability.

9.6 Summary

We showed that the query complexity of cycle detection (and related problems),
when one is allowed to inspect any element of the sequence at will, is sublogarithmic
in the period length. The bounds do not quite match however; it would be
interesting to close the gap between Ω(log r/ log log r) and O(log r/ log log log r).
I strongly suspect that the lower bound is tight in this case. (Of course, it would
also be interesting to try to close the bigger, quadratic gap that appears in one of
the terms once the parameter m is introduced.)

We also provided algorithms and lower bounds for these problems in a model
when the “jump length” is limited; the lower bounds here improve on the existing
work.




