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Chapter 3

Symbolic approaches to language
processing

This chapter presents a brief overview of formal gram-
mars, parsing and statistical natural language pro-
cessing (NLP). In the symbolic paradigm, as opposed
to the connectionist paradigm, syntax is viewed as
dealing with symbol manipulation, and therefore it
can be cast which facilitates its formalization within
a rigid mathematical framework. The material cov-
ered in this chapter can be found in many textbooks
on (statistical) natural language processing, hence it
may be skipped by the reader who has a (computa-
tional) linguistic background (except perhaps section
3.1.10 and the final section). I will introduce context
free grammars (CFG), probabilistic grammars, and
different techniques for parsing with CFGs, among
which chart parsing. A special focus is put on left cor-
ner parsing, with its application to the HPN model in
mind. Then I spend a few sections discussing varia-
tions of the PCFG statistical model, particularly Data
Oriented Parsing. Furthermore, two techniques for
unsupervised grammar induction will pass in review:
the Inside Outside algorithm and Bayesian Model
Merging (BMM). I will end the chapter with a dis-
cussion of the problems of the symbolic approach to
syntax, focusing on gradedness and prototypicality of
syntactic categories, and the acquisition process. I
will consider evidence from the language acquisition
and construction grammar literatures that motivates
a connectionist approach to language acquisition.
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40 Chapter 3. Symbolic approaches to language processing

3.1 Introduction to formal syntax and parsing

techniques

Syntax is the branch of linguistics that studies the rules and constraints governing
the construction of sentences in natural languages. In the formal approach to
linguistics, the syntax of a language is strictly separated from its semantics, and
deals only with surface form. The rules of a language are captured in a formal
grammar, which is a mathematical device that allows for generating all and only
sentences of a certain language.

In most natural languages sentences are internally organized in phrases, which
group together words that syntactically behave as a unit. Such units, also called
constituents, can be identified because they are not broken apart when they
move to a different syntactic position within the sentence. Grammars make use
of abstract syntactic categories, which are classes of words or phrases that show
similar syntactic behavior, that is they can occur at the same syntactic positions,
and have the same expansion possibilities. The main criterion for syntactic cat-
egory membership is substitutability: if a word (or phrase) can be replaced in a
sentence by another word or phrase while preserving the grammaticality of the
sentence then both belong to the same category [Harris, 1951]. Nouns, verbs
and adjectives are examples of syntactic word categories, also known as parts of
speech. Linguists also distinguish phrasal categories such as the Noun Phrase
(NP), which is a phrase headed by a noun (e.g., the fat lady)), the Verb Phrase
(VP), (e.g., watches television) and the Prepositional Phrase (PP) (e.g., on the
sofa).

The syntactic analysis of a sentence into phrases tells us how to determine
the meaning of a sentence from the meaning of the words: for languages with
a fixed word order (e.g., English), the phrasal analysis can be used to identify
the grammatical relations in a sentence, such as the subject, the predicate
and the object (who does what to whom). There are two kinds of structural
relations: horizontal between sisters in a constituent (linear precedence), and
vertical between parent and daughter (immediate dominance). It is common
practice to represent the phrase structure analysis of a sentence as a phrase
structure tree. The leaf nodes of the tree are called terminals, while the
internal nodes are called nonterminals.

3.1.1 Rewriting grammars

A rewriting grammar consists of a set of rewrite rules (also called produc-
tions), which are applied to the syntactic categories. An example of a rewriting
grammar is given in Table 3.1.

Formally, a rewriting grammar is a tuple < VN , VT , S,R > with VN a set
of nonterminals, VT a set of terminals, S the start nonterminal, and R a set of
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nonterminals: S, NP, VP, DET, N, V
terminals: the, woman, read, the, book
LHS RHS P(RHS—LHS)
S → NP VP 1.0
NP → DET N 1.0
VP → V NP 1.0
V → read 1.0
DET → the 1.0
N → woman 0.7
N → book 0.3

Table 3.1: Example of a probabilistic context-free grammar

rewrite rules.

In a context free grammar (CFG), a subclass of the family of phrase
structure grammars, the possibilities for expanding a rewrite rule depend solely
on the label of the nonterminal on the left hand side, and not on any surround-
ing context. Context free rewrite rules are of the form A → α, where A is
a nonterminal (A ∈ VN) and α is any sequence of terminals and nonterminals
(α ∈ (VN ∪ VT )+).

Using the rewrite rules of a formal grammar one can generate all possible sen-
tences of the corresponding formal language. Conversely, one can find a derivation
for every grammatical sentence. The left-most derivation of a sentence is a se-
quence of context free rules that derives the sentence, starting with the start
symbol (S), and followed by repeated replacement of the left-most non-terminal
by an appropriate rewrite rule until only terminals remain in the resulting string.
Table 3.2 shows an example of a derivation (but not left-most) of the sentence
The woman read the book, using the context free rewriting grammar of Table 3.1.
In a CFG every derivation maps uniquely to exactly one parse tree. The parse

S
→ NP VP
→ DET N VP
→ DET N V NP
→ DET N V DET N
→ The woman read the book

Table 3.2: Derivation of the sentence The woman read the book

tree corresponding to the derivation above is given in Figure 3.1.
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Figure 3.1: Example of a parse tree

3.1.2 Automata and the Chomsky hierarchy

Context free grammars (CFG) are but one of a number of families of rewrit-
ing systems, each of which is characterized by certain restrictions on the forms
of rewrite rules allowed. Regular grammars (RG) are more restrictive than
context free grammars, because their rewrite rules can have at most a single non-
terminal on their right hand side. In a regular grammar each rule is of the form
A→ w, or either A→ w B (generating only right-branching trees), or A→ B w
(generating only left-branching trees). Here A and B are nonterminals, and w
is a terminal. One says that RGs have weaker generative power than CFGs,
because the class of languages that they can generate is a subset of the class of
languages that can be generated with CFGs.

Context sensitive grammars, on the other hand, have stronger generative
power than CFGs. Their rewrite rules are of the form αAβ → αγβ, where α, β
and γ are strings of terminals and/or non-terminals.

A different point of view on a grammar is as an abstract computing device that
can recognize or generate a language, a so-called automaton. This perspective
is illuminating if one is interested in the comparison between symbolic language
devices and connectionist models of language, which will be the subject of the
next chapter. Automata have a virtual tape for reading input strings and writing
output strings, and the more powerful automata have an optional extra ‘scratch
tape’ that can be used for working memory. A finite state automaton has a finite
number of internal states, including special initial and final states. Depending
on the input and the state it is in, the automaton decides what action to perform:
read, write, and/or move the tape, or for certain classes of automata read and
write to memory. An automaton recognizes a string w1, . . . , wn to be in the
specified language if, starting from the initial state, and after reading all words
wi from the tape in order and performing the prescribed actions, it is in the
special end state.

Rewrite systems can be arranged in a hierarchy of increasing generative power,
which is called the Chomsky hierarchy [Chomsky, 1957] (see Table 3.3). For each
rewrite system in the Chomsky hierarchy there exists a corresponding automaton
that recognizes exactly the same family of languages.
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Language Automaton Rewrite rules
Regular Finite state automaton A→ w, either

A→ w B, or A→ B w
Context free Pushdown automaton A→ γ
Context sensitive Linearly bounded Turing machine αAβ → αγβ, γ 6= ε
Recursively enumerable Turing machine α→ β, α 6= ε

Table 3.3: The Chomsky hierarchy. Uppercase letters denote non-terminals,
Greek letters denote strings of terminals and/or non-terminals, w denotes a ter-
minal, ε is the empty string.

A question of ultimate import is where natural languages are situated within
the Chomsky hierarchy. In a famous result in formal linguistics Chomsky [1957]
shows that natural language is at least context free. The argument rests on an
understanding that a generative model of language needs to capture at least the
human capacity for producing recursive structure. Language speakers can nest
constructions, such as if . . . then, that correspond to pairwise dependencies inside
each other, in principle arbitrarily many times, to produce recursive sentences
like the following (reproduced from [Chomsky and Miller, 1963]): Anyone1 who
feels that if2 so-many3 more4 students5 whom we6 haven’t6 actually admitted are5

sitting in on the course than4 ones we have that3 the room had to be changed, then2

probably auditors will have to be excluded, is1 likely to agree that the curriculum
needs revision (the subscripts indicate dependencies between words).

This alleged ability for recursion to arbitrary depth can be invoked, together
with the pumping lemma for finite state automata (FSA), to prove that English
is richer than a finite state automaton language.1 Because the FSA generates
infinite strings by means of simple iterations, an FSA can by no means pro-
duce an infinite, center embedded string. However, natural languages can ‘in
competence’ express such center-embedded forms, hence it follows that the hu-
man language system requires at least the computational power of context free
grammars.2 Nowadays it is believed that the grammars of natural languages
are situated somewhere between context free and context sensitive (i.e., they are
mildly context sensitive). In the Swiss German language, as well as in Dutch,

1The proof uses the fact that sentences like the example in the text are of the form
{XXR|X ∈ {a, b}∗} (R indicates reversal), which can be shown to be non-regular by first
intersecting it with the regular language aa∗bbaa∗ to yield {anb2an|n ≥ 1}, and then applying
the pumping lemma [Partee et al., 1990]. Informally, the pumping lemma for FSA expresses
that strings of arbitrary length can only be produced from a finite FSA if the grammar has a
simple loop or iteration and pumps it. If the length of the string exceeds the number of states,
which is finite, this means that a single state has been used more than once, hence there is a
loop.

2Obviously, Chomsky does not assume a human ability to produce unbounded strings; nev-
ertheless for the proof the limit case needs to be invoked as a device to distinguish the behavior
of families of grammars, otherwise any finite output of a context free grammar could be ap-
proximated by a very large FSA.
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there exist certain productive constructions (called cross-bracketing) that require
stronger generative power than that of context free grammars. Evidence that
Swiss German is not context free has been provided by Shieber [1985]. In section
4.6 I will argue that the Chomsky hierarchy also plays a pivotal role in the discus-
sion about whether certain types of connectionist networks are fit to characterize
human language.

3.1.3 Parsing

Parsing is the process of finding the derivation(s) by which a given sentence might
have been generated. The resulting phrase structure tree that is constructed
from parsing a sentence is called a parse. A parser is a computer program that
implements a search for a parse, given a sentence and a grammar.

There are different parser search strategies, each with its advantages and dis-
advantages. A discussion of these can be found in many text books [e.g., Jurafsky
and Martin, 2009, Chapter 13], but I will mention them briefly here.

• A top down parser starts with the start symbol S and searches rules
whose left hand side non-terminal matches the left-most non-terminal in
the derivation.

• A bottom-up parser starts with the words of the sentence and matches
rules to their right hand side until it reaches the root of the tree.

• A left corner parser [Rosenkrantz and Lewis II, 1970, Demers, 1977] com-
bines top-down and bottom-up parsing, and proceeds incrementally from
left to right. This makes left corning parsing a cognitively quite plausible
parsing strategy. The ‘left corner’ is the left-most symbol on the right hand
side of a phrase structure rule. A left corner parser has three operations:
shift, attach and project. One starts by putting the goal category S in the
goal stack, and shifting to the first word of the sentence, which becomes the
left corner category. Given a goal category, which is predicted from top-
down, and a ‘left corner category’, which is derived from bottom-up, one
can either attach the left corner category to the goal category if they are
the same, or project the left corner category if it matches the left corner of
a rule in the grammar. After a projection the remaining categories on the
right hand side of the rule become goal categories, and one recursively does
left corner parsing of each. If there is no left corner category (because it has
been attached), one shifts to the next word of the sentence and makes it
the left corner category. The process is schematically illustrated in Figure
3.2.
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Figure 3.2: Left corner derivation of John loves Mary. gc is short for goal category.

Figure 3.3: Attachment ambiguity

3.1.4 Probabilistic context free grammars

In general, a single sentence can have a large number of different parses, giv-
ing rise to structural ambiguity, for instance regarding the attachment of a
preprositional phrase in the parse tree (see Figure 3.3). The number of possi-
ble typically parses grows exponentially with the length of the sentence. It is
possible to disambiguate between the parses by ranking them according to their
probability.

To assign a probability to a parse one assumes that the steps in its derivation,
i.e., the applications of rewrite rules, are independent of each other. In that case
the event of a parse can be broken down into independent simpler events, for
which the probabilities can be estimated from a corpus. A context free grammar
can be upgraded to a probabilistic CFG (PCFG) by enriching the context free
productions with probabilities (see the example in Figure 3.1). In context free
grammars one makes the independence assumption that the choice of the
expansion of a rewrite rule is conditionally independent given its left hand side
(LHS)

∀A ∈ VN :
∑

α: A→α∈R

P (α|A) = 1 (3.1)

where A is a nonterminal, α is the right hand side of a rewrite rule, and R is the
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set of rewrite rules in the grammar. Using the context freeness assumption and
the chain rule, it follows that the probability of a derivation der given sentence
X is the product of the probabilities of the rules ri in the derivation sequence,
given their LHS.

P (der|X ) =
∏
i

P (ri|LHS (ri)) (3.2)

Given a sentence X, and a statistical model G, the most probable parse T is
given by

argmaxT∈G(X)P (T |G) (3.3)

where G(X) is the set of parses of X licensed by G.
There also exist probabilistic versions of left corner parsers, which will be

discussed shortly.

3.1.5 Treebank estimation

In the statistical parsing world one often wants to estimate the parameters of
a probabilistic grammar from realistic data. For this purpose there exist tree-
banks, which are large corpora of sentences annotated with phrase structure
trees. One of the most widely used treebanks in statistical NLP is the Penn
Treebank, and particularly the Wall Street Journal section [Marcus et al., 1993].

When a treebank is available, the rules and probabilities of a PCFG can be
estimated using maximum likelihood estimation. A maximum likelihood
(ML) estimator finds the parameters of a model M that maximizes the likelihood
of the data X, generated by M.

MML = argmaxMP (X|M) (3.4)

Under certain conditions [Prescher, 2003] maximum likelihood estimation is equiv-
alent to relative frequency estimation. Let FR denote the frequencies of the
rewrite rules in R, then its relative frequency in the treebank is given by

rf(A→ α) =
FR(A→ α)∑

β: A→β∈RFR(A→ β)
(3.5)

The denominator denotes the total count of rules with LHS equal to A.

3.1.6 Parser evaluation

Natural language parsing systems are usually evaluated on their performance by
comparing the computed parse trees on a test set with a so-called gold stan-
dard, which are the manually annotated parse trees from the same test set. The
constituents of the parse trees are compared one by one by their span and la-
bel, using the standardized PARSEVAL metric [Manning and Schütze, 2000, p.
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432]. In this metric constituents with the S label and constituents representing
preterminal nodes are omitted from the evaluation.

Let C(T iC) = {T 1
C . . . T

n
C} be the constituents of the correct parse and

C(T iG) = {T 1
G . . . T

m
G } the constituents generated by the parser. Two measures are

generally used to capture the success of the parse:

• Labeled Recall (LR) is the number of matching constituents in the parse
relative to the total number of constituents in the correct parse (the pro-
portion of correct constituents that are recognized by the parser)

LR =

∑
i |C(T iC) ∩ C(T iG)|∑

i |C(T iC)|

• Labeled Precision (LP) is the proportion of correct constituents relative
to the total number of constituents in the produced parse.

LP =

∑
i |C(T iC) ∩ C(T iG)|∑

i |C(T iG)|

The F-score is defined as the harmonic mean of LP and LR:

F =
2× LP × LR
LP + LR

.

3.1.7 Probabilistic left corner parsing

Manning and Carpenter [1997] propose a probabilistic extension of a serial left
corner parser, which conditions the probabilities of parser moves on the left corner
(lc) and goal category (gc), rather than conditioning on the left hand side of a
production, as does a PCFG. Left corner probabilities are not context free; they
depend on the history of the parser moves and hence they can capture the fact
that expansion probabilities of non-terminals typically depend on their position
in the tree. For instance, in the WSJ treebank a noun phrase (NP) expands
nine times more often to a personal pronoun in subject position than in object
position.

In the model of Manning and Carpenter [1997] parsing is a two-step generative
process: given a left corner (lc) and a goal category (gc), one must first decide
whether to attach (if lc=gc) or project a new rule, hence

P (attach|lc, gc) + P (project|lc, gc) = 1

Then, in case of project, one must decide to which rule to project, hence

P (project|lc, gc) =
∑

rules with lc

Pproject(rule|lc, gc)
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Assuming the sentence S is given, and the parsers moves are conditionally in-
dependent given the left corner and goal category, then the probability of a left
corner derivation derlc is

P (derlc|S,G) =
∏

attachments P (attach|lc, gc)
×

∏
projections(1− P (attach|lc, gc))× Pproject(r|lc, gc)

(3.6)

If one is interested in the string probabilities (e.g., for a language model, or to
compute prefix probabilities) one must also consider the probability of shifting to
a left corner ∑

lc

Pshift(lc|gc) = 1

and include the shift decisions in the calculation of the joint probability of the
derivation and the sentence. The base probabilities can be estimated from a
treebank, as every parse tree in the tree bank corresponds to a unique left corner
derivation. One must first construct the left corner derivation, and then count the
frequencies of attachments and projections, conditioned on a left corner and goal
category.In section 7.1.2 I will describe a left corner language model that includes
shift probabilities, and develop a chart parser that can efficiently compute prefix
probabilities.

3.1.8 Variations to the PCFG statistical model

In practice the standard treebank PCFG model has not been very successful at
parsing natural language, because the independence assumptions it makes are too
strong. While the important role of context has long been accepted for processing
in other cognitive domains, the importance of context in sentence processing has
only recently started to be appreciated (partly due to the predominant role of
generative grammar in linguistic theory). With the context freeness assumption
of the PCFG two relatively independent sources of contextual information for
disambiguating between parses are ignored: lexical context, which captures the
dependency on previous words in the sentence, and structural context, which
captures the dependency on the relative position in a parse tree.

The absence of lexical dependency information in a PCFG makes it a poor
language model, in the sense that it is bad at predicting word transitions, with
even a simple trigram model outperforming the PCFG. In the PCFG the proba-
bility of expanding a verb phrase either as VP → V NP , or as VP → V NP NP
depends only on the VP label. Yet, clearly this assumption is wrong, since transi-
tive verbs are more likely to expand to VP → V NP NP than intransitive verbs.
One way of coping with the problem is by lexicalizing the grammar. Assuming
that lexical dependencies are mostly carried between the head words of phrases
and their dependents, one may enrich the constituent labels in the treebank trees
with their head words, which are percolated up in the tree, and subsequently
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estimate the PCFG from the lexicalized trees [see e.g., Collins, 2003, Charniak,
2000].

The other weakness of the standard PCFG is the assumption of independence
of structural context. As was shown in section 3.1.7 for the case of the NP con-
stituent, in treebank PCFGs the possibility of expanding a certain constituent
depends to a large extent on its position in the tree. Again, the structural in-
dependence assumption of PCFGs can be relaxed by incorporating structural
information in the node labels. Johnson [1998] showed that the parsing accuracy
of the treebank PCFG is greatly increased by relabeling the nodes with informa-
tion concerning their ancestors. In the simplest case, using parent annotation,
the labels are enriched by adding @P, where P is the parent label. As a more gen-
eral approach, history based parsing exploits the idea that the parser moves
are conditioned on n previous parser decisions in the derivation history. This,
too, can be implemented by relabeling the tree nodes to include extra ancestral
information. Left corner parsing is an instance of history based parsing because,
as discussed in section 3.1.7, the parser moves are conditioned on two (or more)
points in the derivational history rather than on structure.

A general scheme for optimizing the performance of treebank PCFGs, without
relying on lexical information, was proposed by Klein and Manning [2003], using
vertical and horizontal Markovization. Vertical Markovization (v) refers to the use
of parent annotation that captures the vertical history of a node (i.e., its vertical
ancestors), while horizontal Markovization (h) refers to a binarization process of
local trees (i.e., CFG productions) with more than two children, splitting off sister
nodes from the head child in leftward and rightward direction. The v ≤ 2, h ≤ 2
Markovization serves as the basis for a variety of improved parsing models with
increasingly refined labels, with state-of-the-art results obtained by the state-
splitting model of Petrov and Klein [2007].

3.1.9 Data Oriented Parsing

The idea behind Data Oriented Parsing (DOP) [Bod, 2003, Scha et al., 1999] is
that the primitive productive units of language are tree fragments of arbitrary size
and depth, which can be (partly) lexicalized or abstract. The cognitively moti-
vated assumption of DOP is that a person’s linguistic knowledge consists of parts
of utterances which are stored in memory, and reused when parsing novel sen-
tences. DOP is formalized as a Tree Substitution Grammar (TSG) enriched with
probabilities. Tree Substitution Grammars form a generalization over context-
free grammars and a subclass of the Tree Adjoining Grammars [Joshi, 2004]. In
DOP, the elementary tree fragments of the TSG can in principle be any subtree
occurring in a treebank of syntactically annotated sentences, provided every local
tree is included in the subtree together with all its daughters. Two elementary
tree fragments can be combined by means of the substitution operator ◦ if the
left-most non-terminal leaf node of the first fragment is identical to the root node
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of the second fragment (see Figure 3.4). A derivation of a sentence in DOP is a
sequence of elementary tree fragments t1 ◦ t2 ◦ . . . ◦ tn such that the root of the
first fragment is of the special category S and the leaves of the resulting tree are
the terminals that constitute the sentence .

Figure 3.4: Derivation for Sue takes her hat off. Substitution sites are marked
with ↓.

It is assumed that the probability of any substitution is context independent.
Hence, the probability of a derivation can be written as the product of probabil-
ities of the subtrees used in the derivation, conditioned on their roots:

P (t1 ◦ t2 ◦ . . . ◦ tn) =
∏
i

P (ti|R(ti))

Here P (ti|R(ti)) is the probability of a subtree ti, whose root R(ti) matches the
label at the substitution site. Whereas in a PCFG a parse corresponds to a
unique derivation, in DOP there can be many different derivations (with different
substitution sites) associated with a single parse. As a consequence in DOP the
probability of a parse is not equal to the probability of a derivation, but to the
sum of all derivations that give rise to the same parse tree.

Several alternative estimators for finding the probabilities P (ti|R(ti)) of the
fragments (the parameters of the DOP grammar) have been proposed. The earli-
est estimator is known as DOP1 Bod [1998], and assigns probabilities to elemen-
tary tree fragments based on relative frequencies conditioned on the root R(t) of
the tree.

P (t|R(t)) =
|t|∑

t′:R(t′)=R(t) |t′|
(3.7)

The more recent ‘push-’n-pull’ estimator [Zuidema, 2006, 2007] is based on the
idea that probability mass is pushed or pulled from subtrees in the treebank
based on the discrepancy between their observed frequency and their expected
frequency.
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3.1.10 Children’s grammars grow more abstract with age

Borensztajn et al. [2009a] used Data Oriented Parsing as a statistical approach to
automatically discover the most probable multi-word constructions in children’s
utterances. The study was conducted on the Brown corpus [Brown, 1973] from
the CHILDES database [MacWhinney, 2000]. This corpus contains transcribed
longitudinal recordings of three children, Adam, Eve and Sarah, enriched with
syntactic annotation [Sagae et al., 2007]. Each of the children’s subcorpora was
split into three parts of roughly equal size, representing three consecutive time
periods.

Assuming the children’s underlying grammar is a Tree Substitution Grammar,
the parameters of the grammar were estimated using the push-’n-pull estimator
[Zuidema, 2006, 2007], after which standard statistical parsing techniques were
used to find the most probable derivation of any sentence in a corpus. This
yielded a decomposition of the sentence into those elementary tree fragments
that together constitute a hypothesis on how the sentence was generated. This
way, the most probable constructions used by each child were found.

# Period 1 # Period 2 # Period 3
33 where N go 9 you V it 10 you V it
11 I V it 8 I do NEG want INF X 5 you X and PRO X
6 what that N doing 7 I V it JCT 5 will you V it
5 take N off 6 you V it 4 can PRO put X
4 who N that 6 where PRO went 4 a ADJ one
4 do NEG V it 6 let me V it 4 do NEG know PRO:WH PRO V
4 have N on 5 I can NEG V it 4 do NEG know PRO:WH PRO:DEM V
4 you V it 5 going INF make DET N 4 and PRO:WH is that
3 what N doing 5 let us play DET game 4 can PRO put OBJ LOC
3 put N on 5 what kind N that 4 what is PRO:DEM for
3 put OBJ on 4 going put OBJ in it 4 I can not V it
3 do not V me 4 a N cake 3 how AUX you V PRO:DEM
3 take OBJ off 4 I V him 3 maybe PRO is X
3 where N N go 4 in DET kitchen 3 you V this ADV
3 I V some 4 you V me COMP 3 I going X off

Table 3.4: Adam’s most frequent discontiguous multi-word constructions (shown
are only the leaf nodes). (X indicates a dummy node in a parse tree, introduced
by the conversion from dependency to binary constituent annotation.)

Table 3.4 shows Adam’s 15 most frequently used discontiguous constructions
(i.e., constructions in which the lexical items are separated by variable slots)
of each period. In the figure, part of speech tags are indicated in capital, and
grammatical relations appear in bold capital. The found constructions cover
many interesting linguistic phenomena from the language acquisition literature,
such as the progressive, use of auxiliaries, clausal constructions with want and
think (which appear among the most frequent contiguous constructions), and
particle verbs (take OBJ off, going put OBJ in it).
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From the Table it may be noted that, whereas in Period 1 most constructions
are very concrete, starting from Period 2 constructions become more abstract
(as can be seen from the increased number of substitution sites). This tendency
is also apparent from the increased use of variable pronomina (e.g., PRO and
PRO:WH).

In a subsequent quantitative analysis, features of the used elementary trees,
such as the number of nodes, non-terminals and terminals and the depth of a
construction, were averaged and compared across the periods for every child sep-
arately. The possibility of an artifact due to increasing average sentence length
with age was ruled out by comparing only constructions from sentences of the
same length across periods. While no effect of age was found for construction
size, depth or number of nodes, a strong age related effect was found in all chil-
dren for the average abstraction of used constructions, showing that abstraction
of children’s constructions increases with age. Abstraction was defined as the
ratio between non-terminals (i.e., variable slots) and terminals (lexical items) in
a construction.

These results constitute evidence against the so-called continuity assumtion of
linguistic development [e.g., Crain and Thornton, 2005], according to which chil-
dren have (in competence) the same syntactic categories and rules as adults. The
observed progressive abstraction supports instead a usage based view of grammar
acquisition [e.g., Tomasello, 2005], which predicts a gradual development from a
concrete, item-based to an abstract grammar.

3.1.11 Chart parsing

Chart parsing is an efficient way of parsing, because it stores intermediate parse
results in a chart, avoiding the redundancy caused by reanalyzing parts of the
sentence every time the parser backtracks. Chart parsers instantiate a technique
known as dynamic programming. One instance of a chart parser, the Earley
parser [Earley, 1970], is particularly interesting because it computes parses from
left to right. I will cover the Earley parser and its probabilistic extension in some
detail, because it serves as a framework for a probabilistic left corner chart parser
that I will develop in section 7.1.2.

The Earley chart parser

The Earley parser keeps track of all derivations that are consistent with the input
string moving from left to right through the input. When it arrives at position i
in the sentence it performs some operations (see below) that generate new states,
and stores the states pertaining to position i in cell i of the chart.

A state describes a particular instantiation of a production in a pending
derivation. Given a rewrite rule X → α, a state is of the form i : kX → λ • µ
(also called a dotted rule), where the dot separates the processed part of the
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right hand side of the production (i.e., the part that has been accounted for by
the input string up to position i) from the unprocessed part.3 The number i is
the current position in the input string (i.e., x0 . . . xi−1 has been processed); k
is the position in the input string where X started expanding. A state is called
complete if the dot is on the right of the entire RHS.

The Earley parser starts a derivation with initial state

0 : 0 → • S

and uses three operations that move the derivation forward by adding states,
depending on previous states in the chart and on the current input. For each
input symbol Xi and corresponding chart cell i the Earley parser performs all
three operations exhaustively, until no new states are generated, before moving
to the next input symbol (adapted from [Stolcke, 1995]).

• Prediction
For each state i : kX → λ • Y µ in chart cell i
where Y is a non-terminal anywhere in the RHS,
and for all rules Y → ν expanding Y , add states

i : iY → • ν

Each prediction corresponds to a potential expansion of a non-terminal in
the derivation.

• Scanning
For each state i : kX → λ • a µ in chart cell i
where a is a terminal symbol that matches the current input Xi, add the
state
i+ 1 : kX → λ a • µ
A state produced by scanning is called a scanned state.

• Completion
For each complete state i : jY → ν • in chart cell i
and each state in chart cell j, j ≤ i, that has Y to the right of the dot,

j : kX → λ • Y µ

add the state

i : kX → λ Y • µ

A state produced by completion is called a completed state (which is not
the same as a complete state).

3Notational conventions are adopted from [Stolcke, 1995].
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A derivation of sentence x0 . . . xl−1 is successful if after processing the last symbol
the parser is in the final state

l : 0 → S •

where l is the length of the input string.

An efficient probabilistic Earley parser that computes prefix probabil-
ities

Stolcke [1995] shows how the Earley parser can be upgraded to a probabilistic
chart parser, which apart from keeping track of the most probable derivation,
also computes string probabilities incrementally, using dynamic programming.
These are marginalized probabilities over all derivations that produce a certain
(sub)string. An important reason for computing string probabilities from a PCFG
is that they permit a comparison of the performance of the PCFG with language
models that do not produce a syntactic analysis (e.g., Markov models, or the Sim-
ple Recurrent Network). For several tasks, for instance probabilistic prediction
of the next word in a sentence, it is useful to know word transition probabili-
ties. In a PCFG the word transition probability P (xi+1|x0 . . . xi) can be com-
puted given the string probabilities of two prefixes, x0 . . . xi and x0 . . . xi+1, since
P (xi+1|x0 . . . xi) = P (x0 . . . xixi+1)/P (x0 . . . xi). Formally, the prefix probability
is the sum of all sentence probabilities having x as prefix

P (S
∗⇒L x) =

∑
y∈Σ∗

P (S
∗⇒ x y)

Given a PCFG G, a non-terminal X, and a string x = x0 . . . xi over the
alphabet Σ of G, the following string probabilities are defined (adapted from
[Stolcke, 1995])

String probability The string probability P (X
∗⇒ x) is the sum of the proba-

bilities of all left-most derivations X ⇒ . . .⇒ x producing x from X.

Forward probability The forward probability αi(kX → λ•µ) is the sum of the
probabilities of all constrained paths of length i that end in state
i : kX → λ • µ

Inner probability The inner probability γi(kX → λ • µ) is the sum of the
probabilities of all paths of length i− k that start in state k : kX → • λ µ
and end in i : kX → λ • µ, and generate the input symbols xk . . . xi−1.
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Stolcke [1995] shows that the prefix probability of prefix x0 . . . xi can be com-
puted by summing their forward probabilities over all scanned states.4

P (S
∗⇒L x) =

∑
l: kX→λxi•µ

αl(kX → λxi • µ)

In [Stolcke, 1995] equations are given for the incremental updates of the inner,
the forward and the Viterbi probability, using dynamic programming.

The algorithm also computes the so-called Viterbi parse, which is the most
probable parse of the string. It can be updated dynamically while building the
chart by keeping track in each state of the maximal path probability leading to
it, as well as the predecessor states associated with that maximum probability
path (i.e., the Viterbi predecessor states). Once the final state is reached, the
maximum probability (Viterbi) parse can be recovered by tracing back the path
of Viterbi predecessor states.

3.2 Unsupervised grammar induction with con-

text free grammars

One of the arguments for doing statistical natural language processing (SNLP) is
that, like connectionist networks, statistical models use frequencies to account for
the gradual change of grammars that happens during language acquisition [Man-
ning, 2003]. Although most SNLP models make no claims of cognitive reality, in
recent years much progress has been made with the task of unsupervised grammar
induction from realistic data [Klein and Manning, 2002, Bod, 2007]. In this sec-
tion I will introduce two different statistical techniques for unsupervised grammar
induction from unlabeled text, based on PCFGs. The first, the Inside-Outside
algorithm, assumes that at least the structure (i.e., the rules) of a grammar is
known, and performs a parameter search to estimate the rule probabilities. The
second, Bayesian Model Merging, assumes that initially every sentence is associ-
ated with a unique rule, and performs a structure search to find a more compact
grammar, meanwhile updating the rule probabilities.

3.2.1 The Expectation Maximization Algorithm and the
Inside Outside Algorithm

As was discussed in section 3.1.5, if a language learner would have access to an
annotated treebank, then the rules and probabilities of a PCFG can be estimated
from it using relative frequency estimation. However, in real life the sentences one

4It is sufficient to sum over the scanned states alone, because they represent the beginnings
of all derivations of complete sentences that start with the prefix. Every such partial derivation
ending in a scanned state can be completed with probability one.
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hears are not accompanied by a syntactic analysis, hence the parameters of the
model that one wants to estimate cannot be observed directly; they are hidden.
Still, even if the derivations are hidden it is often possible to estimate production
probabilities from a corpus of plain text, if one knows at least the rewrite rules
of the grammar that generated the sentences beforehand. In that case one can
resort to a technique called Expectation Maximization (EM).

The idea behind the EM algorithm is that the parameters of the model are
initialized to arbitrary values, then the expected values of the hidden variables are
calculated based on the initial model parameters. Then the maximum likelihood
hypothesis given these values can be computed, by replacing the hidden variables
by their expected values, resulting in adjustment of the model parameters. This
process is then iterated, such that eventually the likelihood converges to a local
maximum.

• In the E-step the expected values of hidden variables are calculated, given
the approximated parameters.

• In the M-step, the model parameters are set to values that maximize the
data likelihood, given the expected values of the hidden variables.

The instantiation of EM for estimating the parameters of a PCFG is called
the Inside-Outside algorithm [Lari and Young, 1990]. Here the parameters are
the rule probabilities, and the hidden variables are the derivations (the corpus is
unlabeled).

In the the E-step of the Inside-Outside algorithm, the expected counts of the
rules are computed from the derivations, given the samples and the current rule
probabilities. In the M-step the relative frequency of the rules is computed by
equation 3.5.

Clearly, the assumption of EM that the structure of the grammar is known in
advance is an oversimplification of the task facing language learning children, who
must somehow also figure out the rules of the grammar from plain text (assuming
these are not given innately). If a grammar must be learned from scratch without
any constraints on the hypothesis space, then the Inside Outside algorithm is not
suited as an optimization algorithm anymore, because a maximum likelihood
model will always evolve towards a trivial CFG, which has a unique rule for every
unique sentence. In that case one needs to define a structure prior over the space
of possible grammars, that guides a structure search through that space.

3.2.2 Bayesian Model Merging, Minimum Description Length

As was argued in section 2.2.1, learning syntax can be conceived as a process
of discovering differences (or partial matches) by means of alignment between
sentences. This idea was formalized by Wolff [1982], who proposed an approach
to grammar induction as a structure search through a grammar space by means
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of merging and chunking operators. When cast in a Bayesian framework, this
approach is called Bayesian Model Merging (BMM) [Stolcke and Omohundro,
1994, Stolcke, 1994]. In BMM the initial rules are set to incorporate all sen-
tences of a given corpus as follows: for each sentence a1a2 . . . al, new nonterminals
X1, X2, . . . , Xl are created, as are the following productions:

S → X1, X2 . . . Xl (1)
X1 → a1 (1)
X2 → a2 (1)
...
Xl → al (1)

(3.8)

The search for symmetries and repeating patterns in the input is aided by two
operators, merge and chunk, which in combination allow to implement a greedy
hill climbing search through the space of (context free) grammars by changing
existing rules and producing new rules.

• The chunk operator concatenates or chunks repeating sequences, so that
the sequence may be stored just once as a unity. It takes a sequence of two
nonterminals X1 and X2 and creates a new nonterminal Y that expands to
X1X2. Subsequently all occurrences of the sequence X1X2 in the RHS of
all productions are substituted by Y .

• The merge operator creates generalizations by forming disjunctive groups
(categories) of words or non-terminals that occur in the same contexts. If
two nonterminals X1 and X2 occur in the same context it replaces them with
a single new nonterminal Y . As a result of the replacement two existing
productions may become identical and can be stored as a single abstract
rule.

At every step of the search, all candidate merges and chunks are considered,
and a single one is selected that scores best on a given evaluation function. The
evaluation function is chosen to minimize the description length of the model plus
the unexplained data.

When compressing data for efficient storage or transmission, usually there is
a trade-off between minimizing the size of the theory and minimizing the size of
the data that is not explained by the theory. At one extreme, the theory can
be compact but too general, so that it does not compress the data much; at the
other extreme the theory can be overly specific by having a specific rule for every
sentence in the data, but then it grows very large.

Within a Bayesian framework the trade-off can be expressed by constructing
an objective function that incorporates the designer’s preferences for the model
structure, that is a prior probability distribution over a hypothesis space of gram-
mars. One can then search for the hypothesis that maximizes the probability after
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some data X is given, the so-called posterior probability. This so-called Maxi-
mum a Posteriori (MAP) hypothesis, MMAP , can be expressed in terms of the
likelihood and the prior probability by applying Bayes Law:

MMAP ≡ argmaxMP (M |X) = argmaxM
P (X|M)·P (M)

P (X)

= argmaxMP (X|M) · P (M)
(3.9)

The MAP hypothesis takes into account an a priori hypothesis, P (M), called the
‘prior’, which is a best guess for the model before any data has been observed.
This is a probabilistic form of bias. Often the prior is designed such that it biases
the model towards simplicity, as a way to implement Occam’s Razor, the idea
that simpler models are preferred over complex models. If the prior P (M) is
uniform, it can be left out of the equation, and in that case the MAP hypothesis
is equal to the ML hypothesis.

The maximization of P (X|M) · P (M) is equivalent to minimizing

− log2 P (M)− log2 P (X|M) (3.10)

This equation is interpreted in information theory as the principle of Minimum
Description Length (MDL): for an optimal encoding one should take care that the
encoding length of both the theory and the unexplained data is minimized. The
Grammar Description Length GDL = −logP (M) is the length needed to encode
the model (rounded to an integer number of bits) and the Data Description Length
DDL = − log2 P (X|M) is the number of bits that is needed to describe the data
given the model (assuming an optimal, shared code).

3.3 Limitations of the symbolic approach to syn-

tactic processing and acquisition

In this section I will go a bit deeper into some of the fundamental philosophical
and empirical problems with the symbolic approach to processing and acquisition
of syntax, in the hopes of clarifying my motivation to pursue a connectionist
approach to syntax acquisition in this thesis.

The generative grammar school of linguistics, with its formal treatment of
syntax, subscribes to a classical conception of categories as set theoretical en-
tities. Underlying their philosophy is a theory of meaning, that postulates the
primacy of objects with fixed properties in the world. This view originates with
Frege’s interpretation of meaning as sense [Frege, 1892], which is an objective
meaning that is independent of individual minds. In such a view the correspon-
dence between concepts and objects in the real world is fixed a priori. By dealing
only with objective, public concepts, and ignoring individual minds, it is however
difficult for formal theories of syntax to have a convincing account for the acqui-
sition of syntactic categories. The status of categories as set theoretical entities
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is a major obstacle for explaining their incremental acquisition, because it im-
plies that a category must exist before it has any members (the so-called learning
paradox ). As a consequence, the classical take on categories has inspired the be-
lief that grammar rules and categories are universally and innately specified by
a Universal Grammar [see e.g., Wexler, 1999], and only parameters need to be
set for specific languages during learning (the principles and parameters account
[Chomsky, 1981]).

In cognitive linguistics, on the other hand, it is commonly accepted that con-
cepts are mental constructs, whose function is to build an internal model repre-
senting the external world, in service of the survival of the individual [see e.g.,
Crick and Koch, 1998]. Categories and concepts are believed to be prototypi-
cal. Prototypical categories are characterized by family resemblance, typicality
and similarity effects [Rosch and Mervis, 1975, Rosch, 1978], and incrementally
constructed by induction from examples, rather than innate.

3.3.1 Syntactic categories are prototypical and graded

There are some strong arguments in favor of prototypical and graded syntactic
categories, and against the idea of universal syntactic categories. A major issue
concerns the circularity in the methodology used by linguists to establish the
major syntactic categories. Syntactic category membership is established using
a method — so-called distributional analysis — that refers to the roles that a
category typically fills in certain constructions. The problem of this method
is that for the task of identifying syntactic categories often the ‘core’ English
constructions are selected, such as the predicate construction, but categories that
appear in other, less common or foreign language constructions are ignored. Croft
[2001] argues that this is a circular definition of syntactic categories, because the
defining constructions can be selected conveniently, such that they fit existing
preconceptions about universal categories.

From inspecting some atypical linguistic constructions it is apparent that there
are many exceptions to the major syntactic categories. For example, a typical
feature of nouns is that they can occur in a pluralization construction, as in
Betty and Sue stubbed their toes. Yet, * Betty and Sue lost their ways is not
a grammatical sentence. Another test for nouniness is pronominalization, as in
Sam held his breath, and then released it. Yet, * Harry took his time, but wasted
it is agrammatical. Furthermore the gapping construction, as in I lost my breath,
and she hers is not a reliable test for nouniness either, because * I took my time
and she hers is not grammatical (the examples are from Lakoff [1987]).

Cognitive linguists such as Lakoff [see e.g., Lakoff, 1987] take the fact that
for all these defining constructions counterexamples can be found as evidence
for the prototype-based nature of syntactic categories. Not only nouns, but just
about every syntactic category in the English language has been shown to exhibit
prototype effects [Ross, 1967], such as typicality (some words are more typical of
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a category than others), similarity (not all words within a category are equally
interchangeable), and vague boundaries.

Certain words defy categorization into one of the standard linguistic categories
altogether. An example from Manning and Schütze [2000, p. 12] is the word
nearer, as it occurs in

(3.11) We live nearer the water than you thought.

In this example nearer simultaneously shows properties of an adjective (the fact
that near is used in the comparative form), and of a preposition (only prepo-
sitions, but not adjectives, can occur in front of a direct object). Thus, nearer
is somewhere in between an adjective and a preposition, suggesting that these
categories are not discrete but graded.

A further argument against the universal nature of categories is the fact that
the granularity of categories is arbitrary, since it depends on linguistic convention
alone according to which criteria words are classified into syntactic categories; for
instance, verbs can be subcategorized according to the type of arguments they
select for (e.g., transitive and intransitive verbs), or according to tense and aspect
(e.g., gerund, past participle). In radical construction grammar (RCG) [Croft,
2001] such considerations are driven to their logical endpoint. RCG holds that
language consists of a large inventory of constructions (a so-called constructicon),
and syntactic categories are defined locally with respect to the constructions
in which they occur. Thus, constructions are the primary objects of linguistic
analysis, while lexical and phrasal category labels are emergent.

Finally, there are also ontogenetic arguments for the graded nature of syntactic
categories. From a wealth of empirical studies in language development we know
that children do not use the same syntactic categories as adults [Tomasello, 2000a,
van Kampen, 2003]. Tomasello’s work on so-called ‘verb islands’ Tomasello [2001,
2000b] shows that in early child language verb constructions are developed in
isolation, like small islands, and every verb seems to have its own inflections.
Apparently, inflectional rules are not initially generalized over all verbs, but used
locally for particular verbs. Studies in this tradition describe how stage after
stage apparent ‘rules’ enter the child’s speech, and how categories and rules are
gradually fine tuned through abstraction over the input, and become more adult-
like. Such a usage based view of grammar learning is consistent with a prototypical
and graded account of categories.

A similar case can be made based on studies of historical language change
and grammaticalization. An all-or-nothing categorical view of language cannot
account for the gradual shifts in use and meaning of words and expressions that
evolve through time. Manning [2003] gives many examples, among which are the
gradual evolution of the expression kind of, as in kind of cute dress, from a noun
into an adverbial expression, the evolution of going to into an auxiliary marker of
future tense, etc. Such gradual phenomena can only be modeled if one assumes
a statistical or prototypical view of language.
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3.3.2 Limitations of the probabilistic approach to syntax

Although one may think that the objections raised against the generative ‘prin-
ciples and parameters’ approach to grammar acquisition do not apply to the
probabilistic paradigm, this is not entirely true. Some of the assumptions about
the nature of categories have been carried over to the field of statistical NLP.
Although the probabilities themselves are continuous, still in most work in sta-
tistical NLP probabilities are put over discrete syntactic categories, such as NPs
and VPs, familiar from traditional linguistics. Recently, the parsing world has
seen some progress with models that split nonterminals into progressively finer
categories [e.g., Petrov et al., 2006]. This suggests that it might be useful “to ex-
plore modeling words [and phrases] as moving in a continuous space of syntactic
category, with dense groupings corresponding to traditional parts of speech [and
phrasal categories]” [Manning, 2003] (words in brackets added by me).

Incorporating topological constraints for learning

Another assumption borrowed from traditional linguistics concerns the global
scope of syntactic variables, as implied by the independence assumptions of the
PCFG. Grammar induction algorithms based on the PCFG, such as Bayesian
Model Merging (BMM) and Inside-Outside (IO) make use of this assumption
when they make global updates to all occurrences of a certain variable in the
annotated corpus, appealing to some kind of central control mechanism. For in-
stance, in BMM, following a merge operation the label of a variable is replaced
globally in the entire corpus, and in IO the parameters of the grammar are up-
dated globally in the maximization step. In light of the empirical studies of
grammatical development in children mentioned above, which point at a Usage
Based Grammar (UBG) [e.g., Tomasello, 2005], these are not very plausible as-
sumptions.

As explained above, in the usage based view children’s learning process follows
an incremental trajectory from simple constructions to complex and abstract
constructions. Thereby, linguistic categories begin with local scope (i.e., item-
based), and the scope gradually expands as categories become more abstract and
system-wide.

Radical Construction Grammar (RCG) similarly assumes that the scope of
syntactic categories is limited to the specific constructions they participate in.
Learning a grammmar in RCG is conceived as the construction of a structured
network of constructions, the ‘constructicon’, by linking constructions through
shared categories. In the process the scope of the categories is locally updated,
hence widens only gradually.

To account for the observed gradual expansion of the scope of syntactic vari-
ables (in children’s linguistic development) seems to require a modeling approach
that makes use of a network topology, on top of which local interactions between
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constructions can be defined. In this view the constructicon is seen as a struc-
tured network, and increasing abstraction of the categories is a by-product of the
self-organization of the network. Note that such an approach to modeling gram-
mar acquisition leads to a much more complex and interactive learning dynamics
than an approach based on the PCFG, because the independence assumptions no
longer hold.

While the above considerations provide linguistic and psychological argu-
ments, there is also an important neuro-biological consideration to opt for a
neural network approach. If one aims to model language acquisition as it is
implemented in the brain then this imposes constraints on the possible learning
algorithms: in a neurally plausible model only operations are allowed that can be
executed through local interactions (see in this respect the discussion in section
4.2.1).

In sum, there are several good reasons for taking a connectionist approach
to syntax acquisition. Besides the prospect of modeling the development of a
constructicon within a network architecture, and exploiting the possibility of a
learning dynamics within a topological space of graded syntactic categories, there
is also a constraint from the locality of learning. The connectionist approach will
be explored in the next chapter.




