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Chapter 5

The hierarchical prediction network

The current chapter describes an instantiation of
the neural theory of grammar that was proposed in
Chapter 2, called the hierarchical prediction network
(HPN). The HPN model demonstrates how the prin-
ciples of dynamic binding and encapsulation of states
can be implemented in a connectionist network, allow-
ing for productive, combinatorial operations. Phrase
structure is accounted for in HPN by introducing com-
plex network units that perform temporal compres-
sion of their inputs, incorporating the idea of hierar-
chical temporal compression from the Memory Pre-
diction Framework. The presence of local registers in
the network units enables HPN to function as a full
syntactic (left corner) parser.
HPN offers a connectionist account of the origin of
syntactic categories, that does not depend on an in-
nate specification of category labels. HPN assumes a
continuous category space which dynamically adjusts
itself to the linguistic input. Learning a grammar in
HPN amounts to the formation of a syntactic topology
through self-organization, based on neurally plausible
principles. I show that as a result of learning, re-
gions gradually emerge in the topology that reflect
the traditional discrete syntactic categories. HPN is
empirically evaluated on the task of semi-supervised
grammar induction from bracketed sentences, both on
artificial language and on realistic, spoken child lan-
guage. Finally, I will discuss some limitations of HPN
that motivate an extension of the model with episodic
memory.

95



96 Chapter 5. The hierarchical prediction network

5.1 HPN architecture

To introduce the HPN framework, before presenting the formal model, it is helpful
to approach it from traditional linguistic theory. Figure 5.1 illustrates some of the
core design features of HPN and how they map to classical linguistic concepts.
As shown in Figure 5.1 (a), the role of rewrite rules is played by complex units,
so-called compressor nodes, that perform temporal compression on their inputs.
The root of a compressor node compares to the left hand side of a context free
rewrite rule, while its slots (the ‘legs’ in the Figure) correspond to the right hand
side of a rewrite rule. An important difference is however that the slots of a
compressor node are not associated with any particular non-terminal, and roots
and slots have no meaningful labels.

Figure 5.1: Core design features of HPN. (a) Hierarchical temporal compression
is performed by complex units that temporally integrate a sequence of inputs,
and which take on the role of traditional phrase structure rules. (b) Discrete
syntactic categories are replaced by a large number of units that are situated in a
continuous high-dimensional vector space. (c) Dynamic, serial binding functions
as the neural correlate of substitution.

Figure 5.1 (b) shows that instead of employing discrete syntactic categories,
the HPN network is initialized with a large number of units within in a continuous
high-dimensional vector space. As the space self-organizes, regions in the space
can be identified that correspond to conventional linguistic category labels. In
Figure 5.1 (c) the symbolic operation of label substitution is shown to have a
neural counterpart in dynamic, serial binding. Instead of a discrete notion of
substitution mediated by label identity, in HPN substitutability between units is
based on the proximity of their vector representations within the category space.
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Unlike most other connectionist models, HPN assumes that the basic orga-
nizational and computational units of language processing are cortical columns
rather than neurons [Mountcastle, 1997]. Consequently, one may expect that
units in the HPN network possess some sophisticated properties that are not
present in the simple McCulloch-Pitts neuron. Below the main components and
terminology used in the HPN framework are listed. In section 5.7 I will present
the neural motivation behind each of the components of the model.

Input nodes Input nodes interact with the external environment; in the lan-
guage domain every input node is assumed to correspond to a unique word
from the lexicon, and it fires whenever this word is observed within a sen-
tence. Sentences are presented to the network one word at the time, and
HPN processes them incrementally from left to right.

Compressor nodes Apart from input nodes, HPN also assumes so-called com-
pressor nodes. Compressor nodes have a root and two or more ordered slots,
with whom the root forms a fixed unit (see Figure 5.2 (b)). They owe their
name to the fact that each compressor node dynamically binds a temporally
compressed sequence of two or more nodes to its slots.1 Hence, they encode
sequences of words or phrases. A compressor node fires when all of its slots
are bottom-up activated (bound) in the correct order.

Slots The slots of the compressor nodes function as sites in the network where
the nodes dynamically bind to each other. Binding, or substitution is oper-
ationalized by temporarily storing a set of identical tags in the slot and in
the root of an input or compressor node that is bound to it (see section 5.7
for the neural implementation).

Substitution space The substitution space is a high-dimensional vector space
RN that encodes substitutability relations between units. The roots of (in-
put and compressor) nodes have vector representations with respect to this
basis (see Figure 5.2). These representations are initially random, but after
training the network they will come to reflect the distribution of the training
data (see section 5.4). If learning has been successful, and the substitution
space has self-organized, within its topology regions will emerge that cor-
respond to conventional syntactic categories, such as nouns and verbs (see
Figure 5.2). Thus, regions in substitution space define a continuum of cat-
egories, and a node’s location in substitution space determines its graded
membership to multiple categories. The slots of the compressor nodes rep-
resent independent substitution sites that span an orthogonal basis for the
substitution space, hence its dimension N equals the total number of slots.

1Recall, that hierarchical temporal compression is a key element in the Memory Prediction
Framework. Compressor nodes are an instantiation of this idea.
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Dynamic binding and substitution Whereas in symbolic parsers rewrite rules
combine through the formal operation of label substitution, in HPN units
bind through serial, dynamic binding. This is realized by passing a tag
between a bound node and the slot it binds to, involving a local, material
operation and a switchboard construction (see section 5.7). Two identical
tags that are stored in the slot and the node on two sides of a binding effec-
tively implement a pointer, the so-called path connector. Thus, the dynamic
binding operator connects activated compressor nodes and input nodes into
a single connected path when a sentence is processed, implementing a neural
correlate of substitution (see also section 5.3).

Local neuronal memories HPN assumes that slots have local memories, where
tags are temporarily stored for as long as the parse process lasts.

Substitutability The probability of substituting a node in a slot, is given as a
topological distance in substitution space. In the current implementation
of HPN the inner product between the slot and the root representations is
used as a measure of distance.

Figure 5.2: Schematic illustration of the substitution space. The overlapping
regions corresponding to classical syntactic categories are imaginary. Input nodes
are on the left, compressor nodes on the right.

The description of the HPN network can now be stated more formally:

Definition 1 (The hierarchical prediction network). The hierarchical prediction
network (HPN) is a 6-tuple 〈VT , L, C,M, ◦, P 〉 where VT is an alphabet of symbols,
or words, called the lexicon; L is a set of input nodes, which are pairs of words
w ∈ VT and input node roots r ∈ RL in VT ×RN ; (Here R = RL∪RC is defined as
the set of roots of input nodes and compressor nodes.) C is a set of compressor
nodes, which consist of a root r ∈ RC in RN and two or more slots s ∈ RN in S
(the set of slots); M is a metric on RN , which is called the substitution space, on
which a distance function is defined (the inner product 〈x,y〉 =

∑
i xi · yi); ◦ is
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Figure 5.3: Enlarged image of a compressor node. The vector representation of
the root determines its position in the high-dimensional substitution space (only
4 dimensions are shown).

a substitution operation, which is defined only between roots and slots (i.e., on
RL∪RC×S), and only if 〈r, s〉 6= 0; one may also define substitution probabilities :
P◦(r ∈ RL ∪RC , s ∈ S) = f(〈r, s〉).

5.2 Representational power of HPN

The representational power of HPN is at least equal to that of context free gram-
mars (CFGs). It can be shown that the latter are a special case of an HPN
grammar. This means that any CFG can be represented as a set of input nodes
and compressor nodes in HPN with appropriate choices for their representations,
i.e., by locating slots and roots at the appropriate positions in substitution space.2

For the interested reader Appendix B.2 describes a conversion procedure from a
CFG grammar to an HPN representation, such that those and only those sen-
tences that are successfully parsed by the CFG grammar are successfully parsed
by the HPN grammar.

In this section I only give an example of a conversion from PCFG to proba-
bilistic HPN. Table 5.1 shows a toy PCFG with relative clauses, and Figure 5.4,
together with a specification of the vector representations in Table 5.2, shows
the corresponding HPN grammar. By convention all slots are orthogonal, thus
S1 = (1, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0); S2 = (0, 1, 0, 0, 0, 0, 0, 0, 0, 0, 0), etc. (the index i
of slot Si in Figure 5.4 indicates its only non-zero component.)

By defining a probability for binding a node to a slot one can assign proba-
bilities to parses in HPN. The binding probability between a node and a slot is a

2The idea that the non-terminals of a CFG can be represented as points in a continuous vector
space has been proposed before in Vector Space Grammars (VSG) [Stolcke, 1991]. With respect
to their representation VSGs are similar to HPN, but otherwise (e.g., learning, combinatorial
operations) the formalisms are quite different.
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S → NP VP (1.0)
NP → PropN (0.2) ‖ N (0.5) ‖ N RC (0.3)
VP → VI (0.4) ‖ VT NP (0.6)
RC → WHO NP VT (0.1) ‖ WHO VP (0.9)
VI → walks (0.5) ‖ lives (0.5)
VT → chases (0.8) ‖ feeds (0.2)
N → boy (0.6) ‖ girl (0.4)
PropN → John (0.5) ‖ Mary (0.5)
WHO → who (1.0)

Table 5.1: Toy probabilistic context-free grammar with relative clauses (Adapted
from [Elman, 1991]). Probabilities are indicated in brackets.

Figure 5.4: HPN grammar corresponding to the toy grammar of Table 5.1. Com-
pressor nodes are labeled X1, X2, etc., and their vector representations are given
in Table 5.2 (input nodes are not shown). The labels of the corresponding toy
grammar are indicated within brackets.

Compressor nodes
X1 (S) -
X2 (NP) (.3 0 0 0 0 .3 0 .3 0 0 0)
X3 (VP) (0 .6 0 0 0 0 0 0 0 0 .6)
X4 (RC) (0 0 0 .1 0 0 0 0 0 0 0)
X5 (RC) (0 0 0 .9 0 0 0 0 0 0 0)
Input nodes
John = Mary = (.1 0 0 0 0 .1 0 .1 0 0 0)
lives = walks = (0 0 0 0 .5 0 0 0 .5 0 0)
boy = (.3 0 0 .6 0 .3 0 .3 0 0 0); girl = (.2 0 0 .4 0 .2 0 .2 0 0 0)
chases = (0 0 0 0 .8 0 0 0 .8 0 0); feeds = (0 0 0 0 .2 0 0 0 .2 0 0)
who = (0 0 0 0 0 0 1 0 0 1 0)

Table 5.2: Node representations of the HPN grammar depicted in Figure 5.4.
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function of the inner product of their vector representations in substitution space
(assuming vectors are normalized). For example, Pbind(X 2, S1) = 0.3.

The product of the probabilities of all bindings involved in an HPN derivation
gives the HPN parse probability.The reader may verify that for any parse of a
sentence produced by the artificial PCFG grammar of Figure 5.1 there exists a
parse by the corresponding HPN grammar with the same branching structure
and the same probability as assigned by the PCFG.

5.3 Parsing with the HPN grammar

A key feature of HPN, which distinguishes it from most conventional neural net-
works is an ability to assign a constituent structure to sentences. The component
responsible for the network’s ability to parse is a dynamic binding operation,
which functions as a neural correlate of substitution (see section 2.4 for the moti-
vation and section 5.7 for implementation details). Dynamic binding implies that
tags are temporarily stored in the slots of compressor nodes and in the nodes that
bind to them during sentence processing. A pair of identical tags implements a
so-called path connector , functioning as a pointer from a slot to a node that has
bound to the slot. An ordered sequence of path connectors stored in the local
memories of the units constitutes a neural correlate of a stack . Whereas in sym-
bolic parsers the stack is an abstract construct, that operates externally to the
system, the HPN stack is distributed over the nodes that participate in a parse.

Using the path connectors, HPN can keep track of the trajectories of activation
through the network as well as the branching decisions along the path. From the
path connectors a derivational path can be reconstructed that corresponds to a
parse tree. In HPN parsing to arbitrary many recursive levels and with arbitrary
branching structure is possible. Figure 5.5 shows some typical parsing scenario’s
in HPN.

Figure 5.5: Scenario’s of three HPN parses. i) ((a b c) d e), ii) (a b (c d e)), iii)
(a b ((c d e) f g)). Path connectors are indicated by arrows.

Definition 2 (HPN parse and derivation). A parse in HPN is a connected tra-
jectory through the HPN network that binds a set of input and compressor nodes
together through path connectors. An HPN derivation is an ordered sequence of
steps through the HPN network, that fully determines an HPN parse, starting
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from any compressor node, and every subsequent step obtained by application of
the substitution operator. A parse of a sentence x1, x2 . . . xn is successful if there
exists a derivation such that

1. every successive word xi in the sentence has its associated input node bound
to a slot of a compressor node, while the order of the slots in every com-
pressor node is respected.

2. every slot of every compressor node in the derivation is bound either to an
input node (a word), or to the root of another compressor node (a phrase);
there is only a single compressor node with an unbound root.

3. neighboring slots of a compressor node are bound to nodes that process
adjoining parts of the sentence.

Figure 5.6: Derivation of the sentence Sue eats a tomato. The numbers correspond
to the word position in the sentence. Dotted lines indicate bindings.

A (simplified) example of an HPN derivation is given in Table 5.3, and illus-
trated in Figure 5.6 for the sentence Sue eats a tomato.3 The figure also shows
the mapping between an HPN parse and a conventional parse tree.

X → s1 s2 s1 ⊗ Sue
Y → s3 s4 s5 ⊗ eats
Z → s5 s6 s3 ⊗ a
s2 ⊗ Z s4 ⊗ tomato
s6 ⊗ Y

Table 5.3: A derivation of the sentence Sue eats a sandwich. Capital letters
indicate compressor nodes; s1, s2, etc. indicate slots; italics indicate input nodes;
⊗ indicates a binding.

3As will be explained in section 5.3.2, the word position (indicated in the Figure) is one of
two numbers that characterize the state of a node in the HPN network.
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5.3.1 Probabilistic left corner parsing with HPN

HPN implements a left corner parsing (LCP) strategy to search for a syntactic
analysis of a sentence. Left corner parsing [Rosenkrantz and Lewis II, 1970] is a
cognitively plausible parsing strategy, because it proceeds incrementally from left
to right, and combines top-down and bottom-up processing. This is compatible
with a commonly held view of cortical processing and complex object classification
in different modalities [e.g., Ullman, 2007, Hawkins and Blakeslee, 2004]. In this
view, processing in the brain takes the form of an interaction between top-down
hypothesis formation followed by prediction on the one hand, and bottom-up
expectation matching of the hypothesis to the input signal on the other hand.

As a matter of fact, top-down parsing is not an option in HPN, neither is
strictly bottom-up parsing, because in both strategies the search would never
terminate, as in a typical initial set-up every slot of an HPN compressor node can
bind to the root of any other node. Moreover, since there are no labels in HPN
(or for that matter in the brain) there does not exist a priviliged start category
(i.e., S), from which to start the top-down parsing process; in HPN a derivation
can start from (and a parse can be rooted by) any arbitrary compressor node. In
left corner parsing on the other hand, the search process is initiated by bottom-up
activation of words, and constrained by top-down derivation of goal categories,
while recursive application of a rule is limited to one step.

As was explained in section 3.1.3, in LCP a derivation of a sentence involves
three parse operations: shift, attach and project. The difference between HPN
parsing and symbolic left corner parsing is that in symbolic left corner parsing
one compares a left corner category to a goal category, whereas in HPN one tries
to match the root of a (compressor or input) node to a left slot in case of project,
or to a non-left active slot (called a goal slot) in case of attach. Further, symbolic
left corner parsing starts a parse with the initial state S as a goal category,
whereas in HPN any compressor node can initiate a parse. Appendix B.1 gives
the pseudo-code of an algorithm for deterministic and serial parsing in HPN.

In the experiments of this chapter I have used a probabilistic version of this
algorithm to compute the most probable parse of a sentence. In this case binding
is not all-or-nothing, but it has a certain binding probability that can be computed
from the metric (the topology). The conditional probability of binding the root of
a particular node to a slot, given the root, is given by the inner product of the root
vector and the slot vector, normalized by summing over the inner products of the
root vector with all slot vectors. The probability of a parse can then be calculated
as the product of the binding probabilities involved in an HPN derivation.

5.3.2 HPN node states

In order to keep track of multiple trajectories through the network that run in
parallel (possibly crossing the same node multiple times), and to track back a
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trajectory, HPN must distinguish the particular state of a node that participates
in the parse. A node state refers to a specific instantiation of a compressor or
input node in a parse, where multiple instantiations involving the same node
within a single parse are possible. In analogy to states in a Earley parser [Earley,
1970] (see section 3.1.11), in HPN the state of a compressor or input node is
characterized by means of its unique root X, its active slot (compare the position
of the dot in an Earley state) and 2 additional numbers, i and j. In HPN j
is called the rootIndex, that is the index number given to the production root
when it was first activated; i is called the slotIndex associated with the active
slot. With the formal definition of a node state it is possible to make some of the
concepts that were introduced earlier more precise

Definition 3 (HPN node state). An HPN node state S, associated with a (input
or compressor) node X, is a 4-tuple {X,n, i, j}, where X uniquely identifies the
root of the node, j is the root index, i is the slot index associated with the active
slot, and n is the ordinal number of the active slot in the production (the leftmost
unbound (free) slot that is expecting bottom-up input).

Definition 4 (Completion). A node state is called complete if all slots associated
with the node have been bound. This is annotated by {X, c, i, j}. A state that
is not complete is called incomplete. The state of input nodes is complete by
default. (Given an input node W representing a word w, and given that word
w occurs at position i in the sentence, then by convention the state of the input
node is {W, c, i, i+ 1}.)

Definition 5 (Path connector). Given node states S, the set of incomplete node
states, I, and the set of complete node states, C, then a path connector P is a
function (or pointer) P : Si ∈ I → Sc ∈ C from an incomplete to a complete
node state.

Definition 6 (Substitution operator). The substitution operator Σ is a function
Σ : (C × I) ∪C → I ×P . In words: the substitution operator is a function from
a complete state (in case of projection) or from a complete plus an incomplete
state (in case of attachment), that creates a new incomplete state plus a path
connector from the new state to the complete state.

5.4 Learning

While thus far it has been shown that a grammar can be represented in HPN (e.g.,
see section 5.2), the added value of the connectionist approach is in its ability
to actually learn syntactic representations. In HPN parsing and learning are
complementary, as node representations are adjusted after every parse. Although
I have not yet discussed the implementation of a parser for HPN, we may assume
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for now that an optimal parse has been found and the bindings between nodes
are slots are available for learning.

In order to induce a meaningful topology, HPN must somehow induce the
vector representations of the nodes from the distribution implicit in the corpus.
Like the BMM algorithm [Stolcke and Omohundro, 1994] (see section 3.1.11) HPN
concludes that two nodes are syntactically (paradigmatically) related when they
appear in similar contexts (i.e., in the same slot). However, unlike the discrete
merging step of BMM, HPN makes the nodes more substitutable in a gradual
way, by decreasing their distance in substitution space upon encountering similar
contexts. Following is a sketch of the algorithm:

1. Initialization. Create input nodes with random representations for every
distinct word in the corpus. Specify the number of productions of each size
(i.e., number of slots), and create a compressor node with random represen-
tation for each production. Initialize all slot representations orthogonally
to each other.

2. Parsing. For every sentence, let HPN compute the most probable parse (as
explained in section 5.2). Recover the productions and bindings involved,
using the path connectors.

3. Learning. For every binding in the most probable derivation, move the
bound node and slot closer to each other in substitution space. Adjust the
representation of the node n that is bound to slot s according to ∆n = λ×s,
with (decreasing) learning rate λ. Also adjust the representation of the
bound slot s according to ∆s = λ× n.4 (Alternatively, one may adjust the
representations of the nodes in the neighborhood h of the ‘winning nodes’,
in proportion to their distance in substitution space.5)

As can be inferred from the learning step, the internal representations of words
and syntactic categories are gradually changed from idiosyncratic (i.e., not corre-
lated with other node representations) to systematic (and abstract), when they
participate in more slots. Two input nodes that often participate in the same
slot(s) will be gradually merged into a single part of speech category (see the
example in the next section). By shrinking the neighborhood, and decreasing
λ with time, as in a Kohonen network, a topology over node representations is
incrementally induced in substitution space, based on the corpus distribution.

4These update rules are compatible with an inner product metric. If instead Euclidean dis-
tances are used to compute binding probabilities, the update rules should be defined accordingly,
thus ∆n = λ× (n− s).

5Note that since units in HPN do not exist on a ‘grid’, one cannot define a ‘physical’ neigh-
borhood as in the Kohonen learning algorithm. Instead of updating the physical neighbors of
the winning node one must update its neighbors in weight space. In this respect the topology
of HPN is more related to a so-called neural gas [Martinetz and Schulten, 1991], which is a
variation of the Kohonen network without a grid.
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5.4.1 An example of the formation of abstract categories
through self-organization of the topology

Let us assume the HPN network is initialized with lexical nodes corresponding
to the words dog, cat, feed and the, each having a random representation in sub-
stitution space, and a number of compressor nodes with random representations
of their roots (see Figure 5.7). Suppose we then parse a corpus consisting of the
two sentences feed the dog and feed the cat. What will happen is that the parse-
and-learn cycle will cause the nodes for dog and cat to become related through
self-organization of the topology, reflecting the corpus distribution. The reason
is that if two words occur in the same contexts they tend to bind to the same
slots. For instance, after parsing the first sentence, feed the dog, the two left slots
of compressor node X1 are moved towards feed respectively the in substitution
space. As a result, the second sentence, feed the cat, has a higher than random
probability to be parsed using the same compressor node X1 (because the parse
probability is the sum of the binding probabilities, which is a function of the
distance in substitution space). Subsequently, if X1 is selected again as the pre-
ferred compressor node to parse feed the cat, the learning step causes the node
for cat to be moved closer to the third slot of c-node X1, which itself was moved
closer to the node for dog in the previous sentence. Thus, the slots mediate the
formation of abstract category regions in substitution space through a process of
‘contamination’.

Figure 5.7: The formation of a shared category for cat and dog induced by dis-
tribution.

This shows that within the HPN framework a mechanism exists that can
explain in principle the formation of constructions with abstract slots or fillers
(e.g., I want X ) (whether HPN is also successful in practice is the topic of the next
section). In Usage Based Grammar [Tomasello, 2001] a similar process is proposed
as an explanation for how syntactic categories are gradually bootstrapped, during
the second stage of children’s linguistic development.

5.5 Experimental evaluation

This section describes a number of experiments that aim to demonstrate the
gradual formation of a topology of syntactic categories by HPN, and to evaluate
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whether HPN discovers clusters of word categories from an artificial corpus, as in
[Elman, 1991]. (For a more direct comparison of HPN with the SRN on the word
prediction task it will be needed to develop a full probabilistic version of an HPN
chart parser, that can compute so-called prefix probabilities (see the discussion in
section 5.6.3). This will be the subject of subsequent chapters.)

5.5.1 Topology formation in an artificial language

In the first experiment HPN was trained on 1000 distinct sentences, including up
to 5 levels of center embedding, which were generated at random from the artifi-
cial context free grammar given in Table 5.1 (a simplified version of the grammar
with relative clauses used in [Elman, 1991]). The HPN network had 10 compressor
nodes with 2 slots, and 5 with 3 slots, and all compressor and word node repre-
sentations had random initial values. The learning rate decreased from λ = 0.3
to λ = 0.05 and the neighborhood from h = 10 to h = 0.01. Figure 5.8 shows the
representations of the input nodes after learning has completed (scaled to two di-
mensions using Matlab’s cmdscale, i.e., multi-dimensional scaling). Also shown
are the average compressor node representations that map to the symbolic labels
of the gold standard parses (NP, VP, etc.). From the figure it can be seen that

Figure 5.8: Substitution space with HPN node representations

clusters are discovered that regroup the words into their original categories: tran-
sitive verbs (feeds, chases) well separated from intransitive verbs (walks, lives),
and nouns are distinguished from proper nouns. The clustering is very stable
over many trials of the experiment, with different random initializations of the
word and compressor node vectors. Moreover, some of the higher order categories
are mapped in substitution space between words with which they are intuitively
substituted. This indicates that HPN can in fact learn word categories from
distributional information implicit in the random sentences.
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5.5.2 Recursive systematicity

The second experiment attempted to evaluate recursive generalization and sys-
tematicity of HPN. Again, 1000 sentences were generated at random from the
same recursive artificial context free grammar, but this time they were split into
800 train sentences and 200 test sentences that did not occur among the train
sentences. To test whether the induced HPN grammar had indeed learned the
intended grammar, and was able to generalize we let the trained HPN grammar
parse the test sentences, and evaluated unlabeled precision (UP) and recall (UR)
of the found constituents (see section 3.1.6).

In one variant of this experiment training was semi-supervised: the Gold
standard brackets (but not the labels) were provided during training, thus con-
straining the possible parses of train sentences. Subsequently unlabeled precision
and recall was evaluated of 200 novel test sentences which were supplied without
brackets. The resulting scores of UP=UR=86,4% (similar scores were obtained
in additional trials) indicate that the induced HPN grammar approximates the
original grammar to a fair degree, and generalizes to the test sentences.

By contrast, in an unsupervised training variant, where no bracket information
was supplied during training, unlabeled recall and precision on the same 200 test
sentences varied between 40% and 80%, and was highly unstable. In this case
it seems that HPN does not always converge to the original grammar, as was
expected. This negative result leads to an interesting insight: apparently very
many HPN grammars other than the original artificial grammar are compatible
with the training sentences, and most of them do not generalize as expected.
The train sentences by themselves thus impose insufficient constraints to induce
a grammar that produces the intuitively correct systematic generalizations. This
is a fundamental problem, to which I will come back in section 5.6, and it will
finally be addressed in Chapter 8.

5.5.3 Topology formation in realistic corpora of children’s
speech

Unlike connectionist models that are trained with error back-propagation, train-
ing with HPN is scalable to realistic size corpora, and can be done in a single
pass through the data. A demonstration of the emergence of a topology of word
categories is given for the Eve corpus [Brown, 1973] from the CHILDES database
MacWhinney [2000]. Figure 5.9 shows the results of one trial on 2000 consecutive
child utterances from the second half of the Eve corpus, which were presented to
the network together with the brackets available from the dependency annota-
tion. The interesting clusters are accentuated. It should be noted though that
subsequent trials did not yield comparable clusters.
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Figure 5.9: Representations of Eve’s 100 most frequent words

5.6 Chapter conclusions

5.6.1 HPN and systematicity

By presenting a working implementation of a connectionist model that satisfies
the systematicity requirements of language, this chapter achieved one of the aims
set at the start of this thesis. For completeness let me briefly reiterate how HPN
satisfies, by design, the two criteria of systematicity formulated in section 4.5.2.

• The context invariance criterion
Recall from section 4.8.1 that a solution for creating context invariance in

connectionist networks may take the form of encapsulation of the network
units. As was explained there, this means that connectivity, or binding
between units is determined by some ‘intrinsic’ representation of the units,
which is independent of literal preceding context or incoming activation. In
HPN the output of a compressor node (i.e., the root vector) is encapsulated
(i.e., separated) from the input to the slots. Hence, the predictive behavior
of a HPN unit depends on its identity alone, as required by the context
invariance criterion in section 4.5.2.

The slots of HPN compressor nodes fulfill the role of ‘variables’, i.e., they
function as placeholders where units are bound. More precisely, they are
invariants , because they have no predetermined or innate meaning (see
section 4.8.1): the extensional meaning of a slot (i.e., its topological position
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in substitution space) is continuously updated from experience. Thus, any
slot in HPN can assume the role of an arbitrary non-terminal.

• The recursive systematicity criterion
Recursive systematicity is satisfied in HPN by virtue of complex primitive

network units, the compressor nodes. These perform hierarchical temporal
compression, and thereby implement a ‘context free’ inductive bias (see also
section 4.8.3). Whereas the compressor nodes take care of the syntagmatic
(precedence) relations of the grammar, the topology, or substitution space
encodes the paradigmatic relations of the grammar.

5.6.2 HPN versus RAAM

In Chapter 4 I mentioned RAAM [Pollack, 1988] as another instance of a con-
nectionist model that explicitly encodes hierarchical structure. RAAM therefore
implements a context free inductive bias as well. It is worth pointing out here the
difference between HPN and RAAM. As was argued in section 4.3.1, for encoding
and decoding a parse tree RAAM crucially relies on an external interpretation
of the output of the hidden layer as either the ‘left child’ or the ‘right child’ of
the current branch in the tree as it selects to which input array (left or right) to
feedback the output of the hidden layer to at any particular level of embedding.
It was argued in the same section that this makes RAAM a symbolic system.

By contrast, in HPN the decision whether to bind the root of a node to
either a left or right slot or a compressor node is made autonomously and wholly
unsupervised by the system, as determined by the topology. In other words,
by contrast to RAAM, in HPN the stack is handled internally. Moreover, the
topology is learned rather than prespecified. Further, in HPN all information
necessary to ‘read out’ the branching structure of a parse is local and internal to
the system (no external interpretations are required).

A second important difference, mentioned also in section 4.3.2, is that parse
trees are represented in RAAM (and likewise in the tensor products of [Smolen-
sky and Legendre, 2006]) on a case by case basis, by memorizing ‘conjunctive’, or
‘static’ bindings’ between the constituents of the parse. Such static bindings have
to be specified in advance for every sentence, hence are not productive and do
not generalize [Hummel et al., 2004]. HPN on the other hand employs flexible,
dynamic bindings between units, which allows HPN to encode (elements of) a
grammar in the network units rather than a fixed set of parse trees. As a result
of dynamic binding parse trees in HPN have an internal structure, unlike conjunc-
tively encoded parse trees, allowing for relational inference and generalization to
novel sentences.
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5.6.3 Reaching the limits of HPN

Despite the fact that HPN is suitable for systematic language processing, it is
still not a very good language model. The empirical tests of section 5.5 identified
several limitations of the current version of HPN.

1. HPN is context free. As noted in section 5.2, the metric of HPN encodes
context free rules, whose expansion probabilities (encoded as distances in
the metric) are conditioned on local information alone, and which are insen-
sitive to sentence history or structural context. However, in computational
linguistics it is known that the regularities of natural languages cannot be
captured by the context independence assumptions of the PCFG alone (see
section 3.1.8); parsing accuracy generally increases when additional struc-
tural and lexical context is considered.

Left corner parsers, as an instance of history-based parsers, make use of this
insight by conditioning every parser move on a history of previous parser
moves, thereby relaxing the independence assumptions of the PCFG. For
instance the model of [Manning and Carpenter, 1997], discussed in section
3.1.7, conditions the probability of a parser move on both the left corner
and a goal category that has been derived earlier in the derivation history.

Since HPN also makes use of a left corner parsing strategy, it would be
desirable that HPN could similarly condition its decisions on earlier parser
moves. However, if the decision process of the system depends exclusively
on the metric this precludes the incorporation of non-local structural and
lexical context, since the metric can only express binary relations between
units (i.e., distances), whereas conditioning an event on a left corner and
goal category is a ternary relation. A richer approach will be needed to
encode the conditional events in the network.

2. HPN cannot compute string probabilities. The left corner probability model
of HPN, based on [Manning and Carpenter, 1997], can compute parse prob-
abilities given a sentence, but not sentence or string probabilities. Yet,
there are many interesting tasks other than parsing, such as the next word
prediction task, that require an ability to calculate sentence or string prob-
abilities. For a direct comparison of HPN with the SRN on the word pre-
diction task HPN must be able to compute so-called prefix probabilities.
For this purpose it will be needed to include and store information about
shift transitions (from a compressor node to a word node) in the network
(without violating the connectionist constraints) and thus turn HPN into a
language model.

3. Learning generalizations by analogy. As the test of recursive systematicity
of section 5.5.2 revealed, the fact that the train set consists of sentences
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from a certain (recursive) grammar is by itself not a sufficient condition
for HPN to learn that grammar. Apparently there are many possible HPN
grammars compatible with the train sentences, and HPN is not guaranteed
to converge to a ‘correct’ grammar, i.e., one that makes the same system-
atic generalizations as the original artificial grammar. What seems to be
missing is some extra constraint that drives learning in the right direction.
As was argued in section 4.5.3, to learn the correct structure of a gram-
mar a learning algorithm must rely on finding structural analogies between
previously processed sentences. This ability requires that the system can
somehow access exemplars (parses) of previously processed sentences from
memory. The question is how this can be implemented in a connectionist
network?

Conditioning in neural networks: towards exemplar-based connection-
ism

The above issues, concerning the limitations of HPN as a model of natural lan-
guage processing, raise one particularly important question: how can conditioning
events be accommodated for in a neural network? In other words, how can a neu-
ral network encode the dependency of natural language on contextual history,
while at the same time preserving some measure of context invariance to enable
generalizations? Whereas in symbolic models of language conditional probabili-
ties can simply be stored in an external look-up table, in a neural network this is
not an option: the conditioning events must be locally accessible, since the parse
decisions must be computed at a local level. On the other extreme, recurrent net-
works such as the SRN do take all previous sentence context into account, but,
as we saw, cannot make systematic, context invariant generalizations. The ideal
connectionist model of natural language must combine the best of both worlds.

Such considerations deem it necessary to store the analyses of previously pro-
cessed sentences somehow in the network, in a way that allows utilizing these
events for the analysis of novel sentences. I propose a neurally plausible solution
for conditioning on sentence context in neural networks: the use of episodic mem-
ory. The assimilation of an episodic memory for sentences in the network allows
moving from a purely rule-based connectionist approach to language processing
(the current version of HPN) to an approach that integrates abstract, rule-based
linguistic knowledge with exemplar-based knowledge.

In the next chapters I will introduce an exemplar-based version of HPN,
episodic-HPN, in which the HPN network is extended with an episodic mem-
ory — a memory for concrete instances of processed sentences. From now on, one
should see the version of HPN presented in this chapter as a model of semantic
memory, which is a memory for abstract, rule-based knowledge, that is but one
component of a larger system that integrates semantic and episodic memory.
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5.7 Neural interpretation of core components of

the HPN model

Before adding additional complexity to the model in the following chapters, I
conclude this chapter by asking whether the components of the current model
can be implemented in neural hardware. While some of the proposed ideas are
necessarily still rather speculative in nature, they are in part also intended to
show the compatibility of the notions introduced in this chapter (e.g., dynamic
binding, node states) with a neural design, and with the connectionist constraint
of locality.

The substitution space

Unlike topologies in the visual or auditory cortex, the topology of the substitution
space is implemented in a ‘virtual’ space. This means that columns representing
neighboring vectors in substitution space are in general not physical neighbors on
the cortical surface, but may be located in remote regions of the cortex.

For example, in Figure 4.11 columns for dog and fog or cat, can and cap are
physical neighbors in a (hypothetical) topology in auditory cortex, but at the
same time I claim that the lexical representations of dog and cat cluster in a
topology in a ‘conceptual’ space. This is a quite bold claim that deserves some
(neurally plausible) clarification.

For the clarification and neural motivation of the substitution space I refer
back to section 4.8.2. One part of the answer is that ‘conceptual’ representations
are encoded in the ‘name fields’ of cortical columns, as proposed by Hawkins and
Blakeslee [2004, p.150-2] and mentioned in section 2.1.3 of Chapter 2. These are
intrinsic representations, presumably stored in cells in L3 of a column, that link
a column by its name (i.e., ‘by reference’) to columns in higher cortical levels,
independently from bottom-up neural activity.

The second part of the answer is that these intrinsic representations, or ‘names’
are linked in a ‘virtual’ topology through a switchboard construction, as explained
in section 4.8.2. Thus, while columns representing syntactic categories may be
located in diverse and physically remote areas in the cortex, by virtue of the
switchboard their intrinsic representations are unified in a coherent, virtual topol-
ogy. This topology corresponds to the substitution space, and it is learned by
updating the column representations across bindings (as explained in section 5.4).

5.7.1 Connectionist implementation of a switchboard

Figure 5.10 illustrates how the switchboard could be implemented in HPN (but
note that the current implementation of HPN abstracts over most of these details).
Incoming connections to the switchboard originate from the root of a compressor
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Figure 5.10: Schematic illustration of the substitution space and switchboard
mechanism for dynamic binding. a) The word units are directly bottom-up ac-
tivated from the auditory cortex (not modeled in HPN), while the slot units are
activated via the switchboard. b) An activated unit in substitution space trans-
mits its virtual topological address to the switchboard. c) The address is encoded
as a distributed pattern on the switchboard units, which project back to slot
units in the substitution space (competitive layer). d) The switchboard units
are fully connected to all slot units (illustrated schematically for only 4 slots).
e) The weight vectors of the slots and the concept-side coordinates of columns
correspond to positions in substitution space (dotted lines).
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node or a word unit, and are transmitted serially as a spike pattern, while outgoing
connections attach (physically) to all slots.

In order to match an incoming signal to a slot, the switchboard transcribes
the spike pattern (b) (which encodes the ‘name’ of a unit, corresponding to its
address) on a set of switchboard units (c). The latter are fully connected to all
slots (d). (Hence, the number of weighted connections to each slot equals the
number of switchboard units, and this in turn determines the dimension of the
substitution space.) The substitution space can be thought of as a competitive,
self-organizing layer [Kohonen, 1998], whose units compete for the best match
with the activation presented on the switchboard units. (Note from Figure 5.10
(a) that it is assumed that word columns are activated from bottom-up through
their perceptual pole, but how this is implemented falls outside the scope of the
HPN model, since HPN only models top-down processing.)

5.7.2 The tagging system

While the switchboard mechanism described above demonstrates the capacity for
flexible binding, it still lacks the ability to keep bound units together for some
time (in working memory). The ability to temporarily store bindings in work-
ing memory is an essential requirement for comprehending complex propositions.
Specifically, in case of syntactic processing the ability to reactivate a binding at a
later point in the derivation is critical (e.g., for back tracking). However, in order
to trace back a previously bound unit it is not sufficient to return to its known
topological position via the switchboard. For instance, in HPN two compressor
node root vectors (of which one has 2 slots and the other 3 slots) may occupy the
exact same position in the topology, yet it is needed to distinguish which of them
is bound to a certain slot in a pending derivation.

For dynamic binding to work it is thus required that some tagging mechanism
is in place, that adds an explicit and unique tag to group units that are bound
(e.g., a slot with the root of a compressor node in HPN). (The same point is also
made in the work of [Hummel and Holyoak, 1997, p.7] on modeling analogical
inference, in the context of an interesting discussion on dynamic binding.6) Thus,
there are two necessary and dissociable components to dynamic binding, which

6In contrast to HPN, in the LISA model for analogical inference [Hummel and Holyoak,
1997, 2003] it is assumed that dynamic binding is implemented by grouping units that fire in
synchrony [Singer and Gray, 1995]. In the binding by synchrony view the neural substrate of
a tag is the oscillation ‘phase’ (e.g., within the Theta frequency range). Binding by synchrony
is however problematic, for reasons discussed in section 2.3. Hence, in this work I have opted
for serial dynamic binding. In that case the tag consist of some neural substance that is shared
among bound units, as explained in the main text. Serial binding solves one of the challenges
that Hummel and Holyoak [1997] have acknowledged the synchronous binding approach cannot
deal with, namely how to save the bindings to long term memory. In Chapter 8 I will argue
that the tagging mechanism proposed here for serial binding is also used by the brain to store
long term episodic memories.
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have complementary functions: an ‘addressor system’ (the switchboard), respon-
sible for flexible creation of new bindings, and a ‘tagging system’, responsible for
maintaining existing bindings.

Together, the address (encoded as ‘name’ vector in a column) and a stored
tag provide sufficient information to reconstruct the exact original binding, and
eventually the derivation: the address defines a local neighborhood in substitution
space where the bound slot can be found (via the switchboard); subsequently, the
tag allows for identifying the exact slot. Thus, the topological address plus tag
together implement a path connector (i.e., a pointer), as defined in section 5.1.
In Chapter 8 I will argue that the same ‘address plus tag’ mechanism is also used
by the brain to replay episodic memories.

The fact that tags are used for syntactic processing imposes some minimal
conditions on a potential neural correlate of a tag. For instance, it is required
that tags are able to distinguish the bindings of a pending derivation, and that
they somehow encode the (hierarchical) order of the bindings as the derivation
progresses through the sentence.

Local neuronal short-term memories

The dynamic binding and tagging mechanism assumes that while processing an
event (e.g., during parsing) tags are temporarily and locally stored in cortical
columns. As mentioned in section 2.3, there is indeed evidence that the brain
stores a reference to recent bindings in local short-term memories at the level
of neural assemblies. In particular, it has been found that neurons sustain their
presynaptic connections through calcium-mediated synaptic facilitation for peri-
ods of around a second [Mongillo et al., 2008, Barak and Tsodyks, 2007]. This
is about the amount of time needed for the path connectors to keep a tag alive
that identifies a bound node (assuming they are used for sentence processing).

Barak and Tsodyks [2007] claim that transient presynaptic facilitation is a
neural correlate of working memory. In line with this view, in HPN an ordered set
of path connectors (realized by numbered tags) constitutes a distributed stack,
which is essentially the working memory of a parser. Both calcium-mediated
presynaptic facilitation and the interpretation of a stack in HPN are consistent
with contemporary theories in cognitive neuroscience, according to which working
memory is not localized in any particular module, but is a local process [Cowan,
1995].

Node states

A ‘state’ of a parser is a formal construct. Yet, the fact that formal theories
of syntactic processing reason about states is a consequence of some underlying
biological reality. I argue that states are concomitant to dynamic binding: the
possession of a tag induces a state in a node of the network. (As argued before,
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the tags must satisfy certain conditions that allow them to reconstruct the order
of the derivation.) Thus, all interactions to keep track of the node states in HPN
can be performed locally, and no ‘symbolic operations’ are required.

Neural instantiation of a compressor node

Figure 5.11: Hypothesized neuro-biological detail of a compressor node.

Figure 5.11 shows a neural configuration that can hypothetically implement
the operation of a compressor node, as it forces the slots to be activated in the
correct order. In Figure 5.11, S1, S2, and S3 are neurons that correspond to the
slots of a compressor node, and X1 corresponds to its root. The ‘gate neurons’ G1
and G2 are controlled (gated) by two inhibitory neurons, I1 and I2, that fire by
default (possibly driven by slot S1). When I1 or I2 fire they close the gates, and
block the flow from S1 to X1. When the inhibitory neurons are in turn inhibited
by the slots S2 and S3, the gates G1 respectively G2 are opened. When this
happens in the correct order, activation can flow from S1 via S2 and S3 to X1.

Substitution space versus unification space

The HPN framework bears some similarity with a theory of neural syntactic pro-
cessing that has been proposed by Vosse and Kempen [2000]. In their work, a
‘unification space’ fulfills more or less the same role as the substitution space in
HPN. Vosse and Kempen [2000] propose that in the unification space lexicalized
syntactic frames, which they borrow from Lexicalized Tree-Adjoining Grammars
(LTAG) [Joshi, 2004], are unified into a parse of the sentence. Within the unifi-
cation space syntactic frames compete among each other for alternative analyses
of a sentence, via a complex lateral inhibition mechanism that involves temporal
decay of unification strength. (In their original model though the syntactic frames
are innate and symbolic, whereas an essential aspect of HPN is that it shows how
the substitution space can be learned from scratch.)

Recently, functional neuro-imaging studies have tried to link the syntactic
unification space with the left inferior frontal gyrus (LIFG) [e.g., Hagoort, 2005].
It has been suggested that the LIFG possesses all the crucial anatomical and
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computational characteristics needed for the task of temporally integrating inde-
pendent syntactic elements. In particular, the prefrontal cortex is well-suited for
the maintenance and integration of information over time, and it is well-connected
to the temporal lobe, where it is believed that lexical frames are stored. In sec-
tion 8.4.2 I will however make the case that the substitution space of HPN can
perhaps be identified with another brain structure, namely the hippocampus.

HPN and connectionism

It is a legitimate question to ask whether HPN is connectionist, as it obviously
does not answer to the standard description of parallel processing and activation
spreading networks. Yet, while traditional parallel distributed processing net-
works are perhaps suitable for modeling certain perceptual classification tasks (as
these are characterized by massively parallel, bottom-up processing, and mediated
by activation spreading through conjunctive bindings), many complex cognitive
behaviors – among which language processing – require that the outcome of one
subprocess is chained to the input of another process, that is such behaviors are
processed serially and seem to involve some sort of binding [e.g., Lashley, 1951,
Zylberberg et al., 2010]. Also in vision, “beyond a certain preprocessing stage,
the analysis of visual information proceeds in a sequence of operations, each one
applied to a selected location” [Koch and Ullman, 1985, p. 219].

To facilitate information exchange between local subprocesses, a more sophis-
ticated means of communication between neurons is needed than can be provided
by mean firing rates. Indeed, there is growing empirical evidence that neurons, or
neuronal assemblies, utilize the potential of encoding rich information in precise
spike-timing dynamics, and this has been followed up by an increasing inter-
est among theoretical neuroscientists in the properties of artificial spiking neural
networks [e.g., Izhikevich, 2006].

One should see the HPN network in the context of the countercurrent systems
framework, mentioned in section 2.6.2. According to this framework cortical
processing proceeds in two relatively independent networks, a bottom-up network,
which is assiociated with parallel, bottom-up processing during a so-called ‘feed
forward sweep’, and a top-down network, which is associated with recurrent, serial
processing. As HPN is intended as a model of syntactic processing, which is a
top-down and goal-driven task, the HPN model, unlike most other connectionist
models of language processing, describes information processing in the top-down
network.7 The substitution space of HPN (together with the switchboard) can
accordingly be considered as one possible formalization of the concept of a top-
down network.

7To be entirely correct, sentence processing, or left corner parsing for that matter, is an
interaction between bottom-up and top-down processes. However, the bottom-up processes,
which correspond to activating the word assemblies for every word in the sentence (i.e., the
input nodes in HPN), fall outside the scope of the HPN model.



5.7. Neural interpretation of core components of the HPN model 119

Given the wide variety of solutions for neural processing in the cortex, and
the many things that are still unknown about it, what then counts as a criterion
for a model to be connectionist? As argued in section 4.2.1, I believe that the
only criterion by which one can judge a model to be connectionist is what I have
called the ‘connectionist constraint’. This basically states that all operations (and
interpretations) of the system should be limited to local network interactions. In
this section I have therefore tried to show that the core components of the HPN
model are all in principle compatible with the connectionist constraint, that is,
they can be implemented using local interactions alone. In particular, I showed
that the dynamic binding operation can be executed through local exchange of
addresses (encoded in spike patterns) and tags between units , via a central
switchboard. Thus, there exists a connectionist solution for referential operations,
or ‘pointers’. This allows HPN to implement a neural correlate of substitution,
which is essential in order to account for the productivity of language.

Also left corner parsing, although not necessarily the algorithm employed
by the brain, is not in principle incompatible with the connectionist constraint:
in HPN it is assumed that network units have local short-term memories that
function as registers. These registers keep a local queue of operations (i.e., shift,
project and/or attach), and locally enforce their execution in the correct order
(i.e., from the left to the right slot of a compressor node). Thus, while every
compressor node and input node in the network functions as an autonomous
processing unit, together they implement a left corner parsing strategy, without
appealing to a central control mechanism.




