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Appendix A

Two case studies on the systematicity of
the SRN

The systematicity issue of the SRN is addressed in a series of influential papers
by Jeffrey Elman [Elman, 1990, 1991, 1993], in which he famously formulates
the connectionist claims about the ‘implicit’ nature of grammatical knowledge in
distributed networks. These publications have had an enormous impact, as they
succeeded to convince many connectionists that distributed neural networks can
generalize systematically without any need for explicit representation of syntactic
categories or constituents. Such ideas have contributed for a large part to the
notion that emergent rule-like behavior can be explained without explicit rep-
resentation of rules or categories, which has become the standard connectionist
response to Fodor and Pylyshyn [1988] in the systematicity debate.

Yet, in Chapter 4 I have argued on theoretical grounds that the SRN does
not satisfy either the context invariance criterion or the recursive systematicity
criterion. In the following two case studies I want to critically assess Elman’s
claims about the, in my opinion, problematic idea of ‘implicit representation’ of
categories.

A.1 Case study 1: Elman [1990]

Elman [1990] describes an experiment where an SRN is trained on 10, 000 sen-
tences of 2 or 3 words generated at random from 16 templates. The templates
used 29 different lexical items selected from 6 different noun classes (for instance
NOUN-HUM and NOUN-ANIM) and 6 verb classes, among which intransitive
and transitive verbs. The task of the network was to learn to predict the next
word in the sentence (the ‘word prediction task’), and this was trained using error
back propagation with the correct word as the target. For the test sequences the
network cannot be expected to predict the exact target word, since all words of
a category are equally probable. Therefore, the output was evaluated against a
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196 Appendix A. Two case studies on the systematicity of the SRN

target vector consisting of the expected frequencies of all 29 words, as derived
from a second order Markov model trained on the same data. After training for
100 epochs the network succeeded to predict the next word class with a very low
root mean squared error.

To investigate how the network accomplished this feat, Elman analyzed the
hidden layer representations developed by the network. The activity of the hidden
layer (150 units) was measured after every word in the training set, and for every
unique word an average activation vector was obtained over all previous contexts
of the word. Subsequently a hierarchical cluster analysis (HCA) was performed on
these averaged vectors. This resulted in word clusters that resembled the original
categories from the artificial grammar to a large degree. Elman concluded from
these results that the SRN had discovered and internalized implicit knowledge
about the major word categories. This would suggest that the SRN exhibits
strong systematicity in the sense of [Hadley, 1994].

Implicit knowledge is an empty concept

What is the ‘implicit knowledge’ of word categories that Elman [1990] is referring
to? It makes sense that the term ‘category’ in the context of a particular model
is reserved to denote a set of entities which share the same behavior under a
certain operation of the model. If one speaks of the ‘categories’ of the SRN one
would expect this notion to refer to a subset of its states for which the future
output of the SRN is identical. Only with this intended interpretation of the term
‘category’ in mind can one have a productive discussion on the generalization or
systematicity of the SRN.

Yet, in the hierarchical cluster analysis of [Elman, 1990], the so-called cate-
gories that are constructed by averaging over contexts are not causative of any
behavior of the SRN, and therefore are not genuine categories in the above sense.
Members of Elman’s categories (different contexts of the same word) do not pro-
duce the same output behavior. For instance, the word boy at the beginning of a
sentence does not predict the same next word as in the context dog chases boy.
Since the ‘implicit categories’ never actually appear in the SRN, but are the result
of a post-hoc analysis, it is not justified to appeal to them as the cause behind
systematic behavior of the SRN, nor is it warranted to ascribe these constructs
to the SRN’s ‘implicit knowledge’. In fact the knowledge implicit in the average
context vectors is not internally encoded in any useful way by the SRN, but it is
merely a redescription of the input data.

To verify the latter claim I have performed a control experiment, in which I
applied HCA directly to the trigram model that produced the target vectors used
to train the SRN (thus, using the same data). Strikingly, this analysis revealed an
almost identical hierarchy of categories as those found in the hidden layer of the
Elman network, in a single pass through the data (compare Figures A.1 and A.2).
This strongly suggests that the clusters found by the HCA analysis do not reflect
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Figure A.1: Hierarchical cluster analysis of hidden layer of the SRN

Figure A.2: Hierarchical cluster analysis of trigrams, for the same data as used
in Figure A.1
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how the network represents categories, but that they are an intrinsic property of
the input distribution.1

A.2 Case study 2: Elman [1991]

In a second experiment Elman [1991] explored whether and how the SRN repre-
sents complex structural relationships such as constituency. The goal was “to see
if the network could infer the constituency structure from stimuli in which un-
derlying hierarchical relationships were hidden, and represent the compositional
relationships in such a manner as to support structure-sensitive operations” [El-
man, 1991, p.199].

Training sentences were generated from a recursive artificial context free gram-
mar that included categories for singular and plural nouns (e.g., boy(s), girl(s)),
transitive verbs (e.g. feed, chase) and intransitive verbs (e.g. walk, live), both
singular and plural, and relative clauses (who). Number agreement was enforced
between subject and verb, and between subject and relative clause. The SRN
was tested on the word prediction task, as in [Elman, 1990], but since relative
clauses are embedded in the sentence, number agreement and other dependencies
must be maintained over longer distances.

While the SRN succeeded on this task at least in some trials, the question that
Elman asked is how grammatical knowledge about constituent structure, argu-
ment structure, grammatical category and number agreement are systematically
encoded in the network, and whether this knowledge allows for systematic infer-
ences and generalization to novel examples? To this end Elman applied principle
component analysis (PCA) to analyze the activation space of the hidden units,
and plotted the dimensions of highest variance. With regard to encoding the
depth of recursive embedding, Figure A.3 shows the network trajectory in state
space for

(A.1) boy chases boy who chases boy who chases boy .

From Figure A.3 it is apparent that embeddings are distinguished from each other,
and from the main clause, by their displacement. Moreover, from inspection of
the graphs of the other sentences it seems that the solution exhibits a systematic
pattern. This prompted Elman to conclude that “displacement provides a system-
atic way for the network to encode the depth of embedding” [Elman, 1991, p.111].
A more ambitious proposition is also implied [Elman, 1991, p.110], namely that
the grammatical knowledge of the SRN is not encoded in static representations,
but in the temporal dynamics of the network; in particular, Elman claims that

1Elman [1990] remarks in a footnote (6) that comparable results as for a trained SRN can
be obtained by an SRN even without learning (and using uniform weights). Thus, apparently
the author is aware of this problem, but nevertheless draws no conclusions from it.
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Figure A.3: Trajectory through state space of the sentence boy chases boy who
chases boy who chases boy. Reproduced from [Elman, 1991]

the knowledge of the network is encoded in (constraints on possible) temporal
trajectories through state space.

Knowledge about displacement is attributed post-hoc

Elman’s claims about the ‘implicit knowledge’ of the SRN of constituent struc-
ture are prone to the same critique that applies for his claims about ‘implicit
knowledge’ of word categories (section A.1): the knowledge of ‘displacement’ is
not internally encoded in a form that the SRN can exploit or access, but rather
attributed post-hoc.

In principle the only available information to the SRN to base its decisions
upon at time t is the input activation plus the state of the hidden units at time
t−1. To make use of displacement information the SRN would need to perform a
meta-analysis that compares the state of the hidden units at different time steps.
Perhaps, it would be possible to build into the network a mechanism designed to
extract differential information, for instance by adding units that act as ‘difference
detectors’ between hidden states at different times. However, this will not solve
the problem of long distance dependencies, because crucially one would need to
compare hidden states that correspond to matching recursive levels, which are
not at fixed distances (that is, temporal intervals) in the sentence. Hence, to
decide which earlier hidden state to compare to which, the SRN would need to
have access to prior knowledge about the level of embedding (i.e., it would need
a stack), but this is precisely the task that the SRN was supposed to solve. In
sum, the claim that displacement systematically encodes depth of embedding is
unwarranted, and so is the broader claim that constituency and recursion are
‘implicitly’ encoded in the temporal dynamics of the network.
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While it could still be possible that, despite Elman’s apparently flawed analy-
sis, the SRN does find a systematic solution for the structure encoding problem,
there are fundamental reasons to believe that this is not the case. These are
discussed in the next section.

A.2.1 Fundamental reason why an SRN cannot generalize
context free languages: analogy

In this section I will argue that a solution for encoding recursion of the kind
proposed by Elman [1991], in which constituents of different recursive levels are
separated by their position (and predictive behavior) in state space, cannot in
principle be generalized by the SRN in a systematic (i.e., non-arbitrary) way, but
only through coincidence.

For convenience I will use the example of the context free language anbn.
Rodriguez et al. [1999] claim that the SRN can learn to generalize this language
from a finite set of examples with 1 ≤ n ≤ 11 to n = 16 (hence, the title of the
paper is A recurrent network that learns to count), while using displacement to
distinguish different levels of recursion, like the solution in [Elman, 1991].

To avoid any confusion let me reiterate that the fact that the SRN can rep-
resent a solution for unbounded recursion is beyond doubt (see also section 4.4).
In fact, Rodriguez et al. [1999] give an example of a configuration of weights and
initial hidden unit activations, such that a SRN with two hidden units, two con-
text units and two output units can recognize arbitrarily long strings of the form
anbn, where a is represented as (1, 0) and b as (0, 1).2

However, the question of interest is not about the ability of the SRN to repre-
sent a context free language, but about its ability to learn it by generalizing from
the training data. Suppose the SRN has been trained on ‘a b’, ‘a a b b’ and ‘a a
a b b b’. I argue that the SRN will not find the solution proposed by Rodriguez
et al. [1999] (or a similar solution) by means of systematic generalization.

2The weights of the SRN are chosen such that one hidden unit (X1) counts the a inputs by
increasing its activation monotonically, and the other hidden unit (X2) counts the b units. A
change of input between a and b turns the counting on or off. For example, given input units It,
hidden units Xt with initial value X0 = (0, 0), and given input sequence aaabbb; if one defines
the weights and activation function F as follows

F(net) =

 1 net ≥ 1
net 0 < net < 1
0 net ≤ 1

Xt = F
([

0.5 0
2.0 2.0

]
·Xt−1 +

[
0.5 −5
−5 −1

]
· It
)

then the activations of the hidden units (the state space) follows a monotonically increasing
and then decreasing sequence of values: (0.5, 0), (0.75, 0), (0.875, 0), (0, 0.75), (0, 0.5), (0, 0).
For arbitrarily long strings anbn this series converges to the limit points (1,0) and (0,1).



A.2. Case study 2: Elman [1991] 201

Starting point of the argument is the observation, made in section 4.5.3, that
one should be able to show that the generalization is causally inferred from some
similarities in the training data with respect to the structure bias of the SRN.
The first thing to realize in this respect is that there is nothing in the superficial
similarity between the hidden unit activations induced by ‘a b’, ‘a a b b’ and ‘a
a a b b b’ that will cause the SRN to generalize correctly and predict the final b
given ‘a a a a b b b’. In fact, the train instance that produces the most similar
activations in hidden unit space to ‘a a a a b b b’ is ‘a a a b b b’, yet this string
predicts the end-of-sentence marker instead of b.

We may conclude that generalization on the basis of superficial similarity of
distributed patterns does not produce recursive systematicity, hence does not offer
the desired productivity of language. Yet, superficial similarity (or alternatively,
interpolation within the training space) is the sole basis for generalization for an
SRN that learns with error back propagation (EBP will cause superficially similar
states to produce similar output).

As said, in case of recursive systematicity the causal inference for general-
ization is not based on superficial similarity, but on analogy: the similarity of
relations. To see the analogy between ‘a b’, ‘a a b b’ and ‘a a a b b b’ the sys-
tem must discover that the operations that transform ‘a b’ into ‘a a b b’, and
‘a a b b’ into ‘a a a b b b’ are similar.3 Suppose the SRN was able to discover
such a systematic operation (i.e., a transition in state space that can be reused).
Then, were the systematic solution applied to process a novel, previously unseen
sentence, it would require the SRN to visit one particular hidden state at least
twice. In other words, the solution would have to involve loops between states in
hidden unit space.

Now, the solutions for encoding recursion proposed both by [Rodriguez et al.,
1999] and by [Elman, 1991] crucially make use of the fact that constituents at
every different level of recursion are separated by their position in state space
(i.e., their different predictions are based on displacement). This contradicts our
earlier conclusion that any solution that is reached by generalization from analogy
must have loops, hence the solution of [Rodriguez et al., 1999] is not produced
by generalization from analogy, but can only be reached through coincidence.

Figure A.4: FSA representing anbn for n = 2 (left) and n = 3 (right)

3See section 8.2.3 for a discussion of how a learning algorithm based on a CFG bias, such as
the BMM model, discovers analogies in the training data.
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In fact, the solution for learning recursive structure proposed by Rodriguez
[1999] and Elman [1991] is comparable to the trivial solution of the FSA, given
in section 4.6.1, which is also based on duplication of states for higher recursive
levels (see Figure A.4). Clearly, the right FSA (b) in Figure A.4 cannot be inferred
from the left FSA (a) by means of the discovery of analogies in the training data,
because that would imply that a state is visited more than once, but then Figure
A.4 (b) would need to have less states than Figure A.4 (a). The fact that the SRN
has an infinitely large (continuous) state space does not give it any advantage in
generalizing from a finite number of examples over the FSA, because the available
strategies are the same in both cases and depend only on the structure bias: the
ability to express analogies or transformations.




