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he idea for this thesis came about while teaching a sophomore psychology research course. I had to teach students that they could not perform
t-tests and ANOVAs on ordinal data and I thought it would be good to explain the rationale behind this rule of thumb. But when I asked myself why
such tests are a bad idea I drew a blank. One thing led to another, and what
started out as a small research course assignment turned into a PhD project.
I have been occupied with admissible statistics and measurement levels for
quite some time now and have encountered very different schools of thought
on the issue, including approaches that say these tests should not be considered bad practice at all. If you ask me which of these approaches is the right
one I can give you two answers. The short answer will still vary according
to which day you ask me. The long answer will take a very long time to produce, since it contains a lot of ifs and buts, and of course it will turn out to be
a compromise that tries to do justice to all sensible viewpoints. You can find
it in the concluding chapter of this book.

T

Hopefully you will find the chapters that precede it more interesting.
They illustrate, pretty much in chronological order, how my thoughts on
measurement levels and admissible statistics evolved. In Chapter 2 the argument that statistics do nothing more than answer the question whether it
is likely that a sample originated from a certain distribution and therefore
have nothing to do with what the numbers refer to. This position seemed
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very attractive for a while. But then researchers are generally in the business
of inferring conclusions about what the numbers refer to, not the numbers
themselves. A more in depth reading of the representational and meaningfulness literature convinced me that even with a pragmatic outlook, the legitimacy of inferences needs to be warranted.
A similar change of heart happened while writing Chapter 3. I started out
thinking the correspondence between the Rasch model and Additive Conjoint Measurement (ACM) was just a happy coincidence and the claims of
interval level measurement should be taken with a large grain of salt. When
I found out that Rasch developed his model with the express purpose of
obtaining interval level measurement, this made me reconsider its measurement pretensions. The use of probabilities in an emprical structure is critized
by some, but this does not form a substantial problem for the interval level
claim in my view. I do find it very hard to conceive that it is possible to
keep finding items that can be placed between existing items in terms of difficulty ad infinitum. Only a few, if any abilities will allow their structure to
be captured by items for which this is possible. Given a set of items that have
desirable test qualities and are deemed good indicators by experts, I find it
hard to claim the interval level of measurement for a test that consists of a
subset of these items, where some have been eliminated due to model misfit
while experts cannot point out any flaw in the item. The Rasch model may
form an instantiation of ACM, but for all but some properties it will never
hold for all conceivable items that tap into the property of interest.
When my promotor Han told me about an interesting little paradox concerning the Guttman and Rasch model I was once again confused about the
interval level measurement associated with the Rasch model. Could probabilities be a problem for the Rasch model after all? Perhaps their lack of
spatio-temporal presence could be accommodated but the fact that probabilities that represent and introduce error produce a higher measurement
level had me stumped. After a long process involving many frustrating
discussions with Denny and Gunter on this issue I feel I now have a more
firm grasp on the role of error, precision, information and probability in the
Guttman and Rasch model. I am comfortable with our conclusion that there
is in fact nothing paradoxical about the difference in measurement level, but
our analysis has left me uncomfortable with the fact that the logistic function is so pivotal in obtaining additivity. The normal ogive model, which
seems entirely equivalent in substantive terms at least, cannot boast interval

Preface

xvii

level measurement. The lack of a substantive argument to prefer one over
the other remains troublesome.
With the Rasch model as the only viable option to approach interval level
measurement as specified in RMT, the chances of interval level measurement
in psychology seem limited. Not very many properties can be scores using
test or questionnaire items, and even if they can only very few will result
in acceptable fit. A more practical approach seems to be to promote awareness of the risk of illegitimate inference and assess the amount of risk under
relevant circumstances. Although focused on a very specific set of circumstances – small sample, fixed-effect two-by-two design – and very specific
assumptions – a two parameter logistic or graded response model –, it was a
nice change to be able to contribute to the debate on legitimate inference in a
more practical and positive way.
We may not have many opportunities to demonstrate interval level measurement and latent variable models may have a limited use in this respect,
but in a more indirect way they can be a very important tool to ensure that at
least we are not setting ourselves up for illegitimate inference, in the case our
interval level assumption are valid. This is the message I hope comes across
in the chapters that follow.
Finally it should be noted that, although this thesis can be read as a book,
the chapters are based on research papers that have been published or are
currently under review. These papers have been altered slightly in some
parts, considerably in others to form more cohesive chapters. There remains
some overlap between the chapters however in terms of explanation of background and basic concepts to ensure that each chapter can be read on its own.
The research papers that the chapters are based on are listed below.
Chapter 2: Zand Scholten, A. & Borsboom, B. (2009). A reanalysis of Lord’s
statistical treatment of football numbers. Journal of Mathematical Psychology, 53, 69-75.
Chapter 3: Borsboom, B. & Zand Scholten, A. (2008). The Rasch model and
conjoint measurement theory from the perspective of psychometrics.
Theory & Psychology, 18, 111-117.
Chapter 4: Zand Scholten, A., Borsboom, D. van der Maas, H.L.J., Maris,
G.K.J. & Iverson, G. (under review). The Guttman-Rasch paradox in
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Item Response Theory.

Chapter 5: Zand Scholten, A. & Borsboom, D. (under review). How to
avoid the misinterpretation of interaction effects.
Chapter 6: Zand Scholten, A. & Borsboom, D. (under review). Using the
Graded Response Model to assess the risk of misinterpreted interaction
effects in fixed-effects ANOVA settings: Polytomous items mitigate inferential error.

Chapter 1

Introduction

I often say that when you can measure what you are
speaking about, and express it in numbers, you know
something about it; but when you cannot measure it,
when you cannot express it in numbers, your
knowledge is of a meagre and unsatisfactory kind; it
may be the beginning of knowledge, but you have
scarcely in your thoughts advanced to the state of
Science, whatever the matter may be.
Lord Kelvin

All science is either physics or stamp collecting.
Ernest Rutherford

1.1

Measurement in Psychology

easurement has always come naturally to the physical sciences. The
subject matter in these fields lets itself be expressed in numbers relatively easily. Construction of measurement instruments is – again relatively
– straightforward, since our grasp of the structure of the property that is to
be measured is often clear. The famed statements quoted above, emphasizing the importance of quantification in science were obviously made from
a position of privilege. Unfortunately fields like psychology have to make
do under less desirable circumstances. The ontological status of psychological variables is in most cases uncertain. Concepts are fuzzy and vague. The
structure of psychological traits or abilities such as extraversion, intelligence
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or quality of life is poorly understood. Whether such traits and abilities form
variables appearing consistently in nature, effecting change in other variables in a systematic manner, is questionable for most variables. Even if such
structure exists at all, psychological variables are messy things, ridden with
systematic and random error. It should come as no surprise that measurement in psychology has been surrounded with controversy from its inception.
Whether psychological variables can be measured of course depends on
what one means by ‘measurement’. Around the time that psychology came
on the scientific scene – at the close of the nineteenth century – the best definition representing the state of affairs in physics was given by Campbell
(1920). He maintained that the basis for measurement is the assignment of
numbers to objects. But this definition is not complete. The reason for expressing some property in numbers is to enable the application of mathematics to these numbers and the formulation of physical laws. In doing so,
the additive structure of the real numbers is used. In order for the results to
be representative of the property being measured, this property needs to exhibit the same additive structure. To show additive structure requires direct
or indirect concatenation of objects and the adherence to several axioms that
ensure additivity. For example, to show that length is an additive property
one can lay different rods end to end and compare the resulting concatenation to other rods. If any comparison of singular or concatenated rods can be
shown to be a weak order and other axioms are also satisfied, then we can
conclude length is additive.
Not many psychological variables are even remotely likely to conform to
this definition of measurement. This led physicists like Norman Campbell to
object to claims of measurement in psychology (Campbell, 1940). These objections resulted in the formation of a committee (Ferguson et al., 1940) that
was to investigate whether measurement of psychological variables was at
all possible. The committee was unable to reach consensus, even after eight
years of deliberation and the matter remained unsettled for several years.
Stevens (1946) broke this impasse by suggesting we let the numbers conform to the structure of the property, not the other way around. Instead
of demanding additive properties because we want to use the additivity of
numbers, we can consider what structure is determinable and use only the
corresponding characteristics of numbers. This redefinition of measurement
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resulted in the well-known levels of measurement. The nominal level refers
to assignment of numbers where only the inequality of the numbers is used
to denote different types or classes of objects. Similarly the ordinal level concerns the representation of ordering of the objects on the property of interest;
the interval level concerns the representation of quantitative comparison of
differences between objects; and finally, the ratio level concerns representation of direct quantitative comparison of objects.

1.2

Admissible Statistics

Letting the numbers conform to the structure of the property of interest does
have some drawbacks. It means that the additive structure of numbers for
data that represent a property on the ordinal level, for example, does not
have an empirical counterpart. Since there is no additive structure in the
property, we should not use this structure in the numbers. This idea was
reformulated into the theory of admissible statistics, in which level of measurement is identified by the type of transformation that leaves the structure
intact. Numbers that represent a property at the nominal level can be transformed according to any one-to-one function; for the ordinal level the corresponding transformation can be any monotonically increasing function; for
the interval level an affine transformation is needed; and for the ratio level
multiplication by a positive constant is the only allowed transformation.
When an inadmissible transformation is performed, the structure that
was originally represented is lost. This applies not only to transformations
but also to other numerical manipulations of the data, such as the computation of test statistics. A test statistic, or at least the conclusion that is based on
it, should not be determined by structure in the numbers that is not present
in the underlying property. More importantly, the conclusion based on a
test statistic should remain invariant under any permissible transformation
of the data. If it is not invariant this means that the conclusion depends on
some arbitrary characteristic of the chosen scale.
The theory of measurement levels and the accompanying theory of admissible statistics was eagerly accepted by psychologists, since it uncomplicated the problem of measurement in psychology. The question whether
psychological measurement was at all possible transformed into the question of what level of measurement could be achieved. Statisticians however,
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where not charmed with the notion that level of measurement should limit
the use of statistics. They argued that a statistical test tells us something
about the probability that a sample was drawn from a specific distribution
of numbers The assumptions involved in statistical testing contain no reference to what the numbers actually represent and a test can therefore always
be performed on any data that satisfy the assumptions (Lord, 1953; Burke,
1953; Gaito, 1980; Velleman & Wilkinson, 1993). A fierce debate ensued. This
debate, discussed in Chapter 2, fell silent however with the advent of Representational Measurement Theory.

1.3

Representational Measurement Theory

RMT was built on the ideas of Stevens’ levels of measurement but far exceeds
it in scope and rigor. In RMT representation of the structure of a property
is formalized in terms of a homomorphism between an empirical relational
structure and a numerical relational structure. The empirical structure consists of a clearly defined set of objects that exhibit the property (rods), and
a set of empirical relations (comparing the extension of adjacent rods) and
operations that define the property (laying rods end-to-end). The goal in
measurement is to find a homomorphism – a structure-preserving mapping
– into a numerical structure that consists of a set of numbers (the reals) and a
set of numerical relations (’larger than’) and operations (addition). Whether
such a mapping exists is axiomatized in a representation theorem. The associated measurement level is provided in a uniqueness theorem. Several
types of measurement structures exist. Besides the additive structure that
best suits the property of length there are, for example, also multiplicative
structures and conjoint structures that are indirectly additive.
RMT is a very elegant and fully formalized theory of measurement and
is considered the accepted view by most people who write on the subject of
measurement in psychology (Hand, 2004; Roberts, 1979). Not all subscribe
to this view however. The most noted critic of RMT is Michell (1986, 1990,
1993, 1994, 1997, 2003) who advocates a classical theory of measurement that
via Hölder (Hölder & Michell, 1997) goes back to Euclid. According to this
theory, measurement consists of the determination of ratios of quantities.
These ratios are discovered rather than constructed, as is the case in RMT.
The divide between empirical objects and numbers, the latter of which exist
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separately in a non-empirical realm, is the basis for RMT does not exist in the
classical theory. Numbers are the ratios between quantities that are found in
nature. Whether any property can be expressed as a ratio between quantities
is a question that needs to be decided empirically. Although the two theories have very different philosophical underpinnings, the axioms of RMT,
at least for interval and ratio structures, can be used to provide empirical
support that a property is measurable or quantitative. Note that in the classical theory measurement and quantitativeness can be used interchangeably.
In RMT measurement is defined as structure-preserving representation, and
although the emphasis is on quantitative structures, measurement can also
refer to ordering or classification.
As to the admissibility of statistical test, both theories agree that an inference based on a test statistic should not change under structure-preserving
transformations of the data. In RMT the concept of invariant statistics first
proposed by Stevens (1946) was formalized and reformulated into the concept of meaningfulness. Meaningfulness refers to the invariance of the truthvalue of a statement based on a test statistic, not the invariance of the statistic
itself. Unfortunately the formalization of the concept resulted in necessary
but not sufficient conditions for meaningfulness (Narens, 1988, 2002). In the
classical theory of measurement the concept of meaningfulness is accepted
but often referred to as legitimate inference, which is perhaps a more befitting term.
It is interesting that in most introductory psychology textbooks on research methods and statistics (Tabachnick & Fidell, 2007; Agresti & Franklin,
2008) neither RMT nor the classical theory is discussed. The measurement
levels first introduced by Stevens are rehashed and rules of thumb concerning the inadmissibility of certain statistical tests are provided, mostly without any justification. Unfortunately this has led to the widespread practice
of simply assuming an interval measurement level, without testing this assumption. The lack of familiarity with more rigorous theories of measurement has certainly not helped advance psychological measurement.

1.4

Latent Variable Models

It remains questionable whether measurement in psychology would improve
if these theories were well-known among experimental psychologists. Both
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theories are highly prescriptive and deterministic, leaving little room for the
considerable amount of error that is present in most psychological measurements. This is where latent variable models could come in handy. Very
generally, latent variable models are psychometric models that assume the
observed scores we collect as measurements are caused or explained by one
or more underlying variables, or latent properties. We will consider only
simple, unidimensional measurement models consisting of one latent variable. The underlying property we are measuring can be very straightforward, such as length, but in psychology it is most often only indirectly available to us. Instead of taking one measurement of someone’s length, we administer multiple items that assess a trait or ability. Latent variable models
are further characterized by assumptions about whether the observed and
latent variable are continuous or categorical, see Table 1.1.
Table 1.1: Latent variable models categorized according to type of observed/latent variables
Observed
Latent

Continuous

Categorical

Continuous

factor analysis/SEM

latent trait (IRT)

Categorical

latent profile

latent class

We will consider only models with a continuous latent variable, which
we will assume is quantitative, and categorical observed scores, which in
most cases will be ordinal. This combination best represents the problematic
situation faced in psychology; the property of interest is assumed to be quantitative, but the best representation available to us is of the ordinal level. Of
course this does not immediately get us anywhere. So far the use of a latent
variable model has only made some implicit assumptions explicit. However,
the latent trait or Item Response Theory (IRT) models we will consider, add
the assumption of a specific type of relation between the latent property and
observed scores. Different IRT models specify different relations.

1.5. Overview

7

The general question that formed the motivation for this thesis is how
we should deal with the problem of admissible statistics and legitimate inference from a latent variable perspective. The concept of admissible statistics entails a very strict limitation on the tests that we can perform on data
that were modeled with a latent variable model. Whether this prescription
should be given heed or whether assumptions or other characteristics of latent variable models protect us from making illegitimate inferences is an important topic, especially since psychometrics has been under increased attack recently from critics who maintain that psychometrics is shirking its
responsibility to actively inquire into the quantitative status of psychological measurement (Michell, 1986, 1997, 2008a, 2008b, 2009). Perhaps latent
variable models can be used to lay bare this elusive quantitative structure
in more psychological properties or assist in the answering of measurement
level questions in other, more indirect ways.

1.5

Overview

In this thesis the feasibility of legitimate inference and the assessment of measurement level for psychological properties is discussed from a latent variable perspective. The three chapters following this introduction are devoted
to several theoretical problems associated with admissible statistics and legitimate inference. The first chapter deals with arguments against the restrictions that admissible statistics pose. In the second and third chapter a latent
variable model is addressed that is claimed to ensure legitimate inference.
There are several conceptual problems that surround this claim. The final
two chapters concern a more practical approach. In both chapters a simulation study is presented that assesses the risk of inferential error. Different
latent variable models were used to generate the simulated data.
In Chapter 2 the origins of the measurement-statistics debate are discussed. The argument that statistics should not be governed by measurement level considerations is critically evaluated. The focus of the chapter is
on a thought experiment by Lord (1953) that for a large part set off and perpetuated this debate. The thought experiment concerns a fictional professor
who feels guilty performing inadmissible tests on his students’ ordinal exam
scores. He suffers a breakdown and retires early. In his new job, selling jersey numbers to the football teams, an altercation between two teams arises.
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One team complains that they received lower numbers due to tampering by
the other team. A statistician settles the matter by performing a t-test on the
mean of the numbers. Although this test is inadmissible, since the numbers
are of the nominal level, only distinguishing players on the field, the conclusion seems useful and somehow meaningful. A critical evaluation of this
thought experiment shows however, that the parable can be reinterpreted so
that it is perfectly in line with the rationale behind the concept of legitimate
inference. A latent variable perspective is used to identify the underlying
property of interest and a representational approach is used to show that
this property can be represented at the interval level. This analysis shows
not only that the most influential argument against inadmissible statistics
is flawed and that application of only admissible statistics seems justified,
but also that measurement level considerations are more complex than we
generally think.
The property of bias in a number-issuing machine in Lord’s thought experiment is not a very interesting one from a psychological point of view. For
most properties that are of interest to psychology, interval level measurement
is unattainable. There are circumstances however where such measurement
is possibly within reach. These circumstances are captured by the assumptions of the well-known Rasch Model. This model, according to many, is an
instantiation of an additive conjoint representational measurement structure.
This is a structure for which it was shown (Luce & Tukey, 1964) that if its axioms hold, the representation is of the interval level. This is a potentially
important foothold for psychology. If the Rasch model can provide us with a
method to attain interval level measurement then for at least some properties
legitimate inference will no longer be a problem. The claim that the Rasch
model ensures interval level measurement is not uniformly accepted however. In Chapter 3 general problems of combining the latent variable modeling perspective with representational measurement in general and the Rasch
model in particular are examined concerning the interpretation of probabilities, the spatio-temporal status of model parameters and the finite and inherently discrete nature of many psychological properties.
Unfortunately these are not the only problems with the interval level
claim associated with the Rasch model. Another issue concerns a paradox
we call the Guttman-Rasch paradox. This paradox consists of a counterintuitive difference in measurement level between the Guttman and Rasch
model. Both models are IRT models that describe the probability of answer-
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ing an item correctly as a function of the difference of the person ability and
item difficulty. The Guttman model is deterministic and states that this probability is 0 if the ability is lower than the item difficulty and 1 if it is higher.
The Rasch model is probabilistic and specifies the probability as a logistic
function of the difference between person and item. The Rasch model can be
considered an extension of the Guttman model that arises from the addition
of error by assuming a monotonically increasing relation between probability correct and the latent trait. Now, the Guttman model, which contains no
error, allows ordering of items and persons. In contrast, the Rasch model,
which does contain error, allows interval level measurement. Introduction
of error is therefore associated with an increase in measurement level. This
paradoxical situation is discussed in Chapter 4, where it is shown that although an increase due to error is counter-intuitive, it is not paradoxical per
se. Since the error in the Rasch model is dependent on the difference between
item and person, it is in fact informative about the latent trait. In physics and
biology this phenomenon is known as stochastic resonance.
Latent variable models can also be incorporated to investigate admissible statistics in a very different way. They are employed to assess the actual
risk of obtaining ambiguous or distorted results when an inadmissible test is
performed. One type of research effect for which inadmissible tests can lead
to distorted results, or inference errors, is the interaction effect. Latent variable modeling can be used to make specific assumptions about the relation
between ordinal observed scores and the assumed underlying quantitative
variable. In Chapter 5 several types of interaction effects were simulated
according to the two-parameter logistic IRT model (2PL). An experimental
setting was simulated by using a fixed-effects, small sample two-by-two design. Results showed that inferential errors occur when the test is ill-matched
in difficulty to the ability of the sample. If a test is too hard, floor effects occur
that result in unequal stretching of the observed scale, due to the nonlinear
relation that the 2PL model specifies. Inference errors only occur however
when test discrimination is high and only for certain types of interaction effects. The risk of inferential error therefore seems limited to very special circumstances. Moreover, in these specific circumstances, inferential error can
be mitigated to some extent by performing a normalizing transformation on
the observed scores.
In Chapter 6 an extension of this simulation study is presented. The same
simulation was performed, but this time the Graded Response Model (GRM)

10

1. Introduction

was used to transform latent values into observed scores. The GRM models
item responses for items that have multiple ordered response categories. Besides the match between test difficulty and item ability, other factors such as
item discrimination, effect size, type of effect and number of response categories was investigated. Results were comparable but much less severe for
the data that was generated using the polytomous GRM model compared
to the binary 2PL model. The risk of inferential error clearly decreased as
the number of response categories increased. A normalizing transformation
was also more effective in mitigating the risk of inferential error. These results support the conclusion that inadmissible statistics pose a real threat to
our inferences. Only if a test is extremely hard or easy, and only then if the
items also discriminate strongly and if certain interaction effects occur.
A summary and discussion of both the theoretical (Chapters 2, 3 and
4) and more practical (Chapters 5 and 6) treatment of admissible statistics
is provided in Chapter 7. Here it will be argued that the prescriptive requirement of axiom testing advanced by representationalists as well as their
fiercest critics, the traditionalists, is not a fruitful strategy to further scientific
knowledge of the structure of psychological properties. The properties that
are even remotely amenable to such rigid methods are scarce and the available methods themselves are ill-equipped to deal with psychology’s errorladen properties. Psychological researchers would do well to be a bit more
conservative in their inferences and use of the word measurement when the
measurement status of their observed data is dodgy at best. This is not to
say that psychology should no longer be considered a science. The fact that
psychology deals with a much more elusive subject matter than physics does
not mean we should give up at the outset. It is important to realize however,
that this is where psychology as a quantitative science still finds itself. We
are a nascent quantitative field, not an established one.

Chapter 2

A Reanalysis of Lord’s Statistical Treatment of
Football Numbers

‘I checked it very thoroughly,’ said the computer, ‘and
that quite definitely is the answer. I think the problem,
to be quite honest with you, is that you’ve never
actually known what the question is.’
Douglas Adams - The Hitchhiker’s Guide to the
Galaxy

Abstract
Stevens’ theory of admissible statistics (1946) states that measurement levels should guide the choice of statistical test, such that the truth value of
statements based on a statistical analysis remains invariant under admissible
transformations of the data. Lord (1953) challenged this theory. In a thought
experiment, a t-test is performed on football numbers (identifying players: a
nominal representation) to decide whether a sample from the machine issuing
these numbers should be considered non-random. This is an inadmissible test,
since its outcomes are not invariant under admissible transformations for the
nominal measurement level. Nevertheless, it results in a sensible conclusion:
the number-issuing machine was tampered with. The present aim is to show
that the thought experiment contains a serious flaw. First, the assumption
that the numbers are nominal is shown to be false. Second, it is argued that the
football numbers represent the amount of bias in the machine. The level of bias
in the machine, indicated by the population mean, conforms to a bisymmetric
structure, which means that it lies on an interval scale. In this light, Lord’s
thought experiment interpreted by many as a problematic counterexample to
Stevens’ theory of admissible statistics conforms perfectly to Stevens’ dictum.

12

2.1

2. A Reanalysis of Lord’s Statistical Treatment of Football Numbers

Admissible Statistics

n a typical introductory statistics class, psychology students are taught that
the level of measurement should be taken into account when choosing a
statistical test. For example, a t-test should not be performed on data that
are of a nominal or ordinal level. Exactly why this rule should be followed
is rarely explained and not widely known among psychologists; therefore
the rationale for it is reiterated. Suppose mathematical proficiency of children was measured on an ordinal level. In such a case, one is justified in
transforming the data by taking the square for example, because the ordinal property in the data, the original ordering of the children, is preserved.
For an ordinally measured property, all monotonically increasing, or orderpreserving transformations of the data are completely equivalent in their
representational capacities, i.e. they all represent the measured property
equally well. In fact, in measurement theory this is the defining feature of
scale levels (Krantz, Luce, Suppes, & Tversky, 1971).

I

With respect to the results of parametric statistical analyses that may be
executed on the differently transformed data, however, no such equivalence
exists. For instance, it is possible that when scores on the aforementioned
mathematical proficiency test are analyzed for sex differences with a t-test,
different results are obtained for the original and transformed scores. Boys
may significantly outperform girls when analyzing the original scores, while
boys and girls may not differ significantly in their performance when analyzing the transformed scores (or vice versa; see Hand, 2004, for some interesting examples). Since there is no sense in which the original scores are
preferable or superior to the transformed, squared scores, this means that
research findings and conclusions depend on arbitrary, and usually implicit,
scaling decisions on part of the researcher. This hinders scientific progress
because it obscures a factor, namely the choice of scaling, that is influential in determining conclusions based on empirical research. It is important,
therefore, to have a clear understanding of how level of measurement can
affect our conclusions.
Stevens (1946) introduced the concept of measurement levels and rules
for choosing a statistical test according to the dependent variable’s measurement level in order to prevent arbitrary scaling decisions from affecting research outcomes. His theory has become known as the theory of admissi-
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ble statistics (e.g., Robinson, 1965). The basic idea is that one should only
perform statistical tests that yield conclusions that are invariant under all socalled ‘admissible transformations’ (admissible in the purely technical and
non-pejorative sense of having the same representational capacities) of the
data. These admissible transformations are one-to-one transformations for
nominal data, order-preserving transformations for ordinal data, positive
linear transformations for interval data and transformations that multiply
with a positive constant for ratio data (see Krantz et al., 1971; Suppes &
Zinnes, 1963). Using admissible statistics ensures that conclusions about the
measured property are not dependent on numerical values arbitrarily chosen
to encode the data. Thus, in respecting the measurement level, one removes
a threat to the validity of the conclusions, which is a good thing.

2.1.1

The Measurement-Statistics Debate

On first sight, one may expect this simple fact to be universally appreciated
as a powerful insight into the relation between measurement and statistics.
Therefore, it may be considered surprising that the concept was not uniformly welcomed by statisticians, some of whom vehemently rejected the
suggestion that measurement levels could have any bearing on data analysis. Several arguments have been adduced in support of this view. Some argue that the level of measurement is often very hard to determine. Velleman
and Wilkinson (1993) maintain that in real situations, data do not always fall
neatly into the scale levels describes by Stevens (1946), which is problematic
when applying his rules. Others have argued that theoretically inadmissible
statistics can be arbitrary, but that in practice they rarely are (Baker, Hardyck,
& Petrinovich, 1966). That is, inadmissible parametric statistics tend to agree
with their more cumbersome admissible counterparts, so that real harm is
rarely done by executing statistical analyses that are strictly inappropriate.
These arguments against the idea of admissible statistics are pragmatic in
character (i.e., determining the level of measurement is too hard, parametric
analyses are easier to use, etc.). Hence it may seem as if substantial agreement exists among scholars regarding the general validity of Stevens’ ideas,
even if adhering to this idea is not generally advisable. This is not the case,
however. Some are of the opinion that there is a principled problem with
Stevens’ view and think that there exists no connection between the levels of
measurement and the validity of results attained through statistical analyses
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at all. Statistical tests simply help the researcher to decide whether their data
– in the form of a set of numbers – is likely to be a random sample drawn
from a larger population of numbers having a specific distribution. What
the numbers measure is irrelevant to this particular decision, and hence issues concerning the level of measurement are irrelevant as well (Burke, 1953;
Gaito, 1980).

2.1.2

Lord’s Controversial Argument

One of the most important arguments supporting this ‘statistical’ perspective was provided by Lord (1953). He is uniformly cited among opponents
of the theory of admissible statistics (Gaito, 1960; Anderson, 1961; Baker et
al., 1966; Gaito, 1980; Velleman & Wilkinson, 1993; Kampen & Swyngedouw,
2000; Harwell & Gatti, 2002; Pell, 2005). Lord introduces a thought experiment in which the use of an inadmissible parametric test on nominal numbers leads to a legitimate, useful and seemingly non-arbitrary conclusion.
Lord thus appears to present a clear counterexample to Stevens’ theory of
admissible statistics. In doing so, he lends support to the view that levels of
measurement should not influence one’s choice of statistical analysis. Lord’s
argument sparked what is now called the measurement-statistics debate, and
must be considered the most influential and certainly the most entertaining
critique of the theory of admissible statistics to date. As such, the two-page
letter about a nutty statistics professor has become something of a locus classicus in the literature on psychological measurement and statistics.
Notwithstanding its rhetoric force, Lord’s contribution was severely criticized. Some responded by clarifying the basic principles of Stevens theory,
giving examples where computations on nominal data lead to absurd conclusions (Behan & Behan, 1954; Bennet, 1954; Stine, 1989). Others pointed
out that although computations can be performed on a nominal variable, the
results have no reference to the empirical world and so they are irrelevant
(Townsend & Ashby, 1984). In our view, however, most of the published
criticisms have not gotten to the heart of the matter, in that they fail to explain why the conclusion in Lord’s thought experiment is useful, while at the
same time the statistical test is inadmissible.
The goal here is to unravel this problem, and to show that Lord’s thought
experiment does not provide a valid counterexample to Stevens’ theory of
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admissible statistics. We start by revisiting Lord’s thought experiment in
detail. After analyzing an important, but implicit assumption, it is argued
that the validity of the thought experiment hinges on the question of what
property the numbers represent in relation to the statistical question that is
asked. It is then shown that in relation to this statistical question, the numbers clearly do not represent a nominal property.
This conclusion is enough to disqualify Lord’s thought experiment as a
valid counterexample to Stevens’ theory. Additionally however, it is possible to identify a property that actually is relevant to the statistical question. The structure of this property and its measurement level is explored.
It is argued that the data can represent this newly identified property on an
interval level, which provides a genuinely new outlook on Lord’s thought
experiment. For in this new light, Lord’s thought experiment is not a counterexample, but instead a perfect illustration of Stevens’ theory of admissible statistics. Related arguments made by critics of the theory of admissible statistics are addressed, and it is argued that statistics and measurement
cannot be viewed separately when one wants to make meaningful inferences
about the properties that one intends to measure. Finally, ways are discussed
in which researchers can deal with the implications of our discussion of Lord
and incorporate decisions about measurement levels in their research.

2.2
2.2.1

The Treatment of Football Numbers
The Nutty Professor

Lord (1953) describes a university professor who loves to compute means
and standard deviations of his students’ grades, which measure proficiency
on an ordinal level only. He knows this is against Stevens’ rules and he feels
so guilty that he goes into early retirement. Instead of a gold watch, the university gives him an enormous amount (a hundred quadrillion) of two-digit
cloth numbers and a vending machine. He can sell these numbers to the
football teams, so they can use the numbers to distinguish players on the
field. In somewhat oblique terms, one could say that the numbers ‘measure’
the uniqueness of the players, obviously on a nominal level. After making
an inventory of the numbers, the professor shuffles them, puts them in the
vending machine, and sells a large pile of numbers (1600 to be exact), first
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to the sophomore team and then to the freshman team. After a few days the
freshmen come back with a complaint. The sophomores have been making
fun of them for having received lower numbers. The professor now faces
a problem: The freshmen receiving lower numbers could be either a coincidence or the result of foul play. The professor decides to ask a statistician for
help.
The statistician computes means and standard deviations for the population and the freshmen sample, computes a critical ratio test statistic, which
is essentially a one group t-test comparing the sample mean to the population mean using the population standard deviation. He then applies Chebyshev’s inequality (since the population is not normally distributed) and finds
a very small p value. The professor of course protests heavily that such a test
is inadmissible for a variable measured on a nominal level. The statistician
responds by challenging him to draw new samples from the vending machine and to see how many times he finds a mean equal to, or lower than
the freshman mean. The professor does so many times and finds only two
such values. He is now satisfied that the machine was tampered with and
provides the freshmen with new numbers. He is so heartened by this meaningful use of a parametric test on a variable measured on a nominal level,
that he decides to come out of retirement.

2.2.2

The Implicit Argument

The covert moral in this parable seems to be that Stevens’ theory of admissible statistics is incorrect, because the argument provides a counterexample
where an inadmissible test leads to a meaningful result. But does this conclusion necessarily follow from Lord’s thought experiment? A more structured
approach may clarify this issue. The implicit argument Lord makes can be
represented by a logical statement about two propositions:
• P1: performing interval manipulations on data that represent measurement on the nominal level results in a meaningless conclusion (i.e.
Stevens’ theory of admissible statistics is valid);
• P2: performing a parametric test on the football numbers results in a
meaningless conclusion.
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The logical statement is: if P1, then P2; If Stevens’ theory of admissible
statistics is valid, then what Lord’s statistician does, results in a meaningless conclusion. But the results are not meaningless, for they lead to a useful
conclusion; based upon the results of the test, it is concluded that the machine was tampered with and decided that the freshmen should receive new
numbers. So, P2 is false, which, by modus tollens, entails that P1 is false;
since performing a parametric test in this situation is sensible, performing
inadmissible statistical tests on data must be justified, at least in some instances. Lord’s parable thus leads the reader to the conclusion that levels of
measurement are not always relevant to the choice of statistics.
The above representation, however, does not paint a full picture of Lord’s
thought experiment. There is an implicit assumption concerning the measurement level of the football numbers that is not included as a proposition.
Lord’s parable is better represented by making this assumption explicit:

• P1a: performing interval manipulations on data that represent measurement on the nominal level results in a meaningless conclusion (i.e.
Stevens’ theory of admissible statistics is valid);
• P1b: the football numbers measure a property on the nominal level;
• P2: performing a parametric test on the football numbers results in a
meaningless conclusion.

The logical statement now becomes: if P1a and P1b, then P2; if Stevens’ theory of admissible statistics is valid and the football numbers measure a property on the nominal level, then what the statistician does is nonsensical. It
now becomes clear that the reason that P2 does not hold could lie elsewhere.
If P2 is false, either P1a, or P1b, or both, must be false. P1b is not questioned
in Lord’s parable; the football numbers obviously measure a property on the
nominal level. But is it really so obvious that the relevant property in Lord’s
thought experiment is a property on a nominal scale? If it can be shown that
P1b is false, then P1a, and with it the theory of admissible statistics, does not
have to be rejected.
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What Do the Football Numbers Measure?

The professor in Lord’s thought experiment repeatedly emphasizes that the
numbers are nominal representations of the uniqueness of the players. Now,
the numbers can certainly be used to distinguish players on the field; but this
is not the property for which the statistician uses the numbers. Instead, the
professor asks a question and draws a conclusion about the machine, namely
that it was unlikely to be in its original state (randomly shuffled by the professor) when the freshman numbers were issued. Thus, while an informative
inference to the state of the world has been made, this inference does not concern the uniqueness of the football players at all. The level of measurement
that the numbers have with respect to these players is completely irrelevant
to the thought experiment. Since the players are where the numbers get their
status as nominal measurements from, a further conclusion must be drawn:
whether a nominal level of measurement plays any role at all in the argument is as yet unsubstantiated. For this reason, premise P1a cannot figure in
the argument as described by Lord.
It is prudent to note that we are not the first to point out that the professor’s conclusion does not pertain to the football players. Several of Lord’s
critics have argued this point (Behan & Behan, 1954; Bennet, 1954). They
emphasize that Stevens’ rules of admissible statistics presuppose that the
statistics are performed on measurements of some empirical property, and
maintain that the numbers as they are used in the test do not represent any
such property; hence Lord’s parable does not provide a counterexample to
refute Stevens’ dictum. Adams, Fagot, and Robinson (1965, p. 125 ) actually state: “In other words, the hypothesis is concerned with the method of
assigning numbers, and has nothing to do with any hypotheses about measurable properties of objects”. Unfortunately, these critics fail to note that
while the numbers do not refer to the football players in any relevant way,
they may refer to another property that is relevant, i.e., the degree to which
the machine is biased.
This observation puts us back at square one, for the basic premise that
should support Lord’s logical construction and the many papers that have
used it to substantiate arguments against the theory of admissible statistics is left in doubt. The relevance of Lord’s argument to Stevens’ theory
is no longer obvious. The property that fosters measurement level claims
(uniqueness of players) and the property that the statistical conclusion refers
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to (state of the machine) should be one and the same. This is plainly not
the case in Lord’s parable. Treatment of Lord’s parable could cease here,
since this conclusion alone is enough to disqualify the thought experiment
as a counterexample to Stevens’ dictum. However, the intriguing question
why the conclusion based on the parametric test seems so sensible remains
unanswered. Perhaps Lord’s story about the nutty professor does have some
relevance to Stevens’ theory, but in a way different from how it is generally
viewed. To evaluate such relevance if there is any we need to reconsider the
basic question what the football numbers measure and, especially, what the
associated level of measurement may be.
It could be argued that, since the statistician performs a one-sample t-test
with a fixed population mean, the results will not be invariant under any
transformation of the data, so that the statistician is actually assuming an absolute scale. However, in such a line of reasoning one attempts to ascertain
the measurement level of the data by looking at the invariance of statistical
results, which is not in line with the representational measurement literature
or Stevens’ dictum. Establishing a measurement level implies the invariance
of statistical tests with respect to the class of admissible transformations, but
the reverse is not necessarily true: the invariance of statistical tests with respect to a class of admissible transformations does not imply a measurement
level. Otherwise one could infer that one has interval level measurements
from the fact that the results of a t-test are invariant under linear transformations of the data; this is clearly not the case, because the results of a t-test are
always invariant under linear transformations of the data, whether these are
at the interval level or not.

2.3

Vending Machine Bias

Lord’s statistician uses the statistical results to make an inference about the
state of the vending machine, and decides that the freshman mean did not
come from the machine in its original state. Thus, Lord’s inference concerns
the state of the machine relative to another (possible) state of the machine.
His reference class is not a set of football players, but a set of possible states
of the machine (e.g., fair and biased states). Insofar as measurement is taking place in the thought experiment, therefore, it relates to the assignment
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of a label to the machine. And in this regard, Lord’s example is in perfect
accordance with Stevens’ theory of admissible statistics.
To see this, it is necessary to first consider how the machine came to be
in its altered condition. If we have a better idea what we mean by the state
of the machine, better insight may be developed into the nature of the inference being made. Lord gives us a clue how the state of the machine could
have been altered by hinting that the professor suspects foul play by the
sophomores. Now, the sophomores could have tampered with the machine
in several ways. For example, the vending machine could be imagined as an
enormous stacked pile of numbers. The numbers are issued one by one from
the top of the stack. The sophomores could have tampered with the vending
machine by replacing or removing specific numbers at the top of the stack.
This way they could ensure that the freshmen received an inordinate amount
of even numbers, or numbers ranging from 20 to 30, or prime numbers; the
possibilities are endless.

2.3.1

Nominal Bias

If we do not make any assumptions about the way in which the machine
was tampered with, the question posed to the statistician may be reformulated into the following research hypothesis: is the machine tampered with
or not? This state of tampering can be conceived of as a property of the machine that can be represented nominally with two distinct categories: tampered with and not tampered with. However, it is clear that this way of
thinking about Lord’s method is in poor accordance with the statistical procedure utilized. That is, if the question were merely “was the machine tampered with or not?”, then the test that the statistician performs is not a very
good one. It is possible, for instance, that the sophomores removed all the
numbers from 01 to 30 and from 70 to 99. The machine would, in this case,
clearly be tampered with, but the expected sample mean would not be different from the population mean in the long run. The tampering would not
show up in a test were the mean is used to detect a deviation in the sample
from the population; the sensitivity of the assignment procedure would be
very low.
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Ordinal Bias

Now consider the fact that Lord provided the statistician with a good argument to use the mean to discover any tampering. The freshmen do not just
complain that their sample is different from the expected population, but
that the numbers are lower. The freshmen’s distaste for low numbers does
not magically imbue the numbers with a higher level of measurement, of
course, but it does give us more information on how the machine was tampered with. This enables us to refine our understanding of the property of
the machine that we are interested in. Knowing that low numbers would
upset the freshmen could have prompted the sophomores to remove high
numbers from the top of the stack of numbers in the machine. If we focus
on this specific type of tampering we can say not only whether the machine
was tampered with or not, we can now also say whether the machine was
tampered with to a greater or lesser extent. Bias can be introduced into the
machine (still consisting of a stack of shuffled numbers) by replacing high
numbers with low numbers (or vice versa), resulting in a lower (or higher)
population mean. The tampering method suspected by Lord’s professor and
tested in the statistical analysis is clearly one that introduces a bias toward
lower numbers. The sophomores could have been very subtle and removed
only a few high numbers, or they could have been extremely overt in their
mischief and removed all the numbers larger than 10. The more consistently
this replacement is performed, the more bias will be present.
More formally, the amount of bias can be thought of as a variable by
imagining a population of vending machines with varying amounts of bias.
This idea is illustrated in the right panel in Figure 2.1 by machine 1 to n,
which is a subset of the total conceivable population of machines, in which
every amount of bias possible is present. The amount of bias in the machine
can be represented pragmatically by taking the population mean of the numbers as an indicator for the ordering of the locations of the distributions in
question, or by using a nonparametric concept such as stochastic ordering
for this purpose. The mean of the extracted numbers may then be compared
to the population mean of a fair machine. If there is no bias, the expected
value of the sample mean is expected to be equal to this population mean.
To compare this point of view to Lord’s sketch of the situation, consider
the left panel in Figure 2.1. The property of uniqueness or non-identity of
the players is denoted by the relational symbol 6≈. This property is repre-
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Figure 2.1: Graphical representation of measurement on the nominal
level of the uniqueness of the football players (left panel) and measurement on the interval level of the bias in n vending machines
(right panel)
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sented by using different numbers to represent unique players, denoted in
the figure by the symbol 6=. In the right panel of Figure 2.1, bias in a machine
is represented by a mean, in the same way a football player’s uniqueness
is represented by a single football number. Clearly, the players can only be
judged to be different from one another. Equally clearly however, the machines are not merely different from one another; they can also be ordered
according to the amount of bias they possess. Normally, relations between
objects on the empirical level are described in qualitative terms and then
the numbers come in to represent these relations on the numerical level. It
might seem a bit strange that in our case the objects on the empirical level
already consist of numbers, but this is the nature of the vending machine as
constructed by Lord. That is, the numbers in the machine are numbers, not
representations, and therefore relations between these numbers can be used
(in this case by the sophomores) to make up empirical relational systems that
are subsequently represented by a separate numerical relational system.

2.3. Vending Machine Bias

2.3.3
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Interval Bias

It is clear that such an empirical relational system can be constructed, and
that Lord’s measurement problem involves at least an ordinal structure at
the level of the machine. However, it appears that more structure than mere
order can be established in the property of bias; one suspects, in fact, that this
structure is quantitative in the sense that it should be meaningful to say that
the difference in bias between two machines is equal to the difference in bias
between two other machines. It turns out that it is possible to show that the
bias in the machines has quantitative structure and that the number that the
statistician uses to represent it (i.e., the mean) is actually an interval measure
of this structure. To this purpose, we need to show that additive structure is
present in our bias property and that this structure is represented uniquely
up to linear transformations by the population mean.
To show that the machines’ level of bias towards low numbers possesses
quantitative structure, it suffices to show that an operation exists that allows us to concatenate machines, and that the resulting concatenation has
the right properties (Krantz et al., 1971). The operation proposed here very
loosely follows the analogy of concatenating temperatures in volumes of liquid. Two equal volumes of liquid, each of a particular temperature, can be
added to each other. The resulting temperature is the mean of the separate
temperatures. A similar operation on the machines can be conceptualized;
the bias in two machines could be ‘added’ by concatenating the numbers
drawn from each machine into a new randomly shuffled pile, which functions as the concatenation of the original machines. This operation allows
for the establishment of a relation that satisfies the requirements for measurement on an interval level. The operation is based on the representational
measurement theorems describing bisymmetric structures by Krantz et al.
(1971, p. 294), which were developed for mean structures. A formal treatment of the bisymmetric structure and how it applies to Lord’s thought experiment is provided in Appendix A. That the operation results in measurement on an interval level is intuitively clear. Any non-linear transformation
would stretch or shrink the scale somewhere and make comparison of differences in bias of machines impossible. Any linear transformation however,
would represent the bias towards low numbers in these machines equally
well.
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It was already shown that Lord’s parable does not provide a counterexample to Stevens’ dictum, because the assumption that the numbers are on
a nominal level is invalid. No further analysis of Lord’s thought experiment
is needed to make this point. However, when we do take a closer look at its
structure, it is clear that there exists at least one conceptualization of Lord’s
thought experiment in which the statistician is operating in accordance with
Stevens’ principles. Therefore, in addition we have now shown that the procedure followed can actually be viewed as an illustration of the theory of
admissible statistics. Viewing Lord’s thought experiment in this way also
answers the question why the statistician’s conclusion seems so sensible. It
is sensible because it is about a relevant property of the machine.

2.4

Conclusion

We have examined extensively why the test in Lord’s thought experiment
appears to be inadmissible, while at the same time it leads to a scientifically
useful and informative conclusion. In doing so Lord’s argument was found
to depend on the assumption that the football numbers represent a property on the nominal level. Not only was it shown that it is immaterial to
the argument that the numbers represent nominal uniqueness of the players,
it was also possible to identify another relevant property, namely the level
of bias towards low numbers that a machine exhibits. The numbers in fact
represent both the property of uniqueness (in relation to the players) on a
nominal level and the property of bias (in relation to machines) on an interval level. What is important here is that the property that corresponds to
the statistical question must be considered in determining the admissibility
of a test. Because the freshmen complain about low numbers and because
the statistician uses a test of the mean that is sensitive to order and differences we conclude that Lord’s professor was actually interested in inferring
something about bias in the machine towards low numbers. This property
of bias was argued to have a structure that can be measured on an interval
scale by the population mean, thereby transforming Lord’s counterexample
into a perfect illustration of Stevens’ theory of admissible statistics.

2.4. Conclusion

2.4.1
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Representing Several Properties at Once

Our analysis relies on the assumption that a single set of numbers may have
multiple representational purposes. It is interesting, in this respect, that some
of Stevens’ critics have used the fact that the same data can represent different properties as an argument against Stevens’ theory of admissible statistics.
Velleman and Wilkinson (1993), for instance, argue that the level of measurement is not a characteristic of the data. They state that the same numbers can
relate to different properties at different measurement levels. Why this is an
argument against Stevens might (and should) seem oblique to the reader. It
was probably incited by Stevens’ procedure for determining the level measurement by assessing the rule used to assign numbers.
In Stevens’ thinking, a property can be represented on an interval level if
participants can judge intervals on this property to be equal. The rule used to
assign numbers thereby determines the measurement level for these particular numbers; once a rule is chosen, the measurement level is set. However,
even in Stevens’ original papers, one can identify appeals to the requirement
that the rules used to assign numbers must yield a numerical structure that
is isomorphic to that of the property measured, or to its behavior under empirical operations (Stevens, 1946, p. 677). In a more sophisticated form, this
requirement became a cornerstone of representational measurement theory.
When one accepts that representational measurement theory has replaced
Stevens’ original, rather crude theory of levels of measurement, Velleman
and Wilkinson’s point becomes moot. In representational measurement theory, the level of measurement is determined jointly by the structure of the
property of interest and the relation that the numerical assignments bear to
that structure. According to this view, nothing prevents the same numbers
from representing different aspects of a property, or different properties altogether.

2.4.2

Lord’s Forgotten Rejoinder

[h] Reflection on Lord’s thought experiment and the critique by Velleman
and Wilkinson (1993) nicely illustrates that what our numbers and our conclusions refer to is not always as obvious as we may think. The fact that a
simple football number example still puzzles us after more than fifty years
shows that measurement issues in relation to legitimate inference (a term
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coined by Michell, 1986) concerning a measured property deserve our attention. Researchers should be aware of the inferential power of their statistical
conclusions or the lack thereof. Perhaps surprisingly, Lord would probably
have agreed. In a response to his critics, published a year after the original
article (Lord, 1954), he stated that when one wants to draw an unambiguous
conclusion about a property that at best can be represented ordinally, independent of the scale that was used, then nonparametric statistics should be
employed.
The point Lord ostensibly intended to make is that Stevens’ rules should
not be applied mindlessly when choosing a statistical test, but that each situation should be considered anew. In the football numbers argument, Lord
attempted to show that there are situations conceivable where these rules
do not have to be applied. In all likelihood, however, Lord did not recognize that a relevant property allowing interval level representation could be
identified in his example. Had Lord recognized that the football numbers
represent the property of bias in the machine on an interval level, he probably would have agreed that his thought experiment does not provide a compelling argument against Stevens’ ideas. It remains to be seen if anyone is
able to come up with an example where a question about a nominally measured property, answered with a parametric test, results in a truly sensible
conclusion about the same nominal property that the numbers refer to. This
challenge, of course, stands for all those who argue that statistics and measurement are completely disconnected scientific domains.

2.4.3

Determining the Level of Measurement

Unfortunately, Lord’s first publication (1953) has had an enormous influence
on the measurement statistics debate; nearly every contributing author refers
to this publication. All of Stevens’ opponents use Lord’s thought experiment
and the infamous quote1 “the numbers don’t know where they came from”
(Lord, 1953, p. 751) to illustrate their arguments, sometimes even using the
quote itself as an argument (Gaito, 1980, p. 565). In contrast, his follow-up
publication (1954) has been cited only three times (web of science citation
search, at the time of publication). This is regrettable, because Lord’s in1
The text actually reads: “The numbers don’t know that. Since the numbers don’t remember where they came from, they behave just the same way, regardless.”

2.4. Conclusion
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tended point was right on the money: Stevens’ rules should not be applied
mindlessly.
Careful deliberation is necessary, because one can easily lose sight of the
correspondence between the property that is actually being measured and
the property about which one wants to make an inference. When choosing a statistical test, considerable thought should be given to the property
about which one wants to draw a conclusion, the way this property is measured, and the level it is measured on. Of course, drawing firm conclusions about the achieved measurement level is almost always beyond our
reach (see Roberts, 1986, on how the theory of meaningfulness can be applied in psychology). Demanding that the level of measurement for psychological properties is unequivocally determined before continuing with substantive research would bring psychological inquiry to a grinding halt. We
certainly would not want to contribute to such a disastrous development.
However, researchers need to at least consider the property they want to infer something about and commit to a level of measurement associated with
this property, preferably using plausible arguments. Having done so, researchers should consider whether their statistics allow them to draw conclusions that are independent of the specific scale that was used. Of course,
future research could always show that the assumptions about the level of
measurement were wrong, but this way the research was at least performed
in a manner that is internally consistent. To paraphrase Lord: The numbers
don’t have to know where they came from; researchers have to know where
they came from, since they assigned them in the first place.
In conclusion, the current analysis shows that Lord’s parable is ill-suited
to serve as an argument against the relevance of measurement level to the
choice of statistical analysis. However, it may be fruitfully reinterpreted as
a warning to researchers that measurement can be much more complicated
than it seems, and that measurement levels in fact are important, even in
cases where they initially seem irrelevant. Perhaps this point would come
across better if we abandon Stevens’ interpretation of admissibility of tests,
along with the pejorative connotation of this terminology, and encourage
psychological researchers to consider the validity of their inferences, not the
admissibility of their statistical tests.

Chapter 3

The Rasch Model as Additive Conjoint
Measurement

To be sure, mathematics can be extended to any branch
of knowledge [...] provided the concepts are so clearly
defined as to permit accurate symbolic representation.
That is only another way of saying that in some
branches of discourse it is desirable to know what you
are talking about.
James R. Newman

Abstract
The relation between Representational Measurement Theory (RMT) and Latent Variable Models (LVM) originating from psychometrics is investigated.
RMT requires the empirical demonstration of adherence to axioms to ensure
interval measurement. This deterministic theory, unable to accommodate error, seems incompatible with the imprecise measurement and fuzzy properties of psychology. Psychometrics, where messy variables are modeled using
a probabilistic structure, fails to pose any direct, testable measurement level
assumptions. These theories meet however in the Rasch model, a psychometric
model considered by many to be a form of RMT. We investigate whether the
Rasch model ensures quantitativeness by considering several problems associated with this claim. Although structurally equivalent, there are some valid
reasons not to treat the models as interchangeable. These concern the interpretation of the concepts objects and empirical demonstration in RMT. The lack of
continuity for many psychological properties, sequential item deletion and the
use of probabilities as empirical objects is discussed. It is concluded that the
problem in linking RMT and the Rasch model lies with the limited structure of
psychological properties, not the statistical characteristics of the Rasch model
itself.
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Measurement Levels and Admissible Statistics

easurement in the social sciences has always formed a controversial
subject. Just after the turn of the nineteenth century, the status of measurement in the newly established field of psychology was immediately questioned by physicists such as Campbell (1940). According to the accepted
view at that time, measurement requires that the property of interest has
an additive structure that needs to be demonstrated through physical concatenation of objects. This is necessary since the goal of any measurement
procedure is to assess the empirical validity of scientific laws, formulated in
mathematical terms, involving numerical operations. The full use of such
operations is warranted only if the empirical objects have the same additive structure as the numbers assigned to them (Campbell, 1920). A special committee (Ferguson et al., 1940), assembled for the express purpose of
evaluating the feasibility of psychological measurement, was unable to settle whether any psychological property could be considered amenable to the
requirements associated with this definition of measurement.

M

Stevens (1946, 1951) gave new impulse to the debate by turning the definition of measurement on its head. He proposed to let the numbers conform
to whatever structure is present in the objects, instead of requiring that the
empirical objects conform to the additive structure of numbers. For this purpose he redefined measurement as the assignment of numerals according to
rule, and defined his famous levels of measurement – nominal, ordinal, interval, and ratio – as dependent solely on the question which rule was followed
in assigning the numerals (e.g., determination of equality for nominal scales,
determination of order for ordinal scales, etc.).
For each of these levels, different properties of the assigned numbers are
relevant to the empirical structure. For example, if the empirical structure
allows no more than the ordering of objects, then only the order of the assigned numbers is relevant. In this case the additive structure should be
ignored and arithmetical operations that are based on the additive structure
of numbers should be avoided. This restriction on numerical operations extends to a restriction on statistical operations. Statistical tests that make use
of means for example, are therefore not permissible when measurements are
only of the ordinal level.

3.1. Measurement Levels and Admissible Statistics
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Rarely explicit in Stevens’ papers is the acknowledgement that some sort
of similarity between the numerical assignments and the property measured
should exist for his procedures to make sense. Without such similarity or isomorphism, however, his definition of measurement is completely vacuous,
because the mere fact that numerals are assigned to rule is trivially satisfied
in almost all cases, which makes it difficult to impossible not to be engaged
in measurement. As a result of the fact that this requirement was left implicit, and because Stevens was vague on how to ascertain the structure of
a property in the first place, it became common practice to just assume an
interval level and be done with the measurement problem.
This should have changed with the advent of Representational Measurement Theory (RMT). With RMT (Krantz et al., 1971) the notion of representation of empirical structures through structure-preserving mappings into
or onto numerical structures, which was already present in Stevens’ theory,
was fully formalized. In RMT the requirements to show that a property can
be represented quantitatively (at the interval or ratio level) are specified in
extenso. Interestingly enough however, RMT has had a less than spectacular impact on the social sciences. Applications of RMT concepts and actual
testing of axioms has mostly remained reserved to psychophysics (Stevens,
1957; Luce, 1959a, 1959b; Iverson & Luce, 1998) and the field of subjective
utility (Neumann & Morgenstern, 1953; Luce & Raiffa, 1957).
One of the reasons offered for this lack of interest from the broader field of
psychology concerns the inaccessibility of the material due to its high level of
abstraction and formalization (Cliff, 1992; Narens & Luce, 1993). In this context however, it is especially curious that RMT has failed to have a substantial
impact on psychometrics, since this field is generally considered mathematically oriented. More importantly, psychometrics is concerned with formulating measurement models for psychological attitudes, abilities and personality
traits.
One would expect a special interest in RMT from a field that seems to
occupy itself with the same subject. So far however, RMT and psychometrics
have only been linked successfully in one latent variable model, namely the
Rasch model. This begs the question how RMT and latent variable models
relate to each other and whether concepts from RMT can be incorporated
in psychometric latent variable models. These questions will be addressed
by first summarizing the key concepts and problems facing each of these
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approaches separately and then seeing how they come together in the Rasch
model. Several conceptual problems raised by critics of the psychometric
and the representational approach will be discussed.

3.2

Representational Measurement Theory

In RMT we start out by identifying a set of objects that can be compared on
the property of interest. We subsequently specify one or more relations and
possibly one or more operations that pertain to the objects. Together these elements form an empirical relational structure. This structure fully ‘captures’
the property of interest in terms of objects, the qualitative relations that hold
between them and the operations that can be performed on them. The goal
of measurement is to represent this empirical system consisting of qualitative
relations and operations by finding a numerical system consisting of numerical relations and operations that has the same structure. Whether this can
be done for a specific empirical structure is axiomatized in a representation
theorem. How different but equally appropriate numerical representations
are related to each other, i.e. what measurement level is associated with the
empirical structure, is specified in a uniqueness theorem.
In modern day social sciences, at least in measurement theoretic circles,
representational measurement theory is now the accepted view of measurement. The concept that numbers are convenient placeholders for more cumbersome qualitative relations is appealing. Social scientists have a greater
insight into the empirical structures that might be available to them and are
in principle able to rigorously test whether they have achieved a certain level
of measurement. Also, the controversial concept of permissible statistics has
been refined in terms of ‘meaningfulness’. Where permissible statistics are
concerned with invariance of test statistics, meaningfulness focuses on invariance of the truth value of a statistical statement with respect to the represented empirical structure, thereby transforming the problem into the legitimacy of the inference based on the statistic, not the legitimacy of the statistic
itself.

3.2. Representational Measurement Theory

3.2.1

33

Conceptual Issues in RMT

RMT carries with it some conceptual problems that render the representational approach problematic for psychology in general and for psychometrics in particular. Perhaps the most important issue concerns the deterministic nature of RMT and the associated lack of room for error. Representation
theorems in RMT, whether they concern measurement at the nominal or ratio level, specify very strict axioms for the empirical relational structure. Psychological properties are often fuzzy in nature and difficult to assess through
the haze of error that surrounds them. For such properties the requirements
specified in these axioms are exceedingly likely to be violated. Transitivity,
for example is a basic requirement of the weak order relation that figures
prominently in many empirical structures. A relation < is transitive if for
any objects a, b and c, if a < b and b < c, then a < c. In practice it is impossible to show transitivity for all objects, even for a property such as length.
Due to the limited precision of our measurement instruments it is possible to
find for example a set of rods where rod a extends at least as far as b, and b
extends at least as far as c, for example if each pair seems to extend equally
far, but where a does not extend at least as far as c (a structure known as a
partial order).
In physics the lack of formal treatment of error in the theory is considered
unproblematic, since the precision of measurement is generally very high.
Critics of RMT have argued however that RMT is rendered useless when it
comes to psychological measurement (Sijtsma, 2011). The structure of most
psychological properties is little understood and any hope of filtering out
systematic and random sources of noise to an acceptable degree seems far off.
Under such circumstances one needs a way to deal with error. There have
been some isolated efforts that employ probabilistic latent variable models
to directly test RMT axioms (e.g., Karabatsos, 2001, 2005), but the application of these procedures seems limited for now. It has been suggested that
RMT needs to be recast into the mapping of qualitative relations to distributions of random variables, instead of the random variables themselves, as is
presently the case (Narens & Luce, 1993). What such a new approach to RMT
will look like remains unclear however.
Another conceptual problem somewhat related to the deterministic nature of RMT is its heavy dependence on infinite sets. Most useful measurement structures describe homomorphisms (structure-preserving mappings)
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of an infinite set of empirical objects to the also infinite real numbers. Given
that the number of objects accessible to us is finite, this can pose a problem,
depending on how strict one interprets the axioms of RMT. Batitsky (1998)
advances the use of infinite structures as an argument against the empiricist
view present in RMT. RMT is appealing in part because it is presented as if
observation is the only epistemological link necessary between our theories
about the world and the world itself. RMT is not commensurable with this
view however and requires a realist view to be internally consistent.
Axioms concerning infinite sets for example are principally untestable
through direct observation. Abstract representation axioms require the physically impossible comparison of an object with itself: a < a. Batitsky argues
that from a strict empiricists’ view, one cannot solve this problem without
resorting to replication or duplication of an object which is either strictly
impossible or changes the object so fundamentally, that the comparison is
rendered meaningless. Another problem lies in the use of natural numbers
in the Archimedean axiom, included in all representation theorems concerning infinite sets of objects. Put very generally, the Archimedean condition
requires that no ratio between any object is infinitely small or large. In the
additive case this means that for any object a no matter how large, and any
object b no matter how small, there exists a positive integer n so that object b
concatenated with itself n times is larger that object a: nb < a. These natural
numbers have no directly observable empirical counterpart however.
If violations of axioms are interpreted as error, as occurs with the intransitivity of length when the measurement instrument becomes exceedingly
precise, then we accept something that is measurement-independent about
the property. We consider a true and a measured value of the property, otherwise we would have to reject quantitative measurement of length. A minimal amount of realism is needed: the cognitive step necessary to accept that
a numerical system represents an empirical system (since we know perfect
adherence or perfect empirical demonstration is impossible) requires a realist position, ”even when construed as involving no more than the belief in
[the] theory’s agreement with all measurable results”(Batitsky, 1998, p. 68).
This shows that RMT is incompatible with strict empiricism. Although this
argument seems sound, it does not disqualify RMT as valid theory of measurement if we are prepared to accept at least a minimal level of realism into
our philosophical outlook on science.

3.2. Representational Measurement Theory
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A final problem that is relevant in this context is the lack of formal maturity of the concept of meaningfulness. Although several attempts have
been made to fully formalize the concept in RMT and set-theoretic terms,
this task remains unfinished (Robinson, 1965; Roberts, 1986; Marcus-Roberts
& Roberts, 1987). For now the formal property of meaningfulness can be
shown to be a necessary but not a sufficient condition for empirical significance. Meaningless statements that do not adhere to the formalized requirements of meaningfulness can be eliminated as empirically insignificant, but
unfortunately we cannot conclude that a statement that does adhere to the
formal requirements is guaranteed to be empirically significant.

3.2.2

Classical Theory of Measurement

It is important to note that although RMT is the generally accepted view
on measurement in measurement theoretic and psychometric circles (Hand,
2004; Embretson & Reise, 2000; Bond & Fox, 2007), it is not the only view.
According to Michell (1986, 1993, 1994, 1997) we should return to a more
classical definition of measurement that goes back to Euclid. This definition
asserts that measurement is equivalent to the establishment of ratios between
quantities of some property. Quantitative properties are not constructed representations as in RMT, but quantitative structures that exists independently
in the world, awaiting our discovery of them. The ratios between quantities,
for example between some chosen unit and an object of interest, are identifiable with the real numbers. In RMT numbers exist aside from physical
reality, they form a representation of reality that is assigned or constructed
at an abstract level. In classical measurement theory the real numbers are
in fact the relations between magnitudes and therefore the product of measurement. Michell maintains that the classical theory is preferable to RMT
since it does not entail a vague ontological status of numbers and since it
is not based on a set-theoretic foundation, which is associated with formal
inconsistencies as pointed out in Gödel’s incompleteness theorems (Michell,
1999).
In this classical theory of measurement the word quantification and measurement refer to the same thing. Classification and ordering – or nominal
and ordinal measurement in RMT – are not considered measurement. The
two theories concur however in the method in which quantitative structure
needs to be demonstrated. Adherence to the axioms of an interval or ratio
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level RMT measurement structure will be an acceptable form of support for
quantitativeness for a classical measurement theorist. The relevant axioms of
RMT agree with the classical approach first axiomatized by Hölder (Hölder
& Michell, 1997). We will therefore take a pragmatic stance, and consider
what role axiomatic measurement theory in general, whether it be classical
or representational, can play in psychometric models, given the difficulties
associated with direct axioms testing, error and continuity.

3.3

Assumptions of Latent Variable Models

To loosely paraphrase Luce (1996), RMT essentially deals with the structure
of measurable properties by way of axioms concerning empirical relations,
whereas psychometrics deals with variability in measurable properties using the statistical random variable approach. In psychometric measurement
models one or more latent variables are postulated that are assumed to cause
or explain responses to items or problems. A Latent Variable Model (LVM)
is data-oriented, aimed at providing a more parsimonious description of the
data, possibly with more appealing characteristics than the raw scores. This
does not necessarily mean however, that a LVM does not have anything to
say on the structure of measurable properties. One could say that there are
some structural assumptions hidden in the statistical assumptions that form
the basis of at least some LVMs. We will consider a specific subset of LVMs
that are characterized by the following assumptions concerning a set of item
responses, denoted by a vector of random variables X and one latent variable denoted by θ:
• A probability distribution is specified for X.
• θ is unidimensional.
• θ is continuous.
• Local independence: Xi is independent, conditioned on θ.
• A link function is specified that relates the probability of each item response to θ.
• Monotonicity: the link function is non-decreasing.

3.3. Assumptions of Latent Variable Models
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Local independence means that the item responses are independent once
the effect of the latent variable on the responses is accounted for. Monotonicity means that a higher value on the latent ability or trait will result in
a higher probability of a correct response or endorsement of the item. These
assumptions were distilled from several sources (Hambleton, Swaminathan,
& Rogers, 1991; Embretson & Reise, 2000; Mellenbergh, 1994; Ellis & Junker,
1997). Most specify unidimensionality, local independence and monotonicity, some subsume unidimensionality under local independence, since the
first follows from the second when there is one latent variable. Specification
of a link function is often pooled together with monotonicity. Other types
of LVMs are achieved by considering multiple or multidimensional latent
variables, non-monotonic link functions or categorical latent variables.
It is important to note that this very general set of assumptions applies
to Item Response Theory (IRT) Models that assume a nonlinear relation between the latent and observed level, but also to the linear model used in
Factor Analysis. In any case these assumptions seem orthogonal to the axioms of RMT. Nothing is explicitly specified about the internal structure of
the property or the measurement level associated with the observed or latent variables. Michell (1986, 1990, 1997, 2008b, 2009) points out that psychometricians structurally assume a continuous latent variable has an interval
structure without ever testing this hypothesis. This reproach certainly has
merit. Direct testing of these assumptions is not part and parcel of the general procedure followed when these models are applied to data. However,
it is unfair to say that no attention has been given to this issue whatsoever.
Psychometrics has been involved with the evaluation of assumptions that
have an indirect, but nevertheless important bearing on the measurement
pretensions of LVMs.
For example, Ellis and Junker (1997) examined what conditions the observed variables need to satisfy in order to allow a latent variable representation. It was shown that observed responses X satisfy a LVM model if and
only if θ is tail-measurable, i.e. two extra conditions of conditional association and vanishing conditional dependence hold. Without going into details
of these conditions, tail-measurability means that the latent variable can be
estimated consistently from the observed responses even though a subset of
the responses is removed. Their finding is also associated with a uniqueness statement, namely that such a LVM is unique up to a strictly increasing
monotonic function, resulting in an ordinal scale.
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Other examples of research into the structure of psychological properties
are studies that attempt to ascertain the dimensionality of variables using
confirmatory factor analysis or research where the comparative fit of latent
class and latent trait models is assessed to determine whether a property
should be viewed as a categorical or continuous variable (Quinlan, Maas,
Jansen, Booij, & Rendell, 2007). Still another example concerns the investigation of ergodicity, or rather lack thereof, in psychological properties. A measurement instrument that is supposed to assess variation between persons on
some quantitative property can only do so if the property has the same structure for all persons. When the intra-individual structure of a property is not
consistent with the inter-individual structure, but a measurement instrument
is based on the latter, attempts at quantification seem pointless. Differences
between inter- and intra-individual structure are examined by comparing
standard factor analysis based on group data with repeated measures of one
person (Hamaker, Dolan, & Molenaar, 2005). As for direct testing of axioms
however, there seems to be only one LVM that can be directly linked to RMT.

3.4

Rasch and Additive Conjoint Measurement

Largely in parallel with the development of RMT, several latent variable
models were developed in psychometrics during the 1950s and 1960s, which
have been used extensively in empirical situations: for instance, such models are routinely used in large-scale educational testing. It was soon apparent that one of these models, namely the Rasch model (Rasch, 1960), bears
a striking resemblance to structures developed in RMT. In a Rasch model, a
monotone transformation of the dependent variable (the item response probability) is an additive function of two independent variables, namely person
ability and item difficulty. This is precisely the way that Additive Conjoint
Measurement (ACM) pictures the situation (Luce & Tukey, 1964). Because
the model is structurally equivalent to ACM, but also incorporates probabilities – so that we may deal with measurement imprecision in our model
– it appears to give us the best of two worlds. Some have enthusiastically
concluded that, with the Rasch model, psychologists are capable of true interval level measurement, comparable to that in physics (Perline, Wright, &
Wainer, 1979; Embretson & Reise, 2000; Bond & Fox, 2007). Bond and Fox
(2007) go so far as to decorate their book on Rasch models with the subtitle
‘fundamental measurement in the social sciences’. It is suggested in such
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works that fitting a Rasch model to data automatically gives one an interval
representation of person ability and item difficulty.
The Rasch model that ascribes observed item responses to the difference
between person ability and item difficulty, was developed with the express
purpose of obtaining interval level measurement in mind. Rasch’s intention
was to specify a model that allows for the determination of person abilities
that do not depend on the specific items that were used for this determination and reversely, that allows for the determination of item difficulties
that do not depend on the persons that were used. He termed this property
‘specific-objectivity’. This property holds when the probability of answering
an item correctly is given by the logistic function of the difference between
person ability and item difficulty – any other function such as the normal
ogive will fail to produce this property. Models using other functions or
more parameters also fail to provide the raw sum score as a sufficient statistic
for latent ability or item difficulty. The Rasch model is not only structurally
different from other IRT models, it was also developed to be used very differently. Other IRT models are used to describe and fit data; when fit is poor,
the model is adapted or discarded in favor of another model. In contrast, the
Rasch model is more prescriptive. The data are required to fit the model and
when they do not, items that show misfit are discarded until a satisfactory fit
is obtained.
When data are generated by, or perfectly fit the Rasch model, the estimated abilities, item difficulties and probabilities of answering an item correctly will meet the axioms of ACM. The three most important axioms state
that the item difficulties and person abilities , and the result of comparing
these – i.e. the probabilities – should be weakly ordered; that the pairing of
ability and difficulty should show single cancellation, also referred to as independence, which corresponds to specific-objectivity; and that the probabilities should also conform to double cancellation, which in very broad terms
means that a simultaneous increase (or decrease) in ability combined with an
increase (or decrease) in difficulty should result in a consistent change in the
probability, always in the same direction no matter which ability or difficulty
one starts out with.
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Problems with the Rasch Model as ACM

Although data generated or perfectly described by a Rasch model result in
adherence to the axioms of ACM, the conclusion that the underlying property is therefore measured on an interval level seems premature. There are
several reasons why this claim is contentious. The Rasch model might bear
an uncanny structural resemblance to the ACM structure of RMT, but its
implementation does not sit well with some more fundamental elements of
RMT. In RMT one is required to specify in advance what set of objects the
axioms will apply to. For physical properties such as length, it is relatively
easy to specify what sort of objects this set consists of (e.g. rigid rods of a
certain material). Even for seemingly ‘simple’ psychological properties such
as difficulty of items that assess arithmetic or spatial ability this is already
much harder.
Also, the process of sequential deletion to obtain adequate model fit appears inconsistent with RMT when items initially seem perfectly unbiased
indicators of an ability, and no substantive reason for misfit can be identified. Suppose we were to construct a measurement instrument for length
using paired comparison of people with wooden rods. If we discarded the
rods that do not conform to our additivity axioms, we would be at serious
risk of producing a measurement instrument that produces interval level
measurement for only a subset of the objects that the axioms should hold
for. Now if we could disqualify these wayward rods by pointing out that
they were all rods made of freshly cut wood that was still highly flexible,
we could legitimately adjust our demarcation of the set of objects. However,
for psychological properties such an identification is often impossible, or an
attempt to do so is not even made. When the focus is only on claiming interval level measurement for some property, and not on identifying factors that
may confound the variable of interest, the use of the Rasch model can give us
a false sense of accomplishment and can result in measurement instruments
that falsely claim to represent some quantitative property.
Another problem in aligning the Rasch model with RMT is that quantitative structures, such as ACM, are infinite structures, thus one should always
be able to supply an object that lies between two other objects with everincreasing precision. Now although the number of wooden, sufficiently rigid
rods on this planet is finite, we can imagine shaving a minute slice off the end
of some rod to obtain the required object. When we ignore constraints of a
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pragmatic nature for a moment, it is easy to imagine obtaining a rod of any
length. For psychological properties this is often intrinsically impossible. For
example, what arithmetic item lies between the problems ‘1 + 1’ and ‘1 + 2’
in terms of difficulty? For the property of length it is immediately obvious
how we obtain such an object, since we know the structure of the property.
For most psychological properties this knowledge still eludes us.

3.4.2

Empirical Status of Probabilities in the Rasch Model

The empirical status of probabilities, that function as objects in the conjoint
empirical relational system, also pose a source of contention concerning the
claim that the Rasch model is an instantiation of ACM. Kyngdon (2008a)
argues that there is no basis for this claim. He states that, from the RMT perspective, in order to call something conjoint measurement one has to prove
that a mapping of an empirical relational structure into a numerical structure, with the right uniqueness properties, has been achieved. In RMT, this
is done by checking whether certain axioms hold in the data and constructing
the numerical representation from the ground up. In latent variable modeling in general, and Rasch modeling in particular, this is never done. Hence,
Rasch enthusiasts are leaving something out; and, according to Kyngdon,
this something is not just important, but essential.
To counter potential confusion in the reader, it is useful to note that there
is no discussion about whether the properties of the mathematical structure
as presumed in a Rasch model, i.e., about the way the parameters combine
into item response probabilities, are similar to those of additive conjoint measurement; at the level of mathematical representation, the models are clearly
equivalent (see, e.g., Borsboom, 2005). Kyngdon’s argument is rather that
the system of probabilities, on which the Rasch model operates and which is
supposed to play the role of empirical relational structure, does not qualify
as a bona fide candidate for such a structure from the perspective of RMT.
Further, Kyngdon argues that merely fitting a Rasch model to a dataset is
insufficient as a basis for claiming that fundamental measurement has been
achieved, because in the process of model fitting as ordinarily executed, the
relevant axioms are not explicitly tested. These issues are addressed in turn.
Kyngdon argues that the empirical relational system presumed in the
Rasch model, and in latent variable models in general, does not qualify as an
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empirical relational structure from the RMT perspective. Kyngdon’s point
here is not as clear as possible, partly due to statements involving the claim
that probabilities are Platonic realm pure sets of numbers, which are likely
to confuse many readers. The point here is not really what probabilities
are; the point is rather what probabilities are not. Probabilities, as Kyngdon thinks RMT must interpret them, are not themselves observable empirical entities and hence cannot function as the proper basis for an empirical
relational system. More specifically, according to Kyngdon, RMT specifies
that objects on which the empirical relational structure is defined should be
‘spatio-temporally located’, and this, he argues, is not a requirement that
probabilities could meet. Kyngdon thinks that RMT must interpret probabilities as non-empirical Platonic realm stuff, i.e., as mathematical rather than
empirical entities. And because the Rasch model decomposes a structure of
probabilities (mathematical entities) into a set of person and item parameters
(also mathematical entities), it really relates one numerical system to another,
instead of relating an empirical relational system to a numerical one. Hence
it fails to satisfy the demands of RMT. This reasoning is not foolproof however.

3.4.3

The Spatio-Temporal Location of Probabilities

Kyngdon’s argument would seem to hinge on whether RMT does or does not
inherently assume that probabilities are numerical, abstract, Platonic realm
entities. Probabilities are certainly highly troublesome entities in any philosophical analysis, but there do exist interpretations of probability in which
probabilities are considered to be real empirical entities: most notably, the
propensity interpretation of probability (e.g., Hacking, 1965). In this interpretation, probabilities are real entities that could, in principle, form the
basis for the construction of an empirical relational system—if only there
were some way of noticing relations between them. And of course standard
model-fitting techniques assume there is such a way, namely estimation. If
one buys into this line of reasoning, and endows probabilities with a good
deal of realism, there would appear not to be a major problem in the fact that
Rasch models, and latent variable models in general, work on probabilistic
structures.
Does RMT necessarily deny this possibility? Who the authoritative source
is supposed to be remains unclear, but at least in the volumes on the Founda-
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tions of Measurement (Krantz et al., 1971), we do not find such claims. Philosophically speaking, these works are not very explicit at all. We are left with
the rather vague notion that relations between objects should be noticeable,
with no specification on who should do the noticing and how. This vagueness leaves open the possibility that different RMT protagonists may have
very different ideas about this issue. In the work of Scheiblechner (1999),
for instance, stochastic dominance relations between persons and items are
defined in terms of probabilities. If one could notice these relations and use
them to build up an empirical relational system, for instance through appropriate estimation techniques, would there necessarily be a problem? This is
doubtful, especially given the fact that latent variable models are not used to
model probabilities as such, or to map the real numbers into themselves, as
Kyngdon appears to think. At least in the model formulation, probabilities
are used instrumentally, namely to order persons and items, not real numbers, and it is this structure on which the measurement model is supposed
to operate.
In all likelihood, Kyngdon would grant us the fact that persons and items
are bona fide spatio-temporally located empirical objects, and also assume
that he would acknowledge that these are the things that the empirical relational structure is supposed to be about. Even though the mathematical
model consists of estimates and probabilities, which may or may not be interpreted as abstract Platonic entities, an applied researcher immediately superimposes spatio-temporally located, empirical counterparts onto these estimates and probabilities, namely persons and items. Certainly, we cannot
stub our toe on a probability; we need to estimate it. But of course that is why
we use statistical models. We assume the model describes a structure actually present in the world, and the statistical machinery gives us parameter
estimates that are supposed to capture this structure, or at least approximate
it. Naturally, it is hard to tell whether we have succeeded in doing this, but
that is not significant here; the question is whether this is possible in principle. This reduces the issue to the question whether RMT should allow empirical relational systems to contain relations such as stochastic dominance or
not, and whether model-fitting approaches could in principle uncover such
relations.
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Strict vs. Weak Representationalism

Let us divide the representational world into two sorts of people according to the answer they would give to this question: strict representationalists and weak representationalists. For the strict representationalist, noticeable means directly observable. For this representationalist, it is out of the
question that any probabilistic model could be conjoint measurement, since
probabilistic relations are not directly observable (whether they live in the
Platonic realm or somewhere else is not important in this respect). For the
weak representationalist, however, noticeable may mean noticeable in principle, or noticeable for an ideal observer, or perhaps even true. Such a weak
representationalist may perhaps suppose that persons and items are actually ordered by probabilities, and capture this hypothesis in a latent variable
model. It would seem that fitting a Rasch model, in this case, could lead
to a bona fide measurement structure, provided that the generating model
is properly specified and the statistical machinery works out as it should.
This may not be in the spirit of RMT, and the position may lead to serious
conceptual difficulties (Borsboom, 2005); but that would not clinch the argument here. The question is whether such weak representationalists would
encounter insurmountable difficulties in doing empirical research and building measurements models, or whether we could point to a genuine inconsistency in their reasoning. This is doubtful. Given the serious difficulties of
RMT to accommodate such a mundane thing as measurement error, if there
are any representationalists among those involved in actual research, they
should better be weak representationalists in order to get anything done at
all.
Even from such a weak point of view, however, there is absolutely no
guarantee of success, and Kyngdon is certainly right to point this out. Fitting statistical models is wrought with difficulties; especially troublesome is
ascertaining whether the model fits the data or not. In this respect we should
be very careful. When we want to draw strong conclusions, such as that we
have achieved ‘fundamental measurement’, based on a model-fitting exercise alone, there is bound to be trouble. In such a case, one may conclude
that one has conjoint measurement, based on a fitting Rasch model, when in
fact there is no additive conjoint structure present. This would occur when
a Rasch model fits the data adequately, but at the same time the relevant axioms of the additive conjoint model are violated. Kyngdon supposes that this
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may regularly happen, referring to Wood (1978), who demonstrates this by
imagining that we let people toss a coin several times and mark the heads or
tails as if they were responses to items. However, although such data would
not reject a Rasch model, the experiment should result in flat item response
functions, which give constant probabilities at 0.5; as a result, each response
pattern would be equally likely. Presumably, this would be noticed in the
analysis. The example does show that the failure to reject a model does not
guarantee that the axioms of conjoint measurement are supported; however,
it is not entirely clear what to make of this given that the example is rather
contrived (one also wonders what an axiomatic approach would lead to in
this case). Moreover, it would seem to us that serious violations of the Rasch
model, such as intersecting item response functions, will be picked up by
decent statistical methods (e.g., likelihood ratio tests) if power is sufficiently
high.

3.5

Conclusion

If the Rasch model is ‘true’, axioms imposed from additive conjoint measurement, for instance as used in Karabatsos’ (2001) approach, will ordinarily be
satisfied. However, it is an open question how sensitive different goodness
of fit statistics are to deviances from the model structure that would lead to
the violation of such axioms. For this reason, researchers who aim to use
the Rasch model and interpret it in terms of fundamental measurement may
do well to use direct axiom checking approaches such as those developed
by Karabatsos (2001), as Kyngdon suggests. Given the general difficulty of
ascertaining the fit of latent variable models, such methods should certainly
be hailed as important additions to the statistical methods currently in place.
However, since the empirical checks that such methods perform are implied by the Rasch model whether one thinks it is an RMT structure or not,
these methods can be used regardless of one’s philosophical inclinations
on the relations between Rasch models and additive conjoint measurement.
Whether there is a difference in effectiveness of axiom checking versus conventional model fitting is an interesting question of some importance, but
that importance is not of a theoretical nature. Perhaps under Karabatsos’
(2001) approach the Rasch model will be rejected more often, and perhaps
not. Whatever turns out to be the case, it will have no relevance for the con-
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ceptual question whether the Rasch model could instantiate additive conjoint measurement or not.
The fundamental question of whether the Rasch model may or may not
be interpreted as a probabilistic species of RMT does not depend on which
model-checking approach is best. It depends on how far one is prepared to
stretch one’s interpretation of both Rasch models and RMT. Kyngdon shows
that one has to stretch quite far; the present discussion has demonstrated
this more or less in vivo, by executing some of the theoretical manoeuvres
necessary for connecting Rasch models to RMT. Hopefully, this will caution
researchers to consider Rasch models and RMT to be exchangeable terms;
they certainly are not. At least, not without considerable stretching.
The question of the empirical status of probabilities put forth by Kyngdon
(2008a) is one of two serious objections raised against the claim of interval
level measurement attached to the Rasch model (see the next chapter for a
discussion of the second objection). The problematic status of probabilities
seems overshadowed however by the problem of the intrinsically discrete
nature of many psychological properties, the lack of clear definition or demarcation of the set of objects that display these properties and the risk associated with sequential item deletion in the Rasch model. The problem in
linking RMT and the Rasch model lies more with the limited structure of
psychological properties than with the statistical characteristics of the Rasch
model. These problems should receive more attention: A critical look should
be taken, not at the statistical model itself, but at the method with which it is
applied and at the properties it is applied to.

Chapter 4

The Guttman-Rasch Paradox in Item Response
Theory

For the truth of the conclusions of physical science,
observation is the supreme Court of Appeal. It does not
follow that every item which we confidently accept as
physical knowledge has actually been certified by the
Court; our confidence is that it would be certified by
the Court if it were submitted. But it does follow that
every item of physical knowledge is of a form which
might be submitted to the Court.
Sir Arthur Eddington

Abstract
Recently, quantitative measurement in Item Response Theory was questioned
because it seems based on a paradox concerning error and precision (Michell,
2008a). The Rasch model ensures interval level measurement. If precision increases in Rasch items, they become Guttman items, losing their quantitative
properties. Removing error decreases precision. To address this paradox we
consider to what extent both models meet the requirements for interval level
measurement. This leads us to conclude that the Guttman model cannot simply be considered an error-free version of the Rasch model. Furthermore, we
argue that an increase in precision by adding error is not paradoxical per se,
by discussing the well-known phenomenon of stochastic resonance. These arguments together lead us to conclude that the paradox disappears when the
crucial aspects of continuity and measurement level, and not error and precision, are considered.
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Measurement Level Difference in IRT Models

here is an unusual difference in measurement level between the closely
related Guttman and Rasch models in Item Response Theory (IRT). The
Rasch model, a stochastic model that incorporates error, is said to yield measurement at the interval level (e.g., Wright, 1999; Bond & Fox, 2007). A deterministic, error-free version of this model is the Guttman model (Guttman,
1950). Although this model is devoid of error, it provides measurement at
the ordinal level only. It has been pointed out by various scholars that this
presents us with a paradox (Duncan, 1984; Fischer, 1995; Kyngdon, 2008b).
The problem is stated most eloquently by Michell, who asks: Is it not paradoxical that improving the precision of our observational conditions decreases the
precision of our observations? (Michell, 2008a, p. 15, l. 5-7). In other words, one
would hardly expect that removing measurement error from our procedures
and instruments would hurt, rather than help measurement precision.

T

Previous comments on this paradoxical loss of measurement level were
never much more than cursory notes, until Michell (2008a, 2009) recently
reintroduced the paradox to argue against the claim that the Rasch model
yields interval level measurement. His objection is nicely illustrated by the
following analogy. Suppose astronomers discover a new star. They think
a planetary system around this star can be observed, although an obscuring
haze impedes observation. Now suppose this haze suddenly disappears and
observation is entirely unobstructed. If, along with the haze, the planetary
system were no longer detectable, what would the astronomers conclude?
Obviously the existence of the system would be considered highly doubtful,
because the observation depends solely on the presence of error. By analogy,
the claim that the Rasch model yields interval level measurement should be
doubted, because it too disappears when our view is no longer obstructed
by error (Michell, 2008a, p. 15, l. 8-19, paraphrased).
This argument clearly demonstrates a deep concern regarding the merit
of measurement claims in psychometrics and psychology in general. We
share this concern. The assertion of interval level measurement is anything
but trivial. It involves assumptions and restrictions that far too often remain implicit and untested. Objections to such claims, when based on lack
of empirical verification or blind acceptance of shaky assumptions, need to
be addressed. In this context the Guttman-Rasch paradox clearly demands
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our attention. It is important with respect to the status of commonly used
measurement models, and by extension to the status of applications of psychological measurement in society at large.
We therefore hope to answer two questions that naturally follow from the
renewed interest in the Guttman-Rasch paradox. First, does the paradox indeed have merit as an argument against the claim of interval level measurement by the Rasch model? Second, is the change in measurement level truly
paradoxical? Both questions will be answered with a resounding ‘no’. To be
clear, the goal is not to argue in support of the claim of interval level measurement by the Rasch model. Instead, we show that the paradox is irrelevant
to the discussion. The recent characterization of the Guttman-Rasch paradox
does not contribute constructively to the debate on the status of measurement pretensions associated with psychological models and measurement
procedures. The paradox, as presented above, paints a grossly oversimplified picture of the relation between the Guttman and Rasch models and the
relation between measurement level and measurement precision in general.
We consider how the argument that employs the paradox is structured and
show why this argument is flawed. From this we will see that the paradox
itself is an illusion, fostered primarily by ill-chosen formulation. The difference in measurement level between the Guttman and Rasch models is in fact
entirely non-paradoxical (see also Sijtsma, 2011 for another approach leading
to the same conclusion).
The argument, as we believe it to be generally understood, consists of the
following propositions:
1. The Guttman model yields ordinal measurement;
2. The Rasch model yields interval measurement;
3. The only difference between the models is error, and:
4. Removal of error cannot decrease measurement precision.
This last proposition is false when we apply it to the Guttman-Rasch
paradox; precision does decrease when we remove error from the Rasch
model and are left with the ordinal Guttman model. Therefore scholars like
Michell conclude that the second proposition (i.e. the Rasch model yields interval measurement) is false. To show where this argument fails and to better
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understand the paradox itself, the validity of each of these propositions will
be discussed. Before we can turn to the first two propositions that assert
the measurement pretensions of the Guttman and Rasch model however, we
need to introduce these two models in more detail.

4.2

Guttman and Rasch

The Guttman and Rasch models are closely related Item Response Theory
(IRT) models. IRT is commonly accepted as an improvement over Classical
Test Theory (CTT). With IRT we can, for instance, equate tests, investigate
item bias, and develop computer adaptive tests. Conceptually, IRT models
differ from CTT in two major respects. First, they assume that participant
responses to each item of a test can be related to an underlying trait or latent variable. This variable could be a preference, attitude, ability or personality trait, such as paranoia. Both items and participants are assumed to
be comparable on the same underlying, one-dimensional continuum reflecting this variable. When a participant ‘dominates’ an item, we would expect
the participant to answer the item correctly or to endorse it. For example,
a very paranoid person is expected to endorse the item “I often think people talk about me behind my back”. Second, IRT models explicitly specify
the relation between the latent variable and the chance of endorsing an item.
Different IRT models assume different relational forms. Models can be deterministic or stochastic, discrete or continuous, linear or non-linear.
Table 4.1: Typical probability patterns for the Guttman and Rasch model
(a) Guttman model probabilities

a(2)

b(7)

c(12)

x(1)

0

0

0

y(5)

1

0

z(9)

1

1

(b) Rasch model probabilities

a(2)

b(7)

c(12)

x(1)

0.269

0.002

0.000

0

y(5)

0.953

0.119

0.001

0

z(9)

0.999

0.881

0.047

Rows (x,y,z) denote persons, columns (a,b,c) denote items. The probabilities in the cells result from the
pairing of persons and items. The subscripted integers indicate the person ability and item difficulty
value that determines the probability.
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The most restrictive model is the Guttman model. This model specifies
that if participants dominate an item, they will always answer this item and
all ‘easier’ items correctly. If an item dominates the participant, the participant will always get this item and all more ‘difficult’ items wrong (Guttman,
1950). When such data are coded as zeros and ones, and ordered according
to persons’ ability and item difficulty, the resulting table will show a perfect
triangular pattern of zeros and ones. An example of such a Guttman pattern
is provided in Table 4.1a.
Guttman was concerned with deviations from a perfect pattern and the
ability to use the sum score to order persons. He never presented his model
in terms of a latent variable or a probability of answering items correctly.
However, others have done so (e.g., Andrich, 1985) and the Guttman model
is now generally regarded as the most basic IRT model. As such, the Guttman
model is a deterministic IRT model: the probability of answering an item
correctly is 1 for participants who dominate an item, for the others the probability is 0. The relation between probability of answering an item correctly
and person ability is represented by a step function for each item (see Figure
4.1a). The location of the step function on the latent ability scale is determined by the difficulty of the item. Harder items are placed further to the
right, requiring a higher ability to answer the item correctly. The model can
be formally represented as follows: P (x+) = 1 if θ > β; else P (x+) = 0,
where P (x+) denotes probability of answering an item correctly, θ denotes
person ability and β denotes item difficulty.
The Rasch model can be viewed as a stochastic extension of the Guttman
model. The Rasch model specifies the relation between the latent variable
and the probability of endorsing the item as a logistic function (Rasch, 1960;
see Figure 4.1c). The Rasch model is a restrictive model, but it does allow
the chance of item endorsement to increase as the latent trait increases. This
makes sense to most people: for any given math problem, participants who
are increasingly good at math will have an increasingly higher probability
of getting the problem right than people who are bad at math. Data that fit
a Rasch model will result in estimated probabilities like those presented in
Table 4.1b. The Rasch model can be represented formally as follows:
P (x+) =

e(θ−β)
.
1 + e(θ−β)
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Figure 4.1: Response functions of three closely related IRT models
(a) Deterministic Guttman model
without error

(b) Proctor constant error rate
model with constant error 

(c) Rasch model with error dependent on the latent trait

The functions relate probability of answering an item correctly (p(+)), to a latent trait (θ); Item
difficulty is denoted by β, item discrimination is denoted by α.

In the Rasch model, the closer a person’s ability is to the item difficulty, the
greater the probability to get the item wrong when the person in fact dominates the item and vice versa.
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Measurement Pretensions

To understand the seemingly paradoxical difference in measurement level
between the Guttman and Rasch models it is essential to know why these
models are associated with different measurement levels in the first place.
The Guttman model only allows ordering of participants and items on the
latent dimension. Differences between participants or items cannot be compared meaningfully. It should be noted that although the Guttman paradigm
only allows us to represent the property on an ordinal level, this does not
necessarily mean that the latent property lacks quantitative structure. A
different measurement procedure could perhaps be used to represent the
same latent variable on the interval or even ratio level. When we employ
the Guttman procedure we simply do not know whether the proposed latent variable has quantitative structure. Even if we assume that it does, there
is no way to determine how distances between persons on the selected test
items relate to differences on the latent variable. Perhaps the items were all
fairly close together in difficulty, or perhaps the hardest item was disproportionally difficult; we cannot be sure. At best we can say that the sum score
on the test is related to the latent variable via some monotonically increasing function. What the exact shape of this function is cannot be determined
without further experimentation or extension of the model.
When item responses fit the Rasch model, this allows us not only to order
participants and items, but also to interpret differences between them. This
is because in the Rasch model differences are considered meaningful. In fact,
according to many psychometricians (Rasch, 1960; Brogden, 1977; Perline et
al., 1979; Fischer, 1995; Fischer & Molenaar, 1995; Embretson & Reise, 2000;
Bond & Fox, 2007) the Rasch model is a probabilistic version of Additive
Conjoint Measurement (ACM), a measurement structure described by representational measurement theory (Krantz et al., 1971). For different types of
measurement structures this formalized theory specifies a set of axioms that
ensure measurement at a certain level is possible. According to this theory
the assignment of numerals to objects is considered measurement if the numerical relations between the assigned numerals accurately represent (are an
isomorphism of) the empirical relations between the objects. The empirical
and numerical relational structure and the axioms that ensure the possibility of representation are specified in a representation theorem. If the axioms
hold, we still do not know which subset of the infinite number of possible nu-
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merical assignments actually accurately represents the empirical structure.
This question is answered in the uniqueness theorem, which specifies what
level of measurement is possible by stating the type of transformation that
can be used to translate all isomorphic (structure-preserving) numerical assignments into each other (e.g., strictly increasing monotone transformations
denote ordinal level, linear transformations denote interval level).
In ACM the empirical relational structure is made up of two disjoint sets
of objects and their Cartesian product (Luce & Tukey, 1964). In our case the
two sets of objects are items (I = {a, b, c, . . .}) and persons (P = {x, y, z, . . .}).
The Cartesian product is the pairing of each item a with each person x, resulting in the probability (a, x) that the person will endorse the item. The empirical relation between these objects is a weak ordering on the latent property of
interest denoted by <. The numerical relational structure that can represent
this relation between items, persons and probabilities, consists of the reals,
and the numerical relation ≥. The ACM uniqueness theorem specifies that
items, as well as persons and their pairings (i.e. the item response probabilities) can conjointly be represented on the interval level. We can now address
the truly interesting elements of the representation theorem: the axioms. For
sake of brevity we only give a very general description. A full treatment is
provided in Appendix B.
ACM specifies five axioms, of which the first three are directly empirically testable. The first axiom requires that the ordering of any two probabilities is a weak order and is consistent with the ordering between persons
or items. If one person has a higher probability of getting an item right than
another person, then the ability of the first person needs to be higher than
the ability of the second (idem for items and persons reversed). In the Rasch
model the probability is fully determined by the difference between person
ability and item difficulty. The only way a probability on a given item can
be higher is if the ability of the person is higher. If data fit the mathematical structure of the Rasch model, they will always satisfy this axiom of weak
ordering. The same goes for the second axiom of independence. This axiom requires that the ordering between any two persons remains the same,
no matter what item you compare them on (idem for items and persons reversed). Since the Rasch model produces non-intersecting, monotonically
increasing item response curves this axiom cannot be violated. The third
axiom, called double cancellation, requires a more complicated form of consistency, comparing more than two probabilities at once. This axiom will be
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discussed more extensively in the next section. Here it suffices to say that
the Rasch model meets this axiom for the same reason it meets the first two:
its mathematical form simply incorporates it. The same can be said for the
last two axioms. The solvability axiom requires that there is no gap in our
set of items, persons or probabilities. If we know the probability (a, x) of
persons x answering item a correctly and we have a different person y, then
we have to be able to find an item b that will give us the same probability
as (a, x) (idem for items and persons reversed). Because both the probability
and the latent variable on which the items and persons vary are continuous,
this axiom will be met if we imagine we can always find or construct an item
of any difficulty or a person of any ability. A similar argument applies to the
Archimedean axiom that requires no difference between persons or items is
infinitely small. This axiom will also be discussed in more detail in the next
section.
We see that the Rasch model meets the requirements for interval measurement. We have also seen that the Guttman model allows for perfect
ordering of persons and items. What remains somewhat vague however
is why exactly the Guttman model does not allow for the representation of
quantitative structure. An obvious question therefore presents itself: if the
only difference between the Guttman and Rasch model is the presence of
error, then why does the Guttman model fail to meet the axioms of ACM?
One would expect that the removal of error would result in a model with at
least the same measurement level and a higher precision. Examining the
answer to this question will provide more insight into the true nature of
the paradox. We will therefore evaluate two axioms that prove to be especially problematic for the Guttman model, namely the double cancellation
and Archimedean axiom.

4.4

Why Guttman Fails to Yield Interval Measurement

A special case of the double cancellation axiom, the Luce-Tukey condition
(Luce & Tukey, 1964; Michell, 1988), will be considered first. The axiom is
represented graphically in Figure 4.2, where the Cartesian product of items
{a, b, c} and persons {x, y, z} is displayed. The Luce-Tukey condition requires the resulting probabilities at the tails of the arrows to be compared
with the probabilities at the arrowheads in Figure 4.2a. If the probabilities

56

4. The Guttman-Rasch Paradox in Item Response Theory
Figure 4.2: The Luce-Tukey condition
(a) Antecedents

(b) Consequent

The Luce-Tukey condition is met if and only if it can be shown that for any 3x3 sub-matrix, if the two
combinations of pairings in the left panel are both weakly ordered (<), the combination of pairings in
the right panel is also weakly ordered in the same direction.

both show the weak order relation < then this relation should also be observed between the probabilities at the tail of the arrow and arrowhead in
Figure 4.2b. More formally, if and only if (y, a) < (x, b) and (z, b) < (y, c),
then (z, a) < (x, c). This rather complicated requirement represents the need
for consistent ordering. If the two antecedents (Figure 4.2a) show the same
relation for the probabilities this means that the rows (persons) and columns
(items) are ordered consistently (although not necessarily in the same direction). If this is the case then for the ordering of the probabilities to be consistent, the consequent (Figure 4.2b) must demonstrate the same relation as
the antecedents. One may think there are many more combinations of antecedents and consequents required for consistent ordering of the probabilities, but these all logically follow from the axiom of independence (Michell,
1988; see Appendix B for a full treatment of this axiom).
What does the double cancellation condition entail when we pair persons with items for the Rasch model and Guttman model respectively? In
Table 4.1 an example of probabilities for each model was given. When data
perfectly fit the Rasch model, the probabilities resembling a pattern in Table 4.1b will directly show acceptance of double cancellation for all possible
three-by-three sub-matrices. This is because in the Rasch model, the probabilities are a continuous, monotonically increasing function of the difference
between the person ability and the item difficulty and because the item re-

57

4.4. Why Guttman Fails to Yield Interval Measurement
Table 4.2: Two problematic Guttman patterns
(a)

(b)

a(4)

b(6)

c(2)

x(5)

1

0

1

y(1)

0

0

z(3)

0

0

a(2)

b(4)

c(5)

x(6)

1

1

1

0

y(3)

1

0

0

1

z(1)

0

0

0

Rows (x,y,z) denote persons, columns (a,b,c) denote items. The probabilities in the cells result from the
pairing of persons and items. The subscripted integers indicate the ordering of persons and items that
determines whether the probability is 1 or 0.

sponse curves are stochastically ordered. This automatically results in the
more complicated consistent ordering required by the double cancellation
axiom1 . If Guttman probabilities (Table 4.1a) are put to the test however,
double cancellation will be violated in many of three-by-three matrices that
are possible.
Two problematic patterns are displayed in Table 4.2. In both cases the
antecedents show an equivalence relation (0 ∼ 0 or 1 ∼ 1) which conforms
to <. In contrast, the consequent shows a simple order relation (1 ≺ 0) that
contradicts the weak order found in the antecedents. In the Rasch model,
differences between persons and items will always result in differences between the associated probabilities.
In the Guttman model this is not necessarily the case. Two persons differing greatly in their ability still have the same probability of 1 for all the items
that the person with the lower ability dominates and the probability of 0 for
all the items that dominate the person with the higher ability. The lumping
together of persons or items in terms of probabilities leads to the rejection of
double cancellation in the Guttman model.
1

Not everybody accepts this view. Kyngdon (2008a) argues that probabilities in the Rasch
model can satisfy the order axioms (see Appendix B) but not necessarily the double cancellation axiom. If this were the case however, the model would not fit. Of course a perfectly
fitting model will never occur in practice, but we are interested here not in practical limitations of the model, but in the structural difference between the Rasch and Guttman model,
which is what the Guttman-Rasch paradox is about. The fact is that probabilities in a perfectly
fitting Rasch model will always conform to double cancellation.
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The Archimedean axiom requires that no difference between objects in
either set is infinitely small. In other words, it ensures that no item difficulty
or person ability is infinitely small or large. This cannot be tested empirically
but we can examine it by imagining we have an infinite supply of items and
persons. Formally it requires one to order items and persons and denote this
order by using natural numbers. Now if you pair person xi with item a, and
you then take the next person xi+1 , it should take a different (more difficult
or easy) item b to get the same result. In the Rasch model, this is clearly the
case. If a person with a certain ability answers an easy item, a person with a
slightly higher ability would have to answer a more difficult item to get the
same probability of answering this new item correctly. In the Guttman model
this is not the case. If a person with a certain ability has a probability of 1 to
answer an easy item correctly, a person with slightly higher ability will have
exactly the same probability of answering the item correctly, an essential feature of the Guttman model. It does not take a different (more difficult) item
to get an equivalence relation between the first person-item pairing and the
second. The Guttman model therefore also fails the Archimedean axiom.
The reason Guttman fails to conform to ACM is again due to the lumping together of different persons or items. The Archimedean axiom most
clearly shows that the objects of measurement need to vary in a continuous
manner. In the case of ACM the objects are not only items and persons but
also probabilities. The discrete nature of the Guttman probabilities precludes
measurement at the interval level. This can also be understood as follows:
the continuous probabilities in the Rasch model that are each associated with
a specific ability and difficulty value can only be estimated by using information from other persons and other items. However, once they are estimated
the probability of any item contains information on the probabilities on all
the other items. Once we know someone’s probability on one item, we know
the ability. Combined with knowledge of item difficulties, we know this person’s probability on all other items we can imagine, provided they conform
to the same model. In the Guttman model this is not the case. Knowing the
probability of 1 or 0 for a certain item does not give information on the probability on all other items. If the probability is 1, we know that this person
will answer all easier items correctly, but we have no idea what this person’s
probability is on more difficult items (and vice versa for probability of 0 and
easier items).
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This is not to say it is impossible that the Guttman model can be associated with interval level measurement. One way this can be conceptualized
is by considering the sum score on the test instead of the response probabilities separately. The number of items answered correctly might be able to
provide more than just the ordering of persons and items if we consider a
different representational structure and add some assumptions concerning
random selection from an infinite pool of items or persons. However such
an approach is so fundamentally different from the ACM framework where
items and persons are conjointly measured that we would be comparing apples and oranges. The Guttman model would have to be considered a very
different measurement procedure. In that case a difference in measurement
level would no longer be considered unexpected or paradoxical.

4.5

Rasch Is Guttman Plus Error

We have seen that the essential property responsible for the difference in
measurement level between the Guttman and Rasch models is the discrete
versus the continuous nature of the probabilities incorporated in the respective models. This suggests that error is perhaps not the only or at least not the
relevant difference between the models. One could argue however that the
two are inextricably linked and therefore the distinction is immaterial. We
will consider whether this argument has merit. To do so we examine in more
detail the proposition that the Rasch model is equivalent to the Guttman
model with the addition of error.
In psychometric theory, error is defined as the deviance from the expected response (Lord & Novick, 1968). Concerning the Guttman model we
can be brief. In this model, measurement error is absent. The expected response is either one or zero, and the deviance from this score is always zero
(see Figure 4.1a). This makes the model very hard to fit in practice. For example, it takes only one very paranoid person who endorses an item indicative of low paranoia for the model to fail. To describe such data more accurately an obvious approach is to allow for some form of measurement error
in the model. There are at least two different ways to incorporate error in the
Guttman model. In the first approach it is assumed that deviations from the
expected response are independent of the ability of the subject. For instance,
in the Proctor constant error rate model (Proctor, 1970), the probability of
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a deviation from the expected response, , is constant. It does not matter
whether the ability is greatly or only slightly above (or below) the item difficulty. The simplest version of this model is represented in Figure 4.1b. In
variants of the Proctor model,  may depend on the item or on the value of
the expected score, but it will not depend on the ability, denoted by θ, in a
continuous way.
In the second approach, it is assumed that the probability of a deviation
from the expected response does depend on the ability level. In these models
it is essential that the probability of a deviation decreases monotonically as a
function of the difference between ability of the subject and difficulty of the
item. Put more formally:  = f (|θ − β|) where f (a) > f (b) for all a > b.
Another way to state this assumption is that the item response functions
have to be monotonically increasing in θ. The Rasch model, with its item
response curve represented in Figure 4.1c, fits into this second category.
We now consider the relation between the Guttman and Rasch models
in terms of IRT parameters. The Rasch model contains measurement error
that one would prefer to minimize. In IRT models the relevant parameter
is the discriminatory power of an item, which is represented by the slope of
the item response curve. Items with high discrimination, i.e. steep slopes,
differentiate well between persons in a specific range of the latent variable.
In the Rasch model the slope of the curve, i.e. the discrimination of an item
is not a parameter but a constant. Items are all required to have the same
slope or discrimination. However, we could imagine changing the wording
of the items or the testing procedure to make all items more discriminating.
In this light, reconsider for a moment the curve in Figure 4.1c. For any given
ability value, the error becomes smaller when the slope of the curve, denoted
by α, becomes steeper. A good test therefore consists of items with high
discrimination2 .
Suppose we apply this adage in the extreme. If we keep improving the
items by removing error and therefore make them even more discriminating,
the paradox emerges. The slope of the response curves become so steep that
in the limit our Rasch items turn into Guttman items and we are left with an
2

It is of course also important that the items vary in difficulty in the range of interest.
High ability participants who are presented with items that strongly discriminate, but only
on a much lower ability level, will answer all the items correctly, resulting in very low measurement precision (in terms of item information, not retest reliability).

4.6. Error that Improves Precision

61

ordinal scale. Thus, by removing error from our items we lose the interval
level. Stated in reverse: to achieve interval level measurement, all we have to
do is add error to the deterministic Guttman model. This comes across as a
Baron von Münchhausen adventure. We pulled ourselves out of the swamp
of measurement problems using error as bootstraps. Stated yet another way:
we have observed a planetary system where there previously was none to be
observed, just by fogging up the lens of our telescope!
Our unease with this paradoxical effect of error relies heavily on the assertion that error is the only difference between the two models. Mathematically it is true that in the limit we arrive at the Guttman model if we let
the discrimination of the items approach infinity in the Rasch model. In this
sense the difference between the two models is indeed error. However, we
saw earlier that the use of discrete versus continuous probabilities is perhaps
a more relevant difference between the models. If we consider the different
ways error can be added to the Guttman model we see that this discrete
versus continuous characteristic is indeed more relevant and not an immaterial by-product of error per se. One cannot achieve a higher measurement
level by adding just any error. The Proctor constant error model for instance
can also be considered Guttman plus error. However, there is no famous
Guttman-Proctor paradox. This is of course because the error added to produce the Proctor constant error rate model results in discrete probabilities. It
is not error in general that allows for interval level measurement, but a very
specific characteristic of the special type of error incorporated in the Rasch
model, namely the continuity of probabilities and their systemic dependence
on the latent ability, that allows for the specification of a monotonically increasing relation between items and persons.

4.6

Error that Improves Precision

Although we have shown that error in itself is not responsible for the difference in measurement level, it remains counter-intuitive to introduce continuity by letting it ride piggy-back on the shoulders of a highly specific type of
error. One would think error, no matter how special, cannot bear information
concerning the property we measure – it is merely a nuisance that restricts
our measurement precision. This last proposition plays an important role in
perpetuating the Guttman-Rasch paradox. However, the proposition is not
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only irrelevant, since it focuses on error instead of continuity, it is also false.
Even though untutored intuition has it that measurement error should always decrease the quality of our measurements, there are in fact a number
of well-known cases where adding noise to a measurement process is beneficial. This phenomenon is generally referred to as stochastic resonance, a
term used to describe the enhancement of a signal by adding noise in certain
nonlinear systems. It occurs when a weak signal, often in bistable systems, is
amplified by noise. Stochastic resonance was originally proposed to account
for the periodicity of ice ages, but has since been shown to occur in many
different systems (Gammaitoni, Marchesoni, Menichella-Saetta, & Santucci,
1989; Wiesenfeld & Moss, 1995).
An example that is particularly interesting in the context of the disappearing planets analogy concerns the improved detection of faint stars by
adding noise. These stars can be detected better against a slight background
fog than against a perfectly black night sky (Dunlop, 1991). Another example
of stochastic resonance is the enhancement of audio signals perceived with
and without hearing aids by adding white noise (Zeng, Fu, & Morse, 2000;
Chatterjee & Robert, 2001; Ries, 2007). In a similar vein, the perception of
water movement in the mechanoreceptor cells of crayfish was enhanced by
randomly perturbing these receptor cells (Douglass, Wilkens, Pantazelou, &
Moss, 1993).
A process related to stochastic resonance is dithering. In digital signal
processing repeated quantization of analog signals may lead to correlated
errors in the resulting signal, leading to large artifacts. By adding dither
(noise), to the quantization process, correlated errors are avoided, and better results are obtained (Schuchman, 1964). Optimization provides another
example. In simulated annealing, global solutions are found, and local solutions are avoided, by making many non-optimal steps in the initial phase
of the search (Kirkpatrick, Gelatt, & Vecchi, 1983). These examples show
that the relation between measurement error and precision is a complicated
one. Noise can apparently contain information on the latent property, which
means there has to be some systematic relation between the error and the
latent variable. To illustrate how such a relationship can be conceptualized,
we present a simple example inspired by Lumsden (1976).
Suppose we want to measure the length of a number of people, say A,
B, C and D with lengths of 160 cm, 165 cm, 190 cm, and 195 cm. Further-
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more, suppose we – being social scientists, lacking the rigorous measurement instruments of physics – have no clue about the actual lengths. We
therefore resort to a procedure that is familiar to us, the application of pairwise comparisons. Because we are aware of the high risk of measurement
error we repeat our comparisons several times, just to be sure. If we let a
young PhD student, of sufficient height and with good eyesight, repeatedly
compare the persons in a precise way, D is always larger than C, B and A,
C is always larger B and A, and B is always larger than A. This results in
an ordinal Guttman scale. Now we ask a somewhat older, farsighted professor to repeat the procedure. Unfortunately this professor forgot her glasses
and makes several mistakes. Obviously, she makes more errors when she
compares A and B and when she compares C and D, because these are close
together and therefore harder for her to judge. For the same reason, errors
are less probable when she compares B and C. This gives her quantitative
information. Because she makes more errors when comparing A and B, and
C and D she can infer that the differences between A and B and between C
and D are small relative to the difference between B and C (and A and C and
B and D). She can even make a quantitative estimation of these differences,
which may be a relatively accurate estimation of the real differences. Here
the paradox reappears: the farsighted professor achieves an improvement in
precision by making mistakes.
A simulation of this example will illustrate the beneficial effect of error
more clearly. Persons A, B, C, and D (respective lengths 160, 165, 190 and
195 centimeters) were compared. For each unique comparison a point was
awarded to the longest person, resulting in a number of ‘wins’ for each person. To simulate measurement error, normally distributed noise was added
to the actual difference in length for each comparison. The standard deviation of the distribution providing the noise varied from 0 to 30. The comparisons were repeated 1, 2, 5, 10, 20 or 50 times. Each of these ‘trials’ that varied
in amount of error and number of repetitions, was simulated 500 times. To
see whether the added error resulted in a better or worse representation of
the length of persons A, B, C and D, the root mean square error (RMSE) of
the number of wins and the actual length (both scaled to z-scores for easier interpretation) was calculated for each trial. Since the actual length and
number of wins were both scaled to have a mean of zero and a variance of
one, the RMSE will be zero if the number of wins perfectly represents the
length and will increase as the number of wins becomes a less perfect linear
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representation of the actual length. Figure 4.3a shows that adding noise results in a clear decrease in the RMSE, which means that precision improves.
If we choose a large number of comparisons, we may even allow for high
levels of noise. The optimal level of precision in this simulation is reached
when error with a standard deviation between 5 and 10 is added.
Whether the beneficial effect of error appears depends on many things,
among which the measurement procedure and the distribution in the sample. If the simulation is performed with the same scoring-procedure but with
lengths of 160, 170, 180, and 190 centimeters, adding error does not improve
measurement precision (i.e., does not decrease the RMSE). The results are
presented in Figure 4.3b. This result is due to the way we set up our measurement procedure. If, instead of looking at the number of wins per person, we compare each win or loss (scored 0 or 1) per unique comparison
to the difference in actual length, the distribution of lengths becomes irrelevant. The results of the simulation using this alternative scoring method are
presented in Figures 4.3c and 4.3d for the non-equidistant and equidistant
lengths respectively. This time the RMSE decreases (i.e. precision improves)
in both the equidistant and the non-equidistant case when error is added,
albeit only when we repeat our procedure many times. The positive effect of
error is much more dramatic, especially with many repetitions. The overall
precision of the alternative scoring method is much lower (RMSE is higher)
than that of the original method however, because it is much more indirect.
Of course indirect methods like paired comparison are often the only ones
available to represent latent properties in psychological research.
The point of these examples is to show that error, when dependent on the
latent property, can help to increase measurement precision. Whether it does
so in a particular research situation depends on the presence of quantitative
structure in the latent property, on what measurement procedure was used,
on the amount of error in the procedure, and in some cases on the spacing of
objects in the sample. Although the effect of error on precision is probably
only favorable in very few cases, the main point here is to establish a proof
of principle: a positive effect of error on precision is possible. A favorable
effect of error on precision should therefore not necessarily be considered
paradoxical. As a result, our untutored intuition that error should not improve precision cannot bolster a general argument against the claim that the
Rasch model yields interval level measurement. Since the conditions for a
favorable effect of error to occur are very restrictive, and since the example
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Figure 4.3: The measurement of length through paired comparison
(a) Non-equidistant, scoring of wins

(b) Equidistant, scoring of wins per

(c) Non-equidistant, scoring of wins

(d) Equidistant, scoring of wins per

per person

per comparison

person

comparison

The precision of measuring length of four persons using paired comparison is ascertained.
Non-equidistant refers to a set of persons with actual lengths of 160, 165, 190 and 195 cm; Equidistant
refers to a set of persons with actual lengths of 160, 170, 180 and 190 cm. SD indicates the standard
deviation of the normally distributed error added to comparisons. The lines represent different number
of repeated comparison. A score of one can either be awarded per person or per comparison. The RMSE
of the score and the length (difference in case of scoring per comparison) indicates measurement
precision. A lower RMSE value indicates higher precision.

– while informative – does not match typical applications of IRT models we
present a third simulation that directly involves the Rasch model.
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Error and Precision in the Rasch Model

The setup of the simulation study is simple. Item responses to 16 items were
generated according to a Rasch model for 500 subjects. Person ability values
were sampled from a standard normal distribution. The level of discrimination was varied systematically from very low (.1) to very high (50). For each
level of discrimination, the simulation was repeated 50 times. Increasing discrimination corresponds to the removal of error, making the item more like
a deterministic Guttman item. In terms of the previous example, where a
forgetful and farsighted professor made comparisons between the length of
persons, increasing the discrimination parameter would correspond to providing her with a borrowed pair of glasses: the closer the prescription is to
her own glasses, the fewer errors she will make.
In the previous simulation it turned out to be important whether the persons were spaced equidistantly. This makes sense from the Rasch perspective. It is not just the discrimination that influences precision when pairwise
comparison is used. The spacing of the items is also important; when items
are highly discriminating but much too easy, precision will be low for persons with higher ability and therefore precision for the entire test will suffer.
Therefore the spacing of the item difficulties was investigated by generating six item difficulty distributions. The degree to which a distribution adequately covered the distribution of abilities was varied first of all by generating a very narrow and a very wide distribution (as compared to the ability
distribution). Both these distributions were equidistantly spaced and consisted of a single group of items centered around the mean ability. Secondly
we were interested to see how precision would be affected if there was a
gap in the coverage of the ability scale. Therefore we generated distributions
consisting of two separate groups of equidistantly spaced items. Again, a
narrow and a wide distribution were generated. Finally we were interested
to see how precision in the Rasch model would be affected if the items were
not equidistant. To this end we generated non-equidistantly spaced items
concentrated at the mean of the ability distribution and non-equidistantly
spaced items concentrated at the tails of the ability distribution. The six resulting distributions are displayed in the right panels of Figure 4.4. The coverage of the ability scale can be assessed by comparing the item distribution
to the curve in each panel, which represents the ability distribution of the
simulated subjects.
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Figure 4.4: The effect of error on measurement precision in the Rasch
model

The effect of error on measurement precision, in terms of RMSE is displayed for the Rasch model with
16 items, under varying amounts of error and item difficulty spacing. Higher item discrimination
indicates lower error. The different item difficulty distributions are shown in the right panels. A lower
RMSE value indicates higher measurement precision.

From the simulated data, the maximum a posteriori (MAP) estimate of
ability was computed3 . As before, the root mean square error (RMSE) was
calculated, this time of the estimated and original ability values. This indicates how well our ability estimates represent the original ability values. A
decrease in RMSE signals an improvement in precision. In Figure 4.4 the
mean RMSE of the 50 iterations is reported for each value of the discrimination and item difficulty distribution.
3

This estimate is relatively easy to compute because the difficulty parameters are known
from the simulation setup. That is, we did not need to fit the Rasch model using standard
estimation algorithms, which is problematic for data simulated with very high discrimination
parameters.
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From Figure 4.4 we can derive the following important results. First, in
the normal range of discrimination values (below 5), increasing the discriminatory value of items is obviously beneficial to measurement precision, since
the RMSE decreases. However, in some cases a further increase in discrimination results in an increase in RMSE (case 1: one narrow group; case 3: two
narrow groups; and to a much lesser extent case 5: centered). This means
that the removal of error until it is almost entirely absent leads to a decrease
in measurement precision. Just as in the previous simulation of pairwise
length measurement, precision is optimal when a certain amount of error is
present, not when error is absent. This allows us to conclude error can also
enhance measurement precision in this more realistic Rasch set-up. However, this effect only occurs under special circumstances, when the spread in
item difficulties is minimal (relative to the distribution of abilities) or contains gaps. The beneficial effect of error on precision disappears when items
are reasonably well spaced over the scale of the latent property.
These simulations have shown that in some cases error can improve precision. In the natural sciences this effect is well-known and sometimes even
actively employed to enhance measurement precision. The proposition that
a favorable effect of error on precision is paradoxical therefore cannot form
a general, conclusive argument against claims of interval level measurement
by the Rasch model. However, in the Rasch simulation we found that the
beneficial effect of error only appears under very select circumstances and
that precision can go both up or down as error increases. This brings attention to another problem with the proposition that error should not improve
precision. This problem concerns the focus on precision.
The assertion that we lose ‘precision’ by removing error from the Rasch
model is unhelpful to say the least. We in fact gain precision in the sense
that we are now able to observe order perfectly, without fault. If we interpret ‘precision’ as ‘the proximity between the observed and latent scores’
then precision is gained or lost, depending on the circumstances. Only if
we take ‘precision’ to mean ‘information concerning quantitative structure’,
is Michell’s assertion correct. Interpreted as such, we indeed lose precision,
but this is not an unfortunate side-effect of our noble effort to minimize error.
We have purposefully discarded useful information; a drop in measurement
level is therefore to be expected and can hardly be considered paradoxical.
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Discussion

In our analysis of the Guttman-Rasch paradox, and its use as an argument
against the interval level claim by advocates of the Rasch model, we have
shown three things. First, we focused on the measurement pretensions of
both models in general and the requirements for interval level measurement
in particular. We showed that the Guttman model fails these requirements
because it employs discrete probabilities where the Rasch model uses continuous probabilities. It is not the removal of error per se, but the transformation of the Rasch probabilities into discrete ones and zeros that prevents
us from accessing the quantitative structure that is present in the underlying
variable. The assertion that the removal of error from the Rasch model obviously presents an overly simplified picture of the relation between the two
models.
Second, to show that our focus on continuity indeed constitutes a meaningful distinction relevant to understanding the paradox, we investigated the
difference between the models in terms of error in more detail. The proposition that the Rasch model is equivalent to the Guttman model with the addition of error should also be considered too general a statement. Moving between the Guttman and Rasch model involves more than just the general addition or removal of error. Error can be added to the deterministic Guttman
model in many different ways, not all resulting in interval level measurement. Only the special type of error incorporated in the Rasch model, characterized by its continuous nature and relation to the latent variable, produces
this change in measurement level.
Third, the proposition that error cannot improve precision was shown to
be unfounded. There are indeed cases where error can enhance precision.
Using three simulations it was demonstrated how such a beneficial effect of
error can arise. Error can provide more information about the latent property when the expected number or size of errors is related to the size of intervals or values on the latent property. In such cases, removing error can
non-paradoxically have a negative effect on precision. This result was also
found for the Rasch model, but only when the items are spaced very awkwardly. When the items cover the entire range of the latent property with
no big gaps in between, removing error generally improves precision. Error and precision are sometimes monotonically related and sometimes not,
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depending on the circumstances. This has little to do with measurement
level however. Phrasing the Guttman-Rasch paradox in terms of precision
deflects our attention from the question that actually requires explanation,
namely why removal of error results in a drop in measurement level.
We have already seen that the removal, not of error in general, but of
continuity is the decisive factor here. We have also seen that error is not as
unlikely a candidate to provide information about the latent property as we
might have thought. By removing the particular type of error that is embedded in the Rasch model we are throwing away information about the latent
property, just as we lose information about the difference in lengths between
persons when we provide the nearsighted professor with her glasses. If a
person’s probability of an error is large, then we know that this person’s ability is very close to the item difficulty. By making the probability a discrete
0 or 1, we lose this information. A drop in measurement level due to active
dismissal of information, although seeming unusual if formulated in terms
of precision, is not paradoxical at all. The Guttman-Rasch paradox should
therefore be considered a chimera.
If one wishes to contest the claim of interval measurement by the Rasch
model, one needs to present an argument different from the Guttman-Rasch
paradox. One avenue is to object to the use of probabilities as objects of
measurement on the basis that additive conjoint measurement requires these
objects to be spatio-temporally located (Kyngdon, 2008a, 2008b; Borsboom &
Zand Scholten, 2008; Michell, 2008a). This objection does not bear directly on
the Guttman-Rasch paradox, since both models incorporate probabilities and
therefore sin equally against the assumptions of representational measurement theory. However we can see that it is quite a leap to view a probability
that can never be observed directly as a form of measurement on par with
say, the recording of a person’s length. However if we imagine repeatedly
administering the test and replacing the probability with a proportion, this
leap becomes less extreme. The proportions can now be observed and the
requirements placed upon them empirically tested. This does require either
a substantive assumption or the effort required to experimentally investigate
them. We agree with opponents of the claim of interval level measurement
by the Rasch model that such assumptions are made much too easily and
experimental testing is sorely lacking. We do believe however that this is a
problem that is in principle surmountable, it just has not been addressed yet.
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Another objection is that an ACM framework should apply to general
sets of objects, not a specific subset of items or persons. The introduction
of a new, inconsistent object could easily lead to rejection of the axioms
(Kyngdon, 2008a; Michell, 2008a). This argument is supported by the fact
that it is not always easy to fit a Rasch model to data. One can imagine that
it is tempting to discard items that do negatively affect model fit, even when
the substantive reasons for considering the item unidimensionally indicative
of the latent property remain unchanged. This goes against the foundations
of ACM, which require the specification of a well-defined, and in most cases,
infinite set of objects. We agree that claims of interval level measurement are
made far too easily for tests that consist of conveniently selected items. This
does not mean however that the Rasch model can never be associated with
interval level measurement.
To conclude our discussion of the paradox we return to the disappearing planets analogy. In this analogy, the observation of a planetary system,
or lack thereof, is compared to the assumption of an interval level, or lack
thereof, depending on the presence or absence of error. Similar to the focus
on error and precision, this analogy can be considered somewhat misleading. The astronomers suddenly stop observing a physical object when error
is removed from their measurement instrument. Psychometricians do not
suddenly stop observing qualitative relations because error was removed.
They are no longer able to detect the quantitative structure present in these
relations because they use a fundamentally different measurement procedure. The Rasch procedure requires the psychometrician to assume a latent
property and a specific functional relation between this property and the
probability of answering an item correctly. The claim of interval measurement applies to probabilities, which is still considered controversial by some
(Kyngdon, 2008a; Michell, 2008a).
If we make use of the Guttman model we do not have to consider probabilities or make strong assumptions. We do have to settle for a discrete measurement procedure however, which is intrinsically different from the Rasch
model. We also have to accept that we have to purposefully disregard information about the latent property that is contained within the measurement
error of the Rasch model. Psychometricians are therefore better compared to
astronomers who can all of a sudden no longer observe a planetary system,
not because the initial observation was due solely to error, but because they
had to change from using an infrared telescope to using binoculars. These as-
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tronomers would certainly not find the disappearance of the planets suspect
per se. And even if they did, it would be highly unlikely that they would
discard the infrared telescope, blaming it for seeing the planetary system in
the first place.

Chapter 5

How to Avoid Misinterpretation of Interaction
Effects

The only possible interpretation of any research
whatever in the ‘social sciences’ is: some do, some
don’t.
Ernest Rutherford

Abstract

Inferences about interactions can be invalid due to arbitrary choice of measurement scale. Such inferences are at risk when ordinal observations are assumed
to represent a quantitative underlying property that is related to the observed
values via a monotonically increasing function as in Item Response Theory.
With a simulation study, the risk of inferential error concerning interaction effects is investigated under conditions that are typical for experimental studies
in psychology. A standard ANOVA F-test shows inferential errors if the true
effect consists of two main effects, an order-independent, minimal or even a
partial interaction in some cases. However, inferential error only occurs when
test difficulty is ill-matched to the latent abilities in the sample and test discrimination is high. When true interactions are present, this result is more
pronounced when sample size is small. When true interactions are lacking,
this result is mitigated by larger sample size. Box-Cox transformed observed
scores show much less inferential error. Previous results are combined with
current results into a flowchart to provide an easy reference.
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Arbitrary Interactions

xperimental psychologists aim to draw general conclusions about psychological properties based on their particular research findings. For example, a higher mean IQ score for Asians, as compared to Caucasians, might
be used to conclude that Asians are more intelligent. However, experimental
researchers have to be very cautious when making an inference about an underlying psychological variable (intelligence) based on observed results (IQ
scores). There are many well-known methodological threats to the validity
of such conclusions. One threat that is rarely addressed, even though it can
have a serious effect on the substantive interpretation of research findings,
occurs when we employ a statistical test that is inappropriate with respect to
the measurement level of the dependent variable.

E

A statistical test is inappropriate if it makes use of either ordinal, interval or ratio level properties, while the observed data represent the underlying variable on a lower measurement level. Such a test can lead to different
conclusions, when performed on transformed scores that still correctly represent the underlying property. Tests of interaction effects, which are very
common in experimental studies in psychology, are especially vulnerable to
this threat.
We present a comprehensive simulation study, investigating important
factors that increase the risk of invalid inference concerning interaction effects. We focus on factors that are typical and therefore highly relevant for
experimental research. In doing so, we also provide a general reference for
applied and experimental researchers, allowing easy identification of factors
associated with higher risk for inferential error. Before we can identify these
factors, we will start by discussing what makes an inference invalid in the
first place1 .

5.1.1

Legitimate Inference

Consider a factitious study into the effect of alcohol on spatial ability. Suppose we compared the number of errors men and women make on a spatial
ability test. In the experimental condition, the participant is asked to drink
1
The next three sections treat the concept of admissible statistics similarly to previous
chapters and may therefore be skipped if the reader so wishes.
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a glass of lemonade beforehand, supposedly to assess the effect of sugar intake on performance. In the experimental condition alcohol is added to the
lemonade, the taste of which is concealed using mint oil. The mean number of errors for men and women in the control and experimental condition
are presented in Table 5.1a. These results show an interaction effect: women
make more errors than men, and they both make more errors in the alcohol
condition, but this effect is stronger for women.
In a strict sense, these scores are only ordinal representations of spatial
ability. Therefore nothing prohibits us from transforming the scores according to any monotonically non-decreasing function (Stevens, 1946). Table 5.1b
shows the means obtained by taking the square root of the scores. These
scores represent the ordering of the participants just as well as the original scores. Unlike the original means, however, the transformed means no
longer show an interaction. The detrimental effect of alcohol is now the same
for men and women. The inference that we draw about the effect of alcohol on spatial ability, depends on an arbitrary choice of measurement scale.
Clearly such ambiguity is undesirable.
If we want to ensure our inferences accurately represent the true effects
on the underlying property, we need to select a statistical test that produces
consistent results under all permissible transformations of the dependent
variable. For ordinal scores this means using only nonparametric statistics.
This prescribed restriction of the choice of tests was introduced as the theory
of admissible statistics (Stevens, 1946), later reformulated into the concept of
meaningfulness (Roberts, 1979; Marcus-Roberts & Roberts, 1987) and legitimate inference (Michell, 1986)2 .
Although the need for legitimate statistics has been the subject of much
debate (Lord, 1953; Gaito, 1980; Townsend & Ashby, 1984; Zand Scholten &
Borsboom, 2009), many basic data analysis textbooks assert the need to take
measurement level into account when choosing a statistical test (Winer, 1971;
Shaughnessy, Zechmeister, & Zechmeister, 2000; Breakwell, Hammond, &
Fife-Schaw, 2003). At the same time, these textbooks also state that the use
of inadmissible tests is often justified, since many variables can be assumed
to be ‘more than ordinal’. Statistical tests that are formally inadmissible are
therefore performed with great regularity.
2
These last two conceptualizations emphasize that not the test statistic itself, but rather the
truth value of the conclusion based on the statistic needs to remain invariant.
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Table 5.1: Mean number of errors for an imaginary alcohol study
(a) Untransformed means

(b) Transformed means

Condition

Condition

Men

1

4

Women

4

9

Lemonade

Alcohol

Men

1

2

Women

2

3

10

Alcohol

10

Lemonade

8

Gender

4

6

female
male

0

0

2

4

6

Performance

female
male

2

Performance

8

Gender

Lemonade

Alcohol

Lemonade

Condition

5.1.2

Alcohol

Condition

Measurement Level of Observed Scores

The assumption of ‘more than ordinal’ or interval level measurement is often made for ability and performance tests that consist of ‘number correct
scores’. Strictly speaking however, such scores are almost always ordinal.
We cannot ascertain, for example, whether the difference between an IQ of
100 and 110 constitutes the same increase in intelligence as a difference between 120 and 130. Similarly, it is appealing to conclude that for a cognitive ability test, Jill, who takes 200 milliseconds to solve a simple arithmetic
problem, is twice as fast as Jack, who takes 400 milliseconds. Although this
statement holds true for the observed ratio-variable ‘reaction time’, this does
not imply that Jill’s arithmetic ability, that underlies her observed scores, is
also twice as great as Jack’s.
To make such statements, one is required to show that arithmetic ability or intelligence has quantitative structure by somehow ‘adding’ the in-
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telligence of any two people and showing that their combined intelligence
can be compared consistently to the combined intelligence of any other two
people (Krantz et al., 1971). Of course the concatenation does not have to
be direct, or even additive. Few psychological properties lend themselves
to direct or indirect forms of concatenation however, which leaves us with
at most an ordinal level of measurement in many situations3 . Without further qualification this means almost all inferences in experimental psychology based on parametric tests, including inferences about interactions based
on ANOVA, would have to be considered questionable. Fortunately this conclusion is premature.

5.1.3

Linearity and Inadmissible Tests

For many questionnaires and tests, the advice to treat ordinal scores as interval level scores, and to perform strictly inadmissible tests, is sound. If the
relation between the ordinal observed scores and the underlying latent interval variable is linear, the observed scores will produce differences in group
means that closely represent the true effects on the latent property (all else
being equal)4 . It is generally assumed that tests of sufficient length, consisting of Likert-scale items with around five to seven response categories will
result in a near-to linear relation between latent and observed scores (Dolan,
1994). For a specific subset of tests however, it is not feasible to assume a
linear relation between observed scores and the latent property. In IRT it is
assumed that for dichotomous items, the relation between the latent variable and the probability of answering an item correctly is best described by a
logistic-type function. For the total test score this leads to a nonlinear relation
between the observed and latent level.
3

A noted exception to this rule, at least according to some (Embretson & Reise, 2000; Bond
& Fox, 2007), is provided by the Rasch model. This Item Response Theory (IRT) model can
be viewed as a form of additive conjoint measurement. This involves the concatenation of
items and persons resulting in pairings that correspond to the probability for a person to get
the item right. If these pairings can be shown to adhere to a set of axioms (Luce & Tukey,
1964) then interval measurement is said to be achieved. (See Kyngdon, 2008a, Borsboom &
Zand Scholten, 2008 and Michell, 2008a, for a discussion concerning this claim.)
4
It is important to note that the assumption of a linear relation between latent and observed scores presupposes that the underlying property has quantitative structure. This assumption is almost never plausibly supported, empirically or otherwise. See Michell for a
detailed discussion on this topic (Michell, 1997).
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Observed

Observed

2

2

Figure 5.1: Inferential errors due to nonlinear transformation concerning unequally shaped sample distributions (left) and an interaction
(right). Annotated using the alcohol example for illustrative purposes (L = Lemonade condition, A = Alcohol condition)
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Figure 5.1a illustrates how such a nonlinear relation can lead to an inferential error. The right tail of the latent distribution with the lower mean
lies above the right tail of the latent distribution with the higher latent mean.
It is possible to find an order-preserving function that will award so much
weight to that part of the scale where the first tail exceeds the second, that
the first mean is raised disproportionally, and will exceed the transformed
second mean. Based on observed scores, we might, for example, infer that
Caucasians are more intelligent than Asians. Yet, with direct access to the
latent level, we would have drawn the opposite conclusion.

5.1.4

Interpretability of Interactions under Non-Linearity

We now come to the interaction effect, which from this point, will be the
focus of our attention. For an inferential error to occur that involves reversal of group means, the latent ability distributions of the groups have to be
shaped differently. The interaction effect does not require this to result in
illegitimate inference, and is therefore even more vulnerable to inferential
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errors. Figure 5.1b illustrates how an interaction effect can be susceptible to
inferential error. Two main effects on the latent variable (parallel lines) are
transformed by a logistic function that stretches the lower end of the scale,
thereby disproportionally lowering the bottom mean and creating an interaction (non-parallel lines).
If it is plausible to assume that the observed scores are linearly related
to the underlying variable, we have little reason for concern. But what if
we assume a nonlinear relation? Does this mean all interactions should then
be considered uninterpretable? Fortunately, such a drastic conclusion is not
necessary. Interactions come in many shapes and sizes, not all of which are
equally vulnerable to invalid inference. Assuming all four group means differ, the means can be ordered in 24 different ways. These 24 permutations
can be categorized into three classes of effects: crossing interactions, partial
interactions and order-independent (main or interaction) effects. When certain group means are equal, additional types of main effects and interactions
occur (see Appendix C).
Figure 5.2 displays these effects, annotated in line with the alcohol example to facilitate interpretation. The crossing interaction entails a reversal of
the group means between levels of one factor on the other factor (i.e., when
sex is plotted on the x-axis the lines still cross). The partial interaction is
so named because the group means only reverse for one factor (i.e., when
sex is plotted on the x-axis the lines will diverge up and down). The order
independent interaction and double main effect are both characterized by
the irrelevance of the ordering of the non-extreme means (men in the alcohol condition and women in the lemonade condition). These means can be
reversed without affecting the substantial interpretation of the effect. The
minimal interaction is named for the minimal requirement needed to create
it, namely the deviation of only one group mean.
If nothing is known about the form of the functional relation between
latent and observed scores, except that it is nonlinear and nondecreasing,
then crossing, partial and minimal interactions will always remain consistent (Loftus, 1978). For these types of interactions, the effect is entirely determined by the ordering of the group means. Uneven stretching of the scale
will affect the size of the group differences, but not the substantive interpretation of the effect. The absence of an interaction in combination with exactly
one main effect is also unambiguous, as is the total absence of any effect (i.e.,
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Figure 5.2: Four additive and multiplicative types of effects, categorized
according to group order restraints. Annotated using the alcohol example for illustrative purposes
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1
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when all group means are equal). However, effects consisting either of an
order-independent interaction, or two main effects with no interaction, are
inherently at risk for invalid inference. These types of effects can be transformed into each other by nonlinear stretching or condensing of the scale.
It must be noted however, that Loftus (1978) considered the effect of nonlinear transformation on the exact value of the latent mean. He thereby ignored distortion due to unequally shaped sample distributions, a type of
inferential error that was illustrated in Figure 5.1a. The effect of sampling
error was also disregarded. Due to sampling error, we may find latent group
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means that differ from the latent means in the population. This can become
a problem when hypothesized effects consist of two or more equal population means. Two values that are equal will remain equal after any one-to-one
transformation. However, small differences between group means due to
sampling error can be exacerbated by nonlinear transformation, thereby resulting in large differences in observed group means. To our knowledge this
problem has not been addressed in the literature so far.
In contrast, the detrimental effect of unequally shaped sample distributions has received much more attention. In the simple two-group comparison or one-way ANOVA case, inference is disambiguated if the groups
are normally distributed with homogeneous variances (Davison & Sharma,
1988). Such a restriction preempts the type of invalid inference in Figure 5.1a.
However, this approach does not work in factorial ANOVA designs with
two or more factors (Davison & Sharma, 1990). Combining the results from
Loftus (1978) and Davison and Sharma (1990), we see that the assumptions of
normality and homogeneity unfortunately fail to provide a way to exclude
inferential error concerning order-independent main or interaction effects.
Also, the extent of the detrimental effect of sampling error on effects that
incorporate equal means, remains unclear.

5.1.5

Interactions under Specific Non-Linear Assumptions

Besides type of interaction and distributional shape, another factor to consider is the exact form of the relation between the latent and observed variables. When this relation is specified, it is possible to investigate the effect of
other research designs and test characteristics on the validity of inferences.
Embretson (1996) and Kang and Waller (2005) simulated latent and observed
scores using the Rasch model and a two-parameter IRT model, respectively.
The impact of main and interaction effect size, item difficulty, item discrimination and test length on the detection of interaction effects was investigated.
Inferential errors were found only when the test was too easy or difficult for
the simulated sample of persons. This result was more pronounced when
test length and effect sizes were greater and the test consisted of highly discriminating items, i.e., items that differentiate well between values of the
latent ability.
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These results make sense when we consider the functional form of the
relation between scores on, for example, an inappropriately difficult test and
the latent variable. Over the range of the group means, the function will
increase slowly for the lowest means, but faster for the higher means (see
Figure 5.3 for examples). The means are located where the function is ‘least
linear’ and therefore unequal stretching or condensing of the means is likely,
with a higher risk of distorting effects. The longer a test, the more consistent
the item responses will be, resulting in an even stronger floor or ceiling effect. The higher the item discrimination, the steeper the slope of the curve,
resulting in more sudden and extreme differential stretching and condensing
of the scale. The IRT perspective thus allows us to identify when and why
the relationship between the latent and observed level is more nonlinear and
therefore at risk of producing invalid inferences.
In addition to identifying parameters associated with inferential error,
IRT can also help us to avoid inferential error altogether, at least according to
Embretson (1996) and Kang and Waller (2005). They advocate the use of IRT
modeling to obtain latent ability estimates. These estimates can be analyzed
in place of the observed sum scores. Although such advice seems sound in
their setting (moderated multiple regression with large sample size), this avenue is often closed to experimental researchers. In many cases the sample
size in experimental studies is too small to fit an IRT model. Even if estimates can be obtained, the model still has to show adequate fit. Obviously,
latent ability estimates are not going to provide a one-stop, fix-all solution
to our inferential problems. More insight is needed into the risk of inferential error under circumstances that are typical for experimental studies.
Also, a method to mitigate inferential error when these risk factors cannot be
avoided would form a welcome addition to our statistical toolkit.

5.1.6

Identifying and Avoiding Inferential Errors

By considering a specific non-linear relation, we have further reduced the set
of inferentially ambiguous interactions: order-independent effects, and possibly minimal interactions (due to sampling error) are at risk for inferential
error, but only when the test is mismatched to the abilities of the persons in
the sample. Of course this reduction comes at a cost. We have introduced
several assumptions in the process, namely that a latent variable exists, that
it has quantitative structure and that this structure is represented by the ob-
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Figure 5.3: Item difficulties and test response curve associated with the
four item difficulty distributions for low and high discrimination.
Item difficulties (β’s) are displayed as dots on the x-axis. Group
means for the additive order-independent effect are included for illustrative purposes (F = Female, M = Male, L = Lemonade, A = Alcohol)
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served scores via a fairly specific logistic-type function. Given these assumptions, is there a way to avoid inferential error altogether? The simplest way
is to limit our use of measurement instruments to tests of appropriate difficulty and length, consisting of moderately discriminating items. Unfortunately this approach is not always feasible. Even if psychometrically sound
tests are available, in many cases it is impossible to use these tests due to the
nature of the research subject.
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For example, tests used to diagnose psychopathological disorders like
depression or schizophrenia need to discriminate well at the high end of the
scale to identify people at risk for suicide or sudden aggressive behavior.
Such tests will be inappropriately ‘difficult’ for most of the sample. Another
example of a test that is inappropriate by design, occurs when a teaching
method is so effective that it renders the test too easy for the participants
in the experimental condition while remaining appropriate for those in the
control condition. The use of inappropriately difficult tests can also be unavoidable for more substantive reasons, as in the context of stereotype threat,
for example. Stereotype threat occurs when the performance of a stereotyped
group is lowered compared to the performance of a non-stereotyped group,
due to activation of the stereotype (Steele & Aronson, 1995). The detrimental
effect of the threatening stereotype on performance of the stereotypes group
only occurs when the possibility of confirming the stereotype is real. For this
possibility to be perceived, the test has to be sufficiently difficult (O’Brien &
Crandall, 2003).
Given that mismatched tests cannot always be avoided, and IRT modeling is rarely a viable option in experimental settings, alternative methods
are needed to signal and possibly mitigate an elevated risk of inferential
error. With the focus on latent ability estimates, the previous IRT studies
(Embretson, 1996; Kang & Waller, 2005) put less emphasis on results pertaining to the distributional properties of the observed scores. Inferential error
was found when the test was mismatched and highly discriminating, which
entails that the lowest scoring groups on a difficult test (highest for an easy
test) will show a floor (ceiling) effect. The scores in these extreme groups will
be more heavily skewed and will show less variability. Group differences in
descriptive statistics could signal high-risk situations. With standard tests
of normality and homogeneity of variances already in place, the required
additional effort is minimal.
We therefore conducted a simulation of a typical two-by-two factorial design study. The first aim was to confirm that mismatched item difficulty and
high item discrimination would result in inferential errors in a typical smallsample, fixed-effects study. The second aim was to assess the impact of sampling error. Therefore, all effects presented in Figure 5.2, including the minimal interaction, were considered. Third, inferential error was assessed for
different sample sizes. Since sample size relates directly to statistical power
and generalizability, an effect on inferential error is to be expected. Apart
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from identifying general factors associated with inferential error, a normalizing transformation was performed in the hope of suppressing inferential
error.

5.1.7

Simulation Study

The aim was to investigate the risk of inferential errors for different types of
interaction effects under conditions typical for experimental studies. A twoby-two fixed effects design was chosen. The effects generated on the latent
variable are the crossing, partial, minimal and order-independent interaction
and corresponding main effects depicted in Figure 5.2. Latent ability values
were transformed into observed scores using the two-parameter IRT model.
A test of moderate length was simulated. Sample size, item difficulty and
discrimination were varied systematically.
To investigate whether increasing sample size would decrease the risk
of inferential error, we compared a typically small sample size with a larger
sample size. Test difficulty was manipulated to produce items that varied
in how well they matched latent abilities and to what extent they covered
the range of abilities. Discrimination was manipulated to be high or low. To
see how changes in sample size, difficulty and discrimination affect inferential validity, data were simulated repeatedly for each combination of factors.
ANOVAs were performed on the latent scores and the observed scores. The
number of significant interactions on the latent and observed level were compared. Also, several descriptive statistics and a normalizing transformation
of the observed scores were considered. Deviations from normality signaled
by descriptive statistics and tests could indicate that the risk of inferential
error is elevated. A normalizing transformation could help to counter the
distortion caused by the nonlinear transformation from latent to observed
scores. The exact simulation setup is discussed in more detail below.
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Method
Generating latent and observed scores

We simulated an experimental study with two independent factors F1 and
F2 , each with two levels, and one dependent response variable. The simulation consisted of two steps. First, latent ability values were generated
according to the model θ = t + w1 · F1 + w2 · F2 + w12 · F1 · F2 , where t
was randomly sampled from a standard normal distribution. Factors F1 and
F2 indicate assignment to one of two levels (contrast coded -1 or 1) on each
factor, and w1 , w2 and w12 indicate the weights used to determine main and
interaction effects on the latent level. Sample size was set at 120 or 360, resulting in group sizes of 30 or 90 respectively. The first choice reflects sample
sizes that are generally found in experimental research.
Second, latent scores were transformed into sum scores. Item responses
were generated according to the two parameter logistic model:
pij (+) =

exp(α(θj − βi ))
1 + exp(α(θj − βi ))

Where pij (+) indicates the probability of answering item i correctly for person j. θj denotes the latent ability of person j, simulated in step one. βi
denotes the item difficulty and α the item discrimination of item i. Although
item discrimination was the same for all items in a particular simulated test,
discrimination was treated as a factor in the simulation study and was set to
either a high or low value. The probability pij (+) was then recoded into a binary score of 0 or 1, by drawing from a Bernoulli distribution with probability pij (+). Finally the item responses were added for each person, resulting
in sum scores.

5.2.2

Spurious and overlooked interactions

Latent abilities were simulated under either an additive model or a multiplicative model. In the additive model the interaction term was taken out of
the model by setting the weight w12 to zero. Except for sampling error, latent
abilities will display no interaction under this model. We therefore expected
to find very few significant interactions on the corresponding simulated sum
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scores (low Type I error rate). Any significant interaction will therefore be
designated a spurious interaction. Under the multiplicative model, latent
abilities were generated with a non-zero weight w12 . Barring sampling error,
latent abilities generated under this model will show interactions and therefore we expected a high number of significant interactions on the simulated
sum scores (low Type II error rate, high power). A non-significant interaction effect found under the multiplicative model will be termed an overlooked
interaction.

5.2.3

Types of simulated latent effects

The effects displayed in Figure 5.2 were simulated by choosing different
combinations of weights w1 , w2 and w12 . The weights (0.0, 0.0, 0.5) results
in no main effects under the additive model and a fully crossing interaction
under the multiplicative model. The weights (0.0, −0.5, 0.3) result in one
moderate main effect, and a partial interaction under the additive and multiplicative model, respectively. The weights (0.3, −0.3, 0.3) result in two small
main effects under the additive model, and in a minimal interaction under
the multiplicative model. Finally we included the weights (0.5, −0.5, 0.3),
that result in two moderate main effects under the additive model, and an
order-independent interaction under the multiplicative model.

5.2.4

Test characteristics

The test consisted of 36 items to simulate a test of moderate length, thereby
approximating the short to moderate test length typically used in experimental studies. Item response probabilities were generated using four differently
grouped sets of item difficulties. In the first three cases, the item difficulties were all equally spaced, either between -2.5 and 2.5 (‘matched wide’),
between -1 and 4 (‘mismatched wide’), or between 0.875 and 1.625 (‘mismatched narrow’). Finally, the spacing between the item difficulties was varied by polarizing at the extreme of 2.5 and moving in increasing steps, using
a power function, towards the extreme of -2.5 (‘polarized’). This item distribution was included to simulate tests that are heavily targeted at extreme
values at one end of scale, but that do include a few items that cover the rest
of the scale to allow for some response variation.
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Item discrimination was either low (α = 1) or high (α = 4). Figure 5.3 displays the test response curve that relates the latent ability to the sum scores
and the item difficulty values for the four different sets of difficulties and
low and high discrimination. Higher item discrimination corresponds to a
steeper test response curve and concentration of item difficulties result in
more changes in slope. These changes in slope will be smoothed by low
discrimination, resulting in a more linear curve.

5.2.5

Descriptive statistics and tests

Altogether this study consisted of 128 levels: 2 (additive / multiplicative
model) × 4 (choice of weights resulting in main / interaction effects) × 4
(item difficulty sets) × 2 (item discrimination) × 2 (sample size). For each
combination of levels the simulation was repeated a 1000 times. For each
of these simulation runs, an ANOVA was performed on the latent and ‘observed’ scores, employing a significance level of 0.05. Pearson χ2 -tests were
performed to see if the number of spurious and overlooked interactions exceeded the number of significant results expected due to chance. These tests
are not to be confused with the standard χ2 -test of independence. Using the
Bonferroni correction, a significance level of 0.001 was adopted, due to the
large number of iterations and the considerable number of statistical tests.
Shapiro-Wilks’ test of normality and Levene’s test of homogeneity of
variances were performed on the observed and latent scores. Skewness and
kurtosis coefficients were also considered. We expected non-normality and
heterogeneity of variances, especially in the groups with the lowest means.
For these groups the latent scores will be transformed according to the least
linear part of the function that relates the latent and observed level resulting
in unequal stretching of the scale and a change in sample distribution. In
such cases a normalizing transformation could provide a good way to approximate the latent scores without modeling. A byproduct of an attempt
to restore the sample distribution to its (assumed) original shape is that unequally stretched parts of the scale are in effect condensed again. Sum scores
were therefore transformed according to a Box-Cox transformation. All descriptive statistics and analyses that were performed using the original scores
were also performed using the Box-Cox transformed scores.
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Results
Main Effects Generated by the Additive Model

The primary results of the simulation, generated under the additive model,
are presented in Table 5.2. Results generated using small and large sample
sizes (N=120, 360) are presented in the same table. The number of significant
interactions, obtained from a standard ANOVA performed on the simulated
observed scores, is cross-tabulated for all combinations of item difficulties
and item discriminations. Under the additive model, a significant interaction
(i.e., a Type I error) is expected in 50 out of a 1000 iterations. The Pearson χ2 test statistics5 and p-values are also provided in Table 5.2. As witnessed by
the non-significant χ2 tests, the number of significant interactions did not
differ from the expected count of 50 when no main effects or only one main
effect were present. The most extreme deviation constitutes an increase in
Type I error of less than 1%. Even when discrimination is high and when the
item difficulties are ill-matched to the sample, the conclusion concerning the
group means is unaffected by the nonlinear relation with the latent ability.
The situation is different when there are two main effects. Only when the
test matches the sample and item difficulties cover the entire ability range,
does Type I error rate stay in check. For all three inappropriately targeted
tests, increased discrimination leads to more Type I errors. As the test becomes more inappropriate, Type I error rate goes up, in some cases quite
drastically. For the least appropriate test (unmatched narrow), Type I error rate increases to 44%, and even to 90% for small and large sample size
respectively, when effect sizes are moderate and discrimination is high. The
polarized test, which covers the entire range of abilities, albeit very unevenly,
shows less dramatic but similarly inflated Type I error rates. Inferential error
clearly forms a substantial problem when the true effect consists of two main
effects, the test is ill-matched to the sample and items are high in discrimination. Increased sample size only aggravates the situation. The χ2 -test is
significant in all these cases.

5

The χ2 was calculated using both the number of significant and non-significant interactions (1000 - #(significant interactions)). Due to limited space, only the number of significant
interactions is displayed.
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Table 5.2: Number of significant interaction effects (Type I errors) under
the additive model with N=120, 360; The expected count is 50
no effects

2 small effects

2 mod. effects

discrimination

discrimination discrimination

discrimination

difficulties

low

high

low

high

low

high

matched wide

46

55

45

56

53

45

43

55

N = 120

1 main effect

high low

unmatched wide

55

50

48

45

43

45

72

78

unmatched narrow

59

57

50

53

59

110

120

443

polarized

43

52

56

36

68

68

96

178

χ2 (7)

5.24

6.97

93.41

3772.44

p-value

0.630

0.432

< 0.0001

< 0.0001

1 main effect

2 small effects

2 mod. effects

discrimination

discrimination discrimination

discrimination

no effects
N = 360
difficulties

low

high

low

high

low

high

matched wide

49

49

49

high low
52

44

51

47

40

unmatched wide

51

47

48

51

50

61

101

142

unmatched narrow

44

50

52

49

82

247

266

900

polarized

55

51

49

42

94

122

258

510

χ (7)

1.56

1.68

991.81

21793.56

p-value

0.980

0.975

< 0.0001

< 0.0001

2

5.3.2

Interaction Effects Generated by the Multiplicative Model

For latent abilities generated under the multiplicative model, the number of
significant interaction effects corresponds to the power of the statistical test,
and is expected to be high. Power is influenced by significance level, sample
size, and effect size. Since these last two vary between conditions, the number of significant interactions on the appropriate test (matched wide) was
used, averaged for low and high discrimination. This provided a more reasonable expected count. The results for the multiplicative model, including
the expected counts and test results6 , are displayed in Table 5.3.
6

In several cases the expected count for non-significant interactions (not displayed in Table 5.3) was zero. In these cases the expected count was changed to 0.1. Another problem
was the occurrence of empty or very low cell counts for the non-significant columns. In these

91

5.3. Results

Table 5.3: Number of significant interaction effects (power) under the
multiplicative model with N=120, 360
crossing

partial

minimal

orderind

discrimination discrimination discrimination

discrimination

difficulties

low

high low

high

low

high

matched wide

999

1000 831

894

845

891

808

871

N = 120

high low

unmatched wide

996

1000 825

874

793

819

642

696

unmatched narrow

997

983 801

659

727

397

564

85

polarized

998

749

667

557

470

993 793

361

expected count

-

862

868

840

χ2 (7)

-

554.47

3385.77

7994.55

0.010

< 0.0001

< 0.0001

< 0.0001

partial

minimal

orderind

p-value

crossing
N = 360

discrimination

discrimination discrimination

difficulties

low

high

low

matched wide

1000

1000

1000

high

discrimination

low

high

low

high

1000 1000

999

999

999

unmatched wide

1000

1000

998

1000

996

998

983

993

unmatched narrow

1000

1000

1000

986

993

851

947

167

polarized

1000

1000

995

995

989

942

897

expected count
χ2 (7)
p-value

-

-

686

-

999

-

-

-

804397.40

1.000

0.005

< 0.0001

< 0.0001

For the crossing interaction, power is extremely high and unaffected by
inappropriately targeted, or highly discriminating tests. However, when
sample size is small, the other effects all seem to suffer from a decrease in
power when the test is more inappropriate and discriminating. Even the partial interaction shows a drop in power. When the test consists of unmatched
and narrowly grouped items that are highly discriminating, the power to
detect an interaction drops to 0.085. This means 915 out of 1000 interactions
cases Fisher’s exact test was performed to obtain p-values. Test statistics are not provided
if this test was performed. Fisher’s exact test does not compare observed scores to a specific expected count, but takes the expected count from the marginal as a standard χ2 -test of
independence.
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were overlooked. This unsettling result is less pronounced in the large sample. For the partial interaction the decrease in power is no longer significant.
Of course, this is not unexpected, since an increased sample size improves
power. Although the detrimental effect is smaller in the minimal and partial interaction, these findings are nonetheless interesting, since according to
Loftus (1978), these types of interactions should be robust against nonlinear
monotonic transformation of the scale.
To give an idea of what the observed effects actually look like, the observed means were averaged over iterations and plotted in Figure 5.4. The
small and moderate main effects and the order-independent interaction plotted for the observed means obviously look different compared to the effects
plotted for the latent means in Figure 5.2.
Figure 5.4: Mean observed effects for unmatched narrow test with high
discrimination and sample size 120. Annotated using the alcohol example for illustrative purposes
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Distributional Shape of Observed and Box-Cox Transformed
Scores

It seems highly likely that inferential error is indicated by non-normal or
non-symmetric sample distributions. Therefore the assumptions of normality and homogeneity of variances were tested for all combinations of effect
type, sample size, discrimination and difficulty. Skewness and kurtosis coefficients were also calculated. Tests and coefficients were determined for both
the original observed scores and the Box-Cox transformed observed scores.
Figure 5.5 shows the number of significant Shapiro-Wilks and Levene’s tests
and the mean skewness and kurtosis. The results based on the latent abilities are provided as a base rate. Since the same pattern emerged for different types of effects and sample sizes, the results were collapsed over these
factors. Unfortunately this means that tests of normality and homogeneity
of variances cannot be used to distinguish between situations that are more
at risk for inferential error (e.g. between small and moderate main effects).
However, violation of these tests is associated with inappropriate tests in
general.
It is interesting to note that virtually all inferential errors could be avoided
by considering uninterpretable those effects that coincided with violation of
normality or homogeneity of variances. Of course this leads one to err on
the side of caution by also discarding a large proportion of valid inferences.
Inferential error and violation of normality and homogeneity are not perfectly correlated however. Data are not provided due to limited space, but
an informal inspection of the simulated data showed that inferential errors
can be associated with samples that do not violate assumptions of normality
and homogeneity, but only if the mismatch between items and abilities is less
extreme.
As for skewness and kurtosis, the sum scores were skewed to the left
with a longer right tail in all cases, but extremely so and moreover highly
peaked (leptokurtotic) when discrimination was high and test difficulty was
unmatched and narrowly targeted or polarized. As expected, the Box-Cox
transformed sum scores show much lower rejection of normality and heterogeneity of variance assumptions and much less extreme skewness and
kurtosis.
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Figure 5.5: Rejection rate for Shapiro-Wilks and Levene’s test and standard Skewness and Kurtosis coefficients for sum scores, Box-Cox
sum scores and latent scores
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Box-Cox Transformed Scores and Group Differences in Reliability

A final goal of this study was to see whether a normalizing transformation
could be used to approximate the latent scores and minimize inferential error. Therefore ANOVAs were also performed on the Box-Cox transformed
scores. Tables 5.4 and 5.5 show the main results for the Box-Cox transformed sum scores when true effects were generated using the additive and
multiplicative model respectively. The results show the elevated risk of inferential error for tests that are ill-targeted, provide poor scale coverage, and

95

5.3. Results

discriminate strongly, can be ameliorated by using the Box-Cox transformation. The Box-Cox transformed scores still show inferential error when there
are two moderate main effects, or a partial, minimal or order-independent
interaction. However, the number of inferential errors is roughly cut in half
compared to those made using the original, untransformed sum scores. Pearson’s χ2 -tests were performed on the Box-Cox transformed scores, with results similar to those based on the original scores, although less extreme. Differences in significance as compared to results found on the untransformed
scores were found on the single main effect and the minimal interaction. For
these effects the number of inferential errors was no longer significantly different from the expected count.

Table 5.4: Number of significant interaction effects (Type I errors) under
the additive model for Box-Cox transformed scores with N=120, 360;
The expected count is 50
no effects
N = 120

1 main effect

2 small effects

2 mod. effects

discrimination

discrimination discrimination

discrimination

difficulties

low

high

low

high

low

high

matched wide

47

56

42

high low
56

54

46

41

49

unmatched wide

60

44

50

52

46

41

51

44

unmatched narrow

57

41

52

53

43

70

53

188

polarized

35

45

55

31

48

52

36

43

χ (7)

11.81

10.59

12.34

408.78

p-value

0.107

0.158

0.090

< 0.0001

1 main effect

2 small effects

2 mod. effects

discrimination

discrimination discrimination

discrimination

difficulties

low

high

low

high

low

high

matched wide

50

49

50

51

46

49

40

40

unmatched wide

54

51

52

49

36

45

53

84

2

no effects
N = 360

high low

unmatched narrow

45

52

52

53

43

111

52

464

polarized

51

53

45

46

55

52

80

111

χ (7)

1.20

1.26

84.99

3734.44

p-value

0.991

0.989

< 0.0001

< 0.0001

2
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Table 5.5: Number of significant interaction effects (power) under the
multiplicative model for Box-Cox transformed scores with N=120,
360
crossing

partial

minimal

orderind

discrimination discrimination discrimination

discrimination

difficulties

low

high low

high

low

high

matched wide

999

1000 825

896

848

899

806

883

unmatched wide

998

1000 826

864

838

885

768

914

N = 120

high low

unmatched narrow

999

996 807

778

824

649

767

327

polarized

997

1000 800

836

759

782

685

730

expected count

-

860

874

844

χ2 (7)

-

144.53

704.04

2469.44

0.429

< 0.0001

< 0.0001

< 0.0001

partial

minimal

orderind

p-value

crossing
N = 360

discrimination

discrimination discrimination

difficulties

low

high

low

matched wide

1000

1000

1000

unmatched wide

1000

1000

998

high

discrimination

low

high

low

high

1000 1000

999

1000

999

1000

998

1000

995

1000

unmatched narrow

1000

1000

999

996

998

988

997

751

polarized

1000

1000

996

1000

997

999

982

990

expected count

-

-

-

-

χ2 (-)

-

-

-

-

1.000

0.315

0.118

< 0.0001

p-value

5.4

Assessing Risk

Results from previous studies by Dolan (1994), Loftus (1978), Davison and
Sharma (1990), Embretson (1996) and Kang and Waller (2005) can be combined with current results to better identify potential high risk research settings for typical experimental studies. The flowchart displayed in Figure 5.6
provides a decision tree that addresses the most important factors in an efficient order. Assuming the dependent variable is measured with a questionnaire or test, the first consideration is the number of response categories.
When items are polytomous, with five to seven or more response categories,
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Figure 5.6: Identification of risk factors for inferential error, assuming a
quantitative latent variable and a logistic link-function
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the relation between latent and observed scores is assumed to approximate
a linear function and risk of inferential error is low7 . For three or four categories the situation is less clear, but when items are binary, an elevated risk
of inferential error is a real possibility. However, if we can assume the relation between latent and observed scores is accurately described by a Rasch
or two-parameter IRT model, a further assessment can be made.
If such an assumption is reasonable, the next consideration is whether the
test is appropriate for the sample. If items are well matched to the sample,
7
Even if we assume the probabilities of choosing each response category are accurately
described by logistic functions as in the IRT Graded Response Model, the aggregate test response curve will be close to linear. Preliminary findings show this is also true for items that
have three to five response categories (Zand Scholten & Borsboom, 2010b). The situation for
three to five response categories has not been assessed for other types of models or functions
however.
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risk of inferential error is low. However, when the items are very difficult
or very easy and provide poor coverage of the ability scale, inferential error could occur (Kang & Waller, 2005). If this is the case, the next step is
to consider the type of effect, since not all effects are equally vulnerable to
inferential error.
If the group means show no effects, one main effect or a crossing interaction, risk of inferential error is low. In contrast, if the group means show
an order-independent interaction or two main effects, caution is warranted
(Loftus, 1978). Due to the combined effect of nonlinear transformation and
sampling error, the same applies to partial and minimal interactions, albeit
to a lesser extent. Fortunately, when tests show that normality and homogeneity of variances can be accepted, risk of inferential error is only slightly
elevated. However, when normality or homogeneity have to be rejected, this
could be due to a distorting effect of the nonlinear relation. Scores can be
transformed to normalize the data, by using a procedure such as the BoxCox transformation.
When results from an analysis based on Box-Cox transformed scores oppose those based on the original scores, the transformed scores can be used
as an approximation of the latent ability values, similar to latent ability estimates obtained from IRT modeling. When results concur with those based
on the original scores, we have to accept that the risk of inferential error is
still present, although its magnitude is hard to assess. Some factors that can
be considered are effect size, test length, item discrimination and sample size.
Effect size and test length increase the risk of inferential error as they grow
larger. For sample size, the same applies if the true effect is additive, but if
a true interaction is present, a larger sample size is beneficial and decreases
the risk of inferential error. Of course, in practice, the true effect is unknown,
so that the impact of sample size is hard to determine. An effect that is more
readily interpretable is the effect of item discrimination. For almost all effects low item discrimination can greatly ameliorate the risk of inferential
error. A test with moderate item discrimination is only at risk for inferential
error when effect size is large and the effect consists of an order-independent
interaction or two main effects.

5.5. Discussion

5.5
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Discussion

Our results show that there is a substantial risk of making inferential errors
concerning interaction effects under conditions that are typical for many experimental studies in psychology. This danger is only clear and present however, when a test with dichotomous items is employed that is inappropriately
difficult (or easy). Under these conditions, the number of spurious interactions or Type I errors increased sharply when the true effects consisted of two
moderate main effects. Increasing item discrimination, which corresponds to
improving the reliability of the test, only exacerbated the problem. The situation was even more serious when interactions were actually present on the
latent level. More than 90 percent of the latent order-independent interactions was overlooked when observed scores on an ill-targeted test with poor
ability scale coverage and high discrimination. Of course we chose an extremely difficult test to better illustrate the problem, but it is apparent that
mismatched tests can cause serious difficulties for experimental researchers.
The rejection rate of the tests of normality and homogeneity of variances
increased when the test was inappropriate for the sample. This result is not
unexpected. When a test is inappropriate, group means will tend to be more
extreme, resulting in ceiling or floor effects that are associated with skewed
sample distributions and reduced variance. The skewness and kurtosis coefficients underlined this. Unfortunately, these results are uniformly found
for all types of effects. This means rejection of normality and equal variance
assumptions is linked to test inappropriateness, but cannot be used to differentiate between situations that are less or more at risk for inferential error.
Our results replicate earlier findings that suggest appropriate coverage
of the ability sample is essential in guarding against invalid inference concerning interaction effects. This means that where possible, tests need to
be psychometrically sound, consisting of a moderate number of items, with
moderate item discrimination and item difficulties that are targeted at the
mean ability that is expected in the sample. In other words, items need to
be selected that produce a test characteristic curve that is maximally linear.
It is interesting to note that actions to improve the internal and external validity of research findings that are generally considered good practice, such
as increasing effect size, sample size, and test length, can be highly counterproductive when it comes to mitigating the risk of inferential errors.
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But what if we are unable to use appropriate tests? Applying a Box-Cox
transformation to the observed scores resulted in less Type I errors under the
additive model and higher power to detect significant interactions under the
multiplicative model. This transformation also improves rejection rates for
tests of normality and homogeneity of variances. Skewness and kurtosis are
also much less extreme, which is to be expected of a transformation that is
aimed at normalizing the data. Thus it seems that a Box-Cox transformation
can be used to kill two birds with one stone. Both statistical test assumptions
of normality and equal variances will be met more often, and the risk of
inferential errors is minimized.
In fact, the Box-Cox transformation can be viewed as an attempt to approximate the latent values, which we assume to be distributed normally,
without actually having to model the latent variable. Of course IRT modeling or generalized linear mixed modeling could provide a more elegant
solution to the problem of inferential error raised here, but since such methods are not always available it is important to have an alternative way of
dealing with the risk of inferential error.
We have narrowed down potential problem situations to settings with inappropriate tests that use dichotomous items, showing either minimal, partial or order-independent interactions, or two main effects. This reduction
comes at the cost of several additional assumptions. The most important
of these assumptions concerns the specification of the relation between the
latent and observed variable. We have chosen the two-parameter model because it is simple and has the monotone likelihood ratio property, which
entails that the items result in a consistent ordering of persons abilities based
on the sum score. Although these models perhaps form an oversimplified
representation of the relation between latent and observed level, some sort
of logistic-type function seems plausible. Other models can be considered
that introduce more parameters that model characteristics such as guessing
or slippage, for example. The effect of additional parameters on the linearity
of the test response curve could provide more insight into our understanding
of the risk of inferential error.

Chapter 6

The Interpretation of Interactions Based on
Polytomous Items

Misinterpretation is the most deadly of human sins.
Lester del Rey

Abstract

Inferences about interactions can arbitrarily depend on choice of measurement
scale. Inferential error can occur when ordinal observed scores, assumed to
represent an underlying quantitative variable, are related to the latent values
nonlinearly, as is the case in Item Response Theory (IRT) models. Using several IRT models to simulate data, the risk of inferential error for interactions
effects based on dichotomous data was assessed to be high when the test was
inappropriate targeted and strongly discriminating for large and small sample sizes and several types of interaction effects (Embretson, 1996; Kang &
Waller, 2005; Zand Scholten & Borsboom, 2010a). We extended this work for
polytomous items using the Graded Response Model (GRM) to simulate data
in a small sample, standard ANOVA setting. We also considered the effect of
increasing the number of response categories on the risk of inferential error for
several types of interaction effects. Results show that inferential error for inappropriately targeted, highly discriminating test is present in data simulated
using the GRM. An increase in number of response categories is associated
with a decrease in inferential error. Box-Cox transformed observed scores show
acceptable levels of inferential error.
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Introduction

he truth value of inferences based on ‘inadmissible’ statistics, such as
parametric tests performed on ordinal data, can depend on the arbitrary choice of numerical scale1 . A conclusion that reverses with a change
in scale, even though both numerical assignments represent the underlying
ordinal relations equally well, is meaningless and therefore highly undesirable. This is why basic textbooks teach social scientists that performing a
t-test or ANOVA on ordinal data is, strictly speaking, not allowed (Winer,
1971; Shaughnessy et al., 2000; Breakwell et al., 2003). In the same breath
however, such textbooks often downplay the actual risk of making an inferential error based on inadmissible statistics, by stating that in practice these
tests can be performed without qualm, since ordinal data often provide a sufficiently close approximation to the interval level of measurement. Whether
this assurance is warranted however has received relatively little attention.

T

A conclusion concerning two group means based on ordinal scores can be
reversed by a transformation according to a monotonically increasing function (leaving order intact) that stretches or condenses a certain part of the
scale. This can bring the means closer together or further apart, or even
change their order. Some interesting examples are provided by Townsend
and Ashby (1984), Hand (2004) and Zand Scholten and Borsboom (2010a).
Such a change in conclusion can only be arrived at under certain conditions
however. When the sample distributions in the two groups have the same
shape, they are stochastically ordered, which means it is impossible to find
a monotonically increasing function that will change the inference based on
these scores (Davison & Sharma, 1988). Early simulation research into the
effect of several nonlinear transformations on sensitivity to inferential error
in the t-test showed the risk was small (Baker et al., 1966). The same unfortunately does not apply to more complicated comparisons of group means
however.
A more complicated type of comparison that runs a much higher risk
of producing inferential errors is the interaction effect considered in standard factorial designs. Loftus (1978) was the first to point out that when we
assume the data represent a latent quantitative variable and the relation to
1
The next six paragraphs treat the concept of admissible statistics similarly to previous
chapters and may therefore be skipped if the reader so wishes.
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the ordinal observed scores is some unknown nonlinear function, then certain interaction effects are at risk for inferential error while others are not.
When the effect consists of no effects, one main effect, a crossing interaction
or what we term a partial and minimal interaction (see Figure 6.1), then it
is impossible to find a transformation that will change these effects. However, when there are two main effects or an order-independent interaction
(see Figure 6.1) it is possible to find a transformation that will change the
former into the latter or vice versa, thereby causing an inferential error.
It is important to note that Loftus (1978) did not take measurement error
into account, and therefore considered equal means, which cannot be made
to differ by any one-to-one transformation, safe from inferential error. In
practice, two or more means will never be exactly equal, leaving the risk of
inferential error undetermined. In order to narrow down the conditions that
present a risk of inferential error, an effort was made to investigate whether
standard ANOVA assumptions of normality and homogeneity of variances,
resulting in equivalently shaped sample distributions, would preclude inferential error for a two-by-two interaction design (Davison & Sharma, 1990).
Unfortunately this attempt was not successful.
Embretson (1996) was the first to employ Item Response Theory (IRT)
modeling to investigate a specific type of relation between assumed quantitative latent values and ordinal observed scores. Data were simulated according to the Rasch model, which results in a logistic-type relation between
latent and observed scores. Parameters such as item difficulty and discrimination, that influence the linearity of this relation, were manipulated to
gauge the risk of inferential error, and to assess the usefulness of IRT ability estimates to mitigate inferential error. Only when the test was inappropriately targeted to the sample, which corresponds to a less linear function,
did spurious interactions occur. Latent ability estimates were successfully
used to lessen the risk of inferential error. Extension of this line of investigation showed similar results for data simulated using the 2-Parameter Logistic
(2PL) IRT model (Kang & Waller, 2005).
Simulation research based on IRT modeling constitutes a great step forward in fleshing out the conditions associated with an elevated risk of inferential error. However, this research (Embretson, 1996; Kang & Waller, 2005)
uses a Moderated Multiple Regression (MMR) approach with large sample
size, only considers the order-independent interaction and presents IRT abil-
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Figure 6.1: Four additive and multiplicative types of effects, categorized
according to group order restraints
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ity estimation as a solution to the problem of inferential error. Zand Scholten
and Borsboom (2010a) approach the problem from the perspective of experimental researchers who often only have access to small sample sizes and
fixed effect designs. Estimation of latent abilities using IRT is not an option
in this case. IRT modeling can still be useful in this context however, since it
allows us to make coherent assumptions about the function that relates latent
and observed scores. Using the 2PL model to simulate data, Zand Scholten

6.2. Simulation Study
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and Borsboom (2010a) showed that for small to moderate sample sizes too,
the risk of inferential error for inappropriately targeted tests is sizeable. Inferential error occurred for order-independent interactions, but also for other
types of effects, namely two moderate main effects, as well as the partial and
minimal interaction, albeit to a lesser extent. An alternative solution to IRT
estimation of latent abilities was found in a normalizing transformation: The
use of normally transformed scores showed a marked decrease in inferential
error.
A natural extension of previous research employing IRT modeling is to
investigate the risk of inferential error for tests that consist of polytomous
items. When more response categories are available allowing persons to provide a more fine-grained response, it is possible that the relation between
assumed quantitative latent values and ordinal observed scores will become
more linear. To investigate this for the MMR, large sample size case, Morse
(submitted) simulated data according to the Graded Response Model (GRM)
using five response categories. As in previous research, inferential error is
again present for inappropriate tests and can be mitigated using ability estimates. The risk of inferential error is somewhat lower however.
In the current paper we aim to extend this research for the small sample
size, standard ANOVA case. As before, we considered several other types
of interaction effects besides the order-independent interaction. We also investigated the effect of different numbers of response categories. As the possibility to differentiate one’s response increases, the relation between latent
and observed is expected to become more linear, resulting in less inferential
error. We were interested to see whether an increase in response categories
could reduce the risk of inferential error to acceptable levels. We also considered the effect of a normalizing transformation on the risk of inferential
error, expecting an error decrease. In the next section a general description
of the simulation is provided, followed by a more elaborate treatment in the
method section.

6.2

Simulation Study

Our goal was to asses the risk of inferential errors based on Likert-scale data
under conditions typical for experimental studies. Therefore a two-by-two
fixed effects design with small sample size was chosen. The types of effects
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considered are the crossing, partial, minimal and order-independent interaction and corresponding main effects depicted in Figure 5.2. Ability values
were generated producing these effects at the latent level. These values were
transformed into observed scores using the Graded Response Model, one of
the simplest polytomous IRT models available. A test of moderate to short
length was simulated. The effect of test appropriateness was investigated by
varying item discrimination and response category threshold values, which
correspond to item difficulty in the dichotomous case.
The effect of test appropriateness on inferential validity was assessed using data that were simulated repeatedly for each combination of factors. The
latent scores and the observed scores were subjected to ANOVAs. A discrepancy between the number of significant interactions obtained from the
observed scores and those obtained from the latent scores indicates inferential error. Descriptive statistics and a normalizing transformation of the
observed scores were considered, to see if these could signal or mitigate an
elevated risk of inferential error. The exact simulation setup is discussed in
more detail below.

6.3
6.3.1

Method
Simulation of Latent Scores

We simulated an experimental study with two independent factors F1 and
F2 , each with two levels, and one dependent response variable. The simulation consisted of two steps. In the first step latent ability values were generated according to the model θ = t + w1 · F1 + w2 · F2 + w12 · F1 · F2 , where t
was randomly sampled from a standard normal distribution. Factors F1 and
F2 indicate assignment to one of two levels (contrast coded -1 or 1) on each
factor, and w1 , w2 and w12 indicate the weights used to determine main and
interaction effects on the latent level. Sample size was set at 120, resulting in
group sizes of 30.
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6.3.2

Simulation of Observed Scores

In the second step of the simulation, latent scores were transformed into sum
scores. Item responses were generated according to the Graded Response
Model, which models item responses to more than two categories using a logistic function with an item discrimination parameter and between-category
threshold parameters. The between-category thresholds are introduced for
each item i in order to obtain response probabilities for each of Xi categories.
This means there are Mi = Xi − 1 thresholds for item i. Given the latent ability, the probability of a response falling in or above category x on item i is:
p∗ijx (θ) =

exp(αi (θj − βik ))
1 + exp(αi (θj − βik ))

This equation produces what is called an operating curve, where θj denotes
the latent ability of person j, simulated in step one. βik denotes the ability
value associated with a .50 probability of responding above threshold k for
item i, where x = k = 1, 2, . . . Mi . α denotes the item discrimination of
item i, which is the same for all operating curves 2 . The probability pijx (θ)
for person j of answering in response category x on item i, is obtained by
subtraction:
pijx (θ) = p∗ijx (θ) − p∗ij(x+1) (θ)
Where x = 0, 1, . . . Xi , and where pij0 (θ) = 1, and pij(Xi +1) (θ) = 0 by definition. The resulting response category probabilities were then recoded into
scores between 1 and Xi . This was achieved separately for each person on
each item, by drawing from a multinomial distribution where the response
categories formed the classes and the response category probabilities of the
person formed the class probabilities. Finally the item responses were added
for each person, resulting in sum scores.

6.3.3

Expected Interaction Effects

Either an additive model or a multiplicative model was used to simulate the
latent ability values. The additive model contained no interaction term by
2

Although item discrimination was the same for all items in a particular simulated test,
discrimination was treated as a factor in the simulation study and was set to either a high or
low value. We therefore retain the subscript.
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setting the weight w12 to zero. Any interaction on the latent level under this
model will be due to sampling error. The number of significant interactions
on the simulated sum scores was therefore expected to be small (low Type I
error rate). A significant interaction under this model is spurious and indicates inferential error. Under the multiplicative model, an interaction term
was introduced by setting the weight w12 to a non-zero value. Latent abilities generated under this model will show significant interactions, except
for sampling error. A high number of significant interactions are therefore
expected on the simulated sum scores (low Type II error rate, high power).
A non-significant interaction effect under the multiplicative model indicates
inferential error.

6.3.4

Types of Simulated Effects

The effects displayed in Figure 6.1 were simulated by choosing the following
combinations of weights w1 , w2 and w12 . The weights (0.0, 0.0, 0.5) produce
no main effects (additive model) or a fully crossing interaction (multiplicative model). The weights (0.0, −0.5, 0.3) produce one moderate main effect
(additive model), or a partial interaction (multiplicative model). The weights
(0.3, −0.3, 0.3) result in two small main effects (additive model), or a minimal
interaction (multiplicative model). The weights (0.5, −0.5, 0.3) produce two
moderate main effects (additive model), or an order-independent interaction
(multiplicative model).

6.3.5

Test Characteristics

The number of items was set to 15, to simulate a moderately short test. Item
discrimination was low (α = 1) or high (α = 4). Item response threshold values were based on item difficulty values used in a previous study
(Zand Scholten & Borsboom, 2010a), where differently grouped sets of item
difficulties were compared. In the first case the item difficulties matched
the distribution of abilities and were spaced equidistantly over a wide range
of the ability scale, from -2.5 and 2.5, resulting in an appropriately targeted
test. In the second case item difficulties were mismatched to the distribution
of abilities and equidistantly over a narrow range, between 0.875 and 1.625,
resulting in an inappropriately targeted test. Of course these item difficul-
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ties pertain to dichotomous items and need to be transformed into response
threshold categories. The number of response categories varied from three
to seven categories. Threshold values were chosen around the item difficulty
of each item. For example, for three categories the lower threshold was set to
(difficulty - 1.00) and the upper threshold was set to (difficulty + 0.00). The
threshold values were chosen around the item difficulty as follows for each
number of categories:
• three categories:

-1.00 and 0.00

• four categories:

-1.25, -0.50 and 0.25

• five categories:

-1.50, -0.75, 0.00 and 0.50

• six categories:

-1.75, -1.25, -0.25, 0.25 and 0.75

• seven categories:

-2.00, -1.50, -0.75, 0.00, 0.50 and 1.00

6.3.6

Descriptive Statistics and Tests

The current study consisted of 160 levels: 2 (additive/multiplicative model)
× 4 (choice of weights resulting in main/interaction effects) × 2 (item difficulty sets used to generate thresholds) × 2 (item discrimination) × 5 (response categories). Data were simulated a 1000 times for each combination
of levels. For each simulation run, an ANOVA was performed on the latent
and ‘observed’ scores. The significance level was set at 0.05. To see if significant interactions exceeded the expected number, Pearson χ2 -tests were
performed. These tests are not to be confused with the standard χ2 -test of
independence. Due to the considerable number of tests, a Bonferroni correction was applied, resulting in a significance level of 0.001.
Both the observed and latent scores were subjected to Shapiro-Wilks test
of normality and Levene’s test of homogeneity of variances. Skewness and
kurtosis coefficients were also calculated. Non-normality and heterogeneity
of variances were expected in the groups with the lowest means, due to a
floor effect. A normalizing transformation could provide a way to mitigate
the distorting effect of the non-linear relation between latent and observed
scores. Normalization could be considered an approximation to the latent
scores without having to resort to modeling. Sum scores were therefore
transformed according to a Box-Cox transformation. All descriptive statis-
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tics and analyses performed on the original scores were also performed on
the Box-Cox transformed scores.

6.4
6.4.1

Results
Main Effects Generated by the Additive Model

Results generated under the additive model are presented in Table 6.1. The
number of significant interactions on the observed scores is cross-tabulated
for all combinations of threshold sets, item discriminations and number of
response categories. With the significance level set to .05, a significant interaction due to chance (i.e., a Type I error) is expected to occur in 50 out of a
1000 iterations. The Pearson χ2 -test statistics3 and p-values are also provided
in Table 6.1. We note that the family-wise error rate or significance level for
this large number of tests was set at 0.001. The non-significant χ2 values
attest that the number of significant interactions did not differ from the expected count of 50 for any number of response categories, when no effects,
only one main effect, or two small main effects were present. High discrimination and an inappropriately targeted test in terms of difficulty and range
did not affect the conclusion concerning the group means for these types of
effects.
The situation is different when there are two moderate main effects. When
the test is appropriate for the sample, Type I error rate stays in check. However, when discrimination is high and the test is inappropriate, Type I error
rate increases slightly. The χ2 -test for two moderate main effects was significant for each number of response categories. When there are six and seven
response categories, the Type I error rate increases to values of .10 and .09 respectively. For three to five response categories the rate is a little higher still,
ranging between 0.20 and 0.14. However, compared to the dichotomous case
with similar sample size (Zand Scholten & Borsboom, 2010a), where significant interactions were found in 44% of the simulation runs, this is a much
less pronounced increase.

3

The χ2 was calculated using both the number of significant and non-significant interactions (1000 - #(significant interactions)). Due to space limitations, only the number of significant interactions is displayed.
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Table 6.1: Number of significant interaction effects (Type I errors) under
the additive model with N=120; Expected count is 50
no effects
X=3

1 main effect

2 small effects

2 mod. effects

discrimination

discrimination

discrimination

discrimination

difficulties

low

high

low

high

low

high

low

high

appropriate

53

53

50

59

58

48

56

45

inappropriate

39

57

34

53

51

71

77

204

χ2 (3)

3.96

7.28

10.74

515.92

p-value

0.266

0.063

0.013

< 0.0001

X=4

low

high

low

high

low

high

low

high

appropriate

59

54

43

56

51

60

60

47

inappropriate

53

53

38

44

60

71

81

188

χ2 (3)

2.42

5.58

13.52

423.45

p-value

0.490

0.134

0.004

< 0.0001

X=5

low

high

low

high

low

high

low

high

appropriate

50

50

41

58

54

59

56

55

inappropriate

52

44

52

58

62

68

80

135

χ2 (3)

0.84

4.48

11.89

172.34

p-value

0.839

0.214

0.008

< 0.0001

X=6

low

high

low

high

low

high

low

high

appropriate

38

52

54

41

44

51

55

47

inappropriate

43

46

48

46

46

61

64

104

χ2 (3)

4.48

2.46

3.66

66.23

p-value

0.214

0.482

0.300

< 0.0001

X=7

low

high

low

high

low

high

low

high

appropriate

38

50

51

55

44

49

52

50

inappropriate

47

48

57

52

42

49

66

6.4.2

86

χ2 (3)

3.31

1.66

2.15

32.76

p-value

0.347

0.645

0.542

< 0.0001

Interaction Effects Generated by the Multiplicative Model

Under the multiplicative model, the number of significant interactions corresponds to the power of the test. Power is expected to be relatively high.

112

6. The Interpretation of Interactions Based on Polytomous Items

Because power is influenced by effect size, and since effect size varies between conditions, a reasonable expected count for each type of effect needed
to be determined. Therefore the number of significant interactions on the
appropriate, matched wide test, averaged over high and low discrimination,
was used as a baseline for each type of effect. The number of significant interactions, expected counts and test results obtained under the multiplicative
model4 , are displayed in Table 6.2.
Power is very high and unaffected by an inappropriate test with high
discrimination when the effect consists of a crossing interaction, no matter
the number of response categories. The same seems to apply to the partial
interaction. Although the χ2 -test is significant for each number of response
categories for this type effect, the drop in power is not very great and actually goes up when discrimination is high. Overall differences between high
and low discrimination are greater than differences between the appropriate and inappropriate test. For the minimal interaction a similar pattern
emerges when there are seven response categories. When there are three
to six response categories, the power dropped more than 10% if the test is
inappropriate and discrimination is high versus low. The decreased power
varies between .68 at its worst and .83 at its best, increasing with the number
of response categories.
Compared to data generated under the additive model, this is nowhere
near as extreme as in the dichotomous case, where power dropped to .40
under otherwise comparable circumstances. For the order-independent interaction the situation is somewhat more serious. The number of significant
interactions is markedly lower for the inappropriate test compared to the appropriate test, especially when discrimination is high. Power varies between
.38 and .74, once more increasing with the number of response categories.
Compared to the dichotomous case however, the decrease is less impressive.
With the same simulation generating dichotomous data, power dropped to
.09 (!). We also see a change in direction of the effect of discrimination. High
4

In several cases the expected count for non-significant interactions (not displayed in Table 6.2) was zero. In these cases the expected count was changed to 0.1. Another problem
was the occurrence of empty or very low cell counts for the non-significant columns. In these
cases Fisher’s exact test was performed to obtain p-values. Test statistics are not provided
if this test was performed. Fisher’s exact test does not compare observed scores to a specific expected count, but takes the expected count from the marginals as a standard χ2 -test of
independence.
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Table 6.2: Number of significant interaction effects (Type II errors/power) under the multiplicative model with N=120

X=3

crossing

partial

minimal

order-indep.

discrimination

discrimination

discrimination

discrimination

difficulties

low

high

low

high low

high low

high

appropriate

998

1000

758

875 770

902 774

902

inappropriate

997

999

779

exp. count
χ2 (3), p-value

-

817 710
816

- , 0.538

682 634
836

376
838

54.71, < 0.0001 352.32, < 0.0001 1939.16, < 0.0001

X=4

low

high

low

high low

high low

high

appropriate

997

1000

777

890 790

892 802

912

inappropriate

1000

1000

796

exp. count
χ2 (3), p-value

-

833 754
834

- , 0.341

730 612
841

440
857

56.56, < 0.0001 187.65, < 0.0001 1958.07, < 0.0001

X=5

low

high

low

high low

high low

high

appropriate

1000

1000

762

884 794

906 780

913

inappropriate

997

999

797

exp. count
χ2 (3), p-value

-

847 752
823

- , 0.736

765 618
850

522
846

59.68, < 0.0001 181.18, < 0.0001 1272.64, < 0.0001

X=6

low

high

low

high low

high low

high

appropriate

998

1000

774

890 801

916 795

911

inappropriate

999

1000

808

exp. count
χ2 (3), p-value

-

872 752
832

- , 0.617

800 653
858

661
853

63.70, < 0.0001 174.11, < 0.0001 666.65, < 0.0001

X=7

low

high

low

high low

high low

high

appropriate

996

1000

788

897 802

904 815

913

inappropriate

997

1000

789

exp. count
χ2 (3), p-value

- , 0.072

882 771
842

833 717
853

77.80, < 0.0001 98.30, < 0.0001

741
864

353.52, < 0.0001

discrimination leads to lower power when the number of response categories
lies between three and five. For six or seven response categories, discrimination does not seem to affect power in the ill-matched test.
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To give some idea of what the simulated observed effects looked like, the
observed means were averaged over all iterations and plotted in Figure 6.2.
The plotted effects are based on data simulated using three response categories. Considering that the three response category data were the most
erratic compared to other numbers of categories, the observed effects in Figure 6.2 resemble the true effects in Figure 6.1 very closely.

Figure 6.2: Mean observed effects for unmatched narrow test with high
discrimination and three response categories. Sample size is 120
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6.4.3

Distributional Shape of Observed and Box-Cox Transformed
Scores

Deviations from normality and homogeneity of variances could indicate an
increased risk of inferential error. Normality and homogeneity of variances
assumptions were therefore tested for all combinations of effect types, number of response categories, discrimination and threshold sets. Skewness and
kurtosis coefficients were also calculated. All the tests and statistics were calculated for the original scores and the Box-Cox transformed observed scores.
Figure 6.3 shows the number of significant Shapiro-Wilks and Levene’s tests
and the mean skewness and kurtosis, averaged over effect type and number
of response categories.
Figure 6.3: Rejection rate for Shapiro-Wilks and Levene’s test and standard Skewness and Kurtosis coefficients for sum scores, Box-Cox
sum scores and latent scores
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The same results, based on the latent ability scores can serve as base rate
comparison. In general, violation of normality and homogeneity of variances, and the presence of skewness and kurtosis are associated with inappropriate tests that show high discrimination. The Box-Cox transformed
sum scores do much better in this regard.

6.4.4

Box-Cox Transformed Scores and Group Differences in Reliability

A normalizing transformation could be used to approximate the latent scores
without having to resort to IRT modeling. An added benefit could be the
minimization of inferential error. ANOVAs were therefore performed on
the Box-Cox transformed scores. Tables 6.3 and 6.4 show the main results
when data were simulated using the additive and multiplicative model respectively.
When compared to the results based on the original scores, it is clear that
the Box-Cox transformation is beneficial in all cases. The Box-Cox transformed scores show no inferential error when there are two moderate main
effects. There is still some inferential error when there is a minimal or orderindependent interaction but the number of inferential errors is roughly cut in
half compared to the untransformed sum scores. Pearson’s χ2 -tests were no
longer significant for any number of response categories on any of the types
of additive effects.
Table 6.4 shows that the partial, minimal and order-independent interactions still showed significant deviations from the expected count. This is
probably accounted for by the choice of expected number of significant interactions that was not ideal due to a relatively large overall difference in
significant interactions between low and high discrimination. Only for three
response categories in the minimal interaction case and three and four response categories in the order-independent interaction case, did the power
in the Box-Cox transformed scores drop more than 10%.
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Table 6.3: Number of significant interaction effects (Type I errors) under the additive model based on Box-Cox transformed scores with
N=120; Expected count is 50
no effects

1 main effect

2 small effects

2 mod. effects

discrimination

discrimination

discrimination

discrimination

difficulties

low

high

low

high

low

high

low

high

appropriate

52

51

49

61

57

50

48

37

inappropriate

35

55

32

50

54

48

62

64

X=3

χ (3)

5.37

9.39

1.45

10.8

p-value

0.147

0.025

0.693

0.013

2

X=4

low

high

low

high

low

high

low

high

appropriate

57

54

43

59

52

61

55

36

inappropriate

56

57

42

38

56

54

41

62

χ (3)

3.16

7.12

3.73

9.39

p-value

0.368

0.068

0.293

0.025

2

X=5

low

high

low

high

low

high

low

high

appropriate

51

51

41

60

49

53

50

44

inappropriate

53

53

51

64

49

51

63

46

χ (3)

0.42

7.96

0.25

4.65

p-value

0.936

0.047

0.969

0.199

2

X=6

low

high

low

high

low

high

low

high

appropriate

39

54

52

39

41

52

54

41

inappropriate

44

50

46

47

49

63

44

42

χ (3)

3.64

3.16

5.37

4.15

p-value

0.303

0.368

0.147

0.246

2

X=7

low

high

low

high

low

high

low

high

appropriate

42

52

49

55

40

46

51

44

inappropriate

50

51

62

55

45

48

56

40

χ (3)

1.45

4.11

3.05

3.64

p-value

0.693

0.250

0.384

0.303

2
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Table 6.4: Number of significant interaction effects (Type II errors/power) under the multiplicative model based on Box-Cox
transformed scores with N=120
crossing
X=3

discrimination

partial

minimal

order-indep.

discrimination

discrimination

discrimination

difficulties

low

high

low

high low

high low

high

appropriate

998

1000

754

877 761

894 741

877

inappropriate

998

1000

771

838 760

781 749

665

exp. count
χ2 (3), p-value

-

816

- , 0.388

836

838

67.10, < 0.0001 129.76, < 0.0001 359.32, < 0.0001

X=4

low

high

low

high low

high low

high

appropriate

1000

1000

777

894 779

879 763

870

inappropriate

998

999

796

852 790

820 701

747

exp. count
χ2 (3), p-value

-

834

- , 1.000

841

857

62.24, < 0.0001 62.29, < 0.0001 370.79, < 0.0001

X=5

low

high

low

high low

high low

high

appropriate

1000

1000

759

886 785

896 752

881

inappropriate

998

999

805

867 796

855 727

820

exp. count
χ2 (3), p-value

-

823

850

846

- , 1.000

70.88, < 0.0001

72.8, < 0.0001

191.11, < 0.0001

X=6

low

high

low

high low

high low

high

appropriate

998

1000

771

892 794

905 760

871

inappropriate

998

1000

808

885 792

872 760

864

exp. count
χ2 (3), p-value

-

832

- , 0.366

858

853

76.59, < 0.0001 89.11, < 0.0001

141.5, < 0.0001

X=7

low

high

low

high low

high low

high

appropriate

996

1000

784

897 791

892 778

881

inappropriate

997

1000

790

890 806

884 804

883

exp. count
χ2 (3), p-value

- , 0.082

842

853

85.67, < 0.0001 68.07, < 0.0001

864
99.11, < 0.0001
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Discussion

The results show that although a Likert-scaled, inappropriate test is still associated with the risk of inferential error, this risk is much smaller than when
dichotomous items are used. Furthermore, the risk decreases as the number
of response categories increases. When an inappropriate test is used that
consists of items with seven response categories, the only problematic effect
types are the order-independent interaction and the double main effect. A
Box-Cox transformation provides a substantial improvement in these cases.
Of course it is important to note the limitations of our simulation setup.
We chose a moderately short test and small sample size to simulate typical
conditions for an experimental setting. The inappropriateness of the test was
fixed by choosing specific values for the response category thresholds. The
aim was to facilitate comparison to previous results based on dichotomous
responses generated by the 2-parameter logistic IRT model. A drawback is
that we did not sample threshold values. The threshold values also resulted
in extremely hard items, perhaps harder than we typically see in research
settings where inappropriate tests cannot be avoided. This leads us to the
optimistic conclusion however, that the risk of inferential error in these applied settings is therefore likely to be even smaller.
The Box-Cox transformation again proved to mitigate inferential error,
as it did with dichotomous data. For all types of effects, for both types of
test appropriateness and for each number of response categories, the BoxCox transformation reduced inferential error to acceptable levels. The only
exception was when the true effect concerned an order-independent interaction and the test was both inappropriate and consisted of a small number
of response categories. A normalizing transformation such as the Box-Cox
transformation seems to adequately approximate the latent scores in small
experiments where IRT modeling is not an option.
Assuming data are generated according to a process that can accurately
be described by the GRM, these data are only at risk for producing inferential
errors under very specific circumstances. A sizable risk only occurs when the
test is highly inappropriate and the number of response categories is low.
This does not mean that appropriately difficult items or a high number of
response categories will ensure that risk of inferential error will be absent.
An important assumption here is that data behave as if generated by the
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GRM. Whether this model provides an accurate description for many tests
is questionable. Additional work needs to be done on more complex models
that a can be associated with much more non-linearity in the test response
curve that ultimately determines the risk of inferential error.

Chapter 7

Discussion

The purpose of models is not to fit the data but to
sharpen the question.
Samuel Karlin

7.1

Summary

he contribution of latent variable models to the determination of measurement level and the legitimacy of inferences is obviously controversial. In this thesis I have tried to argue that latent variable models can be
useful in this respect but perhaps in a more modest way than some propose.
In this final chapter first the conclusions and results of the preceding chapters will be summarized, followed by a more general conclusion about the
usefulness of latent variables in addressing measurement level issues in psychology.

T

7.1.1

Measurement vs. Statistics

Chapter 2 of this thesis focused on Lord’s influential contribution to the
measurement-statistics debate (1953), which supplied most of the ammunition in this fierce conflict. The theory of measurement levels and admissible
statistics (Stevens, 1946) states that the choice of statistical test should depend
on the measurement level associated with the data. This is because a statistic
should remain invariant, resulting in the same inference about the measured
property, under all structure-preserving transformations. Lord presented a
fictional example where an inadmissible t-test was performed on nominal
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football numbers, in order to conclude whether a sample of these numbers
was taken randomly from the population. The implicit message is that inadmissible tests can be useful and should not be prohibited.
Lord’s argument was shown to be flawed however. The assumption that
the numbers are nominal representations can be questioned. A reinterpretation of the thought experiment showed that the test can be considered an
admissible test on data representing the interval property of bias towards
low numbers in the machine issuing the numbers. A conclusion Lord himself would probably have agreed with, given his follow-up publication a year
later (Lord, 1954). In this short rejoinder he indicates that when the numbers
represent a property at the ordinal level and the goal is to infer something
about this underlying property, then a t-test is ill-advised. The initial, intended point was ostensibly that each research question requires a careful
analysis of what property the data represent, what level is associated with
this representation and what inference is to be made based on the statistical
analysis.
It is unfortunate that this rejoinder did not receive more attention, since
the debate was rekindled using Lord’s original thought experiment several
times (Gaito, 1980; Velleman & Wilkinson, 1993). Although the debate lost
some of its fire with the advent of Representational Measurement Theory
(RMT), it was never fully resolved. Perhaps this is because RMT, which fully
formalized Stevens’ concept of isomorphism between the empirical objects
and numbers, changed the nature of the debate by also recasting the problem of admissible statistics into the concept of meaningfulness. This focused
our attention on what was at the center of the issue all along, namely the
legitimacy of the inference, not the admissibility of the statistic per se.
Although it was welcomed by experts in the field of measurement theory and psychometrics (Hand, 2004; Embretson & Reise, 2000; Bond & Fox,
2007), RMT was never incorporated by the broader research community.
Textbooks to this day present measurement levels and the associated restriction on statistical manipulation in Stevens’ terms, without even explaining
his informal concepts of representation and meaningfulness, let alone the
improved versions of these concepts, axiomatized in RMT (Tabachnick &
Fidell, 2007; Agresti & Franklin, 2008). Glossing over the rationale behind
Stevens’ theory, students are encouraged to simply assume data based on
Likert-scale items provide interval level measurements, thereby ignoring the
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need to show empirically what type of isomorphism exists between the objects and the numbers.
On the other hand, one can ask what the practical consequences of such
misapplication of Stevens’ theory are. In Lord’s thought experiment an inadmissible test resulted in a useful conclusion; it was found to be useful because it actually concerned an interval level property. The alternative moral
of Lord’s story could therefore be that we should not worry so much about
what test we should or should not perform, but instead we should direct our
attention to results of inadmissible tests that consistently turn up under replication. Although they do not provide direct evidence that the property that
was intended to be measured has a quantitative structure, such results could
very well indicate that there is an interesting property lurking in our data,
waiting to be identified, not unlike the property of bias in Lord’s thought
experiment.
Whether such an interpretation seems appealing or not, and whether one
decides to adhere to the prescription of admissible tests or not, the general
conclusion that follows from both approaches is that we should put more
effort into actually testing assumptions about the structure of the property
we are measuring. Improving our understanding of the structure of psychological variables seems the only way to increase our ability to conclude
something interesting about them.

7.1.2

Rasch Model as Additive Conjoint Measurement

In chapter 3 the usefulness of a particular latent variable model in assessing
the measurement level of psychological variables was discussed. The Rasch
model according to some is an instantiation of Additive Conjoint Measurement (ACM). ACM is a measurement structure defined in RMT that allows
additive representation of an empirical structure indirectly for two properties that conjointly determine a third. In the Rasch model item difficulty and
person ability jointly affect a third variable, namely the probability of answering an item correctly. In order to decide whether the Rasch model can
help us to identify quantitative properties, several objections and problems
with this claim of interval level measurement by the Rasch model were discussed.
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To do so it is important to first ensure it is clear what we mean with quantitative measurement. According to RMT, the goal is to show that certain
qualitative relations hold for a set of objects, and that these can be validly
represented by the numerical relational system of the real numbers. More
explicitly, a property is quantitative if the numerical mapping is unique up
to affine transformation or multiplication by a positive constant.
This is not the only theory on measurement however. Michell (1997) advocates a return to what he calls the classical theory of measurement, going
back to Euclid. In this theory measurement is the discovery of ratios between quantities. Numbers are not mathematical constructs but rather they
are instantiations of the ratios and thereby empirical entities. Whichever theory one subscribes to does not have pragmatic consequences as far as the
present discussion goes however, since both theories require the empirical
demonstration of adherence to the axioms formulated in RMT.
Therefore the question that remains is whether the axioms of ACM are
met by data generated by the Rasch model and whether this guarantees interval level measurement. The first part of the question seems uncontroversial. No critic has raised objection to the claim that the Rasch model is
structurally equivalent to ACM. The aim in developing the model was to
achieve specific objectivity, which corresponds to the single cancellation axiom of ACM. Specific objectivity refers to the fact that the determination of
person abilities is independent of the items, and vice versa. Adherence to
the other important axiom of double cancellation is ensured by the choice of
the logistic function that translates the difference between person ability and
item difficulty into the probability of answering an item correctly. The objections against the claim of interval level lie not with the structural equivalence
with ACM, but with differences in the interpretation of the concepts ‘objects’
and ‘empirical demonstration’ in RMT.
In RMT the set of objects that the measurement structure applies to needs
to be clearly defined. Unfortunately it is impossible for most psychological
properties that are amenable to measurement using test items, to specify beforehand what the characteristics of a valid item are. A fitting Rasch model
is often achieved by sequential item deletion, where items that do not fit
the model are discarded while the cause of misfit is unclear. This results in
ad hoc, arbitrary tests that show an artificially created quantitative structure
by careful selection. Obviously if the focus is on producing such measure-
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ment instruments without investigating the reason that items do not fit, no
progress will be made.
Another problem concerns the intrinsic impossibility for many psychological properties to find increasingly precise item difficulties. If properties
are truly quantitative it has to be possible to always find an object in between
any other two objects even if they are very close together. How this can be
done for items that assess traits such as extraversion or spatial ability, is unclear.
The empirical status of probabilities is also considered problematic when
regarding the Rasch model as a form of ACM. RMT requires the empirical
demonstration of adherence to its axioms. This means the objects and their
relations should be somehow observable. Kyngdon (2008a) objects that the
probability of answering an item correct, which figures as an object in the
RMT formulation of the Rasch model, is not spatio-temporally located. It
remains to be seen whether the representationalists would not accept the
Rasch probabilities as empirically testable or observable, since they are not
very explicit about what is required exactly. For example, the probability can
be replaced by a more tangible property, the proportion with which the item
is answered correctly after repeated administration. Alternatively items of
the same difficulty can be administered once to determine the proportion for
an equivalence class of items, or the proportion can be obtained by administering an item to persons with the same ability level. This objection to the use
of probabilities in the empirical relational structure seems overshadowed by
problems associated with the discrete structure of many psychological properties and item selection however.

7.1.3

Guttman-Rasch Paradox

Chapter 3 discussed objections against the claim that the Rasch model is a
form of ACM. In chapter 4, a more general critique of this claim was considered. The critique is based on an apparently paradoxical difference in measurement level between the Rasch model and what is considered an error free
version of this model, namely the Guttman model. If precision is increased
in the Rasch model, the probabilistic model transforms into the deterministic
Guttman model, which is associated with an ordinal level of measurement.
The claim of interval level measurement linked to the Rasch model should
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be doubted because of this paradox, since the addition of error to a deterministic structure resulting in quantitative representation is contradictory, at
least according to Michell (2008a, 2009).
Our analysis of the paradox showed however, that the addition of error
per se is not critical for producing a higher measurement level. For both
models the axioms of ACM and the manner in which error is incorporated
in the model were considered. There are several ways to add error to the
Guttman model that do not change the measurement level. It is the continuous versus the discrete nature of the error and the direct relation between
the size of the error and the underlying property, that leads to a higher measurement level for the Rasch model.
The fact remains that, even if the error in the Rasch model is of a very
special continuous kind, it is still error that produces better measurement
characteristics. The argument that error should not increase measurement
precision remains persuasive. This argument is somewhat misleading however, since it is phrased in terms of precision, not measurement level and
phrased as such it does not apply in all circumstances. The addition of error
to a measurement procedure does not necessarily have to lead to a decrease
in precision. In fact, in some cases error can improve the quality of measurement or ability to detect a signal. This phenomenon is known as stochastic resonance in physics and biology (Gammaitoni et al., 1989; Chatterjee &
Robert, 2001; Ries, 2007).
With a simple simulation of a thought experiment where length is measured by paired comparison, we showed how error that is somehow related
to the property being measured, can lead to higher precision. Another simulation showed that stochastic resonance can also occur in the Rasch model,
but that it is only apparent when items are awkwardly spaced in terms of
difficulty. Since the size of the error is directly related to the difference in
item difficulty and person ability, removing it is equivalent to throwing away
valuable information.
The difference in measurement level between the Guttman and Rasch
model should not be considered paradoxical. The Rasch model uses continuous probabilities that are related to the underlying trait; the Guttman model
uses discrete probabilities of zero and one, which cannot be distinguished
from the raw scores and therefore contain no extra information beyond these
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raw scores. To call a difference in precision – or measurement level – between
these models a paradox is like saying the difference in ability to detect far-off
plantery systems between a pair of binoculars and an infrared telescope is
paradoxical. The two models should be viewed as modeling two different
measurement procedures, which differ in many more respects than simply
the addition of random error.

7.1.4

Assessing Inferential Error with IRT

Even if one accepts that the Rasch model is an instantiation of ACM and
therefore provides interval level measurement, even if one is willing to accept probabilities as measurements and even if one is willing to assume that
an endless supply of people and items is available for a particular trait or
ability, it is unlikely that the Rasch model can be used to establish interval level measurement for very many psychological properties because of
its stringent nature. Although other latent variable IRT models cannot be
used directly to ascertain interval level measurement, these types of models
can be used to answer other questions pertaining to measurement level and
legitimacy of inferences. In most cases we assume an underlying property
is quantitative, but we are only able to obtain data at the ordinal level. We
can only assume that these ordinal data are related to the latent variable via
some monotonically increasing function. In such a situation, latent variable
models can be used to assess the risk of making an inferential error based on
an inadmissible test if these assumptions hold.
IRT models specify parameters that refer to substantive characteristics of
items and persons and can therefore guide our assumptions about the specific form of the relation between the latent and observed level. This allows
us to narrow down the circumstances that put us at risk of making inferential
errors. In the final two chapters 5 and 6 the Two-Parameter Logistic model
(2PL) and the Graded Response Model (GRM) were used to transform latent
effects into observed scores to asses the risk of inference errors for factorial
research design concerned with interaction effects. These effects are potentially vulnerable to misinference due to arbitrary choice of scale for ordinal
data. For standard two-group mean comparisons, inferential error is impossible if the assumptions of the statistical test are met – samples are independent and normally distributed with equal variances (Davison & Sharma,
1988). For simultaneous comparison of groups on two or more factors, the
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normality and homogeneity of variances assumptions do not protect against
inferential error however (Davison & Sharma, 1990, 1994).
Simulation research using the Rasch and 2PL model showed that inappropriate test difficulty, increased item discrimination, test length and effect
size had a detrimental effect on the number of significant interactions detected in data that showed no interaction on the latent level (Embretson,
1996; Kang & Waller, 2005). These simulations were performed using a
Moderated Multiple Regression (MMR) approach, with random factors and
a large sample size. Under such circumstances latent ability estimates obtained from IRT modeling can be used to limit the risk of inferential error.
For more typical experimental settings with small sample sizes, it is not possible to reliably fit an IRT model. To assess the risk of inferential error under
typical experimental settings we simulated a two-by-two fixed effects design, with small sample size and small to moderate effect sizes with different
types of main and interaction effects at the latent level.
The effect of inappropriate test difficulty, item discrimination and sample size was investigated for latent values transformed according to the 2PL
model. The 2PL model extends the Rasch model by allowing items to discriminate differentially between persons on the latent ability. Results showed
that an inappropriately difficult test results in a floor effect on the observed
scale, distorting the original interactions, or lack thereof, thereby increasing
the number of inference errors. High item discrimination exacerbates this
risk. The risk is elevated only for certain types of effects however. When
there are two main effects and no interaction or there is an order-independent
interaction present at the latent level, risk of inferential error is high. Due to
sampling error a risk is also present, albeit to a much lesser degree, for partial and minimal interactions. Sample size distorted results more when the
‘true’ effect showed no interaction, but less when this effect did consist of an
interaction.
Tests of the assumptions of normality and homogeneity of variances both
showed higher rejection rates due to the floor effect caused by the nonlinear transformation specified by the 2PL model. Unfortunately these rates
increased equally for effects that were distorted and effects that remained
unchanged. Although rare, the latent effects could be distorted even when
normality and homogeneity of variances assumption held. For situations
where IRT modeling is not an option, such as experimental settings with

7.1. Summary

129

small sample size, checking of these assumptions does filter out a large part
of inferential errors but not all of them; it can also easily lead one to discard
a sound inferences.
A better way to safeguard against inferential errors is to employ a test
that is appropriate for the sample in terms of difficulty. If this is not possible a normalizing transformation of the data can at least mitigate the risk
of inferential error. Such a transformation can be considered an informal attempt at approximating the latent ability values, without modeling the latent
ability.
These and previous results all pertain to binary scored items. Of course,
it is interesting to see whether the risk of inferential error is also present for
items that allow a person to choose a response from more than two response
options. Since these types of Likert-scale items are supposed to provide measurement that is close enough to assume the interval level, we would expect
a smaller risk of inferential error here. Results from a simulation study using the GRM to transform latent values into observed scores confirmed this
expectation. The same setup as before was chosen with the difference that
only a small sample size was used and that different numbers of response
categories were simulated.
Results were similar to, but less extreme than those found for the dichotomous item models. As the number of response categories increased, the
number of inference errors in high-risk circumstances decreased. A normalizing transformation seems to provide a good way to mitigate the remaining
risk of inferential error, removing the risk almost entirely for higher numbers
of response categories.
Of course these results all hinge on the assumption that a quantitative
latent variable is present, that the observed scores are ordinal and that the
data were generated by a process that produces results that are accurately
described by the 2PL model and GRM respectively. Whether these models
are plausible forms the subject for another thesis. If we provisionally accept
them however, these models enable us at least to identify situations that put
us at an elevated risk of making inferential errors when we perform strictly
inadmissible tests.
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Conclusion

Legitimate inference is essential to any scientific endeavor. In most physical
sciences the legitimacy of inferences is not an issue because measurement is
straightforward and the quantitativeness of properties is self-evident, rendering almost all tests admissible and the corresponding inferences legitimate. In the social sciences the situation is quite different. It is highly doubtful whether many variables intrinsically have a quantitative structure, and
even if they do, it remains to be seen whether measurement procedures will
ever be found that allow representation of such structure at an interval or
ratio level.
One would expect that in the face of so much uncertainty, social scientists
would take up the challenge and put a fair amount of effort into establishing
at least an ordinal level of measurement for their measurement procedures,
into singling out and investigating the structure of those properties that are
the most likely candidates for showing quantitativeness, and into actively
assessing or avoiding the risk of inferential error. Except for in some areas of
psychophysics however, most researchers in experimental and applied psychology seem happy to simply assume an interval level of measurement and
to leave the task of verifying this assumption to psychometrics.

7.2.1

Measurement in psychometrics

Unfortunately, psychometricians do not seem to put verification of measurement level assumptions very high on their list of priorities. Psychometrics is
concerned with the formulation of latent variable models that at first glance
do not seem to say much about the quantitative structure of psychological properties. In factor analysis continuous latent and observed variables,
requiring an interval level, are assumed; this assumption is never directly
tested in the model however. The same applies to IRT models that specify
the underlying variable as continuous and the observed variable as categorical. The ‘measurement’ models in latent variable modeling apparently address the question whether certain observed scores are good indicators of
some underlying latent variable, not whether the structure of this variable is
quantitative.
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This kind of question is tackled in psychometrics when the fit of factor
or IRT models is compared to the fit of latent class or latent profile models,
which assume a categorical latent variable. These types of comparisons are
used to establish, for example, whether the development of certain cognitive
abilities should be seen as a gradual increase on a single continuum (assuming a continuous and quantitative structure) or as the progressive acquisition
of more elaborate solving strategies. Of course such a strategy helps to identify latent properties with a strictly nominal structure, but if such investigations show preference for a model specifying a continuous latent variable,
this does not mean we can assume the latent variable is quantitative, since
ordinal variables are generally well approximated by continuous linear and
nonlinear models.
Other even more basic questions that psychometricians are engaged with
concern the dimensionality of properties and the identification of coherent
sets of indicators of a latent variable. An appeal to test the assumption of
quantitativeness seems very ambitious when in many cases the prerequisites
for determining nominal and ordinal, let alone quantitative structure have
not even been met.

7.2.2

Role of Latent Variable Models

One model that might allow verification of measurement assumptions is the
Rasch model, which is said to be structurally equivalent to ACM. Although
objections to this claim that concern the use of probabilities as empirical observations and the counter-intuitive role of error have been assuaged, it is
unlikely that the model will allow for the indisputable claim of interval measurement for many psychological variables. It is hard to conceive of psychological properties for which a clearly defined set of items can be specified in
advance that will allow the endless production of items that will all fit the
model. In practice the number of items that will result in acceptable fit is
small; a good explanation of why some items show misfit cannot always be
found. Even for relatively simple properties it is often hard to conceptualize
increasingly – let alone infinitely – more fine-grained items between two existing items in terms of difficulty. It must be noted that the limited usefulness
of the Rasch model is due to the nature of psychological properties, not the
(statistical) characteristics of the model itself.
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Another, more modest but much more useful application of latent variable models, at least for now, lies in the assessment of the risk of inferential
error due to inadmissible tests, combined with the assessment of research
and test characteristics that could be associated with the risk of inferential
error. Of course such investigation starts from the assumption that the latent
variable actually has a quantitative structure, but as long as this assumption
is clear and explicit, the assessment of this risk seems very welcome information. Another way that latent variable models can be of use, is the continued
development of models and tests for ordinal structures, so that more alternatives to inadmissible tests become available. This issue was not addressed
in this thesis, since it does not bear directly on (il)legitimate inference.

7.2.3

Admissible Statistics, Yes or No

Should inferences be made based on inadmissible tests? The legitimacy of
inferences should be warranted, but requiring the empirical demonstration
of quantitativeness before allowing any type of parametric test would bring
the social sciences to a grinding halt. The conclusion is therefore that inadmissible tests can be performed, but that a disclaimer should accompany the
inference based upon it. As long as the conclusion one draws is an informed
one, in which the risk of inference error due to arbitrary choice of scale is not
only recognized but assessed, it should not be prohibited.
In many cases this risk, or lack thereof, is known or at least something
can be said about it. For many simple two-group comparison tests the assumptions of the statistical test eliminate this risk. For comparisons where
groups are compared simultaneously on two or more factors, the risk is often negligible and when it is not it can be mitigated by optimizing research
design and choice of measurement instruments. For more complicated tests
and models, more research is obviously needed. Another interesting avenue
of research is to investigate, in situations where the risk of inference errors
is present, what type of transformation produces erroneous inferences. It is
conceivable that although a distorting transformation can be found, in many
cases the transformation will be so outrageous that it seems very unlikely
to represent the true relation with the underlying property (again assuming
this has quantitative structure).

7.2. Conclusion

7.2.4
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This is not to say that social science is off the hook as far as investigating
the (quantitative) structure of its properties is concerned. The question is
whether we should actively try to fit our existing measurement procedures
into the molds of RMT measurement structures. Given that we are still struggling to come to grips with the dimensionality and fundamental structure
(nominal vs. ordinal) of our properties, adherence to the unforgiving axioms of RMT seems far beyond our reach for quite some time to come. Perhaps critics such as Michell have a point when they argue that the social
sciences should not present themselves as a quantitative field when they are
not. However, even if the word measurement was no longer used for the
act of categorizing or ordering on some property starting tomorrow, these
critics would probably argue that the object of any science is to express the
world in terms of quantitative laws and urge us to actively seek out ratios of
quantities. Such admonitions will not bring psychology closer to being on
par with physics however, because the subject matter in psychology is much
more complex and we have only barely started to study it. We will either
slowly plough our way through the mess that is psychological measurement
or, if we fail to make any progress, be required to reinvent ourselves as a
qualitative science, as large parts of medicine, biology and genetics are. In
either case, the critics demanding quantitativeness will get it later, rather
than sooner.

Appendix A

A Bisymmetrical Structure for Vending
Machine Bias
In order to show that the bias in Lord’s vending machines is a quantitative
property that allows for an interval representation, we use the representational measurement theorems describing bisymmetric structures by Krantz
et al. (1971, p. 294), which were developed for mean structures (means of
pairs of numbers). We use a slightly adapted version, which we denote as an
Abelian bisymmetric structure, for purposes of simplification1 .
An Abelian idempotent bisymmetrical structure hA, <, ◦i, where A is a
nonempty set of objects, < is a binary relation on A and ◦ is a binary operation from A × A into A, exists iff, for all a, b, b− , b− , c, d ∈ A, the five following
axioms hold:
(1)
(2)

weak order hA, <iis a weak order.
commutativity a ◦ b ∼ b ◦ a(where ∼ denotes equality).

(3)

idempotency

(4)

monotonicity a < b iff a ◦ c < b ◦ c iff c ◦ a < c ◦ b.

(5)
(6)

a ◦ a ∼ a.

bisymmetry (a ◦ b) ◦ (c ◦ d) ∼ (a ◦ c) ◦ (b ◦ d).
restricted solvability

if b− ◦ c < a < b− ◦ c
then there exists b0 ∈ A such that b0 ◦ c ∼ a.

(7)

Archimedean

every strictly bounded standard sequence
is finite where ai ∈ A, i ∈ N is a standard
sequence iff there exist p, q ∈ A
such that p  q and, for all i, i + 1 ∈ N,
ai ◦ p ∼ ai+1 ◦ q.

1
We would like to thank professor Duncan Luce for his suggestion to simplify the bisymmetric structure in this way.
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The objects in our empirical relational structure are the football number
producing machines; relations between these objects are represented in a numerical relational structure by the set of positive real numbers R+. We are
interested in the bias towards low numbers in these machines, introduced
by replacing high numbers with low numbers. This method of introducing
bias by replacement is assumed here because its formalization is the most
straightforward. We ascertain the bias in a machine by drawing a number
from the machine with replacement an infinite number of times and taking
the mean of these draws. The empirical relational structure further consists
of the relation of weak ordering of the machines according to their means,
denoted by the symbol <. In the numerical relational structure this relation
is represented by the numerical relation symbol ≥. The empirical relational
system also includes an empirical concatenation operation, denoted by the
symbol ◦. Concatenation of two machines a and b is achieved by alternately
drawing a number from each machine with replacement an infinite number
of times. The concatenation of bias in these machines is the mean of these
draws, which equals .5µa + .5µb, where µa and µb represent the population means of machines a and b. Trivially, this matches the result of taking
the mean of the means of the two machines, represented in the numerical
relational structure by (a+b)
2 , where a and b represent the means of two machines. Concatenating machines a and b into a ◦ b and then concatenating c is
achieved by drawing alternately from (a ◦ b) and c. The resulting bias equals
.25µa + .25µb + .5µc. In the numerical relational structure this corresponds
to first taking the mean of the means of a and b ( (a+b)
2 ), then taking the mean
((

(a+b)

)+c)

2
of the resulting mean and the mean of c:
. It is important to note
2
that this method of concatenation ensures that the size of a machine is irrelevant, which automatically entails that the operation is not associative. The
concatenation (a ◦ b) ◦ c does not result in the same level of bias as the concatenation of a ◦ (b ◦ c). In each individual concatenation the two machines
(or concatenations of machines) always contribute equally.

The axioms of weak order, commutativity, idempotency, monotonicity
and bisymmetry hold. The first requirement is met: the machines can be
weakly ordered according to their means, where a lower values obviously
indicates more bias; the ordering is transitive, connected and reflexive. Our
structure can be called commutative when the order in which two machines
are added does not matter; this is clearly the case. A structure is idempo-
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tent when the concatenation of two objects, equal in terms of the relevant
property, is equal to either of the original objects. This holds for our vending machines: adding two machines that are equally biased results in a machine with the same amount of bias as the original two. The requirement of
monotonicity holds also; if one machine has a lower mean than another, then
concatenating them with the same machine will not affect their ordering.
The requirement of bisymmetry is somewhat more complicated to explain. Bisymmetry means that the order in which concatenations are primarily and secondarily concatenated is irrelevant. Concatenating a and b into
ab, c and d into cd, and the resulting concatenations ab and cd into abcd is
equivalent to concatenating a and c into ac, b and d into bd and ac and bd into
acbd. In the primary concatenations, the same number of machines are concatenated, namely two. The elements a, b, c and d all contribute equally in
the primary and the secondary concatenation. Therefore the combination of
elements one chooses to concatenate first is arbitrary. Thus, the requirement
of bisymmetry is also met.
Axiom (6) and (7) are structural, or existential axioms. Axiom (6), restricted solvability, ensures that a bounded set of objects is sufficiently dense.
When two objects are concatenated, a third can always be found that is equal
to the concatenation of the first two. Normally, such an axiom could never
be shown to hold in a real setting with a finite set of objects. Fortunately,
in a thought experiment we can imagine an infinite number of machines,
limited only by the structure of the machines and the tampering method we
assumed. We only have to know whether we could construct a machine
to be equal to any concatenation of two other machines. With a hundred
quadrillion numbers per vending machine, that Lord providentially provided, we could at least approximate any concatenation extremely well. Axiom (7), the Archimedean axiom, entails that no element can be infinitely
small or large. This axiom obviously holds in our case, where a and b are
always positive rational numbers2 .
2

If the reader is uncomfortable with these structural axioms: Krantz et al. (1971, p. 297)
also provide a representation and uniqueness theorem for the finite, equally spaced case. For
such a case the axioms of restricted solvability and the Archimedean axiom can be dropped.
Adding the assumption of equal spacing and the assumption that the operation is idempotent and commutative results in the bisymmetry axiom being dropped as well. This version
of the bisymmetric structure however, seems less intuitive and therefore the more readily
interpretable theorems for the general case were used here.
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With all the requirements met, we may assume that the structure of bias
in the machine is additive. Now we want to know how different instantiations of numerical representations relate to each other, i.e. what level of measurement can be achieved. Krantz et al. (1971, p. 295) have proven that when
a bisymmetric structure exists, representations of this structure are related
linearly. The uniqueness theorem for bisymmetrical structures that states
this fact, has again been altered to fit our Abelian idempotent bisymmetrical
structure:
Given the Abelian idempotent bisymmetric structure hA, <, ◦i, there exist
real numbers µ = ν = 12 and a real-valued function φ on A, such that for
a, b ∈ A:
I. a < b iff φ(a) ≥ φ(b).
II. φ(a ◦ b) = µφ(a) + νφ(b).
III. If µ0 , ν 0 , φ0 is another representation fulfilling I. and II., then there exist
constants α > 0 and β such that:
φ0 = αφ + β,
µ0 = µ, ν 0 = ν.
Krantz et al. (1971, p. 295) show that the fact that µ and ν equal 12 follows
directly from the fact that our concatenation operation is idempotent and
commutative. The function that translates one numerical representation of
the bisymmetric structure into another is linear (φ0 = αφ + β). This means
that vending machine bias can be represented on the interval level by any
linear transformation of the mean of the football numbers.

Appendix B

The Axioms of ACM Applied to the Guttman
and Rasch Models

In ACM (Luce & Tukey, 1964) the empirical relational structure is made up
of two disjoint sets of objects, their Cartesian product and a weak order relation. In our case the two sets of objects are items (I = {a, b, c, . . .}) and
persons (P = {x, y, z, . . .}). The Cartesian product is the pairing of each item
a with each person x, resulting in the probability (a, x) that the person will
endorse the item. The empirical relation between these objects is a weak
ordering on the latent property of interest denoted by <. The numerical relational structure that can represent this relation between items, persons and
probabilities, consists of the reals, and the numerical relation ≥.
The first axiom states that the objects in each of the two sets have to form
a weak order. This is the case if and only if, when we let any two persons
x and y (from P ) answer the same item a (from I), and the resulting probabilities stand in relation (x, a) < (y, a), then the persons also stand in relation x < y. The relation < should be transitive and connected. The same
should hold when we present any two items a and b to the same person x.
This axiom of weak order is met by the probabilities associated with data
that perfectly fit the Rasch model. A numerical example is provided in Table 4.1b. In the Rasch model the probability of answering an item correctly is
a strictly increasing monotonic function of the difference between ability and
difficulty. A higher (or equal) probability of correctly answering an item can
only be achieved if the ability is higher (or equal), since all other parameter
values remain unchanged. Also, connectedness and transitivity hold; any
item can be paired with any person (connectedness) and if (x, a) < (y, b) and
(y, b) < (z, c), then (x, a) < (z, c) (transitivity).
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Whether the axiom of weak order holds for the probabilities associated
with a perfectly fitting Guttman model is less straightforward. An example
of Guttman data is given in Table 4.1a. If person y has a probability of 1 to
answer item b correctly and person z has a probability of 0, then according
to the axiom person y must have a higher or equal ability than z. Let us say
for example that person y is smarter. But what if, for item c (a more difficult
item), person y has the same probability of 0 as person z to answer this item
correctly? In this case (y, c) < (z, c) and therefore y < z holds, but so does
(z, c) < (y, c), and therefore z < y. This seems counter-intuitive to say the
least. It is strange to have to accept that while we know person y is smarter,
this is not reflected in the equivalent scores of 0 on the harder item for both
persons. In the Rasch model, if the probabilities show a specific order or
equivalence for two persons on an item, then the persons themselves will
show this same specific order or equivalence. Mathematically however, the
reasoning in the Guttman case is sound, given the nature of the relation <.
This weak order relation entails that the ‘greater than’ and equivalence relation cannot be unraveled. The relation is not required to be antisymmetric (if
a < b and b < a, then a ∼ b) or asymmetric (if a < b, then not b < a). The discrepancy in the meaning of the weak order relation in terms of the pairings
(probabilities) on the one hand and the objects (person, items) on the other is
disquieting however. The interpretation of transitivity suffers from the same
problem. Support for adherence to the axiom of weak order by the Guttman
model is clearly up for discussion, but let us first consider the other axioms.
The second axiom is that of independence. It states that when any two
objects from the first set are paired with any object from the second set, the
ordering of the pairings should in no way depend on the object selected from
the second set. So if person x has a higher or equal ability compared to person y, then for all items the probability of answering an item correctly should
be higher or equal for person x compared to person y. The same goes for
items of course, if item a is easier that item b, this item should have a higher
or equal probability of being answered correctly, no matter the ability of the
person that answers the two items. The independence axiom holds for both
the Rasch and the Guttman model. In the Rasch model the item response
curves stochastically dominate each other. The item curves that describe the
relation between ability and probability of answering an item correctly are
parallel, ensuring that the probability of answering the easier item correctly
will always be higher for any given value of the ability (and vice versa for
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persons and abilities). In the Guttman model the probabilities for different
items overlap in large parts, but they never ‘flip over’ because this is exactly
the restriction that Guttman puts on the data. Suppose person x has a probability of 1 to answer item c correctly and person y has a probability of 0. Now
for an easier item b they could have these same probabilities or both have a
probability of 1, but the smarter person x will never have a lower probability than person y. The same goes for a harder item d; If the Guttman model
applies, they could both answer this item incorrectly or the same as item c,
but the less smart person y will never do better than person x.
The second axiom can be considered somewhat redundant, since it a special case of the third axiom, which is called the double cancellation axiom
(Michell, 1988). We present the axioms separately however, because if one
posits the axiom of independence, then only one specific instantiation of the
double cancellation axiom, called the Luce-Tversky condition, needs to hold.
The double cancellation axiom is less intuitive than the others and is easiest
to understand graphically. The simple diagram in Figure 4.2 illustrates the
special instance of the axiom. The Cartesian product of object (a, b, c) from
set I and objects (x, y, z) from set P is displayed. The Luce-Tversky condition requires the pairings at the arrow-tails to be compared with the pairings
at the arrowheads in Figure 4.2a. If in both cases the probabilities show a
weak order relation in the same direction then there should also be a weak
order relation in the same direction between the probabilities at the arrowtail and arrowhead in Figure 4.2b. More formally, if and only if (y, a) < (x, b)
and (z, b) < (y, c), then (z, a) < (x, c). It suffices to show that this requirement holds for the cells depicted in Figure 4.2 in all possible three-by-three
matrices. There are other combinations of antecedents (Figure 4.2a) and consequents (Figure 4.2b) that form different instantiation of double cancellation, but these all logically follow from the axiom of independence (Michell,
1988).
What does the double cancellation condition entail when we pair persons with items for the Rasch model and Guttman model respectively? In
Table 4.1 an example of probabilities for each model was given. When data
perfectly fit the Rasch model, the probabilities resembling a pattern in Table 4.1b will directly show acceptance of double cancellation for all possible
three-by-three sub-matrices. This is because in the Rasch model, the probabilities are a continuous, monotonically increasing function of the difference
between the person ability and the item difficulty and because the item re-
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sponse curves are stochastically ordered. This automatically results in the
more complicated consistent ordering required by the double cancellation
axiom.
If Guttman probabilities (Table 4.1a) are put to the test however, double
cancellation will be violated in many of the possible three-by-three matrices.
Two problematic patterns are displayed in Table 4.2. In both cases the antecedents show an equivalence relation (0 ∼ 0 or 1 ∼ 1) which conforms
to <. In contrast, the consequent shows a simple order relation (1 ≺ 0) that
contradicts the weak order found in the antecedents. In the Rasch model, differences between persons and items will always result in differences between
the associated probabilities. In the Guttman model this is not necessarily the
case. Two persons that differ greatly in their ability still have the same probability of 1 for all the items that the person with the lower ability dominates
and the probability of 0 for all the items that dominate the person with the
higher ability. The lumping together of persons or items in terms of probabilities leads to the rejection of double cancellation in the Guttman model.
Other problematic patterns can occur, for example when the antecedents
show an equivalence relation (0 ∼ 0 or 1 ∼ 1) and the consequent shows
a simple order relation (higher than: 1 ≺ 0). These Guttman patterns violate
double cancellation as specified by Michell, who showed that equivalence
relations in the antecedents and a simple order in the consequent constitutes
a rejection of double cancellation (Michell, 1988).
Here the same issue arises as before, when we discussed the weak order
axiom. The interpretation of the relation < is problematic. The binary coding
creates a discrepancy between what the relation < means in terms of the
latent variable (on which items and persons are compared) and what the
relation means in terms of probabilities. In other words, if we observe the
equivalence (y, a) ∼ (x, b), this does not mean that f (y) − g(a) is equivalent
to f (x) − g(b). This means the equivalence relation for the pairings has a
different interpretation than the equivalence relation for the objects. This is
highly ambiguous and undesirable.
The fourth axiom of additive conjoint measurement concerns the solvability of the relation <. It ensures that the set of pairings of objects does not
contain gaps. This means that when we consider the relation between two
pairings of the sets of objects, say (x, a) and (z, c), for any three of these four
elements we can find a fourth that makes the relation between these pair-
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ings an equivalence (x, a) ∼ (z, c). This axiom is not empirically testable, but
in both the Rasch and Guttman models it is obvious that one can imagine
a person or item that would satisfy this axiom. Say person x is of low ability, person z is of high ability and item a is slightly easier compared to the
ability of x. If we had endless items and persons that conform to the Rasch
model, we should be able to find an item c that is just as easy for person z
as item a is for person x. In the Guttman model the same applies, x will answer item a correctly, so we only have to find an item c that is easy enough
for person z to answer correctly. It is noteworthy that this item could either
be just a little easier compared to the ability of person z, or much easier. In
the Rasch model, there will be only one item c that satisfies the condition; in
the Guttman model there are an infinite number of items that will satisfy it.
Again, the Guttman model meets the condition technically, but it is obvious
that the ACM axiom system was not intended for discrete pairings of objects.
The fifth and final axiom is called the Archimedean condition and requires that no difference between objects in either set is infinitely small. In
other words, it ensures that no item difficulty or person ability is infinitely
small or large. This condition is like the solvability axiom in the sense that
it cannot be tested empirically. More formally it requires that, when you order items and persons and denote this order by using natural numbers, if
you pair person xi with item a, and if you then take the next person xi+1 ,
it should take a different (more difficult) item b to get the same result. In
the Rasch model, this is clearly the case. If a person with a certain ability
answers an easy item, a person with a slightly higher ability would have to
answer a more difficult item to get the same probability of answering the
item correctly. In the Guttman model this is not the case. If a person with a
certain ability has a probability of 1 to answer an easy item correctly, a person with slightly higher ability will have the same probability of answering
the item correctly. It does not take a different (more difficult) item to get an
equivalence relation between the first person-item pairing and the second.
The Guttman model therefore fails the last axiom.

Appendix C

Types of Interactions According to Group
Mean Ordering

When no two group means are equal in a two-by-two interaction design, the
group means can be ranked 1,2, 3 and 4. All possible effects, corresponding
to all possible permutations of this ranking, are provided in Figure C.1. The
first column consists of effects that show two main effects and no interaction, which we will name an order-independent effect (for reasons that will
become apparent later). The second column consists of crossing interactions,
where the ordering of the groups on one factor reverses for the levels of the
other factor and vice versa. The third column consists of partial interactions
where the ordering of the groups on one factor reverses for the levels of the
other factor but not vice versa.
When group means are allowed to be equal there are several possibilities.
If all group means are equal there are obviously no effects whatsoever. This
situation is represented in the top left subplot in Figure C.2. The remaining four plots in the first column represent the possible permutations of the
group means when three group means are equal. These effects all consists
of a minimal interaction, the interaction is caused by a minimal difference
caused by one group mean. The possible permutations when two pairs of
interactions are equal, are shown in the second column of Figure C.2. These
effects consist of either exactly one main effect or a perfectly crossing interaction that cancels out the main effects.
When two means are equal but the remaining other two are not, several types of effects can occur, as shown in Figure C.3. First of all, an effect
that is very similar to the minimal interaction can occur. The ordering of the
groups on one factor shows a difference on the first level of the other fac-
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tor but no difference on the second level. For the minimal interaction the
same holds when we reverse the factors. This is not the case for this type
of interaction, which we shall term a near-minimal interaction. This type
of interaction, shown in the first column in Figure C.3, is less vulnerable to
distortion due to sampling error than the true minimal interaction. In the
second column types of effects are shown that we have already seen, namely
the order-independent effect and the crossing interaction. In the third column the last type of effect is displayed. This type of effect is similar to the
partial interaction. For one factor the ordering of the group means reverses
between the levels of the other factor. For the other factor the group means
do not reverse between the levels of the other factor, because for one level
the group means are equal. We will call this type of effect a near-partial interaction.
In summary we can distinguish only eight basic types of effects: the
order-independent effect, crossing interaction, partial interaction, no effects
whatsoever, minimal interaction, one main effect only, near-minimal interaction and near-partial interaction. For all these types of effects, except the
order-independent type, the type changes as soon as the rank order of one of
these means relative to the others is changed. Only for the order-independent
effect can the order of the means, specifically the non-extreme means, be
changed without changing the effect type. This is the reason for the name
order-independent. For all other types a monotonically increasing transformation of the ranks will not result in a change in substantive interpretation
of the effect. For example, in a minimal interaction, the type of effect remains the same, no matter whether the one group that deviates does so to
a small or to a very large degree. Order-independent effects however, can
be transformed so that an existing interaction is eliminated or reversely, an
interaction can be introduced where there previously was none.
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Figure C.1: All possible interactions when group means are unequal.
Factor levels are designated by control (C) and experimental (E) and
a dashed (D) and solid (S) line. Group mean ordering for groups DC,
SC, DE, SE is provided above each subplot
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Figure C.2: All possible interactions when all, three or two pairs of group
means are equal. Factor levels are designated by control (C) and experimental (E) and a dashed (D) and solid (S) line. Group mean ordering for groups DC, SC, DE, SE is provided above each subplot
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Figure C.3: All possible interactions when two group means are equal
and the remaining two unequal. Factor levels are designated by control (C) and experimental (E) and a dashed (D) and solid (S) line.
Group mean ordering for groups DC, SC, DE, SE is provided above
each subplot
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Dutch Summary/Samenvatting

n dit proefschrift wordt nagegaan hoe de invloed van het meetniveau van
psychologische variabelen op de legitimiteit van inferenties over psychologische eigenschappen kan worden bezien vanuit een latente variabele modelbenadering. De algemene vraag is hoe latente variabele modellen zich verhouden tot, en in verband kunnen worden gebracht met representationele
meetheorie (RMT), waarin formeel beschreven is aan welke voorwaarden
moet worden voldaan om van kwantitatieve meting te kunnen spreken. Van
veel psychologische variabelen wordt aangenomen dat de achterliggende,
latente eigenschap een kwantitatieve structuur heeft. In latente variabele
modellen wordt deze aanname soms impliciet, soms expliciet gemaakt, maar
hij wordt bijna nooit getoetst. Aangezien veel statistische technieken alleen
tot legitieme, consistente conclusies leiden als ze zijn gebaseerd op kwantitatieve metingen, lijkt het toetsen van deze aanname zeer belangrijk.

I

Meten en toegestane statistiek
In Hoofdstuk 2 van dit proefschrift wordt een belangrijk punt van kritiek
op de theorie van meetniveaus en toegestane statistiek besproken. In deze
theorie (Stevens, 1946) wordt gesteld dat er verschillende meetniveaus (nominaal, ordinaal, interval en ratio) zijn die corresponderen met een steeds rijkere structuur (onderscheidbaarheid, ordening, vergelijkbaarheid van ver-
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schillen tussen objecten en directe vergelijkbaarheid van objecten). Meetniveaus kunnen worden gedefinieerd aan de hand van het type transformatie dat op de getallen kan worden uitgevoerd zonder dat de structuur
verloren gaat die in eerste instantie door de getallen werd gevangen. Gekoppeld hieraan is een beperking in de toegestane wiskundige bewerking van
de getallen. Een statistische toets die onder een structuurbehoudende, toegestane transformatie verandert is ambigu en ongewenst. De keuze voor een
bepaalde statistische toets moet daarom afhangen van het meetniveau van
de geobserveerde data.
Lord (1953) zette dit laatste deel van de theorie op losse schroeven door
middel van een gedachte-experiment waarin een niet-toegestane t-toets werd
uitgevoerd op nominale american footballnummers, om te bepalen of de
nummers random uit een van tevoren bekende populatie getrokken waren.
Deze toets leidde tot een zinvolle conclusie – namelijk dat er met de machine
die de nummers uitgaf is geknoeid. De impliciete boodschap is dat een niettoegestane toets wel degelijk informatief kan zijn en het gebruik ervan dus
niet moet worden beperkt.
Dit argument heeft geleid tot een heftig debat over de relatie tussen meten
en statistiek dat een aantal keer opnieuw is opgelaaid (Gaito, 1980; Townsend
& Ashby, 1984; Velleman & Wilkinson, 1993). Lord’s argument is echter
niet waterdicht. In Hoofdstuk 2 wordt beargumenteerd dat de aanname onjuist is dat de nummers nominaal zijn en alleen de eigenschap van onderscheidbaarheid van de spelers representeren. Wanneer de nummers als representaties van een eigenschap van de machine en niet van de spelers wordt
gezien, namelijk de interval eigenschap van bias naar lage nummers, dan is
de toets een schoolvoorbeeld van een toegestane toets. De eigenschap kan
zelfs gerepresenteerd worden volgens de strenge axioma’s van RMT. Lord
(1954) gaf zelf aan dat het beperken van het gebruik van statistische toetsen
naar gelang het meetniveau van de geobserveerde scores wel belangrijk is
als er een inferentie naar een achterliggende eigenschap wordt gemaakt. Nu
de obscure, achterliggende eigenschap van bias is geı̈dentificeerd kunnen we
het gedachte-experiment definitief als een invalide argument bestempelen.
Hoewel het ‘meten versus statistiek’ debat nooit definitief is beëindigd,
is het wel langzaam verstomd nadat RMT ten tonele verscheen. RMT is een
volledig geformaliseerde versie van Stevens’ theorie, waarin meten wordt
gedefinieerd als de mogelijkheid om een isomorfisme (structuurbehoudende
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relatie) aan te tonen tussen een empirische relationeel systeem (objecten of
personen die een bepaalde eigenschap vertonen) en een numeriek relationeel
systeem. Een set axioma’s specificeert of het mogelijk is om een numerieke
representatie voor een bepaald systeem te vinden. Voor verschillende empirische systemen is bewezen wat de relatie is tussen alle mogelijke schalingen van het numerieke relationele systeem, oftewel, wat het bijbehorende
meetniveau van zo’n systeem is. Het concept toegestane statistiek komt in
RMT terug in de vorm van ‘betekenisvolheid’. Hierbij ligt de nadruk op de
invariantie van de waarheidswaarde van de conclusie die voortkomt uit een
statistische toets, niet op de invariantie van de waarde van de toetsingsgrootheid zelf. Hiermee lijkt voor statistici althans de angel uit het debat te zijn
verwijderd.
RMT lijkt een welkome formalisering van ons begrip van meten en kwantiteit, die ons beter in staat stelt om kwantitatieve eigenschappen als zodanig
te herkennen. Men zou verwachten dat deze theorie en de bijbehorende axioma’s die ons in principe in staat stellen het meetniveau empirisch vast te
stellen, omarmd zouden worden door psychologisch onderzoekers. Vooralsnog is de theorie echter alleen bekend onder meettheoretici en een kleine
groep psychometrici, (Hand, 2004; Embretson & Reise, 2000; Bond & Fox,
2007). RMT is nooit gemeengoed geworden in het bredere onderzoeksveld.
Leerboeken behandelen meetniveaus en de bijbehorende beperkingen aan
statistische toetsen nog steeds in termen van Stevens, zonder zijn informele
concept van representatie en betekenisvolheid van conclusies uit te leggen,
laat staan dat de verbeterde versies van deze concepten, geformaliseerd in
RMT worden besproken (Tabachnick & Fidell, 2007; Agresti & Franklin, 2008).
De redenering achter legitieme inferentie en de invloed van meetniveau hierop wordt niet besproken, de lezer wordt aangeraden om voor Likert-items
en soortgelijke meetinstrumenten aan te nemen dat het interval niveau is
bereikt. De noodzaak om empirisch aan te tonen welk meetniveau met een
meetmethode kan worden geassocieerd wordt daarmee genegeerd.
Aan de andere kant kan men zich afvragen wat de praktische consequenties van deze aanpak zijn. In Lord’s gedachte-experiment resulteerde een
niet-toegestane toets in een nuttig resultaat; Het resultaat was echter nuttig omdat het in feite een interval eigenschap, namelijk bias in de machine,
betrof. Een alternatief moraal in het verhaal van Lord zou dus kunnen zijn
dat we ons niet zozeer moeten bezighouden met de legitimiteit van de toets,
maar met het zoeken naar resultaten op basis van niet-toegestane toetsen,
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die bij herhaalde replicatie met verschillende instrumenten steeds consistent
optreden. Hoewel dit geen direct bewijs is dat er sprake is van kwantitatieve
structuur, vormen dergelijke resultaten toch een aanknopingspunt om naar
kwantitatieve structuur op zoek te gaan. Of we nu besluiten om ons wel of
niet te beperken tot het uitvoeren van toegestane toetsen, de algemene conclusie is in beide gevallen dat er meer aandacht uit zou moeten gaan naar
het onderzoeken van de structuur van psychologische eigenschappen en het
toetsen van onze aannames over deze structuur.

Het Rasch Model als Additief Conjunct Meten
In Hoofdstuk 3 wordt de bruikbaarheid van een specifiek latent variabele
model, namelijk het Rasch model, besproken om het meetniveau van psychologische variabelen te bepalen. Het Rasch model is volgens sommigen
een vorm van Additief Conjunct Meten (ACM). ACM is een meetstructuur
gedefinieerd door RMT, welke op indirecte wijze een additieve, interval representatie van een empirische structuur mogelijk maakt voor twee eigenschappen die samen een derde eigenschap bepalen. In het Rasch model
bepalen item moeilijkheid en persoonsvaardigheid samen de kans dat iemand een item goed beantwoordt. Om te kunnen beoordelen of het Rasch
model ons kan helpen om kwantitatieve eigenschappen te identificeren, worden verschillende punten van kritiek besproken op de stelling dat het Rasch
model interval niveau metingen garandeert.
Om deze kritiek te kunnen bespreken is het eerst van belang om duidelijk
te maken wat er wordt bedoeld met kwantitatieve of interval metingen. Volgens RMT vereist het meten van een eigenschap dat bepaalde kwalitatieve
relaties opgaan voor een verzameling objecten die de eigenschap vertonen
en dat het empirisch relationele systeem van objecten en relaties isomorf is
met een numeriek relationeel systeem. Een eigenschap is kwantitatief als de
numerieke afbeelding uniek is tot affiene transformatie of vermenigvuldiging met een constante. RMT is echter niet de enige theorie die zich aan een
definitie van meten waagt (Michell, 1997). Een alternatief is de traditionele
meettheorie waarin meten beschouwd wordt als het ontdekken van ratio’s
tussen grootheden. Getallen zijn geen mathematische constructen maar instantiëringen van ratio’s en daarmee empirische entiteiten. Welke van deze
theorieën men aanhangt heeft echter geen directe praktische consequenties

Samenvatting

165

voor zover de discussie hier reikt, aangezien beide theorieën de empirische
demonstratie vereisen van de axioma’s zoals geformuleerd in RMT.
De vraag blijft daarom of aan deze axioma’s van ACM wordt voldaan
door data die goed kan worden beschreven met het Rasch model en of dit
daadwerkelijk metingen op het interval niveau oplevert. Het eerste deel
van de vraag is weinig controversieel. Geen enkele criticaster heeft geageerd
tegen de stelling dat het Rasch model structureel equivalent is aan ACM. Het
model is speciaal ontwikkeld om de eigenschap van specifieke-objectiviteit
te hebben, welke correspondeert met het ‘single cancellation’ axioma in ACM.
Specifieke-objectiviteit houdt in dat de persoonsvaardigheid onafhankelijk
van de itemmoeilijkheden is te bepalen en andersom. Tegemoetkoming aan
een ander belangrijk axioma, dat van ‘double cancellation’, is gegarandeerd
vanwege de keuze voor de logistische functie om het verschil in persoonsvaardigheid en itemmoeilijkheid om te zetten in de kans om een item goed
te beantwoorden. Kritiek op de claim van interval niveau metingen moet
daarom niet gericht worden op de structurele equivalentie met ACM, maar
op de verschillende interpretaties van de concepten ‘objecten’ en ‘empirische
demonstratie’ in RMT.
In RMT moet de verzameling objecten die de te meten eigenschap vertonen duidelijk gedefinieerd zijn. Helaas is het onmogelijk voor de meeste
psychologische eigenschappen die zich laten meten met behulp van test- of
vragenlijst items, om van tevoren onomstotelijk vast te stellen wat de eigenschappen van een valide item zijn. Een Rasch model past vaak pas goed op
data nadat slecht passende items een voor een verwijderd zijn, waarbij het
onduidelijk is waarom deze items gebrekkige passing vertonen. Dit resulteert in ad hoc, arbitraire tests of vragenlijsten die een kunstmatig gecreeërde
kwantitatieve structuur vertonen. Het ligt voor de hand dat wanneer er genoegen wordt genomen met dergelijke schijn-kwantitativiteit zonder dat de
reden van gebrekkige passing wordt onderzocht, er weinig vooruitgang zal
worden geboekt op het terrein van kwantitatieve meting van psychologische
variabelen.
Een ander probleem betreft de onmogelijkheid voor veel psychologische
variabelen om steeds preciezer onderscheid te maken tussen itemmoeilijkheden. Als een eigenschap werkelijk een kwantitatieve structuur heeft dan
moet het in principe mogelijk zijn om altijd een object te vinden tussen twee
andere objecten, hoe dicht deze twee ook bij elkaar liggen. Hoe dit mogelijk
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zou moeten zijn voor eigenschappen als extraversie of rekenvaardigheid is
onduidelijk.
De empirische status van kansen is een ander problematisch onderwerp
wanneer we het Rasch model als vorm van ACM zien. RMT vereist dat empirisch wordt gedemonstreerd dat de objecten die de te meten eigenschap
vertonen aan bepaalde axioma’s voldoen. Dit betekent dat de objecten en
hun onderlinge relatie op een of andere manier moet kunnen worden geobserveerd. Kyngdon (2008a) stelt dat de kans om een item goed te beantwoorden niet aan deze eis van observeerbaarheid voldoet. Het is de vraag of een
strikte representationalist kansen zoals beschreven in het Rasch model niet
zou accepteren, aangezien RMT niet helder beschrijft wat onder ‘observeerbaar’ moet worden verstaan. De kansen in het Rasch model kunnen door een
meer tastbaar kenmerk worden vervangen, bijvoorbeeld door de proportie
goed beantwoorde items na herhaalde afname of de proportie goed beantwoorde items van dezelfde moeilijkheid. Wellicht is een dergelijke interpretatie in termen van proporties of kansen als benaderingen van proporties wel
acceptabel voor representationalisten.
Ofschoon de stelling dat het Rasch model interval metingen oplevert dus
in twijfel kan worden getrokken op basis van wetenschapsfilosofische gronden, lijken de meer praktische bezwaren dat weinig psychologische variabelen een kwantitatieve structuur hebben en het gevaar dat itemselectie tijdens
modelpassing de illusie van kwantitatieve structuur wekt veel grotere problemen op te leveren.

De Guttman-Rasch paradox
In Hoofdstuk 3 werden verschillende punten van kritiek besproken op de
stelling dat het Rasch model een vorm van ACM is en dus metingen op interval niveau oplevert. In Hoofdstuk 4 wordt een andere vorm van kritiek op
deze stelling besproken. Dit punt van kritiek betreft het ogenschijnlijk paradoxale verschil in meetniveau dat kan worden geassocieerd met het Rasch
model en het sterk gerelateerde Guttman model. Het Guttman model kan
worden gezien als het Rasch model, ontdaan van meetfout. Wanneer de precisie (discriminatie) in het Rasch model wordt opgevoerd verandert dit probabilistische model in de limiet in het deterministische Guttman model, dat
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is geassocieerd met een ordinaal meetniveau. De claim dat het Rasch model
interval metingen oplevert moet volgens sommigen betwijfeld worden omdat het verlies van meetniveau, veroorzaakt door het verhogen van de precisie en verwijderen van meetfout, paradoxaal is (Michell, 2008a, 2009).
Een nadere analyse van dit argument laat echter zien dat de toevoeging
van meetfout niet de essentiële factor is die voor een hoger, interval niveau
zorgt. Er zijn verschillende manieren om meetfout aan het Guttman model
toe te voegen die geen hoger meetniveau ten gevolge hebben. Voor beide
modellen is nagegaan waarom ze precies wel en niet voldoen aan de axioma’s van ACM. Hieruit komt naar voren dat het continue versus het discrete karakter van de ‘meetfout’ en de directe relatie tussen de grootte van
de meetfout en de onderliggende eigenschap zijn die leiden tot een hoger
meetniveau in het Rasch model.
Dit neemt niet weg dat meetfout een belangrijke rol speelt bij het bereiken
van het interval niveau in het Rasch model. Het argument dat meetfout niet
zou horen te leiden tot een toename in precisie lijkt overtuigend. Dit argument is echter misleidend geformuleerd in termen van precisie, niet meetniveau. Afgezien van het feit dat niet de meetprecisie maar het niveau in
twijfel wordt getrokken, is het argument, zoals geformuleerd, niet juist. Het
toevoegen van meetfout aan een meetprocedure kan wel degelijk leiden tot
een nauwkeuriger waarneming. Dit fenomeen staat bekend als stochastische
resonantie in onder andere de biologie en de natuurkunde (Gammaitoni et
al., 1989; Chatterjee & Robert, 2001; Ries, 2007).
Met een simpele simulatie van een gedachte-experiment waarbij lengte
wordt gemeten met behulp van gepaarde vergelijkingen wordt getoond hoe
meetfout die samenhangt met de latente eigenschap tot hogere nauwkeurigheid kan leiden. Met een tweede simulatie wordt geı̈llustreerd hoe dit
effect op kan treden onder het Rasch model, namelijk wanneer items qua
moeilijkheid ongelijk verdeeld zijn. Aangezien de grootte van de meetfout
direct gerelateerd is aan het verschil tussen persoonsvaardigheid en itemmoeilijkheid staat het verwijderen van meetfout gelijk aan het verwijderen
van waardevolle informatie.
Het verschil in meetniveau tussen het Guttman en Rasch model moet
niet als paradoxaal worden gezien. Het Rasch model maakt gebruik van
continue kansen die gerelateerd zijn aan de onderliggende eigenschap; het
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Guttman model maakt gebruik van discrete kansen van nul en een, die niet
onderscheiden kunnen worden van de ruwe scores en daarom geen extra informatie bevatten. Een verschil in precisie – laat staan meetniveau – tussen
deze modellen is niet paradoxaal aangezien het in feite twee zeer verschillende meetmethoden betreft, die meer van elkaar verschillen dan alleen in
de aanwezigheid van meetfout, zoals de criticasters het doen voorkomen.

Inschatten van risico op inferentie-fouten met IRT
Zelfs als we accepteren we dat het Rasch model een vorm van ACM is en zo
interval metingen oplevert, dat geschatte kansen metingen kunnen vormen
en dat er een eindeloze hoeveelheid mensen en items beschikbaar is om een
bepaalde eigenschap te meten, dan nog is het onwaarschijnlijk dat het Rasch
model gebruikt kan worden om voor meer dan enkele eigenschappen een
interval niveau vast te stellen. Weinig psychologische eigenschappen hebben
een structuur die oneindige verfijning tussen nabijgelegen objecten toelaat.
Andere, meer complexe IRT modellen vertonen geen structurele gelijkenis
met ACM. Deze modellen zouden in eerste instantie dus van nog minder
nut lijken om aannames over het meetniveau te onderzoeken. Hoewel ze
niet direct bruikbaar zijn om dergelijke aannames te toetsen, kunnen deze
modellen wel ingezet worden om op indirecte wijzen vragen omtrent het
meetniveau en de legitimiteit van inferenties te beantwoorden.
In veel gevallen nemen we aan dat een onderliggende eigenschap kwantitatief is terwijl de geobserveerde scores ten hoogste ordinaal zijn. De relatie tussen deze ordinale data en de latente trek wordt beschreven door
een onbekende monotoon stijgende functie. Latente variabele modellen, in
dit geval IRT modellen, kunnen behulpzaam zijn bij het inschatten van het
risico op het maken van een verkeerde inferentie op basis van niet-toegestane
statistiek. In IRT modellen worden parameters gespecificeerd die inhoudelijke eigenschappen van items en personen vertegenwoordigen en het daarom
mogelijk maken om een bepaalde, theoretisch plausibele relatie te veronderstellen tussen geobserveerde en latente variabelen.
Hierdoor is het mogelijk om de risicofactoren om een foute inferentie te
maken meer nauwkeurig in kaart te brengen. In Hoofdstuk 5 en 6 worden
het Twee-Parameter Logistisch (2PL) model en het Graded-Response Model
(GRM) gebruikt om effecten op het latente niveau om te zetten in geob-
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serveerde scores om het risico op inferentie-fouten in factoriëel onderzoek
met interactie-effecten te bepalen.
Deze effecten zijn gevoelig voor inferentie-fouten veroorzaakt door de
arbitraire keuze van meetschaal wanneer data ordinaal zijn. Bij standaard
vergelijkingen van twee groepen is het onmogelijk om een inferentie-fout
te maken als aan de aannamen van de statistische toets – onafhankelijke,
normaal-verdeelde steekproeven met gelijke varianties – is voldaan (Davison
& Sharma, 1988). bij simultane vergelijkingen van groepen op twee of meer
factoren geldt dit echter niet (Davison & Sharma, 1990, 1994).
In eerder simulatie onderzoek met behulp van het Rasch en 2PL model is
aangetoond dat extreme test moeilijkheid, hoge item discriminatie, testlengte
en effectgrootte het aantal significante interacties deed toenemen dat werd
gevonden in data gegenereerd met een model dat geen interacties bevatte
(Embretson, 1996; Kang & Waller, 2005). Deze simulaties werden gedaan
aan de hand van Moderated Multiple Regression (MMR) opzet met random factoren en een grote steekproef. Onder zulke omstandigheden kan het
risico van inferentie-fouten tegengegaan worden door latente trekwaarden
te schatten met behulp van een IRT model en deze te analyseren in plaats
van de geobserveerde scores. Voor typisch experimentele onderzoeksopzetten met kleine steekproeven is het niet mogelijk om een IRT model te passen.
Om het risico op inferentı̈ele fouten in te schatten voor typisch experimentele omstandigheden werd in Hoofdstuk 5 en 6 een twee-bij-twee fixed factors
design met kleine steekproefgrootte, kleine tot middelgrote effecten en verschillende typen hoofd- en interactie-effecten op het latente niveau gesimuleerd.
Het effect van extreme test moeilijkheid, item discriminatie en steekproefgrootte is allereerst onderzocht aan de hand van het 2PL model (Hoofdstuk
5). Dit model is een uitbreiding van het Rasch model waarbij items verschillend discrimineren tussen personen op de latente trek. Uit de resultaten
blijkt dat een te moeilijke (of makkelijke) test een bodem-effect tot gevolg
heeft op de geobserveerde schaal, wat de oorspronkelijke interactie-effecten
op latent niveau verstoort en tot inferentie-fouten leidt. Hoge item discriminatie verergert dit risico. Dit geldt echter alleen voor een beperkt aantal
effecten. Alleen als er twee hoofdeffecten zonder interactie zijn, of een ordeonafhankelijke interactie op het latente niveau aanwezig zijn is het risico op
verkeerde conclusies groot. Een aantal andere interacties, namelijk partiële
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en minimale, kunnen dit risico ook lopen vanwege sampling error. voor deze
effecten is het risico wel vele malen kleiner. Steekproefgrootte tenslotte, vervormde de resultaten meer wanneer er op latent niveau geen interactie aanwezig dan wanneer deze wel aanwezig was.
Toetsing van de aannamen van normaliteit en homogeniteit van de varianties werden beide vaker verworpen door het bodem-effect veroorzaakt
door de niet-lineaire transformatie volgens het 2PL model. De frequentie
waarmee dit gebeurde was echter gelijk voor verschillende typen effecten.
Hoewel relatief zeldzaam, kwam het een aantal keer voor dat verkeerde
conclusies over de aanwezigheid van een interactie getrokken werden terwijl zowel normaliteit als homogeniteit niet verworpen konden worden. In
de experimentele situatie met fixed effects en een kleine steekproef loont het
dus om met het toetsen van de statistische aannames verkeerde conclusies te
elimineren, maar hierbij is het risico een valide conclusie te elimineren groot
en de methode is niet waterdicht.
Een betere manier om het maken van inferentiële fouten te voorkomen
is om een test te gebruiken die een gepaste moeilijkheidsgraad heeft voor
de steekproef. Als dit niet mogelijk is kan een normaliserende transformatie
het risico op een inferentie-fout tenminste verkleinen. Een dergelijke transformatie kan gezien worden als een poging om de latente waarden te benaderen zonder de trek daadwerkelijk met een formeel model te beschrijven
en te schatten.
Deze en eerdere resultaten hebben betrekking op binair gescoorde items.
Een logische uitbreiding is om te zien of hetzelfde risico op inferentie-fouten
optreedt wanneer er meer antwoordcategorieën beschikbaar zijn. Aangezien
van dergelijke Likert-schaal items wordt gezegd dat ze het interval niveau
voldoende benaderen om dit meetniveau aan te nemen, verwachten we een
kleiner risico voor deze items. In Hoofdstuk 6 werd deze verwachting bevestigd in een simulatie-onderzoek waarbij latente effecten omgezet werden
naar geobserveerde scores met behulp van het GRM. De opzet was hetzelfde,
met als enig verschil dat alleen een kleine steekproef werd onderzocht en
verschillende aantallen antwoordcategorieën werden gesimuleerd.
De resultaten waren vergelijkbaar maar minder extreem dan de resultaten gebaseerd op de data die werden gesimuleerd aan de hand van het
binaire 2PL model. Naarmate het aantal antwoordcategorieën steeg nam
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het aantal inferentie-fouten onder risicovolle omstandigheden (extreme test
moeilijkheid, hoge itemdiscriminatie, orde-onafhankelijke effecten) af. Opnieuw bleek een normaliserende transformatie een geschikte manier om het
aantal verkeerde inferenties nog verder te doen afnemen. Voor hogere aantallen antwoordcategorieën (6,7) leidde dit tot zeer acceptabele risico-niveaus.
Natuurlijk hangen al deze conclusies af van de aanname dat een kwantitatieve eigenschap aan de scores ten grondslag ligt, dat de geobserveerde
scores daadwerkelijk ordinaal zijn en dat de data gegenereerd zijn aan de
hand van een proces dat dezelfde structuur oplevert als het gebruikte IRT
model. Of deze aannamen plausibel zijn vormt het onderwerp voor een heel
nieuw proefschrift. Als we de modellen in ieder geval voorlopig accepteren
als werkbaar, dan staan ze ons toe om een beter inschatting te maken van het
risico op inferentie-fouten en het identificeren van de factoren die dit risico
verhogen wanneer we toetsen uitvoeren die strikt genomen niet zijn toegestaan.

