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Chapter 7

Conclusion

This dissertation analyzed the (computational) complexity of interaction from
different perspectives. We started the investigation from an external perspec-
tive, analyzing the complexities of modal logical systems designed for reason-
ing about the strategic abilities of individuals and groups of agents involved
in interactive processes. We then zoomed in more into precisely defined game-
like interactions, focusing on the complexity of deciding whether a player has a
winning strategy. We then moved on by analyzing a different concept involved
in interactions between agents, namely that of information. We determined
the complexity involved in various tasks about comparing the information that
agents have about facts and about other agents. Finally, we gave complexity
results for tasks that are involved in actually playing a particular recreational
game in which the concept of information plays a crucial role.

We now summarize the results of each individual chapter before we will
give some general conclusions.

7.1 Summary of the chapters
Chapter 2 presented an extended modal logic framework for reasoning about
the strategic ability of groups of agents. The cooperation logic with actions
and preferences (CLA+P) was designed by extending the cooperation logic
with actions of Sauro et al. (2006) with a modal preference logic, which is a
fragment of the preference logic developed by van Benthem et al. (2007). The
particular contribution of our framework to the field of modal logics for multi-
agent systems is its combination of explicit actions and preferences, which
allows for explicitly distinguishing between different ways to achieve results,
w.r.t. whether these ways are good for the agents. We showed decidability
(in NEXPTIME) of this logic by determining an upper bound on how many
actions are needed to make coalitional power in implicit coalition modalities
explicit and by adapting the technique of filtration to handle the non-standard
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190 Chapter 7. Conclusion

modalities of the logic such as the strict preference modality and the modality
of saying that performing a certain action leads to a (strictly) preferred state.

For a lower bound, we showed that already the fragment of CLA+P that
only deals with actions and their effects is EXPTIME-hard as it basically is a
full Boolean modal logic.

The design choices made for CLA+P were based on the conceptual motiva-
tion to keep the models very general, allowing for a wide range of situations
being modeled.

The work in Chapter 2 raised the question as to whether we can give some
guidelines for making design choices for developing modal logics that can
express certain concepts inspired by game theory or social choice theory. In
particular, Chapter 2 illustrated the need for a systematic study of the impact
that the choice of primitives of a modal logic for strategic ability has on the
complexity required for expressing interesting properties involving strategic
ability and preferences.

Chapter 3 picked up this question and focused on the computational com-
plexity required for reasoning involving game theoretical concepts. In this
chapter, we investigated three different approaches to modeling the ability
of groups in modal logic: simple coalition-labeled transition systems, action-
based coalitional models and power-based coalitional models, which are a
generalization of the simulation of Coalition Logic (Pauly 2002a) on Kripke
models. We have clarified the framework of power-based coalitional models
by showing how standard assumptions on coalitional power such as coali-
tion monotonicity, independence of coalitions and a consistency condition for
complementary coalitions relate to each other on these models. Moreover, we
gave a transformation from power-based coalitional models to corresponding
models of Coalition Logic. The existence of such a transformation follows
from earlier results by Broersen et al. (2007). The contribution of Chapter 3
is to give an explicit constructive transformation showing how the powers of
coalitions in power-based coalitional models can be transformed into effectivity
functions. Clarifying the relationship between implicit and explicit coalitional
power, we showed how a power-based coalitional model can be constructed
from an action-based coalitional model. Additionally, we showed how the
properties of an action-based model being reactive and its transitions being
determined by the choice of the grand coalition translate into a power-based
coalitional model being the normal simulation of a Coalition Logic model.

For each of the three classes of models, we determined under what model
theoretical operations certain properties about cooperation and preferences are
invariant. The properties range from the simplest notions about coalitional
power or preferences (e.g. a coalition having the ability to make a fact true, or
an individual preferring a state in which some fact is true, respectively) to more
complex combinations such as the ability of a group to make the system move
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into a state preferred by an agent, or the concept of (strict) Nash-stability.
Using the invariance results and underlying characterization results for

extended modal logics, we determined how much expressive power is needed
for expressing the different concepts on each of the three classes of models.
This way we identified extended modal logics in which the concepts can be
expressed. Then we explicitly gave formulas in the languages determined this
way that express the concepts. Finally, using complexity results for (extended)
modal logics, we could then for each concept and each class of models specify
an upper bound on the complexity (model checking and satisfiability) of modal
logics being able to express this concept.

We showed that whether the aim of the designer is to develop a formal
system for reasoning about stability notions involving strict preferences or
stability notions with weak preferences can make a crucial difference w.r.t.
which of the three classes of formal systems leads to the lowest complexity.
We showed that on simple coalition-labeled transition systems strong Nash-
stability is easier to express than Nash-stability, while on action- and power-
based models we see the opposite effect: on these classes of modes strong
Nash-stability turns out to be more demanding in terms of complexity and
expressive power.

Chapter 4 focused on the complexity analysis of the problem of deciding
which player has a winning strategy in different versions of Sabotage Games,
two-player games played on graphs. A key feature of Sabotage Games are the
asymmetric roles of the two players, Runner and Blocker: Runner moves locally
along the edges of the graph, while Blocker’s moves are of a more global nature:
she manipulates the graph by removing edges and thereby restricts possible
choices of moves by Runner. In the standard game, the goal of Runner is to reach
one of the goal vertices, while Blocker tries to prevent this from happening.
In our work, we examined the effects of different winning conditions on the
complexity. We showed that with opposite objectives (i.e., Runner trying to
avoid reaching the goal vertices, and Blocker trying to force him to move to
a goal vertex) the complexity of deciding if a player has a winning strategy
remains unchanged (PSPACE-complete). In a cooperative setting in which
both players’ aim is that Runner reaches a goal vertex however, the game
becomes easier (NL-complete).

For each of the three versions of winning conditions, we also determined
the complexity of the game in which Blocker is allowed to skip moves. Our
results show that the complexity stays the same because the winning abilities
in this game are as in the version in which Blocker has to remove an edge in
every round.

Chapter 5 is devoted to the concept of information and more specifically to
the complexity of tasks about comparing the information of different agents.
Our study took place in the semantic structures of (epistemic) modal logics. We
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focused on three different classes of decision problems: determining if agents
have similar information, if they have symmetric information in the sense that
they have similar knowledge about each other and deciding if the information
of an agent can be manipulated in a certain way.

We used the semantic structures of (epistemic) modal logics but our results
are independent of how certain properties can be expressed in the syntax of
such logics, as we purely focus on the tasks involved in reasoning about the
information of agents. Our results show that deciding information similarity
and information symmetry are in general tractable if we take similarity notions
based on the notion of bisimilarity. We introduced the notion of flipped bisim-
ilarity, which can be used to capture that two agents have similar information
about each other. We also used the notion of epistemic horizon of an agent,
which is the submodel with exactly that part of a Kripke model that is relevant
for the reasoning of an agent in a given situation. We showed that in reflexive
models (i.e., models in which it holds that whatever is known by an agent has
to be true) horizon bisimilarity becomes trivial for the horizons at the same
point in a model, while flipped horizon bisimilarity does not.

Moreover, we showed that deciding about whether it is possible to ma-
nipulate the information structure of agents in a certain way is in general
more difficult than deciding information similarity or symmetry. However,
under the assumption of information being modeled by S5 structures, deciding
whether an information structure can be restricted such that it is similar to
(at least as refined as) another structure is indeed tractable in the single-agent
case. We gave a polynomial procedure that uses a polynomial algorithm for
finding matchings in a bipartite graph. Whether for the multi-agent S5 case
the problem becomes NP-complete is still open and depends on whether we
can simulate arbitrary accessibility relations by combinations of equivalence
relations in a way that preserves the existence of submodels bisimilar to some
other model.

Concerning the location of the border between tractability and intractability,
our results show that static tasks about similarity and symmetry are tractable,
with some being among the hardest tractable problems (e.g. bisimilarity of
Kripke models or horizons of Kripke models) and others being trivial (e.g.
under the assumption of S5 models to decide whether the epistemic horizons
of two agents in the same situation are similar), while for the dynamic tasks
about information manipulation NP-hardness can arise quite quickly unless
we consider single-agent S5 structures.

Chapter 6 presented a case study of complexity in interaction by focusing on
the complexity involved in playing a concrete recreational game: the inductive
inference game The New Eleusis. This chapter served as an example of a formal
complexity analysis with implications for the actual play of a real game. Eleusis
is a card game in which one player (Player 1) constructs a rule about sequences
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of cards and the other players try to find out the rule by inductive reasoning
based on feedback they get as to whether cards they played are accepted or
rejected according to the secret rule. The game is interesting from a learning
theoretical perspective as it illustrates a form of learning with membership
queries.

We formalized the secret rules as functions that for every sequence of cards
and any card say whether it is accepted to extend the sequence with the card. We
identified different tasks that players face during the play and investigated their
complexity. We showed that for some natural classes of rules the problem of
deciding whether the secret rule might be in this class can be done in polynomial
time. For the task of Player 1 to say whether a card is accepted or rejected, we
have shown that Player 1 can choose secret rules that will make it extremely
hard – if not impossible – for her to perform this task and give feedback to the
other players. More precisely, our analysis shows that Player 1 can construct
a rule based on the NP-complete collision-aware string partition problem which
can force her to eventually solve this problem. Moreover, we showed that
indeed even undecidable problems can arise in the game, as the rules of the
game allow e.g. Player 1 to construct a secret rule that requires her to solve
Post’s correspondence problem (which is undecidable) in order to say if a card
is accepted. Based on this complexity analysis, we gave the suggestion of
restricting the set of secret rules Player 1 can choose from as to explicitly avoid
rules that make it impossible for Player 1 to perform a legal move (i.e., to give
accurate feedback). In practice, Player 1’s awareness of the impact of her choice
of secret rule could be sufficiently increased by introducing a time limit within
which she has to accept/reject cards in each round. A further constraint on the
secret rules can be to always accept at least one card. As opposed to the first
adjustment of the rules, this one is not aimed at making the game more playable
for players with restricted computational resources, but rather to ensure that
the game stays entertaining and to avoid that Player 1 chooses a rule which at
some point rejects all cards, which – as we observed during play of this game
– actually happens quite frequently with inexperienced players.

7.2 Conclusion

Let us now conclude what we have achieved with respect to answering our
four research questions.

Research Question 1 What formal frameworks are best suited for rea-
soning about which concepts involved in interaction?

• What should be the primitive notions a formal approach should be
based on?
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Part I of this dissertation has addressed this question by focusing on modal
logic frameworks for reasoning about strategic abilities of individuals and
groups. We have shown that an explicit representation of agents’ preferences
and actions by which results can be achieved can have conceptual benefits but
can also lead to high complexity of the resulting logical system, depending on
the chosen underlying logic of actions.

In Chapter 3, we presented a systematic study of different modal logic
frameworks for coalitional interaction. A model theoretical study of the invari-
ance of different game theoretical properties on modal logic models allowed us
to draw conclusions as to what kind of approaches are best suited for reasoning
about which kind of notions.

In particular, we have seen that attention has to be payed to the difference
between strict and weak preferences in stability notions that one wants to
reason about. We have seen that e.g. for Nash-stability, on action- and power-
based models its weak version is easier to express than the strong one while
for coalition-labeled transition systems the situation is just the opposite.

Research Question 2 What is the role of cooperation vs. competition in
the complexity of interaction?

• Does analyzing an interactive situation in general become easier if
the participants cooperate?

Chapter 4 has addressed this question for a class of games which represent
the travel through a network with connection failures. We have shown that
non-cooperative versions of this game are of much higher complexity than a
cooperative version. Moreover, changing the objectives of the players in the
non-cooperative case does not have any influence on the complexity as long
as the situation stays non-cooperative. Thus, while an analysis of interactive
situations with respect to strategic abilities seems to be easier with cooperation,
we also note that for modal logical frameworks for reasoning about coalitions,
sometimes the opposite effect can be observed. To be more precise, our work
in Chapters 2 and 3 has shown that if such systems are based on models in
which individuals rather than coalitions are taken as primitive notions, then
an exponential blow-up can occur when formalizing the ability of groups.

Research Question 3 Which parameters can make interaction difficult?

• How does the complexity of an interactive situation change when
more participants enter the interaction or when we drop some sim-
plifying assumptions on the participants themselves?

We have addressed this question by focusing on structures representing the in-
formation that agents have. In particular we analyzed the complexity involved
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in comparing and manipulating information structures as modeled by modal
logic. For the complexity of comparing information of agents, which in general
is tractable, we can conclude that under the assumptions of knowledge being
truthful and fully introspective, a complexity jump occurs with the introduction
of a second agent. Without any particular assumptions on knowledge, more
agents entering the situation does not significantly increase the complexity.

For the complexity of manipulating the information of agents in a certain
way, we have shown that as long as we only consider one individual whose
knowledge is truthful and fully introspective, this is easy. Dropping the as-
sumptions however makes this an intractable task.

Research Question 4 Finally, to what extent can we use a formal anal-
ysis of interactive processes to draw conclusions about the complexity of
actual interaction?

• Are there concrete examples of interactions in which participants
actually encounter very high complexities which make it impossible
for them to act?

While a complexity theoretical study of whole logical systems does not seem
to necessarily have implications for real interaction, a complexity theoretical
study of the tasks involved in interaction is more promising with respect to
implications for real interaction. Chapter 6 gave a case study of the card game
Eleusis and has shown that in general it cannot be taken for granted that
recreational games are playable in the sense that players should always be able
to find a legal move without facing any unsolvable problems. This leads us to
the conclusion that in the design of recreational games careful attention has to
be paid to the problem of deciding what are legal moves in a game, as this is
a problem that players face during the play, even without more sophisticated
strategical considerations.

Additionally, the complexity study of concrete tasks that interacting in-
dividuals face also has the benefit that such tasks can also be investigated
empirically, which can then lead to the development of new measures for the
cognitive complexity of such tasks.

In general, the work in this dissertation shows that tasks and problems
about and involved in interaction cover the whole range of the complexity
hierarchy. Moving from satisfiability of extended modal logic frameworks to
concrete tasks in playing actual games does not necessarily imply a decrease
in computational complexity. In general, we have seen that there is a need for
more game-specific characterizations of different kinds of interactive processes
according to their complexity.
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7.3 Further Work
Our work gave rise to some interesting further questions to investigate.

7.3.1 New questions for modal logics for reasoning about in-
teraction

Our analysis of different modal logic frameworks for reasoning about interac-
tion opened some interesting questions for further research of modal logic with
particular focus on complexity and game-like interaction.

Complexity of logics for multi-agent systems. The methodology we used in
Chapter 3 of systematically checking the invariance of interesting properties
on different kinds of models for determining how much expressive power is
needed to express them could be applied also to modal logic approaches for
reasoning about other kinds of concepts in multi-agent systems. This could
shed some light onto the landscape of modal logics developed for multi-agent
systems.

Additionally, our work raised the question of how lower bounds could be
obtained. To be more precise, this calls for a method of showing that for a given
property and a given class of models every modal logic (with some reasonable
properties) that is able to express this property on the class of models will have
at least a certain complexity.

Extensions of sabotage-style logics. In Chapter 4, we gave complexity re-
sults for some variations of Sabotage Games. The variations were originally
conceptually motivated by an interactive view on learning scenarios, focusing
on the interaction between Learner and Teacher. One of the key properties of
the games are the different roles of the players; one acting locally and the other
acting globally. We could also look at interesting game variations in which
the roles of the players are different and then investigate what will be the ef-
fect on the corresponding logic. A particularly interesting variation would be
the game in which Blocker also moves locally and removes edges by moving
along them. This version of a Sabotage Game could then be compared to the
game Pacman (cf. Heckel (2006)). A corresponding modal logic could then be
developed with a modality with the following semantics.

M,w |= �Pacmanϕ iff ∃v with (w, v) ∈ Ra for some a ∈ Σ andM−(w,v),a, v |= ϕ.

Thus, the Pacman-modality is a local dynamic modality, saying that it is
possible to move to a successor state while erasing that transition such that at
that state ϕ is true.
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Similarly, another variation on the game inspired by other games would be
to introduce imperfect information so that e.g. Blocker does not always know
the exact location of Runner. This would lead to a game closer connected to
the game of Scotland Yard, and accordingly to the question as to whether for
Sabotage Games it is also the case that both the version with perfect information
and that with imperfect information are of the same complexity (PSPACE), as
it is the case for Scotland Yard (Sevenster 2006).

We have shown that allowing Blocker to refrain from removing an edge does
not change the abilities of the players with respect to whether they can win.
Additionally, we could consider a version in which players are allowed to make
several moves in a row. In the logic, this would then lead to adding a Kleene
star operation for the diamond for Runner and/or the sabotage diamond for
Blocker. This then leads to the question as to what is the effect on the complexity
of the associated games and the extended Sabotage Modal Logic.

Modal logic frameworks for epistemic interaction. Taking a semantic and
agent-oriented perspective in Chapter 5 has led us to the investigation of vari-
ous tasks about comparing information structures of agents. This has led us to
an investigation of the similarity notion of flipped-bisimulation. Taking this a
step further would lead to other similarity notions that could be motivated by
a more internal agent-oriented perspective. One way to go into this direction
would be to explore both the model theoretical and the complexity theoretical
properties of weaker notions of similarity such as those underlying analogical
reasoning, on the domain of epistemic reasoning.

We have seen that both for static and dynamic tasks on information struc-
tures, increasing the number of agents involved or dropping particular assump-
tions on the epistemic accessibility relations (such as reflexivity) can cause a
complexity jump of the task under consideration. This leads us to the question
as to how far we can characterize the epistemic modal logics in which these
tasks are of certain complexity classes. As a first step, we suggest a careful
investigation of the problems for logics between K and S5.

7.3.2 New questions for complexity theory

The complexity analyses in this dissertation specifically focused on the com-
plexity that arises in interactive processes. The problems and tasks we inves-
tigated were motivated by their role in the interaction between (groups of)
agents.

More generally, our work also leads to some new paths to be explored
in the complexity analysis of graph theoretical problems. While for graph
isomorphism many variations have been investigated, much less work has
been done for problems involving graph bisimilarity. In particular, our work
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gave rise to the question as to which special cases of the NP-complete problem
of induced subgraph bisimulation can be shown to be tractable.

7.3.3 New questions for artificial intelligence in games
Our analysis of tasks in reasoning about agents’ information structures in Chap-
ter 5 is relevant for game AI for games that simulate social interaction (cf.
Chapter 4 of Witzel (2009)).

Our analysis of the game Eleusis leads to new challenges for AI for tack-
ling difficult tasks in determining what are legal moves, a task that is usually
straightforward.

7.3.4 New questions for cognitive science
Switching from an external perspective on interaction to a more internal per-
spective in which we investigated reasoning about the information of agents,
our work in Chapter 5 naturally calls for an empirical investigation as to
whether the borders of certain difficulty levels in actual reasoning about in-
formation correspond to our complexity findings.

In Chapter 6, we showed that a complexity theoretical study of interaction
can have some implications for real interaction. This was done for the game
Eleusis. In order to determine the precise impact of the complexity for actual
play of humans, some more work has to be done. As a first step for gathering
more insight into actual play of the game, data has to be gathered as e.g. in
Sangati (2011) in order to get a better idea of cognitive difficulties involved in
the game. Moreover, different strategies of inductive inference in practice can
be investigated this way.

Throughout this dissertation we have moved from a complexity analysis
of abstract general frameworks to a complexity analysis of tasks that players
face during play of a game. A natural next step would be to take this further
and focus on subtasks involved here. A complexity theoretical analysis of rea-
soning tasks involved in game playing can then also contribute to a theoretical
foundation underlying the design of games for teaching and training certain
skills such as performing arithmetic operations (Klinkenberg et al. 2011). Based
on a computational complexity analysis such tasks can be classified at a high
level.




