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Chapter 6

Learning Linguistically Motivated
Latent Translation Structure

Research efforts towards making use of the syntactic aspects of translation have
been intensified during the past decade. We have already witnessed in this thesis
the build-up from earlier work on translation formalisms driven by formal syntax
such as (Aho and Ullman, 1969; Lewis and Stearns, 1968), to Wu’s introduction
of the Inversion-Transduction Grammar (ITG) (Wu, 1997). The latter, a sub-
set of the Synchronous Context-Free Grammars (SCFGs), seems to combine the
merits of simplicity and computational efficiency with the ability to describe a
multitude of frequently occurring translation phenomena. Chiang (2005a) moved
further by combining in the Hiero system the hierarchical nature of the ITG with
the modelling potential of Phrase-Based Statistical Machine Translation (PB-
SMT), to model translation as a hierarchical process which recursively expands
discontiguous phrase-pairs.

Chiang in the Hiero system itself did not explore the potential of SCFGs to
describe translation in terms of an abstract hierarchical process, choosing as a
first step to focus on the ability of the SCFG formalism to provide the mechan-
ics for a model employing discontiguous phrase-pairs extracted from a parallel
corpus. Nevertheless, its empirical success in translating between languages with
significant syntactic differences such as English and Chinese, triggered a barrage
of work on syntax-aware translation such as (Zollmann and Venugopal, 2006; Liu
et al., 2006; Chiang, 2010), a substantial part of which focuses on SCFG-based
approaches. Many of these approaches aimed to relate the structural aspects
of the translation process to the linguistic syntax of the source and/or target
language, as we discuss in more detail in the next section.

The positive results of these approaches exemplified the gains to be had from
incorporating linguistic syntax elements in a translation system. Overall, it
is widely recognised that many translation phenomena correlate with linguis-
tic structures, and the relative success of work such as that mentioned in the
previous paragraph provides further empirical evidence on this issue. However,
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146 Chapter 6. Learning Linguistically Motivated Latent Translation Structure

as showcased by the disappointing early results from seemingly straightforward
approaches to do so (see e.g. (Koehn et al., 2003)), taking advantage of linguistic
annotations is a non-trivial problem that remains open and still strongly attracts
the interest of MT researchers today.

As we discussed in Chapter 5, the transition from phrase-based to hierarchical
SMT already marked a significant increase in the complexity of the latent vari-
ables included in the relevant models. In the general case, training a hierarchical
model involves learning a complex structural hidden variable with a recursive
nature, which the latent variables of the phrase-based models miss. This sig-
nificantly increases the stress on the learning components of hierarchical SMT
systems, as the difficulty of inducing translation structure increases as we move
further away from the observed lexical surface.

The initial introduction of phrase-based SCFGs for SMT in the form of the
Hiero system by (Chiang, 2005a) did not address this Machine Learning chal-
lenge, choosing instead to employ heavily lexicalised synchronous productions,
all but completely avoiding abstract translation structure. This allowed Hiero to
be trained under the same extraction heuristics as PBSMT, based on counting
the number of extractions of discontiguous bilingual patterns with ‘gaps’ in the
same way as PBSMT estimates are based on counts of contiguous phrase-pairs.
This estimator, together with the related PBSMT estimator, is a heuristic one,
given that it is not known to optimise any objective function of the training
data, as well as because the extraction counts that it uses are not related to
any observable events in the data: we know that these discontiguous bilingual
patterns appear in the data but we neither know nor make an effort to find out
how they participate in data constructions. Still, making sure that synchronous
productions are grounded by lexical context, avoiding abstract productions and
employing no more than a pair of synchronous non-terminals, together with the
support provided by additional smoothing features, allows Hiero-like systems to
provide state-of-the-art performance for some language pairs.

Later systems such as (Zollmann and Venugopal, 2006; Liu et al., 2006; Liu
et al., 2009) moved further on the path laid by Hiero. These systems made
use of linguistically motivated abstract categories and a hierarchical translation
structure which reaches higher-up from the lexical surface, by means of recursive
translation patterns extracted from the monolingual syntactic parse trees of the
source and/or target training sentences. Crucially, the trend to employ heuristics
based on bilingual pattern extraction counts to estimate the parameters of SMT
models was also extended to translation models assuming a richer hierarchical
structure, something that applies to all of the three aforementioned systems. This
choice was possibly made in connection with the difficulties of matching state-
of-the-art performance by training syntactic SMT models using better-founded
estimation approaches, such as the Expectation-Maximization algorithm (Galley
et al., 2006) or Bayesian inference (DeNero et al., 2008).

The considerable progress in the direction of employing linguistic syntax in
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the context of hierarchical SMT models has led to systems providing state-of-
the-art performance for many language pairs, especially those with significant
syntactic divergence. Still, there are significant remaining challenges for syntax-
based SMT. Although many of these are related to the additional technical and
computational challenges related to training and decoding that must be tack-
led, we believe that a considerable bottleneck preventing a breakthrough is the
way these methods approach learning hierarchical models from data. Learning
based on heuristics becomes increasingly arbitrary as we move further up from
the observed lexical surface, especially as the recursive building blocks employed
become less lexicalised and more abstract in nature. This is not an issue of a
purely theoretical nature, as it prevents hierarchical SMT systems from realising
the full descriptive and modelling potential of synchronous grammars and the
rest of the bilingual syntax formalisms. Practical implementations are forced to
commit to compromises regarding the grammar families and rules they exploit,
so that the overall model still delivers reasonable performance when trained by
the heuristic rules.

There is another problem with the use of linguistic syntax in a rigid, heuristic
scheme without a clear translation-centric learning objective: we run the risk of
imposing unnecessary linguistic constraints, which might have little to do with
translation and lead to sub-optimal system output. While some of the bilingual,
linguistic patterns that these systems extract do constitute useful translation
building blocks, avoiding to ascertain which of these are actually relevant for
translation and how they can be combined together means that one may end up
with a model which fails to generalise. Instead, we believe we should be aiming
at models which are not linguistically constrained but linguistically motivated, by
learning to take advantage of only those linguistic cues which help translate better
and through determining how to combine together the syntax-based translation
building blocks in an effective ensemble.

In this chapter, we build upon the theoretical discussion and the algorithms
presented in Chapter 3, as well as the empirical findings on applying these meth-
ods to learn translation models provided in Chapters 4 and 5. We use these
to formulate a method to learn linguistically motivated hierarchical translation
models, based on our results first published in (Mylonakis and Sima’an, 2011).

Our efforts are concentrated on learning to take advantage of the interplay
between monolingual structure, which can be considered observed when employ-
ing a syntactic parser, and the hidden, bilingual translation structure we must
induce. The result is a learning approach that aims at discovering effective SCFG-
based models making use of a linguistically-aware abstract hierarchical translation
structure, which focuses on only those syntactic cues which are found to benefit
translation.

We do this by optimising a clear, bilingual learning objective based on Cross-
Validated MLE (CV-MLE), promoting the generalisation capacity of the models.
This objective allows us to induce a probabilistic abstract translation structure
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which is empirically shown to robustly and effectively capture the recursive na-
ture of translation across whole sentence-pairs. We show that this provides signif-
icantly improved translation output on a range of language pairs in comparison
with a state-of-the-art hierarchical translation baseline.

6.1 Linguistically Aware Hierarchical SMT

The efforts to utilise linguistic syntax for Statistical Machine Translation created
a new link between current MT research and its historical roots. In the early
days of MT, it was thought that the translation from one language to another
could be described in terms of a set of rules employing abstract categories, which
were often related to syntactic elements. However, the endeavour to manually
compile and orchestrate together such sets of rules reached its limits well before
producing reasonable translation quality on source language domains which were
not heavily restricted. It was gradually recognised that the level of complexity
of cross-language communication rendered this effort extremely difficult. The
breakthrough on MT initiated by the work on the IBM models (Brown et al.,
1990), brought a surge of research activity on overcoming the limitations of rule-
based systems through learning lexical bilingual correspondences between the
source and target languages, by using corpora of already translated text to build
probabilistic translation models.

Either to keep the learning and engineering challenges manageable, or perhaps
so as to distance itself from their rule-based predecessors, SMT approaches orig-
inally mostly stayed close to the lexical surface, employing word or phrase-based
models directly translating lexical units from source to target. Lexical SMT suc-
ceeded in making a clear step forward both in terms of translation performance
and language-pair coverage, as well as by bringing Machine Translation research
back to the spotlight.

Still, SMT systems employing shallow, mostly lexical translation models are
affected by the sparse nature of natural language. These concerns led towards
a resurgence of syntactic MT approaches. Syntax-driven SMT employs bilingual
rules making use of linguistic or other abstract categories to explain translation
as a recursive process, aiming to generalise better past the training data. The
crucial new ingredients which made feasible what in the past was considered
highly challenging were the advancements in probabilistic models and statistical
learning for Machine Translation.

These efforts have been directed towards SMT models employing linguistic
syntax on either the source or target side of the translation process, or even
across both languages. Each approach enjoys its own strengths and weaknesses.

• Using source-side syntax (Quirk et al., 2005; Liu et al., 2006) allows a model
to condition translation operations, such as lexical choice and reordering,
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on the linguistic structure of the source sentence. Since the source sentence
is the fixed input of a translation system, such a ‘tree to string’ transla-
tion system may condition translation decisions upon a single source parse
tree generated with a natural language parser. In this way, we avoid the
additional task of disambiguating over the translation hypothesis subspace
related to monolingual linguistic syntax.

• Approaches utilising target-side syntax (Yamada and Knight, 2001; Ya-
mada and Knight, 2002; Galley et al., 2004; Galley et al., 2006; Zollmann
and Venugopal, 2006; Hassan et al., 2009) put the focus on increasing the
target output grammaticality, by combining together on the target side the
linguistically augmented rule counterparts of unlabelled lexical source ele-
ments. However, as the target sentence’s linguistic structure is not known,
these ‘string to tree’ systems need to address a significant increase in the
translation hypothesis space.

• A further family of methods, sometimes referred to as ‘tree to tree’ systems,
aims to relate the translation process to linguistic information from both
the source as well as the target side (Poutsma, 2000; Way, 1999; Hearne
and Way, 2003; Eisner, 2003; Zhang et al., 2008b; Liu et al., 2009; Chiang,
2010). While this line of work aspires to reap the ‘best of both worlds’, it
also faces increased sparsity issues as it strives to match together linguistic
structures across both languages. It involves higher computational costs
and is exposed to parsing errors from both source and target sides.

• Some systems belonging to all three cases above extend towards employing
a source and/or target forest instead of a single-best parse tree (Mi et
al., 2008; Liu et al., 2009). Such forest is a packed representation of a
subset of all parse trees of the respective underlying sentence together with
their probabilities. This data structure allows these systems to take into
account more input from the parsing model employed than that offered by
the Viterbi parse.

Interestingly, despite the intuitive advantages of such approaches, early on
(Koehn et al., 2003) exemplified the difficulties of integrating linguistic infor-
mation in translation systems. Syntax-based MT often suffers from inadequate
constraints in the translation rules extracted, or from striving to combine these
rules together towards a full derivation. Recent research tries to address these is-
sues, e.g. by re-structuring training parse trees to better suit syntax-based SMT
training (Wang et al., 2010). Other work moves from linguistically motivated
synchronous grammars to systems where linguistic plausibility of the translation
process is assessed through additional features in a phrase-based system (Venu-
gopal et al., 2009; Chiang et al., 2009), obscuring the impact of higher level
syntactic processes.
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6.2 Our approach

While it is assumed that linguistic structure does correlate with some translation
phenomena, in this work we do not employ it as the backbone of translation.
In place of linguistically constrained translation imposing syntactic parse struc-
ture as the backbone of the pivoting mechanism between the source and target
languages, we opt for linguistically motivated translation. We learn latent hi-
erarchical structure, taking advantage of linguistic annotations but shaped and
trained for translation.

We start by labelling each phrase-pair span in the word-aligned training data
with multiple linguistically motivated categories. These labels are extracted
from single-best syntactic parses of the training source sentences and offer multi-
grained abstractions from the lexical surface of each bilingual span. The label
charts listing the linguistic categories that cover each bilingual span, together
with the training sentence-pairs, are the input of our learning algorithm. Our
algorithm extracts the linguistically motivated rules and estimates the probabil-
ities for a stochastic SCFG, without arbitrary constraints such as phrase or span
sizes.

Estimating such grammars under a Maximum Likelihood criterion is known to
be plagued by strong overfitting leading to degenerate estimates (DeNero et al.,
2006). In contrast, our learning objective not only avoids overfitting the training
data but, most importantly, learns joint stochastic synchronous grammars which
directly aim at generalisation towards yet unseen instances. By advancing from
structures which mimic linguistic syntax, to learning linguistically aware latent
recursive structures targeting translation, we achieve significant improvements
in translation quality for 4 different language pairs in comparison with a strong
hierarchical translation baseline.

Our key contributions are presented in the rest of the chapter. We first intro-
duce a joint translation model which separates hierarchical translation structure
from phrase-pair emission. This model is based on a synchronous grammar design
which takes advantage of our work on conditioning synchronous rules on reorder-
ing operations presented in Chapter 5. We then consider a chart over phrase-pair
spans filled with source-language linguistically motivated labels. We show how
we can employ this crucial input to extract and train a hierarchical translation
structure model with millions of rules. We do this by efficiently examining all
hierarchical structures that can be built taking advantage of these labellings.
Subsequently, we establish which of these describe the data best, according to a
smoothed learning objective based on Cross-Validated MLE and implemented in
terms of the Cross-Validated EM algorithm presented in section 3.2. We continue
by demonstrating how to decode with our model by constraining derivations to
linguistic hints of the source sentence. We present our empirical results and close
the chapter with a discussion of related work and our conclusions.
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SBAR → [WHNP SBAR\WHNP] (a)

SBAR\WHNP →
〈
VP/NPL NPR

〉
(b)

NPR → [NP PP] (c)

WHNP → WHNPP (d)

WHNPP → which / der (e)

VP/NPL → VP/NPL
P (f)

VP/NPL
P → is / ist (g)

NPR → NPR
P (h)

NPR
P → the solution / die Lösung (i)

NP → NPP (j)

NPP → the solution / die Lösung (k)

PP → PPP (l)

PPP → to the problem / für das Problem (m)

Figure 6.1: English-German SCFG rules for the relative clause(s) ‘which is the
solution (to the problem) / der die Lösung (für das Problem) ist’. [ ] signify
monotone translation, 〈 〉 a swap reordering.

6.3 Joint Translation Model

Our model is based on a probabilistic Synchronous Context-Free Grammar (Wu,
1997; Chiang, 2005a). We employ binary SCFGs, i.e. grammars with a maximum
of two non-terminals on the right-hand side. Also, for this work we only used
grammars with either purely lexical or purely abstract rules involving one or two
non-terminal pairs. An example can be seen in Figure 6.1, using the ITG-style
notation and assuming the same non-terminal labels for both sides.

We utilise probabilistic SCFGs, where each rule is assigned a conditional prob-
ability of expanding the left-hand side symbol with the rule’s right-hand side.
Phrase-pairs are emitted jointly and the overall probabilistic SCFG is a joint
model over parallel strings.

6.3.1 Hierarchical Reordering SCFG

In section 5.2.2, we discussed the possible pitfalls of modelling translation under
the SCFG formalism when directly extending monolingual non-terminals to their
bilingual counterparts. The key issue revolves around the need to account for the
fact that synchronous abstract categories must not only capture how the bilingual
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spans they cover combine with their source or target language context, but also
their reordering preferences across the language pair. Effective propagation of
these reordering preferences across the derivations of a linguistically motivated
grammar can be beneficial when a linguistic category alone proves too coarse as
a bilingual class to also capture reordering behaviour.

We address these issues by relying on an SCFG grammar design that is similar
to the ‘Lexicalised Reordering’ grammar of section 5.4.2. As in the rules of Figure
6.1, we separate non-terminals according to the reordering patterns in which they
participate. Non-terminals such as BL, CR take part only in swapping right-hand
sides

〈
BL CR

〉
(with BL swapping from the source side’s left to the target side’s

right, CR swapping in the opposite direction), while non-terminals such as B,
C take part solely in monotone right-hand side expansions [B C]. These non-
terminal categories can appear also on the left-hand side of a rule, as in rule (c)
of Figure 6.1.

However, in contrast with the Lexicalised Reordering grammar of Chapter
5, monotone and swapping non-terminals in this case do not emit phrase-pairs
themselves. Rather, each non-terminal NT is expanded to a dedicated phrase-pair
emitting non-terminal NTP, which generates all phrase-pairs for it and nothing
more. In this way, we explicitly model the preference of non-terminals to either
expand towards a (long) phrase-pair or be further analysed recursively. This is
done through the competition of expansions NT → NTP preparing to emit a
phrase-pair, against the rest of the rules with NT as left-hand side that further
analyse the non-terminal in abstract terms. Furthermore, this set of pre-terminals
allows us to separate the higher order translation structure from the process that
emits phrase-pairs, a feature we employ next to apply a different learning strategy
on each part of our synchronous grammar.

In Chapter 5 this grammar design mainly contributed to model lexical reorder-
ing preferences. While we retain this function, for the rich linguistically-motivated
grammars used in this chapter, this design effectively propagates reordering pref-
erences above and below the current rule application, as in rules (a)-(c) of Figure
6.1, allowing to learn and apply complex reordering patterns. Using these non-
terminals in the right-hand side of synchronous rules allows us to synchronise
together the reordering preferences of adjacent spans, by combining together two
bilingual non-terminals with a preference to reorder monotonically (rules (a) and
(c)) or swap with each other between source and target sentences (rule (b)). In
addition, employing these non-terminals on the left-hand side of synchronous pro-
ductions allows us to propagate reordering preferences higher-up the synchronous
tree derivation from the bottom-up perspective of a decoding algorithm, or to
condition productions on reordering behaviour when we look at it as a top-down
generative process.

The different types of grammar rules are summarised in abstract form in
Figure 6.2, while the reader can find later in this chapter, in section 6.4.2 and
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A → [B C] A →
〈
BL CR

〉
AL → [B C] AL →

〈
BL CR

〉
AR → [B C] AR →

〈
BL CR

〉
A → AP AP → α / β

AL → AL
P AL

P → α / β

AR → AR
P AR

P → α / β

Figure 6.2: Hierarchical Reordering Grammar rule categories; A, B, C non-
terminals; α, β source and target strings respectively.

Figure 6.4, a more concrete example on how this grammar design is applied in
practice. We will subsequently refer to this grammar structure as Hierarchical
Reordering SCFG (HR-SCFG).

6.3.2 Generative Model

We arrive at a probabilistic SCFG model which jointly generates source e and
target f strings, by augmenting each grammar rule with a probability, summing
up to one for every left-hand side. The probability of a derivation D of tuple
〈e, f〉 beginning from start symbol S is equal to the product of the probabilities
of the rules used to recursively generate it.

We separate the structural part of the derivation D, down to the pre-terminals
NTP, from the phrase-emission part. The grammar rules pertaining to the struc-
tural part and their associated probabilities define a model p(σ) over the latent
variable σ. This determines the recursive, reordering and phrase-pair segmenting
structure of translation, as in Figure 6.4. Given σ, the phrase-pair emission part
merely generates the phrase-pairs utilising distributions from every NTP to the
phrase-pairs that it covers, thereby defining a model over all sentence-pairs gen-
erated given each translation structure. The probabilities of a derivation and of
a sentence-pair are then as follows:

p(D) = p(σ) p(e, f |σ) (6.1)

p(e, f) =
∑

D:D
∗⇒〈e,f〉

p(D) (6.2)

By splitting the joint model in a hierarchical structure model and a lexical
emission one we facilitate estimating the two models separately. The following
section discusses this.
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X, SBAR, WHNP+VP, WHNP+VBZ+NP
X, VBZ+NP, VP, SBAR\WHNP

X, SBAR/NN, WHNP+VBZ+DT
X, VBZ+DT, VP/NN

X, WHNP+VBZ, X, NP,
SBAR/NP VP\VBZ

X, WHNP, X, VBZ, X, DT, X, NN,
SBAR/VP VP/NP NP/NN NP\DT

which is the problem

Figure 6.3: The label chart for the source fragment ‘which is the problem’. Only
a sample of the entries is listed.

6.4 Learning Translation Structure

In the previous section we established the SCFG grammar design that we will be
employing as summarised in Figure 6.2, as well as the probabilistic foundations
of the joint translation model we will be learning. We will now describe our
approach towards incorporating linguistic information in our model, so that we
cover the distance from the generic framework of Figure 6.2, to a linguistically
motivated model employing rules such as those of Figure 6.1.

Our first step will be to describe how to encode the linguistic information
contained in automatically generated source sentence parse trees, into a data
structure: a chart covering bilingual spans. Our aim is to label each such span
with linguistically motivated categories which could prove helpful to describe the
translation process and the bilingual correspondences between the source and
target sentences. The next step is to build a linguistically motivated probabilistic
synchronous grammar belonging to the HR-SCFG family, which is able to describe
all SCFG structures that we can build by taking advantage of these labellings.
Finally, we estimate the parameters of this grammar by disambiguating between
all such alternative linguistically motivated explanations of the parallel training
data using the Cross-Validated EM algorithm.

6.4.1 Phrase-Pair Label Chart

The input to our learning algorithm is a word-aligned parallel corpus. We consider
as phrase-pair spans those that obey the word-alignment constraints of (Koehn et
al., 2003). For every training sentence-pair, we also input a chart containing one
or more labels for every synchronous span, such as that of Figure 6.3. Each label
describes different properties of the phrase-pair (syntactic, semantic etc.), possibly
in relation to its context, or supplying varying levels of abstraction (phrase-pair,
determiner with noun, noun-phrase, sentence etc.). We aim to induce a recursive
translation structure that explains the joint generation of the source and target
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sentence taking advantage of these phrase-pair span labels.

For this work, we employ the algorithm for assigning labels to word-aligned
bilingual spans from (Zollmann and Venugopal, 2006). Their algorithm outputs
linguistically motivated labels using a syntactic parse tree covering the target
sentence of a sentence-pair. Crucially, we use their algorithm on parses of source
sentences instead.

An important point is that, contrary to (Zollmann and Venugopal, 2006), we
assign all applicable labels to every span. In this way, each label set captures
the features of the source side’s parse-tree without being bounded by the actual
parse structure, as well as provides a coarse (X, NP) to fine-grained (DT+JJ+NN,
VP\VBZ) view of the source phrase. Furthermore, including all labels for each
span allows us to evaluate their usefulness in taking part in synchronous structures
according to our learning objective, without artificial biases favouring certain
labels over others. In this way, we populate the label charts which, together with
the sentence-pairs, form the input of our learning algorithm.

Overall, given a parse of the source sentence, each span is assigned the follow-
ing kinds of labels:

Phrase-Pair All phrase-pairs are assigned the X label. This conveys no more
information apart from the fact that the underlying bilingual span can be
considered a valid phrase-pair. In this way, it functions as a back-off label,
both when no further specialised linguistic label is applicable, as well as by
competing for probability mass with labels which do cover a span but do
not seem to contribute towards explaining the translation process according
to the learning objective function.

Constituent The source phrase is a constituent A.

Concatenation of Constituents The source phrase is labelled A+B as a con-
catenation of constituents A and B and similarly for 3 constituents. These
labels are oftentimes used for bilingual spans with a source side which vio-
lates the bracketing structure of the source parse tree. Already from work
on Phrase-Based SMT, these non-constituents are known to be useful for
translation, even though they do not correspond to a monolingual con-
stituent span in the linguistic structure of the source sentence (Koehn et
al., 2003).

Partial Constituents Categorial grammar (Bar-Hillel, 1953) inspired labels A/B,
A\B, indicating a partial constituent A missing constituent B right or left re-
spectively. These context-aware linguistic labels have the potential to help
orchestrate translation operations on a bilingual span with the bilingual
context surrounding it, a function they frequently fulfilled in our empirical
work presented later in the chapter.
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SBAR

WHNP

WHNPP

which
der

< SBAR\WHNP >

VP/NPL

VP/NPL
P

is
ist

NPR

NP

NPP

the solution
die Lösung

PP

PPP

to the problem
für das Problem

Figure 6.4: A derivation of a sentence fragment with the grammar of Figure 6.1.

6.4.2 Grammar Extraction

From every word-aligned sentence-pair and its label chart, we extract SCFG rules
as those of Figure 6.2. There are three types of rules extracted:

• Binary rules are extracted from adjoining bilingual spans up to the whole
sentence-pair level. The non-terminals of both left and right-hand side are
derived from the label names plus their reordering function (monotone,
left/right swapping) in the span examined.

• A single unary rule per non-terminal NT generates the phrase-pair emitting
non-terminal NTP. A transition NT → NTP signifies that the bilingual
span will be covered by a single phrase-pair and will not be further analysed
in bilingual sub-constituents.

• Unary rules NTP → α / β generating a phrase-pair are created for all the
labels covering it.

The result is a grammar which can capture a rich array of translation phe-
nomena based on linguistic and lexical grounds. It can also explicitly model the
balance between memorising long phrase-pairs and generalising over yet unseen
ones, as shown in the next example.

The derivation in Figure 6.4 illustrates some of the formalism’s features. A
preference to reorder based on lexical content is applied for is / ist. Noun phrase
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NPR is recursively constructed with a preference to constitute the right branch
of an order swapping non-terminal expansion. This is matched with VP/NPL

which reorders in the opposite direction. The labels VP/NP and SBAR\WHNP
allow linguistic syntax context to influence the lexical and reordering translation
choices. Crucially, all these lexical, attachment and reordering preferences (as
encoded in the model’s rules and probabilities) must be stochastically matched
together to arrive at the analysis in Figure 6.4. This matching takes place ac-
cording to the preferences encoded in the rule’s probabilities and is not enforced
by applying linguistic or other constraints.

While we label the phrase-pairs similarly to (Zollmann and Venugopal, 2006),
the extracted grammar is rather different. We do not employ rules that are
grounded to lexical context (‘gap’ rules). Using such rules would allow the deriva-
tion of the sentence-pair fragment in Figure 6.4 to employ lexically grounded
productions such as:

SBAR → which is NT 1 PP 2 / der NT 1 PP 2 ist

If their right-hand side lexical context is matched in a test sentence, these pro-
ductions allow for a much shallower synchronous derivation tree than our gram-
mar, which emphasises abstract recursive structure and employs synchronous
trees of a larger depth, as can be seen in Figure 6.4. Using such ‘gap’ rules would
probably offer our model the chance to score even higher in terms of translation
performance. However, in this work, the choice not to employ lexicalised ab-
stract productions allows us to clearly separate the lexical and abstract parts of
the synchronous grammar we are learning. This facilitates the separate estima-
tion of their parameters and allows us to focus on the highly interesting challenge
of inducing an effective abstract hierarchical translation structure.

6.4.3 Parameter Estimation

Our joint translation model of equations (6.1) and (6.2) consists of two clearly
separated probabilistic components:

1. A hierarchical translation structure model p(σ) generating the recursive
SCFG structure σ beginning at the start symbol S and down to the HR-
SCFG pre-terminals NTP.

2. The phrase-pair emission model p(e, f |σ) generating the lexical surface 〈e, f〉
given the pre-terminals of structure σ.

We take advantage of the form of our model to apply a different estimation
strategy for the parameters of each of the two components. We draw our moti-
vation for this choice from the observation that the stochastic variables modelled
by each of the two components can be considered to be related in a different
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manner to the training data, which are made of sentence-pairs coupled with their
label charts. The phrase-pair emitting model is constituted of a set of conditional
distributions p(ẽ, f̃ |NTP) of phrase-pairs 〈ẽ, f̃〉 given their covering label NTP,
with each entry corresponding to a phrase-pair emitting rule NTP → α / β. We
make the assumption that these distributions correspond to the observed distri-
bution of phrase-pairs being covered by each label in the label charts of Figure
6.3, rendering the estimation of their parameters a case of learning from complete
data.

However, the model p(σ) over the recursive translation structure is related
to the unobserved variable σ, which describes all aspects of translation apart
from phrase-pair emission. Estimating the parameters of this model necessitates
learning from incomplete data, as our training data does not include information
on the structures that the labels of the bilingual charts participate in.

Phrase-Pair Emission Model We estimate the parameters for the phrase-
emission model p(e, f |σ) of equation (6.1) using Relative Frequency Estimation
(RFE) on the label charts induced for the training sentence-pairs, after the labels
have been augmented by the reordering indications. In this RFE estimate, every
rule NTP → α / β receives a probability in proportion with the number of times
that α / β was covered by the NT label.

This is based on the aforementioned assumption that the phrase-pair emission
distributions p(ẽ, f̃ |NTP) correspond to the observed distribution of phrase-pairs
being covered by each label in the label charts. We employ this simplifying
assumption to crucially reduce the set of free parameters during estimation to that
which is most interesting for the work in this chapter: the probability distributions
relating to the unlexicalised, abstract recursive part of the translation process.

Translation Structure Model Estimating the parameters under Maximum-
Likelihood Estimation (MLE) for the latent translation structure model p(σ) is
bound to overfit towards memorising whole sentence-pairs as discussed in sec-
tion 3.1.5, with the resulting grammar estimate not being able to generalise past
the training data. However, apart from overfitting towards long phrase-pairs, a
grammar with millions of structural rules is also liable to overfit towards degen-
erate latent structures which, while fitting the training data well, have limited
applicability to unseen sentences.

We avoid both pitfalls by estimating the grammar probabilities with the Cross-
Validating Expectation-Maximization algorithm (CV-EM) of section 3.2, a cross-
validating instance of the EM algorithm (Dempster et al., 1977). It works itera-
tively on a partition of the training data, climbing the likelihood of the training
data while cross-validating the latent variable values. It does so by considering
for every training data point only those latent variable values which can be pro-
duced by models built from the rest of the data, excluding the current part. As a
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result, the estimation process simulates maximising future data likelihood, using
the training data to directly aim towards strong generalisation of the estimate.

For our probabilistic SCFG-based translation structure variable σ, implement-
ing CV-EM boils down to a synchronous version of the Inside-Outside algorithm,
modified to enforce the CV criterion. In this way we arrive at cross-validated
ML estimate of the σ parameters, while keeping the phrase-emission parameters
of p(e, f |σ) fixed. After the label charts are constructed for each sentence-pair
and source parse tree and the linguistically motivated HR-SCFG is extracted as
described in section 6.4.2, the implementation follows the lines drawn in section
5.3.2 and the workflow of Figure 5.8. The only difference is that in this case,
during the estimation of the parameters of the hierarchical translation structure
model p(σ), we exclude the parameters of the phrase-pair emission model from
estimation, employing in their place the values estimated with RFE from the
label charts. The CV-criterion, apart from avoiding overfitting also results in
discarding the structural rules which are only found in a single part of the train-
ing corpus, leading to a more compact grammar while still retaining millions of
structural rules that are more hopeful to generalise.

Overall, unravelling the joint generative process, by modelling latent hierar-
chical structure separately from phrase-pair emission, allows us to concentrate
our inference efforts towards the hidden, higher-level translation mechanism.

6.5 Decoding Aspects

Up to this point, we have presented how to extract a probabilistic Hierarchical
Reordering SCFG grammar using the word-aligned parallel corpus and the source
parse trees, as well as how to estimate its parameters employing RFE for the
phrase-pair emission part and CV-EM for the part of the grammar generating
the abstract synchronous structure. In the end, what we have is a CV-MLE
estimate of a joint translation model and what we still miss is how to actually
translate with it. In this section we build a translation system around our learnt
model, the Latent Translation System (LTS), and we evaluate empirically its
performance in comparison with a Hiero state-of-the-art baseline.

We begin by integrating the joint model estimate as part of a log-linear, fea-
ture based translation model. While the form of this model is similar to those
frequently employed in Phrase-Based SMT or Hiero-like systems, translating with
it necessitates novel pruning and decoding1 strategies. This is necessary in order
to handle the significant increase in both the grammar size as well as the de-
coding hypothesis space, a subject we treat next. With all the decoding details
sorted out, we move on to evaluate our system against a heuristically estimated

1Decoding refers to the foundational SMT problem of recovering the target language trans-
lation with the highest probability, given a source sentence and a model estimate; see sections
2.1 and 2.2.
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hierarchical translation baseline across four diverse language pairs.

6.5.1 Decoding Model

The induced joint translation model can in general be used to recover arg maxe p(e|f),
as this is equal to arg maxe p(e, f). Nevertheless, instead of using our model
estimate on its own, we employ the induced probabilistic HR-SCFG G as the
backbone of a log-linear, feature based translation model, with the derivation
probability p(D) under the grammar estimate being one of the features. This is
augmented with a small number n of additional smoothing features φi for deriva-
tion rules r. These are:

1. Conditional phrase translation probabilities

2. Lexical phrase translation probabilities

3. A word generation penalty

4. A count of swapping reordering operations

Feature categories (1), (2) and (3) are applicable to phrase-pair emission
rules and we use values for both translation directions, while (4) is only trig-
gered by structural rules. These extra features assess translation quality past the
synchronous grammar derivation and encode general reordering or word emis-
sion preferences for the language pair. As an example, while our probabilistic
HR-SCFG maintains a separate joint phrase-pair emission distribution for every
non-terminal, the smoothing features (1) and (2) above assess the conditional
translation of surface phrases irrespective of any notion of recursive translation
structure. Overall, it is important to note that in this decoding scheme, while the
phrase-pair emission part of the grammar is supported by the usual smoothing
features found in a typical Phrase-Based SMT system, the hierarchical part of the
model’s derivations is completely reliant on the estimates of the previous section,
apart from a mere count of swapping reorderings.

The final feature is the language model score for the target sentence, mounting
up to the following model used at decoding time, with the feature weights λ
trained by Minimum Error Rate Training (MERT) (Och, 2003) on a development
corpus. We use this model to output the translation corresponding to the most
probable derivation.

p(D
∗⇒ 〈e, f〉) ∝ p(e)λlmpG(D)λG

n∏
i=1

∏
r∈D

φi(r)
λi (6.3)
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6.5.2 Pruning Strategies

The HR-SCFG we extract and train from the parsed, word-aligned parallel corpus
contains millions of abstract bilingual rules on top of the millions of phrase-pair
emission productions. In addition, instead of the two non-terminals (S, X) of
Hiero synchronous grammars, our grammar makes use of hundreds of thousands
of non-terminals, capturing linguistic as well as reordering correspondences. Using
such a grammar efficiently during decoding demands the introduction of effective
pruning strategies: (a) to reduce the size of the grammar prior to decoding,
cutting down on the decoder’s memory footprint and the time needed to search
through the grammar and (b) to reduce the number of hypotheses about the
translation structure by taking advantage of automatically generated input parse
trees, while making sure that the remaining hypothesis space is diverse enough
to complete derivations. For these reasons, we apply the following modifications
to the Joshua SCFG decoder (Li et al., 2009), which we use to translate with our
model of equation (6.3):

Expected Counts Rule Pruning To compact the hierarchical structure part
of the grammar prior to decoding, we prune rules that fail to accumulate more
than a number α of expected counts during the last CV-EM iteration. For English
to German and for the value α = 10−8 that we use throughout our experiments,
this brings the structural rules from 15M down to 1.2M.

The phrase-pair emitting rules are not pruned at this stage, allowing all
phrase-pairs extracted from the training data to take part in test data deriva-
tions. If we only need to translate a fixed test set, this lexical part of the syn-
chronous grammar can be reduced in size by discarding entries corresponding to
source phrases that do not appear in the test set. The same however does not
apply to the abstract part of the grammar, for which it is difficult to discard
prior to decoding rules which cannot be applied for a particular test set. This
would require an expensive parsing run through the test set to find out which
rules do not take part in any derivation and is unlikely to reduce considerably the
size of the abstract part of the grammar. This is because while the lexical part
of the grammar can be filtered in respect to the unambiguous source input, the
abstract part relates to the ambiguous hidden hierarchical structure, over which
our model considers a multitude of hypotheses employing thousands of rules per
input sentence.

Overall, we consider pruning based on the expected counts of each rule in the
training set according to our estimate as a much more informed pruning criterion
than those based on probability values or right-hand side counts. Pruning the
grammar based on the estimated probability values is sub-optimal as these are not
comparable across left-hand sides. A low probability right-hand side expansion
of a frequent left-hand side has more chances to actually be employed during
decoding, than a high probability expansion of a very rare left-hand side. In
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addition, pruning based on keeping a fixed number of productions per left-hand
side symbol makes also little sense, as frequent symbols such as X or NP need
many more expansions than highly specialised ones.

Instead of these largely arbitrary pruning approaches, having access to the
cross-validated expected counts of synchronous productions allows us to reduce
the size of the grammar according to the expectation that these will be employed
in derivations under our model, discarding rules that are expected to appear
extremely infrequently. This makes sure that the ensemble of rules which together
form most of the high probability derivations remains in the grammar and we
avoid inadvertently removing a crucial component of frequent derivations.

Source Labels Constraints As for this work the phrase-pair labels used to
extract the grammar are based on the linguistic analysis of the source side, we can
construct the label chart for every input sentence from its single-best syntactic
parse2. We subsequently use it to consider only derivations with synchronous
spans that are covered by non-terminals matching one of the input sentence labels
for those spans. This applies both for the non-terminals covering phrase-pairs as
well as the higher level parts of the derivation.

In this manner we not only constrain the translation hypotheses resulting
in considerably faster decoding time, but, more importantly, we may ground
the hypotheses more closely to the available linguistic information of the source
sentence. This is of particular interest as we move up the derivation tree, where an
initial wrong choice below could propagate towards hypotheses wildly diverging
from the input sentence’s linguistic parse.

Even though for the work presented in this chapter we only employ labels
extracted solely from the source sentence linguistic analysis, these hypotheses
constraints can also be applied to grammars employing non-terminals related
to both the source as well as the target syntactic structure. In this case, the
constraints would apply to the part of the rules related to the source sentence
structure, still allowing a considerable part of the hypotheses to be pruned away.
This would make sure that the remaining hypothesis space at least satisfies the
source side linguistic structure, which may be assumed observed given the single-
best automatically generated parse tree of the test sentence.

Per Non-Terminal Pruning The Joshua decoder uses a combination of beam
and cube-pruning (Huang and Chiang, 2007). As our grammar uses non-terminals
in the hundreds of thousands, it is important not to prune away prematurely non-
terminals covering smaller spans and to leave more options to be considered as
we move up the derivation tree. Apart from producing sub-optimal translations,
pruning according to the locally optimal inside probability and without respect to

2Section 6.4.1 offers more details on how we construct the label charts and the kinds of labels
that we populate them with.
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the surrounding context might even lead to an inability to complete full deriva-
tions for a test sentence.

For this, for every cell in the decoder’s chart, we keep a separate bin per
non-terminal and prune together hypotheses leading to the same non-terminal
covering a cell. This allows full derivations to be found for all input sentences, as
well as avoids aggressive pruning at an early stage. Given the source label con-
straint discussed above, this does not increase running times or memory demands
considerably as we allow only up to a few tens of non-terminals per span.

6.6 Experiments

We evaluate our method on four different language pairs with English as the
source language and French, German, Dutch and Chinese as target. The data
for the first three language pairs are derived from parliament proceedings sourced
from the Europarl corpus (Koehn, 2005), with WMT-07 development and test
data for French and German. The data for the English to Chinese task is com-
posed of parliament proceedings and news articles. For all language pairs we
employ 200K and 400K sentence pairs for training, 2K for development and 2K
for testing (single reference per source sentence). Both the baseline and our
method decode with a 3-gram language model smoothed with modified Knesser-
Ney discounting (Chen and Goodman, 1998), trained on around 1M sentences
per target language. The parses of the source sentences employed by our system
during training and decoding are created with the Charniak parser (Charniak,
2000).

We compare against the state-of-the-art hierarchical translation (Chiang, 2005a)
baseline of section 5.2.3, based on the Joshua translation system under the de-
fault training and decoding settings (josh-base). Apart from evaluating against
a state-of-the-art system, especially for the English-Chinese language pair, the
comparison has an additional interesting aspect. The heuristically trained base-
line takes advantage of ‘gap rules’ to reorder based on lexical context cues, but
makes very limited use of the hierarchical structure above the lexical surface.
In contrast, our method induces a grammar with no such rules, relying on lexi-
cal content and the strength of a higher level translation structure instead. For
this, comparing the two approaches together also evaluates if a grammar with
an emphasis on unlexicalised hierarchical structure as ours is able to provide
state-of-the-art results, something which prior work failed to establish.

6.6.1 Training & Decoding Details

To train our Latent Translation Structure (LTS) system, we used the following
settings. CV-EM cross-validated on a 10-part partition of the training data and
performed 10 iterations. The structural rule probabilities were initialised to uni-
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English-Chinese English-German
josh-base lts josh-base lts

Non-terminals 2 203,650 2 198,204

Abstract rules
- 15,848,032 - 24,316,629

(training)
Abstract rules

2 1,117,974 2 2,192,694
(decoding)

Lexicalised rules
1,759,709 3,154,467 6,160,252 3,729,977

(decoding)

Total rules
1,759,711 4,272,441 6,160,254 5,922,671

(decoding)

Table 6.1: Ruleset sizes for the grammars used in our lts system and the
josh-base baseline extracted from 400K word-aligned English-Chinese and
English-German sentence-pairs.

form per left-hand side, the phrase-emission distributions were kept fixed to their
RFE estimate as discussed in section 6.4.3.

The decoder does not employ any ‘glue grammar’, as is usual with hierarchical
translation systems to limit reordering up to a certain cut-off length. Instead, we
rely on our LTS grammar to reorder and construct the translation output up to
the full sentence length.

In summary, our system’s experimental pipeline is as follows:

1. All source sentences of the training corpus are parsed using Charniak’s
parser (Charniak, 2000), and label charts are created from these parses.

2. The Hierarchical Reordering SCFG is extracted and its parameters are es-
timated employing CV-EM.

3. The structural rules of the estimate are pruned according to their expected
counts and smoothing features are added to all rules.

4. We train the feature weights under MERT.

5. We decode with the resulting log-linear model.

The overall training and decoding setup is appealing also regarding computa-
tional demands. On an 8-core 2.3GHz system, training on 200K sentence-pairs
demands 4.5 hours, while decoding runs on 25 sentences per minute.

Table 6.1 compares the sizes of the abstract and lexicalised parts of the HR-
SCFG used in our LTS system with those of the baseline for two of the language
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pairs: English-Chinese and English-German. The two grammars take a differ-
ent view on modelling hierarchical translation structure. Our system considers
hundreds of thousands of bilingual categories while the baseline employs a single
non-terminal X past the start symbol. Furthermore, the only purely abstract rules
in the baseline are the two glue rules of Figure 5.7 which monotonically concate-
nate the translations produced using the non-contiguous phrase-pair productions
of Figure 5.6. In contrast, our system makes use of million of linguistically mo-
tivated abstract structure rules extracted from the training data label charts,
complemented by purely lexical phrase-pair emission productions.

The lexicalised rules used by the two systems also differ in nature. All but the
two glue rules that the baseline employs are rules with a lexicalised right-hand
side, emitting non-contiguous phrase-pairs from the single X non-terminal. These
rules are extracted from bilingual spans with a length of at most 10 on each side.
In contrast, the lexicalised rules that our LTS system employs, are expanding the
multiple bilingual categories of the HR-SCFG grammar to generate contiguous
phrase-pairs. Such rules are extracted for every label covering a bilingual span in
the label chart we generate for each training sentence. Consistent with the work
presented in Chapters 4 and 5, we extract these rules without any constraint
on the length of the bilingual spans we consider. As can be noted in Table
6.1, the exact proportion of lexicalised rules used by the baseline in comparison
with those used by LTS differs per language-pair, depending on factors such as
the distribution of lengths of sentences and the number of labels covering the
bilingual spans. Still, the number of lexicalised rules used by the two systems
remains in the same order of magnitude.

The number of hierarchical structure rules is reduced prior to decoding: while
we explore derivations using all rules extracted from the training data label charts
during training, to speed up decoding we prune rules which have gathered an
extremely low number of expected counts during training, as explained in section
6.5.2. Overall, the total number of rules employed by our system and the baseline
to decode the test set, are also in the same order of magnitude

6.6.2 Results

LTS vs. Baseline Table 6.2 presents the results for the baseline and our
method for the 4 language pairs, for training sets of both 200K and 400K sentence
pairs. Our system (lts) outperforms the baseline for all 4 language pairs for
both BLEU and NIST scores, by a margin which scales up to +1.92 BLEU points
for English to Chinese translation when training on the 400K set. In addition,
increasing the size of the training data from 200K to 400K sentence pairs widens
the performance margin between the baseline and our system, in some cases
considerably. All but one of the performance improvements are found to be
statistically significant (Koehn, 2004) at the 95% confidence level, most of them
also at the 99% level.



166 Chapter 6. Learning Linguistically Motivated Latent Translation Structure

Training English to
French German

set size BLEU NIST BLEU NIST

200K
josh-base 29.20 7.2123 18.65 5.8047
lts 29.43 7.2611** 19.10** 5.8714**

400K
josh-base 29.58 7.3033 18.86 5.8818
lts 29.83 7.4000** 19.49** 5.9374**

Training English to
Dutch Chinese

set size BLEU NIST BLEU NIST

200K
josh-base 21.97 6.2469 22.34 6.5540
lts 22.31* 6.2903* 23.67** 6.6595**

400K
josh-base 22.25 6.2949 23.24 6.7402
lts 22.92** 6.3727** 25.16** 6.9005**

Table 6.2: Experimental results for training sets of 200K and 400K sentence
pairs. Statistically significant score improvements from the baseline at the 95%
confidence level are labelled with a single star, at the 99% level with two.

English to French German Dutch Chinese

joshua-base 29.20 18.65 21.97 22.34

lts-heuristic 29.03 18.56 22.00 21.46
lts 29.43** 19.10** 22.31** 23.67**

Table 6.3: Comparison of our LTS system (lts) against a system employing
the same HR-SCFG grammar design and decoding options, albeit with heuristic
probability estimates (lts-heuristic), instead of the CV-EM estimates the LTS
system uses. All numbers refer to BLEU scores and two stars reflect a significant
result at the 99% confidence level. The scores of the baseline system are provided
as reference points.
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System 200K 400K

(a)
lts-nolabels 22.50 24.24
lts 23.67** 25.16**

(b)
josh-base-lm4 23.81 24.77
lts-lm4 24.48** 26.35**

Table 6.4: Additional experiments for English to Chinese translation examining
(a) the impact of the linguistic annotations in the LTS system (lts), when com-
pared with an instance not employing such annotations (lts-nolabels) and (b)
decoding with a 4th-order language model (-lm4). BLEU scores for 200K and
400K training sentence pairs.

We selected an array of target languages of increasing reordering complexity
with English as source. Translating to French involves mainly local reordering
phenomena, while German and Dutch call for longer range reordering, especially
for subordinate clauses. English to Chinese translation poses further reordering
challenges with complex, often long-range reordering patterns between the two
languages. Examining the results across the target languages, LTS performance
gains increase the more challenging the sentence structure of the target language
is in relation to the source’s, as highlighted when translating to Chinese. Even for
Dutch and German, which pose additional challenges such as compound words
and morphology which we do not explicitly treat in the current system, LTS still
delivers significant improvements in performance. Additionally, the robustness of
our system is exemplified by delivering significant performance increases for all
language pairs.

CV-EM vs. Heuristic Estimation In our LTS system, we brought together
the HR-SCFG design of section 6.3.1 with the linguistically motivated label chart
of section 6.4.1, to extract an SCFG trained with the CV-EM algorithm of section
3.2 and decode with the pruning methodology of section 6.5.2. In a further line of
experiments, we wish to isolate the contribution of the learning approach in the
system’s performance. We aim to examine the impact of using CV-EM to train
the probabilistic SCFG used by the LTS system, against a heuristic estimator.
For this, we assemble a system that is identical to LTS in both extracting the HR-
SCFG grammar as well as decoding with it, apart from the fact that it employs
heuristic estimates for the production probabilities (lts-heuristic). These are
set similarly to the approach used in the baseline: extraction counts are registered
each time an abstract rule can be extracted from the label chart of a sentence-pair,
or when a phrase-pair can be extracted from the word-aligned sentence-pair.

The heuristic learning of an HR-SCFG extracts a massive number of rules,
with the grammar extracted from 200K of English-German sentence-pairs count-
ing more than 87M rules. Under CV-EM, cross-validating the abstract rules
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and pruning them according to their expected counts reduces the size of the
SCFG used during decoding considerably. We cannot use the exact same pruning
method for the baseline and for this reason we are forced to resort to a differ-
ent pruning strategy that is relatively comparable. The heuristic estimator does
not use expected counts but extraction counts instead, and we use the latter to
prune the heuristically estimated grammar of lts-heuristic prior to decoding.
Removing all abstract rules which are extracted less than 95 times and all phrase-
pair emission rules extracted only once, results in a synchronous grammar of a
comparable size like that employed by lts.

Table 6.3 presents a comparison of the translation performance of our LTS
system against its heuristically estimated variation, across all four language pairs
when training on 200K sentence-pairs. On one hand, the lts-heuristic im-
plementation performs reasonably well, scoring in all but one of the translation
tasks within -0.2 BLEU in comparison to the hierarchical baseline, with English
to Chinese being the exception. We attribute this result to the robustness of our
HR-SCFG grammar design as well as the pruning constraints we employ during
decoding, which make sure that the translation hypotheses do not deviate from
the syntactic structure of the test sentence. Still, the HR-SCFG grammar esti-
mated with CV-EM and pruned according to the expected counts amassed during
estimation, significantly outperforms the heuristically estimated one. CV-EM es-
timates the parameters of the synchronous productions according to how useful
they are in explaining the bilingual correspondences between source and target
training sentences, instead of merely examining how often they can be extracted
from the training data. The results of Table 6.3 indicate that this is not solely a
feature with a strictly theoretical value, but on the contrary also manifests itself
in terms of translation performance.

Effect of Linguistically-Motivated Labels & LM For the English to Chi-
nese translation task, we performed further experiments along two axes. We first
investigate the contribution of the linguistic annotations, by comparing our com-
plete system (lts) with an otherwise identical implementation (lts-nolabels)
which does not employ any linguistically motivated labels. The latter system
then uses a labels chart as that of Figure 6.3, which however labels all phrase-
pair spans solely with the generic X label. The results in Table 6.4(a) indicate
that a large part of the performance improvement can be attributed to the use
of the linguistic annotations extracted from the source parse trees, indicating the
potential of the LTS system to take advantage of such additional annotations to
deliver better translations.

The second additional experiment relates to the impact of employing a stronger
language model during decoding, which may increase performance but slows down
decoding speed. Notably, as can be seen in Table 6.4(b), switching to a 4-gram
LM results in performance gains for both the baseline and our system. While



6.7. Related Work 169

the margin between the two systems decreases, our system continues to deliver a
considerable and significant improvement in translation BLEU scores.

6.7 Related Work

In this chapter, we focus on the combination of learning latent structure with
syntax and linguistic annotations, exploring the crossroads of machine learning,
linguistic syntax and machine translation. A first point of comparison with the
existing literature stems from our use of a joint translation model. Training a joint
phrase-based probability model was first discussed in (Marcu and Wong, 2002),
and even though it was trained by maximising the joint likelihood of the training
data, the estimates were still converted to conditional translation distributions
prior to decoding. Even though the work by (Marcu and Wong, 2002) was highly
influential for their efforts to train a phrase-based model under a well-understood
learning criterion as we discuss in section 2.3.2, the vast majority of the state-
of-the-art performing translation models are centred on conditional translation
distributions. In this chapter, we go against the conventional wisdom in the
SMT field to show that a translation system based on such a joint model can
perform competitively in comparison with conditional probability models, when
it is augmented with a rich latent hierarchical structure trained adequately to
avoid overfitting.

Earlier approaches for linguistic syntax-based translation such as (Yamada
and Knight, 2001; Galley et al., 2006; Huang et al., 2006; Liu et al., 2006) focus
on memorising and reusing parts of the structure of the source and/or target
parse trees and constraining decoding by the input parse tree. In contrast to this
approach, we choose to employ linguistic annotations in the form of unambigu-
ous synchronous span labels, while discovering ambiguous translation structure
taking advantage of them. Our approach avoids assuming that translation can
be fully explained through linguistic structure tree correspondences and trans-
formations, an inflexible strong assumption which we consider unnecessary: it
imposes monolingual linguistic structure as the sole pivoting mechanism between
the two languages even though it only partially correlates with translation deci-
sions. Instead, here we focus on making external information based on linguistic
analyses of source sentences available to a learner that optimises model estima-
tion according to a translation learning objective. Then, our learning algorithm
disambiguates which of the linguistic syntax patterns are indeed informative to
explain the bilingual correspondences.

Later work (Marton and Resnik, 2008; Venugopal et al., 2009; Chiang et al.,
2009) takes a more flexible approach which is more similar to our own efforts.
They opt to influence translation output using linguistically motivated features,
or features based on source-side linguistically-guided latent syntactic categories
(Huang et al., 2010). However, the features employed by these methods are
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local in nature, considering the linguistic plausibility of applying individual syn-
chronous rules. As a result, these efforts totally lack the concept of a linguistically
motivated hierarchical abstract structure reaching across the whole sentence-pair,
which is exactly the focus of our own methodology. Putting these crucial differ-
ences aside, a feature-based approach and ours are not mutually exclusive, as we
also employ a limited set of features next to our trained model during decoding.
We find augmenting our system with a more extensive feature set an interesting
research direction for the future.

An array of recent work (Chiang, 2010; Zhang et al., 2008b; Liu et al., 2009)
sets off to utilise source and target syntax for translation. While for this work
we constrain ourselves to source language syntax annotations, our method can be
directly applied to employ labels taking advantage of linguistic annotations from
both sides of translation. The decoding constraints of section 6.5.2 can then still
be applied on the source part of hybrid source-target labels.

For the experiments in this chapter we employ a label set similar to the non-
terminals set of (Zollmann and Venugopal, 2006). However, the synchronous
grammars we learn share few similarities with those that they heuristically ex-
tract, with Figure 6.5 comparing example structures based on the two grammar
designs. The HR-SCFG we adopt allows capturing more complex reordering phe-
nomena and, in contrast to both (Chiang, 2005a; Zollmann and Venugopal, 2006),
is not exposed to the issues highlighted in section 5.2.2. Nevertheless, our results
underline the potential of linguistic annotations similar to those of (Zollmann and
Venugopal, 2006) as part of latent translation variables.

The majority of the aforementioned work does not concentrate on learning
hierarchical, linguistically motivated translation models. Yamada and Knight
(2001) employ the EM algorithm to train a syntax-driven, word-based transla-
tion model, making use of fixed size syntactic and lexical units. However, when
the same model is extended to allow translating with phrase-pairs, a heuristic
estimator is used to train the phrase-emission probabilities (Yamada and Knight,
2002). Galley et al. (2006) employ EM to train a translation model which gener-
ates translations by combining together syntactic units of variable sizes. However,
they mitigate EM’s overfitting behaviour by constraining the size of these units,
so that each encompasses at most four elementary syntactic elements, in contrast
with our approach which does not impose such arbitrary constraints.

Cohn and Blunsom (2009) sample rules of the form proposed in (Galley et
al., 2004) from a Bayesian model, employing Dirichlet Process priors favouring
smaller rules to avoid overfitting. Their grammar is however also based on the
target parse-tree structure, with their system surpassing a weak baseline by a
small margin. In contrast to the Bayesian approach, which imposes external
priors to lead estimation away from degenerate solutions, we take a data-driven
approach to arrive to estimates which generalise well. The rich linguistically
motivated latent variable learnt by our method delivers translation performance
that compares favourably to a state-of-the-art system.
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Figure 6.5: The HR-SCFG structure above is compared against a possible deriva-
tion below of the same synchronous subtree under a grammar extracted by the
SAMT system. Our grammar emphasises abstract hierarchical translation struc-
ture conditioned on reordering behaviour, while the SAMT grammar relies on
lexicalised, linguistically influenced productions.
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Finally, in the previous chapter we also employ the CV-EM algorithm to
estimate the parameters of an SCFG, albeit for a much simpler one based on a
handful of non-terminals. Here we take advantage of some of the grammar design
principles empirically shown in Chapter 5 to aid in inducing robust hierarchical
translation structures covering whole sentence-pairs. However, we do this for an
immensely more complex grammar with millions of hierarchical latent structure
rules and show how such grammar can be learnt and applied taking advantage of
source language linguistic annotations.

6.8 Discussion

This chapter wraps up the progression of work starting from Chapter 4 on learning
phrase-based translation models. All of these learning methods for Statistical
MT were founded upon our contributions on learning models falling under the
Fragment Model family where Phrase-Based SMT and phrase-based hierarchical
SMT models belong, as well as those on Cross-Validated MLE estimation and
the Cross-Validated CV-EM algorithm. Here, building upon the further findings
and empirical observations of Chapters 4 and 5, we contribute a method to learn
and apply a latent, linguistically motivated hierarchical translation structure. To
this end, we take advantage of source-language linguistic annotations to motivate
instead of constrain the translation process. An input chart over phrase-pair
spans, with each cell filled with multiple linguistically motivated labels, is coupled
with the HR-SCFG design to arrive at a rich synchronous grammar with millions
of structural rules and the capacity to capture complex linguistically conditioned
translation phenomena. We address overfitting issues by cross-validating climbing
the likelihood of the training data and propose solutions to increase the efficiency
and accuracy of decoding.

Our existing approach could be additionally fine-tuned to further improve per-
formance, with an interesting direction being smoothing the HR-SCFG grammar
estimates. Learning translation and reordering behaviour with respect to lin-
guistic cues is facilitated in our approach by keeping separate phrase-pair emis-
sion distributions per emitting non-terminal and reordering pattern, while the
employment of the generic X non-terminals already allows backing off to more
coarse-grained rules. Nevertheless, we still believe that further smoothing of these
sparse distributions, e.g. by interpolating them with less sparse ones, could in
the future lead to an additional increase in translation quality.

An interesting aspect of our work is delivering competitive performance for
difficult language pairs such as English-Chinese with a joint probability genera-
tive model and an SCFG without ‘gap rules’. Instead of employing hierarchical
phrase-pairs, we invested in learning the higher-order hierarchical synchronous
structure behind translation, up to the full sentence length. While these choices
and the related results challenge current MT research trends, they are not mutu-
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ally exclusive with them. Future work directions include investigating the impact
of hierarchical phrases for our models as well as any gains from additional features
in the log-linear decoding model.

In Chapter 5, we discussed how our CV-MLE learning approach could be
successfully deployed to estimate the parameters of a hierarchical translation
model. This model, despite its focus on unlexicalised abstract translation struc-
ture, still shared some common features, like the small number of bilingual cate-
gories, with the heuristically estimated Hiero baseline. While achieving competi-
tive performance on real-world translation tasks is highly noteworthy on its own,
the work presented in this chapter goes further than merely providing an alter-
native, better-founded method to estimate the parameters for grammars similar
to those used by the already established, heuristically trained hierarchical SMT
models. Instead, we believe that the true potential of our approach lies in going
past current synchronous grammar designs, allowing SMT practitioners to learn
hierarchical models for which the heuristics seem to provide weaker estimates: the
system we present here is, to our knowledge, the first which provides strong trans-
lation performance using a synchronous grammar emphasising the use of abstract,
un-lexicalised translation structures. We hope that the open-ended character of
our method, which allows the incorporation of further external linguistic, seman-
tic or other cues as well as alternative grammar designs, will provide a potent
framework to progress further in deciphering the recursive nature of translation.




