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Chapter 7

Conclusions

In this thesis, we contributed a learning framework to uncover the latent structure
that underlies multilingual data. Our methodology was founded on combining
two well-understood learning approaches: Maximum Likelihood Estimation and
the Expectation-Maximization algorithm on the one hand and Cross-Validation
on the other. In this way we formulated the Cross-Validated EM algorithm
(CV-EM), a principled method to cross-validate Maximum Likelihood Estima-
tion (MLE) on incomplete data, which crucially retains the desirable algorithmic
and estimation properties of EM. We used CV-EM as the theoretical founda-
tion upon which we developed learning frameworks for three distinct translation
models, each approaching the hidden structure of translation from a different per-
spective. Our implementations were empirically shown to perform at least on a
par with state-of-the-art, heuristically trained baselines, significantly outperform-
ing the latter as the translation models became more complex and the structural
divergence between source and target languages increased.

Maximum Likelihood Estimation and the Expectation-Maximization algo-
rithm are mainstays in the fields of Machine Learning and Natural Language
Processing. Still, their application for modern, phrase-based translation models
has proven highly challenging. In order to understand the reasons behind this, we
showed that phrase-based models belong to a wider family of models for complex
data: Fragment Models. This allowed us to delineate the source of both their
modelling strength, as well as the pitfalls of estimating their parameters. We ob-
served that, on one hand, the parameter space of a Fragment Model explores the
full spectrum of different levels of abstracting away from the training data, rang-
ing from deriving them from the smallest units to completely memorising them.
At the same time however, this powerful feature is also their weakest point, as it
exposes Fragment Models to a strong tendency to overfit training sets.

The Cross-Validated MLE (CV-MLE) learning objective and the CV-EM al-
gorithm as the implementation of CV-MLE optimisation for incomplete data,
directly address these learning challenges. They both cross-validate the space of
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our hypotheses on the values missing from the training data. For the translation
models we examine, these values relate to the hidden structure of translation.
Applying cross-validation aims to avoid overfitting and learn instead structures
which generalise past the data included in the parallel corpus we are training
on. Estimation within our framework stands out from competing approaches
by combining a familiar and well-understood estimation objective, with a clear
optimisation algorithm offering theoretical guarantees of operation.

Apart from this learning framework, this work contributed a methodology
to learn models taking advantage of the linguistic structure of sentences to bet-
ter translate. A recurring problem in prior work on translation models driven
by linguistic syntax, was imposing unnecessary constraints on the translation
process. The grammatical structure of sentences can explain only a subset of
the translation phenomena, and assuming that all bilingual correspondences and
transformations can be explained in grammatical terms can have a negative effect
on translation performance.

In this thesis, we show how a translation-centric learning objective can be used
to identify those linguistic cues that are useful for translation. We contribute a
method based on the CV-EM algorithm to learn hierarchical translation models
that offer linguistically motivated explanations of the recursive nature of trans-
lation across whole sentence-pairs. This is hardly a theoretical exercise, as our
learnt models are found to significantly outperform a strong hierarchical transla-
tion baseline.

There is a number of interesting directions for future research directly emerg-
ing from this work. Here, following a stepwise approach, we chose to focus on
learning translation models which separate lexical emission from abstract struc-
ture. However, we consider the induction of synchronous grammars which do
not follow this separation, such as those making use of lexically grounded ab-
stract rules (phrase-pairs with ‘gaps’), as a highly interesting problem, involving
a further examination of the interplay between lexical context and hierarchical
structure. Another promissing direction is investigating further grammar designs
and families of bilingual categories that can be effective in describing translation.
As an example, one can explore different syntactic annotation schemes, such as
head-lexicalisation or dependency structures, or move even further to facilitate
synchronous structures based on semantic analyses of the source and target sen-
tences. Finally, in this work we focused on taking advantage of unambiguous,
single-best analyses of the parallel data to learn the latent structure of transla-
tion. It would be interesting to consider how we could exploit in our learning
algorithms the ambiguous output that many natural language analysis systems
provide, such as linguistic parse forests, as has already been done for heuristically
extracted synchronous grammars.

While the empirical part of this work was exclusively focused on modelling
translation, our theoretical contributions are applicable to any problem of mod-
elling complex, structured data using incomplete training sets. The heart of



177

our approach lies on addressing foundational problems in Machine Learning: ex-
amining how to disambiguate the composition of data from smaller modelling
components of arbitrary sizes, and how to balance the ability of a model to mem-
orise with its capacity to generalise. For this reason, we believe that our approach
and the algorithms we propose can be applied to further tasks from the Natural
Language Processing and Machine Learning domains. Promising examples are
natural language parsing and the analysis of structured and semi-structured text,
but also image parsing and financial fraud pattern detection.

Before closing this thesis, we turn back to our central theme: learning the
structure of language. Each language is characterised by its own syntactic and
semantic structure. Sampling sentences belonging to it and examining them side-
by-side, can help to identify these latent structural patterns, whether this is
work performed manually by linguists or automatically by Natural Language
Processing models and algorithms. Interestingly, we could also consider natural
languages themselves as data points. In this case, comparing how meaning is
structured and encoded across different languages can point towards uncovering
the patterns underlying natural language as a phenomenon of its own.

Efforts to manually identify such patterns and how they relate back to the
various languages, such as some past interlingual translation approaches, have
made little progress. However, as highlighted by the application of statistical
methods in Machine Translation instead of manually compiled rule-sets, perhaps if
it is difficult for humans to identify these patterns, we can instead try to learn how
to automatically discover them in multilingual data. In this work, we contributed
algorithms which search for this binding material that stands between human
languages. We made small, careful steps, reaching up to examining how the
linguistic structure of source sentences corresponds to the structure of target
strings. Still, the open-ended character of our contributions on learning the latent
structure of multilingual data, allows us to consider this work as a step in the
direction of shedding some light on the patterns behind human language.




