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1
I N T R O D U C T I O N

Vision comes naturally to humans. Looking around in a living room, one can
effortlessly identify chairs, a table, the carpet, a cupboard somewhere in the back,
or the light sources. Walking on the street, one can easily assess the traffic situ-
ation and perceive which vehicle goes where. Computers can not, not that easy
that is. Where pointing at things to give them names seems very simple, in reality
it is not.

Still, it would be useful to imbue computers with the same power as it is this
fundamental capability upon which our understanding of the world rests. Re-
search in this direction will yield applications such as the automatic identifica-
tion of the content of a photograph, useful for search engines, or a robot which
navigates, perceives, and acts in this world. And ultimately, it will give us more
insights in the human representation of the world and the reasoning that goes
with it.

The first capability for visual cognition must be visual re-cognition, identifying
visual categories based on images that have been seen before. But as natural as
visual recognition comes to humans, as fickle it has been proven to reproduce in
computers. In this thesis we address the problem of the automatic understanding
of images; we aim to take a leap forward in the part of computer vision which
focuses on the automatic identification of the contents of an image.

But what is it we want to extract from an image? What is most useful? Our
answer is that, eventually, images tell stories. When somebody goes on holiday
and shoots pictures, it is to tell a story about the vacation, to record the sights
and events that transpired. Be it walking on the Forum Romanum or the joy of
having a feast in Spain. When a journalist shoots pictures, it is meant to give
an objective, visual account of reality. Sometimes the photographs portray a war.
Other times they tell stories about the life of a celebrity. An advertisement tells
a deliberate story designed to leave an impression. The photo-ad may highlight
how fast a blender blends or may convey the feeling of belonging when drinking
coffee. In general, the story of a picture is based on the expectations in relation
to the content of the image. In this thesis we focus on the content alone.

From a machine vision perspective, the stories an image tell range from sim-
ple to complex. The simplest story is naming a single scene, such as a beach or
a mountain range. This is followed by naming a single object such as bicycle, or
cat. A more complex story is to describe multiple objects such as horse and person
or kid and ball. Spatial relations are necessary for distinguishing between person
inside a car and person in front of a car. Finally, actions and interactions describe the
dynamics in a scene leading to the inclusion of verbs, enabling stories like person
jumping out of an aeroplane, and man running from a dog. Research in computer
vision has made much progress in identifying single objects or generating single
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object stories. In this thesis we provide an analysis of the recent, vast achieve-
ments in this area. We aim to contribute to an understanding of the notion of an
object in computer vision. Furthermore, we aim to improve semantic labelling
performance and to identify multiple objects as the next step towards generating
the full narrative of an image.

As said, much progress has been made in identifying single objects within
images. The reason of the progress, however, is striking. Essentially, the model of
image analysis was impoverished by removing the notion of the object location
and by replacing it by the use of local image details scattered over the image.
This enabled the use of powerful, new machine learning techniques. Coupled
with large amounts of data that became available, this led for the first time to
usable content-based image search engines. However, as computational demands
of such systems were high, our first research question deals with computational
efficiency:

• Can we accelerate Visual Concept Classification?

We approach this question of computational efficiency in Chapter 2, which was
published in IEEE Transactions on Multimedia [99]. To this end, we start with
the object classification system to which we contributed and which in the 2008

benchmarks of TRECVID and Pascal VOC led to the best performance scores
[86, 90]. Then we review a variety of existing and novel techniques to accelerate
object classification and show the trade-off between computational efficiency and
accuracy.

The acceleration of image classification achieved by this chapter enables content-
based image analysis on large-scale datasets such as Flickr. Importantly for this
thesis, it also enables a much more thorough analysis. Specifically, it enables
extracting local image details at every point or pixel in the image, necessary for
addressing the subsequent research questions.

In general, the replacement of the object location with strong machine learning
techniques and more data resulted in significant performance improvements, yet
insights into why this happened remained behind: Which parts of the image
provide evidence for the existence of an object? Only the object itself? The whole
image including the context? In short:

• What is the Visual Extent of an Object?

This research question is addressed in Chapter 3, which was accepted by the
International Journal of Computer Vision [96]. While it is widely acknowledged
that the visual extent of an object reaches beyond the object itself, this chapter
investigates to what degree taking this visual extent into account affects classifi-
cation performance.

We perform our analysis from two angles. (a) Not knowing the object location,
we determine where in the image the support for object classification resides.
This perspective enables us to visualize and analyse how a state-of-the-art image
analysis system classifies images. (b) Assuming that the object location is known,
we evaluate the relative potential of the object and its surround, and of the object
border and object interior.

The analysis in this chapter yields detailed insights into which parts of the
image are useful for the identification of objects. And while one of the reasons
for the success of current image analysis systems was the absence of explicit
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object locations, results of this chapter suggest that it is beneficial to bring the
object location back.

For dealing with object locations, there are two dominant directions in com-
puter vision. The first is segmentation, which is usually defined as finding the
unique outlines of all objects within an image, resulting in few but high quality
image regions. The original idea was that only after the object is located, it can be
identified. However, segmentation is currently viewed as fundamentally impossi-
ble as the number of possible image conditions is vast: Think of shadows and the
difference in lighting indoors and outdoors. Furthermore, without identification,
why would a persons head belong to his body? The other dominant direction
deals with the localisation and identification of objects. Most research in this
direction ignores segmentation and relies on machine learning alone. First the
appearance of the target object is learned. Then for a new image, huge numbers
of locations are probed for its presence, somewhat bounded by a variety of scales,
aspect ratio, and search grid. However, such an exhaustive search strategy seems
highly unsatisfactory. Instead, we aim for a structured sampling that builds upon
the strengths of both these directions. Like exhaustive search we want to generate
many object locations in order to yield some good ones. Like segmentation we
want to use the structure of the image to guide our sampling. This leads to the
research question:

• Can we perform Structured Sampling for Object Recognition?

This question is addressed in Chapter 4, which is an extension of our ICCV
paper [102]. Our structured sampling combines multiple complementary data-
driven partitionings of the image to deal with as many image conditions as pos-
sible. Specifically, we use all regions of a hierarchical partitioning to capture all
scales within the image. Furthermore, we use a variety of colour spaces with dif-
ferent invariance properties and a variety of different segmentation criteria such
as colour and size. This results in a structured sampling strategy that is class
independent, and which theoretically generates locations for objects such as car
and cat, for concepts like grass and road, and even for object parts and object col-
lections. In this chapter, however, we evaluate our structured sampling on its
ability to find complete objects. In addition, we test our structured sampling on
the exact localisation and identification of an object, where the reduced number
of locations enables the use of more expensive and powerful features than pos-
sible in an exhaustive search strategy. We compare with the state-of-the-art on
the Pascal VOC 2010 detection challenge and show significant improvements for
several object classes.

In Chapter 5, the final chapter of this thesis, we want to take the analysis
of image content to the next level. Performance of single-object classification is
acceptable, but

• Can we do Multi-Object Classification as the next step towards generating
Stories?

The joint prediction of multiple objects is only viable by combining individ-
ual object classifiers: the exponential combinatorics resulting from recognising n

objects from c classes make it fundamentally impossible to learn classifiers for
all combinations. To be able to combine different object classifier, they should
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be largely independent. Therefore it is important that they use different features
within the image, hence the identification should be based on localised features.

Importantly, when images contain more objects they get more cluttered lead-
ing to occlusions. Furthermore, objects may interact, leading to pose changes. An
important insight is therefore not to use the complete object, but rather to focus
on the most discriminative parts of the object. This realisation leads to the intro-
duction of the “most telling window” of an image, which can be an object part,
complete object, or an object collection, depending on the object class and image
composition. We evaluate our strategy on single object classification and on the
joint classification of two and tree objects.

The final result of this thesis is a system which jointly classifies multiple objects.
To appreciate why this is a step towards the full narrative of an image, consider:
What story can three objects tell about a photo?
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