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Introduction

Search is ubiquitous these days. It comes in different forms: from general-purpose
commercial search engines used by billions of people, to smaller-scale search interfaces,
such as library search or academic search. Driven by both market competition and a
desire to make people more productive, modern search engines introduce more and more
features to their interfaces: they embed image or video results, augment the search result
list by an encyclopedia panel or even make results interactive. Figure 1.1 is an example
of such an interface. More and more features are being added, making the search engine
result page (SERP)1 increasingly complex. With this complexity come obvious problems
of interpreting user behavior and detecting user satisfaction. Was this particular change in
the news ranking good for the user? Why did the users click this result so often despite it
being objectively bad? What is the best position to put sports results? In order to answer
questions like these and make product decisions, we need a solid theoretical ground and
models proven to work in practice.
The area of information retrieval (IR) was established long before the search engines
as we know them today. In fact, the term first appeared in 1950 when Mooers [116]
defined information retrieval as the discovery process in a large collection of recorded
information. Since then IR emerged as an independent computer science discipline with a
number of theoretical and practical pillars. One of the pillars is the so-called Cranfield
evaluation paradigm [57]. It established the following evaluation approach. A collection
of queries and documents is created where query-document pairs are rated by professional
annotators according to the document’s relevance to the query. Having such a rated
collection, one can evaluate the performance of many different IR systems, where an IR
system is a search engine that returns a ranked list of documents as a result of a user query.
This idea is a cornerstone of the Text REtrieval Conference (TREC).2 A competition is
run during this conference where participants from different research groups compete in
how well their IR systems rank unknown documents in response to some unseen queries.
The idea of collecting relevance ratings once and then using them to evaluate many
systems is still widely used today. But the IR systems of today are quite different from how
they looked fifty or even ten years ago. They no longer return a flat list of homogeneous
results: the list is not flat and the results are not homogeneous. Moreover, we can no
longer say that the system must put the most relevant documents on top: there are multiple
1 We

maintain a list of notations on page 159.

2 http://trec.nist.gov
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Figure 1.1: An example of a modern complex SERP, featuring Image and News verticals
as well as an information panel with encyclopedia data and live flight prices data. Image
credits: Aleksandr Chuklin, Google, Wikimedia Commons and its contributors.
aspects of relevance and the notion of “top” is blurred. While not completely discarding
the ideas of the Cranfield approach, we suggest taking a step back and analyze what
defines user behavior and user satisfaction and how one can use this knowledge to model
users and to make evaluation more accurate.
After a search system has been put online, one of the easiest type of user interaction
data to collect is clicks. Clicks are often interpreted as a signal of user satisfaction.
However, there are whole classes of situations where we observe no clicks at all, yet
the users are satisfied. These are called good abandonments [37, 104, 161]. We need
to understand when such situations occur, how users behave and why they behave in a
certain way. To achieve that, we must go beyond clicks.
In general, modeling the users of a search system is an important task with many
applications. The first application is understanding the users through fitting a model to
the user data [69]. A second application is using a user model to perform simulated
experiments when no or limited user data is available [48, 82]. Thirdly, user modeling is
used to improve ranking [25] and, finally, to build more accurate evaluation metrics [42,
112]. Contemporary SERPs pose two big challenges to user modeling: taking into
consideration various signals beyond clicks (such as mousing or scrolling) and accounting
for the heterogeneous nature of results and their non-trivial arrangement on a SERP.
While user interaction data helps us to build more accurate Cranfield-style evaluation
metrics through user modeling, it may also be used as a form of direct, albeit implicit,
relevance feedback. Out of two popular methods, A/B-testing [99] and interleaving [27],
the second was shown to have higher sensitivity. Interleaving is an online evaluation
strategy that compares two ranking systems—usually the current production ranking
2
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and an experimental ranking—by mixing results from the two systems into one and
interpreting users’ clicks as implicit feedback. While such a method has high sensitivity
and intuitive interpretation of the click scores, it nevertheless faces challenges when
heterogeneous SERPs are involved as it is not a straightforward task to interleave two
SERPs featuring different special elements and potentially having different layouts.
In the next section we formulate the main research questions of the thesis as well as the
sub-questions that aim to go deeper on each one of them.

1.1 Research Outline and Questions
Complex SERPs create many challenges in different areas of information retrieval. Below
we list the research questions we will be answering in this thesis. We first list the bigger
questions and then dig deeper into each individual one.
RQ1 Can we substantially improve existing click models by taking into account result
page structure and aggregated user characteristics?
RQ2 How do we evaluate click models?
RQ3 How can we make use of click models to improve offline evaluation metrics?
RQ4 How can we improve user models and offline evaluation metrics to account for
non-trivial attention patterns and direct usefulness of result snippets?
RQ5 How can we perform accurate online quality evaluation on complex SERPs without
affecting the user experience?

1.1.1

Click Models for Complex SERPs

While actual users should always be the golden standard as a source of behavioral data,
sometimes we simply lack user interaction data. Or it can well be the case that the study
we want to conduct has risks of degrading the user experience and we just cannot afford
such risks and have to forgo experiments with real users. In other words, collecting data
from users does not scale in some cases. That is why we need a solid model of the user
interacting with the SERP.
For this purpose we employ the notion of a click model, a probabilistic model that
predicts next user actions given historical data [45]. In previous work only clicks were
considered as interaction data. However, recent work by Huang et al. [88] goes beyond
that and adds mouse movements as an additional source of information. We want to
continue this line of work and make use of other sources of information to improve the
model accuracy. As was demonstrated in prior work [51, 154], some results may be more
visually salient (e.g., video results) and hence attract more clicks. We want to leverage
that observation and put the SERP layout information as well as our knowledge about
user intents into a click model.
The main sub-questions we want to answer are:
RQ1.1 How can we use page layout information to improve click models?
3
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RQ1.2 How can we use aggregated user characteristics such as vertical orientation to
improve existing click models?

1.1.2 Evaluating Click Models
There are different ways to evaluate click models. Some of them are motivated by the
theory behind the probabilistic graphical model (PGM) framework that we use, some are
motivated by the applications of click models.
Firstly, we want to know how different click models that are widely used these
days compare to each other when measured across different evaluation dimensions on a
common dataset. Previously the models were mostly evaluated on various proprietary
datasets. Moreover, different sets of metrics were used to evaluate different models. Our
goal is to establish a common ground.
Secondly, we want to question whether the current set of click model evaluation metrics
is sufficient to evaluate click models for modern SERPs. We suggest a complementary
evaluation approach that allows to better understand quality of such click models.
We formulate the above as the following research questions:
RQ2.1 How do different click models perform when evaluated on a common dataset?
RQ2.2 How should we evaluate click models for complex aggregated SERPs?

1.1.3 Click Model-based Metrics
Search evaluation is a very important but complex issue. It is always hard to justify a new
evaluation metric. That being said, we argue that the need for better evaluation techniques
for contemporary SERPs should be put in our research agenda.
After having built efficient models of user click behavior, we suggest using these
models to build Cranfield-style evaluation metrics that are more aligned with the actual
users. In particular, we answer the following questions:
RQ3.1 Can we make use of click models to build better evaluation metrics? How do such
click model-based IR metrics differ from traditional offline metrics?
RQ3.2 Which evaluation metrics are better tied to the user? Do click model-based metrics
show higher agreement with online experiments? How do they compare in terms
of discriminative power?
RQ3.3 How well do different offline metrics perform in the presence of unjudged documents?
RQ3.4 How can we modify offline metrics to enhance agreement with online experiments?
RQ3.1 requires developing a framework to derive an evaluation metric from a click
model. It is also important to show that the resulting metrics differ from already existing
and widely used metrics such as discounted cumulative gain (DCG) [89] or expected
reciprocal rank (ERR) [26], which is what the second part of the question is about.
4
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After suggesting new evaluation metrics with a solid foundation of a click model, we
want to show that they not only differ from existing metrics, but also outperform them. So
in RQ3.2 we adopt a commonly used discriminative power analysis to compare metrics.
On top of that we suggest measuring a metric’s performance by looking at how well it
agrees with the outcome of the online click-based evaluation. Since online experiments
are often used as a rather time-consuming but precise tool to make final decisions, it is
important that during many iterations of algorithm development, one has a metric that
would be better aligned with the final outcome of the online experiment.
RQ3.3 touches on an important question of missing relevance judgements. As was
previously pointed out by Sakai [131], we often face a situation where part of the documents that an IR system ranks at the top of a SERP lacks relevance judgements, in other
words, it was not judged by the raters. Due to a limited amount of resources, this situation
happens rather often and we need to check how our metrics perform in such a scenario.
Finally, RQ3.4 suggests ways to improve the quality of evaluation metrics (measured by the agreement with the outcomes of the online experiments), especially in case
judgements may be missing.

1.1.4

Going Beyond Clicks

As result pages become more and more complex, two big challenges for evaluation arise:
non-trivial attention patterns and good abandonments. As was shown by Clarke et al.
[51], Sushmita et al. [154], some results are more visually salient, e.g., video or image
results, and therefore attract more clicks (and, in general, more of the user’s attention).
There also exists the opposite effect—a SERP may already contain an answer to the query
and does not require clicks. This effect is known as good abandonment [30, 104].
We argue that the notion of good abandonment also applies to individual SERP items,
not just to the SERP as a whole. By analyzing factoid queries we show that the quality of
individual result snippets has a peculiar connection to the abandonment rate, suggesting
there may be direct utility gain from examining results on a SERP.
Combining the ideas of non-trivial attention pattern and direct usefulness of result
snippets, we suggest a novel evaluation metric that more accurately predicts user satisfaction. Since our metric has a user model behind it, we ask separate questions about the
model and the metric based on it:
RQ4.1 Does a model that unites attention and click signals give more precise estimations
of user behavior on a SERP and self-reported satisfaction? How well does the
model predict click vs. satisfaction events?
RQ4.2 Does an offline evaluation metric based on such a model show higher agreement
with user-reported satisfaction than conventional metrics such as DCG?

1.1.5

Online Evaluation

In the area of online evaluation, we concentrate our effort on a family of methods called
interleaving. As was shown by Hofmann et al. [84], Radlinski and Craswell [123],
evaluation methods based on relative techniques such as interleaving are easier to interpret
and are more sensitive than evaluation methods based on comparing absolute click metrics.
5
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In the case of modern complex SERP we aim to achieve the efficiency of conventional
interleaving methods while preserving the conventional aggregated search user experience.
This proves to be a challenging task due to interleaving algorithms’ nature to “mix up”
results. Consequently, we want to formulate our research question as follows:
RQ5.1 Influence on the user experience. What effect do different interleaving methods—
both conventional and newly introduced vertical-aware—have on the user experience in the case of complex SERPs? Do any of these methods run the risk of
degrading the quality of the results or altering the user experience?
RQ5.2 Correctness and sensitivity. Do different interleaving methods always draw
correct conclusions about the better system? How fast, in terms of the number of
impressions and amount of feedback needed, can they detect that one aggregated
search system is to be preferred over another?
RQ5.3 Unbiasedness. Do the interleaving methods that we consider provide a fair and
unbiased comparison, or do some of them erroneously infer a preference for one
aggregated search system over another in situations where implicit feedback is
provided by a randomly clicking user?
In order to answer RQ5.1 we consider different pairs of complex SERPs and analyse
the effect on the user experience imposed by the interleaving methods that we consider.
RQ5.2 concerns the ability of an interleaving method to correctly capture the difference
between two rankers by using the minimal amount of implicit user feedback. Finally, to
answer RQ5.3 we need to check that none of the evaluation methods infer statistically
significant preferences when no preference is expected.

1.2 Main Contributions
Here we summarize the main contributions of the thesis, roughly split into three groups:
theoretical, algorithmic and software contributions.

1.2.1 Theoretical Contributions
Our main theoretical contributions lie in the area of evaluating evaluation methods and
user models. Apart from that, we introduce the idea of per-intent parameters for click
models and a Bayesian framework to estimate click probabilities in this case. Below we
describe the contributions in more detail.
T1 Bayesian framework to estimate click probabilities using per-intent parameters of a
probabilistic graphical model (Chapter 4).
T2 A novel evaluation method for click models—click model intuitiveness (Chapter 5).
T3 An evaluation framework for offline metrics based on their agreement with the
outcomes of online experiments (Chapter 6).
6
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T4 An evaluation framework for offline metrics based on their agreement with userreported satisfaction (Chapter 7).
T5 A new evaluation facet for online interleaving experiments—method’s influence on
the user experience (Chapter 8).

1.2.2

Algorithmic Contributions

Algorithmic contributions form the core of the thesis. In all but one research chapters
we suggest concrete algorithms that can be directly applied to existing search engines to
make their operation measurably better.
A1 A method to convert any click model into an intent-aware click model—a model that
accounts for complex SERP structure and distribution of user intents (Chapter 4).
A2 A method to extend any click model beyond the first page of results (Chapter 4).
A3 A method to derive evaluation metrics from click models (Chapter 6).
A4 A user model and an evaluation metric that unite clicks, attention and satisfaction
(Chapter 7).
A5 A method to extend two popular interleaving methods so that they become suitable
for complex SERPs (Chapter 8).

1.2.3

Software Contributions

Open-source software is an important part of our contribution. We contribute in two ways:
(1) by releasing new software libraries, and (2) by contributing to existing projects:
S1 We release a library for training and using click models and click model-based
metrics: https://github.com/varepsilon/clickmodels.
S2 We contribute click model implementations to two other commonly used libraries,
namely PyClick3 and Lerot.4
S3 We release a collection of components used to train and evaluate our CAS model (see
Chapter 7): https://github.com/varepsilon/cas-eval. It contains
the following components:
• a configuration settings for a search proxy;
• client and server code to collect user interaction data via proxy;
• an interface for managing the search log of a user;
• templates and post-processing scripts for relevance crowdsourcing;
• code to train and evaluate CAS model and metric.
3A
4A

Python library to work with click models, https://github.com/markovi/PyClick.
learning-to-rank library, https://bitbucket.org/ilps/lerot.
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Our clickmodels project S1 is a self-sufficient library we released. It has the new
models we develop in Chapter 4, the machinery to train parameters of a click model-based
metric (Chapter 6) and a method to use click model parameters as ranking features similar
to [25]. Apart from that, it has the basic machinery to work with existing click models as
well as sufficient flexibility to build new models on top of it. For example, PSCM model
by Wang et al. [160] was built on top of our framework.5
The contribution to PyClick [45] includes implementations of some click models,
e.g., DBN [25] and CCM [74], as well as some changes throughout the framework,
ensuring it is currently the most comprehensive, extensible and easy to use library for
working with click models.
Our contribution to Lerot [137], an online learning to rank framework, includes porting some state-of-the-art click models to be used to simulate users as well as implementing
vertical-aware interleaving methods that we introduce in Chapter 8.

1.3 Thesis Overview
Below we present an overview of the thesis structure and give recommendations for
reading directions.
Chapter 1 gives an introduction to the thesis. It starts with a general motivation for
the problem we study, outlines the research questions in Section 1.1, summarizes the main
contributions in Section 1.2, gives overview of the thesis in Section 1.3 (current section)
and lists the origins in Section 1.4.
Chapter 2 gives necessary background and discusses related work.
Chapter 3 introduces some common baselines and basic evaluation metrics used in
Chapters 4–8.
Chapter 4 talks about click models for web search—probabilistic models of user
behavior on a SERP. In that chapter we introduce several new models aimed at modeling
user behavior on a modern complex SERP.
Chapter 5 focuses on evaluating click models. In that chapter we introduce a new
evaluation method specifically geared towards click models for complex SERPs and
present a comprehensive evaluation of basic click models on a number of evaluation
criteria.
Chapter 6 introduces a family of offline evaluation metrics based on click models. It
also establishes a new way of evaluating evaluation metrics based on their agreement with
online experiments.
Chapter 7 goes one step further and enhances evaluation metrics with implicit and
implicit signals related to user attention and user satisfaction. In that chapter we also
introduce an evaluation approach where metrics are compared to each other in terms of
how well they predict user-reported satisfaction.
Chapter 8 approaches the problem of evaluating the user experience from a different
angle, namely it discusses the settings where user experience is evaluated online using
interleaving. We introduce a framework to evaluate online evaluation methods and suggest
two new interleaving methods that can be used in the setting of complex SERPs.
5 Their
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code is available at https://github.com/THUIR/PSCMModel.

1.4. Origins
Chapter 9 gives a summary of conclusions for the research chapters and links back to
the research questions introduced in Section 1.1. We also discuss limitations and potential
future directions.
Readers familiar with the basics of IR system evaluation and click modeling may skip the
corresponding parts of the background material offered in Chapters 2 and 3. Chapters 4–6
require basic familiarity with click models, but are independent from each other and can
be read in any order. Chapter 7 largely builds on the material introduced in Chapter 6 and
should be read after it. Finally, Chapter 8 can be read independently of Chapters 4–7 and
only requires familiarity with basic IR evaluation methods introduced in Chapter 3.

1.4 Origins
Below we list publications which form the basis for each research chapter. We use
abbreviations for the author names which should be self-explanatory.
Chapter 4 is based on the paper titled Using Intent Information to Model User Behavior
in Diversified Search by A. Chuklin, P. Serdyukov, and M. de Rijke [41] published
at ECIR’13. The algorithm was designed by AC, experiments and analysis were
performed by AC. All authors contributed to the text, AC did most of the writing.
It is also based on the article titled Modeling Clicks Beyond the First Result Page
by A. Chuklin, P. Serdyukov, and M. de Rijke [43] published as a short paper at
CIKM’13. The algorithm was designed by AC, experiments and analysis were
performed by AC. All authors contributed to the text, AC did most of the writing.
Chapter 5 is based on the paper titled Evaluating Intuitiveness of Vertical-aware Click
Models by A. Chuklin, K. Zhou, A. Schuth, F. Sietsma, and M. de Rijke [44]
published as a short paper at SIGIR’14. All authors contributed to the evaluation
idea. AC and AS contributed equally to the model design. KZ did most of the
experiments and analysis. All authors contributed to the text, AC did most of the
writing.
It also includes some evaluation experiments from the Click Models for Web Search
book by A. Chuklin, I. Markov, and M. de Rijke [45] published by Morgan &
Claypool in 2015. All authors contributed to the synthesis of the material and,
respectively, to the text. AC and IM performed the experiments and analyzed the
results.
Chapter 6 is based on the paper titled Click Model-based Information Retrieval Metrics
by A. Chuklin, P. Serdyukov, and M. de Rijke [42] presented at SIGIR’13. The
method was designed by AC, experiments and analysis were performed by AC. All
authors contributed to the text, AC did most of the writing.
Chapter 7 is based on the paper named Incorporating Clicks, Attention and Satisfaction into a Search Engine Result Page Evaluation Model by A. Chuklin and
M. de Rijke [35] presented at CIKM’16. The method was designed by AC, experiments and analysis were performed by AC. Both authors contributed to the text,
AC did most of the writing.
9

1. Introduction
It also draws motivation from the paper titled Good Abandonments in Factoid
Queries by A. Chuklin and P. Serdyukov [37] presented as a poster at WWW’12.
The method was designed by AC, experiments and analysis were performed by AC.
Both authors contributed to the text, AC did most of the writing.
Chapter 8 is based on the journal article, A Comparative Analysis of Interleaving Methods for Aggregated Search by A. Chuklin, A. Schuth, K. Zhou, and M. de Rijke [48]
published at TOIS in 2015, which itself is an extended version of the paper titled
Evaluating Aggregated Search Using Interleaving by A. Chuklin, A. Schuth, K. Hofmann, P. Serdyukov, and M. de Rijke [40] published at CIKM’13. AC suggested
the interleaving methods, implemented them and did most of the experiments and
analysis. AS did most of the simulation-based experiments and their analysis in the
original CIKM’13 version of the paper. KH contributed most to the analysis of the
unbiasedness results in the original CIKM’13 version. Most of the new experiments
for the extended TOIS’15 version, including those based on simulations, were done
by AC. All authors contributed to the text, AC did most of the writing.
Apart from the papers listed above there were several other publications that contributed
to this thesis. Multiple tutorials given at SIGIR’15, WSDM’16 and RuSSIR’16 [46, 47,
49, 50] as well as the co-authored paper [73] presented at CLEF’15 helped to shape the
story of click models and their applications. Work on good abandonments [38, 39] helped
to understand the problem better and gain motivation for need to go beyond clicks in
Chapter 7, while [33] determined the design of the metric used in that chapter.
Work on other aspects of aggregated search [34, 113] helped in understanding the
problem of modern complex SERPs better, while work on result filtering [36] was a useful
diversion to a different area of information retrieval. Finally, work on file synchronisation [32] from the area of information theory helped in forming general computer-science
thinking and research-related programming skills early on.
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Background
In this chapter we discuss the required background and the previous work that the thesis
builds upon. We start with a general introduction to information retrieval in Section 2.1,
then move to areas of particular importance for the thesis: vertical search in Section 2.2,
user modeling in Section 2.3, offline evaluation in Section 2.4 and online evaluation in
Section 2.5.
We then study the main basic concepts in greater detail in Chapter 3.

2.1 Information Retrieval
The term information retrieval (IR) was introduced by Mooers [116]. He advocated for it
to become a separate area of research, distinct from database research. And he was right,
an ACM Special Interest Group on Information Retrieval was formed and now organizes
a yearly SIGIR conference along with many other conferences and forums; there are also
other groups around the globe supporting research in IR.
The initial focus for IR was on indexing and matching [162]. Similar to a book that
has an index of terms in the back, one can build an index1 of the words appearing in
a collection of documents. If a user comes with an information need expressed by a
query, we can split the query by words (query terms) and retrieve the documents from
the index where each of the query terms appear. Many optimizations have been proposed
for matching and retrieval since then [176] and there is still work being published on
optimizing this first step of the search process (see, e.g., [17]).
With the rapid growth of the size of document collections, especially the World Wide
Web, ranking retrieved documents became an important problem. It was often no longer
possible for a user submitting a query to examine all documents returned. Even when it is
possible, it is a tedious job that can be helped by algorithms. Apart from that, the users are
often unable to precisely specify their information need as a bag-of-words query [14], so
a search engine should aid them in the process of information discovery. To address these
issues search engines—or IR systems as we often call them—started ranking documents
according to their match to the user’s query. One of the simplest approaches to ranking the
retrieved documents is to order them by the term frequency (TF), the number of times the
query terms appear in the document [110]. Another ranking signal is the inverse document
1 Sometimes

referred to as inverted index.
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frequency (IDF), one over the number of documents the term appears in. Intuitively, if the
term appears only in a handful of documents, it is likely to be an important term for that
query. Conversely, if a term appears in many documents it is likely to be a common word,
such as an article or the verb “to be.” To use this signal for ranking, one multiplies the TF
score by it to get the so-called TF.IDF score [150].2 Both TF and TF.IDF scores are still
used these days, albeit as part of a bigger ranking model.
With the development of more complex ranking functions such as best match 25
(BM25) by Robertson et al. [128] it became necessary to evaluate the quality of IR
systems. The first systematic study of rating query-document pairs and comparing ranking
functions was done in the context of the Cranfield project [55–57] which we cover in
more detail in Section 2.4.
The next step after ranking results is their presentation on a search engine result
page (SERP). Instead of just showing a list of links, nowadays we augment them with
document titles and small snippets extracted from the document and biased towards the
query [136, 156]. As was shown by Dumais et al. [68], it is also helpful to organize results
on the page by their sub-topics because it facilitates the information consumption. This
idea was adopted in what is now called aggregated or vertical search and is closely related
to the notion of federated search. We discuss vertical search in more detail in Section 2.2.
After results are presented to the user and the user interacted with them, their actions
are stored in a search log and can be analyzed. Apart from observational studies, the
search log can be used to build a model of user behavior (Section 2.3) or to interpret user
actions as implicit quality signals, thus performing so-called online quality evaluation
(Section 2.5). More on that in the corresponding sections below.
For a more comprehensive overview of the history of IR one can refer to [134]. A general
introduction to the area is well described in a book by Manning et al. [111] as well as
some earlier work by Spärck Jones [149] and Baeza-Yates et al. [13].

2.2 Vertical Search
The first topic we will dive deeper into is the so-called vertical search, a paradigm where
the SERP is composed of results coming from different verticals, such as an Image, News
or Web vertical. Vertical search is also sometimes referred to as aggregated search (AS)
or even federated search, although one may argue that the latter is more concerned with
selecting and routing queries to vertical search engines rather than aggregating results
on a SERP (see, e.g., [60, 120, 144]). We claim that the paradigm of a heterogeneous
SERP aggregated from different verticals has become de-facto standard of modern web
search and therefore the topics we discuss in this section resonate well with the rest of the
material throughout the thesis.
Dumais et al. [68] demonstrated that users are more efficient with their goals whenever
search results are organized according to sub-topics. Moreover, Radlinski and Dumais
[125] showed that it is useful to diversify results returned to the user. A good example is a
query [jaguar] which may refer to an animal, car brand or, at some point in history, to
2 In
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practice, IDF undergoes log-transformation to avoid skewness.
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an operating system. Showing results for all those distinct intents helps to improve overall
user satisfaction.
Classical vertical search deals with organizing results coming from different specialized ranking systems (verticals) into one unified SERP. If the results from a vertical are
deemed to be suitable for the query, they are placed in a grouped manner somewhere on a
SERP. Usually there are three or four insert positions—slots—where vertical results can
be placed [121], although some search engines do not follow this practice [152].
The vertical search problem is usually split in two tasks: vertical selection and vertical
ranking. Vertical selection deals with determining which verticals are relevant to the given
query, while vertical ranking is the problem of deciding which vertical block should be
placed higher than others. There are several papers following the vertical approach that
aim at solving these tasks (e.g., [5–7]). The problem of aggregated search evaluation also
received some attention [8, 122, 171].
An alternative approach where vertical results are all ranked together with an objective
of optimizing diversity in addition to relevance, also attracted some attention in both
academia and industry [1, 153].
The search engine that introduced such aggregated (or faceted) search interface early
on was Naver.3 There, a SERP can contain more than ten results per query—in fact, many
more—and results are always organized into separate groups, one for each vertical [142].
Yahoo! Search4 and Bing5 historically inserted blocks of vertical documents on fixed
positions (slots) in addition to the organic web search documents [7, 122]. Yandex6 allows
vertical blocks to appear in any position [41], and the same appears to hold for Google.7

2.3 User Modeling
As we have mentioned already, by processing a search log, we can come up with a model
of user behavior that can be used to simulate user’s actions. Clicks are a type of interaction
that appear on both desktop and mobile search and are easily accessible for any search
engine. Therefore, we are going to focus first and foremost on click models, although
there are now some early attempts to predict user mousing [62] instead of clicks which
we also employ in our work (see Chapter 7).
Perhaps the first work that used the term “click model” was the paper by Craswell
et al. [59] in which the cascade model (CM) was introduced. This work also considered a
number of other models that are based on the position bias hypothesis—an observation
that results lower in the rank get less attention and, consequently, fewer clicks. The
position bias had previously been established by Joachims et al. [92] using eye tracking
and click log analysis. Prior to the work of Craswell et al. a couple of models that we now
3 http://www.naver.com,

the most used search engine in South Korea as of 2015.
a global search engine with a significant market share in Hong Kong

4 https://search.yahoo.com,

and Taiwan as of 2015.
5 https://www.bing.com, a global search engine with a significant market share in the United States
as of 2015.
6 https://yandex.com, the most used search engine in Russia with a significant market share in several
other countries as of 2015.
7 https://www.google.com, a global search engine with more than a billion monthly active users as
of 2015.
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call click models had been introduced for the sake of ranking evaluation [70, 115].
Following the publication of [59], the user browsing model (UBM) was introduced
by Dupret and Piwowarski [69], the dynamic Bayesian network (DBN) model by Chapelle
et al. [26], and the dependent click model (DCM) by Guo et al. [74]. Most click models
that have been introduced since then are based on one of those three models. We discuss
these and several other models in more detail in Section 3.1.
For parameter estimation, mostly maximum likelihood estimation (MLE) and expectation maximization (EM) are used (see, e.g., [45]), but there is some work that explores
other methods. For example, Liu et al. [106] used the same assumption as in the UBM
model, but proposed a faster inference algorithm. Zhang et al. [168] suggested a so-called
deep probit Bayesian inference for more accurate estimation that uses query-document
matching scores, while Shen et al. [143] suggested to leverage existing work on matrix
factorization and collaborative filtering for more accurate estimation of model parameters
for previously unseen query-document pairs.
In more recent years, quite a few improvements to the basic click models have been
suggested. For instance, once search engines began to present their search results as
blocks of verticals aggregated from different sources (see Section 2.2), click models for
aggregated search started to receive their rightful attention [28, 159]. We also contribute
to this effort in Chapter 4.
Overall, the development of click models goes hand in hand with their applications.
For example, recent research on analyzing mouse movements has been applied to improve
click models in [88]. And as web search is rapidly becoming more personalized [66, 155],
this is also reflected in click models; see, e.g., [163]. Another direction is taken by
Zhang et al. [169], who go beyond a single query by modeling user tasks in a so-called
task-centric click model. We believe these directions are going to be developed further,
following the evolution of search engines.
Above we briefly discussed background material on user models, mainly click models.
User models are the main object of study in Chapters 4 and 5, while Chapters 6 and 7
focus on a particular application thereof, namely user model-based offline evaluation
models. Finally, we also use click models in Chapter 8 to simulate users. For a more
technical overview of the basic click models we refer to Section 3.1. For a comprehensive
survey on click models one can also consult [45].

2.4 Offline Evaluation
Cranfield-style evaluation, as put forward by Cleverdon et al. [55–57], assumes the
following protocol to evaluate ranking quality of a search engine. First, collections of
queries and documents are created. Then documents are rated by independent judges—
assessors—to determine how well the document matches the query. In the simplest case
the ratings are 0 or 1, that is, the document is either irrelevant or relevant to the query.
Nowadays graded relevance scores are often used, usually three or four grades, e.g.,
Irrelevant, Marginally Relevant, Relevant, Perfect Match are the names we use for the
relevance grades in Chapter 7. For each new ranking function we then compute some
quality metric based on the relevance scores assigned by assessors and average it across
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the query collection. An example of such a quality metric would be the average number
of relevant documents amongst the top ten returned by the system (see Section 3.2.1).
The benefit of this approach is that we can try many new ranking functions without the
need to repeat the time-consuming and costly process of collecting ratings. This allows
us to have many iterations of ranking function development without the need to try each
iteration on real users. We can even optimize our ranking function directly to maximize a
metric. This is why we call such metrics offline metrics, that is, they do not require us to
deploy the system live, as opposed to online metrics discussed in the next section.
Assessors can be trained judges doing this work for a long time. Alternatively,
assessors can be crowd workers, sourced by one of the crowdsourcing platforms [4], such
as Amazon Mechanical Turk,8 CrowdFlower9 or Yandex.Toloka.10
As document collections become larger, the task of collecting ratings for all querydocument pairs becomes infeasible. In that case a technique called pooling is applied [148],
whereby top-N documents retrieved by several ranking systems are sent for rating. To
avoid being stuck with the same documents, this technique is best applied in a living
evaluation lab setting, where new systems are constantly added, the pool is updated and
the new documents are rated. There are multiple avenues for such data collection, most
popular are the benchmarking efforts run as part of various conferences: TREC11 in North
America, CLEF12 in Europe and NTCIR13 in Asia. The competitions run regularly, with
teams from various institutions submitting the output of their ranking systems and thus
providing candidates for pooled rating collection.
Even when the new judgements are constantly collected, we often have to deal with
missing relevance judgements [18, 20, 131] and the fact that some documents may never
be seen by raters. This suggests that alternatives to pooling should be sought, and, in fact,
there was some work exploring this direction [19, 23, 105, 135]. We also consider the
problem of missing judgements when analysing metrics in Chapter 6.
The creation of traditional test collections against reduced costs has received considerable attention. Carterette and Allan [22] and Sanderson and Joho [135] discussed
approaches to building test sets for evaluation at low cost. Azzopardi et al. [12], Berendsen
et al. [15] went a step further and described methods for automatically generating test
collections and training material for learning-based rankers, respectively. Buckley and
Voorhees [18] introduced a new metric called bpref to use in a setup where we have
missing relevance judgements. Sakai [131] proposed an alternative solution that does not
require a new metric. Apart from evaluation metrics, there are other interesting problems
arising when dealing with large query sets; these are addressed by the TREC Million
Query Track [3] and further studied by Carterette et al. [24].
On the metric side, precision and recall have long been standard metrics in computer
science and statistics. Then, metrics designed for ranked lists such as average precision
and discounted cumulative gain (DCG) started to emerge, which we cover in more detail
8 https://www.mturk.com, as of 2016 limited to researchers from Australia, Canada, the United
Kingdom and the United States.
9 https://www.crowdflower.com, available to researchers from most of the world as of 2016.
10 https://toloka.yandex.com, available to researchers from most of the world as of 2016.
11 Text REtrieval Conference.
12 Conference and Labs of the Evaluation Forum.
13 NII (National Institute of Informatics) test collection for information resources.
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in Section 3.2. More recently metrics for diversification and aggregated search have been
suggested. If we assume that each document has separate relevance labels for different
query intents, we get a family of intent-aware metrics by Agrawal et al. [1] as well as other
metrics addressing the problem of diversity: ERR-IA by Chapelle et al. [26], ↵-NDCG
by Clarke et al. [52], and D7-NDCG by Sakai and Song [133]. ERR-IA has become a
standard metric for the TREC diversity track [53]. These diversity-aware metrics can
also be adopted to the aggregated search settings. Alternatively, one can use a dedicated
aggregated search metric such as the aggregated search metric based on rank-biased
precision (ASRBP ) [171].
Above we discussed the history and the main areas of research for offline search evaluation.
We discuss several widely-used metrics in Section 3.2. For a survey-like overview one
may refer to [94].

2.5 Online Evaluation
While offline evaluation has its advantages and is still widely used, there exist another
method, namely running experiments with real users. Sometimes it is the only way of
doing studies due to the sensitivity of the data (e.g., one cannot use assessors to rate results
of an email search engine due to obvious privacy concerns) or simply because rating
documents would be too expensive or too slow for a small search engine to afford. And,
perhaps, the most important advantage of online evaluation is that one can often interpret
the signals unambiguously where the users serve as final judges of quality—if the users
engage with the search more often, or, perhaps, buy more (in the case of a product search
engine), it is a clear signal of search quality improvement.
There are two lines of work addressing the problem of online search quality evaluation.
First is a pairwise A/B-testing approach (see, e.g., [99]), where two different versions of
the system (called A and B) are deployed to a small percentage of the user base, say, 1%
each, and the user behavior is observed. We should stress that this type of experiment
is used widely and not just for search engine evaluation: one can use it to compare two
versions of virtually any system, also outside information and communication technology.
The trick is how to interpret user behavior and decide which system should win the
comparison. For search engines looking just at total number of clicks—click-through
rates (CTRs)—would be wrong, because users are subject to different kinds of bias as
was shown by Joachims et al. [93]. Abandonment rate as well as other simple SERP-level
signals (see Section 3.3) are widely used, although, they are not able to capture long-term
user retention. On the other hand, experiments with user retention as a metric take long
to converge as its sensitivity is relatively low [100, 101]. Recently several methods have
been suggested that are aimed at improving sensitivity of click metrics and at optimizing
the schedule of A/B-testing experiments [61, 67, 97, 98].
Another line of work is interleaving. Unlike A/B-testing where two different versions
of the SERP are shown to different users, in interleaving experiments we mix the results of
the two systems in the same SERP and show it to a single user. This setup helps to greatly
improve sensitivity over absolute online metrics because we eliminate variance due to user
differences [27, 84]. Before the word “interleaving” was coined by Radlinski et al. [127],
the method itself was described in [91]. Several other algorithms aimed at interpreting
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user clickthrough data for evaluation and learning were suggested [90, 126], but these
alternative evaluation approaches did not gain as much popularity as interleaving.
The two most commonly used interleaving methods are team-draft interleaving
(TDI) [127] and balanced interleaving (BI) [91]. TDI can be described as follows.
For each user query we build an interleaved list L whose documents are contributed by
rankings A and B, the two rankings that we want to compare. This interleaved list is
then shown to the user and the user’s clicks are recorded. The system that contributes
most of the documents clicked by the user is inferred to be the winner for the particular
query-user pair; the system that wins for most such pairs is then considered to be the
better system. BI uses a different algorithm to build an interleaved list L and a more
sophisticated procedure for determining the winner. These interleaving methods, as well
as their modifications, were extensively studied in [27, 83].
Other interleaving methods include document constraints interleaving (DCI) by He
et al. [79] and probabilistic interleaving (PI) by Hofmann et al. [80]. DCI produces
interleaved lists similar to BI, but it has a different and more involved way of determining
the winner by computing which ranking violates the smallest number of constraints. PI
has the advantage that historical interaction data can be easily reused using importance
sampling, for instance in an online learning to rank setting [82] or potentially also in an
evaluation setting. However, because PI relies on probabilistic rankers, it risks showing
the user results of the poorly performing rankers that are not related to the original rankers
being interleaved, which may affect the user experience [83].
A more recent approach to generating interleaved pages, called optimized interleaving
(OI), was proposed by Radlinski and Craswell [124]. This method does not have the
drawbacks of PI. Unlike TDI, it first enumerates all the possible interleaved lists and then
assigns probabilities, according to which an interleaved list is drawn. This probability
distribution is selected such that the comparison is unbiased and such that it has optimal
sensitivity.
Finally, Schuth et al. [138, 139] suggested extending interleaving beyond two systems obtaining a method called multileaving where multiple systems are compared at
once, therefore allowing for faster iterations of quality improvements and faster online
learning [141].
Above we discussed different approaches to evaluating system’s quality online. Our
Chapter 8 is entirely devoted to online evaluation and its adaptation to the case of complex
heterogeneous SERPs. In Chapter 6 we compare offline metrics to online quality signals,
while in Chapter 7 we use online metrics to demonstrate that looking only at clicks is
insufficient to understand user’s satisfaction. Below, in Section 3.3 we detail on the
absolute online evaluation metrics that we use later in the thesis.
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In this chapter we provide a detailed overview of the algorithms and methods used
throughout the thesis. First, we present the basic click models and basic offline evaluation
metrics that will be used in Chapters 4–8 and Chapters 6–8, respectively. Then we present
online evaluation methods used in Chapters 6–8.

3.1 Basic Click Models
Click data has always been an important source of information for search engines. It is,
however, an implicit signal—we do not always understand how user behavior correlates
with user satisfaction as user’s clicks are biased. Following Joachims et al. [92], who
conducted eye-tracking experiments, there was a series of papers that model user behavior
using probabilistic graphical models (PGMs).1
The basic models described below are used throughout the thesis for different purposes.
Chapters 4 and 7 use them as baselines. In Chapter 5 the models are the objects that we
study and whose evaluation we discuss. In Chapters 6 and 7 we build evaluation metrics
on top of click models. Finally, in Chapter 8 we apply click models to simulate users.
A click model can be described as follows. Let us assume that a user submits a query
q to a search engine and gets back a list of results: u1 , . . . , un . Given a query q we
denote a session to be a set of events experienced by the user since issuing the query until
abandoning the result page or issuing another query. Note that one session corresponds to
exactly one query. The minimal set of random variables used in all models to describe user
behavior are examination of the r-th document (Er ) and click on the r-th document (Cr ):
• Er indicates whether the user looked at the document2 at rank r (hidden variables).
• Cr indicates whether the user clicked on the r-th document (observed variables).
Note that for the sake of simplicity we use the rank r as a subscript for the random
variables and not the query-document index uq. We are going to use these notations
interchangeably, writing either Xuq , Xu or Xr depending on the context.
1 See

[102] for a general introduction to PGMs.
and below we refer to the snippet as it appears on the SERP, not the full document behind the click.

2 Here
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In order to define a click model we need to denote dependencies between these
variables. As there are many ways to do that, there exist a great variety of click models,
some of which are presented below.

3.1.1 Random Click Model (RCM)
The random click model (RCM) assumes that a document is clicked with probability ⇢
regardless of document position and its perceived relevance:
(3.1)

P pCr “ 1q “ ⇢.

This model has only one parameter ⇢ that is either inferred from the data or set to some
value, like, e.g, 0.5.
Two simple extension of this model are:
• Rank-based CTR model (RCTR) where click probabilities are different for each
rank: P pCr “ 1q “ ⇢r .
• Document-based CTR model (DCTR) where click probabilities are different for
each query-document pair: P pCu “ 1q “ ⇢uq .
See [45] for more details.

3.1.2 Position-based Model (PBM)

ru

↵uq

Eu

Au

Cu

document u

Figure 3.1: Graphical representation of the position-based model.
Many click models include a so-called examination hypothesis:
Cu “ 1 ô Eu “ 1 and Au “ 1,

(3.2)

which means that a user clicks a document u if, and only if, she examined the document
(Eu “ 1) and was attracted by the document (Au “ 1). The random variables Eu and Au
are usually considered independent.
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The simplest model that uses the examination hypothesis introduces a set of documentdependent parameters ↵ that represent the attractiveness3 of documents on a SERP:
(3.3)

P pCu “ 1 | Eu “ 1q “ P pAu “ 1q “ ↵uq .

We should emphasize that attractiveness here, or probability of click given examination, is
a characteristic of the document’s snippet (sometimes referred to as document caption),
and not the full text of the document. As was shown by Turpin et al. [157], this parameter
is correlated with the full-text relevance obtained from judges in a TREC-style assessment
process, but there is still a substantial discrepancy between them.
Joachims et al. [92] shows that the probability of a user examining a document depends
heavily on its rank or position on a SERP and typically decreases with rank. That was also
confirmed by Zhang et al. [167]. To incorporate this intuition into a model, we introduce
a set of examination parameters r , one for each rank.4 This position-based model (PBM)
was formally introduced by Craswell et al. [59] and can be written as follows:
Cu “ 1 ô Eu “ 1 and Au “ 1

(3.4)
(3.5)

P pAu “ 1q “ ↵uq
P pEu “ 1q “

(3.6)

ru .

The corresponding graphical model is shown in Figure 3.1.

3.1.3

Rank-biased Precision (RBP) Model

If we take PBM (3.4)–(3.6) introduced above and, instead of learning it from data, set
the examination probability P pEr “ 1q “ r to pr´1 for some parameter p, we obtain
the model behind the rank-biased precision metric [115]. By doing so we reduce the
parameter space for from n ´ 1 parameters ( r for r from 2 to n) to just one parameter
p, which, as in case of RCM, can be either learned from the data or set to some fixed
value.

3.1.4

Cascade Model (CM)

The cascade model (CM) [59] assumes that a user scans documents on a SERP from top
to bottom until he or she finds a relevant document. Under this assumption, the top ranked
document u1 is always examined, while documents ur at ranks r • 2 are examined if,
and only if, the previous document ur´1 was examined and not clicked. If we combine
this idea with the examination assumptions (3.4) and (3.5), we obtain the cascade model
3 It

is sometimes referred to as perceived relevance or just relevance of a document.
speaking, in PBM we assume that the first document is always examined, so
and we therefore have one less parameter.
4 Strictly

1

always equals 1,
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↵ ur

↵ ur q

1q

document ur
Ar

Ar

1

Cr

...

Er

document ur

1

Cr

1

...

Er

1

Figure 3.2: Graphical representation of the cascade model (fragment).
as introduced by Craswell et al. [59]:
Cr “ 1 ô Er “ 1 and Ar “ 1

(3.7)
(3.8)

P pAr “ 1q “ ↵ur q

(3.9)

P pE1 “ 1q “ 1

P pEr “ 1 | Er´1 “ 0q “ 0

(3.10)

P pEr “ 1 | Er´1 “ 1, Cr´1 “ 0q “ 1.

(3.12)

(3.11)

P pEr “ 1 | Cr´1 “ 1q “ 0

The corresponding graphical model is shown in Figure 3.2.
The key difference between the cascade model (CM) and the position-based model
(PBM) is that the probability of clicking on a document ur in PBM does not depend on
the events at previous ranks r1 † r whereas in CM it does. In particular, CM does not
allow sessions with more than one click, but such sessions are totally possible for PBM.

3.1.5 User Browsing Model (UBM)
↵ ur q

document ur
Ar
Cr

Er
rr

...

Figure 3.3: Graphical representation of the user browsing model (fragment).
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The user browsing model (UBM) by Dupret and Piwowarski [69] is an extension of PBM
that has some elements of the cascade model. The idea is that the examination probability
should take previous clicks into account, but should mainly be position-based. To achieve
that, we assume that it depends not only on the rank of a document r, but also on the rank
of the previously clicked document r1 :5
Cr “ 1 ô Er “ 1 and Ar “ 1

(3.13)
(3.14)

P pAr “ 1q “ ↵ur q

P pEr “ 1 | C1 “ c1 , . . . , Cr´1 “ cr´1 q “

rr 1

(3.15)

,

where r1 is the rank of the previously clicked document or 0 if none of them was clicked.
In other words:
r1 “ max tk P t0, . . . , r ´ 1u : ck “ 1u,
(3.16)
where c0 is set to 1 for convenience.
Alternatively, (3.15) can be written as follows:
P pEr “ 1 | C†r q “ P pEr “ 1 | Cr1 “ 1, Cr1 `1 “ 0, . . . , Cr´1 “ 0q “

rr 1

(3.17)

Figure 3.3 shows a graphical representation of UBM. The set of arrows on the left
means that the examination probability P pEr “ 1q depends on all click events Ck at
smaller ranks k † r. Click on rank r, denoted by Cr , in turn, influences all examination
probabilities further down the ranked list (hence, the set of arrows on the right side).

3.1.6

Dynamic Bayesian Network (DBN) Model
↵ ur

1q

ur

1q

↵ ur q

Ar

1

Sr

1

Ar

Cr

...

Er

ur q

Sr
Cr

1

Er

1

document ur

1

document ur

...

Figure 3.4: Graphical representation of the dynamic Bayesian network model (fragment).
Apart from the examination probability Er , attractiveness probability Ar and click probability Cr , the dynamic Bayesian network (DBN) model [25] also introduces a set of
5 Instead of the rank of the previously clicked document r 1 , the distance d “ r ´ r 1 to this document was
used in the original paper [69], which is equivalent to the form we use.
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random variables Sr , one for each document on a SERP, corresponding to the user’s satisfaction after clicking the document at rank r. The DBN model extends CM, and unlike
CM it assumes that the user’s perseverance after a click depends on the actual relevance6
uq , and not the perceived relevance ↵uq . In other words, DBN introduces another set of
document-dependent parameters. The model, then, can be written as follows:
Cr “ 1 ô Er “ 1 and Ar “ 1

P pE1 “ 1q “ 1

(3.19)
(3.20)

P pAr “ 1q “ ↵ur q

P pSr “ 1 | Cr “ 1q “

(3.18)

(3.21)

ur q

P pSr “ 1 | Cr “ 0q “ 0

(3.22)

P pEr “ 1 | Sr´1 “ 1q “ 0

(3.24)

(3.23)

P pEr “ 1 | Er´1 “ 0q “ 0

(3.25)

P pEr “ 1 | Er´1 “ 1, Sr´1 “ 0q “ ,

where is the continuation probability for a user who either did not click on a document
or clicked but was not satisfied by it. The graphical model is shown in Figure 3.4.
A simplification of the DBN model, called simplified dynamic Bayesian network
(SDBN) is often used. It assumes that “ 1 which greatly simplifies the model training
and application. As we will see in Chapter 5, its performance is close to the performance
of the full DBN.
If we further assume that ur q ” 1 (a click is equivalent to satisfaction), the SDBN
reduces to the CM. Another way to reduce SDBN to CM is to set ↵ur q to 1, which would
give a model that is mathematically equivalent to CM, albeit with different parameter
names.

3.1.7 Dependent Click Model (DCM)
↵ ur

1q

r 1

document ur
Ar

Cr

...

Er

1

r

document ur

1

Sr

1

↵ ur q

1

Ar

Sr
Cr

1

Er

...

Figure 3.5: Graphical representation of the dependent click model (fragment).
The dependent click model (DCM) by Guo et al. [74] is another extension of the cascade
model that is meant to handle sessions with multiple clicks. The only difference between
6 This
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parameter is often referred to as the satisfaction probability.
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DCM and SDBN is that the satisfaction probability P pSr “ 1q depends not on the
document itself but on its position r in a ranked list. Thus, the DCM model can be
described with the following equations (cf. (3.18)–(3.25)):
Cr “ 1 ô Er “ 1 and Ar “ 1

P pE1 “ 1q “ 1

P pAr “ 1q “ ↵ur q

P pSr “ 1 | Cr “ 1q “

r

(3.26)
(3.27)
(3.28)
(3.29)

P pSr “ 1 | Cr “ 0q “ 0

(3.30)

P pEr “ 1 | Sr´1 “ 1q “ 0

(3.32)

P pEr “ 1 | Er´1 “ 0q “ 0

(3.31)

P pEr “ 1 | Er´1 “ 1, Sr´1 “ 0q “ 1,

(3.33)

The corresponding graphical model is shown in Figure 3.5.

3.2 Basic Offline Metrics
In this section we present the basic metrics used to evaluate IR systems. The general
approach, often referred to as the Cranfield evaluation paradigm, assumes there is a
collection of query-document pairs that are rated by so-called assessors or raters. For
each document u there is a relevance score Ru that quantifies how well the document
matches the user query q. The role of an evaluation metric then is to aggregate the scores
of all documents in a SERP. Since there are different ways to aggregate relevance scores,
we have different evaluation metrics. We call them offline metrics, because they can be
computed offline and are not based on the users of a live search engine.
Offline metrics presented below are used in multiple chapters. In Chapters 6 and 7
they are used as baselines and compared against. Apart from that, they are used directly
as a measurement tool in parts of Chapters 7 and 8.

3.2.1

Precision

The simplest metric used with the binary relevance is the precision-at-n, which tells us
how many relevant documents are there in the top-n:
Precision “ P @n “

n
1 ÿ
Rr ,
n r“1

(3.34)

where Rr is the (binary) relevance of the document at rank r. This equation can also be
viewed as an average relevance of the documents in the SERP.
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3.2.2 Average Precision (AP)
The next step is to approximate the area under the precision-recall curve to get a sense of
precision at different recall levels (as opposed to precision at a fixed rank):
∞n
P @r ¨ Rr
∞n
AP “ r“1
,
(3.35)
r“1 Rr

which is equivalent to precision values averaged across ranks of the relevant documents.

3.2.3 Rank-biased Precision (RBP)
As the documents lower in the rank have to be less important, the idea of rank discounting
was proposed. One way of discounting has been suggested by Moffat and Zobel [115]:
RBP “

n
ÿ

r“1

pr´1 ¨ Rr ,

(3.36)

where p is the discounting parameter. When p equals 1, the RBP falls back to Precision (3.34). The optimal value of the parameter may be learned from data (see Section 3.1.3) or set to different values to see how it affects the outcome.

3.2.4 Discounted Cumulative Gain (DCG)
Discounted cumulative gain (DCG) is another discounting method introduced by Järvelin
and Kekäläinen [89]. Apart from a different rank-dependent discounting factor, it also
assumes a graded relevance. It transforms relevance grades7 R ranging from 0 to Rmax
into real values using the following transformation:
⇢pRq “

2R ´ 1
.
2Rmax

(3.37)

The DCG metric can then be written as follows:
DCG “

n
ÿ

⇢pRr q
.
log2 p1 ` rq
r“1

(3.38)

3.2.5 Normalized Discounted Cumulative Gain (NDCG)
One modification of DCG called normalized discounted cumulative gain (NDCG) is
somewhat widely used in academia. To compute this metric one first computes the DCG
of an ideal SERP where the most relevant documents are put on top and then normalizes
on that value:
DCG
NDCG “
.
(3.39)
DCGideal
Since we cannot obtain relevance ratings for all the documents in the world, we cannot
compute DCGideal precisely and have to approximate it by the DCG of the SERP made of
7 In
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the case of the TREC 2011 Web Track dataset Rmax “ 3, i.e., there are four grades.
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the best rated documents. Not only is this metric hard to compute, but one may argue that
it behaves incorrectly when aggregated across multiple SERPs. For instance, the system
that performs well for “hopeless” queries—the queries where DCGideal is low—can in
theory have higher average NDCG then the system that performs well for easier queries,
where DCG can be brought up to the level useful for the user. On top of that, as was
shown by Chapelle et al. [26], the NDCG metric is worse at capturing user satisfaction
than DCG.

3.2.6

Cumulative Gain (CG)

There also exists a non-discounted variant of DCG:
CG “

n
ÿ

r“1

⇢pRr q,

(3.40)

which is the same as precision in case of binary relevance and differs from it in case of
graded relevance.

3.2.7

Expected Reciprocal Rank (ERR)

Finally, another widely used offline metric, expected reciprocal rank (ERR), was suggested
by Chapelle et al. [26] and is based on the cascade model introduced in Section 3.1.4:
˜
¸
n
r´1
ÿ
π
1
ERR “
⇢r
p1 ´ ⇢i q ¨ ,
(3.41)
r
r“1
i“1
where ⇢i “ ⇢pRi q is the same transformation (3.37) as in DCG.

3.3 Basic Online Metrics
A/B-testing, an approach complementary to the Cranfield evaluation paradigm, involves
deploying two versions of a system live and comparing various quality metrics based on
click signals obtained from the users.
Below we present several commonly used such online quality metrics that we will
later use in Chapters 6–8 to compare our evaluation methods against. We give definition
for one session even though the metrics are usually averaged for many sessions over a
certain period.
• UCTR—binary value representing a click (the opposite of abandonment).
• QCTR (or simply CTR)—number of clicks in a session.
• MaxRR, MinRR, MeanRR—maximum, minimum and mean reciprocal rank (1{r)
of clicks. Following the work of Radlinski et al. [127] we exclude pages with no
clicks when computing these metrics to avoid correlation with UCTR.
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• PLC8 —the number of clicks divided by the rank of the lowest click. This is the
opposite of pSkip used in [27].
• Clicks@1—equals 1 if there was a click on the top-1 document, 0 otherwise.
In Chapter 6 these metrics are used as ground truth to show the link between the offline
metrics—both the new ones introduced in those chapters and the basic ones discussed in
Section 3.2—and the online metrics discussed here. In Chapter 7 we use online metrics
to demonstrate a non-trivial dependency between user behavior and the SERP quality.
In Chapter 8 we introduce one vertical-specific online metric and then compare all the
absolute metrics to pairwise interleaving methods, both classic ones and the new ones that
we introduce.

8 Precision
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at the lowest click.

4

Click Models for Modern Search Engines
A result page of a modern search engine often contains documents of different types
targeted to satisfy different user intents (news, blogs, multimedia). In general, modern
SERPs are not just infinite lists of homogeneous results: the results are heterogeneous and
the results list, though usually long, is not presented all at once, but is initially truncated
to around ten results. All this introduces distortion into user interaction patterns. When
evaluating performance of a search system and making design decisions we need to better
understand user behavior on such complex result pages. To address this problem various
click models have previously been proposed.
In this chapter we introduce a number of modifications to existing click models to
improve their performance on complex SERPs. We suggest several ways to improve
existing click models to take into account SERP structure and aggregated user information.
This corresponds to the following research questions:
RQ1.1 How can we use page layout information to improve click models?
RQ1.2 How can we use aggregated user characteristics such as vertical orientation to
improve existing click models?
The following Chapter 5 concerns the questions of evaluating click models, both simple
and complex ones. Chapters 6 and 7 discuss an important application of click models—
search quality evaluation, while in Chapter 8 we use click models to simulate users.

4.1 Introduction
In this chapter we study two aspects of a search engine result page: the pagination button
and vertical search. We show that both of them need to be accounted for while building a
click model. The pagination button is a simple element of virtually any search interface,
yet it was not previously taken into account by click models. We use it as an example to
show how click models can be improved if we start considering such simple user interface
elements. Vertical search (Section 2.2), on the other hand, is the de-facto standard of
present-day SERPs and therefore we have to design click models with vertical search in
mind.
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Figure 4.1: Result page switching (pagination) buttons.
A result page of a modern search engine, whether commercial or not, usually has
buttons leading to more results; Figure 4.1 shows an example of such buttons. There, the
user can switch to the next page of results either by using the page number (e.g., “2”) or
by clicking the “Next” button. We have a similar setup in our experiments. By analyzing
the 2012 click log of the Yandex search engine we learned that one third of all users uses
the pagination buttons at least once a week. At the query level, with probability 5–10%,
a user will go to the second result page. This number is even bigger for further result
pages—once she has switched to the second page, a user often continues to the third
and fourth pages, and this probability is at least five times bigger than the probability of
switching from the first to the second page.1 On average, the users examine 1.1 pages.
These facts suggest that we need to pay more attention to the ranking of documents below
the first result page—such documents have a non-trivial click pattern and are examined by
a substantial number of users. We argue that existing click models do not properly model
the click skewness caused by the need for switching pages. We propose a modified DBN
click model (see Section 3.1.6 for background), that explicitly includes into the model the
probability of transitioning between result pages.
Another distinct feature of contemporary search engines is diversification of results (see Section 2.2). Here we focus on one particular vertical of so-called fresh
results—recently published web pages such as news or blogs. Figure 4.2 shows part
of a SERP in which fresh results are mixed with ordinary results in response to the
query [chinese islands]. We say that every document has a presentation type,
in our example “fresh” (the first two documents in the figure) or “web” (the third, ordinary search result item). We assume that each query has a number of categories—or
intents—associated with it. In our case these will be “fresh” and “web.”
The main problem that we address in this chapter is the problem of modeling user
behavior in the presence of pagination buttons and vertical results. In order to better
understand user behavior we propose to exploit intent and layout information in a click
model to improve its performance. Unlike previous click models our proposed models
use additional information that is already available to search engines.
We assume that the search engine already knows the probability distribution of intents
corresponding to the query. This is a typical setup for the TREC diversity track [53]
as well as for commercial search systems. We also know the presentation type of each
document. We argue that this presentation may lead to some sort of bias in user behavior
and taking it into account may improve the click model’s performance.
Two main contributions of this chapter are the following:
• A modified DBN model, that explicitly includes into the model the probability of
transitioning between result pages.
1 Due
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to the sensitive nature of this information we cannot disclose the exact numbers.
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Figure 4.2: Group of fresh results at the top followed by an ordinary web result.
• A novel framework of intent-aware (IA) click models that can be used to better
understand various aspects of user behavior and document relevance.
In particular, our work on intent-aware click models brings the following contributions:
1) a family of click models that use presentation types of the documents on a SERP and
prior knowledge about user intent distribution, 2) a probabilistic framework for dynamic
adaptation of this distribution using previous clicks when predicting next clicks, and 3) a
breakdown of relevance parameters for different intents, which helps us improve model
performance and enables new applications of click models.
In Section 4.2 we introduce our modification of DBN to account for pagination buttons. In
Section 4.3 we introduce the family of intent-aware models to account for vertical blocks
and user intents. In Section 4.4 we discuss our experimental setup. The results of the
experiments are presented in Sections 4.5 and 4.6. Section 4.7 presents an overview of
related work. We conclude in Section 4.8.

4.2 Accounting for Layout: Pagination-aware Models
The most straightforward way of extending a click model beyond the first ten result items
is to simply apply the model to the entire list of documents, not just the first ten.2 This
model implicitly assumes that the user always clicks a pagination button whenever she
is not satisfied/attracted by the current ten documents. Below, we use it as our baseline
method.
The first model we propose is an extension of the SDBN model described in Section 3.1.6. Essentially, we introduce a fake “document” p corresponding to the pagination
2 To simplify the discussion we assume that the SERP has exactly ten documents. This simplification can be
dropped when implementing the model.
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buttons. This fake “document” is shared across all result pages, i.e., model parameters
for this document depend only on the user query q. Because this is not a real document
we assign a different meaning to the model parameters: the attractiveness ↵up q of the
fake “document” p models the probability of proceeding to the next page of results by
clicking a pagination button (continuation probability); the satisfaction probability up q
plays the role of an “impatience parameter.” The reason to add this “impatience parameter”
is that the first document on the second page (u11 in our case), once shown, is clicked
much less than the first document u1 on the first page (at least 3 times less on our data).
This might be motivated not only by the lower quality of the document, but also by a
decrease in trust in the documents after the user has had to click a pagination button,
namely, the user abandons search results right after switching to the next result page.
This hypothesis also suggests that we cannot simply apply the SDBN model separately to
each result page. The resulting model, that we refer to as simplified dynamic Bayesian
network (pagination-aware) (SDBN(P)), is visualized in Figure 4.3. To simplify the
image, we draw it as if a SERP had three documents, even though it has more (usually
ten).
So, the SDBN(P) model uses the same equations (3.18)–(3.25) as SDBN. The click
probability for the fake “document” representing the pagination buttons is also observed:
we have not only changed the model, but also introduced an additional source of information. As in [88], where the authors use information about mouse movements to improve
the model, we do not measure how well we predict these additional observed events
(pagination clicks)—we are only interested in predicting document clicks and do not
include pagination clicks in the perplexity computation (4.7).
We also introduce a second model, SDBN(P-Q), that uses equations (3.18)–(3.25) for
normal documents and (3.18), (4.1), (4.2), and (3.22)–(3.25) for the fake “document” p
corresponding to the pagination buttons:
P pAp “ 1q “ ↵up

P pSp “ 1 | Cp “ 1q “

up ,

(4.1)
(4.2)

i.e., we assume that the attractiveness and “satisfaction” parameters do not depend on the
query (hence, “minus Q” in our notation SDBN(P-Q)) and are global constants.

4.3 Accounting for Layout and User Intents: Intent-aware
Models
Now we address a different part of the SERP layout, namely vertical blocks. Because
different vertical blocks are targeted to answer to different user intents, we study layout
and intent together.
In order to demonstrate how layout and intent information can be used to better
understand user behavior we propose modifications to commonly used click models and
show that the information added through our modifications helps us improve click model
performance. As a basic model to modify we use the user browsing model by Dupret
and Piwowarski [69] (Section 3.1.5), although our extensions can equally well be applied
to other click models. Unlike Chen et al. [28], we focus on almost-plaintext results that
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Figure 4.3: A graphical representation of SDBN(P) and SDBN(P-Q); arrows show probabilistic relations. The probabilities of the events Ap and Sp depend on the query in
SDBN(P) and do not depend on the query in SDBN(P-Q).

33

4. Click Models for Modern Search Engines
look very similar to the standard “ten blue links.” We do not know beforehand if the user
notices any differences between special (vertical) results and ordinary ones.
We add one hidden variable I and a set of observed variables tGr u to the two sets of
variables tEr u and tCr u commonly used in click models:
• I “ i indicates that the user performing the session has intent i, i.e., relevance with
respect to the category i is much more important for the user.
• Gr “ l indicates that the result at rank r has an appearance specific to the results
with dominating intent l. For example, for the result page shown in Figure 4.2
we have G1 “ fresh, G2 “ fresh, G3 “ web. We will further refer to a list of
presentation types tG1 , . . . , G10 u for a current session as a layout.
A typical user scenario can be described as follows. First, the user looks at the whole
result page and decides whether to examine the r-th document or not. We assume that the
examination probability P pEr q does not depend on the document itself, but depends on the
user intent, her previous interaction with other results, the document rank r and the SERP
layout. If she decides to examine the document (if Er “ 1) we assume that she is focused
on that particular document. It implies that the attractiveness probability P pAr “ 1q
depends only on the user intent I and the attractiveness of the current document, but
neither on the layout nor on the document position r. After clicking (or not clicking) the
document the user moves to another document following the same “examine-then-click”
scenario.
Here we only allow dependencies between Er and Gr in order to simplify inference,
but one can also consider additional dependency links.3 As an example, using our proposed
addition, one can build an intent-aware version of the UBM model in the following manner
(cf. (3.13)–(3.15)):
Cr “ 1 ô Er “ 1 and Ar “ 1

P pAr “ 1 | I “ iq “

P pEr “ 1 | Gr “ b, I “ i, C1 , . . . , Cr´1 q “

↵ui r q

rr 1 pb, iq,

(4.3)
(4.4)
(4.5)

where ↵ and are to be inferred from clicks: ↵ui r q is the attractiveness of the document
ur for the intent i and rr1 pb, iq is the probability of examination given the current rank r,
rank of the previous click r1 , current intent I “ i and current presentation type Gr “ b.
The model is shown in Figure 4.4 (cf. Figure 3.3). Below, we refer to (4.3)–(4.5) as user
browsing model (intent-aware) (UBM-IA).
We would like to stress that our aim here is not to study how to find intents corresponding to the query. Instead, given that we know the query intent spectrum, we aim
to investigate the effect of this distribution on the users’ click-through behavior. So
we assume that for each session we have a prior distribution of the intents P pI “ iq.4
Importantly, unlike Hu et al. [85] we do not assume that our intent distribution is fixed for
3 For example, one can assume that the presentation types of previously clicked documents affects the
probability of examination Er , because they may indicate a bias towards documents of a particular type. See
our discussion in Section 4.7 for more details.
4 We use a proprietary machine-learned algorithm to obtain this value for each query.
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Figure 4.4: The graphical model for UBM-IA. Gray circles correspond to observed
variables. Arrows show dependency links.
the session. When predicting the next click, we use posterior intent distribution which we
compute using Bayes’ rule, see (4.16):
ÿ
P pCr | C1 , . . . , Cr´1 q “
P
pCr | C1 , . . . , Cr´1 , Iq ¨ P
pI | C1 , . . . , Cr´1 q . (4.6)
loooooooooooooomoooooooooooooon
looooooooooomooooooooooon
I

probability from single intent model

posterior intent distribution

Dupret and Piwowarski [69] found that the single browsing model outperforms a mixture of browsing models when inferring intent distribution from clicks. We show that
using layout information and prior knowledge of intent distribution, we can significantly
outperform the single browsing model.

4.4 Experimental Setup
In order to test our ideas and answer our research questions, we collect a click log of
the Yandex search engine and then use the maximum likelihood estimation (MLE) and
expectation maximization (EM) algorithms to estimate parameters of the click models.
To train the pagination-aware models we use the MLE method from [25] (called Algorithm 1 there). Details of the EM algorithm for UBM-IA are described in the Appendix
(Section 4.9). Both intent-aware and pagination-aware methods are implemented in our
clickmodels project.5
We use different data samples for testing the pagination-aware and intent-aware
models. For the latter, we only select query sessions that have fresh results. We also
discard sessions with no clicks (as in [25]) and do not take into account clicks on positions
lower than ten.6 The details of the datasets are summarized in Table 4.1. In both cases
we use one day of data for train/test, but for pagination-aware experiments we use a
sliding window of two days, whereas for intent-aware we use non-overlapping pairs. For
5 https://github.com/varepsilon/clickmodels.
6 Fresh

results are also counted and might appear at any position.
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Table 4.1: Summary of the datasets used to evaluate effects of layout and intent.
Dataset

Dates Collected

Query Sessions

Train / Test Day Pairs

Pagination-aware
Intent-aware

2013, Feb 1–11
2012, Jul 1–30

37,163,170
14,969,116

dk / dk`1 , k P 1, . . . , 11
d2m´1 / d2m , m P 1, . . . , 15

intent-aware models we have also experimented with the whole dataset (split into equally
sized train and test sets) and observed almost identical results.
To evaluate a model on a test set we used the conditional perplexity metric (Section 5.2.3). For each rank r we calculated the following expression:
pr “ 2´ N
1

∞N

j“1

pCrj log2 qrj `p1´Crj q log2 p1´qrj qq ,

(4.7)

where
is a binary value corresponding to the presence of a click on the r-th rank
in the j-th session, qrj is the predicted probability of a click on the r-th position in the
j-th session given the observed previous clicks. Conditional perplexity measures how
“surprised” the model is upon observing the click or lack thereof (skip). The higher its
value, the worse the model.
The conditional perplexity of a simple random click model—predicting each click
with probability 0.5—equals 2, the conditional perplexity of a perfect model is 1. We also
report an average perplexity value for ranks from one to ten:
Crj

AvgP erp “

10
1 ÿ
pr .
10 r“1

(4.8)

To compute the perplexity gain of model B over model A we use the following formula:
pA ´ pB
,
pA ´ 1

(4.9)

which is a standard way to compare perplexity values [28, 45, 74, 169].

4.5 Results: Pagination-aware Models
In this section we compare our pagination-aware SDBN(P) and SDBN(P-Q) models to the
original SDBN model. The average conditional perplexity values across ten train/test pairs
are reported in Figure 4.5. Vertical bars correspond to the confidence intervals computed
using the bootstrap method [71] with 1000 samples and 95% confidence level. In this and
other figures we use continuous results numbering, so the first document of the second
page has rank r “ 11.
We can see that the perplexity values of the models do not differ for ranks 1 through
10. However, we do see that the perplexity is much lower for SDBN(P) and SDBN(P-Q)
for all positions below rank 10.
Another interesting observation is that we no longer observe constantly decreasing
perplexity for r ° 10. It may well be the case that the underlying cascade hypothesis—
that the user examines the documents one by one—needs to be revised for the second and
later result pages. We leave this matter as future work.
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Figure 4.5: Conditional perplexity of click prediction for different models for ranks 1 through 40.
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Figure 4.6: Conditional perplexity of predicting click events for SDBN(P) and
SDBN(P-Q) (y axis); document rank (x axis).
Next, we contrast the perplexity gains of our two new models over the baseline.
Confidence intervals are again computed using the bootstrap method. If we compute the
average conditional perplexity values for positions 1 through 40, then the SDBN(P-Q) and
SDBN(P) models yield a 20.5% and 20.2% perplexity gain over the baseline, respectively.
Following Dupret and Piwowarski [69], we also analyze the prediction perplexity of
clicks and skips (non-clicks) separately. We compute pclick
and pskip
using equation 4.7
r
r
j
limiting ourself to Cr equal to 1 and 0 respectively. The corresponding results are reported
in Figures 4.6 and 4.7. Both models have difficulties predicting clicks, but since click
events occur less often than skips, the overall perplexity is not very high. From these
plots we can see that SDBN(P) is always better at predicting skips and worse at predicting
clicks.
Returning to Figure 4.5, we can see that on every result page for ranks 20–40, SDBN(P)
outperforms SDBN(P-Q) at the beginning of the result page, while SDBN(P-Q) wins at
the end of the result page. We believe that the reason is that the relative importance of
click/skip prediction is different at the top and the bottom of a result page.7

4.6 Results: Intent-aware Models
In the previous section we have demonstrated that accounting for layout elements such as
pagination buttons boosts the predictive abilities of the model substantially. Now we turn
our attention to another layout element, namely presentation type of vertical results. We
also consider the notion of user intent distribution, which is closely related to the vertical
result type.
7 Recall
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that SDBN(P-Q) is better at predicting clicks while SDBN(P) better predicts absence of clicks.
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Figure 4.7: Conditional perplexity of predicting non-click events for SDBN(P) and
SDBN(P-Q) (y axis); document rank (x axis).
Table 4.2: Average perplexity gain for UBM-IA.
Model
UBM-IA vs. UBM

Average Perplexity Gain

Confidence Interval (Bootstrap)

1.34 %

r1.25%, 1.43%s

As a starting point we implemented the classical DBN and UBM models8 and tested
them on our data. We found that UBM performs much better than DBN, consistently
giving around 18% gain in perplexity over DBN. So we decided to use UBM as our
baseline and we report our improvements compared to this model.

4.6.1

Layout and Intent Information

The combined contribution of layout and intent. We start by comparing our UBM-IA
model (4.3)–(4.5) to the original UBM model and then consider the individual contributions of intent and layout information. The main results are summarized in Table 4.2.
In this table we report the average value of perplexity gain for the 15 subset pairs
pd2m´1 , d2m q described in Section 4.4 (Table 4.1). We also report confidence intervals calculated using the bootstrap method [71]. We can see that our improvements are
statistically significant.
Layout and intent in isolation. When we take a look at the modifications implemented
on top of the UBM model, (4.3)–(4.5), we can see that they are actually a combination of
8 See

Section 3.1.
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Figure 4.8: Perplexity gains for UBM-IA, UBM-layout and UBM-intents compared to
UBM.
two ideas: information about layout tGr u and information about user intents I. These
ideas can be tested separately and we can study their contribution separately. We call
the resulting click models user browsing model (vertical layout) (UBM-layout) and user
browsing model (intents) (UBM-intents); they are defined using (4.3), (4.10), (4.11) and
(4.3), (4.4), (4.12), respectively:
P pAr “ 1q “ ↵ur q

P pEr “ 1 | Gr “ b, C1 , . . . , Cr´1 q “
P pEr “ 1 | I “ i, C1 , . . . , Cr´1 q “

rr 1
rr 1

pbq

piq.

(4.10)
(4.11)
(4.12)

The results, in terms of perplexity, of comparing UBM-IA, UBM-layout and UBM-intents
against UBM are summarized in Figure 4.8(a). We can see that both individual models
give some improvements while the best results are achieved using the combined model
UBM-IA. Using the bootstrap method we confirm that the observed differences are
statistically significant; the confidence intervals are shown as vertical bars.
The importance of layout information. How much of the positive effects observed in
Figure 4.8(a) is due to layout information, that is, to the fact that fresh results are singled
out and clearly presented as such? In order to answer this question we performed the
following user experiment. A small part of all Yandex users were presented with fresh
results that looked just like ordinary documents while placed on the same positions. In
other words, despite the fact that the search engine knows the presentation type Gr of
every document, these users could not see it. We hypothesize that the usage of layout
information will be less reliable in this situation because users with fresh intent are less
inclined to examine these documents. We collected the data for a period of 12 days in
September 2012 and evaluated the same three click models (UBM-IA, UBM-layout and
UBM-intents) on this data.
The results, again in terms of perplexity gain, are shown in Figure 4.8(b). Because
we have much less data (121,431 sessions corresponding to 42,049 unique queries) our
bootstrap confidence intervals are wide, wider than in Figure 4.8(a). From the plot we see
that including layout information does not help, and that the best model in this situation is
UBM-intents, which affirms our hypothesis.
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Figure 4.9: Perplexity gains for different ranking positions compared to UBM.
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Figure 4.10: Perplexity gains for different models.
Gain per rank. The results so far report on perplexity gains over the complete SERP.
We now examine the perplexity gains per individual rank to analyze our click models in
more detail. Figure 4.9 shows the results for all three models: UBM-IA, UBM-layout
and UBM-intents. One can see that it is difficult to make an improvement for the first
document. This is because the models do not differ much for the first position: users
usually examine the first document despite its presentation type and other factors, and,
therefore, click probability is determined only by the attractiveness of the document.
Clicks on the last two positions do not appear to be motivated by user intent or page
layout; this information even leads to a decrease in perplexity for the UBM-intents and
UBM-IA click models. However, UBM-layout is robust to such errors: it always gives an
improvement even if it is mostly smaller than that of other models.
There is another interesting observation to be made. Intent information matters
for positions 2–6, while layout information matters for positions 2–10, and it is more
important than intent for positions 6–10. This difference can be explained by the fact that
for most of the users only the top five or six documents can be viewed without scrolling.

4.6.2

Other Models

We also implement the DBN [25], DCM [75] and RBP [115] click models (Section 3.1).
Since these models all performed significantly worse than UBM on our data, they are also
expected to perform worse than our UBM-IA click model.
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As we mentioned previously, Chen et al. [28] also addressed the problem of verticals
by a click model. We can consider their model as a state-of-the-art click model for
diversified search. While the focus of that work was on visually appealing verticals,
the ones containing images or video, we can assume that our fresh results are similar
to their News vertical. We use the best performing click model for that vertical called
“exploration bias model” that was based on UBM. Here, we refer to it as exploration bias
user browsing model (EB_UBM).
Our exploration bias user browsing model (intent-aware) (EB_UBM-IA) extends
EB_UBM in the same way as we do it for UBM. We compare UBM, UBM-IA, EB_UBM
and EB_UBM-IA on our data set. A short summary is reported in Figure 4.10. We see
that UBM-IA gives a bigger improvement over the original UBM model than EB_UBM.
We can also see that if we combine our ideas of layout and intent with Chen et al.’s idea
of “exploration bias,” thus yielding the EB_UBM-IA click model, we observe a gain
over EB_UBM but not as big as for UBM-IA. That means that there is a certain overlap
between those two approaches, yet there is value in combining them.

4.7 Discussion and Related Work
The problem we address in this chapter is closely related to the vertical search problem
discussed in Section 2.2. Historically, there are two different approaches to this problem.
We can call them the intent and vertical approaches.
The intent hypothesis assumes that each document has separate relevances for different user intents.9 Following this hypothesis, a family of diversity-aware metrics such
as ERR-IA or ↵-NDCG emerged (see Section 2.4). There were also attempts to use
intent information in click models. In the original publication on UBM by Dupret and
Piwowarski [69], a so-called mixture model was studied. Instead of using prior knowledge
of intent distribution they learned such information from clicks. However, they were
unable to report any improvements compared to the vanilla UBM (referred to as the single
browsing model there). In a later publication, Hu et al. [85] proposed to use a constant
relevance discount factor for each session to model intent bias. While their approach is
valid for building a click model, the variable they used to implicitly model intent bias does
not correspond to the commonly used notion of intents or categories to which we adhere
in the current work.
Vertical or federated search is an approach adopted by many modern search engines.
Following this approach, an incoming query is sent to several specialized search engines,
called verticals, e.g., Image, Video or News vertical. The returned heterogeneous documents are then organized on a SERP by inserting vertical documents into fixed positions
between the organic web results. Relevant related work is discussed in Section 2.2. On
top of what is discussed there, particularly relevant to the research in the current chapter
is the work on click models [28, 159] that also follows the vertical approach.
In [5], where the problem of vertical selection is studied in detail, there is a list of
commonly used verticals such as News, Image, Video, TV, Sports, Maps, Finance. Most
of these contain images or interactive tools like video or maps. On the one hand, the fact
that we focused on fresh results here can be viewed as a limitation of our work. On the
9 Frequently
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referred to as categories, topics or nuggets; see, e.g., Clarke et al. [52].
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other hand, there are many user intents other than news, that can be (and probably should
be) covered by more or less textual results: forums, blogs, reviews, etc.
Seo et al. [142] studied a problem that is related to the pagination-related skewness
problem we address in this chapter. They study a similar problem in the context of
aggregated search interfaces. In their setup, the search engine returns a set of vertical
blocks, each having a so-called rank cut—only the top five documents from the vertical
are shown. They showed that users rarely continue to a vertical-specific result page,
switching to another vertical instead. Hence, they observe skewness in the number of
clicks received by a particular vertical. To deal with this skewness the authors propose to
use regularization of the click counts. Our pagination-aware approach differs in that we
adopt the framework of click models [45].
An early study by Dumais et al. [68] suggested that users tend to prefer grouped results
as they are easier to investigate. It takes less time for participants of their experiment
to complete search tasks using a grouped interface. However, if we build a SERP so as
to optimize a diversity metric (e.g., ERR-IA) we will end up with a blended result page
where results from the same vertical are not necessarily grouped together. To address this
problem we ran an online A/B-testing experiment where some users were presented with
fresh results grouped while other users always saw fresh results mixed with ordinary web
results. We found that fresh results got 5% fewer clicks when they are mixed with other
results while the total number of clicks and abandonments remained unchanged.10 This
suggests that if we want to optimize traffic on fresh results (e.g., if news content providers
share some revenue with the web search company), we need to consider the fact that user
behavior depends on how we organize vertical results. One can extend our intent-aware
click model framework to handle these types of layout changes by introducing additional
dependencies between the examination probability Er and the page layout tGr unr“1 . For
example, for our UBM-IA click model we can add a dependency on the number of vertical
groups or presentation type of the previous document Gr´1 to the rr1 function (4.5).

4.8 Conclusion
In this section we look back at the research questions formulated at the beginning of the
chapter and show how we answered them.
The first question runs as follows:
RQ1.1 How can we use page layout information to improve click models?
To answer this question we showed how taking into account two separate layout aspects
of a SERP can help us to build better models.
First, we studied the skewness of clicks due to SERP pagination. We showed that
the click pattern for documents beyond the first page is different from that of the first
page. We introduced new ingredients to the widely used DBN model and showed that
by explicitly adding pagination buttons into our model we can achieve better results in
predicting clicks beyond the first result page.
Second, we introduced a framework of intent-aware click models, which incorporates
layout and intent information. We showed that using presentation type of documents helps
10 The

difference is significant at level ↵ “ 0.001 when using a two-tailed Mann–Whitney U test.
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to improve the performance of click models. Another important property of intent-aware
additions to click models is that by analyzing examination probabilities (e.g., rr1 in the
case of UBM) we can see how user patience depends on his/her intent and SERP layout.
Put differently, it allows us to use a click model as an ad-hoc analytic tool.
Apart from that, intent-aware models helped us to answer the second question:
RQ1.2 How can we use aggregated user characteristics such as vertical orientation to
improve existing click models?
We showed that using separate relevance parameters for different user intents helps to
improve the model. Our intent-aware modification can be applied to any click model to
improve its perplexity. One interesting feature of an intent aware click model is that it
allows us to infer separate relevances for different intents from clicks. These relevances
can be further used as features for specific vertical ranking functions, e.g., one can tune
image search ranking by observing users’ clicks on an aggregated SERP that has image
block among other results.
Future directions. One limitation of our pagination buttons analysis is that we focused
our attention on a cascade-like DBN model. While the ranks of user clicks generally appear
in ascending order (Chapelle and Zhang [25] showed that only 3% of the query sessions
contain out-of-order clicks in the top ten), out-of-order clicks are more prominently visible
when analyzing pagination buttons—users often skip the next result page or return to the
previously viewed page. While we simply ignored such sessions (13% of sessions in our
sample), it might be interesting to analyze such sessions in detail.
One direction for future work is to consider SERP elements other than pagination
buttons or special result pages used in mobile and tablet search. The mobile version of a
search result page usually has a different design from the desktop version of the result page
so as to facilitate user interaction. In particular, the pagination may be invoked differently:
sometimes the new set of results appears after scrolling to the bottom of the screen and no
buttons have to be clicked. Vertical blocks also have a different presentation on mobile
search, sometimes requiring a user to do an extra tap or swipe to get more information. It
would be interesting to check whether our models introduced in this chapter are applicable
to mobile and tablet search interfaces.
Another future direction is an analysis of different query classes and different users.
By having some prior information about the query and the user we can further refine
the model by adjusting the probabilities related to the pagination buttons, e.g., by using
different priors for different query classes or different groups of users. We can even go
further and make all model parameters, e.g., ↵ and in DBN (3.18)–(3.25), depend on
the user.
Apart from classes of queries and users, different classes of verticals need to be
analyzed. While we only looked at the Fresh vertical here, other verticals may pose
different challenges. We performed a set of preliminary experiments using Mobile
Applications as a vertical. A result item from this vertical consists of a text snippet with a
small thumbnail, price and application rating (see Figure 8.4). These documents are more
visually appealing than fresh results but still look similar to web results (unlike video or
images). The data was collected during several days in September 2012 and consisted of
34,917 sessions. We found that both UBM-IA and EB_UBM-IA give an improvement of
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about 9% perplexity over UBM, while EB_UBM without our modifications gives only a
0.15% improvement. It would be interesting to perform a full-scale study of the model
performance for different verticals as a future work.
Sometimes, intents are unique to the query, like for instance for the query [jaguar]
there are at least two intents: finding information about cars and finding information about
animals. It is very unlikely that a search engine has a special vertical for these intents.
However, we believe that knowledge of the user’s intent can still be used in order to
better understand her behavior. Applying our ideas to these minor intents is an interesting
direction for future work.
In Chapter 5 we discuss evaluation of click models, both simple ones and vertical-aware.
It is recommended to at least skim over this chapter before proceeding to the next ones to
have a full picture of the click models.

4.9 Appendix: EM for UBM-IA Model
We describe an expectation maximization algorithm for the UBM-IA click model. Algorithms for the other intent-aware models considered in the chapter can be derived in a
similar manner.
Suppose that we have N sessions and a record of URLs shown, their visual representations Gr and click positions. Let us denote the vectors of observed variables as C j and
Gj and the vectors of hidden variables as E j and Aj . Each vector has length 10 indexed
by subscript, e.g., Crj is a binary variable denoting whether the r-th document was clicked
in the j-th session. We use I j to denote a hidden variable representing the intent for the
session.
M-step. At the M-step we estimate the vector of parameters ✓ from the previous estimation ✓t :
ÿ `
˘
✓t`1 “ arg max P Y “ y | X, ✓t log P pX, Y | ✓q,
(4.13)
✓

y

where X and Y denote the sets of observed and hidden variables respectively. In our case:
i
↵uq

“ arg max
↵

N ÿ
10
ÿ

j“1 r“1

Ipujr “ uq pqAr p0, iq logp1 ´ ↵q ` qAr p1, iq log ↵q `

log P p↵q
N
ÿ
IpGjr “ b, PrevClick “ r1 q ¨
rr 1 pb, iq “ arg max
j“1

pqEr p0, iq logp1 ´ q ` qEr p1, iq log q ` log P p q,

where P p↵q, P p q are beta priors and qAr , qEr are calculated during the E-step.
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E-step. Let us first define the probabilities we need to compute:11
qAr pa, iq “ P pAr “ a, I “ i | C, Gq

qEr pe, iq “ P pEr “ e, I “ i | C, Gq.

(4.14)
(4.15)

We can transform (4.14) and (4.15) using Bayes’ rule. E.g., for Ar we have:
P pAr , I | C, Gq “ P pAr | I, C, Gq ¨ P pI | C, Gq.
The probability P pI | C, Gq can be calculated as follows:
P pC | I, GqP pIq
,
1
1
i1 P pC | I “ i , GqP pI “ i q

P pI | C, Gq “ ∞

(4.16)

where P pIq is a prior distribution of intents for a query (assumed to be known). Now, if
Cr “ 0:
P pAr “ 1 | I “ i, C, Gq “
P pEr “ 1 | I “ i, C, Gq “

i
p1 ´
↵uq
i
1 ´ ↵uq

rr 1 pb, iqq

rr 1 pb, iq

i
rr 1 pb, iqp1 ´ ↵uq q
.
i
1 ´ ↵uq
rr 1 pb, iq

If Cr “ 1 then P pAr “ 1 | I “ i, C, Gq “ 1 and P pEr “ 1 | I “ i, C, Gq “ 1. By
combining these equations with (4.16) we complete the E-step.

11 We
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omit the superscript j here for convenience.
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Evaluating Click Models
In this chapter we turn our attention to the question of evaluating click models, including
basic models and models accounting for the heterogeneous nature of modern SERPs. We
ask ourselves the following research questions:
RQ2.1 How do different click models perform when evaluated on a common dataset?
RQ2.2 How should we evaluate click models for complex aggregated SERPs?

5.1 Introduction
We start with a brief overview of basic click model evaluation methods and present a
comprehensive comparison of existing click models using a publicly available dataset and
an open-source implementation of click models. This is needed in order to eliminate a
prominent drawback of existing studies that usually evaluate only a subset of available
click models, often use proprietary data, rely on different evaluation metrics and rarely
publish the source code used to produce the results. All these make it hard to compare
results reported in different studies.
We then turn our attention to click models for complex SERPs. In addition to the
classic evaluation methods that we introduce in the first part, we also propose to look
at the model performance from a different angle. Our new evaluation method designed
specifically for modern heterogeneous SERPs allows us to isolate model components and
therefore gives a multi-faceted view on a model’s performance.

5.2 Basic Click Model Evaluation
In Section 4.4 we already mentioned a commonly used conditional perplexity metric (4.7).
Below we discuss other commonly used evaluation metrics.

5.2.1

Log-likelihood

Whenever we have a statistical model, we can evaluate its accuracy by looking at the
likelihood of some held-out test set (see, e.g., [72]). For each session s in the test set S
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we compute how likely this session is according to our click model:
´
¯
psq
Lpsq “ PM C1 “ c1 , . . . , Cn “ cpsq
,
n

(5.1)

where PM is the probability measure induced by the click model M . If we further assume
independence of sessions, we can compute the logarithm of the joint likelihood:
´
¯
ÿ
psq
LLpM q “
log PM C1 “ c1 , . . . , Cn “ cpsq
.
(5.2)
n
sPS

This metric is known as log-likelihood and usually computed using the formula of total
probability:
LLpM q “

n
ÿ ÿ

sPS r“1

´
¯
psq
log PM Cr “ cpsq
r | C†r “ c†r .

(5.3)

As a logarithm of a probability measure, this metric always has non-positive values
with higher values representing better prediction quality. The log-likelihood of a perfect
prediction equals 0.

5.2.2 Perplexity
Craswell et al. [59] proposed to use the notion of cross-entropy from information theory [117] as a metric for click models. This metric was not easy to interpret and it
did not become widely used. Instead, Dupret and Piwowarski [69] proposed to use the
conceptually similar notion of perplexity as a metric for assessing click models:
pr pM q “ 2´ |S|
1

psq

∞

sPS

psq
psq
psq
pcpsq
r log2 qr `p1´cr q log2 p1´qr qq
,

(5.4)

where qr is the probability of a user clicking the document at rank r in the session s as
psq
predicted by the model M , i.e., qr “ PM pCr “ 1 | q, uq. Note that while computing
this probability only the query q and the vector of documents u are used and not the clicks
in the session s. This is different from the conditional perplexity definition (4.7) that we
used before.
Usually, perplexity is reported for each rank r independently, but it is also often
averaged across ranks:
n
1 ÿ
ppM q “
pr pM q.
(5.5)
n r“1

Notice that perplexity of the ideal prediction is 1. Indeed, an ideal model would predict
the click probability qr to be always equal to the actual click cr (zero or one). On the
other hand, the perplexity of the simple random model where each document is clicked
with probability ⇢ “ 0.5 is equal to 2. Hence, the perplexity of a realistic model should lie
between 1 and 2. Notice, also, that better models have lower values of perplexity. When
we compare perplexity scores of two models A and B, we follow Guo et al. [75] and
compute the perplexity gain of A over B as follows:
gainpA, Bq “
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pB ´ pA
.
pB ´ 1

(5.6)

5.3. Evaluating Vertical-aware Models: Intuitiveness
The perplexity is typically higher for top documents and decreases toward the bottom of a
SERP.1

5.2.3

Conditional Perplexity

One of the building blocks of perplexity is the click probability qr at rank r. In the
above definition we defined it as the full probability P pCr “ 1q. This probability is
independent of the clicks in the current session s and could be tricky to compute as it
involves marginalizing over all possible assignments for previous clicks C†r .
Another possibility for defining perplexity is to use the conditional click probability,
given the previous clicks in the session. We introduce another version of perplexity, which
we call conditional perplexity:
p̃r pM q “ 2´ |S|
1

∞

sPS

psq
psq
psq
pcpsq
r log2 q̃r `p1´cr q log2 p1´q̃r qq
,

(5.7)

psq

where q̃r is the conditional probability:
´
¯
psq
psq
q̃rpsq “ PM Cr “ 1 | C1 “ c1 , . . . Cr´1 “ cr´1 .

(5.8)

Unlike the simple version of perplexity (5.4), which evaluates a model’s ability to predict
clicks without any input, the conditional perplexity is just a decomposition of the likelihood
(Section 5.2.1) and also factors in a model’s ability to exploit clicks above the current
psq
rank. Since the conditional perplexity uses the beginning of a session c†r to compute
psq
the probability q̃r it typically yields lower values than the simple notion of perplexity
presented above, especially for models like UBM (Section 3.1.5) that rely on the accuracy
of previous clicks. It is important to keep this in mind when comparing results from
different publications using different versions of perplexity.

5.3 Evaluating Vertical-aware Models: Intuitiveness
While all the metrics described above are applicable to complex SERPs, we would like to
have a better insight into the performance of the vertical-aware click models—the models
that take into account the groups of vertical results, such as the models we introduced in
Chapter 4.
Sakai [132] proposed a way of quantifying “which metric is more intuitive.” This
method has been applied to understanding aggregated search metrics in [174], where four
key factors of aggregated search systems are listed: vertical selection (VS), item selection
(IS), result presentation (RP), vertical diversity (VD). The authors measure the preference
agreement of a given aggregated search metric with a “basic” single-component metric
for each factor; they also assess the ability of a metric to capture the combination of these
factors.
The main contribution of this section is that we adapt the intuitiveness test to evaluate
vertical-aware click models instead of aggregated search metrics. In order to apply the
intuitiveness test to click models, we use a simulation setup and proceed as follows. We
1 As

we have shown in Section 4.5, this does not hold beyond the first SERP.
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run a click model CM to simulate user clicks2 and report the total number of clicks—
CTR—produced by the simulated user as a metric score for a given ranking. We then
compare aggregated search systems by the number of clicks they receive according to
a click model CM , like in A/B-testing experiments.3 The outcome of this aggregated
search system comparison determines the intuitiveness of the underlying click model.
Algorithm 5.1 shows our intuitiveness test algorithm. The algorithm computes relative
intuitiveness scores for a pair of click models CM 1 and CM 2 and a gold standard metric
MGS . The latter represents a basic property that a candidate metric should satisfy. We
consider not one but four metrics as our gold standards, one for each aggregated search
factor; the same metrics were used by Zhou et al. [174]. These gold standards are
intentionally kept simple and some of them are set retrieval metrics based on binary
relevance. They should be agnostic to differences across models (e.g., different positionbased discounts); their purpose is to separate out and test single factor properties of more
complex click models. The four gold standard metrics are:
• VS metric—selected vertical precision on relevant verticals with high vertical
orientation (orientation values more than 0.5).
• VD metric—selected vertical recall on all available verticals.
• IS metric—mean precision of retrieved vertical documents.
• RP metric—Spearman’s rank correlation with a “perfect” aggregated search reference page.
We first obtain all pairs of aggregated search result pages for which CM 1 and CM 2
disagree about which result page should get more clicks. Out of these disagreements, we
count how often each click model’s CTR scores agree with the gold standard metric(s).
The click model that concords more with the gold standard metric(s) is considered to be
more “intuitive.” An ideal click model should be consistent with all four gold standards;
we therefore introduce an additional step to Algorithm 5.1 where we count how often the
model agrees with a subset or all of the four gold standards at the same time.
When compared to traditional perplexity-based click model evaluation as presented
above, our method has the following advantages:
• it allows for assessments of individual model components, separating their contribution to the model’s performance;
• it assigns explanatory scores that allow us to assess the ideas underlying a click
model;
• it allows us to make use of public test collections and obtain re-usable scores
without the need to access a user click log.
2 The code we use to simulate clicks is available as part of Lerot [137] at https://bitbucket.org/
ilps/lerot.
3 Alternatively, one can perform an interleaving comparison (see Section 2.5), but this is beyond the scope of
the current experiment.
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Algorithm 5.1 Computing the intuitiveness scores of click models CM 1 and CM 2 based
on preference agreement with a gold standard metric MGS .
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

Disagree – 0; Correct 1 – 0; Correct 2 – 0
for all pairs of runs pr1 , r2 q do
for all TREC topic t do
1 – CTR CM 1 pt, r1 q ´ CTR CM 1 pt, r2 q
2 – CTR CM 2 pt, r1 q ´ CTR CM 2 pt, r2 q
GS – MGS pt, r1 q ´ MGS pt, r2 q
if 1 ˆ 2 † 0 then
ô CM 1 and CM 2 disagree
Disagree – Disagree ` 1
if 1 ˆ GS • 0 then
ô CM 1 and MGS agree
Correct 1 – Correct 1 ` 1
if 2 ˆ GS • 0 then
ô CM 2 and MGS agree
Correct 2 – Correct 2 ` 1
IntuitivenesspCM 1 | CM 2 , MGS q – Correct 1 { Disagree
IntuitivenesspCM 2 | CM 1 , MGS q – Correct 2 { Disagree

5.4 Basic Evaluation: Experimental Comparison
In this section, we present a comprehensive evaluation of the click models described in
Section 3.1 using a publicly available dataset, an open-source implementation and a set of
commonly used evaluation metrics introduced in Section 5.2.

5.4.1

Experimental Setup

We use the WSCD 2012 dataset released by Yandex as part of the Web Search and Click
Data workshop. We use the first one million query sessions of the dataset to train and test
the basic click models.4 We train models on the first 75% of the sessions and test them
on the last 25%. This is done to simulate the real-world application where the model is
trained using historical data and applied to unseen future sessions. Since sessions in the
dataset are grouped by user tasks, we are not fully guaranteed to have a strict chronological
ordering between training and test material, but this is the closest we can get. Since the
basic click models introduced in Section 3.1 cannot handle unseen query-document pairs,
we filter the test set to contain only queries that appear in the training set.
In order to verify that the results hold for other subsets of the data and to report confidence intervals for our results, we repeat our experiment 15 times, each time selecting the
next million sessions from the dataset and creating the same training-test split as described
above. We then report the 95% confidence intervals using the bootstrap method [71].
All click models are implemented in Python within the PyClick library.5 The expectation maximization (EM) algorithm uses 50 iterations. The DCM model is implemented in
its simplified form, simplified dependent click model (SDCM), according to the original
4 We also experimented with ten million sessions and the results were qualitatively similar to what we present
here.
5 https://github.com/markovi/PyClick.
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Table 5.1: Log-likelihood, perplexity, conditional perplexity and training time of basic
click models for web search as calculated on the first one million sessions of the WSCD
2012 dataset. The best values for each metric are indicated in boldface.
model

log-likelihood

perplexity

conditional perplexity

time (sec)

RCM
RCTR
DCTR
PBM
CM
UBM
SDCM
CCM
DBN
SDBN

´0.3727
´0.3017
´0.3082
´0.2757
´8
´0.2568
´0.2974
´0.2807
´0.2680
´0.2940

1.5325
1.3730
1.3713
1.3323
1.3675
1.3321
1.3315
1.3406
1.3311
1.3270

1.5325
1.3730
1.3713
1.3323
`8
1.3093
1.3588
1.3412
1.3217
1.3538

2.37
2.45
9.39
77.95
12.17
113.53
15.53
2,993.03
1,661.16
17.42

paper [75]. To measure the quality of click models, we use log-likelihood and perplexity,
both the simple and conditional versions, which are the most commonly used evaluation
metrics for click models. In addition, we report the time it took us to train each model
using a single CPU core6 and the PyPy interpreter.7

5.4.2 Results and Discussion
The results of our experimental comparison are shown in Table 5.1. The table reports
log-likelihood, perplexity, conditional perplexity and training time. The best values for
each evaluation metric are indicated in boldface. Below we discuss the results for each
metric.
Log-likelihood. The log-likelihood metric shows how well a model approximates the
observed data, which, in our case, is clicks. Table 5.1 and Figure 5.1 report the loglikelihood values for all basic click models. Notice that the cascade model (CM) cannot
handle query sessions with more than one click and gives zero probabilities to all clicks
below the first one. For such sessions, the log-likelihood of CM is ´8. Similarly, the
value of conditional perplexity for CM is `8. We could consider only sessions with one
click to evaluate the CM model. However, this would make the CM log-likelihood values
incomparable to those of other click models.
Since most click models have the same set of attractiveness parameters that depend
on queries and documents (apart from RCM and DCTR), the main difference between
the models is the way they treat examination parameters (e.g., the number of examination
parameters and the estimation technique).8 Thus, it is natural to expect that models with
6 Intel

Xeon CPU E5-2650 0 @ 2.00 GHz, 20 MB L2 cache.

7 http://pypy.org.

8 Notice that DBN and SDBN differ from other models also by considering satisfaction parameters that
depend on queries and documents.
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Figure 5.1: Log-likelihood values for different models; higher is better. Error bars
correspond to the 95% bootstrap confidence intervals. The cascade model (CM) is
excluded because it cannot handle multiple clicks in a session.
more examination parameters, which are estimated in connection to other parameters (i.e.,
using the EM algorithm), should better approximate the observed data.
The results in Table 5.1 and Figure 5.1 generally confirm this intuition. UBM, having
the largest number of examination parameters, which are estimated using EM, appears to
be the best model in terms of approximating user clicks based on previous clicks and skips.
It is followed by DBN (ten examination parameters, a set of satisfaction parameters, EM
algorithm) and PBM (ten examination parameters, EM algorithm). Other models have
noticeably lower log-likelihood with the RCM baseline being significantly worse than the
others as expected.
Notice that DBN outperforms PBM and SDBN outperforms SDCM (although not
significantly), respectively, having fewer examination parameters and using the same
estimation technique. This is due to the fact that DBN and SDBN have a large set of
satisfaction parameters that also affect examination. Overall, the above results show that
complex models are able to describe user clicks better than the simple CTR models, which
confirms the usefulness of these models.
As expected, simple models, namely RCTR, DCTR and RCM, have the lowest loglikelihood. Notice, however, that RCTR and DCTR do not differ much from SDCM
and SDBN, while being much simpler and sometimes much faster (RCTR). Still, the
downside of these simple CTR-based models is that they do not explain user behavior
on a SERP, as opposed to SDCM and SDBN that explicitly define examination and click
behavior and that can, therefore, be used in a number of applications of click models.
53

5. Evaluating Click Models

Figure 5.2: Perplexity values for different models; lower is better. Error bars correspond
to the 95% bootstrap confidence intervals.
Perplexity. Perplexity shows how well a click model can predict user clicks in a query
session when previous clicks in that session are not known (the lower the better). Table 5.1
shows that this version of perplexity (defined in Section 5.2.2) does not directly correlate
with log-likelihood. Therefore, we believe that the simple perplexity should be preferred
over the conditional perplexity for the task of click model evaluation because it gives a
different perspective compared to log-likelihood.
When ranking click models based on their perplexity values (see Table 5.1 and
Figures 5.2 and 5.3) the best model is SDBN followed by DBN, SDCM, UBM and PBM,
respectively. The results show that complex click models perform better than CTR not
only in terms of log-likelihood but also in terms of perplexity.
By looking at perplexity values for different ranks, as shown in Figure 5.3, one can
see that, apart from the simple CTR-based models and the cascade model, all the models
show similar perplexity results with the biggest difference observed for rank 1.
Conditional perplexity. As discussed in Section 5.2.3, conditional perplexity can be
seen as a per rank decomposition of the likelihood. Indeed, Table 5.1 and Figure 5.4
show that the conditional perplexity produces the same ranking of click models as loglikelihood (apart from RCTR and DCTR, whose ranks are swapped). This means that
conditional perplexity does not add much additional information when used together with
log-likelihood for click model evaluation.
By looking at a per-rank decomposition (Figure 5.5) one can see a more non-trivial
pattern. First, UBM is a clear leader starting from rank 4, suggesting that knowing the
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Figure 5.3: Perplexity values for different models and at different ranks; lower is better.
Error bars correspond to the 95% bootstrap confidence intervals.

distance to the last click is quite useful for the examination prediction (cf. Section 3.1.5).
DBN also shows quite good results for lower ranks, much better than SDBN, although not
as good as UBM. Surprisingly, predicting a click on the first position is easier for SDBN
than for the more complex DBN model. This suggests that the DBN assumptions work
either for higher ranks or for lower ranks (with different parameter values), but cannot
quite explain user behavior as a whole.
Training time. The amount of time required to train a click model (Table 5.1 and
Figure 5.6) directly relates to the estimation method used. MLE iterates through training
sessions only once and, thus, it is much faster than EM, which needs many iterations.
Click models estimated using MLE require from 2 to 18 seconds to train on 750,000 query
sessions, while the fastest models are RCM and RCTR. The EM-based models, instead,
require from 1 to 50 minutes to be trained on the same number of sessions, whereas the
slowest model is CCM. In fact, CCM is over 60% slower than DBN, which, in turn, is
over ten times slower than any other model studied in this section.
One of the things to mention here is that the choice of PyPy as a Python interpreter
was crucial. Just this simple switch reduced the training time of DBN from 39 hours to 28
minutes; similar dramatic drops were observed for all other models.
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Figure 5.4: Conditional perplexity values for different models; lower is better. Error
bars correspond to the 95% bootstrap confidence intervals. The cascade model (CM) is
excluded because it cannot handle multiple clicks in a session.

5.5 Intuitiveness Evaluation: Experimental Comparison
We report here on the intuitiveness scores computed for a variety of click models, using
Algorithm 5.1. For each click model we test intuitiveness with respect to the four AS
factors individually, as well as the ability to capture a combination of multiple AS factors,
i.e., how often a given click model’s CTR agrees with multiple AS component metrics at
the same time. The models that we test are: mFCM, mFCM-NO, FCM, RBP, RCM.
RBP and RCM are described in Section 3.1. The probability of a click given examination in RBP is approximated using relevance labels:9 P pCr “ 1 | Er “ 1q “ Rr ; a
similar model was used as a baseline model in [25].
Other models are described below.

5.5.1 Vertical-aware Click Models
Chen et al. [28] found that about 15% of the search result pages contain more than one
type of vertical. Since this is a significant fraction of the search traffic, we want to
adequately evaluate click models that capture user behavior in such multi-vertical settings.
In order to demonstrate how our method rates such models, we introduce a multi-vertical
federated click model (mFCM), a generalization of the federated click model (FCM) by
9 For
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simplicity we use binary relevance labels, following [40].
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Figure 5.5: Conditional perplexity values for different models and at different ranks; lower
is better. Error bars correspond to the 95% bootstrap confidence intervals. The cascade
model (CM) is excluded because it cannot handle multiple clicks in a session.
Chen et al. [28, 40] in which we allow different vertical types, each with its own influence
on examination probabilities.
As in [28], P pEr “ 1q is influenced by the distance to vertical blocks on the SERP
and the attention bias caused by these verticals. If there is no attention bias present, the
examination probability r depends only on the rank of the document r:
P pEr “ 1 | Aq “

P pCr “ 1 | Er “ 0q “ 0

r

` p1 ´

P pCr “ 1 | Er “ 1q “ Rr .

rq

¨

r pAq

(5.9)
(5.10)
(5.11)

Here, A is the vector of independent binary random variables Aj , attention bias values for
each vertical vert j . The influence of vertical documents on the examination probability
of a document r is represented by a function r pAq. We set it to 1 if document r is a
vertical document itself and decrease it as document ur is further away from the vertical
documents [28]. According to Chen et al. [28], the decrease should depend on the vertical
type j, so we introduce parameters j that depend solely on the vertical type j:
ˆ
˙
1
,
(5.12)
r pAq “ min 1, max
j:Aj “1 |dist j prq| ` j
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Figure 5.6: Training time for different click models; lower is better.

where dist j prq is the distance from document ur to the nearest document that belongs to
vert j [28, 40].
If we do not distinguish between different verticals in (5.12), i.e., set j “ for all
j, and also assume that for a vertical j, its attention bias Aj is determined only by its
position on the page:
P pAj “ 1q “ hpos vert j ,

(5.13)

we obtain the FCM model exactly as it was used in [40].
In order to distinguish verticals, we use the vertical orientation—the probability that
users prefer a certain vertical to general web results [171, 174]. We write orientpvert j , qq
to denote the orientation towards the type of vert j , given query q. Having orientation
values, we can further improve our click model by refining the estimation of attention
bias:
P pAj “ 1q “ orientpvert j , qq ¨ hpos vert j .

(5.14)

The model defined by equations (5.9)–(5.12), (5.14) is called mFCM. The simpler multivertical federated click model (no orientation) (mFCM-NO) model that does not use
vertical orientation10 (5.9)–(5.13) is also of interest, since vertical orientation values are
not always available and it is important to understand their contribution.
10 The

58

prefix “-NO” in the model name stands for “no orientation.”
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5.5.2

Data and Parameter Settings

Following Zhang et al. [167], we set p “ 0.73 in the position-based model. For the mFCM
model we instantiate the , and hpos parameters similar to [40]. We set to 0.1 for
multimedia verticals such as News or Blogs and 0.2 for text-based verticals such as Image
or Video to resemble click heatmaps reported by [28] for the corresponding vertical types.
We also set hpos “ r.95, .9, .85, .8, .75, .7, .3, .25, .2, .15s for multimedia verticals as
in [40] (assuming the user cannot see documents below rank 6 without scrolling), and for
text verticals hpos “ r.95, .3, .25, .15, .10, .05, .05, .05, .05, .05s, since Chen et al. [28]
suggest that a text vertical, unlike multimedia verticals, does not substantially influence
user clicks if it is not at the top of the page; this is also supported by [154]. As in [40],
equals r.68, .61, .48, .34, .28, .2, .11, .1, .08, .06s based on the eye fixation probabilities
reported by Joachims et al. [92].
To complete the experimental setup we need to specify the aggregated search systems
and document dataset that we use. We use simulated aggregated systems from [174],
which are built by systematically varying the quality of key aggregated search components.
Specifically, we use four state-of-the-art VS systems. We also employ three ranking
functions (BM25, TF and Perfect) for selecting vertical items for IS and three ways
(Perfect, Random and Reverse) to embed vertical result blocks on the final aggregated
search pages (RP). In total, we simulate 36 aggregated search systems (4 ˆ 3 ˆ 3). As
a document collection we use a public aggregated search dataset from the TREC 2013
FedWeb track [120] for which relevance judgements of documents and vertical orientation
preference judgments are available for each topic (query). There are 50 topics in our
collection, so with 36 simulated aggregated search systems runs we have a total of
2
C36
“ 630 run pairs and 50 ¨ 630 “ 31,500 pairs of result pages.

5.5.3

Results

Table 5.2 lists our results. For every gold standard metric and every pair of click models,
we give the intuitiveness scores of both models in the pair and the percentage of result
page pairs for which the models disagree.
For example, Table 5.2(a) shows that if we compare mFCM and mFCM-NO in terms
of the component VS (the ability to select relevant verticals), there are 14.7% (4,620 out
of 31,500 pairs) disagreements. The intuitiveness score for mFCM is 0.870, which is the
fraction of these disagreements for which mFCM agrees with the gold standard metric.
The score for mFCM-NO lies at 0.833, so mFCM is more likely to agree with the VS
metric than mFCM-NO. Note that the scores of two competing models do not add up to
1; when the gold standard judges two result pages to be equally good, both click models
agree with the gold standard. That is also why the scores for a very simple random click
model (RCM) are relatively high in Table 5.2(a). We can also observe that as two click
models differ more, the percentage of disagreements increases. For instance, the more
complex click models tend to have a substantial disagreement with the RCM.
Let “CM 1 ° CM 2 ” denote the relationship “click model CM 1 statistically significantly outperforms click model CM 2 in terms of concordance with a given gold-standard
metric.”
Our findings can be summarized as follows:
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• VS: mFCM ° mFCM-NO, FCM;
• VD: mFCM, mFCM-NO ° PBM ° FCM ° RCM;
• IS: mFCM ° mFCM-NO ° FCM ° PBM ° RCM;
• RP: FCM ° RBP ° mFCM, mFCM-NO ° RCM;
• VS and IS: mFCM ° mFCM-NO ° FCM ° RBP ° RCM;
• VS, IS, VD: mFCM ° mFCM-NO ° FCM ° RBP ° RCM;
• VS, IS, RP, VD: mFCM ° RBP ° RCM, FCM ° mFCM-NO ° RBP ° RCM.
For single-component evaluation, mFCM outperforms the other models on VS, VD and
IS, with mFCM-NO as a second-best alternative. The same holds for the combinations
VS + IS and VS + IS + VD. For RP, FCM performs best, with RBP ranking second. The
RP factor is measured as correlation with a “perfect” result page in which verticals with
high vertical orientation are put on top. However, this order does not necessarily emit the
maximum number of clicks in FCM-like click models. For example, if there is a vertical
lower on the page that attracts a lot of attention, it may be better to place the relevant
document just above or below this vertical. The table suggests that the intrinsic “optimal”
result orders for mFCM and mFCM-NO are further from the “perfect” order than RBP’s.
When we look at all gold standard metrics combined, FCM and mFCM are almost equally
good, with mFCM-NO again as a second-best alternative.
Our evaluation method implies that mFCM captures the VS, IS and VD factors very
well, better than any other model we tested. Even without orientation values, mFCM-NO
is able to capture these factors. mFCM performs worse at capturing result presentation as
measured by our RP metric, which is unsurprising as the multiple vertical click model
focuses less on putting relevant results on top and better accounts for attention bias caused
by multiple vertical blocks. This shows that our intuitiveness evaluation method is able to
draw non-trivial detailed conclusions about model’s performance.

5.6 Conclusion
In this section we look back at the research questions formulated at the beginning of the
chapter and show how we answered them. The questions are as follows:
RQ2.1 How do different click models perform when evaluated on a common dataset?
RQ2.2 How should we evaluate click models for complex aggregated SERPs?
We first presented a detailed introduction into common evaluation metrics—metrics
that can be used for both simple and vertical-aware click models. We performed a detailed
analysis of all basic click models on one common open dataset, with models implemented
in an open-source software package, thus addressing RQ2.1. We found that more complex
click models, namely PBM, UBM, SDCM, CCM, DBN and SDBN, outperform CTRbased models and the cascade model both in terms of log-likelihood and perplexity. Also,
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the models whose parameters are estimated using the EM algorithm (PBM, UBM, CCM
and DBN) tend to outperform those estimated using the MLE technique (SDCM and
SDBN), because in the former case model parameters are estimated in connection to
each other. However, such models take much longer to train. When comparing pairs of
more complex and simplified models (DBN/SDBN and CCM/SDCM) one can see that
the simplified one yields better perplexity values but worse conditional perplexity and
likelihood scores. We believe that these simplifications together with the MLE algorithm
can find more robust estimations for the model parameters, but cannot fully interpret the
relation between past and future behavior in the same session.
There is no clear winner among the best performing models, but UBM tends to have
the highest log-likelihood and almost the lowest perplexity. A potential drawback of UBM,
however, is that the interpretation of its examination parameters is not straightforward
(see Section 3.1.5). UBM is closely followed by DBN and PBM, which sometimes have
slightly worse performance, but their parameters are easier to interpret.
We then turned our attention to vertical-aware models to answer RQ2.2. We introduced
an evaluation method that can be used to assess a vertical-aware click model’s ability
to capture key components of an aggregated search system and demonstrated it using
different vertical-aware as well as traditional click models. We also showed that click
models that account for multiple vertical blocks within a single result page typically get
higher intuitiveness scores, which indicates that our evaluation method measures the right
thing. In addition, we showed that a model that uses vertical orientation values have higher
intuitiveness scores than the corresponding model that does not (cf. RQ1.2).
Future directions. When doing basic click model evaluation we did not include click
models for vertical search because there is no dataset that would allow us to do such
a comparison. We also omitted some evaluation facets such as prediction of clicks
vs. prediction of their absence, query frequency and query entropy analysis, to name a few.
For those additional dimensions we refer to a complementary study by Grotov et al. [73].
One limitation of the intuitiveness analysis is that we did not use raw click data to infer
the parameters of the click models we experiment with. However, we set these parameters
using previous work that did use real click and eye gaze data [28, 92, 154].
As a direction for future work we want to compare the findings of the intuitiveness test
with conventional model performance tests (e.g., perplexity of click prediction) and see
whether good intuitiveness scores also imply good click prediction results and vice-versa.
The next two chapters rely heavily on the framework of click models. In Chapter 6
we introduce an important application of click models—model-based offline evaluation
metrics. We further develop this approach in Chapter 7 to include signals beyond clicks
and also tune the metric to fit the satisfaction reported by the users. Alternatively, the
reader may proceed directly to Chapter 8 where we study online evaluation methods and
use click models to simulate users in some of the experiments.
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(b) (VD)
gold standard: vertical recall

(a) (VS)
gold standard: vertical
selection precision

Evaluation Criteria

RBP

FCM

mFCM-NO

mFCM

RBP

FCM

mFCM-NO

mFCM

0.865/0.842M
(18.2%)
0.843/0.850
(17.0%)
0.879/0.713N
(18.2%)
0.884/0.715N
(17.0%)
-

0.870/0.833M
(14.7%)
-

0.819/0.812
(14.7%)
-

-

-

-

FCM

mFCM-NO

0.832/0.748N
(21.5%)
0.817/0.743N
(23.1%)
0.763/0.819O
(22.0%)
-

0.873/0.856
(21.5%)
0.868/0.877
(23.1%)
0.879/0.885
(22.0%)
-

RBP

0.860/0.678N
(44.5%)
0.858/0.677N
(44.3%)
0.822/0.708N
(44.2%)
0.828/0.688N
(45.3%)

0.851/0.865
(44.5%)
0.845/0.870
(44.3%)
0.849/0.871
(44.2%)
0.848/0.868
(45.3%)

RCM

Table 5.2: Intuitiveness test results. For each pair of click models, the higher score is shown in bold, with the fraction of disagreements in
parentheses. Results (a)–(d) show click model performance w.r.t. individual AS components; results (e)–(g) concern a click model’s ability
to capture multiple components. Significant differences (sign test) are indicated with M (↵ “ 0.05) and N (↵ “ 0.01).
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(e). (VS + IS)
gold standard: vertical
selection precision AND
vertical item mean precision

(d). (RP)
gold standard: Spearman
Correlation with “perfect”
aggregated search page

(c) (IS)
gold standard: mean
precision of vertical
retrieved items

RBP

FCM

mFCM-NO

mFCM

RBP

FCM

mFCM-NO

mFCM

RBP

FCM

mFCM-NO

mFCM

0.493/0.691ù
(18.2%)
0.477/0.702ù
(17.0%)
0.651/0.584N
(18.2%)
0.630/0.608M
(17.0%)
-

0.601/0.592
(14.7%)
-

0.666/0.606M
(14.7%)
-

-

-

-

-

0.754/0.691N
(18.2%)
0.745/0.706M
(17.0%)
-

0.765/0.732M
(14.7%)
-

0.728/0.432N
(21.5%)
0.709/0.474N
(23.1%)
0.714/0.486N
(22.0%)
-

0.575/0.649ù
(21.5%)
0.569/0.644ù
(23.1%)
0.653/0.576N
(22.0%)
-

0.832/0.515N
(21.5%)
0.815/0.542N
(23.1%)
0.805/0.549N
(22.0%)
-

0.782/0.294N
(44.5%)
0.772/0.301N
(44.3%)
0.766/0.303N
(44.2%)
0.700/0.362N

0.643/0.551N
(44.5%)
0.642/0.553N
(44.3%)
0.683/0.513N
(44.2%)
0.650/0.527N
(45.3%)

0.918/0.349N
(44.5%)
0.912/0.352N
(44.3%)
0.902/0.357N
(44.2%)
0.828/0.423N
(45.3%)
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(g). (VS + IS + RP + VD)
gold standard: ALL
single-component metrics

(f). (VS + IS + VD)
gold standard: vertical
selection precision AND
vertical item mean precision
AND vertical recall

RBP

FCM

mFCM-NO

mFCM

RBP

FCM

mFCM-NO

mFCM

0.346/0.366
(18.2%)
0.350/0.370O
(17.0%)
-

0.372/0.373
(14.7%)
-

-

-

-

0.585/0.456N
(18.2%)
0.569/0.469N
(17.0%)
-

0.567/0.522M
(14.7%)
-

0.680/0.248N
(44.5%)
0.673/0.253N
(44.3%)
0.649/0.269N
(44.2%)
0.601/0.300N
(45.3%)
0.485/0.164N
(44.5%)
0.488/0.164N
(44.3%)
0.486/0.155N
(44.2%)
0.435/0.187N
(45.3%)

0.605/0.347N
(21.5%)
0.580/0.372N
(23.1%)
0.568/0.430N
(22.0%)
0.394/0.257N
(21.5%)
0.390/0.263N
(23.1%)
0.414/0.269N
(22.0%)
-

(45.3%)
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6

Offline Evaluation Based on Click Models
Many models have been proposed recently that are aimed at predicting clicks of web
search users. In addition, some information retrieval evaluation metrics have been built on
top of user models. In this chapter we bring these two directions together and propose a
common approach to converting any click model into an evaluation metric. We then put
the resulting model-based metrics as well as traditional metrics such as DCG or Precision
(see Section 3.2) into a common evaluation framework and compare them along a number
of dimensions.
One of the dimensions we are particularly interested in is the agreement between
offline and online experimental outcomes. It is widely believed, especially in an industrial
setting, that online A/B-testing and interleaving experiments (Section 2.5) are generally
better at capturing system quality than offline measurements [27, 99]. We show that
offline metrics that are based on click models are more strongly correlated with online
experimental outcomes than traditional offline metrics, especially in situations when we
have incomplete relevance judgements.
The main research questions that we address in this chapter are:
RQ3.1 Can we make use of click models to build better evaluation metrics? How do
such click model-based IR metrics differ from traditional offline metrics?
RQ3.2 Which evaluation metrics are better tied to the user? Do click model-based
metrics show higher agreement with online experiments? How do they compare
in terms of discriminative power?
RQ3.3 How well do different offline metrics perform in the presence of unjudged
documents?
RQ3.4 How can we modify offline metrics to enhance agreement with online experiments?
Our main contributions in this chapter are a method for converting click models into click
model-based offline metrics. Secondly, we present a thorough analysis and comparison
of specific click model-based metrics with online measurements and traditional offline
metrics.
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6.1 Introduction
There are currently two orthogonal approaches to evaluating the quality of ranking systems.
The first approach is usually called the Cranfield approach [57] and is done offline. It
uses a fixed set of queries and documents judged by trained people (assessors). Ranking
systems are then evaluated by comparing how good their ranked lists are. Among other
things, a system is expected to place relevant documents higher than irrelevant ones.
Another approach makes use of real online users by assigning some portion of the
users to test groups (also called flights). The simplest variant, called A/B-testing, randomly
assigns some users to the “control” group (these users are presented with the existing
ranking results) and the “treatment” group (these users are presented with the results of
an experimental ranking system). Ranking systems are then compared by analysing the
clicks of the users in the “control” group against those in the “treatment” group. In the
interleaving method by Joachims [90] users are presented with a combined list made out
of two rankings. Then the system that receives more clicks is assumed to be better.
One of the main advantages of online evaluation schemes is that they are user-based
and, as a result, often assumed to give us more realistic insights into the real system quality.
Interleaving experiments are now widely being used by large commercial search engines
like Bing and Yahoo! [27, 123] as well as studied in academia [80, 127]. However, they
are harder to reproduce than offline measurements, whereas in the traditional Cranfield
approach one can re-use the same set of judged documents to evaluate any ranking.
This makes the use of offline rater-based evaluation methods unavoidable during the
early development phase of ranking algorithms. One should take care, however, that
the resulting rater-based measurements agree with the outcomes of online experiments—
online comparison is often used as the final validation step before releasing a new version
of a ranking algorithm.
In order to bring the two evaluation approaches closer to each other, we propose a
method for building an IR metric from a click model. We previously discussed some
basic click models in Section 3.1 and then studied them in Chapter 5. We hypothesize
that click models can be turned into offline metrics and the resulting click model-based
metrics should be closely tied to the user and hence should better correlate with online
measurements than traditional offline metrics. In addition, there is a growing trend to
ground offline metrics in a user model and that is exactly what click modeling does—
trying to propose a better user model. So, the question is why not use better user models,
based on click behavior, as the basis for offline metrics?
We put our proposal for transforming click models into metrics to the test through
a set of thorough comparisons with online measurements. Our comparison includes an
analysis of correlations with the outcomes of interleaving experiments, an analysis of
correlations with absolute online metrics, an analysis of correlations between traditional
offline metrics and our new click model-based metrics, as well as an analysis of the
discriminative power of the various metrics. One dimension to which we devote special
attention in our comparison framework concerns unjudged documents. As was shown
by Buckley and Voorhees [18], having partially-judged result pages in the evaluation pool
may result in biased measurements. We examine how different offline metrics handle this
problem. We also show that in situations where we cannot afford to use only fully-judged
data, we can still make good use of the available data by making adjustments, either by a
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technique called condensation [131] or by a new thresholding method that we propose.
The rest of the chapter is organized as follows. Section 6.2 presents related work. Section 6.3 shows how to transform a click model into a model-based offline metric. In
Section 6.4 we examine click model-based and traditional offline metrics and report on
their performance. We finish with a conclusion and discussion in Section 6.5.

6.2 Related Work
Determining and comparing the quality of information retrieval systems has always
been an important task in IR, both in academic and industrial research. In recent years,
competition between large commercial search systems has reached the point where even
a small improvement can be of great importance. As a result, a broad range of metrics
to assess system performance have been proposed: discounted cumulative gain (DCG)
by Järvelin and Kekäläinen [89], expected reciprocal rank (ERR) by Chapelle et al. [26],
expected browsing utility (EBU) by Yilmaz et al. [164], to name just a few. They were
also assessed from a variety of angles (see, e.g., [21, 26, 130]).
Some IR metrics have an underlying user model (e.g., ERR and EBU do) or they can
be viewed as such (see [21]). However, there is still a big gap between user models and
metrics. For example, some of the widely used click models, such as user browsing model
(UBM) by Dupret and Piwowarski [69] (Section 3.1.5) and dependent click model (DCM)
by Guo et al. [75] (Section 3.1.7), have so far not been used to develop an offline metric.
Moreover, since the introduction of these early click models, many more click models
have been developed, not only as improvements to previous models [74, 106], but also to
address specific modeling issues, such as click models for vertical search [28, 41], models
that use mouse movements along with clicks [88], or to sessions-level click models [169].
We believe that all these models can be converted into evaluation measures.
Another important group of closely related studies concerns user-based online evaluation that we discuss in Section 2.5. Apart from that, we must mention some work
that touches on the comparison of offline and online evaluation. Radlinski and Craswell
[123] analyzed and compared the sensitivity of both interleaving and traditional offline
IR metrics against each other. They found that the outcomes of interleaving experiments
generally agree quite well with offline metrics while data can be collected at a much lower
cost. Below, we apply the same type of analysis to evaluate click model-based metrics and
to compare them against traditional IR metrics. Ali and Chang [2] showed that per-query
correlation between offline side-by-side comparisons and online interleaving experiments
is low even when query filtering is applied. This finding suggests that aggregating results
from multiple queries as was done in [123] is less noisy than computing correlations on a
per query basis. Yue et al. [166] proposed ways to increase the signal of an interleaving
experiment; inspired by this idea we propose to tune offline metrics through two techniques referred to as condensation and thresholding below to enhance the agreement with
interleaving (see Section 6.4.1).
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6.3 Click Model-based Metrics
From an initial focus on Precision as a metric, the area of web search evaluation has
evolved considerably. An early lesson was that we need to apply some sort of discount to
the documents that appear lower in the ranking. One of the first metrics to operationalize
this idea was discounted cumulative gain (DCG) [89]. This metric is still widely used in
the IR community. However, it has some drawbacks. One is that its discount function is
not motivated by a user model. Another important issue with this metric is that it is a static
metric, i.e., its discount values are fixed numbers. As was shown by Yilmaz et al. [164], a
dynamic metric—a metric that dynamically assigns different discount values according
to the relevance of the documents appearing higher in the ranking—more accurately
represents real user behavior.
In this chapter we introduce the notion of click model-based metrics. The main
constituent of such a model-based metric is a click model—a probabilistic model aimed
at predicting user clicks. Apart from click events (Cr ), a click model usually has hidden
variables corresponding to events such as “the user examined the snippet at rank r” (Er ).
All click models that we study in this chapter assume that users click a document only
after examining the document’s snippet, i.e., P pCr “ 1 | Er “ 0q “ 0 (cf. (3.2)).
Following Carterette [21], we distinguish between utility-based metrics and effortbased metrics. These give rise to two ways of mapping a click model to a click modelbased offline metric. First, a utility-based metric uses a click model only to predict the
click probability P pCr “ 1q for the r-th snippet in the ranking. This probability is then
used to calculate the metric value as the expected utility:
uM etric “

n
ÿ

r“1

(6.1)

P pCr “ 1q ¨ Rr ,

where Rr is the relevance of the r-th document. It is common to use four or five relevance
grades that are further mapped to numeric values. For example, the TREC 2011 Web
Track [54] uses four levels of relevance: from 0 for Irrelevant documents to 3 for Highly
Relevant documents.
Second, an effort-based metric requires a click model to have a notion of “user satisfaction” (Sr ). A click model must have hidden variables Sr such that P pSr “ 1 | Cr “ 0q “ 0
(the user can only be satisfied by the documents she clicked) and P pEt “ 1 | Sr “ 1q “ 0
for t ° r (after being satisfied the user stops examining documents). Having this, we can
define a metric to be an expected value of some effort function1 at the stopping position:
rrM etric “

n
ÿ

r“1

P pSr “ 1q ¨

n
ÿ
1
“
r r“1

r P pCr

1
“ 1q ¨ ,
r

(6.2)

where r “ P pSr “ 1 | Cr “ 1q is a satisfaction probability.
A click model is usually trained using a click log. As a result we get values of
the model parameters that can further be used to calculate the probability of clicks or
satisfaction events to use in (6.1) and (6.2). Some parameters are just constants, some
1 Following [21] we use reciprocal rank 1 as an effort function. While we are not doing it here, it would be
r
interesting to evaluate metrics with different effort functions.
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Table 6.1: Click model-based metrics and their underlying models. Previously proposed
models/metrics are followed by the reference.
Derived metric
Underlying click model

Utility-based

Effort-based

CM [59] / DBN [25]
DBN [25]
DCM [75]
UBM [69]

uSDBN [26]
EBU [164]
uDCM
uUBM

ERR [26]
rrDBN
rrDCM
–

depend on the position(s) in the ranking and some depend on the document and/or query.
Parameters of the last type are the hardest ones to be used in a metric, as we want our
metric to work even for previously unseen documents. But, fortunately, parameters of this
type can usually be approximated from the document’s relevance. In fact, when training
a model we assume that these parameters only depend on the document relevance and
not on the document itself. We will demonstrate this procedure for the attractiveness
parameters in DBN, DCM, UBM and for the satisfaction parameters in DBN.
If a model meets the requirements listed above, it can be transformed into a click
model-based metric. There is no step-by-step algorithm for such a transformation, only
general guidelines. In the following sections we demonstrate the idea, using well-known
click models as an example. We want to stress, however, that our framework is general
enough to be applied to other click models, including those that use additional sources of
information, such as recently studied session-based click models [169] or click models
for vertical search [28, 41].
In Table 6.1 we classify previously studied metrics (ERR by Chapelle et al. [26],
EBU by Yilmaz et al. [164]) and propose several new click model-based metrics: rrDBN,
uDCM, rrDCM, uUBM. The left most column lists click models, the center and right
most column denote derived offline metrics, utility-based and effort-based, respectively.
As a recipe for naming a metric, we use the name of the underlying model and prefix it
with the type metric that we are defining: u- for utility-based and rr- for reciprocal rank
effort-based metrics.

6.3.1

Previously Studied Metrics

In this section we show how two previously proposed metrics, ERR and EBU, can be
viewed as click model-based metrics. Despite the fact that they are different and were not
in fact proposed as derivatives of a click model, they can both be viewed as metrics based
on special cases of the dynamic Bayesian network (DBN) model (Section 3.1.6).
Expected reciprocal rank (ERR) is based on the cascade model (CM), which, as we
mentioned in Section 3.1.6, is a simplification of DBN. If we opt for a DBN simplification
where we set ↵r ” 1, the probability of clicking the r-th document is as follows:
P pCr “ 1q “ P pEr “ 1q “

r´1

r´1
π
i“1

p1 ´ ⇢i q,

(6.3)
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where ⇢i is the probability of i-th document being relevant and
probability.2 Correspondingly, the probability of satisfaction
P pSr “ 1q “ ⇢r P pCr “ 1q “ ⇢r

r´1

r´1
π
i“1

is the continuation

p1 ´ ⇢i q.

(6.4)

The probability of being relevant is usually viewed as a mapping R Ñ ⇢ from the
relevance grades to the interval r0, 1s. In the original ERR paper [26] the authors use the
mapping (3.37) motivated by DCG, but one may also fit this mapping from a click log.
Using probabilities from (6.3) and (6.4), we end up with the ERR and uSDBN metrics
(cf. (6.2), (6.1), (3.41) and [26]):
˜
¸
n
r´1
ÿ
π
1
r´1
ERR “
⇢r
p1 ´ ⇢i q ¨
(6.5)
r
r“1
i“1
˜
¸
n
r´1
ÿ
π
r´1
uSDBN “
p1 ´ ⇢i q ¨ ⇢r .
(6.6)
r“1

i“1

In the original version of the ERR metric, the continuation probability of the DBN
model was set to 1 and we do likewise. Conversely, for uSDBN we set the continuation
probability to 0.9, as suggested in [25].
The expected browsing utility (EBU) metric by Yilmaz et al. [164] is also based on a
variation of the DBN model. Unlike the original DBN model, their modification allows
for different continuation probabilities in different situations (pcont|click , pcont|nonrel ,
pcont|rel ). While these parameters lead to greater flexibility in setting up the metric, they
also represent a difficult choice for a practitioner to make. They were all set to 1 in the
original paper [164] and here we do the same. By doing so we reduce the underlying
model to DBN [25] with continuation probability “ 1.
One notable difference between the ERR and EBU metrics is that EBU does not set the
attractiveness probabilities to 1. Instead, the attractiveness probabilities and satisfaction
probabilities are both estimated from a click log using the assumptions that they are
determined by the document relevance:
↵r
r

« P pCr | Rr q

« P pSr | Rr q,

where Cr is the random variable corresponding to a click on the r-th document, Sr is the
random variable corresponding to leaving the result page after clicking the r-th document
(satisfaction) and Rur is the relevance of the r-th document ur .

6.3.2 New Click Model-based Metrics
In this section we propose new offline metrics by introducing an effort-based variant of the
EBU metric and also by converting the two popular click models, UBM and DCM, into
2 Here we also decided to keep
reduce DBN to CM.
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click model-based metrics. By doing so we show that our framework of click model-based
metrics is not only a way of interpreting previously studied metrics, but also a way of
deriving new metrics in a principled way.
The rrDBN metric uses essentially the same user model as the EBU metric. In fact,
the parameters for EBU and rrDBN are the same. The only difference is that rrDBN is
calculated using (6.2) instead of (6.1).
Next, the uDCM and rrDCM metrics can be derived from the dependent click model
(DCM) (Section 3.1.7) in a way similar to how EBU and rrDBN are derived from DBN.
As was shown by Turpin et al. [157], the attractiveness of a document’s snippet can be
approximated as a function of its relevance grade. A mapping from grades to attractiveness
probabilities can be inferred from a click log using the click model (DCM in this case).3
For this purpose we impose the constraint that documents with the same relevance have
the same attractiveness, i.e., the attractiveness of a document is a function of its relevance
grade: ↵r “ ↵pRr q.
Finally, using the click model and equations (6.1), (6.2), we can define the uDCM and
rrDCM metrics as follows:
uDCM
rrDCM

“
“

N
ÿ

r“1
N
ÿ

r“1

↵pRr q

r´1
π
i“1

r ↵pRr q

p1 ´ ↵pRi q i q ¨ Rr

r´1
π

1
p1 ´ ↵pRi q i q ¨ .
r
i“1

Chen et al. [28] report that the user browsing model (UBM) [69] performs better than
DBN in terms of click prediction perplexity. We also evaluated this model using a Yandex
click log. A sample of clicks collected in November 2012 was used. We removed pages
without clicks and split the remaining data into training and test set. In total, we had
1,191,963 training and 1,292,993 test pages. To compare the models we used perplexity
gain (5.6). On our data UBM outperforms DBN by 16% which is quite substantial.
This finding motivates the idea of deriving an offline metric from UBM. In the UBM
model the click probability is governed by the attraction bias and the examination bias
(see Section 3.1.5 for more details):
P pCr “ 1 | C†r q “ P pAr “ 1qP pEr “ 1 | C†r q “ ↵r

rr 1 ,

where C stands for click, A for attraction, E for examination; u is the document URL, q
is the user query, r is the document rank (position), and r1 “ maxtj † r | Cj “ 1u is the
rank of the previous click.4
Like for the EBU/rrDBN and uDCM/rrDCM metrics, we assume that the attractiveness probability ↵ is a function of the relevance of the document: ↵r “ ↵pRr q. The
examination probabilities rr1 can be precomputed from a click log during the model
training process. One important difference from the previously studied models is that
UBM relies on previous clicks and these are not available offline. To deal with this
3 The source code for probabilistic inference is freely available at https://github.com/
varepsilon/clickmodels#train_for_metric.
4 As in [69] we use a virtual 0th position (which is assumed to be always clicked) to simplify our equations.
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problem we factorize the probability P pCr “ 1q over the position of previous clicks r1 :
P pCr “ 1q “

r´1
ÿ

r 1 “0

P pCr1 “ 1, Cr1 `1 “ 0, . . . , Cr´1 “ 0, Cr “ 1q.

By applying Bayes’ rule we get
P pCr “ 1q “
¨

r´1
π

r´1
ÿ

r 1 “0

k“r 1 `1

P pCr1 “ 1q

P pCk “ 0 | Cr1 “ 1, Cr1 `1 “ 0, . . . , Ck´1 “ 0q

¨ P pCr “ 1 | Cr1 “ 1, Cr1 `1 “ 0, . . . , Cr´1 “ 0q “
˜
¸
r´1
r´1
ÿ
π
“
P pCr1 “ 1q
p1 ´ ↵k kr1 q ↵r rr1 .
r 1 “0

k“r 1 `1

Finally, the click probability is given by a recursive formula:
P pC0 “ 1q “ 1
˜
r´1
r´1
ÿ
π
P pCr “ 1q “
P pCr1 “ 1q
p1 ´ ↵k
r 1 “0

k“r 1 `1

¸

kr 1 q

↵r

rr 1 ,

where ↵r “ ↵pRr q, and ↵ and are known functions estimated from clicks. It is
important to note, that unlike Dupret and Piwowarski [69], we used all queries, not only
queries with high clickthrough rate. So our resulting function5 is different from that
analysed by Dupret and Piwowarski, and might be interesting on its own. For example,
1
rr 1 is much less than 1 for r ° 0 which corresponds to the fact that many users click on
only one document.
Given the click probability we can define the metric:
uU BM “

n
ÿ

r“1

P pCr “ 1q ¨ Rr .

(6.7)

The UBM click model does not have a notion of user satisfaction and hence we do not
introduce an “rrUBM” metric.

6.4 Analysis
In this section we analyze the click model-based metrics previously listed, both old and
new, along a number of dimensions. We compare click model-based metrics to traditional
offline metrics (Section 3.2). As traditional metrics we consider precision, with two
possible binarizations of four scale judgments (Precision treats the highest three relevance
grades—3, 2, and 1—as “relevant,” while Precision2 only treats the highest two relevance
5 The

72

values are available in the source code under name UBM_GAMMAS.

6.4. Analysis
grades 3 and 2 as “relevant”) as well as DCG. We decided not to include the NDCG
metric and thus to overcome potential issues with corpus-dependent NDCG normalization
(see Section 3.2.5).
We start by determining correlations of various offline metrics to the outcomes of
interleaving experiments in a way proposed by Radlinski and Craswell [123]. These
correlations are then used to compare offline metrics to each other. The metric that
shows the best correlation with interleaving outcomes is assumed to better represent
real user behavior. We then move to more traditional comparison techniques, such as
metric-to-metric correlations and discriminative power.

6.4.1

Correlation with Interleaving Outcomes

As was shown by Radlinski et al. [127], absolute click metrics are often unable to determine differences in IR systems. Moreover, they are always difficult to interpret and may
even be misleading, because we cannot know for sure how these metrics are related to
user satisfaction.
Fortunately, there is another approach, the pairwise or interleaved comparison techniques mentioned earlier [90, 127]. Following this approach, we compare two ranking
systems by presenting a user with an interleaved result page, containing documents from
both result lists. The winner is then determined from user clicks. We assess an offline IR
metric m in terms of its agreement with the interleaving outcomes. Specifically, we use
the team-draft interleaving (TDI) method by Radlinski et al. [127]. In this method each
document in the interleaved page is assigned to exactly one of the two ranking systems
(“the teams”). We then say that a system wins a comparison if the documents it contributes
to the combined list receive more clicks. The system that wins most of the comparisons is
assumed to be better.
For the current experiment we use a click log of the Yandex search engine collected
in October–December 2012. During this period we focus on five revisions of the core
ranking function (A, B, C, D, E), with each revision being compared to the previous
one using TDI, that was run for 5–10 days. For each of our ten experiments we have at
least 200,000 impressions as in the work by Radlinski and Craswell [123]. Some ranking
function revisions influence more than one market (country), so in total we have ten pairs
of algorithms to compare: 1 AB, 2 AB, 1 BC, 1 CD, 2 CD, 3 CD, 4 CD,
1 DE,
2 DE,
3 DE. For each algorithm pair we record the interleaving signal value,
i.e., the deviation from 50% of the number of cases where the newer system was preferred.
For instance, if in the experiment labeled i XY system Y was preferred over system X
in 51% of all cases, we say that the interleaving signal for the experiment is 1%.
Once we have interleaving signals, we want to compare them to the signals given
by offline IR measures, i.e., the average difference of the metric values. Unlike in the
traditional Cranfield approach we use queries and documents from the query log. When
computing an offline metric signal for a particular experiment i XY , we extract queries
issued by the users assigned to the experimental flight. For these queries we also extract
the document lists that would have been produced by each of the systems X and Y if they
had not been interleaved. By using click log-based queries when comparing the signal of
an offline metric to the interleaving signal we eliminate the effect induced by the choice
of a query set that one needs to compile for a Cranfield-style evaluation. Here it also
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allows us to perform experiments with historical revisions of a ranking algorithm that is
no longer running. Although this approach has some advantages for our research problem,
it has some disadvantages for everyday usage. One notable drawback is that we use only
part of the judgements available because not all the queries that we have judgements for
were submitted by the users of the experimental flights. For each experiment and each
metric we keep only the queries that have at least one document judged. Depending on
the experiment we have from 178 to 5,815 queries per experiment (median number is
573). As was shown in [123], it is usually sufficient to have approximately 100 queries to
identify the better system in an offline comparison.
The amount of data available to the search engine is usually much larger than a
human can handle. Even more important is the fact that the web corpus is constantly
changing, so we cannot maintain complete judgements even for a limited set of queries.
That is why it seems natural that some documents returned by the system do not have
relevance judgements. In order to analyse the tradeoff between adding noise from unjudged
documents and reducing the noise by allowing more queries we introduce a parameter
#unjudged. We discard queries for which the number of unjudged documents in the top
ten is bigger than this value for either of the two systems taking part in a TDI experiment.
We vary this bound and see how it influences the correlation between offline metrics and
interleaving. For each offline metric m and each value of #unjudged from 1 to 9 we
compute the weighted Pearson correlation (similar to [26]) between the metric signal
and the interleaving signal. As a weight we use the number of queries participating in
the calculation of the metric signal (this number is different for each experiment). The
results are presented in Figure 6.1. We can see that the effort-based metrics rrDBN and
rrDCM are better at dealing with unjudged documents and are remarkably different from
their utility-based counterparts; we will confirm this difference in Section 6.4.3. Another
interesting observation can be made about the Precision and Precision2 metrics. Their
behavior differs and, moreover, Precision has a negative correlation and this is not the
case for Precision2. This seems to be due to the fact that unjudged documents are treated
in the same way as the lowest relevance grade 0, whereas in fact they have a higher chance
to belong to one of the top relevance grades: 92% of the documents in the top 10 have a
relevance grade higher than 0, while only 23% have a relevance grade higher than 1.
As we can see from Figure 6.1, when we increase #unjudged—the maximum
number of unjudged documents—to 4 or higher, the correlation drops for all the metrics
studied. This means that adding queries with highly incomplete judgements adds noise
to the metric signals. The problem of unjudged documents has previously been studied
by Sakai [131], and his proposed solution is to exclude unjudged documents from the
ranked list and condense the remaining documents. Despite its heuristic nature, this idea
actually leads to an increase in correlation for most of the metrics as shown in Figure 6.2.
The exceptions from this rule are rrDBN and rrDCM that supposedly suffer most from
the incorrect effort function values. For example, if we miss a judgement for the first
document, then for the second document we apply a 11 discount instead of 12 , see (6.2).
Thresholds
Even when we apply condensation, we still have a decrease in correlation values for high
values of #unjudged. One way of dealing with this problem is to choose an optimal
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Figure 6.1: Pearson correlation between offline metrics and interleaving signal. Unjudged
documents are treated as irrelevant.

Figure 6.2: Pearson correlation between offline metrics and interleaving signal. Unjudged
documents are skipped (ranked lists are condensed).
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Figure 6.3: Pearson correlation between offline metrics with thresholds and interleaving
signal. Unjudged documents are treated as irrelevant.

Figure 6.4: Pearson correlation between offline metrics with thresholds and interleaving
signal. Unjudged documents are skipped (ranked lists are condensed).
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value of #unjudged and use it to get high correlations with interleaving outcomes. We
propose a different way of dealing with this noisy data. Comparing systems A and B,
we discard all queries with differences in metric values less than a threshold m for each
metric m:
MetricSignal “

ÿ
1
pmpB, qq ´ mpA, qqq ,
|Q m | qPQ
m

where Q m “ tq P Q | |mpB, qq ´ mpA, qq| • m u. This means that we use only some
portion of the queries we have (up to 20%), but these are queries that strongly distinguish
between systems. The idea is that by choosing an appropriate threshold m we can tune a
ranking system to produce the best correlation with interleaving outcomes. In order to test
the idea we split our data (ten TDI experiments) into train and test set: we use the train set
to choose the best threshold and the test set to compute the correlation scores.
While it would be natural to do a time-based train/test split, it appeared to be impractical with the data we have. Firstly, it turns out to be impossible to get training and test
sets of reasonable sizes (either the training or the test set would consist of only three
experiments which might give too noisy correlation values). Secondly, there are only few
possible time-based splits so we are not able to assess statistical significance of the results.
Instead, we use all possible 5/5 splits for our experiments, i.e., we take a subset of five
experiments as a training set and the remaining five experiments as a test set. In total, we
5
have C10
“ 252 splits and corresponding correlation values. The correlation values are
then averaged and error bars are computed using the bootstrap test [71] at 95% confidence
level and 1,000 samples. Results are shown in Figures 6.3 and 6.4.
We can see in Figures 6.3 and 6.4 that the confidence intervals are quite narrow and
most of the click model-based metrics continue to show high correlation scores as the
value #unjudged increases. If we look at one of the best performing metrics, uUBM,
we can see that thresholded variants are a bit worse for #unjudged lower than 5, while
for #unjudged equal to 5 and higher the thresholded variants start dominating, reaching
the highest point for #unjudged “ 9 (see Figure 6.5).
In order to test significance of the differences in correlation values we use the 5/5 split
procedure described above. Unlike what we do for thresholded and thresholded condensed,
for the simple and condensed variants we only use the test set to determine the correlation
and just ignore the training set as there is nothing we need to tune. The correlation values
are then averaged and confidence intervals are computed using the bootstrap method with
1,000 samples and 95% confidence level. The three highest correlation scores were shown
by a thresholded condensed variant of uUBM metric (for different values of #unjudged),
while the correlation score for thresholded condensed uUBM (#unjudged “ 9) is
significantly higher than any other variant (simple, condensed, thresholded) of any metric.
From Figures 6.1–6.4 we can also conclude that click model-based metrics in general show
higher correlation values with the outcomes of interleaving experiments than traditional
offline metrics, especially when we have many incomplete judgements (#unjudged °
5), which confirms the hypothesis formulated in the introduction: click model-based
metrics are better correlated with online measurements than traditional metrics. Another
interesting observation is that for the simple and condensed variants there exist optimal
values of the #unjudged parameter (3 and 5 respectively in our case). Conversely,
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Figure 6.5: Pearson correlation between uUBM (in different variants) and interleaving
signal.
for the thresholded and thresholded condensed variants it is more important to pick an
appropriate metric and then use any value of #unjudged higher than five.

6.4.2 Correlation with Absolute Online Metrics
Following the original work on ERR by Chapelle et al. [26] we also compare offline IR
metrics by looking at their correlation with absolute click metrics. In our experiments
we use Max-, Min- and MeanRR, UCTR and PLC metrics (see Section 3.3). We do
not include the search success (SS) metric considered by Chapelle et al. [26] as it uses
relevance labels and not only clicks. We have also confirmed the findings of [26] that
QCTR (clicks per session) has negative or close to zero correlation with all the editorial
metrics and therefore skip it as well.
A configuration is a tuple that consists of a query and ten URLs of the top ranked
documents presented to a user. For each configuration in our dataset we compute the
values of absolute online and offline metrics. The vectors of these metric values are then
used to compute Pearson correlation (unweighted). For our dataset we use clicks collected
during a three-month period in 2012. Because we use a long period and hence have a
sufficient amount of data, we are able to collect 12,155 configurations (corresponding to
411 unique queries) where all ten documents have relevance judgements.
The results are summarized in Table 6.2. A similar comparison was previously done
by Chapelle et al. [26] for ERR and traditional offline metrics. The numbers they obtained
are similar to ours. From the table we conclude that click model-based metrics show
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Table 6.2: Pearson correlation between offline and absolute online metrics. Superscripts
denote cases of statistically significant difference with ERR and EBU respectively. The
first (second) ú means that the metric is statistically significantly higher than ERR (EBU),
ù—significantly lower, ˛—no statistical difference can be found (95% significance level,
bootstrap test).
-RR
Precision
Precision2
DCG
ERR
EBU
rrDBN
rrDCM
uSDBN
uDCM
uUBM

Max-

Min-

´0.117
0.026
0.178

´0.163
0.093
0.243

0.378
0.374
0.384úú
0.387úú
0.322ùù
0.374ùù
0.377˛ú

0.471
0.467
0.475úú
0.478úú
0.412ùù
0.466ùù
0.469ùú

Mean´0.155
0.075
0.237
0.469
0.464
0.473úú
0.476úú
0.407ùù
0.463ùù
0.467ùú

UCTR

PLC

0.042
0.092
0.163

´0.027
0.094
0.245

0.199
0.198
0.194ùù
0.194ùù
0.206úú
0.198˛˛
0.198˛˛

0.399
0.397
0.399˛ú
0.400˛ú
0.370ùù
0.396ùù
0.398˛ú

relatively high correlation scores while traditional offline metrics like DCG or Precision
generally have lower correlations, which agrees with the results of the previous section.
Using the bootstrap test (95% significance level, 1,000 bootstrap samples) we confirmed
that all the click model-based metrics show significantly higher correlation with all the
online metrics than any of the traditional offline metrics.
As to the online metrics, we can see that the reciprocal rank family (MaxRR, MinRR,
MeanRR) appears to be better correlated with the effort-based metrics (ERR, rrDBN,
rrDCM), because the effort function used by these metrics is the reciprocal rank 1r (6.2).
The same holds for PLC as it uses reciprocal rank of the lowest click that could be viewed
as “satisfaction position” used by an effort-based metric. The differences between ERR
and uSDBN, rrDBN and EBU, rrDCM and uDCM are statistically significant (using the
same bootstrap test). Conversely, for the UCTR metric all the utility-based metrics show
significantly higher correlation than corresponding effort-based metrics.
We also compare the newly introduced click model-based metrics with older metrics:
ERR (effort-based) and EBU (utility-based). The result of the comparison is marked
as superscripts in the Table 6.2: the first superscript corresponds to ERR, the second
one corresponds to EBU. As we see, in most cases our new click metrics appear to be
significantly better than the previously known ERR and EBU metrics, expect for UCTR
measure, which does not account for clicks (rather for their absence) and hence obviously
lacks the source of correlation with click-model based metrics. According to other metrics,
rrDBN and rrDCM are better than ERR in three out of four cases and better than EBU in
all four cases, while uUBM is better than EBU in four out of four cases.
In general, all the absolute click metrics are poorly correlated with offline metrics—
the correlation values are much lower than correlation with interleaving outcomes. As
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Table 6.3: Correlation between offline metrics (using the TREC 2011 runs). Values higher
than 0.9 are marked in boldface.
Precision2 DCG ERR uSDBN EBU rrDBN uDCM rrDCM uUBM
Precision 0.649
Precision2 –
DCG
–

0.841 0.597 0.730
0.785 0.663 0.780
–
0.740 0.857

0.568 0.397
0.675 0.526
0.711 0.530

0.562
0.693
0.704

0.442
0.551
0.592

0.537
0.681
0.685

ERR
uSDBN
EBU
rrDBN
uDCM
rrDCM

–
–
–
–
–
–

0.919
0.792
–
–
–
–

0.902
0.794
0.970
0.786
–
–

0.826
0.638
0.822
0.917
0.813
–

0.888
0.754
0.930
0.807
0.947
0.841

–
–
–
–
–
–

–
–
–
–
–
–

0.807
–
–
–
–
–

0.754
0.585
0.788
–
–
–

was shown by Radlinski et al. [127], absolute click metrics are worse at capturing user
satisfaction than interleaving. That is why we propose to use the results of Section 6.4.1
as the main way to compare offline metrics with user behavior.

6.4.3 Correlation Between Offline Metrics
In order to compare offline metrics to each other in terms of ranking IR systems we use
data from the TREC 2011 Web Track [54]. Participants of the TREC competition were
offered a set of queries (“topics” in TREC parlance) and a set of documents for each query
to rank. Each document was judged using a four-grade scale.6 For each metric we can
build a list of system runs7 ordered by the metric value averaged over queries. We then
compute Kendall tau correlation scores between these ordered lists; they are summarized
in Table 6.3. As was shown by Voorhees [158], metrics with correlation scores around
0.9 can be treated as very similar because this is the level of correlation one achieves
when using the same metric but different judges. This level of correlation to distinguish
equivalent metrics was also used in subsequent papers, for example [18, 22, 135, 157]. In
Table 6.3 such metric pairs are marked in boldface.
We see that all click model-based metrics are highly correlated within their group,
utility-based or effort-based, while correlations of the two metrics based on the same
model (uSDBN and ERR, EBU and rrDBN, uDCM and rrDCM) are lower.

6.4.4 Discriminative Power
Another measure frequently used for comparing metrics is the discriminative power by
Sakai [130]. This measure is a bit controversial, because high values of discriminative
power do not imply a good metric. Nevertheless, extremely low values of discriminative
6 Initially,

a five-grade scale was listed on a TREC 2011 description page, but in the end a four-grade scale
was used for evaluation. As in the trec_eval evaluation tool we do not distinguish between Irrelevant and
Spam documents.
7 In total we have 62 runs submitted by 16 teams.
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Table 6.4: Discriminative power of different metrics according to the bootstrap test
(confidence level 95%).
Metric

Discriminative Power

Precision
Precision2
DCG

50.1%
30.8%
48.6%

ERR
uSDBN
EBU
rrDBN
uDCM
rrDCM
uUBM

39.3%
51.1%
35.1%
21.1%
34.7%
26.0%
33.3%

power can serve as an indication of a metric’s poor ability to distinguish different rankings.
As was shown in previous work (e.g., [53, 146]) discriminative power is highly consistent
with respect to statistical test choice. Given this fact we focus on a bootstrap test as it
makes fewer assumptions about the underlying distribution. Results based on the same
TREC 2011 Web Track data as used in the previous section are summarized in Table 6.4.
As expected, highly correlated metric pairs (e.g., (rrDBN, rrDCM) and (EBU, uDCM))
have similar discriminative power.
Another observation to be made is that the effort-based metrics ERR, rrDBN and
rrDCM have a lower discriminative power than the utility-based metrics uSDBN, EBU
and uDCM, respectively. This is probably due to the fact that “position discount” for the
effort-based metrics goes to zero faster than for the utility-based metrics and hence they
are less sensitive to changes in the bottom of the ranked list.

6.5 Conclusion
In this chapter we proposed a framework of click model-based metrics to build an offline
evaluation measure on top of any click model.
We formulated the following research questions:
RQ3.1 Can we make use of click models to build better evaluation metrics? How do
such click model-based IR metrics differ from traditional offline metrics?
RQ3.2 Which evaluation metrics are better tied to the user? Do click model-based
metrics show higher agreement with online experiments? How do they compare
in terms of discriminative power?
RQ3.3 How well do different offline metrics perform in the presence of unjudged
documents?
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RQ3.4 How can we modify offline metrics to enhance agreement with online experiments?
Answering them, we can say the following:
• Click model-based metrics generally differ from traditional offline metrics, while
they are quite similar to each other. Moreover, utility-based metrics are significantly
different from effort-based metrics in terms of system ranking.
• All click model-based metrics generally show high agreement with the outcomes
of online interleaving experiments and relatively high agreement with absolute
click measures. However, correlation with absolute metrics is low for all offline
metrics (both traditional and click model-based) compared to the correlation with
interleaving outcomes.
• Unjudged documents may decrease correlation with interleaving outcomes but by
using thresholds we can overcome this issue for click model-based metrics.
• Condensation and thresholding of offline metrics are effective ways of stabilizing
correlations with interleaving outcomes in the presence of unjudged documents.
Future directions. Naturally, the study we performed in this chapter has some limitations and potential for future work. Adapting click models for unjudged/unknown
documents is one such direction. For example, one could modify a click model by adding
the probability of a document being skipped because it is unjudged. This question requires
further investigation and we leave it as future work.
Another natural extension of our framework of click model-based metrics is adding
more signals from the assessors. For instance, we can ask assessors to judge not only
documents, but their snippets as well (a practice already in place at commercial search
engines) and use direct snippet relevance as part of the total utility.
Finally, in our work we argued that offline metrics should be better correlated with
interleaving outcomes. However, we might want to have a metric that correlates with
self-reported user satisfaction instead.
The last two topics will be addressed next, in Chapter 7. Alternatively, the reader may
proceed to Chapter 8 which addresses the question of online evaluation as opposed to
offline evaluation studied in the current and the following chapters.
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7

Offline Evaluation of Modern Search:
Click, Attention and Satisfaction
Modern SERPs often provide immediate value to users and organize information in such
a way that it is easy to navigate. The core ranking function contributes to this and so do
result snippets, smart organization of result blocks and extensive use of one-box answers
or side panels. While they are useful to the user and help search engines to stand out, such
features present two big challenges for evaluation. First, the presence of such elements on
a SERP may lead to the absence of clicks, which is, however, not related to dissatisfaction,
so-called “good abandonments.” Second, the non-linear layout and visual difference of
SERP items may lead to non-trivial patterns of user attention, which is not captured by
existing evaluation metrics.
In this chapter we propose a model of user behavior on a SERP that jointly captures
click behavior, user attention and satisfaction, the clicks, attention and satisfaction (CAS)
model, and demonstrate that it gives more accurate predictions of user actions and selfreported satisfaction than existing models based on clicks alone. We use the CAS model
to build a novel evaluation metric that can be applied to non-linear SERP layouts and
that can account for the utility that users obtain directly on a SERP. We demonstrate
that this metric shows better agreement with user-reported satisfaction than conventional
evaluation metrics.
Together these contributions allow us to answer the research questions formulated in
the introduction:
RQ4.1 Does a model that unites attention and click signals give more precise estimations
of user behavior on a SERP and self-reported satisfaction? How well does the
model predict click vs. satisfaction events?
RQ4.2 Does an offline evaluation metric based on such a model show higher agreement
with user-reported satisfaction than conventional metrics such as DCG?

7.1 Introduction
When looking at the spectrum of queries submitted to a web search engine, we see a heavy
head of highly frequent queries (“head queries”) as well as a long tail of low-frequency
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Figure 7.1: Example of a modern SERP with a news block and a side panel produced
by one of the big commercial search engines for the query [Indianapolis]. Image
credits: Google.

queries (“tail queries”) [145]. While a small number of head queries represent a big part
of a search engine’s traffic, all modern search engines can answer these queries quite
well. In contrast, tail queries are more challenging, and improving the quality of results
returned for tail queries may help a search engine to distinguish itself from its competitors.
These queries often have an underlying informational user need: it is not the user’s goal
to navigate to a particular website, but rather to find out some information or check a
fact. Since the user is looking for information, they may well be satisfied by the answer
if it is presented directly on a SERP, be it inside an information panel or just as part of
a good result snippet. In fact, as has been shown by Stamou and Efthimiadis [151], a
big portion of abandoned searches is due to pre-determined behavior: users come to a
search engine with a prior intention to find an answer on a SERP. This is especially true
when considering mobile search where the network connection may be slow or the user
interface may be less convenient to use.
An important challenge arising from modern SERP layouts is that their elements are
visually different and not necessarily placed in a single column. As was shown by Dumais
et al. [68], grouping similar documents helps user to navigate faster. Since then this
approach has been studied extensively by the IR community [5–7, 122, 171] and adopted
by the major search engines with so-called vertical blocks and side panels (Figure 7.1).
When information is presented in such a way, the user examines it in a complex way, not
by simply scanning it from top to bottom [62, 159, 160].
We claim that the currently used user models and corresponding evaluation metrics
84

7.2. Related Work
have several disadvantages. First, most of the models assume that the SERP consists
of equally shaped result blocks, often homogeneous, presented in one column, which
often prevents us from accurately measuring user attention. Second, none of the current
Cranfield-style evaluation metrics account for the fact that the user may gain utility directly
from the SERP. And finally, and, perhaps, the most important of all, is that the offline
evaluation metrics, although sometimes based on a user model, do not learn from the
user-reported satisfaction, but rather use ad-hoc notions for utility and effort.
In this chapter we propose an offline evaluation metric that accounts for non-trivial
attention patterns of modern SERPs and the fact that a user can gain utility not only by
clicking documents, but also by simply viewing SERP items. Our approach consists of
two steps, each having value on its own: (1) we build a unified model of a user’s clicks,
attention and satisfaction, the clicks, attention and satisfaction (CAS) model; and (2) we
use this model to build a Cranfield-style evaluation metric (which we call the CAS metric).
The rest of the chapter is organized as follows. In Section 7.2 we discuss related work. In
Section 7.3 we present our motivation for including utility gained directly from the SERP.
Then we present our user model in Section 7.4. In Section 7.5 we present an evaluation
metric based on this model. Section 7.6 describes our experimental setup. In Section 7.7
we present results of our experiments. We conclude in Section 7.8.

7.2 Related Work
Apart from click models discussed in Section 2.3 and click model-based metrics introduced
in Chapter 6, there are three areas of research relevant to the current study. Below we list
the most relevant papers from each of them.
Abandonments
Turpin et al. [157] showed that perceived relevance of the search results as seen on a
SERP (snippet relevance or direct SERP item relevance, as we call it) can be different
from the actual relevance and should affect the way we compute the utility of a page. Li
et al. [104] introduced the notion of good abandonment showing that utility can be gained
directly from the SERP without clicks. Chilton and Teevan [30] found that the presence
of specially decorated search results (Answers) might lead to higher abandonment rates
for several query types. In [38, 39] two approaches to query classification were suggested,
where the queries were classified as potential good abandonments, i.e., the queries that
are likely to result in good abandonment. Diriye et al. [63] presented a comprehensive
analysis of causes of (good and bad) abandonments, while Williams et al. [161] and Song
et al. [147] showed how to build a classifier of abandonments.
Mouse Movements
Another important part of related studies concerns mouse movements. It was demonstrated
that there is a strong relation between mouse movement and eye fixation, although
this relation is not trivial [129]. Even though the correlation between eye fixation and
mouse movement is far from perfect, the latter was shown to be a good indicator of user
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attention [118], comparable in quality to eye gaze data. In follow-up work Navalpakkam
et al. [119] showed that mouse movements are not always aligned with eye fixations,
suggesting the idea that this behavior is user-dependent. Based on the idea of eye-mouse
association, a classifier was developed that can predict the fact of an individual user
carefully reading a SERP item [108] and even the satisfaction reported by the user [109],
based on mouse movements. Huang et al. [87] demonstrated that mouse movements can
serve as a strong signal in identifying good abandonments. Diriye et al. [63] showed that
mouse movement data together with other signals can indeed yield an efficient classifier
of good abandonments. Their work also introduced an experimental setup for in-situ
collection of good abandonment judgements. They argued that this is the only way of
collecting ground truth data, as even query owners have difficulties telling the reason for
abandonment if they are asked later.
Click Models
On the overlap between click modeling and mouse movement research Huang et al. [88]
proposed an extended click model that uses mouse interactions to slightly refine an existing
click model. Diaz et al. [62] showed that visually salient SERP elements can dramatically
change mouse movement trails and suggested a model that handles this. Chen and Min
[29] adopted a generative approach to click modeling where relevance, clicks and mousing
were written as noisy functions of previous user actions. They used this approach to
predict CTRs of results on the SERP.
Our work here is different from previous work on good abandonments in that we not only
allow for stopping after a good SERP item, but we account for this in terms of the total
utility accumulated by the user, which brings us closer to the traditional Cranfield-style
evaluation approach. Our work is different from previous work on mouse movements
and click models in that we do not study them separately, but use both as evidence for
locating the user’s attention. On top of that, we explicitly include in our model the notion
of accumulated utility and user satisfaction as well as the possibility to gain utility from
results that were not interacted with.

7.3 Motivation
In this section we demonstrate that the presence of snippets that answer the user query
increases the number of abandonments. That suggests that the user can be satisfied without
a click. A similar study for mobile search was carried out by Arkhipova and Grauer [9],
who performed online experiments and demonstrated that satisfaction might come from
snippets, not just from clicked results.
Chapelle et al. [26] showed that conventional offline metrics such as DCG (Section 3.2.4) have negative correlation with abandonment rate.1 However, the phenomenon
of good abandonments [104] must be taken into account. In all previous works related
to good abandonments authors usually performed human assessments of query-SERP
pairs by asking human raters the following question: “Does the search engine result page
1 They

86

showed a positive correlation with UCTR, which is the opposite of abandonment (Section 3.3).
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p contain an answer to the query q?” Still, it is not completely clear if real users (i.e.,
not raters) notice such an answer and decide to abandon their habit of clicking on search
results. In this section we measure correlation of snippet metrics with user clicks thus
providing evidence for real-word good abandonments.
For this small motivation study we focus on factoid queries: short questions that can
be answered in a search result snippet (annotation). Our idea is to gather judgements of
snippet quality, compute offline metrics that measure a SERP’s quality and then calculate
correlation with click metrics. We start by extracting data from Yandex’s query log. We
keep queries with clear encyclopedic intent, namely queries of the form [X definition],
[what is X], [meaning of X], etc. After that we ask a group of raters to judge each document
snippet with respect to the query:
• Raters should answer Yes if it represents a full and easy-to-read answer to the
question.
• Raters should answer No if it does not contain an answer to the user’s query (even
if an acceptable answer can be found after following the URL).
• Raters should answer Partial if it contains only partial answer to the query. E.g.,
the question is to define some ambiguous term and the snippet explains only one of
its possible meanings. Another example: answer is correct, but not detailed enough
or is not easy to read.
After performing this filtering, we are left with 8,830 judged snippets corresponding
to 883 queries. In order to calculate whole SERP relevance we compute several frequently
used offline metrics (see Sections 3.2 and 6.3.1):2
• Precision at N. We calculate P@10 and P@5 by converting relevance grades to
binary (only Yes-snippets are treated as relevant).
• Average precision (AP). Again, only Yes-snippets are treated as relevant.
• uSDBN. We use uSDBN metric (6.6) also known as “ERR with abandonment
probability” [26, Section 7.2]: We convert direct relevance grades D to probabilities
D
´1
using the mapping: ⇢pDq “ 22Dmax
, as in Section 3.2.4. In our case D P t0, 1, 2u
is a grade assigned by a rater, Dmax “ 2. Similar to Section 6.3.1, we use “ 0.9
as was suggested in [25].
∞n
• Cumulative gain (CG). Non-discounted metric: r“1 ⇢pDr q.
∞n
Dr
´1
• Discounted cumulative gain (DCG). Classic DCG metric: r“1 log2 p1`rq
.
2

Once we have computed quality measures for all the SERPs we compare them to
online click-based metrics.3 The hypothesis is that users tend to click less when SERP is
sufficiently good. First, we perform the following procedure: for each offline metric we
sort queries according to this metric (in ascending order) and split our data set into five
2 We

replace document relevance R by direct snippet relevance D.
are gathered from a Yandex query log collected for the period of three months in 2011. In total, we
have 137,010 query sessions.
3 Clicks
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Figure 7.2: Pearson correlation between CTR and SERP quality.

Figure 7.3: Pearson correlation between abandonment rate and SERP quality.
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Table 7.1: Pearson correlation between SERP quality metrics and abandonment rate.
P@10

P@5

AP

CG@10 CG@5 DCG

uSDBN

CTR
´0.154 ´0.142 ´0.111 ´0.190 ´0.182 ´0.195 ´0.186
Aband. (whole dataset) ´0.010 ´0.003 ´0.041 `0.023 `0.022 `0.012 ´0.021
Aband. (best 40%)
`0.150 `0.074 `0.006 `0.114 `0.084 `0.084 `0.078
bins of equal size, each bin contains one fifth of all instances. For that experiment we use
only two offline metrics: uSDBN and DCG. Other metrics are too discrete and hard to
split to equal bins. We examined two click metrics, namely abandonment rate and total
CTR, (see Section 3.3). The results are presented in Figures 7.2 and 7.3.
From these plots we can draw several conclusions. First, we can see that overall page
CTR decreases with better snippets’ quality, i.e., better SERPs need fewer clicks. Second,
we conclude that users tend to abandon more the SERPs that contain very informative
snippets.
We then look at the CTR metric for the whole dataset and find substantial negative
correlation with all SERP quality metrics. For abandonment rate we compute correlation
for the whole dataset and also use another approach where we leave only well-performing
queries, i.e., best 40% of the queries according to a particular offline metric. The intuition
is that those queries are more likely to result in good abandonments and we expect to see
positive correlation with abandonment rate, whereas it could be negative for the whole
dataset. The results are summarized in Table 7.1 and, indeed, confirm our intuition.
Results presented in this section can be considered as a justification of the existence of
real good abandonments in the real Web. Moreover, we claim that asking the raters to
judge the snippets for direct snippet relevance is useful in determining user satisfaction.
In the next section we take this motivation on board and present a new user model and a
corresponding evaluation metric.

7.4 Model
Let us first describe the clicks, attention and satisfaction (CAS) model that we are going
to use. It is a model of user behavior on a SERP that has three components:
• an attention model;
• a click model; and
• a satisfaction model.
The model is visualized in Figure 7.4. Each SERP item k gives rise to a feature vector
'
~ k that determines the examination event Ek . After examination the user may or may
not click through (Ck ). Then the examined and clicked documents contribute to the
total utility, which, in turn, determines satisfaction (S). We describe each of the three
components in the following sections.
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Figure 7.4: Diagram of the CAS model.
We should note here that we train a relevance-based click model, where the click
probability depends on the relevance label assigned by the raters and not on the document
itself, just as we did in Chapter 6. A classical click model can also be trained (from a bigger
dataset) and compared using click likelihood similar to what we did in Chapter 5. However,
we still need a relevance-based model to build an evaluation metric (Sections 7.5 and 7.7.2).

7.4.1 Attention (Examination) Model
Diaz et al. [62] suggested a model that predicts mouse transitions between different
elements of the SERP. While mousing can be used as a proxy for user attention focus [77,
119, 129], we observe in our data entire classes of sessions where mouse tracks and
attention areas are substantially different, while others are not.4 Hence, we cannot fully
reconstruct the attention transition path. That is why, unlike [62], we train a pointwise
model of user attention:
P pEk “ 1q “ "p~
'k q,
(7.1)
where k is an index referring to one of the items comprising the SERP (result snippets,
weather results, knowledge panels, etc.), Ek is a random variable corresponding to the
user examining item k, '
~ k is a vector of features indexed by the item k, and " is a
4 For instance, currency conversion queries like, e.g., [12 EUR in CHF] often result in no mousing at all, yet
the user reports satisfaction. Similar patterns of discrepancy between mousing and attention were also reported
by Rodden et al. [129].
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function converting a feature vector into a probability. The features we use are presented
in Table 7.2.
Table 7.2: Features used by the attention model of CAS.
Feature group Features
rank
CSS classes
geometry

# of features

user-perceived rank of the SERP item (can be different from k)
SERP item type (Web, News, Weather, Currency,
Knowledge Panel, etc.)
offset from the top, first or second column (binary),
width (w), height (h), w ˆ h

1
10
5

The function that converts feature vectors into probabilities is a logistic regression. Instead
of training it directly from mouse movement data, which is only a part of the examined
items, we train it in such a way that it optimizes the full likelihood of the data, which
includes not just mouse movement, but also clicks and satisfaction labels. More on this in
the following sections.

7.4.2

Click Model

For our click model we use a generalization of the position-based model (PBM) (Section 3.1.2), at the core of which lies an examination hypothesis, stating that in order to be
clicked a document has to be examined and attractive:
P pCk “ 1 | Ek “ 0q “ 0

P pCk “ 1 | Ek “ 1q “ ↵uk ,

(7.2)
(7.3)

where Ck is a random variable corresponding to clicking the k-th SERP item, ↵uk is the
attractiveness probability of the SERP item uk . Unlike the classic PBM model, where
examination is determined by the rank of the SERP item, in our model we use a more
general approach to compute the examination probability P pEk “ 1q, as described
in Section 7.4.1.

7.4.3

Satisfaction Model

Next, we propose a satisfaction model. As we saw in Section 7.3 user satisfaction may
come from clicking a relevant result, but also from examining a good SERP item. We
also assume that satisfaction is not a binary event that happens during the query session,
but has a cumulative nature. In particular, we allow the situations where after examining
a good document or a good SERP item the user may still continue the session. This
assumption is supported by data that we collected from raters. After looking at a SERP
item (referred to as “summary extracted from a bigger document” in the instructions), our
raters were asked whether they think that “examining the full document will be useful
to answer the question Q” and if so, what the reason is. While looking at the reasons
specified by the raters we found out that 42% of the raters who said that they would click
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through on a SERP, indicated that their goal was “to confirm information already present
in the summary,” which implies that the summary has an answer, yet the users continue
examining it.
To put these ideas into a model, we assume that each relevant document or SERP item
that received a user’s attention contributes towards the total utility U gained by the user:
ÿ
ÿ
~ k q ` P pCk “ 1quR pR
~ k q,
U“
P pEk “ 1quD pD
(7.4)
k

k

~ k and R
~ k are vectors of rater-assigned labels of direct SERP item relevance and
where D
full document relevance, respectively; uD and uR are the transformation functions that
convert the corresponding raters’ labels into utility values. To accommodate variable
ratings from different raters, we assume uD and uR to be linear functions of the rating
histogram with weights learned from the data:
~ k q “ ~⌧D ¨ D
~k
uD pD
~ k q “ ~⌧R ¨ R
~ k,
uR pR

(7.5)
(7.6)

~ k and R
~ k are assumed to be histograms of the ratings assigned by the raters.
where D
We have three grades for D (see Figure 7.7, question 2) and four relevance grades for R
(Irrelevant, Marginally Relevant, Relevant, Perfect Match); the vectors have corresponding
dimensions.
Then, we assume that the probability of satisfaction depends on the accumulated utility
via the logit function:
P pS “ 1q “ p⌧0 ` U q “

1
,
1 ` e´⌧0 ´U

where ⌧0 is a constant intercept value.
Finally, we can write down the satisfaction probability as follows:
˜
¸
ÿ
ÿ
~
~
P pS “ 1q “
⌧0 ` P pEk “ 1quD pDk q ` P pCk “ 1quR pRk q .
k

(7.7)

(7.8)

k

7.4.4 Model Training
To be able to train the CAS model we make a further assumption that the attractiveness
~ k assigned by the raters:5
probability ↵uk depends only on the relevance ratings R
´
¯
~ kq “
~k .
P pCk “ 1 | Ek “ 1q “ ↵pR
↵0 ` ↵
~ ¨R
(7.9)

Since the function ↵ has to yield a probability, we set it to be a logistic regression of the
rating distribution.
Now that we have the model fully specified, we can write the likelihood of the observed
mouse movement, click and satisfaction data and optimize it using a gradient descent
5 We also tried collecting separate attractiveness labels with the crowd worker, but the data appeared to be too
noisy due to the subjective nature of the question; see Section 7.6.2 for more details.
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method. We use the L-BFGS algorithm [107], which is often used for logistic regression
optimization. It has also been shown to be robust to correlated features [114].
One important thing to note is that while computing the satisfaction probability (7.8)
as part of the likelihood expression, the values of click probabilities are always either 0
or 1, while the value of the examination probability can be either 1 if there is a mouse
fixation or it is computed using (7.1) if there is no mouse fixation on the SERP item.

7.5 Search Evaluation Metric
Now that we have described a model of the user’s behavior on a SERP, we can use this
model to build an evaluation metric. Once the parameters of the model are fixed, it can
easily be re-used for any new search ranking or layout change. This is very important
when working on improving a search engine and allows for quick iterations.
Assume that we have the following judgements about the SERP items from human
raters (cf. [33]):
1. direct SERP item relevance Dk ; and
2. topical relevance Rk of the full document (assigned after clicking and examining
the full document).
Assume further that we have trained the model as explained in Section 7.4.4. Now we can
simply plug in the relevance labels and the model parameters in equation (7.4) to obtain
the utility metric:
´
¯
ÿ
~ k q ` ↵pR
~ k quR pR
~ kq .
U“
"p~
'k q uD pD
(7.10)
k

Note that after the parameters have been estimated and fixed, only the raters’ judgements
and layout information are used to evaluate system performance. This way we ensure the
scalability and re-usability of the Cranfield-style offline evaluation.

7.6 Experimental Setup
First, let us repeat the research questions for this chapter:
RQ4.1 Does a model that unites attention and click signals give more precise estimations
of user behavior on a SERP and self-reported satisfaction? How well does the
model predict click vs. satisfaction events?
RQ4.2 Does an offline evaluation metric based on such a model show higher agreement
with user-reported satisfaction than conventional metrics such as DCG?
Our first research question RQ4.1 requires that we build a model and evaluate it on selfreported satisfaction. That prompts us to collect a log of user actions. See Section 7.6.1.
Similarly, for the second question RQ4.2 we need to have judgements from independent
raters and we use crowdsourcing for it. See Section 7.6.2.
Below we carefully describe each step of our data collection to facilitate reproducibility.
Then we detail the baseline models and the way we evaluate the models.
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Figure 7.5: Search satisfaction questionnaire.

7.6.1 In-situ Data Collection
First of all, we set up a proxy search interface that intercepts user queries to a commercial
search engine and collects click and mouse movements data. Our log collection code
is based on the EMU.js library by Guo and Agichtein [76]. The interface was used by
a group of volunteers who agreed to donate their interaction data. The design of the
experiment was also reviewed by the Ethical Committee of the University of Amsterdam.
In our experiments we only use the queries that were explicitly vetted by the owners as
not privacy sensitive using the log management interface we provide; see Figure 7.6.6
We should also stress here, that unlike laboratory settings, the search experience was not
changed: the user received the same list of results and interacted with them in the same
way as if they were using the underlying search system in the normal manner.
Occasionally we showed a pop-up questionnaire asking users to rate their search
experience upon leaving the SERP; see Figure 7.5. To avoid showing it prematurely, we
forced result clicks to open a new browser tab. Through this questionnaire we collected
explicit satisfaction labels that we later used as ground truth to train and evaluate the CAS
model.
Each user saw the pop-up questionnaire no more than ten times a day and only for 50%
of the sessions. The questionnaire was equipped with “mute buttons” that allowed the
user to disable the questions for one hour or 24 hours. We assume that this questionnaire,
if not shown overly frequently, would not seriously affect the overall user experience. A
similar setup was used in [63].
6 Our code, including modifications to EMU.js, is available at https://github.com/varepsilon/
cas-eval.
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Figure 7.6: Log management interface for experiment participants.
Table 7.3: Data collected with the search proxy.
# of participants
# of shared sessions (queries)
# of shared sessions with satisfaction feedback

12
2,334
243

The parameters of the dataset are summarized in Table 7.3.

7.6.2

Crowdsourcing Data Collection

As a second stage of our experiment we asked crowdsourcing raters (“workers”) to assign
(D) and (R) labels (see Section 7.5) by showing them SERP items or corresponding web
documents and asking the following questions:
(D) Does the text above answer the question Q?
(R) Does the document that you see after clicking the link contain an answer to the
question Q?
For the first question we showed only the part of the SERP corresponding to a single
SERP item and no clickable links. For the second one we only showed a link and required
the workers to click it. Moreover, the above two tasks were run separately so the chances
of raters confusing the two tasks were quite low. When comparing the most common (D)
and (R) labels assigned for each document, they show Pearson correlation values of 0.085
and Spearman correlation values of only 0.094, which proves that they are quite different.
Originally, a third question was also included to collect attractiveness labels (“(A)ratings”) to be used instead of (R) relevance in (7.9). It ran as follows: “Above is a
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Table 7.4: Data collected via crowdsourcing. We sent for rating all the sessions with
satisfaction feedback (Table 7.3) apart from non-English queries.

# of workers
# of ratings
# of snippets/documents rated

(D)
1,822
23,000
2,180

(R)
951
22,056
2,180

summary extracted from a bigger document. Do you think examining the full document
will be useful to answer the question Q?” However, this proved to be a very subjective
question, and attractiveness labels collected this way were less useful as click predictor
compared to relevance labels (R). To be precise, the average (A)-rating for the clicked
results was 0.82, while it was 0.84 for non-clicked (0.02 standard deviation for both). For
the (R)-ratings the corresponding numbers were as follows: 2.29 (standard deviation of
0.29) for clicked and 2.19 (standard deviation of 0.31) for non-clicked. That proves that
(R) serves better as a click predictor.
From preliminary runs of the crowdsourcing experiment we learned that the crowd
workers rarely pay attention to the detailed instructions of a task, so we decided against
using terms like “query” (we used question instead) or “snippet” (we referred to it as
text or summary). After several iterations of improving the task we also decided to ask
the raters to provide justifications for their answers. We later used this as an additional
signal to filter out spammers (see Section 7.9), but it can also be used to understand more
about the complexity of individual questions or the task as a whole [10]. One application
for the data collected in this way we already saw when we discussed the satisfaction
model in Section 7.4.3. Another analysis that we ran was to identify potential good
abandonments, i.e., queries that may be answered directly on a SERP [104]. We found
out that, even though the raters often disagree with themselves,7 the queries that were
marked as potential good abandonments most often by the raters, were all labeled as such
in an independent rating.
An example of the task interface is shown in Figure 7.7. We used the CrowdFlower
platform, which was the only platform we could use at the time due to the regional
limitations of the other platforms mentioned in Section 2.4. Workers were paid $0.02
per task to keep the hourly pay above $1, above the minimum wage in the author’s home
country8 and a psychological threshold for the raters to treat it as a fair pay.9
The key parameters of the dataset that we collected in this manner are summarized
in Table 7.4.10 After removing ratings coming from spammers (see Appendix 7.9) and
sessions that are labeled as something other than “I am satisfied” or “I am not satisfied”
7 Approximately

30% of the raters said that a query is both a potential good and bad abandonment when a
slightly different wording was used (or indicated that a potential bad abandonment query has an answer on a
SERP).
8 7,500 per month as of 01.01.2017 (http://www.consultant.ru/document/cons_doc_LAW_
198850/), roughly equivalent to 50 or $0.80 per hour after accounting for state holidays and vacation days.
9 The workers were shown an optional survey at the end of the task where they rated “Pay” from 3.2 to 3.5
(out of 5).
10 The anonymized version of the dataset can be obtained at http://ilps.science.uva.nl/
resources/cas-eval.
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Figure 7.7: Crowdsourcing task for assigning direct relevance label (D) plus some additional questions.
(see Figure 7.5) we are left with 199 query sessions. Of those, 74% were marked as
satisfactory; 12% (24 items) of the SERPs are heterogeneous, meaning that they have
something other than “ten blue links.” For these 199 queries we have 1,739 rated results.
If an item does not have a rating, we assume the lowest rating 0, although more advanced
approaches exist [11, 20].

7.6.3

Baseline models/metrics

To evaluate our CAS model, we implement the following baseline models:
• the user browsing model (UBM) (Section 3.1.5) that was shown to yield a metric
that is well correlated with user signals (see Chapter 6);
• the position-based model (PBM) (Section 3.1.2), a robust model with fewer parameters than UBM, yet a powerful one (see Chapter 5);
• the random model that predicts click and satisfaction with fixed probabilities.11
11 Note that this model is different from the random click model (RCM) introduced in Section 3.1.1 in that it
learns not only the probability of click, but also the probability of satisfaction.
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Apart from these, we also included the following metrics:
• the discounted cumulative gain (DCG) metric (Section 3.2.4); and
• the utility-based UBM metric (uUBM), the metric that showed the best results
in Chapter 6. It is similar to the above UBM model, but parameters are trained not
on our dataset (Table 7.4), but on a much bigger dataset (see Chapter 6).
This way we include both non-model-based (DCG) and model-based metrics (the rest),
but also locally trained models (UBM, PBM) as well as the uUBM model trained on a
different dataset.
To test stability of our results we employ 5-fold cross-validation that we restart 5
times, each time reshuffling the data, see Algorithm 7.1. Thus, we have 25 experimental
outcomes that we aggregate to assess significance of the results.
Algorithm 7.1 T Q-fold cross-validation.
1:
2:
3:
4:
5:
6:
7:
8:
9:

procedure TQF OLD(dataset D, T repetitions, Q folds)
N – sizepDq
for i – 1 to T do
D – RandomShu✏epDq
for j – 1 to Q”do
ı
N
Dtest – D N
pi
´
1q
.
.
.
i
Q
Q
Dtrain – DzDtest
train on Dtrain
evaluate on Dtest

7.7 Results
Below we report results on comparing the CAS model and corresponding evaluation
metric to other models and metrics, respectively.

7.7.1 Evaluating the CAS Model
We evaluate the CAS model by comparing the log-likelihood values for different events,
viz. clicks and satisfaction. We also analyse the contribution of different attention features
introduced in Table 7.2.
Likelihood of clicks
First, we would like to know how the CAS model compares to the baseline models in
terms of log-likelihood. Figure 7.8 shows the likelihood of clicks (Section 5.2) for different
models. On top of the CAS model described above, we include three modifications of it:
• CASnod is a stripped-down version of CAS that does not use (D) labels;
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• CASnosat is a version of the CAS model that does not include the satisfaction
term (7.8) while optimizing the model; and
• CASnoreg is a version of the CAS model that does not use regularization while
training.12
As we can see from Figure 7.8, the difference between different variants of CAS is
minimal in terms of click log-likelihood. UBM and PBM show better log-likelihood
values on average, with PBM being more robust. There are two reasons for CAS to
underperform here. First, it is trained to optimize the full likelihood, which includes
moused results and satisfaction, not just the likelihood of clicks. As we will see later, CAS
shows much better likelihood for satisfaction, more than enough to make up for a slight
loss in click likelihood. Second, the class of models for examination and attractiveness
probabilities we have chosen (logistic regression) may not be flexible enough compared
to the arbitrary rating-to-probability mappings used by PBM and UBM. While similar
rating-to-probability mappings can be incorporated into CAS as well, it makes the training
process much harder and we leave it for future work.
Likelihood of satisfaction
Next, we look into the log-likelihood of the satisfaction predicted by the various models;
see Figure 7.9. For the models that do not have a notion of satisfaction (CASnosat, UBM,
PBM, uUBM), we use the sigmoid transformation of the utility function, which, in turn,
is computed as the expected sum of relevance of clicked results (see [42]). However, all
such models turn out to be inferior to the random baseline. This finding supports the
idea of collecting satisfaction feedback directly from the user instead of relying on an
ad-hoc interpretation of utility which may be quite different from the user’s perception of
satisfaction.
By comparing the results for CAS vs. CASnoreg in Figure 7.9 we also see that
regularization leads to a more stable satisfaction prediction likelihood, which is, however,
lower on average. If we have a large sample of data that is representative of the user
population, regularization may as well be omitted. By comparing the performance of
CAS vs. CASnod we can also see that the lack of (D) ratings clearly hurts the model’s
performance as it can no longer explain some utility that is directly gained from the SERP.
Analyzing the attention features
Finally, we look at the features used by the attention model (Table 7.2). If we exclude
some of these features we obtain the following simplified versions of the CAS model:
• CASrank is the model that only uses the rank to predict attention; this makes
the attention model very similar to PBM and the existence of the satisfaction
component (7.8) is what makes the biggest difference;
• CASnogeom is the model that only uses the rank and the SERP item type information but does not use geometry; and
12 All

other models are trained with L2 -regularization.
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Figure 7.8: Log-likelihood of the click data. Note that uUBM was trained on a different
dataset.

Figure 7.9: Log-likelihood of the satisfaction prediction. Some models here always have
log-likelihood below ´0.8, hence there are no boxes for them.
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(a) Clicks.

(b) Satisfaction.

Figure 7.10: Feature ablation for the attention model: log-likelihood of the click prediction
(a) and the satisfaction prediction (b) for vanilla CAS as well as stripped-down versions
of it.
• CASnoclass is the model that does not use the CSS class features (SERP item
type).
We compare these models to the vanilla CAS and CASnod models in terms of loglikelihood of click and satisfaction prediction as we did above for the baseline models.
The results are shown in Figures 7.10(a) and 7.10(b). What we can see from these plots
is that excluding (D) labels (CASnod) almost does not affect click prediction accuracy, but
it does substantially hurt the satisfaction prediction. This is expected as these labels are
only used in the satisfaction formula (7.8). On the other hand, removing geometry features
(CASnogeom, CASrank) hurts click prediction the most, while having a less prominent
impact on satisfaction prediction. Finally, removing CSS class features (CASnoclass) has
a small effect on both click and satisfaction prediction, but much smaller than removing
geometry affects click prediction or removing (D) labels affects satisfaction prediction.
In this section we showed that the CAS model predicts clicks slightly worse than the
baseline models, albeit at roughly the same level. When it comes to predicting satisfaction
events, the baseline models show much lower log-likelihood values, the only comparable
performance is shown by the random model, but it performs worse than CAS. In terms
of incorporating satisfaction into our models, we demonstrated that it is necessary to do
so in order to beat the random baseline on the log-likelihood of satisfaction (CASnosat
is always worse than the baseline) and the (D)-labels play an essential role for model
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Table 7.5: Correlation between metrics measured by average Pearson’s correlation coefficient.

CASnod
CASnosat
CASnoreg
CAS

CASnosat

CASnoreg

CAS

UBM

PBM

DCG

uUBM

0.593

0.564
0.664

0.633
0.715
0.974

0.470
0.707
0.363
0.377

0.487
0.668
0.379
0.394

0.546
0.735
0.417
0.440

0.441
0.684
0.341
0.360

0.814

0.972
0.906

0.882
0.965
0.943

UBM
PBM
DCG

accuracy: CASnod shows lower log-likelihood than the CAS. This answers our first
research question RQ4.1.

7.7.2 Evaluating the CAS Metric
Now we evaluate the metric derived from the CAS model and described in Section 7.5. To
do this we compute correlations with baseline metrics and with user-reported satisfaction.
Correlation between metrics
Table 7.5 shows the average Pearson correlation between utilities produced by different
metrics averaged across folds and repetitions of the cross-validation procedure. As we
can see, metrics from the CAS family are less correlated with the baseline metrics than
they are with each other. The highest level of correlation with the baseline metrics among
the CAS metrics is achieved by CASnosat, the metric that does not explicitly include
satisfaction in the user model. This is expected as its model is close to PBM. Another
observation from Table 7.5 is that CASnod is also quite different from the baseline metrics,
but not as much as CASnoreg and CAS, which, again, shows that including (D) relevance
labels (direct snippet relevance) makes the metric quite different.
Correlation with user-reported satisfaction
Figure 7.11 shows the Pearson correlation between the utility induced by one of the
models and the binary satisfaction labels reported by the user. As we can see from the plot,
the metric induced by the CAS model shows the best Pearson correlation values, despite
the fact that it was trained to maximize the full likelihood of the data, not just to predict
satisfaction. Correlation is always above zero for metrics based on CAS and CASnoreg,
but for the metrics based on CASnod and CASnosat the correlation can be negative,
which, again, reinforces the importance of the (D) labels and the explicit satisfaction
component in the model. While comparing CAS to the baseline models, we observed that
the correlation values for the CAS-based metrics are at least 0.14 higher on average.
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Figure 7.11: Pearson correlation coefficient between different evaluation metrics and the
user-reported satisfaction.
Modern SERPs
To prove that the CAS model is especially useful in case of heterogeneous SERPs we
perform the following experiment. We take a stratified random split of the dataset
into training and testing, where the test set contains 1{24 of the data and exactly one
heterogeneous SERP.13 We then compute utility of this one SERP using the metric
trained on the train set and compare it to the satisfaction label for the corresponding
session. This process is repeated 20 times and the Pearson correlation of the utilities and
satisfaction labels is computed. Results are reported in Figure 7.12. We see that the CAS
and CASnoreg metrics show much higher correlation with the user-reported satisfaction
than the other metrics.
Analyzing the attention features
Similar to our analysis in Section 7.7.1 we perform an ablation study, this time to compare
vanilla CAS to CASrank, CASnogeom, CASnoclass and CASnod in terms of how well
the metrics induced by them are correlated with user-reported satisfaction. The results are
shown in Figure 7.13.
As can be see from the plot, removing the class features reduces correlation only a
little (CAS vs. CASnoclass). We hypothesize that the reason for this is that in our dataset
only 12% of the SERPs have non-trivial SERP items. Removing geometry features
(CASnogeom) or both geometry and class features (CASrank) already makes the metric
13 As

we mentioned in Section 7.6.2, our dataset contains 24 such SERPs.
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Figure 7.12: Pearson correlation coefficient between utility of heterogeneous SERP and
user-reported satisfaction.

Figure 7.13: Feature ablation for the attention model: Pearson correlation coefficient
between different variants of the CAS metric and users’ satisfaction.
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perform worse, suggesting that these features are crucial for modeling the user’s attention
on a modern SERP. Finally, the worst performing metric is CASnod which does not use
the (D)-labels. The performance drop is much higher than for the models discussed above,
which shows that attention features are important for satisfaction prediction, but having
(D)-labels brings more to the table. This is consistent with the analysis of the results
reported in Figure 7.10(b).
In this section we showed that the metric based on the CAS model differs substantially
from the baseline metrics, but less so if the model does not include (D) labels or disregards
the satisfaction term altogether. More importantly, the CAS metric is not just different
from the baseline metrics, it also shows better correlation with the satisfaction reported by
users. So, indeed, incorporating satisfaction yields a new and interesting metric, which
answers RQ4.2.

7.8 Conclusion
In this chapter we presented a model of user behavior that combines clicks, attractiveness
and satisfaction in a joint model, which we call the CAS model. A method to estimate
the parameters of the model and a Cranfield-style offline evaluation metric based on this
model were proposed. We also described the crowdsourcing setup to collect labels for
individual documents.
As was demonstrated, the model (cf. RQ4.1) conceived in this way can be used as a
robust predictor of user satisfaction without sacrificing its ability to predict clicks. We
have also shown that decoupling satisfaction from attention and clicks leads to inferior
satisfaction prediction without gain in predicting clicks.
In addition, a metric was presented (cf. RQ4.2) that can be used for offline search
system evaluation, an important component of ranking development. The CAS metric with
parameters trained from user data consistently shows correlation with satisfaction, unlike
traditional metrics. Moreover, the metric is quite different, suggesting that including it
into one’s evaluation suite may lead to a different view on which version of the ranking
system is better.
Future directions. First of all, we would like to acknowledge some limitations of the
study presented in this chapter. Our dataset is small compared to the typical datasets used
for training click models (cf. Sections 4.4 and 5.4.1) and may be somewhat biased in
terms of query distribution since most of the users whose data was used have a computer
science background. It would be preferable to collect such data at a bigger scale. One
direction for future work would be to train the CAS model on heterogeneous data, where
potentially a bigger dataset with clicks and mousing is supplemented by a smaller one
with satisfaction labels.
Feature engineering for the attention model also was not comprehensive and was not a
goal of this chapter. One may add more saliency features to detect the users’ attention or
even train separate skimming and reading models [108].
Another challenging part in our setup is the use of crowd workers. It would be
interesting to run a study with trained raters and learn how to extrapolate it to the crowd,
by adjusting the instructions and filtering the spammers in a more automated fashion than
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Table 7.6: Filtered out workers and agreement scores for remaining workers.

label

% of workers
removed

% of ratings
removed

Cohen’s
kappa

Krippendorff’s
alpha

(D)
(R)

32%
41%

27%
29%

0.339
0.348

0.144
0.117

we have used [95]. There is also a noticeable difference between raters and the users. For
example, Liu et al. [109] claim that the raters pay more attention to the effort required to
complete a task, while the users care more about utility. Also, the ratings assigned by the
owners of the query are different from the ones assigned by other people [31].
Mobile search evaluation [78, 86] is another facet of future work. As we mentioned
in the introduction, navigating away from a SERP is more expensive there, so users tend
to gain utility directly from the SERP and the search engines add more ways to aid this
behavior. It would be interesting to see how we can leverage additional attention signals
to adapt the CAS model for mobile settings.
While the experiments presented in this chapter have limitations, we view them as a
motivation to move away from the ten blue links approach and adopt an evaluation metric
that uses rich features and relevance signals beyond traditional document relevance. We
also call for releasing a dataset that would allow for a more comprehensive evaluation
than currently provided by TREC-style evaluation setups.
In the current chapter and the one before we talked about offline quality evaluation based
on expert ratings. Next, in Chapter 8 we are going to look at a different type of evaluation,
namely online interleaving evaluation, and show how it can be adjusted for modern
SERPs.

7.9 Appendix: Filtering Spammers
To identify spammers, we use free-text fields where the raters were asked to copy text from
the snippet or full document to support their relevance ratings. If the text was not copied
from the snippet (in case of direct snippet relevance) or contained gibberish words, we
add this worker to the list of suspicious workers. After each batch of tasks sent for ratings
was finished, we manually review lowest scoring workers according to those metrics and
ban them from the future tasks.14 We also ignore workers with fewer than three ratings
following [10]. In total, we ignore ratings coming from 698 workers out of 2,185, which
corresponds to 27% of direct snippet relevance ratings (D) and 29% of relevance ratings
(R), see Table 7.6.
To measure worker disagreement we report average Cohen’s kappa [58] as well as
Krippendorff’s alpha [103]. The numbers are reported in Table 7.6. As we can see, the
agreement numbers are rather low, which shows that there is still a big variation of opinions.
14 Manual examination of the worker’s ratings before banning is enforced by the crowdsourcing platform that
we used.
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Fortunately, our model is able to accommodate this by taking the histogram of ratings and
not just a single number coming from averaging or majority vote; see (7.5), (7.6) and (7.9).
We also experimented with worker-worker and worker-task disagreement scores [10],
the method of cleaning the data where workers that disagree with too many other workers
on either global or per-item level are removed from the data. We explored different
thresholds on disagreement scores and managed to improve overall agreement measured
by Cohen’s kappa and Krippendorff’s alpha, which was expected, but it did not improve
the final results (Section 7.7). Presumably, the reason for that was that there were
always enough careless workers that consistently gave wrong answers and showed good
agreement with each other, and the method based on worker disagreement was not able to
catch them. Moreover, some disagreement is natural in such a subjective task; reducing it
does not necessarily improve quality.
Finding a good balance between data quantity and data quality is a topic for a different
discussion and is outside the scope of this chapter. Changing the settings for spammer
filtering to very aggressive (removing all workers that made at least one mistake thus
filtering out over 75% of the ratings) or to very permitting (no spammer filtering) gives
rise to models with inferior performance both in terms of likelihood of clicks/satisfaction
and the correlation of utility and user-reported satisfaction.
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Online Evaluation of Modern Search:
Interleaving
Unlike the previous two chapters, here we focus on online evaluation where a system’s
quality is inferred from real users’ interactions with a live search system. As we said in the
introduction, modern SERPs are intrinsically heterogeneous and thus create challenges
for us when we try to interpret user behavior. An additional problem arises for so-called
interleaving methods—by mixing results from two different SERPs one can easily break
the desired web layout in which vertical documents are grouped together, and hence affect
the user experience, potentially in a negative way.
In this chapter we conduct an analysis of different interleaving methods as applied
to modern heterogeneous SERPs. In addition to conventional interleaving methods,
we propose two vertical-aware methods: one derived from the widely used team-draft
interleaving method by adjusting it in such a way that it respects vertical document
groupings, and another based on the recently introduced optimized interleaving framework.
We show that our proposed methods are better at preserving the user experience than
existing interleaving methods while still performing well as a tool for comparing ranking
systems. For evaluating our proposed vertical-aware interleaving methods we use real
world click data as well as simulated clicks and simulated ranking systems.
Our main research questions are as follows:
RQ5.1 Influence on the user experience. What effect do different interleaving methods—
both conventional and newly introduced vertical-aware—have on the user experience in the case of complex SERPs? Do any of these methods run the risk of
degrading the quality of the results or altering the user experience?
RQ5.2 Correctness and sensitivity. Do different interleaving methods always draw
correct conclusions about the better system? How fast, in terms of the number of
impressions and amount of feedback needed, can they detect that one aggregated
search system is to be preferred over another?
RQ5.3 Unbiasedness. Do the interleaving methods that we consider provide a fair and
unbiased comparison, or do some of them erroneously infer a preference for one
aggregated search system over another in situations where implicit feedback is
provided by a randomly clicking user?
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In order to answer RQ5.1 we consider different pairs of SERPs and analyse the effect on
the user experience imposed by the interleaving methods that we consider. We analyze
a scenario where the aggregated result pages are allowed to have multiple blocks that
originate from different verticals. In addition to evaluating visual changes, we add an
evaluation of the quality of the interleaved list as captured by both click metrics and offline
rater-based metrics. When evaluating visual changes we aim at preserving the usual user
experience and alter it as little as possible. When we look at offline or online metric-based
quality, we want to make sure that we do not degrade the user experience.
RQ5.2 concerns the ability of an interleaving method to correctly capture the difference between two rankers by using the minimal amount of implicit user feedback. We
analyze the ability to notice strong differences between rankers (formulated in terms of
Pareto dominance), as well as subtle differences reported by offline and online quality
metrics (including those specific to aggregated search).
Finally, to answer RQ5.3 we check that none of the evaluation methods infer statistically significant preferences when we assume a randomly clicking user.

8.1 Introduction
There is a general trend to aggregate search results from different verticals (e.g., News,
Image, Video) and present them in one search result page together with “general web” or
“organic web” results. This new search paradigm is called aggregated search or federated
search and has been adopted by all major commercial search engines. As much as one
third of all queries have an intent that can be answered by a specific vertical, whereas 10%
to 30% of the queries require at least two different types of vertical. This was first pointed
out in a study by Arguello et al. [5], where human editors found at least two relevant
verticals for 30% of the queries in a random sample of Yahoo! Search1 queries. More
conservative estimations from other search engines were later reported by Chen et al. [28]
and Styskin [152]. With respect to presentation style, it has become standard to group the
results coming from the same vertical and present them as one coherent block. As was
shown by Dumais et al. [68], presenting results in a grouped manner simplifies browsing
result lists and helps users to navigate faster.
As web search engines constantly evolve, their quality needs to be evaluated. Interleaving [90, 91] is an evaluation method for comparing the relative quality of two ranking
systems. Users are presented with a mixed or interleaved list of results from both rankings
and the users’ clicks are used to determine which system is better. Interleaving methods
have proved to be an efficient tool; they allow us to identify the preferred system from
user clicks faster than other methods such as A/B-testing [127].
How can interleaving methods be used to measure the quality of aggregated search
systems that combine web and vertical results? We want to achieve the efficiency of
conventional interleaving methods while preserving the conventional aggregated search
user experience, in which vertical results are organized in blocks. In this chapter we
propose several extensions of interleaving methods to handle complex heterogeneous
search engine result page comprising results from different verticals.
1 https://search.yahoo.com
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The rest of the chapter is organized as follows. We discuss related work in Section 8.2.
In Section 8.3 we introduce conventional interleaving methods and their limitations as
applied to modern search result pages. In Section 8.4 we present two vertical-aware
interleaving methods capable of dealing with not just one but many vertical blocks of
different types. Section 8.5 describes the experimental setups that we use and discuss their
strengths and weaknesses. In Sections 8.6, 8.7 and 8.8 we address the research questions
formulated above. We conclude in Section 8.9.

8.2 Related Work
Two lines of research relate to this work. One focuses on evaluating aggregated SERPs
using different evaluation paradigms. The other explores utilizing interleaving methods
for evaluating search rankings.
Vertical Search
Vertical or aggregated search deals with presenting results from different verticals in one
unified interface. We discuss the foundations of it in Section 2.2.
Evaluation of aggregated search is a complex and challenging problem as there is
a variety of compounding factors. Four key components of aggregated search have the
main influence of the user’s experience: vertical selection (VS), vertical diversity (VD),
item selection (IS), result presentation (RP) (cf. Section 5.3). Vertical selection and
diversity deal with deciding which set of diverse verticals are implicitly intended by a
query. Item selection deals with selecting a subset of items from each vertical to present
on the aggregated page. Result presentation deals with organizing and embedding the
various types of result on the result page.
There is a growing body of work on evaluating aggregated search. Relatively early
work considered VS to be the main criterion of evaluation and much of the research [5,
172] aimed to measure the quality of the set of selected verticals, compared with an
annotated set obtained by collecting manual labels from assessors underlying different
assumptions [173, 175].
In later work, to evaluate both VS and RP, Arguello et al. [8] proposed to use pairwise
preference evaluation to rank the vertical blocks for a given query. Targeting a similar
objective, Ponnuswami et al. [122] described the process of manual assessments of both
vertical and organic documents, and proposed a click-based assessment of vertical block
placement similar to Joachims [90]. However, they neither discussed the combined effect
of these two ranking aspects nor suggested a way to compare vertical documents inside
one block to each other (IS). Most of these evaluation methods assumed that the vertical
block was atomic, i.e., it was considered to have no internal structure. However, this is
not always the case. For example, a news block usually contains a list of headlines. Each
of them can be judged separately and compared to organic web results.
Recently, Zhou et al. [171] followed the Cranfield paradigm (Section 2.4) and proposed
an evaluation framework for measuring aggregated search quality by modeling all, or a
subset, of the four aggregated search key components discussed above (VS, VD, IS and
RP). The main differences between these proposed metrics are the way they model each
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factor and the way they combine them. A list of diversity metrics such as ↵-NDCG [52]
was also adapted to evaluate aggregated search. By meta-evaluating those metrics on
their reliability and intuitiveness, Zhou et al. [174] concluded that the ASRBP [171] was
the preferred metric. Similar to [171], we aim to capture the four key components of
aggregated search together when we conduct our evaluations. To answer RQ5.1, we also
utilize a set of offline metrics, including ASRBP , to quantify the quality of the results in
order to verify that our proposed approaches do not degrade the user experience.
Interleaving
We build vertical-aware interleaving methods on top of TDI and on top of OI that we
describe in Section 2.5. Below we mention the most relevant related work in the area of
interleaving and evaluation thereof and put our research in context.
Most interleaving methods presented until now, were evaluated in terms of sensitivity
and correctness, which corresponds to our RQ5.2. Radlinski and Craswell [123] showed
that interleaving is more accurate and more sensitive than standard offline metrics such as
NDCG or ERR introduced in Section 3.2. Radlinski and Craswell [124] applied the same
evaluation method to show that OI is more sensitive than TDI if the right credit function
is used. They also analyzed typical biases of different interleaving methods (related to
our RQ5.3).
Another meta-evaluation method was proposed by He et al. [79] where different
interleaving methods were compared in terms of their effect on the user experience (related
to our RQ5.1). Unfortunately, they did not report any difference between interleaving
methods nor did they compare the quality of the interleaved system to the original A and
B systems being interleaved. We substantially extend this meta-evaluation method in our
Section 8.6 (RQ5.1).
A comprehensive study with a systematic analysis of interleaving methods and their
meta-evaluation was suggested by Hofmann et al. [82]. The main questions we aim to
answer are related to, but different from, the notions of fidelity, soundness and efficiency
studied by Hofmann et al. [82]. First of all, we put more focus on the user experience
aspect (RQ5.1), which was not analyzed in [82]. Second, our RQ5.2 unites two closely
related questions of sensitivity and correctness, which in [82] were split across definitions
of efficiency and fidelity (their Definitions 4.4 and 4.2(2) respectively). And finally, we
separate the question of unbiasedness which in [82] was bundled with correctness (their
Definition 4.2(1)). In addition, we do not study the notion of soundness introduced by
Hofmann et al. [82] since it is trivially satisfied for the interleaving methods we use.
Our work differs in important ways from the work just discussed. In contrast to previous work on evaluating aggregated search, we perform online evaluations based on
interleaving methods that allow us to evaluate aggregated system as a whole and to do
so efficiently. Our proposed approach only needs naturally occurring user interactions,
which makes it cheap and useful in an online environment. In contrast to previous work on
interleaving, we propose a new interleaving method that preserves the user experience on
complex aggregated SERPs while maintaining a high degree of sensitivity and preserving
unbiasedness.
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8.3 Conventional Interleaving
To design a new interleaving method one can follow one of two possible ways. The
first way, taken by the majority of the interleaving methods [80, 91, 127], assumes that
the designer of the interleaving method specifies the probability distribution over possible interleaved lists. This probability distribution was made explicit in probabilistic
interleaving [80] and left implicit, although easily reconstructible, in balanced interleaving [91] and team-draft interleaving [127].2 Another approach introduced by Radlinski
and Craswell [124] specifies an interleaving method as an optimization problem that
allows us to explicitly tune the method for better sensitivity.
According to Joachims [91], a good interleaving method should be blind to the user
and have a low usability impact. This is particularly important for vertical search, since,
as we will show below, conventional interleaving methods do not fully satisfy these
conditions.
We will use two conventional interleaving methods as baseline methods: team-draft
interleaving (TDI) and optimized interleaving (OI). The former is widely used in commercial settings [42, 123], while the latter has good flexibility which enables us to naturally
extend it to the aggregated search setting. The same two interleaving methods were also
extended in [138] to allow for comparisons of multiple rankers at once.

8.3.1

Team-draft Interleaving (TDI)

Conventional TDI (Algorithm 8.1) allows rankings A and B to contribute documents turn
by turn and keeps track of which side contributes which document (Team A or Team B ).
By flipping a coin in cases when both teams have the same size (line 4), the algorithm
ensures a fair and unbiased team assignment and sufficient variability in the result list L.
Algorithm 8.1 Conventional TDI.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

function T DI(ranking A, ranking B)
L – rs; Team A – H; Team B – H
while |L| † N do
if |Team A | † |Team B | ` R ANDOM I NTEGERp0, 1q then
k – minti | Aris R Lu
Team A – Team A ` Arks
ô add Arks to Team A
L – L ` Arks
ô append Arks to the list L
else
k – minti | Bris R Lu
Team B – Team B ` Brks
ô add Brks to Team B
L – L ` Brks
ô append Arks to the list L
return L

As we can see in Algorithm 8.1, there is nothing that prevents result list L from mixing
up documents from different verticals with web documents. Even when we have only one
vertical block of the same type in A and B, the algorithm may give rise to two blocks in
2 The

distribution is uniform amongst allowed rankings in these two methods.
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the interleaved list and therefore affect the user experience. For instance, Figure 8.1 shows
a schematic representation of two ranked lists A, B and one of the possible interleaved
lists. In this example, vertical documents d3 , d4 and d5 are not grouped in the result list
L, which deviates from the intended aggregated search user experience.
ranking A
d1
d2
d3
d4
d5
d6

ranking B
d1
d2
d6
d4
d3
d7

L = TDI(A, B), example
d1 pAq
d2 pBq
d3 pAq
d6 pBq
d4 pBq
d5 pAq

Figure 8.1: Two rankings with a vertical block and one of the possible interleaved lists
(TDI). Vertical documents are shown as dotted lines.

8.3.2 Optimized Interleaving (OI)
Radlinski and Craswell [124] proposed to formalize the “low usability impact” constraint
(our RQ5.1) using a prefix condition (called c1 there):
@k Di, j such that Lk “ Ai Y B j ,

(8.1)

where Ai is the set of top-i documents returned by system A, B j is the set of top-j
documents returned by system B, and Lk is the set of top-k documents of the interleaved
ranking L.3
When we fix a prefix condition, all we need to do is assign probabilities to all the
possible interleaved lists L that conform to this condition (we denote the set of possible
interleaved lists as L). Radlinski and Craswell [124] suggested choosing this probability
distribution in order to maximize a method’s sensitivity while preserving its unbiasedness.
We also need to specify a credit function pdq that assigns a particular credit to document
d depending on its rank in rankings A and B. If we assume for now that the credit function
is fixed, we can write down the following optimization problem:4
pi P r0, 1s

(8.2)

pi “ 1

(8.3)

|L|
ÿ

i“1

@k P t1, . . . , N u :
|L|
ÿ

i“1
3 Note

|L|
ÿ

i“1

pi k pLi q “ 0

pi spLi q Ñ max,
tpi u

(8.4)
(8.5)

that interleaved lists produced by TDI also satisfy the prefix condition (8.1).
and Craswell [124] used a different formalization of unbiasedness (Section 3 there), which is,
however, mathematically equivalent to our condition (8.4).
4 Radlinski
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where s is an estimated sensitivity function defined as follows:
spLq “ ´
wA
wB
wT

“
“
“

f pkq “

k:

k:

k:

1 ´ wT
pwA log wA ` wB log wB ´ pwA ` wB q logpwA ` wB qq
w ` wB
ÿA
f pkq
k °0

ÿ

k †0

ÿ

k “0

∞N

f pkq
f pkq

1{k

m“1

1{m

.

We use the same constraints as [124] for the credit function. Given a document d, let pdq
denote the credit assigned to system A for this document.5 Thus, when pdq is positive
then A receives credit, if it is negative then B receives credit. The credit function should
satisfy:
rankpd, Aq † rankpd, Bq ô
rankpd, Aq ° rankpd, Bq ô

pdq ° 0

pdq † 0,

(8.6)
(8.7)

where rankpd, Xq is the position of document d in ranking X (we set rankpd, Xq “ `8
if d R X). In particular, we set to linear rank difference which is the most sensitive
setting in [124, equation (14)]:
k pLq

“ pdk q “ rankpdk , Bq ´ rankpdk , Aq.

(8.8)

The interleaving method then proceeds as specified in Algorithm 8.2.
Algorithm 8.2 Conventional OI.
function O I(ranking A, ranking B, credit function i )
L – tL | L satisfies (8.1)u
Find a distribution tpL | L P Lu that conforms to the constraints (8.2), (8.3), (8.4)
and maximizes the average sensitivity (8.5).
4:
Sample L from L according to the probability distribution pL
5:
return L
1:
2:
3:

If we are to add a constraint that discards all the rankings L that split vertical documents
of the same type, we will end up with a very biased list of rankings L. Consider the
example provided in Figure 8.2. In this example each ranking A and B has exactly one
vertical block, say, News, which consists of different documents and resides on positions
4 and 5 in both rankings A and B. We also assume that organic rankings are sufficiently
different in A and B. We can easily see that the prefix condition (8.1) does not allow
5 For simplicity we use the same names for rankers (ranking systems) and the ranking lists they generate. It
should be clear from the context what we refer to.

115

8. Online Evaluation of Modern Search: Interleaving
system B to contribute its vertical documents until it has contributed all the documents
before the block. The same holds for system A. This means that if we want both systems
to contribute to the resulting vertical block of L, we are forced to place the block lower in
the ranking, because we first need to show the union of before-block documents from A
and B. This implies that, in Figure 8.2, we need to present d1 , d2 , d3 , d6 , d7 before the
vertical block whenever we want both d4 and d8 to be present in the resulting ranking.
But if we do so, we push the vertical block to the bottom of the result page and hence
influence the user experience (RQ5.1). We also risk having a bigger vertical block than in
either ranking A or ranking B for the same reason.
ranking A
d1
d2
d3
d4
d5
d6

ranking B
d1
d6
d7
d8
d5
d9

Figure 8.2: Two rankings with a vertical block at the same position.

8.4 Vertical-aware Interleaving
In this section we discuss vertical-aware extensions of the two interleaving methods that
we study: TDI and OI. We modify these interleaving methods such that the vertical
documents of the same type are guaranteed to be grouped.

8.4.1 Vertical-aware Team-draft Interleaving (VA-TDI)
We describe an algorithm that may be viewed as a generalization of the conventional TDI
method by Radlinski et al. [127]. The intuition is to start with the standard TDI method
and then alter it to meet the following requirements:
R1 Both of the ranked lists being interleaved should contribute to the vertical block
placement size and position in the interleaved list;
R2 Both ranked lists should contribute vertical and organic web documents;
R3 Team assignment should be “fair”; and
R4 The resulting interleaved list should not degrade the user experience.
We propose a method called vertical-aware team-draft interleaving (VA-TDI) (Algorithm 8.3) that generalizes Algorithm 1 from [40] to the case of multiple vertical blocks.
The main idea is to enforce the grouping of vertical documents. Therefore, our algorithm
proceeds like the conventional TDI method until it hits the first vertical document. After
that it interleaves only vertical documents of this type (line 29) until the block has been
formed (line 18), i.e., there are no vertical documents left or the desired block size is
reached.6 After that, the algorithm continues as usual, but ignores the vertical documents
6 We
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pick the desired block size beforehand (line 7) to ensure requirement R1 is met.

8.4. Vertical-aware Interleaving
Algorithm 8.3 Vertical-aware team-draft interleaving (VA-TDI).
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

function VAT DI(ranking A, ranking B)
vLeft – H
ô verticals left (not yet present in L)
for every vertical type t present in either A or B do
At – td P A | d is a vertical doc of type tu
Bt – td P B | d is a vertical doc of type tu
B
Size A
t – |At |; Size t – |Bt |
L
B
Size t – S AMPLE S MOOTHLYpSize A
t , Size t q
L
if Size t ‰ 0 then
vLeft – vLeft Y ttu
L – rs
Team A – H; Team B – H
t – NULL
ô current vertical type
while |L| † N do
if |Team A | † |Team B | ` R ANDOM I NTEGERp0, 1q then
A DD N EXT D OC F ROMpA, t, vLeftq
else
A DD N EXT D OC F ROMpB, t, vLeftq
if t ‰ NULL and |td P L | d is a vertical doc of type tu| “ Size L
t then
vLeft – vLeftzttu
ô this vertical is completed in L
t – NULL
return L

function S AMPLE S MOOTHLY(integer a, integer b)
if a ° b then
S WAPpa, bq
25:
Sample r randomly from ra ´ 1, b ` 1s where all integers from ra, bs have equal
probability p; pa ´ 1q and pb ` 1q, each has probability p2
26:
return r
22:
23:
24:

27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:

procedure A DD N EXT D OC F ROM(ranking X, current vertical type t, vLeft)
ô X is either A or B
if t ‰ NULL then
Xlef t – ti | Xris P Xt zLu
if Xlef t “ H then
raise exception
ô interleaved list is rejected, start a new one
else
Xlef t – ti | Xris P XzL and (Xris is a Web doc or Dt1 P vLeft such that
Xris P At1 )u
k – min Xlef t
ô select the document with the min rank
Team X – Team X Y tXrksu
ô add the document to the team
if Xrks is a vertical doc of type t1 then
t – t1
ô change the current vertical type
L – L ` Xrks
ô append the document to L
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whose blocks have already been formed (line 33).
If we look back to our original goals, we see that Algorithm 8.3 explicitly chooses
block sizes between those of A and B (with some smoothing in order to do exploration),
while the position of the block is contributed implicitly (although both ranked lists can
influence it). Requirements R2 and R3 are met automatically due to the TDI procedure
that we re-use (after one ranked list wins the coin flip and contributes the document, the
other ranked list has to contribute the next document), though we also verify them along
with requirement R4 in our experiments.
On the other hand, the algorithm proposed has some weaknesses. First of all, it
assumes a rejection sampling procedure: if the selected block size cannot be achieved,
we reject the list being built and start a new one with another randomization (line 31).
This usually happens when A and B have very different block sizes and we cannot build
big enough vertical block as VA-TDI assumes that A and B contribute roughly the same
number of vertical documents (line 14). Using synthetic rankings (Section 8.5.3), we
identify that rejection happens on average 3.8 times per interleaving function invocation
with slightly over hundred in the worst case. This could lead to unwanted delays in
building the interleaved SERP and may potentially affect the user if the search is run
on slow hardware. It is worth noting, however, that the TDI method normally takes a
negligible amount of query processing time and even a 100-fold increase should not lead
to a visible degradation.7 Another issue of the VA-TDI method exhibits itself when we
consider A and B with different sets of verticals. The method’s nature prevents one
ranked list from contributing more than two documents in a row, which means that if A
has a vertical of type t and size n (n • 3) while B does not have a vertical of type t, the
interleaved list will only be able to include one or two top documents from this block. As
we will see later, this leads to smaller vertical blocks (Section 8.6.1), which may affect the
user experience. This also limits the sensitivity of VA-TDI (due to the fact that it may skip
vertical documents)—as we will see in Section 8.7, VA-TDI is unable to break the limit
of sensitivity 0.8 even when we consider a more obvious case where A always Pareto
dominates B. In the next section we propose another interleaving method, vertical-aware
optimized interleaving (VA-OI), that does not suffer from these limitations.

8.4.2 Vertical-aware Optimized Interleaving (VA-OI)
In order to extend the optimized interleaving method presented in Section 8.3.2, we
extend equation (8.1) and introduce an additional constraint that guarantees that vertical
documents of the same type are presented in a grouped manner (8.16).
Consider a list of documents A, containing multiple blocks of vertical documents
of different types. Let AWeb be the list of organic web results in A, so A stripped of
all vertical blocks. For any vertical type t P tImage, News, . . .u, let At be the list of
vertical documents of that type in A. This list may be empty. We assume that all vertical
documents of one type occur in A in one group, so all those documents are grouped
together in the SERP.
Let AkWeb be the list of the k documents in AWeb having the smallest rank values
(ranked higher). So for AWeb “ pd1 , . . . , dn q, we have AkWeb “ pd1 , . . . , dk q. For any
7 For practical purposes we can also introduce a cut-off and skip interleaving if it takes too much time to
build. This would lead, however, to a biased sample and requires a separate analysis.
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vertical type t, define Akt in a similar way. Note that it is not necessarily so that a
document di in AWeb “ pd1 , . . . , dn q is ranked at position i, since there may be vertical
documents above di , pushing it to a lower rank. Therefore, there may be documents
in Ak that are ranked below rank k. For a document d, let rankpd, Aq denote its rank
in A, with rankpd, Aq “ `8 if d is not in A. For a set of documents S we define
rankpS, Aq “ mindPS rankpd, Aq.
From two lists A and B, we generate a new list L that is a combination of the two. We
define similar lists and functions for B and L as above for A. The constraints that should
be satisfied by any generated list are:
j
@k Di, j : LkWeb “ AiWeb Y BWeb

@t, k Di, j :

Lkt

“

Ait

Y

Btj

@t such that Lt ‰ H : minp|At |, |Bt |q § |Lt | § maxp|At |, |Bt |q

(8.9)
(8.10)
(8.11)

@t such that Lt ‰ H : rankpLt , Lq • minprankpAt , Aq, rankpBt , Bqq (8.12)

@t such that Lt ‰ H : rankpLt , Lq § maxprankpAt , Aq, rankpBt , Bqq (8.13)
|tt | Lt ‰ Hu| • minp|tt | At ‰ Hu|, |tt | Bt ‰ Hu|q

(8.14)

@t Dm : @k P rm, m ` |Lt |s : Dd P Lt : rankpd, Lq “ k.

(8.16)

|tt | Lt ‰ Hu| § maxp|tt | At ‰ Hu|, |tt | Bt ‰ Hu|q

(8.15)

Constraint (8.9) is the prefix constraint introduced by Radlinski and Craswell [124]. It
requires any prefix of LWeb to be a combination of the top i and top j documents of AWeb
and BWeb . This essentially means that the new list could be constructed by repeatedly
taking the top document that is not used yet from either AWeb or BWeb . Constraint (8.10) is
an adaptation of the prefix constraint for verticals. It requires that the prefix of any vertical
block Lt is a combination of top documents of the lists of verticals of the same type in A
and B. Constraint (8.11) requires the size of each vertical block to be between the sizes
of the vertical blocks of the same type in A and in B. Constraints (8.12)–(8.13) control
the position of each vertical block. The rank of the vertical block should be between the
ranks of the blocks of the same type in A and B.
We need additional constraints to control the number of vertical blocks in the list L.
If we only had constraints (8.9)–(8.13), it might be the case that there are three vertical
blocks in A, three vertical blocks of different types in B, and six vertical blocks in the
result list L. This would change the user experience a lot. Therefore, constraints (8.14)
and (8.15) limit the number of vertical blocks in L to be between the number of vertical
blocks in A and the number of vertical blocks in B.
Finally, constraint (8.16) ensures that ranks of the vertical documents of the same
vertical type t are adjacent numbers, i.e., there are no gaps in the ranks.
The interleaving method then proceeds as described in Algorithm 8.4.
With these constraints, we require all aspects of the interleaved list (document placement in the regular result list, document placement inside the vertical block, size of
the vertical block, position of the vertical blocks and number of vertical blocks) to be
somewhere between A and B. This allows for exploration of all possible rankings that
can be considered a combination of A and B.
It is worth noting that our constraints (8.9)–(8.16) are more limiting than the original
constraints in the conventional OI method. As a consequence, the problem of forming an
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Algorithm 8.4 Vertical-aware optimized interleaving (VA-OI).
function VAO I(ranking A, ranking B, credit function i )
L – tL | L satisfies (8.9)–(8.16)u
Find a distribution tpL | L P Lu that conforms to the constraints (8.2)–(8.4) and
maximizes the average sensitivity (8.5).
4:
Sample L from L according to the probability distribution pL
5:
return L
1:
2:
3:

interleaved list becomes over-constrained more often than for the conventional OI method:
it happens about 10% of the time for VA-OI versus less than 0.1% for OI (experiments
with the real rankings introduced in Section 8.5.1). In cases where the problem becomes
over-constrained, we relax it by replacing constraint (8.4) by the aggregated version:
|L|
N ÿ
ÿ

k“1 i“1

pi k pLi q “ 0.

(8.17)

By doing so we guarantee that the problem has a solution. Note that A and B are
always present in L, so we have at least two variables (p1 and p2 ) and at most two linear
equations (8.3) and (8.17). We can also see that the interleaving method stays unbiased
for the randomly clicking user, which we also confirm experimentally in Section 8.8.
We also considered altering the credit function to account for the fact that we are
dealing with aggregated result pages. Vertical documents are often visually more salient
than organic web documents, which changes the examination probabilities and in some
cases even the examination order. We take this into account by redefining the rankpd, Xq
function in (8.8) as rankpd, examinationpXqq, which represents the rank of document
d in ranking X, where X is reordered in descending order by examination probability
according to a click model. Preliminary experiments with this adapted credit function
showed that it makes no change for the sensitivity and correctness as measured with the
offline and online reference metrics (Sections 8.7.2, 8.7.3). We did see a difference in
sensitivity if Pareto dominance is used as ground truth (Section 8.7.1), but we treat this
result as an artifact of our experimental setup, one that stems from the fact that both click
model and Pareto dominance rely on the same examination order implied by the same
click model.
To summarize, we have introduced two interleaving methods that respect vertical blocks
within aggregated search scenarios. In Sections 8.6, 8.7, 8.8 we evaluate these methods
experimentally and show how they compare to conventional interleaving methods.

8.5 Experimental Setup
Each of the interleaving methods we study (Algorithms 8.1, 8.2, 8.3, 8.4) takes two
ranked lists as an input, generates an interleaved list, observes user clicks on it and infers
which system produces better rankings. Therefore, in order to answer the three research
questions listed in the introduction (Section 8.1), we need two ingredients: pairs of ranked
lists (rankings) and clicks. Below we present different ways to obtain ranked lists and
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Table 8.1: Characteristics of different experimental setups: documents, queries, verticals
and aggregated search systems.
Data

Documents

Queries
(TREC
Topics)

Verticals

Aggregated
Search
Systems

Described in

rankings clicks
real

two months
of log data

814
(5,755˚ )
queries

1 vertical

2 systems

8.5.1

8.5.4

model

TREC
FedWeb13
data [60]

50 topics

12 verticals: 36 model
systems

8.5.2

8.5.5

synthetic

artificial
documents
with
simulated
relevance

any
number of
synthetic
topics

3 verticals

8.5.3

8.5.5

any
number of
synthetic
AS systems

˚

We have more queries for the relaxed setup (see Section 8.5.4).
Verticals are manually classified from the 108 FedWeb sources. Details of the classification can be found in
[174].
:

clicks that we will later use in our experiments. The breakdown of the experimental setups
that we use is presented in Table 8.1. We also present a table showing which experiments
use which datasets (Table 8.2). Basically, we aim to choose the most appropriate dataset(s)
that provide most valuable insights to answer each specific experiment we perform.
Rankings. We use three sources of rankings: from real rankings of a commercial search
system through model rankings emitted by rather simplistic model aggregated search
(AS) systems to completely synthetic rankings targeted to approximate realistic AS result
pages while having more control.
The reason to use different setups lies in the need to find a trade-off between reality,
variability and the amount of data we have (see Figure 8.3). While desirable, we are not
in possession of a single setup that would cover all the aspects (dotted line in Figure 8.3).
Instead, we have three different setups. Firstly, real rankings allow us to assess interleaving
methods on real-world ranking systems that serve real users and give us access to a good
amount of data. However, variability of the data is low (e.g., we only have access to
a single vertical and hence cannot assess our interleaving methods in a multi-vertical
environment). Secondly, model rankings represent near real-world ranking systems, which,
however allow for greater variability, since we use simulated users and do not run the risk
of hurting real users’ experiences here. The data, however, is limited by the number of
model AS systems (36 in our case) and the number of TREC FedWeb topics (50 in our
case). And lastly, synthetic rankings allow us to generate endless amounts of data with
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Table 8.2: Experiments performed to answer each research questions and the datasets
used.
Research Question

Experiment

Section

Data
real model synthetic

RQ5.1 influence on the user

visual aspects
offline quality
online quality

8.6.1
8.6.2
8.6.3

Pareto dominance
offline metrics
RQ5.2 correctness and sensitivity
online metrics
A/B-testing

8.7.1
8.7.2
8.7.3
8.7.4

RQ5.3 unbiasedness

8.8.1

random clicks

any variability we want, but the relation to the real world is limited to what we explicitly
include in our synthetic ranking generation procedure.
Clicks. For clicks, we use both real click data from a two-month click log (see below)
and simulated clicks derived from a state-of-the-art click model for aggregated search.
The click log setup is closely tied to the ranking setup: the real clicks can only be used
with the real rankings, while the other ranking setups require modeling the user clicks
with a click model.

8.5.1 Real Rankings
We use a two-months click log of the Yandex search engine recorded during winter 2012–
2013. Due to limited access to the click log data we were only able to collect data with
one vertical block. We picked the vertical of Mobile Applications since it is visually
different from normal web results and at the same time does not have additional aspects
such as freshness [65, 96] (so we ruled out the News vertical) or horizontal document
layout within a vertical block (that ruled out the Image and Video verticals). The Mobile
Applications vertical is triggered for queries with an intent related to smartphone or tablet
applications.8 While the algorithm used for intent detection is beyond the scope of this
study, it is useful to name a few examples of queries triggering the appearance of this
vertical. These include queries containing a mobile application name (e.g., [cut the
rope]) or explicit markers of mobile platforms (e.g., [Opera for iPhone]). The
result items in the vertical block are presented using a standard text snippet, enhanced
with an application icon, price and rating. An example of such a snippet is shown in
Figure 8.4.
One of the limitations of this approach is that we cannot experiment with completely
new document orders that are disallowed by the current production ranking algorithms.
8 Limited
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to iOS or Android devices at the time of collecting data.

8.5. Experimental Setup
reality

real

model

synthetic

amount

variability

Figure 8.3: Radar chart of the different data characteristics covered by the different
experimental setups (real, model and synthetic data). The further from the center, the more
pronounced this property is in a particular data set. Note that for illustrative purposes, the
intersection of the three axes denotes that all the characteristics are low, but not zero. E.g.,
model data exhibits relatively high variability and reality with amount of data being low.
In particular, we cannot reproduce the outcomes of an interleaving method that does
not respect vertical block grouping. Another limitation is that we do not have data with
multiple verticals and hence can only reproduce part of the analysis that we are able to
conduct with model or synthetic rankings introduced below. On the other hand, even
limited experiments with real data allow us to validate the key findings of the more
comprehensive but less realistic setups.

8.5.2

Model Rankings

A broader but less realistic scope of rankings can be obtained by implementing model
aggregated search (AS) systems. As in [174], we implement near-real-world aggregated
search systems that we can apply to rank documents and emit rankings with vertical
blocks. The basic idea is that we implement state-of-the-art aggregated search components
and by combining different components, we develop a set of aggregated search pages with
varying qualities.
Firstly, we assume that an aggregated search page consists of ten Web blocks (a single
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Figure 8.4: A vertical result item from the Mobile Applications vertical for the query
[learn languages for free iPhone].
organic web document is viewed as a block) and up to three vertical blocks dispersed
throughout those ten blocks (where each vertical block consists of a fixed number of three
items).
Secondly, as described in previous work [174], we simulate a set of systems by
implementing existing algorithms. We develop four state-of-the-art vertical selection (VS)
systems; two utilize vertical term distribution evidence and the other two use user intent
information by mining query logs. For IS we simulate three potentially different levels
of relevance by using different ranking weighting schemes: Perfect (all vertical items
are relevant), BM25 (with PageRank as a prior) and TF (with PageRank as a prior). We
also simulate three result presentation approaches for result presentation (RP): Perfect,
Random and Bad. Perfect places the vertical blocks on the page so that gain could
potentially be maximized, where Bad reverses the perfectly presented page.
By utilizing this approach, we can generate 4 ˆ 3 ˆ 3 “ 36 aggregated search systems,
which gives us 36 ˆ 35{2 “ 630 system pairs.
As a source of documents we use the TREC FedWeb13 dataset [60], which has topical
relevance labels as well as vertical orientation labels, i.e., the probability that the user
prefers documents of this vertical type to the organic web documents.

8.5.3 Synthetic Rankings
While the model AS systems allow us to have broader variety and a larger amount of data
than real rankings, they still provide a limited setup. In order to make reliable judgements
about the sensitivity of an interleaving method (RQ5.2) or about its unbiasedness (RQ5.3)
we would like to be able to generate as much data as we need. For this purpose we
introduce a synthetic ranking generation procedure that does not require any document
dataset or pool of AS systems.
First of all, we want to mention that two ranking systems, when compared, may or
may not differ in how they present vertical documents. In particular, the systems being
compared may use the same method of building and presenting the vertical blocks and
only differ in the non-vertical (organic) ranking. We believe that this is an important
special case for search engine evaluation and it deserves a separate analysis. Our early
experiments with a real click log [40, Table 4] showed that the outcome of the interleaving
method is correlated with, but different from, the interleaving in situations where no
verticals are distorting user clicks.
For the synthetic experiments we design two algorithms to simulate rankings; those
with fixed vertical blocks (position and contents of the vertical blocks is the same in A
and B rankings) and non-fixed vertical blocks (vertical blocks may have different contents
and positions in A and B). These two settings also correspond to two approaches to the
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construction of aggregated search page (Section 2.2). The first approach [7, 8] assumes
that we have an organic web ranking in place and that vertical documents are being added
on top of it, regardless of what the web ranking is. Another approach [154, 174] assumes
that the vertical documents also have topical relevance labels that can be compared to those
of the web documents. This approach has started gaining popularity with the recently
established TREC FedWeb track [60, 120].
For the fixed vertical blocks we first generate a pair of organic rankings and then
randomly insert blocks of vertical documents at the same place in both rankings. These
blocks vary in size from zero to eight documents and in the positions of the blocks.9
The ranking of the vertical documents within a block is always fixed, i.e., the same for
both rankings. Vertical documents are either (1) non-relevant (condition non-relevant);
or (2) a number of them, proportional to the relevant organic web documents, is relevant
(condition relevant).
For the non-fixed vertical blocks we generate two lists that contain vertical documents
straight away. We slightly modify the above procedure that we use for organic ranking
generation: when constructing the ranking of all documents, both vertical and organic
web documents are generated; if the vertical documents end up not being grouped, we
reorder them accordingly (see Algorithm 8.7).
When generating pairs of rankings A and B, we also ensure that the difference between
a generated pair of rankings resembles the typical differences that we encounter in realworld interleaving experiments while allowing for ample variety. A particular procedure
for generating synthetic ranking pairs is described in Appendix 8.10.

8.5.4

Real Clicks

One problem that we face with click data, is that we need to have clicks on the interleaved
document list. If the particular interleaving method we want to study has not been
deployed in production, we do not necessarily have the clicks that we need. To address
this problem we adopt the setup proposed by Radlinski and Craswell [124] that makes
use of historic user clicks in order to evaluate new interleaving methods. The main idea
of the method is to look at queries with sufficient variation in the ranked lists and then
pretend that these different ranked lists are the interleaved lists for some rankers A and B.
Let us call a query together with a result list a configuration. Each configuration that
has been shown at least once to a user counts as an impression. Each impression has zero
or more clicks. We proceed in the following steps:
1. Keep only impressions that have at least one click on their top-N documents.
2. Keep only configurations that have at least K such impressions.
3. Keep only queries that have at least M such configurations.
After that, we pick two configurations to be rankings A and B for each query. Following
Radlinski and Craswell [124], we call the most frequent configuration ranking A and the
one that differs at the highest rank ranking B. In cases when we have several candidates
for B, we choose the most frequent one. Once we have our rankings A and B, we compute
all possible interleaved lists that can be produced by Algorithm 8.3 and proceed with the
filtering:
9 We

randomly assign block positions based on the distribution obtained from the TREC FedWeb data [60].
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Table 8.3: Filtering parameters setup.

Radlinski and Craswell [124]
our setup

N

K

M

4
10

10
4

4
2

4. Keep only queries for which we have all interleaved lists that can be produced by
VA-TDI in the log.10
In order to fully define the experimental setup we have to define the parameters K, M and
N . We summarize the parameters we use in Table 8.3. Unlike [124] we cannot use only
the top-4 documents as this is highly likely to be in-between the vertical block. This is
why we are forced to decrease K and M in order to have a sufficient amount of log data.
With these parameters we have 814 unique queries. If we relax the last filtering step and
only require at least one interleaved list to be present in our query log, we obtain 5,755
queries to experiment with (we consider the missing interleaved lists as ties). The reason
to consider this relaxed setup is the following: if we required all possible interleaved lists
to be present in the click log, we would end up in a situation where only very similar
rankings A and B are left, which is an additional bias we want to avoid.
The main limitation of this approach is that we have a very limited amount of data,
which is not the case for the click simulation (Section 8.5.5). We should also take into
account that the data we get using this method is skewed towards a relatively small number
of highly frequent queries. The variety of rankings is also limited by those extracted from
the click log (Section 8.5.1)—we cannot combine real clicks with model or synthetic
rankings.

8.5.5 Simulated Clicks
We simulate users’ click behavior on an interleaved list using click models. Simulated
users are always presented with the top ten documents from the interleaved list. We have
two types of user simulations.
Random User The random click model (cf. Section 3.1.1) assumes that users click
on each document in the presented ranking with probability ⇢ “ 0.5, such that—in
expectation—half the documents are clicked. Relevance or presentation of documents is
not taken into account. This model is used to answer RQ5.3.
Federated Click Model The multi-vertical federated click model (mFCM) (see Section 5.5.1) is used in order to answer RQ5.1 and RQ5.2. This click model is designed to
capture user behavior when result pages contain vertical documents of different vertical
types. It assumes that user attention may be attracted to vertical documents as well as
documents adjacent to a block.
10 For historical reasons we report only on VA-TDI, since it was the only interleaving method considered
during the period when we had access to the click log.
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This model is an extension of the FCM model used in [40] for the case of multiple
verticals. Unlike the simple model of position bias used in [82], we also take into account
the fact that vertical blocks and adjacent documents draw additional attention of the user,
more so if the vertical orientation is high.

8.6 Influence on the User Experience
When one wants to evaluate an interleaving method, its effect on the user experience
needs to be evaluated first. We formulate this as one of our research questions (RQ5.1)
and conduct three experiments.
Firstly, we look at the visual changes of the interleaved list in Section 8.6.1. Secondly,
we evaluate the quality of the interleaved list as captured by offline metrics (Section 3.2)
and compare it to the quality of the systems being interleaved (Section 8.6.2). And finally,
in Section 8.6.3 we perform a similar quality comparison using absolute click metrics
(Section 3.3) based on data produced by real search engine users as well as by simulated
users.

8.6.1

Visual Changes in Result Page

Setup
A good online evaluation method should be opaque to the user. That is, the user should not
notice any interface changes when interacting with an interleaved list as opposed to a base
ranking system. We identified several particularly prominent features of aggregated search
systems related to vertical blocks, namely the number of vertical blocks per vertical and
the size of a vertical block, and track how they change when we use different interleaving
methods. If an interleaving method shows smaller or bigger vertical blocks or, especially,
if it splits a vertical block into two (thus, increasing the number of blocks) we consider
this to affect the user, which we want to avoid.
As a source of rankings we use real, model and synthetic rankings (see Sections 8.5.1,
8.5.2 and 8.5.3).
Results
Synthetic Rankings. We start with synthetic rankings (Section 8.5.3), since they allow
us to vary the target block size of the ranking lists being interleaved. Namely, we can set
the block size exactly if we use fixed vertical placement (Algorithm 8.6, each vertical has
a block of the specified size). For non-fixed placement the target block size is an expected
number of vertical documents per block, specified using the distribution q in Algorithm 8.7
(i.e., for target block size 2 we set qt “ 2{10 for each vertical t). We also considered the
case of up to one vertical type and a multi-vertical case where up to three verticals are
allowed. In the latter case, the smaller target block sizes are considered, since a result
page of ten documents cannot have more than ten vertical documents in Algorithm 8.7.
Figures 8.5 and 8.6 show our results for different numbers of blocks per vertical11 and
Figures 8.7 and 8.8 for vertical size. For VA-TDI, we see that the number of generated
11 Figure

8.5 differs from the corresponding figure in [40] (Figure 4 there) due to different settings of the
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Figure 8.5: Average number of vertical blocks per vertical; target block sizes 1–8, up to
one vertical type. Error bars correspond to 5th and 95th percentiles.

Figure 8.6: Average number of vertical blocks per vertical; target block sizes 1–4, up to
three different vertical types. Error bars correspond to 5th and 95th percentiles.
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Figure 8.7: Average vertical block size divided by the target block size; target block sizes
1–8, up to one vertical type. Error bars correspond to 5th and 95th percentiles.

Figure 8.8: Average vertical block size divided by the target block size; target block sizes
1–4, up to three different vertical types. Error bars correspond to 5th and 95th percentiles.
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vertical blocks is typically close to and never higher than 1, as designed. Due to equations (8.14) and (8.15), VA-OI always has exactly one vertical block per vertical if the
fixed placement scheme is used. When the vertical blocks in the lists we interleave are
small, the block may not be included in the interleaved list at all, resulting in an average
number of blocks smaller than one (cf. Algorithm 8.3, line 22). This can also occur when
the vertical blocks are placed in the lower halves of the original lists. For TDI, we observe
different behaviors under fixed and non-fixed block placement. When the rankers we
compare have different vertical blocks (condition non-fixed), TDI tends to generate several
smaller blocks which result in a higher average number of blocks. The same goes for OI.
All interleaving methods behave similarly with respect to block size. When two
verticals have the same vertical block (fixed block placement), the block size can only
become smaller after the ranked lists they are contained have been interleaved (values less
than 1 in Figures 8.7 and 8.8) because some vertical documents are pushed outside the
top ten. This effect is more visible when multiple vertical blocks from multiple verticals
are present (Figure 8.8). When the verticals are generated using the non-fixed scheme
(Algorithm 8.7), the resulting block size to target block size ratio on average is the same
as, or even smaller than, in the fixed scheme. It also has a wider distribution. The reason is
that the target block size is not always equal to the exact size of the corresponding vertical
block in A and B rankers; in fact, A and B can have different block sizes.
Real and Model Rankings. Now we repeat the same experiments for the model and
real datasets (Sections 8.5.2, 8.5.3). In those cases we no longer have control over the
size, position or contents of the vertical blocks in the A and B rankers, so we simply plot
the overall picture that includes blocks of different sizes.
Figure 8.9 shows the results for the real data. We can see that VA-TDI only has
slightly less than one block per vertical on average, while it never exceeds 1, i.e., the
vertical block is not broken. We can also confirm that VA-TDI results in smaller vertical
blocks than the other interleaving methods (TDI, OI, VA-OI). VA-OI always yields one
vertical block as is guaranteed by equations (8.14) and (8.15), and the fact that we only
have one vertical in the real dataset.
Figure 8.10 reports similar results for the model data. We see the same pattern that
VA-TDI tends to have smaller blocks and misses a block completely (number of blocks
zero) more often than TDI and OI, which, in turn, often have a vertical block split up into
two or even three smaller blocks. Now VA-OI also has less than one block per vertical on
average, which is normal because A and B can have different verticals and not all of them
should be present in the interleaved list. The difference between average number of blocks
of OI and TDI is not observed for the real data, but is observed for the model data which
suggests that the difference between these methods depends on the ranking systems being
compared and number of different verticals present in the dataset (remember that real data
rankings have only one vertical). Also, vertical-aware methods VA-TDI and VA-OI are
more conservative about the vertical blocks, and yield smaller blocks and fewer blocks
than conventional interleaving methods. We believe this to be less visible and to have a
synthetic generation procedure. Previous results can be obtained if we set d “ 0 and ⌧ “ 0, i.e., two generated
rankings are just two random permutations of the same documents. We believe, however, that the settings we
use here (see Appendix 8.10) are more realistic.
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Figure 8.9: Average number of vertical blocks per vertical and the vertical block size of
each vertical; real data. Error bars correspond to 5th and 95th percentiles.

Figure 8.10: Average number of vertical blocks per vertical and the vertical block size of
each vertical; model data. Error bars correspond to 5th and 95th percentiles.
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less disturbing effect on the user experience than splitting the block of the same vertical
type.
We conclude that VA-TDI and VA-OI keep vertical documents together, as designed.
These methods produce up to one vertical block per result list, thus bounding the impact
of interleaving on the user experience. When vertical blocks are placed independently,
the impact of TDI and OI without vertical awareness is high. However, when blocks are
placed at the same fixed positions, the impact is much lower, especially for OI (but still
higher than for its vertical-aware extension VA-OI).

8.6.2 Offline Quality Measures of the Interleaved Page
Setup
Our second and third sets of experiments involve comparing an interleaved system’s
performance to that of the systems A and B that are being interleaved. Ideally, we want an
interleaving method to produce ranked lists that are not worse than those of A and B. We
see it as one of the main contributions of our work and claim that every new interleaving
method should be tested for that.
In this section concerning offline quality measures we only use model rankings
(Section 8.5.2) since these rankers, unlike synthetic rankers, have topical relevance and
vertical orientation labels that we can use for quality comparison.12 We do not use real
rankings since only a small fraction of these documents have relevance judgements.
Given two rankings A and B, we can compute a relevance-based quality measure
for A, B and for the interleaved lists similar to He et al. [79]. As our quality metrics we
use a classic evaluation metric NDCG [89] (Section 3.2.5) as well as a metric specific
to aggregated search, ASRBP [171]. Separately, we also analyse simple one-component
aggregated search metrics [174] to verify that our interleaving procedure does not lead to
degradation in any of the aspects of aggregated search (VS, VD, IS, RP). The choice of
ASRBP is motivated by the fact that this metric is the best at capturing all four aggregated
search aspects (provided that they are all treated equally important) and at discriminating
different aggregated search systems [174]. The simple single-component aggregated
search metrics we use are adopted from the aggregated search meta-evaluation study
by Zhou et al. [174]; they independently reflect basic aggregated search properties and are
as simple as possible in order to be agnostic to potential differences in the interleaving
methods (e.g., the credit function choice). The same metrics were used in Section 5.3
(page 50).
For each offline metric M and each pair of 36 model rankers (Table 8.1) we first
determine which ranker in the pair has a higher average value of M . This ranker is
named A and the other one B. Ideally, our interleaved system should have an average
value of quality metric M that lies in between those of A and B, respectively. We
also perform a paired t-test (two-tailed 95%) to see how many interleaving experiments
2
(out of C36
“ 630 experiments corresponding to pairs of model rankers) result in an
interleaved systems being statistically significantly worse than B (i.e., the worst out of
12 More details on the topical relevance and vertical orientation labels available for the model rankings can be
found in [171].
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Figure 8.11: Average value of offline quality measures for the interleaved lists and original
rankings A (better system) and B (worse system).
Table 8.4: Percentage of pairwise comparisons (out of 630) where the interleaved ranking
scores statistically significantly lower than B as measured by the offline quality measures.

OI
TDI
VA-OI
VA-TDI

NDCG

ASRBP

VS

VD

IS

RP

9.5%
11.6%
0.2%
0.2%

13.2%
21.4%
0.8%
0.2%

0.0%
0.0%
0.5%
0.0%

0.8%
3.3%
0.3%
0.6%

0.0%
0.0%
0.2%
0.2%

0.5%
0.2%
0.5%
3.0%

two systems). We do not perform multiple testing corrections since we are not interested
in the absolute values here. Instead, we compare the number of detected significant
differences for different interleaving algorithms: if the null hypothesis is indeed true
(i.e., two systems have the same quality) the odds of erroneously reporting N significant
differences decreases with N (exponentially if we assume that the tests are independent).
Results
Figure 8.11 and Table 8.4 summarize our results. All interleaving methods, on average,
perform better than B and worse than A. It is also worth noting that VA-TDI and VA-OI
perform substantially better than TDI and OI if measured by the classic NDCG metric.
We believe this to be an artifact of the model dataset (Section 8.5.2) that we are using.
We noticed that in general, there are more relevant organic web documents than there
are relevant vertical documents [60] and, since vertical-aware methods produce smaller
vertical blocks (Figure 8.10) and those blocks tend to be lower in the ranking than they
are for TDI and OI, we conclude that this leads to higher NDCG scores.
Table 8.4, in particular, tells us that only a small fraction of the model systems, once
interleaved using VA-TDI, would suffer from quality degradation. The same holds for
VA-OI, although degradation in terms of ASRBP is slightly higher. On the other hand, we
will much more likely have a quality degradation for a big portion of system pairs if we
use OI and even more likely if we use TDI. As to the one-component metrics, VS, VD, IS
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and RP, we only notice a small degradation of vertical diversity (VD) of the TDI rankings
(possibly due to the fact that some verticals are pushed out of the top ten documents
presented to the user) and result presentation (RP) of the VA-TDI rankings.
In summary, when evaluating offline, we conclude that our VA-TDI and VA-OI
methods outperform TDI and OI in preserving the user experience.

8.6.3 Online Quality Measures of the Interleaved Page
Setup
Next we repeat the experiments from the previous section, but instead of computing
offline relevance-based metrics, we compute online click-based metrics. This type of
analysis is less precise, but can be used in situations when we do not possess relevance
labels. This time we use real and model datasets. For the real dataset (Section 8.5.1) we
compute click metrics for all impressions of all interleaved lists L that appear in our click
log (Section 8.5.4). For the model dataset (Section 8.5.2) we simulate user clicks using
the mFCM click model (Section 8.5.5), repeated 50 times. The real dataset allows us
to work with real user clicks, whereas the model dataset gives us variability. Since the
amount of data is not an issue here, we do not need to use synthetic data in this experiment
(cf. Figure 8.3).
As absolute metrics we use the metrics that are often used in A/B-testing experiments.
We decided to use metrics that only require clicks and no additional information (like
relevance judgements, user information, timestamps or session information): Clicks@1,
MaxRR, MeanRR, MinRR, PLC, see Section 3.3. These metrics were also used in
the interleaving study by Chapelle et al. [27]. We also add one vertical-specific metric
VertClick, which equals 1 if there was a click on a vertical document and 0 otherwise.
Unlike previous metrics, this one measures less of the quality of the result page, but rather
how much attention is being drawn to the vertical documents.
Results
Real rankings. The results for the real dataset are summarized in Figure 8.12. As
we are not interested in the absolute values of the metrics (and are not able to disclose
them due to the proprietary nature of such information), we normalize all the metrics to
the corresponding values of the system A which also happens to perform better than B
according to all those metrics.
We can see from the plot that the click metric values for the interleaved list L are
between those of A and B. The differences between them are not statistically significant
when using a 95% paired two-tailed t-test. We conclude that we do not have any degradation in user experience compared to the worst of two systems (B in this case). We should
mention that we do have a degradation (not significantly) compared to the best system
(A), but this cannot be avoided since we do not know which system is superior beforehand
since finding this is the purpose of performing the evaluation in the first place.
Model rankings. Figure 8.13 shows that, on average, every interleaving method produces a system that scores between A and B according to all online metrics. We can
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Figure 8.12: Normalized scores for online click metrics for the rankings A and B and for
the interleaved list obtained using VA-TDI (real dataset).

Figure 8.13: Average online click metric scores for the rankings A and B and for the
interleaved list obtained using different interleaving methods (model rankings, simulated
clicks).
Table 8.5: Percentage of pairwise comparisons (out of 630 model ranking pairs) where the
interleaved ranking scores statistically significantly lower than B as measured by online
quality measures.

OI
TDI
VA-OI
VA-TDI

Clicks@1

MaxRR

MeanRR

MinRR

PLC

VertClick

7.1%
7.6%
4.9%
4.6%

1.7%
3.2%
1.1%
0.5%

4.9%
6.8%
0.8%
0.8%

5.7%
10.0%
0.3%
1.6%

4.3%
8.1%
0.5%
0.8%

4.0%
4.0%
20.0%
27.9%
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see that VA-TDI and VA-OI are slightly better than TDI and OI according to all metrics
except VertClick, where VA-TDI and VA-OI have substantially lower scores. This is
also supported by Table 8.5; like Table 8.4 it shows how many comparisons result in
statistically significantly lower metric values for the interleaved system using a paired
two-tailed 95% t-test. One explanation for the low VertClick values for VA-TDI and
VA-OI is that they tend to produce smaller blocks (see Figure 8.10), so that we have fewer
vertical documents and therefore they have a lower probability of being clicked.
In this section we presented a thorough analysis of the influence that an interleaving
method has on the user experience, on both visual and quality aspects. Such an analysis
should be at the core of evaluating any new interleaving method, even though it was
largely ignored until now. In answer to RQ5.1 about the influence of interleaving on the
user experience, we demonstrated that the newly-introduced vertical-aware interleaving
methods not only preserve the user experience, but they also preserve the quality of the
ranking systems being interleaved, with the exception of the controvertial VertClick metric.

8.7 Correctness and Sensitivity
Our second research question RQ5.2 concerns the amount of data we need to be able to
draw conclusions about the system quality (sensitivity) and how accurate this conclusion
is (correctness). Typically, before a new ranking algorithm is launched to the public, it
is compared to the previous version of the algorithm using interleaving or some other
method. It is therefore crucial that we can quickly and accurately decide if the new ranking
algorithm is better or worse than the current one.
In Sections 8.7.1, 8.7.2 and 8.7.3 we analyze how the fraction of correctly identified
preference pairs depends on the number of user impressions. We first look at the strong
cases where one ranker Pareto dominates the other (Section 8.7.1) and then analyze
more relaxed settings where instead of Pareto dominance we use offline quality metrics
like NDCG or ASRBP (Section 8.7.2) or online metrics like MeanRR or Clicks@1 (Section 8.7.3). In Section 8.7.4 we consider typical ten-day experiments and see how often
interleaving methods can come to a statistically significant decision in this time frame and
how they compare to A/B-testing in terms of sensitivity.

8.7.1 Finding Strong Differences: Pareto Dominance
Setup
Our simulation approach is based on the experimental setup proposed by Hofmann et al.
[80, 83]. We first take two synthetic (Section 8.5.3) or model (Section 8.5.2) ranked lists,
apply an interleaving method, and subsequently offer the interleaved list to a simulated
user that produces clicks (Section 8.5.5). Then it is up to the interleaving method to select
a winning ranker. Our experiment measures to what degree an interleaving method can
detect differences in the quality of result lists. Specifically, we look at how the confidence
about the preferred ranker depends on the number of user impressions (sensitivity) and
what the final correctness level is. The fewer impressions are needed for an interleaving
method to determine the winner, the more sensitive the method is.
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Figure 8.14: Portion of correctly identified ranker preferences (vertical axis) by different
interleaving methods after 1–500 user impressions (horizontal axis, log-scale). The dashed
horizontal line at 0.5 denotes random preference. All figures have independent block
placement. Error bars correspond to 95% binomial confidence intervals. All rankings
have one or zero verticals.

Figure 8.15: Same as above, but rankings can have up to three different verticals.
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We repeat the process of generating two synthetic rankings (or randomly drawing a
pair of model rankers and a query) until one ranking Pareto dominates13 the other in terms
of how it ranks relevant documents. Because the rankings are chosen in such a way that
one dominates the other, we know which ranking should be preferred by an interleaving
method.
We generate 500 pairs of rankings, with one ranking dominating the other, as described
above. These pairs are each interleaved 500 times by different interleaving methods. For
synthetic rankings we repeat this process for several combinations of the conditions described in Section 8.5.3. We observe the portion of correctly identified ranking preferences
(i.e., the accuracy) by each interleaving method. We calculate the mean and 95% binomial
confidence bounds.
Results
Synthetic Rankings We compare our vertical-aware interleaving methods, VA-TDI and
VA-OI, to the non-vertical-aware baselines, TDI and OI, in terms of the accuracy of the
identified ranker preferences. Figures 8.14, 8.15 show the portion of correctly identified
ranker preferences by TDI, OI, VA-TDI, and VA-OI after 1 to 500 user impressions
modeled by the federated click model mFCM (see Section 8.5.5).14
In Figure 8.14 we only consider cases where rankings are allowed to have verticals of
one type (e.g., News) whereas in Figure 8.15 up to three different types of vertical are
allowed.
Figure 8.14(a) shows results averaged over all possible positions of a block of size 2
(non-fixed block placement) under the assumption that none of the vertical documents are
relevant. We see that TDI and VA-TDI converge to correctly identify about 90% of the
true preferences, whereas OI and VA-OI converge to about 98%. There is no significant
difference in the number of impressions between conventional and vertical-aware methods.
Figure 8.14(b) shows results in the setting with relevant vertical documents. Results
are almost identical to the case of non-relevant vertical documents with only subtle
differences. The difference is more visible when allowing more verticals (Figures 8.15(a)
vs. (b)) — the final converged accuracy level is higher when there are relevant vertical
documents.
VA-TDI initially requires more sample data than TDI: TDI is significantly more
accurate when we have a very small number of impressions (less than ten). We believe
that the reason for this is the noise added by vertical documents dropping out, the problem
discussed at the end of Section 8.4.1. Since this is noise—and not bias towards either
ranking—this levels out as the number of observed impressions increases. However, this
need for more samples by VA-TDI is a small loss in efficiency for a method that preserves
the original user experience as much as possible compared to TDI.
Figures 8.14(c) and (d) show results for the same conditions as (a) and (b), respectively,
but with a block size of five instead of two. The only difference with Figures 8.14(a) and (b)
13 As in [83], we re-rank documents by examination probability P pE “ 1q. In [83], P pE “ 1q is
r
r
implicitly defined by the cascade click model. In our case, it is dictated by the mFCM model (Section 8.5.5);
we marginalize over attention bias, using (5.9) and (5.14). We say that ranking A dominates B if, and only
if, re-ranked with P pEr “ 1q, A ranks all relevant documents at least as high as B and at least one relevant
document higher than B.
14 In all our experiments all the methods plateaued after several hundred user impressions.
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Figure 8.16: Portion of correctly identified ranker preferences (vertical axis) by different
interleaving methods after 1–500 user impressions (horizontal axis, log-scale). The dashed
horizontal line at 0.5 denotes random preference. Error bars correspond to binomial
confidence intervals.
is the increased gap between TDI and OI families, which suggests that the latter should
be preferred, especially in situations when we have many vertical documents. The same
holds for Figure 8.15 where up to three different verticals are allowed.
Model Rankings Figure 8.16 shows the same experiment for the model data. This is a
more realistic dataset than the synthetic one studied above. It contains vertical blocks of
different types (see Table 8.1). From the figure we see that VA-TDI performs significantly
worse than the other interleaving methods. As we explained at the end of Section 8.4.1,
this is due to the fact that vertical documents often drop out of the interleaved list, thereby
limiting the sensitivity of VA-TDI. This is especially true if the difference between lists
being interleaved is large, which is often the case for the model data.

8.7.2

Finding Weak Differences: Offline Metrics

Setup
In this section we use a setup similar to the previous section, but instead of requiring that
one ranker Pareto dominates another, we only require a non-zero difference in terms of an
offline quality metric. This resembles the so-called “live data” simulations by Hofmann
et al. [82] where interleaving methods are compared in terms of how well they can predict
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Figure 8.17: Portion of ranker preferences that agree with the offline metric (vertical axis)
by different interleaving methods after 1–500 user impressions (horizontal axis, log-scale).
The dashed horizontal line at 0.5 denotes random preference. Error bars correspond to
binomial confidence intervals.
the direction of NDCG preference. On the one hand, offline metrics are less reliable as
reference metrics than Pareto dominance. On the other hand, by using offline metrics we
evaluate our interleaving methods’ ability to find weak differences between rankings as
opposed to strong cases of Pareto dominance.
We picked NDCG and ASRBP to use in our experiments. We also experimented
with the one-component aggregated search metrics (VS, VD, IS, RP), but found that
only IS differences can be identified by the interleaving methods; only for this onecomponent reference metric the agreement level is more than 0.5. This is due to the fact
that the one-component metrics are too simple to be used as reference metrics for system
preference. One system can be better according to a one-component metric, but worse
overall. Interleaving, in turn, considers the ranked list as a whole and is not required to
agree with one-component metrics.
Here we only use model rankings (Section 8.5.2) since this is the only dataset that has
meaningful relevance and vertical orientation labels.
Results
Results are presented in Figure 8.17. The error bars are big and it is hard to state that some
method is more accurate than another, with the exception of VA-TDI, which converges
much slower than VA-OI. In fact, for the first ten impressions with the NDCG reference
metric (Figure 8.17(a)), the error bars do not overlap, indicating that VA-OI identifies
significantly more correct ranker preferences than VA-TDI does. A similar picture is
observed for ASRBP (Figure 8.17(b)).
We also observe that all the interleaving methods agree better with the NDCG reference metric than with the ASRBP . This demonstrates that it is more challenging to
use interleaving methods to derive the preference of aggregated search pages than it is
for homogenous pages. The loss of agreeing with ASRBP might be due to the fact that
the assumptions made in assigning credits of documents in interleaving methods align
better with the NDCG position-based discount than with the more complex assumptions
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Figure 8.18: Portion of ranker preferences that agree with the online metric (vertical axis)
by different interleaving methods after 1–500 user impressions (horizontal axis, log-scale).
The dashed horizontal line at 0.5 denotes random preference. Error bars correspond to
binomial confidence intervals.
of ASRBP . It may also stem from the fact that the mFCM click model we utilize still assigns more value to topical relevance than to vertical orientation: equations (5.10)–(5.11)
guarantee that only topically relevant documents are clicked whereas vertical orientation
simply increases the chances of examining some documents.

8.7.3

Finding Weak Differences: Online Metrics

Setup
In this section we re-use the setup from the previous section, but use online click metrics
as reference metrics instead of offline metrics: we identify the better ranking by comparing
average values of an online metric from 50 query sessions, simulated using the mFCM
click model (Section 8.5.5). We picked two online metrics: the very simple Clicks@1
metric, and position-aware MeanRR. These are also the metrics that, as we will see later,
do not have statistically significant disagreement with interleaving in the real A/B-testing
settings (Section 8.7.4). Since the metrics values now vary more, we increased the number
of comparisons to 10,000 to reduce the churn due to randomness present in the metrics.
This also helped us to overcome problems stemming from the fact that Clicks@1 is a
binary metric and hence is often the same for A and B (we exclude such cases).
As in the previous section we only use model rankings (Section 8.5.2), because the
click models heavily rely on the relevance labels and it is crucial for these relevance labels
to be meaningful. Our preliminary experiments with synthetic rankings showed that the
click metrics are very noisy in that case and all the interleaving methods only marginally
agree with them.
Results
Results are shown in Figure 8.18. We see that all interleaving methods converge to the
same level of accuracy of about 0.85 as measured by the Clicks@1 reference metric.
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The agreement between the more complex MeanRR reference metric and the interleaving methods is less, but it confirms the previous finding (Figure 8.16) that VA-TDI is
significantly less discriminative than the other interleaving methods.

8.7.4 Time-constrained Experiments and A/B-testing
Setup
In a real-world setting of a search engine evaluation experiment, the experiment is run for
a certain period of time within which our interleaving method needs to reach a conclusion.
In this section we reproduce such a time-constrained experiment setting using our real
dataset (Sections 8.5.1, 8.5.4).
One issue of live experiments is that we do not have ground truth labeling of the better
system. Usually, online click metrics are used to find the better system (e.g., in A/B-testing
experiments), but these metrics may contradict each other or lack statistical significance.
Therefore, one should not blindly use them as ground truth, but rather examine the full
picture of their agreement and disagreement with the interleaving outcomes and with each
other.
Given the click log data that we have access to (Section 8.5.4), we compute the
following values for each query:
1. The average difference of the absolute click metrics for rankings A and B.
2. The interleaving score15 for each impression of each ranking implied by VA-TDI.
As some configurations might have more impressions in our click log than the
interleaving method suggests, we normalize the scores to the correct probabilities
as implied by the interleaving method. Specifically, we compute the average score
for each configuration, multiply it by the probability of such a configuration and
then average across all found configurations, similar to [124].
3. The interleaving scores for vertical documents and non-vertical (organic) documents separately, i.e., interleaving scores computed while only taking vertical
(non-vertical) clicks into account.
In order to compare the direction of preference indicated by the absolute click metrics
and the interleaving methods we split the data into six buckets corresponding to six equal
time periods of ten days (t1 , t2 , t3 , t4 , t5 , t6 ) and compute the weighted average of the
absolute metrics and interleaving methods. The outcome for each impression (positive
if A wins, negative if B wins, zero if it is a tie) is multiplied by the total frequency of
the query16 and summed up over all queries. We report the winning system according
to each measure in Table 8.6. Note that we consider three ways of interpreting clicks
in the interleaving method: total—all clicks are counted, organic only—only the clicks
on non-vertical documents are taken into account, and vertical only—only the clicks on
vertical documents are counted. For example, if we want to evaluate only changes in the
organic ranking we may want to look at organic only results. On the other hand, we risk
having an unbalanced team assignment if we skip the vertical block.
15 We

assume that the score is 1 if ranking A wins a particular impression, ´1 if B wins and 0 if they tie.
that we previously normalized configurations to the correct probabilities.

16 Remember
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Table 8.6: Agreement between A/B-testing measures and VA-TDI. All changes are
statistically significant except for ones marked by ˛.
Measure

t1

t2

t3

t4

t5

t6

Absolute Metrics
Clicks@1
MaxRR
MeanRR
MinRR
PLC
VertClick

B˛
A
A˛
A˛
A
B

B
B
B
B
B
B

B
B
B˛
A˛
B˛
B

A
A
A
A
A
B

A
A
A
A
A
B

B
B
B
B
B
B

VA-TDI (different variants)
total
organic only
vert only

B
B
A

B
B
A˛

B
B
A˛

A
A
B

A
A
B

B
B
B

We also computed a per-query correlation between interleaving and A/B-testing
metrics and performed a detailed analysis of the influence of the vertical block on this
correlation (total vs. organic only). This analysis can be found in our previous work [40,
Section 4.2.2].
Results
Table 8.6 shows that in most cases VA-TDI (total and organic only) agrees with the
majority of the absolute metrics. Similar to what was reported in [127], the cases of
disagreement between absolute click metrics and interleaving outcomes are always accompanied by the lack of statistical significance. We mark such cases where the winning
system is not statistically significantly better with the ˛ sign.17 We can also note that
the agreement between the vertical-only VA-TDI and the VertClick absolute metric is
low. However, in two of the three cases with disagreement VA-TDI does not detect
a statistically significant preference. That means that either VertClick is too simple to
correctly capture the ranking changes or vertical-only is not the right way to interpret
interleaving outcomes (or both).
In this section we analyzed the sensitivity and correctness of conventional and verticalaware interleaving methods under different settings and with different datasets. We
showed that vertical-aware interleaving methods are in most cases as accurate as their
conventional counterparts with the exception of VA-TDI which in some rare cases may be
less sensitive than TDI because of vertical documents dropping-out. Some of our findings
support the fact that OI and VA-OI are more sensitive and more accurate than TDI and
VA-TDI, while the others suggest that they are at least as sensitive as TDI and VA-TDI.
We also confirmed that interleaving methods are more sensitive than A/B-testing and
demonstrated that these two approaches often disagree with each other.
17 Here

we use a bootstrap test with 1,000 bootstrap samples and a significance level of 99%.
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8.8 Unbiasedness
Our third research question RQ5.3 concerns unbiasedness of the interleaving methods.
We investigate whether any of the interleaving methods identifies preferences for a ranker
when there is no evidence in the data. For this purpose we employ randomly clicking
users to show that there is no systematic bias in the algorithm.18

8.8.1 Randomly Clicking User
Setup
Our final simulated experiment assesses the unbiasedness of interleaving methods under
random clicks (Section 8.5.5). It is important that accounting for vertical documents does
not introduce bias, as it may otherwise lead to wrong interpretations of interleaving results.
VA-TDI and VA-OI (Algorithms 8.3 and 8.4 respectively) were designed to be unbiased
under many forms of noise; here we validate that our implementation does indeed fulfill
this requirement.
Under the random click model (Section 8.5.5) an unbiased interleaved comparison
method should not systematically prefer either ranker, i.e., the rankers should tie in
expectation. We measure this following the methodology proposed by Hofmann et al.
[83], by counting the number of comparisons for which a method detects a significant
preference towards one of the rankers. For an unbiased method, this number should be
close to the number expected due to noise. For example, a significance test with a p-value
of 0.05 should detect statistically significant differences between rankers under random
clicks in 5% of the comparisons. We repeat the test for different document datasets
(synthetic, model, real) and for different numbers of impressions (from 100 to 500).
Results
Tables 8.7, 8.8, and 8.9 show the results, the percentage of detected significant differences,
for synthetic (first two), model and real datasets, respectively. For all the methods and
all datasets we see that the number of significant differences detected is in line with the
expected 5%.
Using a one-tailed binomial confidence test (also with p “ 0.05), we confirm that this
number is only once significantly higher than 5%, in the case of OI with synthetic rankings
and up to three verticals (non-relevant, fixed), see Table 8.9. We also see that the number
of detected significant differences does not increase with the number of impressions which
confirms that all the interleaving methods are, indeed, unbiased and can be relied on.
In this section we verified that none of the interleaving methods exhibit a bias under the
random click model. We performed an analysis with different datasets and confirmed that
there is no bias under an assumption of randomly clicking user. There could be other type
of biases that we did not analyse in the current work.
18 One
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may also test unbiasedness under other user models that are blind to results.
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Table 8.7: Percentage of significant differences between rankers detected under the random click model for model rankings. p † 0.05 on 500 ranker pairs after 100–500 user
impressions (left-most column). With p † 0.05, an interleaving method is expected to detect around 5% significant differences. None of the outcomes are statistically significantly
higher than 5% using a one-tailed binomial confidence test (with significance level 0.05).

100
200
300
400
500

OI

TDI

VA-OI

VA-TDI

4.4%
3.8%
6.0%
4.8%
4.4%

6.2%
6.4%
6.2%
4.6%
5.2%

6.2%
6.4%
5.2%
4.8%
4.8%

5.8%
5.2%
5.4%
6.6%
4.4%

Table 8.8: Percentage of significant differences between rankers detected under the
random click model for real rankings. p † 0.05 on 500 ranker pairs after 100–500 user
impressions (left column). With p † 0.05, an interleaving method is expected to detect
around 5% significant differences. None of the outcomes are statistically significantly
higher than 5% using a one-tailed binomial confidence test (with significance level 0.05).

100
200
300
400
500

OI

TDI

VA-OI

VA-TDI

4.4%
5.6%
5.6%
5.8%
5.0%

4.0%
7.8%
5.8%
6.2%
5.0%

5.2%
5.8%
7.2%
5.6%
5.8%

6.0%
4.2%
5.4%
5.4%
5.0%
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100
200
300
400
500

100
200
300
400
500

5.2%
4.6%
6.4%
6.2%
7.4%˚

OI

5.2%
6.6%
5.8%
6.6%
5.6%

OI

5.0%
4.2%
4.0%
4.2%
4.4%

TDI

4.0%
5.6%
5.8%
5.6%
5.2%

TDI

non relevant

4.6%
6.0%
4.4%
3.6%
4.4%

non relevant

4.8%
4.2%
4.8%
5.2%
4.6%

4.6%
4.2%
4.4%
5.6%
6.8%

4.8%
5.6%
4.6%
4.8%
5.4%

3.4%
3.6%
4.2%
4.4%
4.0%

VA-OI VA-TDI OI

fixed

4.6%
3.6%
4.6%
3.6%
4.6%

VA-OI VA-TDI OI

fixed
4.4%
4.6%
4.4%
3.8%
4.0%

5.8%
4.6%
5.0%
3.6%
4.6%

6.2%
4.4%
4.8%
6.0%
4.6%

4.6%
4.2%
4.4%
4.8%
5.4%

VA-OI VA-TDI OI
5.0%
5.0%
5.2%
5.0%
4.8%

5.4%
3.0%
5.0%
3.4%
5.0%

TDI

5.6%
5.4%
4.0%
4.4%
4.4%

TDI

up to three verticals

5.0%
6.6%
4.4%
5.4%
5.0%

VA-OI VA-TDI OI

non-fixed
5.4%
4.8%
5.0%
5.6%
4.2%

TDI

6.2%
5.4%
5.2%
5.0%
5.2%

TDI

non-fixed

up to one vertical
relevant

5.8%
2.6%
4.0%
5.0%
5.0%

relevant

5.2%
5.0%
3.8%
4.8%
5.4%

5.8%
7.0%
5.0%
5.0%
3.8%

5.4%
5.4%
5.4%
4.2%
3.6%

5.6%
6.2%
6.2%
5.0%
6.2%

VA-OI VA-TDI OI

fixed

4.6%
3.6%
3.6%
3.8%
4.2%

VA-OI VA-TDI OI

fixed

4.6%
5.8%
4.2%
4.6%
4.8%

5.6%
3.8%
4.6%
5.0%
4.0%

TDI

3.6%
4.6%
5.2%
5.4%
5.4%

5.6%
5.8%
5.6%
4.8%
4.6%

VA-OI VA-TDI

4.0%
6.2%
5.6%
7.4%
5.6%

VA-OI VA-TDI

non-fixed

6.0%
4.6%
5.4%
5.2%
4.4%

TDI

non-fixed

Table 8.9: Percentage of significant differences between rankers detected under the random click model for synthetic rankings. p † 0.05 on
500 ranker pairs after 100–500 user impressions (left-most column) under all combinations of conditions for block size 2. With p † 0.05, an
interleaving method is expected to detect around 5% significant differences. (˚ ) marks outcomes that are statistically significantly higher
than 5% using a one-tailed binomial confidence test (with significance level set to 0.05).
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8.9 Conclusion
To assess different interleaving methods under a wide range of conditions, we have
addressed three main research questions about the influence of interleaving methods on
the user experience, about the correctness and sensitivity of interleaving methods, and
about their unbiasedness, all with a special focus on vertical search. We have done so using
both simulations and real rankings and clicks. With simulated rankings we have tested
several vertical block sizes, several block placements and different levels of relevance
within the block.19
To summarize, we have shown the following.
• Vertical-aware interleaving methods do not alter the user experience, as they do not
break vertical blocks (Section 8.6.1) and do not degrade the quality of the result
page (Sections 8.6.2, 8.6.3).
• Vertical-aware interleaving methods can find differences between rankings as fast
and as accurate as their conventional counterparts with the optimized interleaving
family being substantially more sensitive (Sections 8.7.1, 8.7.2, 8.7.3). We also
demonstrated that in a ten-day experiment the vertical-aware team-draft interleaving (VA-TDI) is able to reach a conclusion, while A/B-testing metrics often
contradict each other (Section 8.7.4).
• Both vertical-aware and conventional interleaving methods are unbiased under
random clicks (Section 8.8.1).
We have shown that vertical-aware interleaving methods can accurately compare result lists
while preserving vertical blocks and quality level. Accuracy is as high as for conventional
interleaving methods, with only small losses in efficiency for small sample sizes. We also
confirmed that methods based on optimized interleaving (OI, VA-OI) usually outperform
methods based on team-draft (TDI, VA-TDI). Based on an extensive analysis, we conclude
that vertical-aware interleaving methods (VA-TDI, VA-OI) should be used for comparing
two ranking systems in situations where vertical documents are present.
One limitation of our work is that not all the experiments were validated in a real
search settings. We should note however, that in cases when we did perform experiments
with real click log data, we found them to be in line with the findings reported using
synthetic or model data. Another limitation is that for unbiasedness (RQ5.3) we only
considered the case where the user clicks randomly, but did not analyse the case where
the ranking systems are indistinguishable. The problem with that is that it is hard to
define what indistinguishable systems are. One may even claim that real-world systems
are always different, we just do not always have enough data or the right instruments to
observe this.
Future directions. As future work it would be interesting to apply our analysis of the
influence on the user experience as presented in Section 8.6 (RQ5.1) to the online learning
19 The code of our simulation experiments, including a reference implementation of the vertical-aware
interleaving methods, is publicly available at https://bitbucket.org/ilps/lerot as part of the
Lerot distribution [137].
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to rank problem of balancing exploration and exploitation (see, e.g., [81]). Currently, in
formulations of the dueling bandits problem for online learning to rank [165], the regret
function of an interleaving method—how much the users loose by using a suboptimal
system—is set to an average of the relative quality degradation by A and B. As we saw
in Section 8.6, the quality of an interleaved list can be far from that average; moreover it
depends on the interleaving method used and the ranking systems being interleaved.
Another direction of future work concerns an analysis of A/B-testing methods for
aggregated search and their comparison to the interleaving methods presented here. In
our work we considered only one very simple online A/B-testing metric, VertClick, but
one can go further and adapt conventional online metrics to aggregated search settings or
introduce new click metrics or new A/B-testing procedures.

8.10 Appendix: Synthetic Ranking Pair Simulation
Fixed position. First we describe how we simulate ranking pairs for organic web
documents with vertical documents inserted afterwards (condition fixed).
Algorithm 8.5 Generate a pair of organic web rankings.
2:
3:
4:
5:

function G ENERATE R ANKING PAIR(d, NR,max )
documentPool – G ENERATE D OCUMENT P OOLp10 ` d, NR,max q
A – G ENERATE R ANKINGpdocumentPool , 10q
B – G ENERATE R ANKINGpdocumentPool , 10q
return pA, Bq

6:
7:
8:

function G ENERATE D OCUMENT P OOL(N 1 , NR,max )
NR – R ANDOM I NTEGERp1, NR,max q
return document list of length N 1 with NR relevant documents

1:

9:
10:
11:
12:
13:
14:
15:

function G ENERATE R ANKING(X, N )
initialize sX pdq using (8.18)
L – rs
while |L| † N do
dnext – S AMPLE W ITHOUT R EPLACEMENT psX pdqq
L – L ` dnext
return L

The algorithm for G ENERATE R ANKING PAIR function (Algorithm 8.5) consists of
several steps. In order to generate two ranked lists of size 10 we first generate a document
pool of slightly bigger size (10 ` d) and then draw documents from this pool to produce
rankings A and B. The reason is that rankings A and B can differ not only in the order of
the documents, but also one of them can have some additional documents that the other
one does not have. In order to allow different document orders in A and B we employ a
softmax distribution sX by Hofmann et al. [80] in which the probability of selecting the
next document is inversely proportional to a power of the rank rX pdq of a document d in
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a document pool X:
PsX pdq “ ∞

1
rX pdq⌧

1
d1 PX rX pd1 q⌧

(8.18)

.

In this distribution the document from the bottom of the list X has lower probability of
being selected at each step of generating a ranking (Algorithm 8.5, line 13) than one of the
top documents. It leads to ranking lists A and B being quite similar to each other (which
is usually the case where B is a small experimental ranking change), and we can control
the degree of similarity by varying the ⌧ parameter.
For our experiments we set NR,max “ 3 as in [40]. We also set d “ 2 and ⌧ “ 5 to
resemble the level of difference between A and B that we have in the real interleaving
experiments.20
Algorithm 8.6 Generate a pair of rankings with the fixed vertical blocks vBlocks (condition fixed).
1:
2:
3:
4:
5:

function G ENERATE R ANKING PAIRW ITH V ERTICALS F IXED(d, NR,max , vBlocks,
vPositions)
pA, Bq – G ENERATE R ANKING PAIRpd, NR,max q
insert vBlocks to A at positions vPositions
insert vBlocks to B at positions vPositions
return pA, Bq

If the vertical blocks are fixed, then a synthetic ranker is generated in two steps
(Algorithm 8.6). First, organic rankings are generated using Algorithm 8.5, then the
vertical blocks are inserted at fixed positions. Note, that if the organic list had ten
documents, then inserting a vertical block can only increase the total document count, so
there will be more than ten documents.
Non-fixed position. Let us now describe the procedure of generating pairs of rankings
that contain vertical documents (condition non-fixed). We assume that we have a list of
vertical types tvt | t P t1, . . . , T uu and a probability distribution q, such that for each
document d ∞
and each vertical type t, document d has type vt with probability qt . We
T
also require t“1 qt † ´
1, so that the probability
of the fact that d is a Web (non-vertical)
¯
∞T
document can be set to 1 ´ t“1 qt :
(8.19)

@t P pvertpdq “ vt q “ qt

P pvertpdq “ Webq “ 1 ´

T
ÿ

qt .

(8.20)

t“1

Now we first generate rankings that have Web and vertical documents mixed up, and then
reorder them to respect the vertical blocks. See Algorithm 8.7 for more details.
20 97% of the real ranking pairs (Section 8.5.1) has no more than two distinct document pairs, so we choose
d “ 2. The parameter ⌧ is chosen such that the percentage of cases where A and B have 0, 1 or 2 different
document pairs resembles that of the real ranking pairs we analyze.
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Algorithm 8.7 Generate a pair of rankings with vertical documents (condition non-fixed).
1:
2:
3:
4:
5:

function G ENERATE R ANKING PAIRW ITH V ERTICALS N ON F IXED(d, NR,max , q)
documentPool – G ENERATE D OC P OOLW ITH V ERTICALSp10 ` d, NR,max , qq
A – G ENERATE R ANKING W ITH V ERTICALSpdocumentPool , 10q
B – G ENERATE R ANKING W ITH V ERTICALSpdocumentPool , 10q
return pA, Bq

function G ENERATE D OC P OOLW ITH V ERTICALS(N 1 , NR,max , q)
NR – R ANDOM I NTEGERp1, NR,max q
Lpool – rs
while |Lpool | † N 1 do
dnext – document of type t according to the distribution q (8.19)–(8.20)
11:
Lpool – Lpool ` dnext
6:
7:
8:
9:
10:
12:
13:

assign exactly NR documents in Lpool to be relevant
return Lpool

function G ENERATE R ANKING W ITH V ERTICALS(X, N )
initialize sX pdq using (8.18)
L – rs
while |L| † N do
dnext – S AMPLE W ITHOUT R EPLACEMENT psX pdqq
L – L ` dnext
20:
for each vertical type t do
21:
reorder documents of type t directly below the top document of type t
22:
return L
14:
15:
16:
17:
18:
19:
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Conclusions
In this thesis we studied the problem of understanding and modeling users of modern
search engines. We identified the main problems arising from the modern complex layout
of search engine result pages and suggested solutions to them.
First, we turned our attention to the problem of user modeling in Chapter 4. Namely,
we suggested several methods to improve existing click models. We demonstrated that
by taking user intent distribution and non-trivial SERP layout into account, we can
substantially improve the accuracy of user modeling.
Chapter 5 is dedicated to the question of click model evaluation. We started with a
comprehensive comparison of click models along different dimensions. Further, a new
evaluation method was introduced to complement a click model evaluation suite that is
specifically geared towards complex SERPs.
After studying user models, we turned our attention to the problem of Cranfieldstyle evaluation metrics, which often lack a connection to user models. In Chapter 6
we introduced a framework to build offline evaluation metrics from click models. We
performed a comprehensive evaluation of the new metrics and showed that they are more
aligned with online experiments and are more robust in the case of missing judgements.
In Chapter 7 we further improved evaluation metrics by looking at signals other than
clicks. We built an evaluation metric that takes explicit and implicit user attention and
satisfaction signals into account. We then demonstrated that a user model built in such a
way and the corresponding evaluation metric show better alignment with user-reported
satisfaction.
Finally, in Chapter 8 we studied an online evaluation method, namely interleaving,
and showed how it can be adopted to the settings of complex SERPs in a way that does
not affect the user experience.
In Section 9.1 we revisit the research questions formulated in the introduction and summarize our answers to them. In Section 9.2 we discuss some possible directions for future
research that naturally follow from this thesis.

151

9. Conclusions

9.1 Main Findings
The first research question was the following:
RQ1 Can we substantially improve existing click models by taking into account
result page structure and aggregated user characteristics?
Since all commonly used click models ignore the heterogeneous structure of the result
page and the spectrum of the user intents, it is clear that there is room for improvement
there. We broke down this research question as follows:
RQ1.1 How can we use page layout information to improve click models?
RQ1.2 How can we use aggregated user characteristics such as vertical orientation to
improve existing click models?
The very first question RQ1.1 was about layout, and, first of all, about the presentation
type of the results on the page. For instance, news items or image answers are visually
different from general web results. In Chapter 4 we suggested a modification to existing
click models wherein the parameters of the model that determine the probability of
examination were made dependent on the presentation type of the document. We showed
that such a modification gives a significant improvement to the model, even when the
presentation difference is rather subtle. However, when the presentation difference was
removed completely, the gain disappeared, suggesting that this was indeed due to the
visual difference and not due to some intrinsic differences between result types. Similarly,
we demonstrated that explicitly including pagination buttons into a click model improved
its performance.
In RQ1.2 we asked ourselves whether vertical orientation, or user intent—the aggregated characteristic of the kind of documents the users are interested in for a particular
query—could also help to built a better click model. By incorporating intent distribution
into the click model and training separate relevance-related parameters for each intent, we
showed that it gives an improvement even bigger than the presentation type. Intuitively,
by training separate relevance parameters for “jaguar, the car” and “jaguar, the animal”
we built a better model of user behavior in response to the query [jaguar], where
results answering both intents—to different degrees—are present. We also showed that a
combination of the two ideas—layout and intent—gave the biggest improvement.
The next question, RQ2, was of a different nature. It concerned the problem of click
model evaluation and was answered in Chapter 5.
RQ2 How do we evaluate click models?
We split it into two sub-questions:
RQ2.1 How do different click models perform when evaluated on a common dataset?
RQ2.2 How should we evaluate click models for complex aggregated SERPs?
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First of all, we gave an answer to RQ2.1 in the form of evaluation experiments with
an open-source software library and a publicly available dataset. Our experiments were
the first to evaluate all commonly used models on the same data and along the same
comprehensive set of dimensions.
We then moved to evaluating vertical-aware models. We suggested a new evaluation
facet—intuitiveness—wherein models are compared in terms of how well they manage
to capture different aspects of the modern aggregated search systems and the complex
SERPs they produce. We showed that intuitiveness evaluation gives additional insights
into model’s quality, thus answering RQ2.2.
Having studied click models, we turned our attention to one particular application of
them:
RQ3 How can we make use of click models to improve offline evaluation metrics?
In particular, this question was broken down as follows:
RQ3.1 Can we make use of click models to build better evaluation metrics? How do
such click model-based IR metrics differ from traditional offline metrics?
RQ3.2 Which evaluation metrics are better tied to the user? Do click model-based
metrics show higher agreement with online experiments? How do they compare
in terms of discriminative power?
RQ3.3 How well do different offline metrics perform in the presence of unjudged
documents?
RQ3.4 How can we modify offline metrics to enhance agreement with online experiments?
To answer this question, in Chapter 6 we developed a framework to convert any click
model into evaluation metrics. We considered two variants of metrics: utility-based and
effort-based. We then showed that while some of them are quite well correlated with
traditional evaluation metrics such as DCG or ERR introduced in Section 3.2, others
behave quite differently. This answered RQ3.1.
Moreover, while answering RQ3.2 we showed that our click model-based metrics and,
in particular, uUBM (utility-based metric based on UBM) have higher agreement with
absolute and pairwise online experiments, while still keeping discriminative power at a
reasonable level.
To answer RQ3.3 we varied the ratio of unrated results in the rating pool and examined
how different offline metrics react to it. We found that all offline metrics, both classic
and click model-based, degrade when the number of unjudged documents increases.
Effort-based metrics based on DBN and DCM were the best at dealing with the unjudged
documents.
Finally, to answer RQ3.4 we suggested two techniques to improve performance. First
is condensation which simply dictated that we cross out the unjudged documents from
the list and thus “condense” the ranked list. Another technique was thresholding where
we excluded queries with small metric differences when comparing two systems. Both
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techniques dramatically improved the metric quality (measured by its correlation with the
outcomes of the interleaving experiments) if the metric was based on a user model. The
combination of these two techniques yielded the best result.
To continue on the topic of offline evaluation metrics, we asked ourselves the following
question:
RQ4 How can we improve user models and offline evaluation metrics to account
for non-trivial attention patterns and direct usefulness of result snippets?
The question was split into sub-questions as follows:
RQ4.1 Does a model that unites attention and click signals give more precise estimations
of user behavior on a SERP and self-reported satisfaction? How well does the
model predict click vs. satisfaction events?
RQ4.2 Does an offline evaluation metric based on such a model show higher agreement
with user-reported satisfaction than conventional metrics such as DCG?
We started Chapter 7 by showing that the abandonment rate for answer-seeking queries
grows with improvements in the quality of the document snippets, which suggests that
users were indeed finding answers in those snippets and were getting satisfied without
clicks. To put this into a user model, we suggested the so-called clicks, attention and
satisfaction (CAS) framework where we added the possibility to gain utility from SERP
elements that were both clicked and merely attracted gaze, as well as an explicit user
satisfaction model. We showed that such a model achieves reasonable click prediction performance while at the same time being much better at predicting user-reported satisfaction,
thereby answering RQ4.1.
Finally, in the spirit of RQ3 we converted that user model into an evaluation metric
and showed that the resulting metric was quite different from conventional metrics, while
at the same time showing much higher agreement with user-reported satisfaction, which it
managed to generalize from the training data. This answered RQ4.2.
Finally, the last research question was about a different kind of evaluation, namely online
interleaving evaluation based on implicit user feedback:
RQ5 How can we perform accurate online quality evaluation on complex SERPs
without affecting the user experience?
In Chapter 8 we suggested a family of algorithms that we called vertical-aware interleaving. In parallel, we developed an evaluation framework where an online comparison
method was scrutinized from different angles. Therefore, we formulated our sub-questions,
each asking about different aspects of the method’s quality:
RQ5.1 Influence on the user experience. What effect do different interleaving methods—
both conventional and newly introduced vertical-aware—have on the user experience in the case of complex SERPs? Do any of these methods run the risk of
degrading the quality of the results or altering the user experience?
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RQ5.2 Correctness and sensitivity. Do different interleaving methods always draw
correct conclusions about the better system? How fast, in terms of the number of
impressions and amount of feedback needed, can they detect that one aggregated
search system is to be preferred over another?
RQ5.3 Unbiasedness. Do the interleaving methods that we consider provide a fair and
unbiased comparison, or do some of them erroneously infer a preference for one
aggregated search system over another in situations where implicit feedback is
provided by a randomly clicking user?
To answer RQ5.1 we showed that vertical-aware interleaving indeed does not degrade
nor change the user experience, while the classical methods do run such risk. In response
to RQ5.2 we showed that vertical-aware interleaving methods can find differences between
rankings as fast as their conventional counterparts and faster than the A/B-testing method
based on absolute metrics. The last one, RQ5.3 was more of a validation question, which
we answered positively for both classical and vertical-aware methods—none of them
detected a preference in situations where there was not any.
Above we summarized our main findings and advances towards understanding and modeling users of modern search engines. We demonstrated that modern SERPs are much
more complex and often require different machinery when it comes to evaluation or user
modeling. Methodologically, we started with existing IR foundations and challenged
some of them. We did not completely discard the foundations, but tried to adopt them to
the new reality where SERPs have become richer and more interactive. We demonstrated
that such an evolutional approach is able to bridge some important gaps and bring us
closer to the goal of understanding and modeling the user, provided that we question
the existing approaches often enough. A good example of that is what we did when we
replaced ad-hoc evaluation metrics by model-based metrics in Chapter 6 or augmented
result relevance by snippet relevance in Chapter 7.
Work done in this thesis enables us to do the usual things such as offline/online
evaluations and user modeling, knowing that the complex nature of the result pages is
taken into account. We also provide general guidelines on how to advance the area even
further, which will be the topic of the next section.

9.2 Future Directions
The problem formulated in the introduction—understanding users of modern SERPs and
using this understanding for user modeling and quality evaluation—is an open-ended one.
We cannot claim that we completely solved it, but rather say how much we advanced
in the right direction. We claim that we did advance substantially in accuracy of user
modeling and offline evaluation and enabled the use of online interleaving evaluation
which was previously not possible in the setting of complex SERPs. Nevertheless, our
work has some limitations which motivate future work. While studying the question of
user modeling, we limit ourselves to the framework of probabilistic graphical models
and did not study other approaches, such as structure learning or neural networks. While
studying the question of offline evaluation, we did not address the problem of mismatch
between raters’ judgements and the users’ perception of relevance nor did we test our
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CAS model (Chapter 7) on a large-scale data. Finally, in the area of online evaluation, we
focused on interleaving methods, while absolute A/B-testing metrics, which have some
advantages, were left behind.
There are three different (but related) directions for future work: user modeling, offline
evaluation and online evaluation. Below we discuss them in more detail.

9.2.1 User Modeling
The work on user modeling presented in this thesis (Chapters 4 and 5) is by no means
complete. There are still ways to improve our understanding of the user. We introduced
a number of different signals, such as layout information, user intent and attention, and
suggested including them into a user model. All these ideas helped to advance the
state of the art of user modeling for complex SERPs. But we have not challenged the
underlying fundamentals of these models, which is probabilistic graphical models with a
rigid structure defined beforehand.
Another limitation lies in the area of evaluation. While we performed a comprehensive
analysis of existing evaluation metrics and suggested a new one in Chapter 5, we do not
always know how improvements in these evaluation metrics translate into accuracy of the
models in practice.
One possible direction for better user modeling would be learning the structure of the
dependency graph using a method described, e.g., in [102, Chapter 18]. The very fact
that there are so many different models out there, suggests that we, humans, cannot easily
engineer a perfect dependency graph by hand. Instead, we may want to infer this structure
from the data, just as we currently do for model parameters. Another way would be
replacing the directed Bayesian networks that we normally use by undirected Markov
networks, by partially directed conditional random fields or by an altogether different
architecture, such as neural networks. In fact some recent work has started to explore the
idea of applying neural networks to model search engine users [16, 170]. We believe this
to be a promising direction, given that modern SERPs are full of images and rich content,
which motivates borrowing techniques from the area of image perception, where neural
networks recently helped to achieve extraordinary improvements.
In the area of evaluation, we need to develop application-driven ways to compare
models. If an offline evaluation metric based on a user model shows better agreement
with the user-reported satisfaction, then it is a better model. If ranking systems winning
simulation-based online experiments also win experiments performed on real users, then
the model behind the simulation is solid. While it is hard to perform such studies at scale,
it is an important part of confirming the validity of our click model evaluation.

9.2.2 Offline Evaluation
It is always hard to evaluate evaluation methods and our work in Chapters 6 and 7 faces
the same problem. We did show that our offline metrics correlate with online evaluation
signals and user-reported satisfaction, but more evidence from different search engines
may be needed before the metrics we suggested will become standard. Since the metrics
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themselves requires training, it is still an open question how portable they are between
different search systems and how stable they are over time.1
As for future work, apart from training on more and different data and improving the
underlying user models, we would like to outline two important directions. One direction
is a further study of the problem of utility aggregation. While in Chapter 7 we simply
assumed utility to be a linear combination of expected snippet-based and document-based
relevance gained, the real connection between them may be more involved.
Another direction is the problem of using crowdsourcing for collecting full document
relevance and snippet relevance. There are many issues coming from the quality of
crowdsourcing annotations: we need a better understanding of how the task should
be designed, how we should go about filtering lazy workers and leveraging natural
disagreement between the honest ones, to name a few. All of these questions are important
in the context of collecting reusable judgements, and our dual relevance nature adds a new
dimension to it.

9.2.3

Online Evaluation

There are two limitations of our online evaluation analysis presented in Chapter 8. First,
it is the lack of real-world experiments for some of the hypotheses that we tested. In
particular, when we studied the effect on the user, we were very risk-averse and opted for
performing most of our experiments on simulated users. Also, repeating our real-world
experiments in a multi-vertical setting is a limitation that is, perhaps, easier to overcome,
provided that whoever does it, has access to the relevant log data. A second limitation is
the amount of attention we devoted to the A/B-testing experiments. While interleaving
was shown to be more sensitive in early work by [27], A/B-testing is still widely used [64,
67, 101] due to its intuitive nature and the ease of adaptation to heterogeneous SERPs (or
even to pages that are not SERPs). Moreover, there are now several techniques helping to
improve the sensitivity of A/B-testing experiments [61, 98], which make it an interesting
target to study in the context of heterogeneous SERPs.
Apart from mitigating the limitations outlined above, there are several avenues for future
work. First, it is an explore-exploit trade-off. How much of a user degradation can we
tolerate in order to get a useful signal about the system quality? While the problem of
online learning is an active area of research [141, 177], the design of an interleaving
method and the regret computation can affect the outcomes and has to be put on the
roadmap.
Another direction is improving the accuracy of the experimental outcome. This can
be done by adding additional signals, such as mouse movements or viewport position, but
also by analysing different ways to interpret the signals to make experimental outcome
agree more with user retention metrics. Schuth et al. [140] have made some steps to
bridge the gap between interleaving and absolute quality metrics, but to bring SERP-level
interleaving signals closer to long-term metrics such as retention, we need to design
evaluation methods to account for user interactions spanning multiple queries.
1 One should note that metric stability, although desirable, should not be put before its accuracy. A good
example is DCG, which is widely used and has a fixed and easy-to-compute form, but is quite inaccurate as we
demonstrated in Chapter 7.
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List of Acronyms
Acronyms
AP average precision (see page 26)
AS aggregated search (see page 12)
ASRBP aggregated search metric based on rank-biased precision (see page 16)
BI balanced interleaving (see page 17)
BM25 best match 25 (see page 12)
CAS clicks, attention and satisfaction (see page 83)
CCM click chain model (see page 8)
CG cumulative gain (see page 27)
CLEF Conference and Labs of the Evaluation Forum (see page 15)
CM cascade model (see page 21)
CTR click-through rate (see page 16)
DBN dynamic Bayesian network (see page 23)
DCG discounted cumulative gain (see page 26)
DCI document constraints interleaving (see page 17)
DCM dependent click model (see page 24)
DCTR document-based CTR model (see page 20)
EBU expected browsing utility (see page 67)
EB_UBM exploration bias user browsing model (see page 42)
EB_UBM-IA exploration bias user browsing model (intent-aware) (see page 42)
EM expectation maximization (see page 14)
ERR expected reciprocal rank (see page 27)
ERR-IA expected reciprocal rank (intent-aware) (see page 16)
FCM federated click model (see page 56)
IDF inverse document frequency (see page 11)
IR information retrieval (see page 1)
IS item selection (see page 49)
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mFCM multi-vertical federated click model (see page 56)
mFCM-NO multi-vertical federated click model (no orientation) (see page 58)
MLE maximum likelihood estimation (see page 14)
NDCG normalized discounted cumulative gain (see page 26)
NTCIR NII (National Institute of Informatics) test collection for information resources
(see page 15)
OI optimized interleaving (see page 17)
PBM position-based model (see page 21)
PGM probabilistic graphical model (see page 19)
PI probabilistic interleaving (see page 17)
PLC precision at the lowest click (see page 28)
RBP rank-biased precision (see page 26)
RCM random click model (see page 20)
RCTR rank-based CTR model (see page 20)
RP result presentation (see page 49)
SDBN simplified dynamic Bayesian network (see page 24)
SDBN(P) simplified dynamic Bayesian network (pagination-aware) (see page 32)
SDCM simplified dependent click model (see page 51)
SERP search engine result page (see page 1)
TDI team-draft interleaving (see page 17)
TF term frequency (see page 11)
TREC Text REtrieval Conference (see page 1)
UBM user browsing model (see page 23)
UBM-IA user browsing model (intent-aware) (see page 34)
UBM-intents user browsing model (intents) (see page 40)
UBM-layout user browsing model (vertical layout) (see page 40)
VA-OI vertical-aware optimized interleaving (see page 118)
VA-TDI vertical-aware team-draft interleaving (see page 116)
VD vertical diversity (see page 49)
VS vertical selection (see page 49)
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Summary
Understanding and Modeling Users of Modern Search Engines
As search is being used by billions of people, modern search engines are becoming
more and more complex. And complexity does not just come from the algorithms. Richer
and richer content is being added to search engine result pages: news and sports results,
definitions and translations, images and videos. Many such elements are added by search
engines in their attempt to stand out from the competition by providing a superior user
experience. However, the more complex search engines become, the harder it gets to
understand users and their interactions with result pages, and to measure the quality of the
user experience. In this thesis we address exactly this topic.
We start by analyzing user behavior on complex result pages and show that the users’
click patterns are non-trivial. We also demonstrate that there are situations where we
observe no clicks at all, even though there is good content on a search engine result page
and the users are likely to be satisfied. Having made these observations, we proceed
to modeling the users of modern search engines. In particular, we suggest so-called
intent-aware models that capture different user intents and different presentation types
on the search engine result page. We also contribute to the area of user model evaluation
by presenting a comprehensive evaluation of click models and a new evaluation method
designed specifically for modern search engine result pages.
We then turn our attention to evaluating the user search experience. With additional
tools made available by modern search engines, users hope to become more productive
in their everyday life and achieve more in a smaller amount of time. That can reliably
be achieved only if the added complexity of the search engines comes with a correctly
measured benefit. We suggest a general framework for deriving an offline evaluation
metric from a click model—click model-based metrics—and then refine the underlying
user model by modeling user attention and user satisfaction signals in addition to clicks.
The benefit of such evaluation metrics is that they can be fit to real user data and then
re-used multiple times without involving actual users.
Next to studying offline metrics, we also study online evaluation approaches that
require deploying new versions of the search system live and comparing them to the
current production system based on user feedback. We propose a modification of a
popular online evaluation method—interleaving—that accounts for blocks of rich content
(often called verticals) that we refer to as vertical-aware interleaving. In addition, we
suggest several methods for evaluating evaluation methods, both offline and online ones,
from multiple angles.
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Samenvatting
Modelleren en Begrijpen van Gebruikers van Moderne Zoekmachines
Nu zoekmachines door miljarden mensen worden gebruikt, neemt hun complexiteit
toe. De complexiteit zit niet alleen in de achterliggende algoritmes, maar ook in de
resultaatpagina’s, die steeds rijkere resultaten tonen, zoals nieuws, sport, vertalingen,
afbeeldingen en video’s. Meer en meer van deze elementen worden toegevoegd door
zoekmachines, die hun concurrenten af willen troeven in het bieden van de beste gebruikerservaring. Echter, hoe complexer de zoekmachines worden, hoe moeilijker het wordt
om de interactie van gebruikers met de zoekmachine te interpreteren en om de kwaliteit
van de gebruikerservaring te meten. Dit proefschrift behandelt precies dit onderwerp.
We beginnen met het analyseren van het gedrag van gebruikers op complexe resultaatpagina’s en tonen aan dat hun klikgedrag niet-triviaal is. Bovendien laten we zien
dat er situaties zijn waarin geen enkele klik wordt geobserveerd, terwijl er wel relevante
informatie getoond wordt en de gebruiker waarschijnlijk tevreden is. Op basis van deze
bevindingen modelleren we de gebruikers van moderne zoekmachines. We stellen intentaware modellen voor die verschillende gebruikersdoelen en verschillende presentatietypes
op de resultaatpagina modelleren. We dragen ook bij aan de evaluatie van gebruikersmodellen met een uitgebreide evaluatie van klikmodellen, en de introductie van een nieuwe
evaluatiemethode die specifiek gericht is op resultaatpagina’s van moderne zoekmachines.
Vervolgens richten we onze aandacht op het evalueren van de gebruikerservaring.
Door alle toevoegingen die moderne zoekmachines bieden, worden gebruikers hopelijk
productiever in hun dagelijks leven en kunnen ze meer gedaan krijgen in minder tijd. Een
correcte manier van het meten van de toegevoegde waarde van de additionele complexiteit
is hiermee zeer gewenst. We stellen een algemene methode voor om een offline evaluatiemaat af te leiden van een klikmodel — click model-based metrics — waarna het
onderliggende gebruikersmodel bijgesteld wordt door, naast de kliks, de aandacht van de
gebruiker en de afgegeven signalen van tevredenheid te modelleren. Het voordeel van
deze evaluatiematen is dat ze geoptimaliseerd kunnen worden op basis van bestaande gebruikersgegevens, en vervolgens opnieuw gebruikt kunnen worden zonder dat er nogmaals
gebruikers bij betrokken hoeven te worden.
Naast offline evaluatiematen bestuderen we ook zogenaamde online aanpakken voor
evaluatie die uitgaan van meerdere live versies van zoekmachines, die vergeleken worden
op basis van actuele gebruikersinteracties. We stellen een aanpassing voor van een veelgebruikte online evaluatiemethode — interleaving — die rekening houdt met additionele
elementen in de resultaatpagina (ook wel verticals genoemd): vertical-aware interleaving.
Bovendien stellen we meerdere manieren voor om evaluatiemethodes te evalueren uit
verschillende invalshoeken.
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As search is being used by billions of people, modern search
engines are becoming more and more complex. And
complexity does not just come from the algorithms. Richer
and richer content is being added to search engine result
pages: news and sports results, definitions and translations,
images and videos. Many such elements are added by search
engines in their attempt to stand out from the competition by
providing a superior user experience. However, the more
complex search engines become, the harder it gets to
understand users and their interactions with result pages,
and to measure the quality of the user experience. In this
thesis we address exactly this topic.

