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Chapter 2

Simulation Methods

In this thesis, several molecular simulation techniques have been used. The aim of this chapter
is to provide the necessary backgound for these techniques. We will start with a description of
standard molecular dynamics (MD). Next, the use and development of force fields is discussed.
Starting with atomistic force fields, we will move on to discuss coarse-graining strategies. The
remainder of the chapter is devoted to methods that aim to enhance sampling. In this section, we
will discuss umbrella sampling, steered MD, replica exchange MD and transition path sampling
in more detail.

2.1 Molecular Dynamics

Molecular dynamics (MD) integrates Newton’s equations of motion numerically to evolve a
system in time.

F (t) = ma(t) (2.1)

a(t) =
dv(t)

dt
(2.2)

v(t) =
dr(t)

dt
, (2.3)

where F is the force on a particle, m the mass of the particle, a its acceleration, v its velocity, r
its position and t the time. If one knows the potential energy (V ) as a function of the positions
of the particles, the forces

F (t) =
dV (r(t))

dr
, (2.4)

acting on each particle at a given time t can be calculated. A numerical integration algorithm
can be used to find the positions and velocities of all particles at the next timestep t + ∆t. This
procedure can be repeated for the desired amount of steps to obtain a trajectory.

Proper algorithms conserve total energy and are time reversible. Many such algorithms
exist and the most commonly used algorithms include the leapfrog [76] and velocity Verlet [77]
algorithms, both based on the original Verlet method.
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GROMACS [78,79], the package used for all atomistic scale simulations in this thesis, makes
use of the leapfrog algorithm. In this algorithm [76] positions and velocities are calculated half
a time step after each other: i.e. they make ‘leapfrog’ jumps over each other. If the positions are
known at integer time steps, the velocities are defined at half-integer time steps:

v(t+
1

2
∆t) =

r(t+ ∆t)− r(t)
∆t

(2.5)

v(t− 1

2
∆t) =

r(t)− r(t−∆t)

∆t
. (2.6)

The following expressions are used for updating the positions and velocities [76]:

r(t+ ∆t) = r(t) + v(t+
1

2
∆t)∆t (2.7)

v(t+
1

2
∆t) = v(t− 1

2
∆t) +

F (t)

m
∆t. (2.8)

It is characteristic for the leapfrog algorithm that the velocities and total energy are not known
at the same time as the positions and forces. When using the velocity Verlet algorithm, velocities
and positions are obtained simultaneously:

r(t+ ∆t) = r(t) + v(t)∆t+
F (t)

2m
∆t (2.9)

v(t+ ∆t) = v(t) +
F (t+ ∆t) + F (t)

2m
∆t. (2.10)

CM3D [80], the simulation package we used for our coarse-grained simulations, employs the
velocity verlet algorithm.

MD samples the microcanonical (NVE) ensemble. The use of thermostats, such as the Nosé-
Hoover [81, 82] or Andersen [83] thermostats enable simulation in the canonical (NVT) ensem-
ble. Constant pressure simulations are also possible by using a barostat, e.g. the Parrinello-
Rahman barostat [84].

The systems studied with MD simulations are small (boxsizes in the order of nm). A problem
with these finite system sizes is that boundary effects can severely affect the simulation results.
Using periodic boundary conditions (PBC) is a good solution to avoid these finite size effects
[85]. Simply put, the simulation box is surrounded with virtual copies of itself to mimick an
infinite system. Provided that the box is large enough with respect to the range of the potential,
we can adopt the minimum image convention: each atom interacts with the nearest atom or
image in the periodic array. The exception here is the coulomb interaction between particles,
for which special techniques are required (e.g. Ewald summation) as will be discussed in the
next section. Using periodic boundary conditions limits the allowed box shapes to those that are
space filling. The simplest example is the cubic (or rectangular) box. Truncated octahedron or
dodecahedron boxes are more efficient as the amount of solvent decreases with approximately
30%.
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2.2 Atomistic Force Fields

Simulations of biomolecular systems usually employ (semi-)empirical force fields to describe
the potential energy and forces between atoms. Parameterization is based on both quantum
mechanical calculations and experimental data. In the case of proteins several such force fields
have been developed over the years, including AMBER [86], CHARMM [87], GROMOS [88] and
OPLSAA [89]. For a more extensive discussion of commonly used force fields in biomolecular
simulations we refer to Ref. [90].

The basic form of a force field is

Vtot = Vbon + Vnb, (2.11)

where Vbon refers to all bonded (or covalent) interactions and Vnb refers to all non-bonded (non-
covalent) interactions in the system,

Vbon =
∑
bonds

1

2
kijb (rij−r0

ij)
2+

∑
angles

1

2
kijka (θijk−θ0

ijk)
2+

∑
dihedrals

1

2
kijkld (1+cos(nφijkl−φ0

ijkl)) (2.12)

Vnb =
∑
LJ

kij

(CAij
rij

)12

−
(
CBIJ
rij

)6
+

∑
el

qiqj
4πε0rij

. (2.13)

As indicated in equation 2.12 the bonded interactions include bond lengths, bond angles and
torsion (or dihedral) interactions (see Fig. 2.1). Bond and angle contributions are approximated
by harmonic potentials whereas the torsions are described by a cosine function to account for
periodicity. Parameters defining the bonded part of the force field are the force constants kijb ,
kijka , kijkld for the bond lengths rij between atoms i and j, angles θijk between atoms i, j and
k and torsion angles φijkl between atoms i, j, k and l respectively, in combination with their
corresponding equilibrium distances r0

ij , angles θ0
ijk and torsion angles φ0

ijkl.
The non-bonded interactions (eq. 2.13) include van der Waals interactions, Pauli repulsion

and electrostatic interactions, which scale as r−6, r−12 and r−1 respectively. For the non-bonded
interactions the sums run over i and j > i + 3. The van der Waals interaction and the Pauli
repulsion are often combined and modelled by a 6-12 Lennard-Jones potential with parameters
CAij and CBij corresponding to respectively the repulsion and attraction between atoms i and
j. A Coulomb potential is used to model the electrostatic interactions. Here qi and qj are the
partial charges of particles i and j and ε0 is the dielectric constant. Except for the Coulombic
term, which falls off with r, all interactions in the force field decay within the boxsize. The
electrostatic interactions, however, have to be calculated between atoms in the box as well as in
the periodic images. In most MD packages available today this problem is solved by using the
Particle Mesh Ewald method [91, 92]. In this approach the electrostatic interactions are divided
in a short-ranged and a long-ranged contribution. The first is summed directly in real space. The
long-ranged contribution is calculated in Fourier space and for further speed-up, the particles
are put on a grid (mesh).

In biomolecular simulations accurate treatment of the aqueous environment is essential.
There are several water models available among which SPC [93], TIP3P [94] and TIP4P [95]
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Figure 2.1: Interactions in a force field. On the left are the bonded interactions as included in eq. 2.12 and
on the right are the non-bonded interactions (eq. 2.13).

are the most commonly used. Both SPC and TIP3P are three-site models. Due to a difference in
the tetrahedral angle (109.47◦ and 104.5◦ respectively) their charge distributions differ slightly.
TIP4P is a four-site model employing an extra negative charge placed on a dummy atom in
order to improve the electrostatic distribution around the water molecules. As most protein
force fields have been developed in conjuction with a specific water molecule (e.g. AMBER,
CHARMM with TIP3P, OPLS also with TIP4P, GROMOS with SPC) it is best to avoid making
other combinations.

To enhance the efficiency of MD simulations the fast vibrational degrees of freedom can
be constrained, allowing for larger timesteps. Commonly used methods to enforce these con-
straints are SETTLE [96], SHAKE [97], RATTLE [98] and LINCS [99]. These methods all employ
the method of Lagrange multipliers to enforce the constraints and differ only in how the corre-
sponding system of equations is solved. Another way to enhance efficiency is to use a multi-
timestep approach, where faster degrees of freedom are evaluated more frequently than slower
degrees of freedom. An example of this is the RESPA algorithm [100]. GROMACS uses SETTLE
and LINCS for constraints, whereas CM3D opts for the RESPA approach.

Although there are many MD packages available we have used GROMACS (versions 3 and
4 [78, 79]) for all our all-atom simulations, because of its efficiency. For the coarse-grained sim-
ulations we have used the CM3D package [80] as this allowed for more freedom in employing
user defined potentials.
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2.3 Coarse-graining

With the currently available computer power it is possible to simulate proteins in explicit sol-
vent (typical system size in the order of 105 particles) for several hundreds of nanoseconds up
to microseconds. However, many relevant processes involve larger macromolecular complexes
and/or longer timescales. Coarse-graining, in other words using a simplified force field, pro-
vides a way to access the desired time- and length scales. In a coarse-grained force field the
number of degrees of freedom is reduced by lumping several atoms together into representative
beads which interact via a simplified potential. Molecular or Langevin dynamics can be used to
propagate the forces.

Over the past years many different coarse-grained force fields have been developed for pro-
tein systems. The Go-model [101], developed in the 1970s specifically to study protein folding,
is still among the most popular coarse-grained models. In this model a protein is represented
by a chain of one-bead amino acids interacting through simplified attractive or repulsive non-
bonded interactions that are biased towards the native configuration. Assuming that the energy
landscape for protein folding can be described by a weakly rugged funnel directed towards the
native state it becomes clear that the Go-model works because it represents a perfectly funneled
landscape. Another model that is heavily biased towards the native structure is the elastic net-
work model (ENM) [102]. In this model a protein is also reduced to one bead per amino acid
and these beads are connected through elastic springs. ENMs correctly include the topology of
the system and are able to reproduce the patterns of the principal modes making them suitable
tools to analyse certain general aspects of protein behaviour.

A downside of Go-models and ENMs is that they are only weakly transferable to general
dynamics studies. Levitt‘s [103] 1976 work on knowledge-based parameterisation has inspired
many subsequent studies. In general it is more difficult to develop a truly transferable force field
with a decreasing number of beads to describe an amino acid. This is due to the fact that it is im-
possible to account for generic effects of the amino acid size, geometry and conformation with
very few parameters. Thus lower resolution force fields used to simulate proteins still depend
on a reference configuration. For instance in the Head-Gordon model [104], an adaptation of the
Honeycutt-Thirumalai model [105], a priori knowledge of secondary structure is required for
the parameterisation of the angle and dihedral terms and in the popular Martini force field [106]
secondary structure is kept fixed. On the other hand, the increase in time and/or length scales is
less substantial when using a higher resolution coarse-grained force field like those developed
by Hall [107] or Bereau and Deserno [108]. Other recently developed coarse-grained protein
force fields include OPEP [109], the non-native Go-model [110] and UNRES [111]. Most of these
force fields have been devised to reproduce several properties, such as structure, or thermo-
dynamics. Accurate coarse-graining methods that can reproduce thermodynamic observables
include the inversion of the radial distribution function structure [112], force matching [113]
and thermodynamic partitioning [114], but turn out not to be straightforwardly applicable to
proteins undergoing a conformational change [106].

Coarse-grained protein force fields have been used for example to study protein folding
[115], protein fibril formation [109, 116] and protein-membrane interactions [117, 118].
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2.4 Lattice Models

So far we have focused on so-called off-lattice models where the beads (representative beads or
individual atoms) can, in principle, access any point in space. As a fast - but highly coarse-
grained - alternative the protein can be represented by a chain on a lattice, with each bead
occupying a single lattice site. In most protein applications a 3D cubic lattice is used. The

Corner flip

Crank shaft

Point rotation

Figure 2.2: Internal moves when simulating a peptide on a 3D cubic lattice.
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internal energy of a protein configuration is given by:

E =
1

2

N∑
i

N∑
j

εaiajCij , (2.14)

where εaiaj gives the pairwise interactions between amino acids ai and aj and Cij is the contact
matrix. When residues i and j are in contact (they occupy neighbouring lattice sites) Cij =
1 and otherwise Cij = 0. The pairwise interactions between amino acids - also referred to as
“interaction matrix” - can be obtained in various ways but many commonly used interaction
matrices are constructed to reflect amino-acid proximity in real protein structures [119–121].

Lattice models are propagated using Monte Carlo sampling with trial moves that are ac-
cepted according to the Metropolis rule [85]:

Pacc = min(1, e
−∆E
kBT ), (2.15)

where ∆E is the difference in energy between the new and the old configuration, T is the simu-
lation temperature and kB is the Boltzmann constant. The min function returns the smaller of its
arguments. Trial moves can be internal (changing the conformation of the chain) or - when sim-
ulating multiple proteins on one lattice - rigid body moves (changing the position of one chain
relative to other chains). Internal moves include point rotations, corner flips and crank shafts
as illustrated in Fig. 2.2. Rigid body moves rotate or translate the entire chain. While most lat-
tice models only use one representative bead per amino acid, some models include a sidechain
bead [122]. In this case, the orientation of the sidechain is changed in a separate Monte Carlo
move.

Because of their low computational cost when compared to off-lattice models, lattice models
have been used extensively to study generic problems. Success stories include the elucidation
of features required for fast folding [123] and studies of fibril formation [122,124,125]. It should
be stressed, however, that lattice models are not sufficiently detailed to reproduce the behaviour
of a specific protein.

2.5 Free Energy Methods

Protein folding and aggregation is often discussed in terms of a free energy landscape, where
the free energy is shown as a function of a relevant reaction coordinate (also called order param-
eter). Stable and meta-stable states can be identified as valleys in the landscape. The width and
depth of a valley determines its population. Biomolecular systems are typically rather complex,
resulting in rugged free energy landscapes with many (meta-)stable states as indicated in figure
2.3.

The complete landscape contains all states and all the barriers separating them and thus
provides information on the transition rates between these states. In going from one state to
another many routes can be followed. However, the lowest free energy path will be followed
most often.
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Figure 2.3: The free energy landscape sampled by a biomolecule (left) resembles a mountain range (for
instance the Rocky Mountains on the right) in its ruggedness.

From a straightforward MD simulation the free energy F as function of a reaction coordinate
ξ can be calculated directly by

F (ξ) = −kBT ln(P (ξ)), (2.16)

where kB is the Boltzmann constant, T the temperature and P (ξ) the probability of finding
the system at a certain value of reaction coordinate ξ. This free energy is closely related to the
potential of mean force (PMF) Φ(ξ)∗.

Due to the ruggedness of the free energy landscape, MD simulations suffer from sampling
issues. As is shown in Fig. 2.4, a system started in a state A will spend much time sampling this
state (i.e. it is kinetically trapped) before crossing the high free energy barrier. Now state B will
be sampled extensively before recrossing to stateA. Thus, going from one stable state to the next
is a so-called rare event and may not happen at all within the limited simulation time. Many

A
B

Figure 2.4: The rare-event problem. The system will spend most of its time in either state A or state B
and barrier-crossings are rare.

methods have been developed over the past years to address this problem. One type of method
∗For a linear reaction coordinate as used in this thesis, the PMF is identical to the free energy.
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adds a biasing potential to the sytem to enable the sampling of less favourable areas of the
landscape. Such simulations result in a biased free energy landscape which can be corrected by
subtracting the biasing potential. Many such biasing methods exist which differ mainly in how
the baising potential is added. Examples of methods using a fixed biasing potential are umbrella
sampling [126] and hyperdynamics [127]. Alternatively, the biasing potential can be added in
an iterative way as is done in metadynamics [128] and conformational flooding [129]. Other
methods, such as steered MD [130], add a time-dependent potential which forces the rare event
to occur. A major disadvantage of these methods is that one has to know in advance in which
reaction coordinate to bias. Choosing a wrong reaction coordinate can lead to dramatically
wrong results. One way to solve this reaction coordinate problem is to use replica exchange
MD [131], which in principle provides an unbiased sampling approach.

In this thesis we have employed umbrella sampling and steered MD as well as replica ex-
change simulations. These methods will now be discussed in more detail.

2.5.1 Umbrella Sampling

The free energy difference between two states A and B (see figure 2.4) can easily be obtained
from a simulation by calculating the probability distribution along the reaction coordinate link-
ing these states:

∆F = FB − FA = kBT ln
PA
PB

, (2.17)

where PA and PB are the integrated probabilities to find the system in state A or B respectively.
These probabilities are directly proportional to the time the system spends in each state during
an MD simulation. However, if the two states are separated by a high barrier, a simulation
starting in state A is likely to sample only the configuration space around A. As there will be
no representative sampling of state B, PB will be severely underestimated. When using the
umbrella sampling technique [126] a fixed biasing potential (umbrella potential) is added to the
Hamiltonian of the system to flatten the free energy landscape between states A and B. This
way the system can sample the entire configuration space. The bias can be subtracted from
the resulting free energy to obtain the unbiased free energy. Ideally, the umbrella potential is
the exact inverse of the free energy as this results in equal sampling of A and B [85]. Usually,
however, the exact shape of the free energy is not known beforehand.

Although it is possible to construct the umbrella potential in such a way that both states
can be sampled in a single simulation, in practical applications it is usually more efficient to
divide the path in multiple smaller sampling windows. Each window has a different umbrella
potential enhancing sampling around a specific value of the reaction coordinate ξ(r). The free
energy along the entire reaction path can be obtained by combining the unbiased results of the
individual windows. An efficient way to do this is by solving the equations of the weighted
histogram analysis method (WHAM) [132].

2.5.2 Steered MD

Steered MD (SMD) simulations are the computational analog of pulling experiments (AFM
pulling or optical tweezers), where an external force is applied to “pull” on the system of in-
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terest. SMD simulations have been used to study many different systems and processes like
receptor-ligand interaction [133, 134] protein (un)folding [135, 136] and the response of struc-
tural proteins to deformation [137, 138].

SMD enforces a fixed potential that is moving in time and hence is a non-equilibrium tech-
nique. In an SMD simulation this biasing potential steers the system along a suitable reaction
coordinate ξ(r). The biasing potential, also known as the “spring”, is usually a harmonic oscil-
lator where a force constant k sets the stiffness of the spring. This spring constrains ξ to be close
to the spring position variable λ

Vguide =
k

2
(ξ − λ)2 , (2.18)

and moves at a fixed velocity v such that

λt = λ0 + vt. (2.19)

Two different approaches to obtain PMFs from SMD simulations have been developed. Both
are based on Jarzynski’s equality [139] but whereas Hummer and Szabo [140] developed their
method for weak springs (small k), Park and Schulten [141, 142] focused on the use of stiff
springs (large k). As we employed stiff springs in our SMD simulations, we will now discuss
the latter approach in more detail.

Jarzynski’s equality [139] relates the equilibrium free energy difference between two states,
∆F , to the average of the exponential of the work, W , performed by a non-equilibrium process
that drives a system from one state to another

e−β∆F =
〈
e−βW

〉
, (2.20)

where β is the inverse temperature 1/kBT . Rather than calculating ∆F between two states
we will use Jarzynski’s relation to compute the PMF Φ(ξ) as a function of the reaction coordinate
ξ. For sufficiently stiff springs ξ follows λ closely and therefore [142]

F (λ) ≈ Φ(λ). (2.21)

The work W done on the system over the entire trajectory can be calculated by integrating
over the position of the reaction coordinate as a function of the time

W0→t = kv

∫ t

0
dt′
[
ξ(rt′)− λ0 − vt′

]
. (2.22)

Combining Eqn. 2.21 and Jarzynski’s equality (eq 2.20) the PMF can be calculated as:

Φ(λt) = Φλ0 −
1

β
ln 〈exp(−βW0→t)〉 , (2.23)

where the ensemble average is calculated from trajectories starting in the initial state at λ0

and ending in the final state at λt = λ0 + vt. The exponential average is dominated by those
trajectories that have the lowest values for the work W . These are however rarely sampled,
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especially at typical pulling velocities. Moreover, the equality only holds for an infinite number
of pulling simulations, that is, when

lim
M→∞

− 1

β
ln

1

M

M∑
i=1

exp(−βW0→t) = − 1

β
ln 〈exp(−βW0→t)〉 , (2.24)

with M the number of trajectories.
For a finite number of work estimates, the non-linear average is biased due to the convex-

ity of the logarithmic function. Park and Schulten [141, 142] derived approximate expressions,
obtained by expanding the last term in Eqn. (2.23) in cumulants

ln
〈
e−βW

〉
= −β 〈W 〉+ β2

2

(〈
W 2
〉
− 〈W 〉2

)
− β

3

6

(〈
W 3
〉
− 3

〈
W 2
〉
〈W 〉+ 2 〈W 〉3

)
+ . . . , (2.25)

and they note that for low enough pulling velocities, the work distribution is Gaussian, re-
ducing the terms higher than the second order cumulant to zero. Interestingly, they also found
that the statistical error for the finite-sampling average using the second order cumulant is
smaller than that for the full exponential average. In addition, comparison of the linear, ex-
ponential and second order cumulant average PMFs gives an indication of the accuracy of the
computation.

2.5.3 Replica Exchange

Replica exchange (RE) - also known as parallel tempering- simulations provide an enhanced
sampling method which, in principle, does not introduce a bias [85]. The general idea behind
RE simulations is that sampling of different conformations is fast at high temperatures, where
the thermal energy is high enough to overcome large barriers. By changing periodically be-
tween high and low temperatures, one gets information of the populations of conformations
after equilibration at low temperature.

If one would just change the temperature of the system periodically, the Boltzmann distri-
bution would be violated. Replica exchange avoids this problem by simulating multiple copies
(replicas) of the system in parallel, each replica at a different temperature (NVT ensemble). One
of the replicas should be at the temperature of interest (e.g . room temperature) and at least one
should be at a sufficiently high temperature to allow rapid conversion between the (meta-)stable
states observed in the room temperature simulation. The different replicas are allowed to ex-
change by a Monte Carlo scheme that periodically attempts to exchange temperatures between
replicas at certain simulation time intervals (typically 1-5 ps). The exchange event between any
two replicas has to obey detailed balance, P (o)acc(o → n) = P (n)acc(n → o), where P (x)
denotes the Boltzmann weight of state x and acc the acceptance probablity for a Monte Carlo
move from one state to another, with o referring to the old situation and n to the new. This can
be ensured by applying the Metropolis rule [85]:

acc = min(1, e∆βij∆Uij ) (2.26)

with ∆βij = βi − βj the difference in inverse temperature and ∆Uij = Ui − Uj the difference
in potential energy between the replicas. In this way replicas are allowed to diffuse through
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Figure 2.5: Schematic representation of a replica exchange simulation. Multiple copies of a system are
simulated in parallel, each copy (replica) at a different temperature. Red curves refer to the
folded structure, blue to the unfolded structure and purple to an intermediate state. At high
temperatures (top row) the conformation changes rapidly whereas at lower temperatures the
system is essentially trapped in a (meta-)stable state. After a short time, an attempt is made to
exchange temperatures between replicas and the exchange is accepted according to eq. 2.26.
This process is repeated, allowing all replicas to visit all temperatures. After a number of
cycles, the unfolded structure will be found in the low temperature ensemle (bottom row). In
other words, another basin of attraction is now sampled at the low temperature.

temperature space, as indicated in Fig. 2.5, thus overcoming free energy barriers at higher tem-
peratures while correctly sampling the relevant stable states at the temperature of interest.

In order to ensure good sampling, a reasonably high exchange ratio between all adjacent
replicas is necessary. As a rule of thumb, an exchange ratio of approximately 20% is deemed
optimal [131, 143, 144]. Replicas should be spaced such that the acceptance ratio is roughly
constant over the temperature range used. Note that other criteria exist, such as an optimal
round trip time between high and low temperatures [145], but in this thesis we employed the
above mentioned criterion.

Although information on the dynamics is lost by migrating through different replicas, ther-
modynamic properties like the free energy difference between states, can be extracted from RE
simulations. The free energy as a function of a relevant reaction coordinate can be obtained from
the ensemble at the temperature of interest by applying Eqn. 2.16.

While REMD enhances sampling when compared to straightforward MD, it still suffers from
convergence issues. This originates in part from the fact that at high temperatures the system
will be biased towards the unfolded state. Another drawback of the method is that the num-
ber of replicas needed to ensure an acceptance ratio of approximately 20% increases rapidly
with increasing system size, making the method less attractive for larger systems. Nevertheless,
REMD remains a popular method to study biomolecular systems and has been widely used to
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study protein folding [146, 147] and aggregation [148, 149]. Instead of temperature, replicas can
differ in other variables, such as degree of hydrophobicity [150] or hydrogen bond interaction
strength [151].

2.6 Transition Path Sampling

While the methods described in the previous section are very useful in identifying stable states
in biomolecular systems and estimating the barriers between these states, they do not provide
direct information on the mechanism of the transition between the states. Both steered MD
and umbrella sampling bias the sampling. Hence, the choice of reaction coordinate can have a
large effect on the observed mechanism. In a replica exhange simulation, the transitions occur at
elevated temperatures. The barriers separating different states may have a different temperature
dependence and therefore transitions observed at high temperatures may be different from those
occurring at the temperature of interest.

Transition path sampling (TPS) [152] focuses on sampling the actual transitions rather than
the stable states. Before starting a TPS simulation, we need to define the stable states and obtain
an initial path connecting these states. As the initial path is usually difficult to obtain from a
straightforward MD simulation at the conditions of interest it can be generated using another
method, for instance steered MD, metadynamics, REMD or a high temperature simulation. The
actual TPS simulation simulation consists of performing shooting moves to generate new paths.
Below we discuss these aspects in more detail.

2.6.1 Defining Stable States

The stable states between which transition paths will be generated have to be defined before-
hand. The most convenient way is to characterise the states based on a set of order parameters.
The two states can be defined by different sets. A characteristic function hA(xt) can be defined
for region A:

hA(xt) =

{
1 if xt ∈ A
0 if xt 6∈ A

where xt is a complete snapshot of the system (positions and momenta) at time t. For the char-
acteristic function only the positions are taken into account. A similar function hB(xt) can be
defined for region B.

When choosing a set of order parameters (and their values) to define the stable states several
criteria have to be kept in mind [153]. First of all, states A and B have to be large enough so
that a trajectory of time length T will visit the states frequently. Otherwise important reactive
pathways (paths connecting A and B) may be missing from the path ensemble. Second, the
regionsA andB should be located entirely in their respective basin of attraction. In other words,
A should not overlap with the basin of attraction ofB (and vice versa forB). If there is an overlap,
unreactive pathways are likely to be included into, and even dominate, the path ensemble.
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Figure 2.6: The general idea of TPS with the one-way shooting algorithm. (a) The initial path connects
states A and B. From a time slice on this path a forward trajectory is generated. In case
of (b1) the new path reaches state B and is therefore accepted. Subsequent shooting will be
initiated from the resulting (partially) new path (c1, new part in grey). If a backward path
is generated from a time slice on the new part of the path (d1) an independent, decorrelated
path is obtained. On the other hand if the first forward path ends up back in state A (b2) the
new path is rejected and shooting continues from the original path.

2.6.2 Generating and Accepting New Pathways

During the actual TPS simulation new paths connecting states A and B will be generated from
the initial path. An efficient TPS algorithm for protein folding involves one-way shooting and a
flexible pathlength.

A path of time length T , x(T ), can be considered as an ordered sequence of time slices
x(T ) ≡ {x0, x∆t, ..., xi∆t, ..., xN∆t}, where ∆t is the timestep, i is the index and N is the length
of the path, xi∆t is a snapshot of the system at time i∆t and contains both the positions and the
momenta. New pathways are generated by picking a timeslice and shooting forward and/or
backward in time.

Paths are generated according to their natural statistical weight P [x(T )]. The reactive path
ensemble can be written as:

PAB[x(T )] ≡ hA(x0)P [x(T )]hB(xT )/ZAB(T ), (2.27)
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where hA(x) and hB(x) are the characteristic functions of the initial and final states as introduced
in 2.6.1. The normalisation factor ZAB(T ) is a path integral over all possible paths x(T ):

ZAB(T ) =

∫
Dx(T )hA(x0)P [x(T )]hB(xT ) (2.28)

where Dx(T ) implies a summation over all pathways.
Acceptance of new paths is governed by a Metropolis rule and obeys detailed balance.

Depending on the type of dynamics (e.g . stochastic or deterministic), the shooting type and
whether or not the path length is fixed, the acceptance rules differ [152, 154]. In this thesis we
have used one-way shooting and stochastic dynamics in combination with flexible path lengths.
Acceptance of a new path is essentially a two-step process. In the first step, non-reactive path-
ways are excluded from the path ensemble. That is, we reject all paths that fail to connect states
A and B. The second step in the acceptance deals with the fluctuating pathlength. New reac-
tive paths will be accepted with a probability Pacc = min(1, N

(o)

N(n) ), where N (o) and N (n) are the
lengths of respectively the old and the new pathways.

Combining these rules yields the acceptance probability for our implementation:

Pacc[x
o(T )→ xn(T )] = hA(xn0 )hB(xnT ) min

(
1,
N (o)

N (n)

)
, (2.29)

So far this implementation of TPS has been used successfully to study protein folding [155]
and conformational changes in a signaling protein [156].

2.6.3 Reaction coordinate analysis

TPS facilitates evaluation of the mechanism under study. Furthermore, the optimal reaction
coordinate (as a function of order parameters) can be predicted by combining TPS with, for in-
stance, likelihood maximisation (LM) [157,158]. The optimal reaction coordinate should be able
to predict the commitment probability (committor or p-fold) pB(x) of a conformation x to the
final state B. The committor pB(x) is the probability that an MD trajectory initiated from con-
figuration x, with random Maxwell-Boltzmann velocities will end up in state B. The basic idea
behind LM is that each trial shot of the TPS simulation is a realisation of a committor calcula-
tion. As input, two ensembles of forward (or backward) shooting points of the TPS simulation
are needed: those that end up in the final state B (xsp → B) and those that end up back in the
initial state A (xsp → A). Using these conformations, the LM optimises the likelihood

L =
∏

xsp→B
pB(r(xsp))

∏
xsp→A

(1− pB(r(xsp))), (2.30)

where the committor pB(r) as function of a reaction coordinate r is modelled by a tanh function:

pB(r(x)) =
1

2
+

1

2
tanh(r[q(x)]). (2.31)
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The reaction coordinate r(x) is in turn approximated by a linear combination of order parame-
ters q(x):

r(q(x)) =
n∑
i=1

aiqi(x) + a0. (2.32)

LM gives the linear combination of order parameters that best reproduces the shooting point
data. Thus, LM facilitates screening of many (combinations of) order parameters as candidate
reaction coordinates. Increasing the order parameter dimension from n to n + 1 the likelyhood
should increase by a minimal amount of δLmin = 1

2 ln(N), whereN is the number of data points
(shooting points).
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