
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

Finding people and their utterances in social media

Weerkamp, W.

Publication date
2011

Link to publication

Citation for published version (APA):
Weerkamp, W. (2011). Finding people and their utterances in social media. [Thesis, fully
internal, Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:24 May 2023

https://dare.uva.nl/personal/pure/en/publications/finding-people-and-their-utterances-in-social-media(83f9b348-becb-4189-92a1-18a0ff1237b2).html


8
Using Contextual Information for Email

Finding

The previous chapter explored the use of the larger environment of utterances and their
creators (news events, web content, etc.) in finding relevant utterances. The chapter
before that, i.e., Chapter 6, introduced the notion of credibility and applied it to the
task of finding utterances. In this chapter we combine these two preceding chapters and
explore the immediate context of utterances and their quality. On many social media
platforms this context is very structured, leading to various levels of context. Examples
of these structured contexts are “blog–blog post–comments” and “forum–thread–post–
quote”. We hypothesize that the information contained in (nearby) context levels, pro-
vided by the social media platform, can be used to improve the performance on finding
relevant utterances.

In this chapter we move away from blogs as our social media platform and focus
on mailing, or discussion, lists. An archived discussion list records the conversations
of a virtual community drawn together by a shared task or by a common interest [142].
Once subscribed, people are able to receive and send emails to this list. Most mailing
lists focus on a fairly narrow domain to allow for more in-depth discussion among the
participants, and as such, often serve as a general reference about the subject matter. To
make this information accessible (once archived), effective tools are needed for searching
in mailing list archives.

We focus on one search task in this chapter: finding relevant messages in an email
archive. This task is a challenging one for various reasons. Email messages are part of
a conversation, usually between two people, which influences their content and writing
style. As individual emails are usually part of a larger discussion, it can be hard to detect
the one email that contains the requested information. Email clients allow users to reply
“in-line”, causing content of preceding messages to mix with newly written content. In
this chapter we limit ourselves to the following two challenges: (1) Email messages are
not isolated. Being either an initial message or a response, they are part of a conversation
(thread). Similarly, the mailing list itself is not an island, but part of a larger online
environment. (2) Email is a relatively informal genre and therefore its messages vary
greatly in credibility. Based on these two observations we ask:

RQ 5 Can we incorporate information from the utterances’ contexts in the task of finding
emails?
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8. Using Contextual Information for Email Finding

1. Can we use the various context levels of an email archive levels to improve
performance on finding relevant emails?

2. Which of these context levels is most beneficial for retrieval performance?
3. Can we further improve email search using credibility-inspired indicators as

introduced in Chapter 6?

We explore these questions using the archived World Wide Web Consortium (W3C) mail-
ing lists that were the focus of the email search task in 2005 and 2006 at the Enterprise
track of the Text Retrieval Conference. Details of this collection and task are given in
Section 3.1 on page 25. To address (1), we first identify five context levels in mailing
lists and then explore the use of three of these levels as query expansion sources. To
address (2), we translate several indicators from Chapter 6 to the mailing list domain and
incorporate these indicators in the retrieval process.

The remainder of this chapter is organized as follows. We introduce our baseline
retrieval approach in Section 8.1, followed by a discussion of the context levels in mailing
lists and how to put these to use in Section 8.2. Section 8.3 presents the results of the
context experiments. We continue with the translation of credibility-inspired indicators
to the domain of mailing lists in Section 8.4 and list the results in Section 8.5. Finally,
we perform an analysis of the results in Section 8.6 and conclude in Section 8.7.

8.1 Baseline Retrieval Approach

We use a standard language modeling approach for our baseline system, as introduced in
Section 3.3. Three components still need to be defined: document prior, document model
and query model. In the baseline setting we set P (D) to be uniform. In Section 8.4 we
discuss alternative ways of setting P (D) based on credibility indicators.

The document model is defined as P (t|θD) = (1− λ) · P (t|D) + λ · P (t|C), where
we smooth the term probability in the document by the probability of the term in the
collection. We use Dirichlet smoothing and set λ = β

β+|D| , where |D| is the length of
document D and β is a parameter; we set β to be the average document length (i.e., 190
words in email search). Both P (t|D) and P (t|C) are calculated similar to the baseline
query model P (t|θQ):

P (t|θQ) = P (t|Q) =
n(t, Q)�
t� n(t

�, Q)
, (8.1)

where n(t, Q) is the frequency of term t in Q. In the following section we explore other
possibilities of estimating the query model θQ.

8.2 Email Contexts

In this section we consider several ways of expanding the baseline query model intro-
duced in the previous section. To motivate our models, we start from the observation that
emails are not just isolated documents, but are part of a larger community environment.
This becomes apparent at different levels:
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8.2. Email Contexts

Sub-email level Many of the emails sent to a mailing list are a reply on a previous
message. Nettiquette dictates that when replying to an email, one should include
the relevant part of the original email (as quote) and write one’s response directly
below this quoted text. Emails are not simply flat documents, but contain quotes,
that may go back several rounds of communication. In this section we do not
explore the possibilities of using this sub-email (re)construction, but in Section 8.4
we will shortly touch on it.

Thread level One level above the actual email, we find the thread level. In mailing lists,
emails concerning the same topic (i.e., replies that go back to the same originating
email) are gathered in a thread. This thread is the “full” conversation, as recorded
by the mailing list. The content of the thread is the direct context in which a spe-
cific email is produced and could therefore offer very topic and collection specific
information on the individual email. We explore this level further in the remainder
of this section.

Mailing list level This is the collection of all email messages and threads, in other words,
the whole discussion list. This level serves as a context to all conversations and
represents the general language usage across the mailing list. We make use of this
information later in this section.

Community content level The mailing list itself is usually part of a larger online com-
munity. The mailing list is the way to communicate with community members,
but additional information on the community might be available. For the data set
we use in this chapter, the mailing list is accompanied by a web site (referred to
as “w3c-www”). Information on the pages of this site are, most likely, related to
topics discussed on the mailing list and we are therefore interested in using this
information in the process of retrieving emails.

Community member level The final level we discuss here is the level of community
members. A community would not have content if it was not for the members of a
community. The emails in mailing lists offer direct insight in which members are
active (i.e., contributing a lot to the list), which roles different members have (e.g.,
always asking, always the first to answer, etc.), and what other content they have
produced (which is similar to blog feed search in Chapter 5). Connecting emails to
people, people to other people, and people to additional content (e.g., web pages)
we can potentially extract additional information regarding the emails. This level
of the environment, however, is not further discussed in this chapter.

If we go beyond these context levels, we would enter the larger environment which we
already explored in Chapter 7. In this chapter we explore the use of thread, mailing list,
and community content levels. We expect the language used in community content (i.e.,
on W3C web pages) to reflect the technical nature of the topics. Similarly, language asso-
ciated with the actual communications of members is represented in the mailing list and
language associated with discussion on a certain topic is represented in the threads. An
obvious way of using these three sources is by expanding our original query with terms
from either of these sources; to this end we employ the models introduced by Lavrenko
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8. Using Contextual Information for Email Finding

and Croft [105]. Note that we do not consider combinations of levels, like we did in
Chapter 7.

8.2.1 Query modeling from contexts

One way of expanding the original query is by using blind relevance feedback. Assume
the top M documents to be relevant for a given query, from these documents we sample
terms that are used to form the expanded query model Q̂. Lavrenko and Croft [105]
suggest a reasonable way of obtaining Q̂, by assuming that P (t|Q̂) can be approximated
by the probability of term t given the (original) query Q. We can then estimate P (t|Q̂)
using the joint probability of observing t together with the query terms q1, . . . , qk ∈ Q,
and dividing by the joint probability of the query terms:

P (t|Q̂) ≈ P (t, q1, . . . , qk)

P (q1, . . . , qk)
=

P (t, q1, . . . , qk)�
t� P (t�, q1, . . . , qk)

.

In order to estimate the joint probability P (t, q1, . . . , qk), Lavrenko and Croft [105] pro-
pose two methods that differ in the independence assumptions that are being made; here,
we opt for their relevance model 2 (RM2) as empirical evaluations have found it to be
more robust and to perform slightly better. We assume that query words q1, . . . , qk are
independent of each other, but we keep their dependence on t:

P (t, q1, . . . , qk) = P (t) ·
k�

i=1

�

D∈M

P (D|t) · P (qi|D). (8.2)

That is, the value P (t) is fixed according to some prior, then the following process is
performed k times: a document D ∈ M is selected with probability P (D|t), then the
query word qi is sampled from D with probability P (qi|D).

We use RM2 in three ways. One is where the documents D ∈ M are taken to be
email messages. The second is where they are taken to be the email threads in the W3C
corpus. The third is where they are taken to be the WWW part of the W3C corpus. These
three methods correspond to query expansion on the mailing list, thread, and community
content levels, respectively.

8.2.2 Parameter estimation

For the models just described we need to set a number of important parameters. First,
we have M , the number of feedback documents. Second, there is K, the number of
selected terms from the top M documents. Finally, λ, the weight of the original query.
To estimate these parameters we train on one year of our data set and test on the other
year. When we report on the performance of our approach we do so using the parameter
settings listed in Table 8.1.

8.3 Results of Incorporating Contexts

The results for our baseline (Equation 8.1) and expanded runs are listed in Tables 8.2
and 8.3. As mentioned before, we consider the following expansions: the mailing list
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8.3. Results of Incorporating Contexts

Parameter Mailing list Threads w3c-www

λ 0.7 0.6 0.8
M 5 15 5
K 5 5 5

Table 8.1: Parameter settings.

itself (“mailing list”), the WWW part of the W3C corpus (“w3c-www”) and a corpus
consisting of email threads (“threads”). The baseline performance is competitive with
TREC participants in 2005 and 2006, at the 2005 edition of the TREC Enterprise track
the baseline run would have ranked in the top 3, and for 2006 its performance would have
been above the median [38, 177].

Level MAP P5 P10 MRR

- 0.3522 0.6000 0.5492 0.7481

mailing list 0.3743� 0.5932 0.5627 0.7669
w3c-www 0.3535 0.5864 0.5220 0.7815
threads 0.3818� 0.6237 0.5712 0.7945�

Table 8.2: Results for baseline approach, expansion on mailing list, w3c-www, and
threads for 2005 topics.

Level MAP P5 P10 MRR

- 0.3541 0.5960 0.5720 0.7438
mailing list 0.3636 0.6200 0.5760 0.7252
w3c-www 0.3627 0.5800 0.5700 0.7372
threads 0.3624 0.5760 0.5500 0.6972

Table 8.3: Results for baseline approach, expansion on mailing list, w3c-www, and
threads for 2006 topics.

We see that expansion against the mailing list, against WWW documents, and against
email threads all improve retrieval performance in terms of MAP, but there is no clear
winner. Gains in terms of MAP are modest and insignificant for 2006, but they are
significant for 2005 topics. For early precision measures (P5, P10, MRR) a mixed story
emerges. In some cases expansion hurts early precision, in others it improves. However,
apart one case (2005 topics, expansion against threads, MRR) the differences are not
statistically significant.

It is interesting to explore if certain topics benefit from one particular context over
the other two. We do so in the analysis in Section 8.6, in which we also look at per-topic
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8. Using Contextual Information for Email Finding

performances of each context level.

8.4 Credibility-Inspired Ranking in Email Search

In Chapter 6 we have implemented an existing credibility framework in the setting of
blog post retrieval. The email messages we try to retrieve in this chapter are also user-
generated utterances and taking on board the notion of credibility in addressing the task
of email retrieval might therefore be beneficial. Below we recall the credibility indicators
from Rubin and Liddy [160].

1. Blogger’s expertise and offline identity disclosure:

a. name and geographic location

b. credentials

c. affiliations

d. hyperlinks to others

e. stated competencies

f. mode of knowing

2. Blogger’s trustworthiness and value system:

a. biases

b. beliefs

c. opinions

d. honesty

e. preferences

f. habits

g. slogans

3. Information quality:

a. completeness

b. accuracy

c. appropriateness

d. timeliness

e. organization (by categories or chronology)

f. match to prior expectations

g. match to information need

4. Appeals and triggers of a personal nature:

a. aesthetic appeal
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8.4. Credibility-Inspired Ranking in Email Search

b. literary appeal (i.e., writing style)
c. curiosity trigger
d. memory trigger
e. personal connection

In this section we translate three of the indicators to the email domain and assess their
performance in the next section. We incorporate the credibility-inspired indicators as
document priors (i.e., P (D)), that is, these values indicate the likelihood of an email
being relevant without knowing the query. We consider the following credibility-inspired
indicators.

Completeness ⇒ Email length In Section 8.2 we have already mentioned the sub-
email level: emails do not only contain text written by the sender of the email, but also
quoted text from previous emails. We hypothesize that using email length as a prior leads
to improvements in retrieval effectiveness. People who have more valuable insight in a
topic require more text to convey their message. This indicator is a translation of the
completeness indicator, which was measured by blog post length in Chapter 6. Since we
are interested in text generated by the actual sender of the email, we ignore quoted text.
We touch on the sub-email level by removing content identified as quotes and estimate
our email length prior on the non-quoted text: P (D) = log(|D|).

Appropriateness ⇒ Thread size Here, we build on the intuition that longer threads
(on a given topic) are potentially more useful than shorter threads and that email messages
that are part of a more elaborate thread should therefore be preferred over ones from
shorter threads (on the same topic). This indicators is a translation of the appropriateness
indicator; we assume that when people actually invest time and effort in contributing to a
thread it indicates that the messages in this thread are somehow “appropriate.” Consider a
thread that contains a few inappropriate messages, this thread is less likely to accumulate
more messages than a thread that is appropriate. We model this as follows: P (D) =
log(|threadD|) where threadD is the (unique) thread containing email message D and
|threadD| is the length of the thread measured in terms of the number of email messages
it contains.

Literary appeal ⇒ Text quality The third prior that we consider concerns the quality
of the email messages, that is, of the language used in the body of the message (after
removal of quotes). We use text quality as a translation of the literary appeal indicator,
just like we did in Chapter 6. Specifically, we look at spelling errors, the relative amount
of shouting, and the relative amount of emoticons in an email. We multiply these three
indicators to get our final text quality prior.

We do not only assess the performance of the individual indicators, but also explore the
combination of indicators. When combining email length and thread size, we take the
average of the two values to be P (D). Before adding the third prior, text quality, we
normalize P (D) by dividing each value by the maximum value for P (D) so as to end up
with comparable quantities. After normalization, we take the average of the text quality
prior and thread size-email length combination prior.
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8. Using Contextual Information for Email Finding

8.5 Results of Credibility-Inspired Ranking

In this section we assess the performance of our query models based on context levels
and the credibility-inspired indicators. We present the results of the 2005 and 2006 topic
sets in two different tables: each table consists of three parts, one for each context level.
Within each part, we list the results for the three credibility-inspired indicators individu-
ally and the combination of two (email length and thread size) and all three indicators.

Table 8.4 lists the results on the 2005 topics. We observe that the runs using all
indicators combined perform best in terms of MAP and in the cases of mailing threads
and w3c-www it performs significantly better than their counterparts without credibility-
inspired indicators. For the other metrics the image is mixed, although in general the
email length+thread size indicator performs best in terms of early precision and MRR.

Indicator MAP P5 P10 MRR

QMs from threads
- 0.3818 0.6237 0.5712 0.7945

(A) email length 0.3724 0.6034 0.5475 0.8251
(B) thread size 0.2990� 0.5593 0.4932� 0.7206
(C) text quality 0.3827 0.6305 0.5729 0.8057

A + B 0.3789 0.6407 0.5559 0.8245
A + B + C 0.3903� 0.6407 0.5644 0.8176

QMs from w3c-www
- 0.3535 0.5864 0.5220 0.7815

(A) email length 0.3488 0.6102 0.5203 0.8038
(B) thread size 0.2772� 0.5424 0.4881 0.6721�

(C) text quality 0.3531 0.5932 0.5237 0.7784

A + B 0.3521 0.6136 0.5390 0.8161
A + B + C 0.3600� 0.5966 0.5322 0.7920

QMs from mailing list
- 0.3743 0.5932 0.5627 0.7669

(A) email length 0.3635 0.6068 0.5508 0.7784
(B) thread size 0.2945� 0.5797 0.5000� 0.6989
(C) text quality 0.3748 0.5932 0.5610 0.7663

A + B 0.3697 0.6068 0.5508 0.7784
A + B + C 0.3793 0.5864 0.5525 0.7658

Table 8.4: Results on the 2005 topics for the expanded baselines and (combinations of)
credibility-inspired indicators.
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8.5. Results of Credibility-Inspired Ranking

Looking at the results on the 2006 topics listed in Table 8.5 we find that the results
are slightly different than for the 2005 topics. The highest scores on most metrics are
obtained by using the email length and thread size indicators combined, although differ-
ences with the combination of all indicators are only marginal. For MRR the thread size
indicator alone performs best in all cases.

Indicator MAP P5 P10 MRR

QMs from threads
- 0.3624 0.5760 0.5500 0.6972

(A) email length 0.3723 0.6080� 0.5820� 0.7276
(B) thread size 0.2729� 0.6280 0.5740 0.8042�

(C) text quality 0.3634 0.5960� 0.5560 0.6989

A + B 0.3802� 0.6320� 0.5940� 0.7533�

A + B + C 0.3753� 0.6120� 0.5780� 0.7208

QMs from w3c-www
- 0.3627 0.5800 0.5700 0.7372

(A) email length 0.3652 0.6080 0.5860 0.7577
(B) thread size 0.2735� 0.6240 0.5780 0.7861
(C) text quality 0.3631 0.5840 0.5620� 0.7310

A + B 0.3745� 0.6400� 0.5940 0.7534
A + B + C 0.3723� 0.6160� 0.5700 0.7394

QMs from mailing list
- 0.3636 0.6200 0.5760 0.7252

(A) email length 0.3699 0.6560� 0.5900 0.7499
(B) thread size 0.2663� 0.6800� 0.5780 0.7909
(C) text quality 0.3638 0.6200 0.5740 0.7240

A + B 0.3761� 0.6520� 0.5960 0.7555�

A + B + C 0.3738� 0.6360 0.5840 0.7334

Table 8.5: Results on the 2006 topics for the expanded baselines and (combinations of)
credibility-inspired indicators.

Looking at the three individual levels of contextual information, we find that query mod-
els constructed from threads perform best. The difference between the runs using web
pages (w3c-www) and the mailing list are marginal in case of 2006 topics. For the 2005
topics we find that the w3c-www query models using all indicators improve significantly
over the baseline for this context.
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8. Using Contextual Information for Email Finding

8.6 Analysis and Discussion

The overall retrieval scores hide many details and as in previous chapters we are in-
terested in a more detailed analysis of the results presented in Section 8.3 and 8.5. In
this section we first look at the query models from context and explore the results on a
topic level. We then move to the analysis of the credibility-inspired ranking results in
Section 8.6.2.

8.6.1 Query models from context

The plots in Figure 8.1 show the comparisons on AP per topic between the non-expanded
baseline and the expanded runs using threads, the mailing list, and the WWW documents.
A positive bar indicates that the expanded run improves over the baseline for that topic,
a negative bar indicates a drop in AP. The plots give an idea of how many topics are
affected by the use of context in query expansion.
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Figure 8.1: Per-topic comparison between the baseline and expanded runs using (Left)
threads, (Center) w3c-www documents, and (Right) mailing list on (Top) 2005 and (Bot-
tom) 2006 topics.

In general we find that more topics are helped than hurt by query models, regardless of
the context that is being used. The thread context is the most risky: it shows the highest
gains in terms of AP, but also the largest drops (viz. the large bars at the start and end of
the plots). For all contexts we find that the increases in AP are higher than the drops. The
actual number of topics that are helped or hurt for each context are listed in Table 8.6.

We zoom in on the actual topics that are hurt or helped to see if we can identify reasons
why certain topics behave the way they do. Table 8.7 lists the topics that show most
relative increase or decrease in AP for the 2005 and 2006 topics when comparing query
expansion on the W3C web pages to the baseline run. A similar analysis is done for
query expansion on the mailing list threads and the baseline. We compare their results
and list the topics that are most affected in terms of AP in Table 8.8.
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8.6. Analysis and Discussion

2005 2006
Context up down up down

Threads 36 22 25 24
Mailing list 37 21 30 20
w3c www 30 28 28 21

Table 8.6: Number of topics that are helped or hurt in terms of AP compared to the
baseline.

Topic ID Query

35 identifier list for language decleration in HTML XHTML +69%
98 VoiceXML development issues +51%
96 foreign language Ruby translation +42%
86 define SOAP headers +27%
91 internationalization impact +27%
27 P3P English translation +25%

15 change chiper spec −35%
97 evaluation of color contrast −33%
64 blocking pop-ups −28%
16 URL internationalization backwards compatibility −27%
14 privacy cookies −21%

Table 8.7: Most affected topics on AP, when comparing QE on w3c www to the baseline.

We identify several interesting topics: topic 97 (evaluation of color contrast) for exam-
ple shows a rather large drop when expanding on the web pages, but shows the largest
improvement when expanded on the threads. The nature of this topics seems rather non-
technical, or at least not so much related to W3C, resulting in a drop in AP for the web
pages. Another topic that shows this behavior is topic 15 (change chiper spec): it gets a
huge boost from expanding on threads, but drops when expanded on the web pages. One
likely cause for this is the language usage in the query (e.g. “specs”), this is more similar
to unedited language (as in emails) than to edited language.

In general we find that queries that are rather specific have a better chance of getting
a boost from expansion on the W3C web pages (e.g. “VoiceXML”, “SOAP headers”,
“P3P”). Besides that, the main reason for topics failing on this expansion corpus is in
both the broadness of topics (e.g. device independence, privacy cookies) and in the less
technical, less W3C-related nature of the topics (e.g. blocking pop-ups).

A final part of our analysis is exploring the number of unique documents retrieved by
one run compared to the others; we check how many relevant documents are present in
a run X and not in runs W , Y , and Z. This is done for each run. The results of our
comparisons are listed in Table 8.9.

From the results in the table we observe that each run introduces several new relevant
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Topic ID Query

15 change chiper spec +565%
01 if-else in xslt +135%
35 identifier list for language decleration in HTML XHTML +107%
97 evaluation of color contrast +94%
13 WAP 2.0 backwards compatibility +86%
110 preferred document language +71%

71 multilingual versus international −52%
06 derivation by restriction in xml schema −49%
85 WAI guidelines versus standards −42%
52 insertBefore specification change −41%
23 stand-in colour while images load −30%

Table 8.8: Most affected topics on AP, when comparing QE on threads to the baseline.

Year Baseline Threads w3c-www Mailing list

2005 20 42 18 7
2006 41 104 47 30

Table 8.9: Number of unique relevant results for each run.

emails that the other runs do not return. As we expected to see, the different contextual
levels capture different viewpoints on the topics and introduce each their own set of
relevant results.

8.6.2 Credibility-inspired ranking

We now focus on the impact of the credibility-inspired indicators on email retrieval. From
a first glance at the results in Section 8.5, we find that the most interesting credibility-
inspired indicator is the thread size. First, its performance on the 2006 topics is re-
markable: although MAP is significantly lower than the baseline, performance on early
precision (P5, MRR) is very good. Using the thread size indicator as a prior pushes rele-
vant emails to the top of the ranking, but also causes recall to drop. It is also interesting to
examine the combination of thread size and email length. Even though the MAP perfor-
mance of the thread size indicator is much lower than the performance of email length as
prior, the combination of the two performs better than each of the indicators individually
in all cases. An email that contains a fair amount of newly generated text and that is part
of a longer discussion proves to have a higher chance of being relevant.

The strength of all our selected indicators is shown when they are combined. The
combination of thread size, email length, and text quality delivers a solid performance.
In all cases the improvement in MAP over the expanded runs without credibility-inspired
indicators is significant. When we zoom in on the thread-expanded runs for the 2006 top-
ics, we see the highest MAP achieved by email length+thread size. Still, the improvement
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8.7. Summary and Conclusions

over the baseline by the combination of all indicators has a higher confidence level, in-
dicating the improvement is more stable. Indeed, Figure 8.2 shows that almost all topics
improve using the combination of all indicators (left plot), whereas the combination of
thread size and email length (right plot) hurts more topics in terms of AP.
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Figure 8.2: Per-topic comparison between thread-expanded run without credibility-
inspired indicators and (Left) with all credibility-inspired indicators combined and
(Right) thread size and email length combined.

8.7 Summary and Conclusions

In this chapter we have addressed the task of finding relevant messages (emails) in a
public email archive. We argue that email messages are not isolated, but are part of a
larger online environment. We identified a number of context levels that surround and
influence the emails in an archive and we demonstrated how we can incorporate the
contextual information in the process of email retrieval. In particular, we explored the
use of the thread, the mailing list, and community content levels.

A second aspect we explored in this chapter is that of credibility. Since email is an in-
formal genre, we investigated the effect of using credibility-inspired indicators developed
for the blogosphere on email retrieval. We translated three indicators from the original
framework, appropriateness, completeness, and literary appeal, to measurable indicators
in for the dataset at hand. The indicators are used as document priors in the retrieval
framework.

RQ 5 Can we incorporate information from the utterances’ contexts in the task of finding
emails?

We have identified various levels of context surrounding emails and applied standard
query expansion techniques on three of these levels to create a new representation of the
query. Results showed that this way of incorporating contextual information is feasible
and improves retrieval effectiveness on the task of finding emails. Different context levels
return different relevant emails, supporting the idea that each context has its own focus
with regard to the original query.
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8. Using Contextual Information for Email Finding

1. Can we use the various context levels of an email archive levels to improve perfor-
mance on finding relevant emails?
We have identified five context levels in an email archive: (i) the sub-email level,
consisting of quote-reply pairs present in emails, (ii) the thread level, which is com-
posed of all emails in the same discussion, (iii) the mailing list level, which is the
complete set of emails in the archive, (iv) the community content level, consisting
of the additional content that is part of the same community, like web pages and
manuals, and finally, (v) the community member level, which consist of the people
who are part of the community (e.g., senders and recipients of emails, webmasters,
guideline creators). We used a fairly straightforward way of incorporating the con-
textual information in the retrieval process. We applied standard query expansion
techniques to construct query models for each of the context levels and used these
new query models as our query. We have found that this approach works well in
that it captures the different views on the topic at hand, depending on the context
that is used.

2. Which of these context levels is most beneficial for retrieval performance?
Experiments using three levels, threads, the mailing list, and community content
(i.e., web pages), revealed that the threads and mailing list are most beneficial,
depending on the topic set that is used. Further analysis showed that more specific
and technical topics are helped most by the web pages, whereas topics that are
less technical or that contain less formal terms, are more likely to be helped by the
thread or mailing list levels.

3. Can we further improve email search using credibility-inspired indicators as intro-
duced in Chapter 6?
We translated three credibility indicators to the email domain and used these three,
text quality, email length, and thread size, as document priors in the retrieval
model. Results showed that the combination of the three indicators improves re-
trieval performance significantly compared to the expanded runs without credibility-
inspired indicators. An interesting observation is that the thread size indicator in-
dividually is a weak prior, leading to a decrease in AP, but that it helps to improve
performance once combined with other indicators, leading to an increase in AP
compared to the individual indicators’ performances.

To sum up, we have shown that the context of utterances within their platform is very
useful in a retrieval task. Although the approach taken in this chapter is fairly simple,
it still shows improvements when taking the contextual information on board. Finally,
we find that we can translate certain credibility-inspired indicators from Chapter 6 to the
email domain and that incorporating these indicators leads to significant improvements,
just as we saw in the blog post retrieval task.

This chapter is the last research chapter of the thesis. The next chapter is used to
summarize the research presented in the thesis, to answer the research questions, and to
give directions of future research based on findings in this thesis.
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