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The recovery of 3D human pose is an important problem in computer vision with 
many potential applications in human computer interfaces, motion analysis (e.g. 
sports, medical) and surveillance. 3D human pose also provides informative, view-
invariant features for a subsequent activity recognition step. Most if not all previous 
work on 3D human pose recovery has either assumed known human models, 
constrained motions, controlled environments, a large number of overlapping 
cameras, or a combination thereof.

In this thesis, we introduce a novel framework for unconstrained 3D human upper 
body pose recovery in dynamic and cluttered environments, using a moderate 
number of overlapping camera views. It consists of three components: single-frame 
pose recovery, temporal integration and human model adaptation.

Single-frame 3D pose recovery consists of a hypothesis generation stage, in which 
candidate poses are generated based on probabilistic hierarchical shape matching 
in each camera view. In a subsequent verification stage, the candidate poses are 
re-projected into the other camera views and ranked according to a multi-view 
likelihood measure. Temporal integration is based on computing K-best trajectories 
combining a motion model and observations in a Viterbi-style maximum-likelihood 
approach. The multiple trajectory hypotheses are used to generate pose predictions, 
augmenting the pose candidates generated at the next time step.

Given that 3D pose recovery performance is closely linked to the quality of 
the underlying human model, we present approaches to automatically adapt 
the appearance and shape of a generic human model to the persons in the 
scene. Appearance adaptation is realized by learning a texture model from the 
beforementioned best pose trajectories; this texture model enriches the shape 
likelihood measure used for pose recovery. Shape adaptation is implemented as 
batch-mode optimization of the shape- and pose-parameters of a generic model. 
An important step is the selection of the most informative frames, upon which to 
base the optimization; these frames are determined using a criterion that takes both 
shape-texture likelihood and pose diversity into account.

We demonstrate the effectiveness of our 3D human pose recovery framework 
using a novel and challenging data set, derived from three synchronized color CCD 
cameras looking over a train station platform. In several sequences, various persons 
perform unscripted movements against a backdrop of moving people and trains, 
and lighting changes.
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Abstract

The recovery of 3D human pose is an important problem in computer
vision with many potential applications in human computer interfaces,
motion analysis (e.g. sports, medical) and surveillance. 3D human pose
also provides informative, view-invariant features for a subsequent activ-
ity recognition step. Most if not all previous work on 3D human pose
recovery has either assumed known human models, constrained motions,
controlled environments, a large number of overlapping cameras, or a
combination thereof.

In this thesis, we introduce a novel framework for unconstrained 3D
human upper body pose recovery in dynamic and cluttered environments,
using a moderate number of overlapping camera views. It consists of three
components: single-frame pose recovery, temporal integration and human
model adaptation.

Single-frame 3D pose recovery consists of a hypothesis generation
stage, in which candidate poses are generated based on probabilistic hier-
archical shape matching in each camera view. In a subsequent verification
stage, the candidate poses are re-projected into the other camera views
and ranked according to a multi-view likelihood measure. Temporal in-
tegration is based on computing K-best trajectories combining a motion
model and observations in a Viterbi-style maximum-likelihood approach.
The multiple trajectory hypotheses are used to generate pose predictions,
augmenting the pose candidates generated at the next time step.

Given that 3D pose recovery performance is closely linked to the qual-
ity of the underlying human model, we present approaches to automati-
cally adapt the appearance and shape of a generic human model to the
persons in the scene. Appearance adaptation is realized by learning a tex-
ture model from the beforementioned best pose trajectories; this texture
model enriches the shape likelihood measure used for pose recovery. Shape
adaptation is implemented as batch-mode optimization of the shape- and
pose-parameters of a generic model. An important step is the selection of
the most informative frames, upon which to base the optimization; these



frames are determined using a criterion that takes both shape-texture
likelihood and pose diversity into account.

We demonstrate the effectiveness of our 3D human pose recovery
framework using a novel and challenging data set, derived from three syn-
chronized color CCD cameras looking over a train station platform. In
several sequences, various persons perform unscripted movements against
a backdrop of moving people and trains, and lighting changes.
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1 Introduction

1.1 Motivation

The detection and recovery of humans and their 3D poses in images and
video is an important problem in computer vision with many potential
applications in diverse fields such as motion capture and analysis for
film, interactive games, sports or medical purposes, interfaces for human-
computer interaction (HCI), automated surveillance or augmented reality.
The ability to recognize humans and their poses is widely recognized as
one of the key problems to be solved to enable intelligent man-machine
interaction.

In general, the goal of 3D pose recovery systems is to determine the
3D joint locations of a human body from image data. Once recovered,
3D pose can also provide informative, view-invariant features for a sub-
sequent action recognition step. Some applications, for example motion
capture-based movement analysis, require detailed pose recovery up to
centimeter or millimeter accuracy. To achieve these high levels of accu-
racy, current commercial motion capture systems typically require the
user to wear markers which are then detected by multiple sensors. As the
use of these marker-based system is generally quite laborious and costly
(application of markers, calibration, etc.), markerless vision-based mo-
tion capture systems can provide an attractive non-invasive alternative
for many of these applications.

In recent years there has been rapid progress regarding detection and
markerless pose recovery of humans in images or video, but successful
approaches still mostly rely on accurate object silhouettes obtained us-
ing foreground segmentation. Even with ideal scene conditions met in
laboratory or studio situations, the pose recovery task is still challenging

1



CHAPTER 1. INTRODUCTION

due to the articulated structure of human movement. Multiple cameras
are placed around the subject – often eight or more – to deal with the
underconstrained nature of the problem of recovering three-dimensional
information from two-dimensional images due to loss of depth information
and/or (self) occlusion. In the last two years, companies offering marker-
less human motion capture systems have entered the commercial market.
Organic Motion was among the first to offer a system which can output,
according to the company, “a full 3D model of the subject, complete with
surface mesh geometry, surface textures and 3D bone movement data
down to millimeter precision.” The promised accuracy and speed can
rival that of current marker-based motion capture systems, but the sys-
tem requires 10 two-megapixel cameras in a controlled-lighting setup, in
addition to specialized processing hardware to achieve this performance.

In many practical applications, such ideal scene conditions cannot be
met due to the presence of clutter, motion blur and unpredictable back-
ground changes, and thus it becomes harder to solve the pose recovery
problem robustly. The problem is then often simplified by assumptions
on human appearance and motion. For example, subject clothing could
be tight-fitting or the articulated human motions might be restricted
to particular classes (such as walking, running, etc.). In any case, last
years have seen the progression of systems that aim to recover pose on
a frame-level (enabling automatic pose initialization) and that combine
these estimates with a temporal model to enable tracking.

A recent alternative to the use of video cameras for human pose recov-
ery, is given by 3D cameras, that measure depth directly, either by time-
of-flight or by structured light. 3D cameras have proved to be increasingly
popular, due to the steady decrease in hardware cost. Their use gained
strong momentum since the commercial release of the Microsoft Kinect in
late 2010, an interactive game console which can track the joints of up to
two people simultaneously. Here, the problem is constrained by assuming
a front-facing subject at a restricted distance range (few meters). The
sensitivity to adverse lighting conditions (bright sunlight) remains to be
further investigated.

Over the last years, advances have also been made regarding human
shape modeling. What used to be very simple approximations to the
human shape (rectangles, cubes, etc.) have become complex paramet-
ric volume models or precisely scanned mesh models that approximate

2



1.2. OUTLINE AND SCOPE

human shape better; this in turn increases the accuracy of model-based
3D pose recovery. However, the increased model complexity comes at
the price of increased model acquisition cost, and in many use cases of
markerless tracking, acquiring a detailed prior scan of the subject is sim-
ply not feasible. Commercially available systems include laser scanners,
which can acquire subject data with millimeter precision in about 30 sec-
onds. Generally, the acquired raw data through such systems still has to
be transfered to the respective model used for pose recovery. A recent
trend has been the joint estimation of pose and shape using a learned,
low-dimensional shape model acquired from training data.

Despite all these advances, 3D human pose recovery remains essen-
tially unsolved for unconstrained movement in dynamic and cluttered
environments. This holds in particular for scenarios where subjects are
outside of the distance ranges required by above mentioned 3D camera
systems, or where background and lighting changes complicate recogni-
tion. Pursuing this research was guided by the motivation to improve on
the state of the art in markerless pose recovery. It is clear that accurate
pose recovery necessitates sufficiently accurate assumptions about human
shape, and vice versa. In this thesis, we therefore discuss both pose re-
covery given a suitable shape model as well as shape model adaptation
given a generic model and suitable pose initializations.

1.2 Outline and scope

This thesis investigates 3D human pose and shape recovery in “realistic”,
complex data, i.e. data that does not exhibit the favorable conditions
mentioned in Section 1.1, but potentially includes scene clutter, moving
objects such as trains or people, lighting changes due to an outdoor set-
ting, etc. See Figure 1.1 for an example frame depicting a typical setting;
note the noisy segmentation and the clutter caused by the presence of
moving people in the background. The main focus is on designing a frame-
work for pose recovery, automatic model learning (appearance and shape)
and recovery from errors, i.e. enabling automatic pose (re)initialization.
To this end, a novel data set was recorded to advance the state of the
art in human pose recovery. See Section 2.2.3 for a description. In par-
ticular, our chosen setting for the estimation of unconstrained human
upper body movement involves the assumption of using only a moder-

3



CHAPTER 1. INTRODUCTION

Figure 1.1: Example frame (one view shown) with respective foreground
mask from foreground segmentation step and pose recovery results over-
laid. Note the noisy segmentation and the cluttered background.

ate number of cameras with overlapping field of view, in our case three
hardware-synchronized color CCD cameras.

The diversity of human movement encountered in these sequences ne-
cessitates fairly weak assumptions regarding the used model of human
motion, which in turn attaches greater importance to making likelihood
functions and estimation robust. Therefore, we have chosen an approach
that detects human pose in every consecutive frame of a sequence and also
addresses the above mentioned (re-)initialization problem. Furthermore,
the accuracy of our model representation is increased by learning both
subject appearance and shape to help in the pose recovery process. In
this thesis, an exemplar-based, holistic, representation of human pose was
chosen; this has the advantage that upon matching, all available model
knowledge or physical constraints can be incorporated at once. A main
theme in this work is how to keep the combinatorics of such exemplar-
based approach in check, by hierarchical representations or cascaded ar-
chitectures. Using current PC hardware resources, the exemplar-based
approach was scaled up to deal with unconstrained upper-body move-
ment; ways to extend to full-body movement are identified.

A sub-problem of human pose recovery is human detection, i.e. the
question of presence of humans in the scene, and at which locations.
With our emphasis on pose recovery, we are using a simplified model of
detecting subjects in our scene, aided by the use of multiple overlapping
cameras and the assumption of only few people in the scene (in our case,
not more than two). Generally, the problem of human detection and

4



1.2. OUTLINE AND SCOPE

tracking rapidly increases in difficulty with an increase in the number of
people that are to be detected and tracked reliably; see recent work by
Fleuret et al. [2008] or Liem and Gavrila [2009] on the state of the art of
tracking small groups (2-6 people).

Due to the complexity of the above mentioned questions, we also de-
cided not to cover topics related to tracking people across non-overlapping
cameras (see e.g. work by Zajdel and Kröse [2005] or Metternich et al.
[2010]) or related to further semantic interpretation of the poses or move-
ments, such as action recognition or agression detection [Zajdel et al.,
2007]. Human action recognition is an interesting field of its own, but
out of scope for this thesis. For more information on action recognition,
the reader is refered to surveys on the topic [Aggarwal and Cai, 1999,
Gavrila, 1999, Krüger et al., 2008, Moeslund et al., 2006, Poppe, 2010,
Turaga et al., 2008, Wang et al., 2003].

The outline of this thesis is as follows. See also Figure 1.2 for an overview
diagram of the proposed 3D human pose recovery framework.

Chapter 2 provides an overview over previous work in the field of
human pose and shape recovery as well as a summary of our contributions.

Chapter 3 presents a multi-view 3D human pose recovery framework
for unconstrained upper-body poses in single frames. The framework is
based on a cascaded architecture, where candidate poses are increasingly
pruned by successive processing stages. Pose hypotheses are generated
and verified by means of probabilistic, hierarchical shape matching.

In Chapter 4, this framework is extended by introducing a temporal
integration approach that computes the best trajectories using the pro-
vided single-frame detections and a learned motion model. We also use
the computed trajectories for the generation of pose predictions which
augment the set of detections at the respective next time step.

Chapter 5 deals with two forms of model adaptation. First, we intro-
duce automatic learning of an appearance (texture) model and integrate
it into the pose recovery system, for improved performance. Second, we
describe an approach to adapt the human shape model based on multiple
frames. We address the question which frames should be selected for this
shape model adaptation step.

Finally, Chapter 6 concludes the thesis by discussing the strengths
and limitations of our approaches and outlines areas of future work.

5



CHAPTER 1. INTRODUCTION

Multi-view input 3D pose

hypothesis

generation

& selection

3D pose

hypothesis

verification

Temporal

integration

& prediction

Model

adaptation

(shape, texture)

Chapter 3 Chapter 4 Chapter 5

Figure 1.2: Top-level overview of the proposed 3D human pose recovery
framework. See Section 1.2 for further explanation, and Figures 3.1, 4.1,
5.1, 5.9 and 5.20 for refinements of its elements.

The thesis is based on [Hofmann and Gavrila, 2009a,b, 2011a,b].
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2 Previous Work and
Contributions

2.1 Previous work

2.1.1 3D human pose estimation

There is meanwhile extensive literature on 3D human pose estimation.
For an exhaustive listing, see surveys by Gavrila [1999], Forsyth et al.
[2005], Moeslund et al. [2006], Poppe [2007], Sigal and Black [2010].

One line of research has focused on 3D model-based tracking; i.e. given
a reasonably accurate 3D human model and an initial 3D pose, predict
the pose at the next time step using a particular dynamical and observa-
tion model [Balan and Black, 2006, Bregler et al., 2004, Brubaker et al.,
2010, Deutscher and Reid, 2005, Drummond and Cipolla, 2001, Fossati
et al., 2009, Gavrila and Davis, 1996, Hasler et al., 2009a, Kakadiaris and
Metaxas, 2000, Kehl and Gool, 2006, Lee and Elgammal, 2010, Li et al.,
2010, Ong et al., 2006, Peursum et al., 2010, Roberts et al., 2006, Rosen-
hahn and Brox, 2007, Stenger et al., 2006, Vondrak et al., 2008, Xu and
Li, 2007]. For example, Gavrila and Davis [1996] use a chamfer distance-
based dissimilarity measure in combination with a local search approach
to update the pose estimate for each new time step. The high-dimensional
search space is decomposed along the kinematic chain to make the search
feasible. In Bregler et al. [2004], the authors measure optical flow and
employ a twist motion model and exponential maps such that the kine-
matic chain parameters can be recovered by solving linear equations from
frame to frame. In Kehl and Gool [2006], a super-ellipsoid body model
is tracked using stochastic gradient descent, with a likelihood function

7



CHAPTER 2. PREVIOUS WORK AND CONTRIBUTIONS

aligning edge and color information of the model with a voxel surface
computed from observations. Mentioned examples are single-hypothesis
approaches. These operate under the assumption that the correct pose
state could be estimated for the previous time step in order to estimate
pose at the current time step. In practice, these approaches work only as
long as this asumption can be upheld.

Multi-hypothesis approaches based on particle filtering [Brubaker et al.,
2010, Deutscher and Reid, 2005, Ong et al., 2006, Peursum et al., 2010,
Wang and Rehg, 2006, Xu and Li, 2007] or non-parametric belief propa-
gation [Sigal et al., 2004] are used for increased robustness. However, the
high dimensionality of the pose parameter space necessitates researchers
to employ strong motion priors (i.e. known action classes such as walking,
running) and/or various sequential sampling techniques. For example,
Deutscher and Reid [2005] use an annealed particle filter chain to gradu-
ally guide the set of particles toward the global maximum of the likelihood
function. Xu and Li [2007] make use of the inherent motion correlation
in walking movements (i.e. highly correlated left-side and right-side Euler
angles) and marginalize part of the state variables to create strong mo-
tion priors. A physics-based leg model of human walking motion is used
in [Brubaker et al., 2010] to guide a particle filter. In practice, tracking
of complex, unconstrained motions in high dimensional spaces soon goes
astray if no recovery mechanism is added.

Another line of research has dealt with 3D pose initialization. Work in
this category can be distinguished by the number of cameras used. Multi-
camera systems for 3D pose initialization were so far applied in controlled
indoor environments. The near-perfect foreground segmentation result-
ing from the stationary background, together with the many cameras
used (> 5), allows to recover pose by Shape-from-Silhouette techniques
[Cheung et al., 2005, Corazza et al., 2010, Mikic et al., 2003, Starck and
Hilton, 2003, Sundaresan and Chellappa, 2009]. For example, Cheung
et al. [2005] combine a temporal Shape-from-Silhouette algorithm with
kinematic chain models to perform markerless articulated object track-
ing. A new line of research goes beyond the recovery of pose parameters
to the estimation of the non-rigid surface of the 3D human model [Balan
et al., 2007, Gall et al., 2009]. This is relevant for more accurate pose
recovery and dealing with loose clothes; see also next section.

Single camera systems for 3D pose initialization can be sub-divided

8



2.1. PREVIOUS WORK

whether they use generative or learning-based approaches. Learning-
based approaches construct a mapping between 3D pose and 2D image
observables using machine learning techniques [Agarwal and Triggs, 2006,
Bo and Sminchisescu, 2010, Bissacco et al., 2007, Kanaujia et al., 2007,
Rogez et al., 2008, Shakhnarovich et al., 2003]. In general, these ap-
proaches are conceptually appealing and fast, especially for solving the
initialization problem, but questions still remain regarding their scalabil-
ity to arbitrary poses. The high non-linearity of the mapping requires
the training set to be densely sampled. A large number of examples
are needed to allow for successful regression, given the ill conditioning
and high dimensionality of the problem (e.g. 150,000 examples using
Poser software [Shakhnarovich et al., 2003] or 40,000 examples from Hu-
manEva ([Sigal et al., 2010]) [Rogez et al., 2008]). While generative ap-
proaches facilitate a direct measurement between change of input param-
eters (e.g. pose or shape parameters) and feature output, this correlation
is lost in generative approaches where regression provides merely a map-
ping from image features to parameter space. This renders certain tasks
such as local parameter optimization or model adaptation more difficult
using these approaches.

Most experimental results in the literature involve restricted move-
ments, i.e. walking or running. Examples of learning-based approaches
include Agarwal and Triggs [2006], where shape descriptor vectors from
image silhouettes are directly mapped to pose joint angles by means of
direct non-linear regression through Relevance Vector Machines (RVMs).
Rogez et al. [2008] discretize the pose space into a set of classes on a 2D
toroidal manifold, taking viewpoint and motion cyclicity into account,
and learn Random Forests from HOG (Histogram of Oriented Gradi-
ents) features. Their approach gives promising results even for non-static
backgrounds. Shakhnarovich et al. [2003] introduce a hashing-based al-
gorithm, Parameter Sensitive Hashing, for efficient mapping of image
features to approximate neighbors in a database of exemplars. Com-
putational complexity of their algorithm is sub-linear in the number of
exemplars.

On the other hand, pose initialization using 2D or 3D generative mod-
els [Kohli et al., 2008, Lee and Cohen, 2006, Lee and Nevatia, 2009] in-
volves finding the best match between model projections and image, and
retrieving the associated 3D pose. 3D generative models typically involve

9



CHAPTER 2. PREVIOUS WORK AND CONTRIBUTIONS

compositions of volumetric primitives like ellipsoids or cones [Forsyth
et al., 2005, Gavrila, 1999, Moeslund et al., 2006]. For example, Lee and
Cohen [2006], Lee and Nevatia [2009] use tapered cylinders to model the
human body. Their pose estimation framework [Lee and Cohen, 2006] is
applied on static single-view images and employs a data-driven Markov
chain Monte Carlo approach, where component detection results gener-
ate state proposals, which are consolidated in “proposal maps” for each
joint position. Pose initialization using 2D generative models involves
2D pose recovery [Andriluka et al., 2009, Ferrari et al., 2009, Mori and
Malik, 2006, Ramanan et al., 2007] followed by a 3D inference step with
respect to the joint locations. Alternatives involve linear subspace mod-
els, derived from a training set of 3D human body scans (SCAPE, Balan
et al. [2007]) and mesh models (e.g. Hasler et al. [2009a]). These detailed
models can increase the accuracy of likelihood measurement; see also next
section. Their downside is that these person-specific models need to be
acquired prior to pose recovery, e.g. by laser scanning.

In order to reduce the combinatorial complexity associated with pose
recovery, previous generative approaches apply part-based techniques [Si-
gal et al., 2004, Navaratnam et al., 2005, Mori and Malik, 2006, Ramanan
et al., 2007, Bergtholdt et al., 2010]. In [Sigal et al., 2004], the used
body model is a collection of loosely-connected limbs. Motion capture
training data provides conditional probabilities concerning the 3D pose
of connected limbs, as well as a probabilistic motion model. Inference is
then performed using non-parametric belief propagation over a general
loopy graph. As far as these part-based approaches involve search space
decomposition (i.e. searching first for the torso, then arms and legs),
they are error prone; estimation mistakes made early on based on partial
model knowledge cannot be corrected later on. In practice, this means
that instances with an appreciable amount of torso movement and ro-
tation are difficult to handle. It proves difficult to combine an efficient
inferencing mechanism on body parts with the enforcement of multi-part
constraints (e.g. dynamics, appearance). Sigal and Black [2010] suggest
that part-based approaches are probably best to provide an efficient pro-
posal function for estimation with a more centralized representation of
the body (e.g. a kinematic tree).

Methods for pose initialization can serve to initialize the above-mentioned
trackers. An increasingly popular alternative is their use in “tracking-
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as-recognition” approaches, especially when no strong motion priors are
available. Here, pose estimates obtained independently at each time in-
stant are integrated to consistent trajectories, taking into account a more
generic motion model. This is typically achieved by Markov chain op-
timization [Fossati et al., 2007, Howe, 2004, Lee and Nevatia, 2009, Lv
and Nevatia, 2007, Navaratnam et al., 2005, Peursum et al., 2007]. In
an interesting variation, Fossati et al. [2007] perform this optimization
on key frames which are detected using spatio-temporal shape templates,
followed by prediction and refinement of 3D poses between detections.

Given the extensive amount of work done on human 3D pose esti-
mation, it has been difficult to assess how the various approaches stack
against each other. Sigal et al. [2010] make a contribution in this regard,
by providing the “HumanEva” data set. It contains a sizeable amount of
multi-video and synchronized motion capture data of humans performing
a set of predefined actions in a controlled indoor environment. Together
with the provided motion capture ground truth and baseline algorithm, it
allows other researchers to benchmark their 3D pose estimation systems
on a common data set [Bergtholdt et al., 2010, Bo and Sminchisescu,
2010, Brubaker et al., 2010, Corazza et al., 2010, Gall et al., 2010, Peur-
sum et al., 2010, Lee and Elgammal, 2010, Li et al., 2010].

2.1.2 3D human shape estimation

Compared to the amount of literature on human pose estimation (see pre-
vious Section), the topic of human shape model adaptation has received
less attention.

Previous work on 3D human pose and shape recovery can be distin-
guished by the type of shape representation used and the way in which
shape fitting takes place. 3D human shape models come in roughly three
categories. The first category represents 3D human shape by a set of
voxels [Cheung et al., 2005, Grauman et al., 2003, Ukita et al., 2008].
Eigenspace models can be used to introduce priors for the segmentation
[Grauman et al., 2003] and to perform body part labeling [Ukita et al.,
2008]. In the latter paper, a visual hull eigenspace projection is used to
provide body part class labels in real-time. The second category rep-
resents the various body parts by volumetric primitives (e.g. cylinders,
ellipsoids, superquadrics) [Kakadiaris and Metaxas, 1998, Mikic et al.,
2003, Sminchisescu and Triggs, 2003]. For example, in Kakadiaris and
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Metaxas [1998], the shape of deformable 3D primitives are adapted ac-
cording to the apparent contours from three mutually orthogonal views.
Mikic et al. [2003] fit a set of ellipsoids to 3D voxel data in combina-
tion with a Bayesian network refinement to adapt limb proportions. Su-
perquadrics with global deformations are used as a body model in Smin-
chisescu and Triggs [2003]. The third category uses surface models to
describe human shape [Anguelov et al., 2005, Balan and Black, 2008,
Balan et al., 2007, Ballan and Cortelazzo, 2008, de Aguiar et al., 2007,
Gall et al., 2009, Guan et al., 2009, Hasler et al., 2009b, Plaenkers and
Fua, 2003, Rosenhahn et al., 2007, Starck and Hilton, 2003, Vlasic et al.,
2008]. For example in Starck and Hilton [2003], a mesh model is fitted
to surface features under shape regularization, while in de Aguiar et al.
[2007], Gall et al. [2009], mesh models are used to adapt shape to cloth-
ing using Laplacian mesh deformations. A model consisting of smooth
implicit surfaces is used in Plaenkers and Fua [2003] to adapt shape and
pose for a person in a least-squares framework using stereo data as input.

Eigenspace surface models for shape estimation (SCAPE) were popu-
larized by Anguelov et al. [2005] and were used in Balan and Black [2008],
Balan et al. [2007], Guan et al. [2009] for joint pose and shape estimation
under clothing. In Balan et al. [2007], body shape is optimized per frame
while the pose is being tracked over a video sequence. Balan and Black
[2008] use the concept of a maximal silhouette-consistent shape to esti-
mate body shape under deformable clothing. Hasler et al. [2009b] adapt
a mesh model using Laplacian deformations and project it back to the
learned space of human shapes at the end of each iteration. Most re-
cently, the approach has been used to infer pose and shape from a single
image [Guan et al., 2009], although with necessary user interaction to
provide marker points on the image. The methods reported for adapting
the SCAPE model include annealed particle filtering [Balan et al., 2007]
and gradient-free direct search [Balan and Black, 2008, Guan et al., 2009].

Each above-mentioned category of human 3D shape representation
comes with its own benefits and drawbacks. The choice for a particular
representation should be guided by the application at hand. For exam-
ple, an application requiring a detailed recovery of the 3D human shape
will favor the use of finely tesselated mesh models, especially if loose
(non-rigid) clothing is to be considered (e.g. Rosenhahn2007). The high
expressivity of mesh models comes however at the price of having to esti-
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mate comparatively large number of parameters. In practice, this means
that 3D measurement needs to be precise and at a high spatial resolu-
tion. This in turn leads to in-door settings with controlled backgrounds,
and the availability of a large number of cameras (> 5) relatively up-
close, for an accurate volume carving [de Aguiar et al., 2007, Starck and
Hilton, 2003, Vlasic et al., 2008]. In some cases, range data is measured
by means of stereo vision [Plaenkers and Fua, 2003, Starck and Hilton,
2003]. Yet other work assumes that a detailed initial 3D shape model has
been obtained off-line by laser scanning [de Aguiar et al., 2007, Hasler
et al., 2009b, Vlasic et al., 2008]. Human shape models based on volu-
metric primitives come typically with a lower number of parameters and
are more suited for those applications where high realism is not feasible
or not the primary scope, e.g. person tracking from a larger distance
with a low number of cameras (1–3) in a surveillance context. Global,
eigenspace-based surface models (e.g. SCAPE [Anguelov et al., 2005,
Balan and Black, 2008, Balan et al., 2007, Guan et al., 2009]) have the
ability to reduce the number of parameters, possibly below the number
of parameters needed for the local models using volumetric primitives.
This is feasible as long as a particular test instance is well described by
the modes of variation in the training set. A training set of body scans
might however not compactly represent all clothed humans, e.g. those in
wide jacket and tight pants.

Regarding the way in which shape fitting takes place, early work had
the subject perform a specific series of movements to measure the human
body structure [Kakadiaris and Metaxas, 1998]. In contrast to this, shape
is automatically fitted in the first frame using heuristics in Sminchisescu
and Triggs [2003]. Recent approaches integrate shape estimation with the
pose estimation process either per-frame [Balan et al., 2007, de Aguiar
et al., 2007, Gall et al., 2009] or over all frames simultaneously [Balan
and Black, 2008]. However, many approaches still require manual model
positioning for bootstrapping the algorithm [Ballan and Cortelazzo, 2008,
de Aguiar et al., 2007, Hasler et al., 2009b, Plaenkers and Fua, 2003,
Starck and Hilton, 2003].

2.2 Contributions

The main research problem addressed in this thesis is:
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• How can we efficiently and robustly estimate unconstrained 3D hu-
man motion in complex, dynamic environments, using few (e.g. 3-
4) overlapping cameras?

This involves addressing the following sub-problems:

• How can we model 3D human pose and appearance, in a such a way
that it facilitates matching and adaptation?

• How can we perform 3D pose initialisation efficiently and robustly,
without needing scripted initialisation poses?

• How can we enforce temporal consistency in 3D pose estimation?

• How can we adapt a generic 3D human model to that of a specific
person in the scene? How does this benefit 3D pose estimation?

• How can we combine pose initialization, temporal integration and
model adaptation in an overall 3D human motion estimation frame-
work?

The remainder of this section summarizes the thesis contributions in more
detail, contrast them to previous work, and provides links to the respec-
tive thesis chapters.

2.2.1 Pose recovery

The main contribution is a framework for estimating unconstrained 3D
human movement in complex environments using a moderate number of
cameras (Chapter 3, Section 5.1). It consists of single-frame pose recovery,
temporal integration and texture-based model adaptation components, as
shown in Figure 3.1 on page 22. We approach the (re)initialization prob-
lem by performing “tracking-as-detection” at every time step (Sections 3.4
and 3.5), unlike time-recursive approaches that rely solely on the output
from the previous time step(s) (e.g. particle filtering [Deutscher and Reid,
2005, Balan and Black, 2006]). The way multiple pose trajectories are
used goes beyond previous “tracking-as-detection” approaches (see Sec-
tion 2.1.1), where the computation of a (single) best pose trajectory is
solely a post-processing step, decoupled from the estimation process. We
integrate the computation of the best trajectories (multiple hypotheses)
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into the tracking loop and use this information for the generation of pose
hypothesis predictions (Chapter 4). We do not use strong motion priors
(e.g. Lee and Elgammal [2010], Sigal et al. [2004]).

Appearance model adaptation (Section 5.1) is handled automatically
and is fully integrated into the framework, i.e. we do not require pre-
defined key poses [Fossati et al., 2007, Ramanan et al., 2007]. To reduce
the chance of a wrong model update, we update only for those poses which
lie on the most likely pose trajectory, i.e. we perform batch-mode temporal
integration before model adaptation, rather than model adaptation at
each time instant independently (e.g. Balan and Black [2006]).

A second contribution concerns the way multi-camera pose recovery is
performed. The error-prone foreground segmentation resulting from op-
erating in dynamic outdoor environments together with the lower number
of cameras used prevents solving matters by Shape-from-Silhouette tech-
niques outright (see Section 2.1.1). Inverse kinematics techniques (Kaka-
diaris and Metaxas [2000], Knossow et al. [2008]), on the other hand,
require close initial estimates. We also do not wish to rely on feature
correspondences across cameras (i.e. wide-baseline stereo), as this will be
difficult to achieve robustly. Instead, we propose to perform 3D pose de-
tection for each camera independently and fuse information at the pose
parameter level by means of an efficient multi-stage recovery process. Fus-
ing the information at the pose level improves the scalability with respect
to the number of cameras (e.g. allowing optimized per-camera matching,
improved algorithm parallelism). We introduce a probabilistic pose se-
lection criterion which implicitly performs automatic viewpoint selection
by evaluating and ranking by a pose posterior term. An advantage of
our exemplar-based approach is that it describes the articulations of the
upper-body as a whole. This ensures that upon matching, all available
model knowledge is used at the same time, avoiding some of the draw-
backs of the part-based decomposition approaches discussed in Section
2.1.1.

Pose hypothesis generation (Section 3.4) is performed efficiently by
using a large 2D pose exemplar library, fully clustered based on appear-
ance, and probabilistic matching techniques. The framework offers two
ways to go beyond the parameter discretization induced by the exemplar-
based approach: by means of local pose optimization and pose prediction,
both performed in continuous parameter space.
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2.2.2 Shape model adaptation

The contributions regarding shape model adaptation are two-fold. First,
we present an automatic selection method to determine a subset of frames,
upon which to base shape model adaptation (Section 5.2.4). It involves
the optimization of an objective function that maximizes a shape-texture
likelihood function and a pose diversity criterion (i.e. the model surface
area that lies close to the occluding contours), in the selected frames.
The idea of selective or “opportunistic” model acquisition was inspired
by work by Ramanan et al. [Ramanan et al., 2007]. In that work, color
information was added to 2D pictorial structure models in frames de-
picting “easy” poses (what easy poses were was defined heuristically, i.e.
person standing with legs apart). Here we offer a more principled and
automatic frame selection approach for 3D shape model adaptation. We
will show in extensive experiments (Section 5.2.6) that selecting the right
frames for adapting the shape model makes a difference regarding both
model accuracy and pose recovery performance.

A secondary, more limited contribution concerns the definition of a
differentiable objective function for 3D human shape model and pose
adaptation, based on both contour and texture cues (Section 5.2.5). We
perform stochastic gradient-based optimization, similar to Kehl and Gool
[2006], and add vertex resampling to account for shape model changes
(Kehl and Gool [2006] only considered pose adaptation based on contour
cues). The objective functions used in Balan and Black [2008], Balan et al.
[2007] involve contour features only and are non-differentiable. As will be
seen in the experiments, the proposed optimization technique based on
closed-form expressions for the Jacobian matrix compares favourably, in
terms of convergence and processing cost.

Given that our primary application concerns 3D pose tracking in a
surveillance context (i.e. few overlapping cameras, outdoor scenario with
dynamic and cluttered backgrounds, uncooperative subjects at some dis-
tance) we opted for a 3D human shape representation by means of vol-
umetric primitives, see discussion in Section 2.1.2. Note, however, that
our contributions, frame selection algorithm and objective function for
shape optimization, can be extended to the case of mesh models (e.g.
SCAPE [Anguelov et al., 2005, Balan et al., 2007]). For frame selection,
we only require that it is possible to determine vertices lying on the oc-
cluding contours, and that we can define a 2D distance measure between
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vertices lying on the surface. Regarding the objective function, we re-
quire the existence of a generation function for the model vertices that is
differentiable with respect to pose and shape parameters.

2.2.3 Data set

Our experimental data consists of recordings from three synchronized
color CCD cameras looking over a train station platform. In several
sequences, captured at 20 Hz, various actors perform unscripted move-
ments, such as walking, gesticulation and waving. The setting is challeng-
ing; the movements performed contain a sizable amount of torso turning,
the background is cluttered and non-stationary (people are walking in
the background, trains are passing by), furthermore, there are apprecia-
ble lighting changes.

The realism of the dataset in the context of surveillance was the key
motivation for preferring it over the HumanEva data set (Sigal et al.
[2010]). That said, we are measuring performance of this system on
several HumanEva sequences in Sections 5.1.3 and 5.2.6 to allow some
comparisons with the state-of-the-art.

Our camera model is that of a general projective camera P ∈ R
3×4,

where P can be decomposed into matrices of intrinsic and extrinsic pa-
rameters

P = K[R| − RC̃] (2.1)

where [·|·] describes the composition of a 3 × 3 matrix on the left side
and a 3 × 1 vector on the right side to a 3 × 4 matrix, K ∈ R

3×3 is
the intrinsic calibration matrix, the rotation matrix R ∈ R

3×3 gives the
extrinsic orientation of the camera and C̃ ∈ R

3×1 is the extrinsic position
of the camera center. K has the form

K =





αx s x0
0 αy y0
0 0 1



 (2.2)

and contains parameters describing the scale factors in x and y coordinate
direction (αx, αy), a skew parameter s ≡ 1 and the coordinates (x0, y0)
of the principal point.

Cameras were calibrated using (Bouguet [2003]) in a two-step proce-
dure; see Appendix B for the estimated parameters. First, the intrinsic
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camera parameters of K as well as parameters κ1, . . . , κ4 concerning ra-
dial lens distortion (Hartley and Zisserman [2004, Section 7.4]) were de-
termined by means of a chessboard pattern with known square sizes for
each camera independently. The lens distortion was removed on all im-
ages of the data set in an off-line procedure. Second, the extrinsic camera
parameters were recovered over all cameras simultaneously by identify-
ing corresponding corner points on the chessboard pattern visible in all
cameras, with one camera being defined as unrotated and in the world
coordinate origin. Camera calibration enabled the recovery of the ground
plane through identification of corresponding points on the ground plane
in several views.

Ground truth pose was manually labeled for all frames of the data
set using our labeling tool (see Appendix C). Considering the quality
of calibration and labeling, we estimate the ground truth accuracy to be
within 4 cm. Table 2.1 provides a list of the labeled sequences which
will be used in the experiments of Chapters 3, 4 and 5. Figure 2.1 shows
example images of the subjects P1-P4 listed in Table 2.1.

Throughout this thesis, we use two different “generic” male shape
models to perform human pose estimation (Chapters 3, 4 and Section 5.1)
as well as to provide a starting point for shape model adaptation (Sec-
tions 5.2 to 5.2.6). Table 2.2 lists the average vertex error of these generic
models with respect to the manually labeled ground truth models. We
define the model vertex error as the mean error of the model vertices to
the ground truth model, both in a canonical pose (standing upright, arms
streched laterally, at 90◦ elevation). The measure captures the “distance”
of a shape model to the ground truth shape model. See Section 3.2 for a
detailed description of the shape model class used.
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Sequence Subject Nr. of frames

S01 P3 150
S02 P4 245
S03 P3 53
S04 P3 48
S05 P1 292
S06 P3 230
S07 P4 92
S08 P2 418
S09 P3 385
S10 P1 110
S11 P1 110
S12 P2 200
S13 P3 170
S14 P2 120
S15 P2 50
S16 P4 200

Table 2.1: Overview over the data set sequences (captured at 20 Hz); see
Figure 2.1 for example images of the subjects P1-P4.

Subject avg. vertex error [cm] to ground truth

Ch. 3, 4, 5.1 Ch. 5.2 - 5.2.6

P1 3.2 7.4
P2 2.6 5.3
P3 2.9 4.4
P4 3.7 5.3

Table 2.2: Average model vertex errors of the generic shape models used
in various parts of this thesis to the respective ground truth models.
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Figure 2.1: Example images (one view shown; image cut-outs) depicting
the subjects P1 (right person, top left), P2 (top right), P3 (right person,
bottom left), P4 (bottom right).
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3 Single-frame 3D Human Pose
Recovery

3.1 Overview

Here, we discuss the probabilistic pose recovery approach in single frames,
i.e. using multi-view image data collected at a particular time instant.

Efficiency is an important design consideration. Single-frame pose re-
covery is implemented by a multi-stage cascade architecture, where can-
didate poses are increasingly pruned by the successive processing stages.
Early processing stages are characterized by lighter computational costs
per candidate pose, and a higher degree of inherent parallelism. For
example, the pose hypothesis stage is performed by each camera inde-
pendently. The computational burden is shifted as much as possible to
an off-line stage, by matching a set of pre-rendered 2D pose (shape) ex-
emplars, compactly organized in a pre-computed tree structure. Later
processing stages are characterized by higher computational costs per re-
maining candidate pose and a stronger interaction across camera views.
Take, for example, the use of stochastic, gradient-based optimization for
local pose optimization.

The current system also has some limitations. Like previous 3D pose
recovery systems, it currently cannot handle a sizable amount of external
occlusion. It furthermore assumes the existence of a 3D human model
that roughly fits the person in the scene. Naturally, performance will
depend on the fit of the model used with respect to the subject present in
the scene. In the experiments of this chapter (Section 3.6) as well as the
next chapter (Section 4.4), we use the same generic model for the different
male adults in the experiments. The problem of shape model adaptation,
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Figure 3.1: Overview of the single-frame pose recovery framework. See
Section 3.1.

i.e. the optimization of the shape model used, will be discussed in Chap-
ter 5, Section 5.2. Lastly, the system expects subjects to be roughly in a
standing position for pose initialization, for computational cost reasons.

Figure 3.1 presents an overview of the proposed framework. Image
preprocessing determines a rough region of interest in the 3D scene and in
the various camera views, based on foreground segmentation and volume
carving (Section 3.3). In the hypothesis generation stage (Section 3.4),
candidate 3D poses are obtained by matching a pre-computed library of
2D pose exemplars containing silhouette data in the individual camera
views. For efficiency, matching is performed hierarchically using a tree
structure; the latter was constructed on top of the exemplar library off-
line. A pose selection stage follows that maps matched 2D pose exemplars
to 3D poses and estimates the corresponding posteriors (Section 3.4.4).

In the subsequent hypothesis verification stage (Section 3.5), the can-
didate 3D poses are projected to all camera views and ranked according
to a multi-view likelihood measure. This involves three sub-stages. In
the first sub-stage, the projections of candidate 3D poses into the cam-
era views are approximated with the above-mentioned library of 2D pose
exemplars, assuming orthographic projection. Because these 2D poses
exemplars are already computed, the projection involves a simple table
look-up operation, thus it can be computed very efficiently. The second
sub-stage uses perspective projection and graphical rendering. Due to
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the change of assumed projection, accuracy of verification is increased.
Furthermore, the on-line graphical rendering enables the use of feature
cues besides shape, e.g. incorporation of appearance (texture). See Sec-
tion 5.1 for a method to incorporate automatic learning of an appearance
model into the system. In the last sub-stage, a gradient-based procedure
optimizes the pose parameters in continuous parameter space.

As mentioned above, an increased computational effort is spent in the
later stages as the 3D pose space is successively pruned. We address the
issue of the potentially unfavorable combinatorics of our exemplar-based
pose representation by reducing the number of solutions at each process
stage by ranking, non-maxima suppresion and truncation. First, obtained
solutions are ranked according to their likelihood/posterior values. A
non-maxima suppression procedure (implemented as a single pass over
the solutions) removes solutions which have lower likelihood/posterior
values than similar solutions, given a criterion for similarity (e.g. dis-
tance in image or pose space); it is applied to ensure diversity in the
solutions produced. The remaining list of solutions is truncated by size,
maintaining the most likely/probable solutions.

In the following sections, main system parameters are denoted by
variables. For an overview of the actual values used in the experiments,
see Appendix A.

3.2 3D human shape model and pose description

We use an articulated model with linearly tapered superquadrics [Jak-
lic et al., 2000] as geometric primitives for torso, neck, head, upper and
lower arm, hand, upper and lower leg, and foot, assuming body symmetry.
Tapered superquadrics include such diverse shapes as spheres, ellipsoids
and hyperrectangles and yield a good trade-off between desired accuracy
and model complexity (i.e. number of parameters) [Gavrila and Davis,
1996]. The parameter space ~si of each superquadric i comprises parame-
ters for length (a1, a2, a3), squareness (e1, e2) and tapering (tx, ty). The
generating function for a vertex on the superquadric surface is

ζ(u, v) =





a1 cos
e1 u cose2 v(tx sin

e1 u+ 1)
a2 cos

e1 u sine2 v(tx sin
e1 u+ 1)

a3 sin
e1 u



 (3.1)
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where the angle parameters u, v are in the ranges −π
2 ≤ u ≤ π

2 , −π ≤
v ≤ π.

A complete shape model ~qshape is represented by the parameters for
each superquadric (Equation (3.2)).

~qshape = (~storso, ~sneck, ~shead, ~su.arm, ~sl.arm, ~shand, ~su.leg, ~sl.leg, ~sfoot) (3.2)

Joint articulation is described by transformation of 4-dimensional ho-
mogeneous coordinates x

x′ = Hx , H := H(R(φ, θ, ψ),~t) (3.3)

where H contains a 3× 3 rotation matrix and a 3× 1 translation vector.
Limb transformations not at the model root (i.e. the torso center) are
represented by a kinematic chain

H = H1H2 . . . Hk (3.4)

along the respective joints.
Each degree of freedom is expressed using Euler angles, which are

converted to above mentioned rotation matrix using the Z-Y-Z convention
[Spong and Vidyasagar, 1989], i.e. by a concatenation of three rotations
around one angle each (φ, θ, ψ) along the Z, then Y and again Z axis.
Shoulder, pelvis and head joints are mathematically modeled using all
three Euler angles, i.e. three degrees of freedom each, while the elbow
and knee joints are modeled as having one degree of freedom each.

The choice of Euler angles as representation for the rotations along the
kinematic chain should be discussed, as there are other representations
that do not exhibit some of their disadvantages, e.g. inherent singularities.
Using quaternions, the composition of rotations is more easily expressed
and the phenomenon of gimbal lock, i.e. the loss of one degree of freedom
in certain angle configurations, can be avoided. Alternatively, twists and
exponential maps have been successfully used to represent human motion
[Bregler et al., 2004]; their main advantage is that kinematic chain up-
dates, e.g. differential motions during tracking, can be expressed by linear
equation systems. We could have chosen an alternative representation in-
stead of Euler angles, but did not see clear benefits to do so. Using Euler
angles, we do not need to convert from a different representation for ren-
dering a pose (see Section 3.5). Because we pre-compute all poses in our
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discrete pose space in the pose detection stage (see Sections 3.4), we use a
combination of Euler angles mostly as a “tag” associated with each pose,
and the use of an alternative representation would not provide significant
advantages. One exception to this is the prediction mechanism which
will be discussed in Section 4.3; here we optimize on the pose parame-
ters directly. In this case, we carefully avoid singularities by performing
non-linear optimization only on angle changes of small magnitude and
converting all Euler angles to a canonical representation if necessary.

Given the body parts torso, neck, head, upper arm, lower arm and
hand, we represent a 3D upper body pose as a 17-dimensional vector of
joint angles

~πub =
(

xx, xy, xz, φt, θt, ψt, φh, θh, ψh, φ
l
s, θ

l
s, ψ

l
s, θ

l
e, φ

r
s, θ

r
s , ψ

r
s , θ

r
e

)

(3.5)

of which the parameters ~x ≡ (xx, xy, xz) denote the position of the root
of the articulated structure, which is, in our case, the torso center. Note
that we keep θh fixed in our experiments, effectively making the upper
body representation a 16-DOF model.

A 3D full body pose is then described by a 25-dimensional pose vector

~πfb =
(

~πub, φ
l
p, θ

l
p, ψ

l
p, θ

l
k, φ

r
p, θ

r
p, ψ

r
p, θ

r
k

)

(3.6)

with additional parameters for the pelvis and knee joint angles. Note
that the resulting transformation matrices Hi (for a joint i) depend both
on pose and shape parameters, i.e. Hi ≡ Hi(~qshape, ~πfb).

Because we are recovering only upper-body pose, we will shorten the
notation of ~πub to ~π for the remainder of this chapter. Figure 3.2 provides
a visualization of the body model as well as the joint angles defined in
Equations (3.5) and (3.6).

3.3 Image pre-processing and matching

See Figure 3.1. The aim of the pre-processing stage is to obtain a rough
region of interest, both in terms of the individual 2D camera views and
in terms of the 3D space. Due to the considered dynamic environment,
segmenting the foreground by background modeling [Zivkovic, 2004] in
the separate camera views is error-prone; moving objects or people in the
background might create spurious foreground blobs and therefore false
regions of interest. See Figure 3.3, top two rows.
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Figure 3.2: Visualization of the shape model, including a description of
the Euler angles in Equation (3.6).

Figure 3.3 also illustrates that the human silhouettes are not neces-
sarily segmented in a quality suitable for solving pose recovery by Shape-
from-Silhouette techniques outright (see discussion in Section 2.1.1). In
order to take some advantage of the additional information provided by
multiple camera views, nevertheless, we fuse the computed foreground
masks by means of volume carving (Laurentini [1994]). The scene of inter-
est is represented by a cuboid of size (Sx×Sy×Sz) = (10 m×10m×2m),
the short side being oriented along the ground plane normal vector. We
use a resolution of (Dx×Dy×Dz) = (200×200×75) grid divisions, which
provides for a coarse, but sufficient reconstruction. After removing 3D
blobs that are too small (i.e. consisting of less than NVoxelThresh = 5000
voxel elements, amounting to a volume of approximately 0.33 m3) or lie
too far away from the ground plane, connected voxel components of a min-
imum height and size give an estimate of the number of people and their
rough 3D location in the scene. More specifically, given the voxel infor-
mation, we compute the accumulated projection image along the ground
plane normal direction and require a certain minimum “mass”mmin in the
resulting image, in our case 50%, to form a 3D blob that is recognized as
an object. We also remove parts of the legs in our volume reconstruction,
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by removing voxels less than htorso = 70 cm above ground; body pose
initialization is thus restricted to roughly standing position (a condition
which can be relaxed, when allowing for a larger search space for the torso
parameters at the next processing stage). Projecting the reconstructed
voxels onto the camera images produces an improved foreground mask.
See Figure 3.3, third row, where various shadows, the train passing by,
and the other 3D person blob, currently not under consideration, have
been eliminated.

The voxel information in combination with our camera calibration
yields information about the image scales and regions of interest to be
used in the forthcoming hypothesis generation stage (Section 3.4). We
can get an image scale estimate to be used in this step by estimating the
“foot point” of the subject on the ground plane by projecting the voxel
blob centroid onto the plane, followed by projecting the upper body model
and comparing to the fixed exemplar size of the 2D pose exemplars (see
Section 3.4). We can use either this image scale or a range of scales
around it for further processing.

The input images are stored at the relevant scales for further pro-
cessing, together with corresponding foreground edge images as well as
distance transformed images for later matching. Edge segmentation is
performed by the Canny algorithm [Canny, 1987], where the previously
computed foreground images serve as a binary mask, i.e. the presence of
edges is only permitted in regions with foreground support. The distance
transformation of the edge images is computed as a multi-feature chamfer
distance transform [Barrow et al., 1977, Gavrila, 1998], where the edge
features are distinguished by their edge orientation.

Feature matching using the chamfer distance transformed images works
as follows, given an example with two exemplars s1 and s2 (see Figures 3.4
and 3.5 for an illustration). To compute the uni-directional chamfer dis-
tance of exemplar s1 on exemplar s2, we compute the distance trans-
formed image IDT

s2 of the features of s2 and correlate the feature points
in s1 with the image by computing the average over all grayscale values
over the feature set.

dunic (s1, s2) =
1

|s1|

∑

{x,y}∈s1

IDT
s2 (x, y) (3.7)

The bi-directional chamfer distance is a symmetric measure where both
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Figure 3.3: Image pre-processing in dynamic environment: (top row) in-
put image (second row) foreground mask based on background modeling
in the individual camera views. Note the artifacts introduced by shadow,
and people and a train moving in the background (third row) improved
foreground mask after volume carving, (re)projection and object selec-
tion, (bottom row) foreground edge image.
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Figure 3.4: Illustration of chamfer distance transform and feature cor-
relation of two exemplars s1 (top) and s2 (bottom). From left to right:
exemplar feature points, chamfer distance transform, feature overlay for
correlation. Darker pixels correspond to lower distances and thus repre-
sent better matches. See Section 3.3.
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Figure 3.5: Chamfer matching between exemplar and scene image. The
uni-directional chamfer distance is computed as the correlation of the
exemplar onto the distance transform image of the scene (left). The bi-
directional chamfer distance adds a term for the correlation of the scene
image with the distance transform image of the exemplar (right).

feature sets are correlated with respect to each other.

dbic (s1, s2) = dunic (s1, s2) + dunic (s2, s1) (3.8)

It is a more accurate measure regarding (dis)similarity of two feature
sets; for example, in case s1 is a strict subset of s2, the uni-directional
distance measure would result in an incorrect perfect match while the
bi-directional distance correctly accounts for the feature points in s2 but
not in s1. Evaluation of the bi-directional distance requires computation
of the distance transform image of s1, however, which might be expensive
to compute or store, for example with respect to the exemplar tree of
Section 3.4.2.

In the pose recovery system, exemplar features are matched with
scene image features using both the uni-directional chamfer distance (Sec-
tion 3.4.3) as well as the bi-directional chamfer distance (Sections 3.4.4,
3.5). See Figure 3.5 for example images of exemplar and scene, as well as
their respective distance transform images. For the bi-directional chamfer
distance between scene image and distance transform image of the exem-
plar, the scene image is cropped to include only feature pixels within a
certain distance to the exemplar feature pixels (we chose a border of 10
pixels).

3.4 Pose hypothesis generation and selection

See Figure 3.1. We generate pose hypotheses by processing the camera
views individually. We follow an exemplar-based approach and match
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each camera view image with a pre-generated 2D pose exemplar library
with known 3D articulation. The challenge in creating an exemplar li-
brary is to establish a reasonable trade-off between representation speci-
ficity (i.e. the number of 2D pose exemplars, the dissimilarity between
neighboring 2D pose exemplars) and efficiency (both in terms of storage
and matching speed).

For efficiency, the exemplar library is matched hierarchically (Sec-
tion 3.4.3), building upon a method described by Gavrila [2007] in the
context of 2D shape-based object detection. Some algorithmic changes
were needed with respect to the off-line tree construction algorithm, for it
to scale to the size of the current exemplar library (which is about two or-
ders of magnitude larger), see Section 3.4.2. After the online per-camera
processing, a pose selection stage follows that maps matched 2D pose
exemplars to 3D poses and estimates the corresponding posteriors (Sec-
tions 3.4.4 and 3.4.5). This results in an overall candidate pose ranking
across all cameras.

3.4.1 2D pose exemplar generation

To obtain a discretized 3D pose space representation, we first define a
set of upper body poses by specifying lower and upper bounds for each
joint angle separately and discretize each angle. The Cartesian product of
these angles contains anatomically impossible poses; these are filtered by
collision detection using the 3D shape model (Section 3.2) and through
rule-based heuristics. See Appendix A for details.

The outcome, the set Π of “allowable” 3D poses, is used to generate a
2D pose exemplar library S by means of projection of the 3D shape model.
In our case, the 2D pose exemplars contain silhouette information only.
The main reason not to incorporate internal edges was that these are
hard to detect in typical scenery (i.e. contrast between arm and torso for
similar colored clothing) and we preferred in the early processing stages
to concentrate on the robust features. This had also the beneficial effect
to reduce the number of necessary exemplars. A further reduction in the
latter is achieved by the use of orthographic projection in computing S .
The silhouette edge points are stored together with their edge orientation
in order to enable multi-feature matching on the multi-feature distance
transform scene images (see Section 3.3).

The above-mentioned discretization of joint angles is chosen such that
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the 3D pose space is adequately covered. Ideally, the similarity in appear-
ance of any projected 3D pose and the closest corresponding 2D pose ex-
emplar should lie within a user-supplied matching tolerance. We choose
discretization steps as listed in Table A.1 in Appendix A. Doing so, the
generated 2D pose exemplar library S (roughly of size 15 × 106) might
contain a number of similar exemplars; this redundancy will be reduced
in next subsection, where only a subset of S will be actually used for
matching. The chosen discretization values were heuristically determined
in preliminary experiments to yield a good trade-off between resulting
exemplar tree size and hierarchical matching accuracy (see Sections 3.4.2
and 3.4.3).

3.4.2 2D pose exemplar tree construction

The 2D pose exemplars are hierarchically organized in a tree structure,
for efficient matching. See Figure 3.6. The exemplars at the various levels
L of the tree, Sl, can be grouped based on their appearance (e.g. cham-
fer distance) (Gavrila [2007]) or based on a decomposition of the un-
derlying 3D joint angles (Stenger et al. [2006]). The appearance-based
grouping is attractive because of the compactness of the resulting repre-
sentation; similar 3D pose projections (e.g. front and back views) can be
grouped together even if they are distant in joint angle space. However,
the appearance-based grouping approach of Gavrila [2007] is not directly
applicable to our case since it has quadratic complexity in terms of the
number of exemplars (recall that we are dealing with about 15 × 106

exemplars, see Section 3.4.1).
We therefore use a hybrid approach for tree construction, combining

appearance-based grouping and discretization of underlying joint angles.
See Figure 3.6. The basic idea is to split the tree construction process in
two steps: first, the creation of the top L∗ levels, and then the creation
of the sub-trees that are attached to the nodes at level L∗.

First, we establish the maximum number of exemplars N∗ that is still
practically manageable for an appearance-based grouping approach with
quadratic complexity as in Gavrila [2007], given the processing environ-
ment at hand. We generate these N∗ (in our case, N∗ ≈ 20000) exemplars
with a coarser discretization of the allowable joint angles. Assuming a
roughly constant branch ratio B throughout the tree, N∗ specifies a tree
level L∗ (in our case, L∗ = 3). For the root l = 1 up to level L∗, we
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... ...
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... ...

... ... ... ...

2D pose exemplar library S

L=4

L*=3

2

1

L+1

Figure 3.6: Schematized structure of the 4-level 2D pose exemplar tree
and its construction. First, N∗ exemplars (i.e. the set SL∗) are generated
for subsequent appearance-based grouping of the levels l = 1 . . . L∗ (top
triangle). Second, each pose exemplar in S is assigned to an exemplar
in SL∗ based on distance in appearance space. Third, N∗ sub-trees are
constructed by appearance-based grouping to build the levels L∗+1 . . . L+
1(lower triangles); the last level, representing the allowable pose space S ,
is discarded. See Section 3.4.2.
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will construct the tree by appearance-based grouping using the recur-
sive partitional clustering method of [Gavrila, 2007, Section 3.2], with
the constraint of disallowing group sizes below a minimum and above a
maximum number of exemplars.

As a second step, each of the 2D pose exemplars S associated with
the allowable poses are assigned to one of the N∗ prototypes of S ∗

L, based
on smallest distance in appearance space. The assignment is computed
optimally by brute-force comparison of each allowable pose with each 2D
pose exemplar in S and selecting the exemplar with minimum appearance-
based distance. This approach is computationally intensive but can be
easily parallelized over all allowable poses and therefore distributed onto
multiple CPU cores and computers.

Third, we now construct the N∗ sub-trees one-by-one, as before, based
on apperance-based grouping, similar to Gavrila [2007]. For each sub-tree,
the assigned exemplars of the previous step are used in its construction.
The last level L + 1 of the tree is discarded, to reduce redundancy in
2D pose exemplar representation (e.g. poses with different arm positions
occluded by torso). The final tree has level L and each new leaf level
node {s|s ∈ SL} contains a pointer to the 3D poses Πs that corresponded
to the discarded children nodes.

This hybrid approach enables us to cluster a very large amount of
(allowable) poses to a tree-based hierarchy, but it has a disadvantage.
Assigning each allowable pose to one of the N∗ prototypes of level S ∗

L pos-
sibly violates the assumption of a roughly constant branch ration B; that
said, a forced constant branch ratio would be detrimental to the assump-
tion of appearance-based grouping, i.e. the more compact representation
of “ambiguous” exemplars. Because the exemplars S ∗

L are generated from
a coarser angle discretization, each region in state space is equally rep-
resented. In the worst case, this might mean that some exemplars in S ∗

L

are not assigned any allowable poses, which can be corrected by simply
removing the affected exemplars.

Also, an exemplar in S ∗
L might not be the optimal prototype for its

children exemplars on level L∗ + 1, i.e. not the exemplar with the small-
est mean dissimilarity to the other exemplars in the group, as otherwise
guaranteed by the appearance-based grouping [Gavrila, 2007]. We can
correct this by simply replacing the exemplars on level L∗ by the proper
prototypes and re-clustering all above levels.
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To increase efficiency in the on-line matching process, we sub-sample
the exemplars in the tree depending on their assigned level by a factor rep-
resented by σl, l = 1, . . . , 4. Since the matching process only propagates
to lower levels for part of the exemplars on one level (see Section 3.4.3),
the biggest savings with respect to efficiency can be made on the higher
levels. We sub-sample every 3rd pixel of each exemplar at the first tree
level, every 2nd pixel on the second level and do not sub-sample anymore
on the 3rd and 4th levels, i.e. σ1 = 3, σ2 = 2, σ3 = 1, σ4 = 1.

3.4.3 Hierarchical Bayesian 2D pose exemplar matching

With the hierarchical 2D pose exemplar representation in place (Fig-
ure 3.6), we implement online 3D pose hypothesis generation by a tree
traversal process, following Gavrila [2007]. Tree traversal starts at the
root. Processing a node involves matching the corresponding (prototype)
2D pose exemplar with the image at some interest locations. For the lo-
cations where the distance measure between 2D pose exemplar and image
is below a user supplied threshold τ , the child nodes are added to the list
of nodes to be processed. For locations where the distance measure is
above-threshold, search does not propagate to the subtree.

The above coarse-to-fine approach is combined with a coarse-to-fine
approach over the transformation parameters (i.e., image translation).
Image locations on a grid γl, where matching is successful for a particular
non-leaf node, give rise to a new set of interest locations for the child
nodes on a finer grid γl+1 in the vicinity of the original locations. At
the root, the interest locations lie on a uniform grid over the image. The
combined coarse-to-fine approach in pose and transformation space leads
to massive efficiency gains (i.e. several orders of magnitude) compared to
the brute-force of matching the leaf level 2D pose exemplars (SL) one-by-
one at each image location. By following a path in the tree toward the
leaf node, both exemplar suitability and exemplar localization increase.
Final detections are the successful matches at the leaf level of the tree.

Gavrila [2007] sets matching thresholds τ based on the posterior for
the existence of a correct match at a current node sl at level l, after a
set of observations along the path from the root to that node. A match
is defined correct, if that particular node (i.e. the associated 2D pose
exemplar and associated image location) lies on the path from the root
to the best matching leaf level node (the “optimal” path). For notational
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simplicity, we do not include in the remainder the subscripts regarding
to image location or an index denoting a particular node at level l. Let
s+l and s−l denote the event outcome that the corresponding 2D pose
exemplar sl matches correctly (target class) and incorrectly (non-target
class), respectively (i.e. p(s+l ) + p(s−l ) = 1). The observation obtained at
the l-th level of the tree, is denoted by Ol; in our case, this is the shape
dissimilarity measurement obtained using the uni-directional chamfer dis-
tance. Define O1:l = {Oi}

l
i=1 to be the observations from the top level up

to level l, along a particular path in the tree.
Under the Markov assumption along the path from the root to the

current node (with xl denoting either s+l or s−l )

p(Ol|O1:l−1xl) = p(Ol|O1−1xl) (3.9)

and considering three possible transitions from a parent node at level l−1
to a current node at level l

1. s+l s
+
l−1: both parent and current node lie on optimal path,

2. s−l s
+
l−1: parent lies on optimal path but current node does not, and

3. s−l s
−
l−1: parent does not lie on optimal path (and consequently,

neither does current node),

Gavrila [2007] derives the following recursive form of the posterior

p(s+l |O1:l) =
1

1 + αl
(3.10)

with (l > 1)

αl =
p(s+l−1|O1:l−1) p(Ol|Ol−1s

−

l s
+
l−1) p(s

−

l |s
+
l−1)

p(s+l−1|O1:l−1) p(Ol|Ol−1s
+
l s

+
l−1) p(s

+
l |s

+
l−1)

+

p(s−l−1|O1:l−1) p(Ol|Ol−1s
−

l s
−

l−1)

p(s+l−1|O1:l−1) p(Ol|Ol−1s
+
l s

+
l−1) p(s

+
l |s

+
l−1)

α1 =
p(s−1 )

p(s+1 )

p(O1|s
−

1 )

p(O1|s
+
1 )

Equation (3.10) describes how the probability that a particular node
provides a correct match during tree search (p(s+l |O1:l)) is based on the
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probability that the match is correct at the parent node (p(s+l−1|O1:l−1)),
the observations made at the current and parent node (Ol and Ol−1)
and likelihood functions for the three possible transitions from the par-
ent to the current node (p(Ol|Ol−1xlxl−1)). The likelihood functions are
derived from histogramming observations at the nodes of the template
tree on a training set, where the correct solution is known. For exam-
ple, p(Ol|Ol−1s

+
l s

+
l−1) is derived by collecting dissimilarity measurements

along the path from the top to the best matching 2D pose exemplar at
the leaf level.

For details regarding the model instantiation, see Gavrila [2007]. We
make use of a few simplifications in our implementation. Due to the
presence of only a single scale in our exemplar tree, transistions within
the classes do not depend on scale (see Gavrila [2007, Eqns. 12-14]). We
aggregate the dissimilarity measurements of both target and non-target
class per level, due to the scarcity of available training data and the
complexity of the tree. Distributions were fitted as described in [Gavrila,
2007, Sec. 5.2].

During the matching process, we use Equation (3.10) to discontinue
search below those tree nodes where the match is below a certain level-
specific threshold τl. The outcome of the pose hypothesis generation stage
is a list of leaf-level 2D pose exemplars sL ∈ SL with associated image
locations and posterior probabilities p(s+L |O). Non-maximum suppression
of the results removes lower-ranked matches of the same 2D pose exem-
plar nodes in an image neighborhood of uPosHyp pixels in x/y direction.
About KPosHyp ≈ 300.000 pose solutions pass this stage on average in
our experiments (derived from approximately 3.000 leaf level 2D pose
exemplars) and serve as input to the subsequent pose selection stage.

3.4.4 3D candidate pose selection

See Figure 3.1. Given a particular 2D pose exemplar sL ∈ SL that is hy-
pothesized by the previous processing stage, we now derive the posterior
for a 3D pose ~π that it represents (recall the last paragraph of Section
3.4.2). To emphasize the link between the 2D pose exemplar sL and un-
derlying pose ~π, we now denote in this section the former by sπ, changing
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the subscript. The posterior is given by

p(~π|O) =
p(O|s+π )

p(O|s+π ) |Πs| + p(O|s−π ) |Π \ Πs|
(3.11)

where |Πs| is the number of 3D poses associated with the 2D pose exem-
plar s, |Π| the number of allowable poses and |Π \ Πs| is the number of
allowable poses not associated with s. See Section 3.4.5 for details. Re-
garding observables O, we shift from the uni-directional chamfer distance
used for hierarchical 2D pose exemplar matching to the more acurate and
expensive bi-directional chamfer distance, for all shape matching in the
remaining process stages (thus p(O|s+π ) and p(O|s−π ) cannot be re-used
from the previous subsection).

In order to experimentally determine p(O|s+π ) and p(O|s−π ), we make
a number of simplifying assumptions, mainly to handle the scarcity of
available training data. We first assume that p(O|s+π ) does not depend on
the exact pose exemplar s+; the contributions of all s+ in the training set
are aggregated for the purpose of estimating the underlying probability
density function (PDF). We do however differentiate between p(O|s−π ) at
different s−π in order to account for different degrees of saliency of the 2D
pose exemplars (e.g. “arms outstreched“ more discriminative than “arms
along body”). We aggregate the contributions of all s− corresponding to
a particular top-level ancestor in the tree, and thus maintain |S1| separate
distributions.

The various distributions obtained by histogramming are subsequently
fitted. p(O|s+π ) is fitted by a log-normal distribution and p(O|s−π ) by
both log-normal and normal distributions. For the latter case, we choose
the distribution class with the lowest mean squared error with respect
to the learned histograms. The histograms associated with less salient
templates exhibit a right-tailed shape and are well-fitted by log-normal
distributions, while histograms associated with more salient templates
are more symmetric or rather slightly left-tailed and are better fitted by
normal distributions. Figures 3.7 and 3.8 shows the estimated distribu-
tion for the target class, as well as two of the estimated distributions
for the non-target class, for a less salient and a more salient exemplar
respectively.

Pose selection is implemented by extracting the poses of all matched
exemplars for each camera (Section 3.4), evaluating the pose posterior
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Figure 3.7: Example distribution O|s+π (aggregated for top-level exem-
plars; log-normal distribution fit).

probability (Equation (3.11)) and ranking the aggregated list. Non-
maximum suppression of the results removes lower ranked poses, where
the similarity with a higher ranked pose is below a threshold uPosSel. The
pose similarity measure we use is the mean distance between correspond-
ing 3D locations of the human body model

dx(π1,π2) =
1

|B|

∑

i∈B

de(v
i
1,v

i
2) (3.12)

where B is a set of locations on the human body model, |B| the number
of locations, vi is the 3D position of the respective location in a fixed
Euclidean coordinate system, and de(.) is the Euclidean distance. For the
set of locations, we choose torso and head center as well as shoulder, elbow
and wrist joint location for each arm. After non-maxima suppression, the
KPosSel best remaining solutions pass to the next processing stage.

Observe that pose selection by Equation (3.11) has the desirable prop-
erty that camera viewpoint selection is implicitly performed. “Bad”
viewpoints, which capture ambiguous poses (e.g. hands self-occluded by
torso), result in 2D pose exemplars with comparatively large |Πs| and
thus in decreased 3D pose posteriors.

39



CHAPTER 3. SINGLE-FRAME 3D HUMAN POSE RECOVERY

0 5 10 15 20 25
0

0.02

0.04

0.06

0.08

0.1

0.12

0.14

0.16

0.18

observation score O

pr
ob

ab
ili

ty
 d

en
si

ty
 p

(O
|s

π−
)

PDF of estimated non−target class distribution (bin 6 of 200)

 

 
histogram
estimated PDF

0 5 10 15 20 25
0

0.02

0.04

0.06

0.08

0.1

0.12

0.14

0.16

observation score O

pr
ob

ab
ili

ty
 d

en
si

ty
, p

(O
|s

π−
)

PDF of estimated non−target class distribution (bin 3 of 200)

 

 
histogram
estimated PDF

Figure 3.8: Example distributions O|s−π with associated top-level exem-
plars (two examplars out of 200 shown). The expected value of O|s−π
for the more salient exemplar (top; normal distribution fit) is noticeably
larger than that for the less salient exemplar (bottom; log-normal distri-
bution fit).
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3.4.5 Derivation of pose selection posterior probability

We now derive the posterior pose probability of Equation (3.11) which
maps 2D exemplar posteriors to 3D pose posteriors. Let Π be the set of
“allowable” 3D poses and S the associated 2D pose exemplar library (see
Subsection 3.4.1). Let sπ be the 2D pose exemplar associated with the
pose ~π and Πs the set of poses associated with the 2D pose exemplar s,
at the leaf level of the tree.

We expand the pose posterior p(~π|O) over all 2D pose exemplars S

and consider correct and incorrect matches (s+ and s−, respectively)

p(~π|O) =
∑

s∈S

p(~π, s+|O) =
∑

s∈S

p(~π|s+)p(s+|O)

=
∑

s∈S

p(~π|s+)
p(O|s+)p(s+)

p(O)
(3.13)

=
∑

s∈S

p(~π|s+)
p(O|s+)p(s+)

p(O|s+)p(s+) + p(O|s−)p(s−)

where p(s+) + p(s−) = 1.
Each pose is associated with exactly one 2D pose exemplar at the leaf

level of the tree, and one 2D pose exemplar s is associated with a number
of poses Πs. Therefore we model:

p(s+|~π) =

{

1 if ~π ∈ Πs

0 otherwise
(3.14)

and analogous

p(s−|~π) =

{

1 if ~π ∈ Π \ Πs

0 otherwise
(3.15)

It follows that

p(~π|s+) =
p(s+|~π)p(~π)

p(s+)
=

p(s+|~π)p(~π)
∑

~π′∈Π

p(s+|~π′)p(~π′)

=











p(~π)
∑

~π′∈Πs

p(~π′)
if ~π ∈ Πs

0 otherwise

(3.16)
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Note that in Equation (3.13), the sum is only non-zero for s = s~π, the
2D pose exemplar associated with pose ~π. By expanding p(s+) and p(s−)
over all poses Π, it also follows that

p(s+) =
∑

~π′∈Π

p(s+|~π′)p(~π′) =
∑

~π′∈Πs

p(~π′) (3.17)

p(s−) =
∑

~π′∈Π

p(s−|~π′)p(~π′) =
∑

~π′∈{Π\Πs}

p(~π′) (3.18)

Therefore, by substituting p(~π|s+), p(s+) and p(s−), the posterior can be
written as

p(~π|O) =
p(O|s+~π )p(~π)

p(O|s+~π )





∑

~π′∈Πs

p(~π′)



+ p(O|s−)





∑

~π′∈{Π\Πs}

p(~π′)





(3.19)

Assuming a uniform pose prior, i.e. p(~π) ≡ 1
|Π| , the term for the posterior

simplifies to Equation (3.11)

p(~π|O) =
p(O|s+π )

p(O|s+π )|Πs|+ p(O|s−π )|Π \Πs|

where |Πs| is the number of poses associated with the 2D pose exemplar
s, and |Π \ Πs| is the number of allowable poses not associated with s.

3.5 3D Candidate Pose Verification and Optimiza-
tion

See Figure 3.1. After the previous pose selection stage, which ranks pose
hypotheses ~π generated from 2D matches from individual cameras, we
continue by verifying these over multiple cameras in three steps. In the
first step, described in Section 3.5.1, the 2D pose exemplars are mapped
onto existing 2D pose exemplars of the other camera views by ortographic
projection. No rendering is necessary. The two following steps improve
verification accuracy by making use of on-line rendering with perspective
projection (Section 3.5.2) as well as local optimization in a continuous
pose space (Section 3.5.3).
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Figure 3.9: Example of a combination of corresponding exemplars across
multiple views. The epipolar lines of the other cameras are depicted in
green. Verification matching is done along the epipolar line of the camera
the exemplar was originally matched in.

3.5.1 Pose verification using 2D pose exemplars

In this first step, we map a 3D pose generated by one camera to the
corresponding 2D pose exemplars of the other cameras and match these
onto their respective images. Due to the use of orthographic projection
throughout this and the previous stages, the mapping from a pose as
observed in camera ci to the corresponding pose in camera cj is achieved
by modifying the torso rotation angle ψtorso relative to the projected angle
between cameras ci and cj on the ground plane. The mapping from a 3D
pose to a 2D pose exemplar is then easily retrieved from a look-up table
after re-discretizing the angle to one of the values present in the poses of
our library S .

For each pose ~π, we also need to obtain a 3D position ~x in the world
coordinate system from the 2D location of the match on the image plane.
We therefore backproject this location by determining the optical ray
through the 2D location of the match. On this ray, we sample 3D points
at various depths, which we then project in the other camera images
and match the corresponding exemplars at the respective positions. See
Figure 3.9 for a visualization. The 3D points are chosen such that we
sample densely enough in the other camera views to cover every pixel
along the reprojected epipolar line. To this end, we use the Bresenham
algorithm [Bresenham, 1965] to discretize the respective epipolar line.
The Bresenham algorithm is an algorithm to determine the pixels in image
raster space that should be set in order to form a close approximation to a
straight line between two given points. Additionally we restrict sampling
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to 2D image locations where there is foreground support.
The multi-view pose probability for a pose ~π is modeled as the product

of the probabilities in each view (see Equation (3.11))

p(~π|O) =

C
∏

c=1

p(~π|Oc) (3.20)

where O is the set of observations from the three cameras and p(~π|Oc) is
the posterior term from Equation (3.11). For each pose ~π, the 2D loca-
tion with the highest probability per camera is kept; triangulation of point
pairs and averaging then yields a 3D position ~x in the world coordinate
system. In case of an inconsistent triangulation being generated, i.e. if
the distance between triangulated point pairs exceeds a certain thresh-
old, the respective pose hypothesis is discarded. Admittedly, this is a
somewhat “greedy” approach of selecting the best 3D position ~x. An al-
ternative method would be to evaluate Equation (3.20) for the Cartesian
product of matches in all cameras, with an additional consistency term
that penalizes inconsistent triangulations. We decided against this due
to the computational overhead, the additional weighting parameter that
would be required to be determined, and because preliminary experiments
suggested no significant change in performance.

We now convert each pose from its exemplar representation to its
embedded representation in the world coordinate system. We generated
each exemplar by rendering the shape model using orthographic projec-
tion and with the torso center being in line of the camera center ray.
This has implications on the values of the torso rotation angles associ-
ated with each pose contained in the 2D exemplars. When matched on
images captured by a perspective camera (e.g. the CCD cameras used
to film the experimental sequences), we need to account for a systematic
error being made when matching at positions not on the camera center
ray. See Figure 3.10. To this end, we add a correction angle ψcorr

t to the
torso rotation angle ψt. The correction angle is smallest for projections
(i.e. subjects) close to the camera center and largest for projections close
to the image borders. Its magnitude reaches at most half of the horizontal
camera viewing angle (≈ 22◦, 24◦ and 27◦ for our three cameras); usual
values in our sequences decribe rotations between ≈ 5◦ and 15◦.

We obtain a ranked list of candidate 3D poses {~π, ~x} according to
the posterior of Equation (3.20) and, as in Section 3.4.4, perform non-
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top view

camera

torso 
t
corr

Figure 3.10: Correction angle ψcorr
t to the torso rotation angle ψt when

transferring poses from the 2D exemplar representation to the world co-
ordinate representation using perspective projection (Subsection 3.5.1).
The dashed lines delineate the camera viewing angle.

maximum suppression based on threshold uPosV erEx for pose similarity
(Equation (3.12)). The best KPosV erEx remaining candidate poses pass
to the next processing stage.

3.5.2 Pose verification by rendering

In this processing stage, the candidate 3D poses are rendered on-line
assuming perspective projection, and ranked according to a multi-view
probability based on chamfer-distance based likelihoods per camera. The
probability per camera is

p((~π, ~x)+|Oc) =
p(Oc|(~π, ~x)

+) p((~π, ~x)+)

p((~π, ~x)+) p(Oc|(~π, ~x)+) + p((~π, ~x)−) p(Oc|(~π, ~x)−)
(3.21)

where we model the observation prior as the sum of two conditional “tar-
get” (~π, ~x)+ and “non-target” classes (~π, ~x)−, similar to Equation (3.11).

45



CHAPTER 3. SINGLE-FRAME 3D HUMAN POSE RECOVERY

0 5 10 15 20 25 30 35 40
0

0.05

0.1

0.15

0.2

0.25

matching score

pr
ob

ab
ili

ty
 d

en
si

ty
, p

(O
sh

ap
e |π

+
/−

)

PDFs of shape class distributions

 

 
target class, histogram
non−target class, histogram
target class, estimate
non−target class, estimate

Figure 3.11: Class-specific likelihood distributions for shape-based pose
hypothesis verification (see Equation (3.21)).

Above mentioned multi-view probability is then computed as the product
of the per-camera probabilities.

p((~π, ~x)+|O) =

C
∏

c=1

p((~π, ~x)+|Oc) (3.22)

Similarly, we compute a multi-view likelihood as the product of per-
camera likelihoods

p(O|(~π, ~x)+) =
C
∏

c=1

p(Oc|(~π, ~x)
+) (3.23)

Figure 3.11 shows the target and non-target class distributions of Equa-
tion 3.21 learned over our whole data set. The class-specific likelihoods
were computed by shape-matching with ground truth (~π, ~x)+ and non-
ground truth poses (~π, ~x)−.

Equation (3.22) represents a computationally expensive step in the
evaluation cascade due to on-line graphical rendering across multiple cam-
era views, but provides a more accurate likelihood evaluation. Poses are

46



3.5. 3D CANDIDATE POSE VERIFICATION AND
OPTIMIZATION

not approximated by a subset of shapes anymore, and the assumption
of perspective projection is more realistic. As before, we perform non-
maximum suppression based on threshold uPosV erRdr for pose similarity
(Equation (3.12)). The best KPosV erRdr remaining candidate poses pass
to the next processing stage.

3.5.3 Local pose optimization

We overcome the limitation of our discrete, exemplar-based representa-
tion by performing a local optimization of the pose parameters in con-
tinuous space using the gradient ∇p(O|(~π, ~x)). For efficiency reasons,
this optimization is only performed on a subset of the best-ranked results
(KPosV erRdrOpt) of the preceding processing stage. Rendering makes it
difficult to compute gradients, due to the contour discretization to pixel
level, which makes ∇p(O|(~π, ~x)) non-differentiable with respect to its pa-
rameters. In previous work (Hofmann and Gavrila [2009b]), we computed
a local gradient approximation using central differences for each pose pa-
rameter, i.e. one gradient entry is

(p(O|(~π, ~x) +
1

2
~ǫ)− p(O|(~π, ~x)−

1

2
~ǫ))/ǫ (3.24)

with ~ǫ ≡ (0, . . . , 0, ǫ, 0, . . . , 0) and ǫ chosen according to the input image
resolution. This has the disadvantage of making gradient computation
costly and requiring the suitable setting of the difference delta constant ǫ,
such that the discretized contour output changes yet the finite difference
result is sufficiently accurate. Here, we instead perform a local shape-
based optimization using the analytical gradient of a close approximation
of the model contour, i.e. of densely sampled vertices on the contour.

More precisely, we adopt the approach we are using for integrated
shape model and pose adaptation in Chapter 5, with the difference that
we are only adapting the pose (and not the shape model) at one sin-
gle time step. For further details regarding the objective function us-
ing sampled contour vertices and the optimization strategy, we refer the
reader to Section 5.2.5. Regarding Equation (5.10), we set the parame-
ter λ = 0 because we are only considering a single frame here, and the
term Et minimizes texture variance across multiple frames. Likewise, for
local pose optimization, the penalty term Ep is only composed of the
penalty sub-terms that affect pose parameters (see Equation (5.20)). For
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the purposes in this section, the optimization process terminates after a
maximum number of iterations is reached (in our case, 80) or if ||~gi|| < ǫ.

After the local pose optimization process, the shape-texture likelihood
of Equation (3.22) is computed for each optimized hypothesis and the set
of all hypotheses is re-ranked accordingly.

3.6 Experimental results

We now describe the evaluation of our framework on experimental data.
For a description of our data set, see Section 2.2.3. The distributions
described in Sections 3.4.3, 3.4.4 and 3.5 were learned by a leave-one-out
approach for each test sequence.

3.6.1 Evaluation of 2D pose exemplar tree representation

We first evaluate the quality of the constructed 2D pose exemplar tree,
which was created using the hybrid clustering approach discussed in Sec-
tion 3.4.2. For this, we compare it to a tree clustered in joint angle pa-
rameter space by means of a hierarchical k-means algorithm, as proposed
for example in Stenger et al. [2006] in the context of hand tracking. The
trees contain the same exemplars at the leaf level SL and have the same
number of exemplars |Sl| at each level l. The quality of the tree struc-
tures is assessed by performing the single-view pose hypothesis generation
stage (Section 3.4.3) with user-specified and identical tree-level specific
thresholds τl, and by evaluating the 3D pose hypotheses associated with
the top ranked 2D pose exemplars. In the following comparisons, we re-
gard a 3D pose hypothesis as “correct” if the average pose error to the
ground truth (Equation (3.12)) is less than 10 cm.

Figure 3.12a shows the number of correct pose hypotheses in relation
to the number of top ranked 2D pose exemplars regarded for both tree
structures. The benefit of our hybrid tree clustering algorithm is clear:
we obtain about one order of magnitude more correct poses compared to
using the tree clustered in joint angle parameter space. To elaborate on
this comparison, Figure 3.12b shows the ratio of the number of correct
poses between both trees (i.e. nr. of correct poses in proposed tree divided
by nr. of correct poses in angle-clustered tree); it saturates at a value of
about 12. We additionally plot the same ratio normalized by the number

48



3.7. SUMMARY AND DISCUSSION

of extracted poses associated with the top ranked 2D pose exemplars at
the leaf level in either tree. The proposed tree structuring still generates
about 9.5 times more correct hypotheses.

The considerably worse performance of tree construction by clustering
joint angles can be explained by the fact that equal distance in joint angle
space does not imply equal appearance similarity. Small changes of some
angles, in particular of the torso twist angle ψtorso, will have a large effect
on the projected silhouette given the arms that are extended and visible.
On the other hand, there will be no effect on the projected silhouette if the
arms are self-occluded by the torso. Appearance-based clustering results
in a representation that covers pose parameters space non-uniformly to
account for these effects.

3.6.2 Evaluation of pose hypothesis verification

We proceed with a quantitative analysis of the pose hypothesis verifica-
tion component of our system (see Section 3.5). Figure 3.13 shows the
average pose error of the solution with the smallest pose error (Equa-
tion (3.12)) among the K best-ranked solutions, averaged over the frames
of the data set. We see the benefit of our cascaded pose recovery approach
(Sections 3.5.1–3.5.3) in the successive decrease of the average pose error.
Figure 3.13 also shows that, if we are able to select the correct solution
among the 10 (50) best ranked solution, we have the potential to reduce
pose error to 8 (7) cm. Of course in practice, we do not know which
solution has the smallest pose error, pose errors produced by the overall
system tend to be larger, see next subsection.

We now evaluate the performance of the local pose optimization stage
(see Section 3.5.3) separately. To this end, we created 2200 test input
poses from 10 different images of our data set by random perturbations
πGT + N (0,Σ) of the ground truth pose πGT, with varying covariances
Σ. See Figure 3.14, we observe a clear benefit of pose optimization in
reducing the mean pose error.

3.7 Summary and discussion

In this chapter we have presented a multi-stage framework for single-
frame pose recovery from multiple cameras. A per-camera hypothesis
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Figure 3.12: (a) Number of correct pose hypotheses with respect to the
number of top 2D pose exemplars. (b) Ratio of the number of correct pose
hypotheses between both trees. (a) and (b) are obtained by averaging over
frames and cameras.
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Figure 3.14: (a) Plot of the mean pose error in cm (Equation (3.12))
before and after gradient-based local pose optimization (Section 3.5.3).
(b) Example of local pose optimization, before (top row, avg. error 8.7
cm) and after (bottom row, avg. error 5.9 cm).
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generation stage uses probabilistic shape matching by means of a pre-
generated exemplar tree in order to generate a set of 2D pose exemplar
hypotheses. This is followed by a probabilistic pose selection stage which
maps the matched 2D pose exemplars to 3D pose hypotheses ranked by
their posterior probability. In the subsequent candidate pose verification
and optimization stages, the most promising pose candidates are further
pruned and optimized over all cameras. The output of the system is a
list of multiple pose hypotheses ranked by their probability.

We showed in the experiments that our proposed 2D pose exemplar
grouping algorithm provides substantial performance gains over angle-
based grouping, at the increased cost of computing the appearance-based
grouping of the tree off-line. We furthermore demonstrated the benefit
of our multi-stage cascaded pose recovery approach, by showing that the
lowest pose error among the best-ranked solutions consistently decreases
after each stage.

Future work includes further analysis and optimization of the num-
ber of exemplars include in the tree with respect to the number of dis-
cretized poses in the allowable pose space and the dimensionality of this
space. Our parameter choices were primarily motivated by empirical ob-
servations from prelimiary experiments with several exemplar hierarchies.
While they arguably work well, some improvement in performance might
still be gained by systematic optimization over all system parameters (see
Appendix A). The cost of doing so seems quite prohibitive however, as
any change of the tree induces an expensive construction step.

The system presented in this chapter serves as the basis for the tempo-
ral integration and prediction algorithms presented in the next chapter.
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4 Temporal Integration and
Prediction

4.1 Overview

Chapter 3 presented a probabilistic approach to pose recovery in which we
detect likely pose configurations (“pose hypotheses”) in every frame. In
this chapter, we combine the single-frame pose recovery with a temporal
integration mechanism where we treat tracking as a problem of combining
the detections at several time steps. By doing so, there is no need to rely
on specific initial poses to jump-start the pose estimation. The framework
thus also entails automatic re-initialization after a period of failure.

Figure 4.1 presents an overview of the proposed extended framework.
Temporal integration consists of computing Ktraj best trajectories in
batch mode using a Viterbi-style maximum likelihood approach. The
multiple trajectory hypotheses are used to generate pose predictions, aug-
menting the 3D pose candidates generated by single-frame pose recovery
at the next time step. We will discuss texture model adaptation in the
following chapter, Section 5.1. Using input from three calibrated cameras,
we are able to handle arbitrary movement – i.e. not limited to walking and
running – in cluttered scenes with non-stationary backgrounds (see Fig-
ure 3.3). As in the last chapter, main system parameters are denoted by
variables whose values used in our experiments are given in Appendix A.
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Figure 4.1: Overview of the pose recovery framework including temporal
integration and prediction. See Section 4.1.

4.2 Temporal integration

See Figure 4.1. After executing the single-frame pose recovery stages out-
lined in Sections 3.4 through 3.5.3, we obtain a number of pose hypothe-
ses that have been filtered through multiple stages and are now ranked
by their multi-view observation probability (see Equation (3.22)). The
following stage disambiguates these multiple hypotheses over time and
determines pose trajectories that both match the observations well and
exhibit coherent motion. We formulate this as the following optimization
task: given a sequence of observations O0, . . . ,OT , find the pose sequence
(~π0, ~x0), . . . , (~πT , ~xT ) ∈ Π0 ×X0, . . . ,ΠT ×XT that maximizes

p(~π0, ~x0, . . . , ~πT , ~xT |O0, . . . ,OT ) ≡ p(~π0:T , ~x0:T |O0:T ) → max (4.1)

Under assumption of the Markov property

p(~πt, ~xt|~π0:t−1, ~x0:t−1) ≡ p(~πt, ~xt|~πt−1, ~xt−1) (4.2)
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...

Figure 4.2: Graphical model of the Hidden Markov Model specified by
Equation (4.3). The latent variables (~πt, ~xt) are discrete in the sense that
they can only take the values of the detected and predicted states at time
step t. The observablesOt are generated by evaluation of Equation (3.22).

and through use of Bayes’ rule, we reach the following maximum likeli-
hood formulation

p(~π0:T , ~x0:T |O0:T ) ∝

T
∏

t=0

p(Ot|~πt, ~xt) ×

T
∏

t=1

p(~πt, ~xt|~πt−1, ~xt−1)
λ. (4.3)

p(~πt, ~xt|~πt−1, ~xt−1) denotes the pose transition likelihood as a first-order
Markov chain, while p(Ot|~πt, ~xt) is the observation likelihood of Equa-
tion (3.23). λ is a weighting parameter that controls the relative influence
of the transition model over the observation model. This is essentially a
Hidden Markov Model (HMM) [Rabiner, 1989] formulation with tran-
sition and emission probabilities as stated above. See Figure 4.2 for a
graphical model and Figure 4.3 for an illustration of the trellis structure
across time.

For the transition model, we evaluate the distances of a set of 3D
locations on the model between a pose hypothesis and its predecessor in
the previous frame. More specifically, let dk be the magnitude of dis-
placement of body part k, from t−1 to t; we then compute the transition
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Figure 4.3: Illustration of the Hidden Markov Model trellis structure (four
hypotheses per time instant). Shown are for each time step t the allowed
latent variable states [~π, ~x]it. The transitions probabilities, indicated by
lines between the states, are given by the transition model.
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likelihood as follows:

p(~πt, ~xt|~πt−1, ~xt−1) = p(dtorso) (4.4)

× p(dl.shoulder)× p(dl.elbow|dl.shoulder)

× p(dl.wrist|dl.elbow)× p(dr.shoulder)

× p(dr.elbow|dr.shoulder)× p(dr.wrist|dr.elbow)

For improved accuracy, we condition the displacement of the elbow on
that of the adjoining shoulder, and the displacement of the wrist on that
of the elbow. Figure 4.4 shows the estimated probability distributions
for the examples of elbow and wrist. Note that the above decomposition
only relates to the computation of the transition probability, in order to
cope with the limited amount of training data (see Section 3.6); all pose
parameters are estimated jointly in the current exemplar-based approach.
We chose this 3D distance-based transition model over a model based on
the Euler angle values to avoid issues with singularities. Furthermore, a
distance measure based directly on the Euler angles would not accurately
reflect the amount of motion at different parts of the body, while the
suggested model does this. For example, a small change in the torso twist
angle parameter can effect a large motion of the wrist of an outstreched
arm, while the same parameter change in the arm twist angle might
not have an effect on the wrist position at all, depending on the other
rotation angle parameters of the arm. Alternative models based on Euler
angle differences and dimensionality reduction using PCA were explored
in preliminary work [Kooij, 2008].

The type of problem formulated in Equation (4.3) is solved by applica-
tion of the Viterbi algorithm [Rabiner, 1989] on the input data, classically
used in a post-processing step for state disambiguation. The Viterbi al-
gorithm is designed to solve the decoding problem of an HMM, i.e. to find
the optimal state sequence ~π0:T , ~x0:T given an observation sequence O0:T .
In our case, we compute Equation (4.3) “on-line” for each frame in a slid-
ing window over the last T frames. Furthermore, we make use of a parallel
List Viterbi Algorithm (LVA) (Seshadri and Sundberg [1994]) implemen-
tation to compute not only the optimal, but the Ktraj best trajectories
through the Viterbi trellis at each time step. For our experiments, we
chose Ktraj = 500; we found that this is large enough a number to ensure
sufficient trajectory diversity and small enough to keep all trajectories in
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system memory. The Ktraj best trajectories are used to compute suit-
able pose predictions as explained in Section 4.3. We use the single best
trajectory as immediate system output at any time instant t.

4.3 Prediction

We generate 1
2KPosV erRdr pose predictions at every time step that aug-

ment the detections of the next time step (i.e. to obtain half as many
predictions as detections), as indicated in Figure 3.1; these are generated
using whole trajectory information. To generate predictions at time step
t, the desired number of trajectories is sampled with replacement from the
set of best trajectories with a probability proportional to the trajectory
likelihood determined by the LVA algorithm.

For each trajectory sample, all 3D joint locations are independently
filtered over the current length of the trajectory. We use a Kalman filter
[Welch and Bishop, 1995] and a constant acceleration dynamical model
for each 3D joint location to determine a 3D position prediction. With
position at time step t denoted as p(t), velocity as v(t) and acceleration
as a(t), we model

p(t+ 1) =p(t) + v(t)∆t+ a(t)
∆t2

2
(4.5)

v(t+ 1) =v(t) + a(t)∆t (4.6)

a(t+ 1) =a(t) (4.7)

assuming ∆t = 1 and set the state transition matrix A (following nomen-
clature of [Welch and Bishop, 1995]) accordingly. Given the current state,
we perform the prediction update of the Kalman filter for each joint lo-
cation. A new joint location ljoint ∈ Ljoint is sampled from a normal
distribution given the predicted state and its estimated covariance, cor-
respondingly.

We obtain a pose prediction (~̃πkt+1, ~̃x
k
t+1) from the set of predicted

3D joint locations Ljoint by inverse kinematics using the last trajectory
pose as an initialization. More specifically, we minimize the following
least-squares problem

(~̃πkt+1, ~̃x
k
t+1) = argmin

(~π,~x)

∑

li∈Ljoint

(li − fi(~π, ~x))
2 (4.8)
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where fi(·) is a function which provides a mapping from the pose param-
eters (~π, ~x) to the i-th joint location in the world coordinate system. The
minimization process is performed by constrained nonlinear optimization
using the Levenberg-Marquardt algorithm [Marquardt, 1963].

Note that at this stage, state estimation is no longer constrained to
the discrete space, due to the local pose estimation of Subsection 3.5.3
and the above-mentioned prediction mechanism.

4.4 Experimental results

We now evaluate the framework extended by temporal integration and
prediction mechanisms on experimental data (see Section 2.2.3). The
generic motion model (Section 4.2, see also Figure 4.4) was derived from
the aggregated CMU Graphics Lab Motion Capture Database data set1.
This data set contains more than 140 subjects performing various kinds
of motions, classified into six different categories (Human Interaction,
Interaction with Environment, Locomotion, Physical Activities & Sports,
Situations & Scenarios, Test Motions). It was recorded using 12 infrared
cameras which captured markers on the subjects at 120 Hz. See also the
description of the data set on its web site. We performed conversions to
the degrees of freedom of our shape model by using only the respective
joints and adjusted the frame rate to our frame rate by subsampling the
image stream. In the end, the data yielded 756,844 frames for training
which were all aggregated into the model described in Section 4.2.

Figure 4.5 depicts examples of estimated poses after running the whole
system using shape and texture cues, taken from the best trajectory. A
quantitative evaluation in terms of the deviation between estimated and
ground truth 3D pose over the entire dataset is given in Table 4.1. As
can be seen, by adding pose hypothesis predictions (Section 4.3) to the
pose recovery framework, we achieve a reduction of the mean pose error
over our dataset from 10.7 cm to 10.3 cm, on average. Table 4.2 shows
the average pose error at particular joint locations. It can be observed
that the pose error increases from the root of the articulated structure
(torso) to the extremities (elbows).

We also compared the different instantiations of our system with the
hierarchical Partitioned Annealed Particle Filter (PAPF) (Deutscher and

1http://mocap.cs.cmu.edu/
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Figure 4.5: Examples of recovered poses in the three camera views for
multiple persons (best trajectory, shape and texture cues). Shown are
image cut-outs.
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Sequence Our system PAPF
det. only det. & pred.

S01 11.0 (3.3) 11.0 (3.9) 11.6 (5.3)
S02 12.4 (5.5) 13.5 (6.4) 13.5 (4.1)
S03 11.6 (6.0) 12.1 (6.6) 8.0 (3.7)
S04 7.1 (3.0) 7.1 (3.7) 8.0 (3.8)
S05 12.4 (7.6) 11.4 (6.6) 18.3 (16.4)
S06 12.4 (3.7) 12.4 (4.0) 22.7 (8.5)
S07 13.0 (7.4) 11.3 (5.5) 16.9 (7.9)
S08 10.6 (7.7) 10.1 (6.7) 28.6 (16.3)
S09 7.8 (2.8) 7.9 (2.9) 12.4 (9.0)
S10 11.4 (8.6) 9.4 (4.0) 11.9 (5.2)
S11 9.9 (4.8) 9.2 (4.0) 13.2 (7.2)
S12 8.7 (4.0) 8.1 (3.7) 7.2 (2.9)

avg. 10.7 (5.4) 10.3 (4.8) 14.4 (7.5)

Table 4.1: Average mean pose error (Equation (3.12), in cm) and standard
deviation over 12 test sequences.

torso head r.sh. r.elb. r.hnd l.sh. l.elb. l.hnd
error 5.8 6.5 7.3 13.1 17.0 7.3 11.9 13.4
std.dev 2.2 2.6 3.3 8.3 12.2 3.4 7.1 9.0

Table 4.2: Average pose error (summands of Equation (3.12), in cm)
and standard deviation over 12 test sequences using our proposed system
(detections & predictions), for each measured location.
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Reid [2005]), a state-of-the-art technique for tracking high-DOF (uncon-
strained) articulated movement. In general, particle filters are widely
used as a Bayesian sequential estimation method for pose estimation (see
Section 2.1.1). We compare to the PAPF algorithm due to its general ap-
plicability for tracking pose, given an observation and a transition model.
Unlike Shape-from-Silhouette approaches, it does not require perfect sil-
houette segmentation. The algorithm is using a modified particle filter
to approximate the posterior distribution. For state estimation in each
frame, the set of particles is resampled over multiple layers by an an-
nealing process that re-weights the observation likelihood in each layer.
The series of weighting functions is designed such that the likelihood is
initially very broad, representing the overall trend of the search space,
while at the end it should be very peaked, emphasising local features.
Therefore, the influence of local maxima of the posterior is reduced at
the beginning of each annealing step and increased gradually. This ap-
proach helps overcome these local maxima to concentrate more particles
close to the global maximum.

In order to focus on the essential differences, we implemented the
PAPF using the same foreground segmentation (Section 3.3), shape-based
likelihood computation as cost function (see Equation (3.22)) and motion
model data (CMU MoCap) for initializing the diffusion covariance. After
some tuning, we selected a parameterization with 4 layers for our 16 DOF
model (cf. 10 layers for a 30 DOF model in Deutscher and Reid [2005])
and 200 particles per layer, as in Deutscher and Reid [2005]. The PAPF
was initialized with the ground truth in the first frame of each sequence,
while our system does not rely on manual initialization.

In our experiments, we observed a good performance of the PAPF on
many sequences. However, for more difficult sequences (appreciable back-
ground clutter, ambiguous poses, fast torso turning), we observed that
the PAPF particles diverted away from the correct solution after a while,
with little chance for recovery. Unlike the particle filtering approach, our
system is inherently able to re-initialize after temporary likelihood am-
biguities, due to the single-frame pose detection component that yields
candidate poses independently generated at every time step. On average,
our proposed approach outperformed PAPF considerably (avg. pose error
down to 10.3 cm vs. 14.4 cm), even though the latter had been initialized
with the ground truth pose.
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Figure 4.6: Pose error (in cm) for best trajectory for three system con-
figurations (with and without prediction; S:shape, T:texture) and for the
PAPF. The background shows histograms of the pose distance of the
single-frame detections per time step (lighter shades indicate higher den-
sities). For texture-based model adaptation, see Section 5.1.

Figure 4.6 provides a closer look at the timeline of a challenging track-
ing sequence (S08) with two 360◦ torso turns in short succession (frames
70-150 and 180-340). The figure shows the pose error (Equation (3.12))
over time for the best trajectory using the system configurations listed in
Table 4.1, as well as a comparison with the trajectory obtained by the
PAPF approach. The greyish background captures the distribution of
the pose error over the poses obtained (i.e. by detection, or by predic-
tion from a previous time step); lighter shades indicate higher densities.
For example, one observes in Figure 4.6 a whitish band for the first 150
frames for pose error interval 35-45 cm; this corresponds to a cluster of
solutions for which the torso twist is misaligned by 180◦. In this sequence,
the Viterbi-based approaches are able to track the two 360◦ torso turns,
whereas the PAPF estimates the torso orientation almost unchanged. See
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Figure 4.7 for an illustration. It is noteworthy that no other parameter-
ization of the PAPF algorithm we tried was able to improve on this;
for example, scaling up the diffusion covariance to generate more diverse
particles leads to loss of track even earlier due to drift.

We take this as an example of the increased robustness of the proposed
trajectory-based estimation which combines multi-hypothesis detection
and prediction. Without the additional prediction generation mechanism
(Section 4.3), our system can only use the detections provided by our
single-frame pose recovery. Using this setting, we can see a temporary
starvation of correct detections around frame 175 (and, to a lesser degree,
at frames 350 and 400) due to ambiguous likelihood measurement in the
hypothesis generation stage; using the two system configurations that
include predictions, these frames are correctly “bridged”.

Figure 4.8 shows Viterbi trajectories at different ranks (K = 1, 40, 90, 110)
within the Ktraj best trajectories computed. Shown is time step t = 189
of the same sequence, during a torso turn where there is considerable
ambiguity regarding the torso orientation (see also Figure 4.6). Our mul-
tiple trajectory representation captures the pose diversity associated with
this ambiguity and more. Note that the “best” Viterbi trajectory at this
time step represents an incorrect motion with the upper body turned
around 180◦. The trajectory with the smallest pose error appears at rank
110 (observe the color coding of the arms). The ambiguity is eventually
removed after processing the observations of further time steps.

4.5 Summary and discussion

In this chapter, we discussed an extension to the system introduced in
Chapter 3 which enables temporal integration of the ranked pose hypothe-
ses output by the 3D pose candidate verification stage (Section 3.5), as
well as the generation of additional prediction hypotheses which are then
verified in the subsequent time step.

Given the high dimensionality of the state space and the weak mo-
tion model (arbitrary human movement), we opted for a sliding window
batch-mode framework (Section 4.2) rather than a recursive framework.
A temporary breakdown in detection can be better bridged by the se-
lected approach. Furthermore, the approach allows an automatic (re-
)initialization of system after a prolonged failure of detection.
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Figure 4.7: Comparison between our system (top) and the PAPF
[Deutscher and Reid, 2005] (bottom); frames 202 and 306.
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K=1

K=40

K=90

K=110
t-4 t-3 t-2 t-1 t

Figure 4.8: Visualization of variously ranked Viterbi trajectories within
the Ktraj best trajectories computed, at time step t=189 (one camera
view only). Left arm: green, right arm: blue. From left to right: poses
at various time steps. From top to bottom: poses at various ranks.
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The proposed approach offers increased estimation stability compared
to particle filtering. While the set of detections and added predictions
can be regarded as a particle set weighted by the respective observation
probabilities, we do not base our pose predictions on resampling and
diffusion. Instead, we compute a set of likely trajectories in every frame
in order to improve the quality of our predictions, in particular given a
high-dimensional state space in which efficient sampling is difficult.

As remarked in Navaratnam et al. [2005], one interesting property of
the Viterbi algorithm (or, more generally, of the related Forward algo-
rithm [Rabiner, 1989]) is that when backtracking all possible paths from
a frame at a time instant t, the paths tend to collapse to one path for
all time instants tc < t − τ , where τ is a constant, typically ≈ 10. This
means that the time-delayed output is not expected to change much for
time instants tc < t − τ . In practice, we observed successful “bridging”
of ambiguous sequence parts of about 15-20 frames.
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5 Texture and Shape Model
Adaptation

5.1 Appearance model adaptation

5.1.1 Overview

The pose estimation system described in Chapter 3 is using edge features
for matching candidate pose hypotheses in its hypothesis generation (Sec-
tion 3.4) as well as verification (Section 3.5) stages. Image edges are a
strong cue and widely used as primary features throughout the pose re-
covery literature, because of their invariance to lighting for the most part
(also depending on the segmentation technique). We are using edge fea-
tures in combination with foreground/background segmentation in order
to produce an edge image where the estimated background edges are
masked out (Section 3.3). However, mis-segmentation of the foreground
might still account for either inclusion of background edges/clutter or
omission of foreground edges, both of which can damage the quality of the
resulting pose estimates. Our goal is to robustify the generative matching
process by using texture appearance as an additional cue to the silhouette
shape.

Due to the large variance in clothing and appearance throughout our
subjects, we cannot use a “generic” texture model as we did with our
shape model (Section 3.2, see also experimental results in Section 3.6).
Therefore, we need to automatically learn an appearance model in the
temporal course of the pose estimation process. We are assuming that
we do not know the appearance a-priori at the beginning of a sequence
and hence start with using only the shape cue, as before. Once we have
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Figure 5.1: Overview of the pose recovery framework including appear-
ance model adaptation. See Section 5.1.1.

acquired enough texture information, we start performing additional ap-
pearance matching.

Figure 5.1 shows the proposed integration of the appearance model
learning and matching into the overall pose recovery process. We do
not make use of the texture cue in the pose hypothesis generation stage
(Section 3.4); it is unclear how to integrate texture-based appearance
in combination with the 2D pose exemplar grouping based on silhouette
shape, since every 2D exemplar can comprise a variety of different poses.
We do however make use of a texture model in the hypothesis verification
stage (Section 3.5) and learn said model via the feedback loop indicated
in Figure 5.1.

Generally, the quality of the learned texture model is sensitive to the
estimated pose of the shape model, and matching with a wrong texture
model can be damaging for pose estimation. In order to avoid incorrect
texture model updates as much as possible, we decided not to perform
these based on pose estimates at a single time instant, but rather based
on the more reliable trajectory information computed using the Viterbi-
based temporal integration described in Section 4.2. We currently main-
tain a texture model learned from the optimal trajectory at each time
step and start acquiring the model after a constant, user-defined num-
ber of frames (15 frames in our experiments). To acquire the input as
exactly as possible, we additonally perform local pose optimization (Sec-
tion 3.5.3) prior to acquisition in case this had not been done before, i.e. if

72



5.1. APPEARANCE MODEL ADAPTATION

the pose on the best trajectory at the current time step was not among
the KPosV erRdrOpt best poses as described in Section 3.5.3.

5.1.2 Texture acquisition and matching

We obtain a texture map for each major body part (torso, head, upper
arm, lower arm) by sampling the visible area of our model primitives (see
Section 3.2) for each camera view and storing the color values in a 2D
texture image. During acquisition we ensure that we do not sample in
areas of self-occlusion through other body parts by performing collision
detection on the ray from camera center to the points on the respective
superquadric. The texture images from each camera are then combined
by choosing for each pixel the sampled value for which the angle between
superquadric normal vector and ray from camera center is smallest. Fig-
ure 5.2 shows an example of a reprojected texture map acquired from the
depicted pose.

Because images from different cameras are effectively stitched together
during the acquisition of a texture map, there will be differences in lu-
minance due to camera properties and scene illumination. We reduce
the variation induced by global indirect illumination by working in a
normalized RGB color space r = R/L, g = G/L, b = B/L, where
L := 1

|K|

∑

k∈K(Rk + Gk + Bk) is the average luminance over the scene
pixels in a region K around the current pixel. This normalization can ac-
count mainly for differences in color calibration of the cameras or global
illumination and less so for large differences induced by local illumination
changes, for example specular highlights. Each color pixel of a texture
map is represented by a multivariate isotropic normal distribution whose
parameters (µ̃t, σ̃t) are updated by causal filter equations

µ̃t = (1− α)µ̃t−1 + αXt (5.1)

σ̃2t = (1− α)σ̃2t−1 + α(Xt − µ̃t)
T (Xt − µ̃t) (5.2)

where Xt is the measurement from the acquired texture map at time t
and α is a learning rate factor.

Figure 5.3 shows an example of the texture model adaptation over
time. The filtering of the texture map allows incorrect estimates to be
smoothed out. Although the resulting texture map is quite blurred, it is
nevertheless beneficial for pose recovery, as we will see in the experiments.
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Figure 5.2: Two examples of shape model enriched with texture infor-
mation, rendered from various viewpoints. Parts of the body that are
occluded in all cameras stay untextured and are shown in white. De-
picted color space is non-normalized RGB.

Figure 5.3: Progression of texture model adaptation over time (frames
15, 20, 50, 250) on an example sequence; shown is the pixel-wise mean of
the model components. The pose used for the first acquisition (frame 15)
is depicted below; in this case, each pixel of the model is initialized with
a user-defined variance.
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Figure 5.4: Example texture model mean shown in normalized color space
(left, color values have been rescaled from [0, . . . , 1] for display purposes),
together with a map of the standard deviation (right).

Figure 5.4 depicts an example instance of a texture model at one time step
in normalized color space, as well as the associated standard deviation
map. We can see the standard deviation varying over the different regions
of the model. For example, it is higher around the football shirt number
on the back of the torso and significantly lower on the uniformly colored
front. This illustrates the benefit of our pixel-wise normal distribution
model.

Given a pose hypothesis, we compute the texture matching cost func-
tion by computing the average pixel-wise Mahalanobis distance between
the acquired texture map of the hypothesis and our texture model.

dtexture =
1

Rb

Rb
∑

i=1

√

(X − µ)TΣ−1(X − µ) (5.3)

where Rb is the resolution of the texture map associated with body part
b. By computing the Mahalanobis distance, we incorporate the texture
variance into our matching score. This way, deviations from texture re-
gions with greater model uncertainty (i.e. variance) are not weighted as
strongly as deviations from texture regions with little uncertainty.

We integrate the texture matching in the hypothesis verification stage
(see Section 3.5) as follows. The multi-view probability of Equation (3.22)
is replaced by a combined multi-view shape-texture probability

pST((~π, ~x)
+|O) = pS((~π, ~x)

+|O) pT((~π, ~x)
+|O)ρ (5.4)
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Figure 5.5: Class-specific likelihood distributions for texture-based pose
hypothesis verification (see Equation (5.5)).

where pS((~π, ~x)
+|O) is the probability from Equation (3.22), ρ is a weight-

ing factor and

pT((~π, ~x)
+|O) =

pT(O|(~π, ~x)+) p((~π, ~x)+)

p((~π, ~x)+) pT(O|(~π, ~x)+) + p((~π, ~x)−) pT(O|(~π, ~x)−)
(5.5)

describes the probability, with the observation prior expressed as a sum of
“target” and “non-target” class probabilities, similar to Equation (3.21).
The likelihoods in Equation (5.5) are evaluated using Equation (5.3).
Figure 5.5 depicts the respective target and non-target class texture dis-
tributions learned over our whole data set. We can see that the class sepa-
ration is somewhat weaker compared to the classes with respect to shape
matching (Figure 3.11). Nevertheless, the texture appearance match-
ing will provide a helpful additional cue, see experiments in Section 5.1.3.
While no texture model is available during the first frames, the multi-view
probability is based on the shape component only; the texture probability
pT({~π, ~x}|O) in Equation (5.4) is taken constant in this case.
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Figure 5.6: Number of pose hypotheses with pose error < 10.0 cm (among
100 best-ranked pose hypotheses) as a function of the texture probability
weighting factor (Equation (5.4)).

5.1.3 Experimental results

In order to asses the potential benefit of adding the texture cue, and
also to determine the value of ρ, we performed shape-texture based pose
recovery on two short validation sequences of 60 frames each and, simi-
lar to the tree evaluation in Section 3.6.1, counted the average number of
“correct” pose hypotheses (i.e. hypotheses with a small pose error) among
the best ranked hypotheses after the 3D candidate verification stage (Sec-
tion 3.5.2). Figure 5.6 shows the average number of pose hypotheses with
an error of < 10.0 cm (among the 100 best-ranked pose hypotheses) with
respect to the weighting factor in Equation (5.4), i.e. the larger the num-
ber of hypotheses, the better the ranking. We observe the maximum at
a value of approximately ρ = 12.5, where on average 56 “good” pose
hypotheses are ranked among the best 100, as opposed to only 44 hy-
potheses at ρ = 0, i.e. without using the texture cue. This corresponds
to a factor of improvement of about 1.27. Figure 5.7 additionally plots
the average pose error (Equation (3.12)) over all frames among several
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Figure 5.7: Average pose error (Equation (3.12) as a function of the
texture probability weighting factor (Equation (5.4)).

numbers of best-ranked pose hypotheses (200, 100, 50, 20, 10). Again, the
figure also shows that the ranking considerably improves for a properly
chosen texture weighting factor; the error clearly reduces for all numbers
of best-ranked pose hypotheses up to ρ ≈ 12.5. We therefore choose this
value for the further experiments. Note that the optimal value of ρ it-
self and its order of magnitude have no obvious meaning; they depend
on the way the probabilities in Equation (5.4) are evaluated, i.e. on the
width of the intervals chosen for integration of each probability density
function. Overall, the benefit of the texture cue with respect to matching
performance is apparent from Figures 5.6 and 5.7.

We now evaluate the integration of the texture cue in the complete
pose recovery system (see also Figure 3.1). Table 5.1 provides a listing of
the average pose error on the test sequences used in Section 3.6, using the
previously evaluated system configurations as well as the proposed system
configuration including texture model adaptation and matching. For the
latter case, we observe a significant reduction of the pose error on most
sequences as well as on average, from 10.3 cm when using detections and
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Sequence Our system
det. only (S) det. & pred. (S) det. & pred. (S&T)

S01 11.0 (3.3) 11.0 (3.9) 9.5 (2.7)
S02 12.4 (5.5) 13.5 (6.4) 13.8 (7.4)
S03 11.6 (6.0) 12.1 (6.6) 12.7 (6.5)
S04 7.1 (3.0) 7.1 (3.7) 6.0 (1.8)
S05 12.4 (7.6) 11.4 (6.6) 9.9 (4.4)
S06 12.4 (3.7) 12.4 (4.0) 9.6 (3.4)
S07 13.0 (7.4) 11.3 (5.5) 10.6 (5.3)
S08 10.6 (7.7) 10.1 (6.7) 9.4 (6.5)
S09 7.8 (2.8) 7.9 (2.9) 8.0 (2.9)
S10 11.4 (8.6) 9.4 (4.0) 8.4 (3.5)
S11 9.9 (4.8) 9.2 (4.0) 8.4 (3.0)
S12 8.7 (4.0) 8.1 (3.7) 7.5 (2.3)

avg. 10.7 (5.4) 10.3 (4.8) 9.5 (4.1)

Table 5.1: Average mean pose error (Equation (3.12), in cm) and standard
deviation over 12 test sequences. See also Table 4.1 on page 64.

torso head r.sh. r.elb. r.hnd l.sh. l.elb. l.hnd
error 5.5 6.4 7.0 11.7 15.2 6.9 10.8 12.3
std.dev 2.5 3.0 3.6 8.3 11.1 3.5 6.6 8.5

Table 5.2: Average pose error (summands of Equation (3.12), in cm) and
standard deviation over 12 test sequences using our proposed system in-
cluding automatic texture model adaptation, for each measured location.

predictions to 9.5 cm when additionally using automatic texture model
adaptation and matching. Table 5.2 additionally breaks down the pose
error into the errors made at the different body part locations.

The lower error can be explained by the higher expressivity of the
combined shape and texture cues and by the successful application of the
model adaptation strategy based on complete trajectories, as described
in Section 5.1.1.

We also performed experiments with our system on the HumanEva-
I data set [Sigal et al., 2010], which involves an indoor setting and one
subject per scenario. The two subjects S1 and S2 of this data set (see

79



CHAPTER 5. TEXTURE AND SHAPE MODEL ADAPTATION

Figure 5.8: Subjects S1 and S2 from the HumanEva-I data set (3 camera
views shown each).

Figure 5.8) differ appreciably in appearance, and while we could use our
generic shape model for subject S2, we had to manually adjust the model
to a smaller female figure for subject S1 in order to produce usable track-
ing results. The average vertex distance of our manually labeled shape
model for subject S2 to our generic shape model is 4.2 cm, while the aver-
age vertex distance between our manually labeled shape model for subject
S1 and our generic model is 9.5 cm; compare this also to the average ver-
tex distances to our generic shape model listed in Table 2.2, left column.
We kept the appearance-based grouping of the tree hierarchy exemplars
as described in Section 3.4.2 and just re-rendered the exemplars using
the adapted shape model (as opposed to a complete new clustering). We
kept the various probability models that were learned from our own data
set and did no re-estimation them for the HumanEva-I data.

Table 5.3 contains quantitative results from these experiments. As can
seen, the errors achieved are slightly lower than those obtained on our own
data set. We attribute this to the controlled indoor conditions and to the
closer camera positioning to the subjects. Tracking errors of 8.13 cm and
11.2 cm were reported in Peursum et al. [2010] for the respective walking
sequences of S1 and S2 using Annealed Particle Filtering [Deutscher and
Reid, 2005]. Further literature listing errors on either HumanEva-I and II
data sets include Brubaker et al. [2010], Corazza et al. [2010], where errors
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Subject Sequence mean pose error [cm]

S1 Gestures-1 6.3
S1 ThrowCatch-1 5.8
S1 Walking-1 4.7
S2 Gestures-1 6.5
S2 ThrowCatch-1 8.9
S2 Walking-1 7.4

Table 5.3: Quantitative results of evaluation on HumanEva-I data.

of approx. 6 cm and 8 cm are reported. Gall et al. [2010] and Lee and
Elgammal [2010] report significantly lower errors around 3-4 cm; however
in the latter paper, a strong motion model for walking motions is enforced.
Comparison remains difficult due to the comparison between upper body
vs. full body pose recovery, frame-sequential tracking systems vs. systems
that include initialization, systems using weak vs. strong motion priors,
differing frame rates, and pose recovery systems optimized for varying
levels of detail.

5.1.4 Summary and discussion

We showed in the preceding section that the use of a texture model im-
proves pose recovery results significantly, as the additionally used texture
cue provides complementary information to the shape cue based on edge
features. Despite the improved results, it should still be mentioned that
pose recovery is still less accurate in sequences where the subject has
hands and arms close to the torso and where the clothing does not con-
tain appreciable texture differences between torso and arms.

Future improvements concern mainly the learning of the texture model.
We currently maintain one single texture model learned from the current
pose in optimal trajectory at each time step. This approach has some
potential limitations: Incorrect input over longer periods of time can de-
crease the quality of the model; also, there is no mechanism to detect
an incorrectly learned texture model since the beginning of a sequence.
One possibility to alleviate these effects could be to maintain multiple
texture models, e.g. one for each trajectory hypothesis computed through
Viterbi-based temporal integration (Section 4.2), or using a particle-based
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approach where each particle represents one texture model estimate with
a weighting factor ρ. Alternatively, one could weight the influence of
the single texture model dynamically in the matching process, i.e. adjust
the weighting factor ρ in Equation (5.4) depending on some measure of
confidence in the model.

5.2 Shape model adaptation

5.2.1 Introduction

Over the last decade, considerable advances have been made in the area
of pose initialisation and tracking – see also our pose estimation system
described so far. However, the problem of human shape estimation has
received less attention in comparison. Suitable models are often being
assumed given or acquired in a separate, controlled model acquisition
step. This decoupling is not surprising, given the high dimensionality of
the joint pose and model space; typical 3D human pose recovery systems
have 25-50 DOFs, and at least that many parameters for modeling shape.

The premise in this section is that, due its high dimensionality, we
cannot accurately estimate the human pose and model space jointly from
scratch. We will show however that, given an approximate initial hu-
man model (e.g. anthropometric mean) and a state-of-the-art multi-view
pose recovery system (e.g. obtained by a state-of-the-art pose recovery
method, see Chapter 3 or Forsyth et al. [2005], Moeslund et al. [2006]
for alternative systems), we can obtain pose estimates which are, at least
for a subset of frames, accurate enough to start an optimization process
to improve the human model used. This subsequently facilitates more
accurate pose recovery.

Given that a person naturally takes different poses and positions over
time, one can selectively choose the frames of a sequence at which to adapt
a model. Not all frames of a sequence are equally suited; some frames
involve poses with depth ambiguity, others involve cases where body parts
are self-occluded. Overall, one would like to select a (preferably small)
set of frames that contains a certain diversity in poses being observed.
We describe how to select a suitable subset of frames and how to perform
the optimization of the shape and pose parameters robustly, based on
shape and texture cues. As we will see in the experiments, our frame
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Pose recovery
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Figure 5.9: (a) Overview of the combined pose and shape estimation pro-
cess. (b) Overview of the model adaptation approach. See Section 5.2.2
for a more detailed explanation.

selection not only improves system efficiency (by processing only a subset
of a sequence), it also leads to a better behaved optimization.

5.2.2 Overview

Figure 5.9a shows the proposed procedure for automatic human pose and
shape estimation. In a first stage, an existing state-of-the-art pose recov-
ery method that relies on a fixed (“generic”) shape model is applied to es-
timate human pose on a “training” sequence (of interest are methods that
are fully automatic and do not require manual intervention or particular
intialization poses). Given that the shape model is imprecise, however,
we expect pose recovery quality to be lacking. In a second stage, model
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adaptation is performed by the techniques introduced in this section, uti-
lizing this “training” sequence. In a final stage, the before-mentioned
state-of-the-art method is applied to estimate pose on a “test” sequence,
now using the optimized model (the “test” sequence could well equal the
“training” sequence).

Figure 5.9b shows the model adaptation process (the middle section
in Figure 5.9a) in more detail. The input consists of a sequence of frames,
initial pose estimates for each frame and an initial shape model estimate.
In a frame selection step, the sequence is analyzed and a subset of infor-
mative frames is selected based on maximizing a likelihood term based
on silhouette fit, and based on a criterion that captures pose diversity
(Section 5.2.4). Thereafter, a gradient-based model and shape optimiza-
tion procedure is performed on the selected frames (Section 5.2.5). The
objective function incorporates the same silhouette fit term as used pre-
viously for frame selection. We output the optimized shape model and
the poses for the selected frames; the optimized model can be used for a
subsequent pose recovery/refinement step.

5.2.3 Shape and pose representation

We follow the shape and pose representation and notation introduced in
Section 3.2. Because we are adapting full-body pose in this section, we
will shorten the notation of ~πfb (Equation (3.6)) to ~π for the remainder
of this section. A sequence of poses can be represented by a combined
parameter vector ~qpose.

~qpose = (~π1, ~π2, . . . , ~πt) (5.6)

Our overall parameter vector ~q = (~qshape, ~qpose) is composed of the global
shape parameters and the pose parameters for each selected time step.

To evaluate our objective function in the context of gradient-based
optimization of pose and model parameters, we need to sample visible
surface points of our model by sampling points on each superquadric.
Linear sampling of the two angle parameters in Equation (3.1) results
in very unevenly spaced vertices, due to the varying local curvature of
the object. Most vertices end up being generated at the “top” and the
“bottom” of the object; these regions are for the most part occluded
by neighboring superquadric objects in our model, making linear angle
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Figure 5.10: Illustration of linear sampling of the superquadric vertices
of our model (left), as opposed to equal-distance sampling of the vertices
[Pilu and Fisher, 1995].

parameter sampling useless for our surface point sampling task. See Fig-
ure 5.10 for an illustration. We therefore use a first-order differential
model [Pilu and Fisher, 1995] to obtain vertices with (almost) constant
distance Dvertex on the superquadric surface. Equation 3.1 is still used
as generating function, but the angle values u, v are changed according
to the local curvature of the superellipse models with respect to u and v.
For details of the approach, see Pilu and Fisher [1995]. When using this
equal-distance sampling, however, the number of vertices and their rela-
tive position on the surface will vary with the state of the shape parameter
vector ~qshape. Section 5.2.5 describes how to integrate this property into
the optimization process.

5.2.4 Automatic frame selection algorithm

We now describe a method to perform frame selection, given a sequence of
(multi-view) frames and respective initial pose estimates. By executing
such a step prior to shape and pose adaptation, we not only increase
efficiency (by limiting the number of frames processed) but also leave out
frames that might be detrimental to the adaption process, as we will see
in the experiments.
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One important criterion for frame suitability is the error of the initial
pose estimate. Of course, we do not know this error a-priori; we estimate
it by evaluating a likelihood measure Es based on the distance between
occluding contour vertices on a model instance and the closest image edge
features (see later Equation 5.11 in Section 5.2.5). A simple and intuitive
frame selection method would then be to choose a set SF of F frames,
where F is a constant set by the user, maximizing the mean value of Es

over the selected frames (“likelihood-based frame selection”):

p(Ēs|SF ) → max , where Ēs =
1

F

F
∑

i=1

Ei
s (5.7)

This turns out to be not ideal in a number of cases, one reason being that
the likelihood might be high even though the underlying pose estimate is
unreliable. This typically occurs for ambiguous poses with self-occlusions
and limbs close to the body; uncertainty in the positions of the self-
occluded limbs tends to be higher than uncertainty in the clearly visible
and outstretched limbs. Another drawback is that the frames with the
highest likelihoods tend to lie close together, therefore not yielding suffi-
cient pose diversity for model adaptation. When selecting F frames, we
want to capture as much information about the body shape as possible.
Therefore, another important suitability criterion for frame selection is
the diversity of the poses selected.

To take both criteria into account, we integrate the above mentioned
Ēs (i.e. representing the shape-pose likelihood, benefiting from a low value
of F ) and the combined contour distance Eccd discussed below (i.e. rep-
resenting the pose diversity, benefiting from a high value of F ) in our
frame selection algorithm. We model these as two independent random
variables such that the joint likelihood is described as

p(Eccd, Ēs|SF ) = p(Eccd|SF )× p(Ēs|SF ) (5.8)

We describe each of the likelihoods by an exponential distribution λe−λx,
such that minimizing the negative log-likelihood −log(p(Eccd|SF ))−log(p(Ēs|SF ))
is equivalent to minimizing a cost function

Esel = Eccd + τĒs → min (5.9)

where τ is a weighting factor. We will iterate over several values of F in
the experiments.
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The combined contour distance Eccd measures the average surface
distance of vertices on the superquadric to the closest vertex that lies on
the occluding contour at any of the selected frames and camera viewpoints
in SF . By minimizing this distance, the model surface area that lies close
to the occluding contours, i.e. where direct measurements are available,
is maximized, and as such, pose diversity is increased.

To compute the combined contour distance, the first step is to deter-
mine the subset of occluding contour vertices among all sampled vertices,
i.e. we determine which vertices are part of the outer projection rim.
Two neighboring vertices are defined as being part of the occluding con-
tour, if there is a sign change in the dot product between surface normal
and a ray through vertex and camera center. To obtain only the outer
rim, we exclude vertices that are occluded by other body parts in our
model by making use of the inside-outside function of a superquadric
Jaklic et al. [2000]. All sampled surface vertices form a 2D discrete space
with neighborhood relations based on the sampling distance Dvertex (see
Section 3.2).

We map the surface manifold of the vertex space of each body part
onto a binary “feature” image and enable those pixels which correspond
to contour vertices; we can now evaluate the surface distance of a vertex to
its closest contour vertex efficiently, by computing the distance transform
image (chamfering) and accessing the appropriate pixel. See Figure 5.11
for a schematic illustration, and see Figure 5.12 for actual image data,
before and after frame selection. In this case, the unit size (1 pixel) in
the vertex space is ≈ Dvertex.

Algorithm 1 formalizes the evaluation of Ecsd, given a candidate frame
subset SF . In the algorithm, ~a is a vector that stores the minimum
distances for each vertex, while ~df is a distance map for frame f . For
a set of several images, the distance maps are combined using a ‘min’
operator to determine the distance to the closest occluding contour. In
lines 3-9, we first combine the contributions over each view, for each
multi-view frame. Lines 10-12 describe the combination across the set of
selected frames.

We still need to determine the image subset Sopt that minimizes Equa-
tion (5.9). Considering only the minimization of Ecsd (i.e. disregarding the
term including Ēs), a simplified version of this problem in which merely
the number of combined contour vertices is to be maximized (i.e. not re-
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A
B

A B A B

Figure 5.11: Schematic illustration of the mapping of occluding contours
of a quadric, as imaged by two cameras, onto a surface manifold. The
top right image represents the binary feature image, where the occluding
contours correspond to pixels that are enabled. The bottom right image
represents the corresponding distance image (larger distances are shown
in a lighter grey shade).

Algorithm 1: Evaluation of average distance to contour vertices

Input: Subset of F frames SF ; model estimate ~qshape; pose estimates ~pf (for
each image)

Output: Average distance Ecsd of all model surface vertices to closest contour
vertex over SF

Let ~a and ~df , f ∈ F be vectors of dimension |V |, where V is the set of all1

model surface vertices;
~a←∞;2

foreach frame Ik ∈ SF do3

~dIk ←∞;4

Project model/pose estimate to each view of Ik;5

foreach view c of Ik do6

foreach vertex v ∈ V do7

Compute surface distance dv,c to closest contour vertex;8

dIk,v ← min(dIk,v, dv,c);9

foreach frame Ik ∈ SF do10

foreach vertex v ∈ V do11

av ← min(av, dIk,v);12

return Ecsd ← mean(~a)13
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Figure 5.12: Top: Initialization of frame selection algorithm with F = 4
consecutive frames. Bottom: Resulting selected frames after optimiza-
tion. Below each image, we show an image of the torso surface space
(occluding contours over all three cameras in white) and the respective
distance image. See also Figure 5.11. The resulting combined images
are shown to the right. Note the changed distribution of the combined
binary features after optimization. The mean grayscale value of the dis-
tance image after frame selection is significantly smaller (larger distances
are shown in a lighter grey shade). It represents Eccd; see also line 13 of
Algorithm 1.
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garding distances) is a variant of the NP-hard maximum coverage prob-
lem. To find the global minimum or a close solution for the complete
expression of Equation (5.9), we use stochastic optimization in the form
of Simulated Annealing [Kirkpatrick et al., 1983]. Starting from a random
frame selection SF , candidate moves (i.e. the exchange of one frame in
the set with a randomly selected non-set frame) from selected frames SF

to ŜF with cost difference ∆Esel are accepted according to a probability
(1 + e∆Esel/T )−1 where T is a temperature parameter which is adjusted
according to an exponential cooling schedule.

For our experiments (Section 5.2.6), the weighting parameter τ in
Equation (5.9) was determined experimentally on a validation data set
and subsequently set to 0.6. One evaluation of Equation (5.9) can be
executed very efficiently, because both the distance maps dIk,v in line
9 of Algorithm 1 (for evaluation of Ecsd) as well as the costs Es (for
evaluation of Ēs) can be precomputed. In our experiments, we perform
25,000 iterations; this takes ∼ 2 s.

5.2.5 Gradient-based pose and model optimization

We now define an objective function that measures the quality of the
model/poses fit using shape and texture cues, given the selected multi-
camera input frames from Section 5.2.4 (in our case 3 views per time
step) and corresponding segmented edge features. Our objective function
Eobj is a weighted linear combination of three terms, measuring shape
fit, texture fit across images and taking into account anthropometric con-
straints.

Eobj = Es + λEt + µEp −→ min (5.10)

The first term Es measures the distance between occluding contour
vertices on a model instance (see Section 5.2.4) and the closest image edge
features. Let I be the set of input frames, Ci the set of camera views in
frame i, and V i,c

rim the set of model vertices on the projected contour in
view c of frame i. Furthermore, let dc(S

i,c, v) be a function that computes
the distance between a vertex v and the closest edge in the feature image
Si,c, and P c be the camera projection matrix of camera view c. The
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average distance over all camera views and frames is then computed as

Es =
1

|I||C|

∑

i∈I,
c∈Ci

1

|V i,c
rim|

∑

v∈V i,c
rim

dc
(

Si,c, P cHvζv
)

(5.11)

Hvζv (see Section 5.2.3) denotes the 3D world coordinate position of ver-
tex v after transformation along the articulated chain. P is the camera
projection matrix. Note that the term P cHvζv includes a transition from
homogeneous 3D to inhomogeneous 2D coordinates, which we omit for
notational simplicity. We compute dc(S

i,c, v) by first pre-computing an
oriented Chamfer distance transform for the feature image Si,c and then
performing a look-up at the projected 2D position ~x using bilinear inter-
polation in order to keep the operation differentiable. Thus, if T i,c is the
distance transform image of Si,c, then

dc(S
i,c, v) = (1− fx) (1− fy) Ti,c(ix, iy) (5.12)

+ fx (1− fy) Ti,c(ix + 1, iy)

+ (1− fx) fy Ti,c(ix, iy + 1)

+ fx fy Ti,c(ix + 1, iy + 1);

where (ix, iy) are the integer parts and (fx, fy) are the fractional parts of p.
Gradients of Equation (5.11) with respect to pose and shape parameters
are as follows:

∂Es

∂~qpose
=

1

|I||C|

∑

i∈I,
c∈Ci

1

|V i,c
rim|

∑

v∈V i,c
rim

JcJPJ
pose
Hv ζv (5.13)

∂Es

∂~qshape
=

1

|I||C|

∑

i∈I,
c∈Ci

1

|V i,c
rim|

∑

v∈V i,c
rim

JcJP

(

J shape
Hv ζv +HvJζv

)

(5.14)

Here, Jc is the 1 × 2 Jacobian of the bilinear lookup function dc(S
i,c, v)

while JP is the 2 × 3 Jacobian of the projection operation, see Equa-
tions (5.15) and (5.16). Jpose

Hv is the Jacobian containing the partial
derivatives of the entries of the cumulative transformation matrix Hv

w.r.t. the pose parameters; analogous for J shape
Hv .

Jc =

(

(T
ix,iy
c − T

ix+1,iy
c )(fy − 1)− (T

ix,iy+1
c − T

ix+1,iy+1
c )fy

(T
ix,iy
c − T

ix,iy+1
c )(fx − 1)− (T

ix+1,iy
c − T

ix+1,iy+1
c )fx

)T

(5.15)
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where T i,j
c ≡ Tc(i, j) is the value of the distance transform image at

coordinates (i, j).

JP = A0





−P03P20 − P20(P01v1 + P02v2) + P00A1

−P03P21 − P21(P00v0 + P02v2) + P01A2

−P03P22 − P22(P00v0 + P01v1) + P02A3

−P13P20 − P20(P11v1 + P12v2) + P10A1

−P13P21 − P21(P10v0 + P12v2) + P11A2

−P13P22 − P22(P10v0 + P11v1) + P12A3





T

(5.16)

where P00, . . . , P23 are the entries of the camera projection matrix P c

and the temporary variables A0, A1, A2, A3 are

A0 =(P23 + P20v0 + P21v1 + P22v2)
2

A1 =(P23 + P21v1 + P22v2)

A2 =(P23 + P20v0 + P22v2)

A3 =(P23 + P20v0 + P21v1)

Note that in Equation 5.14, the product rule is applied because both
the generating superquadric function as well as most of the transformation
matrices depend on the shape parameters.

The second term Et of Equation (5.10) measures the average variance
of the texture that all visible surface vertices Vall project to, across several
time steps.

Et =
1

|Vall|

∑

v∈Vall

3
∑

h=1





1

|Iv|

∑

i∈Iv



th(P iHvζv)−
1

|Iv|

∑

j∈Iv

th(P jHvζv)





2



(5.17)
For each vertex v of the model, we compute the texture variance over the
set of frames and views Iv in which the vertex is visible. The function
th(.) computes a bilinear texture look-up using a smoothed version of the
original image; the variable h denotes a summing over all three respective
RGB color channels. Figure 5.13 provides a visualization of the variance
measurement.

With the term described in Equation (5.17) added to our objective
function (Equation (5.10)), both shape and pose measurements are linked
across different time steps. In contrast to this, using only Equation (5.11)
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t t+K t+L

Figure 5.13: Illustration of texture measurements at three time steps
(e.g. selected frames). For each vertex, the texture variance is computed
from measurements in frames where the respective vertex is visible.

as objective function, the pose parameters could be optimized indepen-
dently, as the inner sums of the gradient (Equation (5.13)) are non-zero
for non-overlapping parts of the pose state vector ~qpose.

Again, we compute derivatives of Equation (5.17) with respect to pose
and shape parameters. Equations (5.18) and (5.19) give the derivative
with respect to pose and shape parameters.

∂Et

∂~qpose
=

1

|Vall|

∑

v∈Vall

3
∑

h=1

[

2
1

|Iv |

∑

i∈Iv



th(P iHvζv)−
1

|Iv|

∑

j∈Iv

th(P jHvζv)









∂th(P iHvζv)

∂~qpose
−

1

|Iv|

∑

j∈Iv

∂th(P jHvζv)

∂~qpose







 (5.18)

∂Et

∂~qshape
=

1

|Vall|

∑

v∈Vall

3
∑

h=1

[

2
1

|Iv |

∑

i∈Iv



th(P iHvζv)−
1

|Iv |

∑

j∈Iv

th(P jHvζv)









∂th(P iHvζv)

∂~qshape
−

1

|Iv|

∑

j∈Iv

∂th(P jHvζv)

∂~qshape







 (5.19)

The final term Ep of Equation (5.10) adds penalty sub-terms, con-
straining the shape and pose parameters and preventing them from taking
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out-of-bound values.

Ep =
∑

x∈R

(

max(x− ux, lx − x, 0)

ux − lx

)2

+
∑

~x∈Q

(max(0, dM (~x, µ~x,Σ~x)− 3))2 (5.20)

where

dM (~x, µ,Σ) =
(

(~x− µ)TΣ−1(~x− µ)
)

1
2

and

R = {~storso, . . . , ~sfoot, φt, . . . , θ
r
k}

Q = {{au.arm3 , al.arm3 }, {au.leg3 , al.leg3 }}

The first part of Equation (5.20) sums over each shape and pose parameter
independently and adds a penalty if the respective parameter is outside
of previously defined lower and upper bounds lx and ux. The set R is
defined as the union of both shape and pose parameters. For example,
the squareness parameters e1 and e2 of a superquadric are limited to
the range (0.0, . . . , 1.0], etc. The second part of Equation (5.20) sums
over certain sets of shape parameter combinations (limb proportions of
arms and legs; see also Equation 3.1) and compares them to previously
learned normal distributions (with mean µ~x and covariance Σ~x). Here, we
only look at the lengths of certain limbs and penalize if the Mahalanobis
distance dM between current parameter vector and distribution is greater
than 3, corresponding to 3 times the standard deviation of the learned
distributions (accounting for ≈ 99.7% of samples of the measurement
set). This allows us to enforce anthropometric constraints. We extracted
measurements from a database of approx. 1500 people1; in our case,
we model the lengths of upper and lower arms and legs as a 2D normal
distribution each, and the 3D extents of head and torso as a 3D normal

1internal material kindly provided by TNO Defence, Security & Safety
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distribution each. The derivative of Equation (5.20) is

∂Ep

∂~q
=
∑

x∈R

sign(x− ux)
2

ux − lx

(

max(x− ux, lx − x, 0)

ux − lx

)

(5.21)

+
∑

~x∈Q

(max(0, dM (~x, µ~x,Σ~x)− 3))

(

(~x− µ)TΣ−1(~x− µ)
)− 1

2
(

(~x− µ)TΣ−T + (~x− µ)TΣ−1
)T

We now address gradient-based local optimization strategies for our
objective function (Equation (5.10)). Quasi-Newton methods such as the
L-BFGS algorithm [Nocedal, 1980] promise quadratic convergence under
certain conditions. However, preliminary experiments using L-BFGS in-
dicated frequent failure to converge to the global minimum, even with
relatively close initializations. Because we sum over the number of visible
vertices in Eqs. (5.11) and (5.17), both objective function and gradient
are not smooth over the whole parameter space, despite being differen-
tiable at each point. With every change in shape or pose parameters
the set of selected vertices may change in a discrete manner, thus intro-
ducing discontinuities in the objective function. First-order optimization
algorithms are better suited to cope with these noisy functions/gradients,
and, while slower in comparison, we found that Gradient Descent (GD)
successfully leads to convergence to the global minimum in a larger num-
ber of cases. Similar findings have been made in Bray et al. [2007] on
the problem of hand tracking from 3D measurements, and the authors
propose a stochastic GD method with local step size adaptation that
promises fast convergence and which we largely adopt. The GD update
equation for a parameter vector ~qi from iteration i to iteration i+ 1 is

~qi+1 = ~qi − ~ai ⊗ ~gi

~gi =
∂Eobj(~qi)

∂~qi
(5.22)

where ⊗ denotes a component-wise product and ~at is a step-size vector
of local learning rates which is updated by a meta-level descent on the
step-sizes.

~ai = ~ai−1 ⊗ exp(µg~gi ⊗ ~vi)

~vi+1 = λg~vi + ~ai ⊗ (~gi − λg~vi) (5.23)
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We choose suitable constant values for the meta-parameters (µg = 0.05
and λg = 0.6). For efficiency reasons, we update the gradient trace ~vi
as an exponential average of past gradients, as opposed to evaluating
a multiplication of the Hessian with a vector [Bray et al., 2007]. We
optimize iteratively over shape and pose parameters, spending a small
but fixed amount of iterations (niterLocal = 20) for the optimization of
each parameter set in a loop. The optimization process terminates either
if ||~gi|| < ǫ, if max(||~qi − ~qi−1||, . . . , ||~qi − ~qi−K ||) < ǫ, or after a maximum
number of iterations has been reached (niterGlobal = 250).

Bray et al. [2007] report that the stochasticity of their sampling ap-
proach helps avoid spurious minima, due to the local minima changing
constantly. We randomly select 1

3 of the previously sampled vertices for
consideration in Equation (5.10) at each iteration. Also, this optimization
approach allows us to resample the model vertices using the constant-
distance sampling described in Section 5.2.3 at each iteration, thus im-
proving precision of the shape model representation under a changing
parameter vector ~qshape. This makes the gradient function non-smooth,
but the stochastic GD approach is able to tolerate this noise well. To
further increase efficiency, we also modify the sampling step size Dvertex

(see Section 5.2.3) during the optimization process in a coarse-to-fine ap-
proach, from Dvertex = 6 cm at the beginning to Dvertex = 2 cm near the
maximum number of iterations.

5.2.6 Experimental results

Our experimental data consists of recordings from three synchronized and
calibrated color CCD cameras looking over a train station platform; see
Section 2.2.3 for a more detailed description. We performed experiments
with respect to shape model adaptation on 13 sequences of about 11
seconds on average. Furthermore, we used 6 sequences (HE01-HE06) from
the HumanEva-I data set [Sigal et al., 2010] for which good ground truth
marker data was available (subjects P5, P6 are equivalent to S1, S2 in
HumanEva nomenclature; sequences ‘Gestures’, ‘ThrowCatch’, ‘Walking’
respectively; sequences were resampled from 60 Hz to 20 Hz).

The preprocessing is similar to the steps described in Section 3.3.
Again, we perform foreground segmentation for each frame using state-
of-the-art background subtraction [Zivkovic, 2004], but do not rely only
on the segmented silhouettes. We then extract directed edge features from
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the input images using the Canny edge detector [Canny, 1987] and use
the foreground silhouettes (after dilation with a 3× 3 rectangular mask)
as binary masks for the presence of relevant edge features. Finally, the
distance transformation of the edge images is computed as a multi-feature
chamfer distance transform; see Section 3.3.

Evaluation of frame selection and model shape and pose adaptation

To assess the properties of our proposed frame selection approach (Sec-
tion 5.2.4) independently from the rest of the system, we performed a
series of trials on a sequence of 200 frames and compare our approach to
purely “likelihood-based” selection (as described in Section 5.2.4) and a
random frame selection approach. In 50 separate trials, we added Gaus-
sian noise to the ground truth pose and shape parameters and executed
the different frame selection approaches for F = 8 frames. Table 5.4 sum-
marizes the results by giving the average pose vertex error, i.e. the mean
error between vertices of the model to the ground truth, averaged over all
selected frames. We can see that random frame selection does not achieve
a significant reduction of the error compared to the error over all frames
of the sequence. In contrast, the likelihood-based and proposed frame
selection approaches do result in selected frames with an approximately
4 cm lower input error. Figure 5.14 illustrates the frame selection process
for F = 8 on the above mentioned sequence, by means of the proposed
approach (Section 5.2.4) and by means of the likelihood-based approach.
As can be seen, the proposed approach (in green), based on minimization
of vertex distances to occluding contours, results in a more diverse set
of poses selected, than the one based purely on likelihood, i.e. the objec-
tive function (the latter would often pick several frames nearby the best
matching one).

To assess the convergence properties of our model shape and pose
adaptation approach (Section 5.2.5) in isolation, we also added different
levels of Gaussian noise to our ground truth data of poses and associ-
ated shape models (in total we executed approx. 15,000 trials to account
for varying F and varing input errors). The magnitude of perturbation
was controlled independently for pose and shape parameters, i.e. creat-
ing initializations where either pose, shape or both parameter sets were
perturbed. Evaluation consisted of plotting the average pose vertex error
between the adapted parameter settings and the ground truth, for a set
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0 10 20 30 40

50 60 70 80 90

100 110 120 130 140

150 160 170 180 190

Figure 5.14: Frame selection example for a sequence of 200 frames (every
10th frame, only one view shown). For F = 8, frames 22, 34, 48, 57,
80, 95, 141, 184 are selected by our frame selection algorithm (shown in
green) and frames 40, 41, 43, 44, 45, 52, 54, 127 are selected using our
likelihood criterion (shown in cyan). Only the closest frame multiple of
10 is colored in top rows. See Section 5.2.4.
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mean avg. vertex error [cm] (std.dev.)

Our frame selection 9.8 (1.1, over trials)
Likelihood-based selection 10.1 (1.4, over trials)
Random selection 13.7 (0.7, over trials)
No selection (all frames) 14.3 (4.2, over frames)

Table 5.4: Quantitative evaluation of the pose input error of the frame
selection process. Given is the average pose vertex error to ground truth
over all poses in the selected frames after frame selection using the re-
spective method.

of selected frames and a given initial perturbation.

As a preliminary step, we experimentally determined optimized values
for the weighting parameters λ and µ in Equation (5.10) on a separate
validation data set. Figure 5.16 shows graphs for the best performing pa-
rameter combination (λopt = 0.003, µopt = 0.5); one can see the beneficial
influence of the texture term as well as the penalty term in Equation (5.10)
(i.e. comparing optimized value and value at zero).

Some example images depicting initial state and the result after run-
ning the model shape and pose adaptation are given in Figure 5.15 (only
a single view is shown). Figure 5.17a shows a quantitative evaluation of
our system over all sequences, with a varying number F of frames used
in the frame selection algorithm (Section 5.2.4). Standard deviations are
given as bars for F = 1, 12. We can see that choice of F greatly influences
optimization performance; using 4 and more multi-view frames improves
results up to an average vertex input error of about 15 cm. Figure 5.17b
considers a subset for which only the shape parameters have been per-
turbed, thus removing the pose deviation influence. Convergence is quite
stable, with the output error increasing only slowly with the input error.
This is in part due to our penalty term in Equation (5.10) which serves
as a shape prior, but it is also apparent that using more input frames
selected by our algorithm provides more information about the correct
human shape.

Figure 5.18a lists the convergence performance using the L-BFGS al-
gorithm [Nocedal, 1980], using identical initial conditions and objective
function as those used in Figure 5.17a. As can be seen, performance of
L-BFGS is generally worse, see also earlier discussion in Section 5.2.5.
Figure 5.18b shows the convergence performance using the likelihood de-
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Figure 5.15: Before and after model/pose adaptation. Reduction of avg.
pose vertex error from 8.7 → 3.8, 16.1 → 5.0, 8.6 → 3.8, 8.8 → 3.8,
8.1 → 4.2, 10.1 → 4.9 (in cm, from left to right, top to bottom).
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Figure 5.16: Setting of optimized weighting parameters λ and µ ( Equa-
tion (5.10)). The y-axis shows the factor of the average pose vertex error
between initialization and result (larger is better).
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Figure 5.17: Convergence performance of various configurations (see Sec-
tion 5.2.6) (a) Our objective function and optimization (b) Our objective
function and optimization (shape perturbation only)
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Figure 5.18: Convergence performance of various configurations (see Sec-
tion 5.2.6) (a) Our objective function and L-BFGS [Nocedal, 1980] opti-
mization (b) Objective function and optimization both from Balan and
Black [2008]
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scribed in Balan and Black [2008] as objective function, whose contour
term is similar to ours, but lacks a texture term and is non-differentiable.
Because of the latter, it is optimized with a simplex method, as in Balan
and Black [2008]. Initial conditions are again identical to those used in
Figure 5.17a. As can be seen, performance of this approach is signifi-
cantly worse; this is most likely due to the dimensionality of our state
space which puts a challenge to the gradient-free optimization approach.
Despite careful implementation, we were unable to obtain better results
using the objective function and optimization approach of Balan and
Black [2008].

A batch optimization of 8 frames (with 3 views each) requires about
20 s of processing time for the proposed approach (Figure 5.17a), 15 s for
the proposed objective function and L-BFGS (Figure 5.18a) and 10 min
for non-differentiable objective function and simplex method from Balan
and Black [2008], all in C++ code running on a 3 GHz Intel PC.

Evaluation of Integrated Approach

In order to realistically assess the benefits of frame selection and our
overall approach, we now apply it in combination with the three-step ap-
proach described in Section 5.2.2 and Figure 5.9a. For pose estimation
given a model (generic or adapted), we are using a state-of-the-art (upper
body) pose recovery system; see Chapters 3 and 4. The latter system uses
a similar volumetric shape representation and utilizes a one-size-fits-all
human shape model, i.e. the model is not adapted to the body shapes of
the different persons. We opted for a pose recovery approach that follows
a ’tracking as detection’ paradigm and thus is able to automatically reini-
tialize upon temporary loss of track. This in turn increases the likelihood
that suitable poses for model adaptation are recovered within the error
margin our adaptation algorithm can cope with.

Our three-step approach to automatic pose estimation works as fol-
lows: First, we recover pose over each sequence using a single “generic”
(i.e. unadapted) model. Then, we use the recovered poses and the generic
model as initializations for our shape and pose adaptation step (i.e. frame
selection followed by optimization). Finally, we recover pose again, this
time using the adapted shape model.

We define the model vertex error as the mean error of a model to the
ground truth model, both in a canonical pose (standing upright, arms
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extended to side). The measure captures the “distance” of a shape model
to the ground truth shape model, irrespective of pose. Table 5.5 lists
the model vertex error for the initial, generic model used for pose re-
covery (column “Generic”), and for the adapted models resulting from
shape optimization using various frame selection variants (the proposed
frame selection method “Our”, likelihood-based frame selection “Like-
lih.”, frame selection based on random choice “Random” and no frame
selection “None”, i.e. selection of all frames). Experiments were repeated
6 times per sequence; we list mean and standard deviation of the error.

We observe that on average our proposed frame selection approach
accounts for the largest reduction in model vertex error among all frame
selection strategies. This is due to the selection of lower-error frames
(cf. Table 5.4) in combination with a set of diverse poses that “explain”
more of the shape model than randomly selected poses or poses selected
solely on the basis of cost function (“likelihood”). We note that the
average standard deviation using random frame selection is larger com-
pared to the other approaches; this is due to the randomness of the selec-
tion process while the remaining deviations are mainly explained by the
stochasticity of our optimization step.

Tables 5.6 and 5.7 now quantify the results of the subsequent pose
recovery step using the different adapted models. Here we give the pose
error in cm as specified in Equation (3.12); i.e. the average deviation
between recovered poses and ground truth at a set of joint locations
(torso center, head center, left/right shoulders, elbows, wrists). Column
“Tr.Seq.” lists the respective training sequence used for initial pose re-
covery and model adaptation. Each sequence was chosen to be different
from the test sequence while featuring the same subject. Column “La-
beled” shows the pose error using the labeled (ground truth) model, while
column “Generic” contains the pose error using the initial generic model.
The remaining columns list the pose error after model adaptation using
the different approaches to frame selection. For the random frame se-
lection case, we selected the model with the smallest error distance to
the means listed in Table 5.5. Table 5.7 additionally lists the error per
measured body part, averaged over all sequences of Table 5.6, for each
model type. Errors are generally lowest close to the root of the articulated
model and higher at the limb ends. Regarding the four choices of frame
selection for model adaptation, the error increases in the order listed in
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Seq. Subj. Generic Our Likelih. Random None

S05 P1 7.4 3.5 (0.2) 4.6 (0.3) 4.0 (0.5) 4.0 (0.2)
S10 P1 7.4 3.1 (0.3) 3.2 (0.3) 4.1 (0.6) 4.0 (0.3)
S11 P1 7.4 4.0 (0.2) 4.0 (0.1) 3.9 (0.6) 3.6 (0.1)
S14 P2 5.3 3.8 (0.1) 4.1 (0.3) 4.0 (0.4) 4.0 (0.1)
S08 P2 5.3 3.0 (0.2) 3.9 (0.3) 3.8 (0.5) 4.3 (0.4)
S12 P2 5.3 3.1 (0.4) 3.3 (0.2) 3.9 (0.7) 4.5 (0.1)
S15 P2 5.3 3.7 (0.3) 4.4 (0.3) 4.5 (0.4) 4.0 (0.1)
S01 P3 4.4 2.9 (0.1) 3.2 (0.2) 3.0 (0.4) 2.8 (0.1)
S06 P3 4.4 2.5 (0.1) 2.5 (0.3) 2.7 (0.3) 2.5 (0.1)
S09 P3 4.4 2.6 (0.1) 2.9 (0.3) 3.1 (0.3) 3.2 (0.1)
S13 P3 4.4 2.7 (0.2) 2.8 (0.3) 2.6 (0.3) 2.6 (0.1)
S02 P4 5.3 5.0 (0.3) 5.4 (0.3) 4.9 (0.5) 5.6 (0.3)
S16 P4 5.3 4.8 (0.4) 4.9 (0.2) 4.4 (0.3) 4.2 (0.1)

HE01 P5 12.6 3.3 (0.2) 3.5 (0.2) 3.8 (0.3) 3.6 (0.1)
HE02 P5 12.6 3.6 (0.2) 4.5 (0.2) 3.7 (0.3) 3.8 (0.3)
HE03 P5 12.6 4.2 (0.3) 5.0 (0.2) 5.4 (0.8) 5.2 (0.4)
HE04 P6 7.8 4.1 (0.1) 3.7 (0.2) 4.7 (0.5) 4.8 (0.5)
HE05 P6 7.8 4.3 (0.3) 4.7 (0.1) 4.5 (0.7) 4.2 (0.1)
HE06 P6 7.8 4.1 (0.2) 4.2 (0.1) 5.5 (0.6) 5.5 (0.1)

mean 7.8 3.6 (0.2) 3.9 (0.2) 4.0 (0.5) 4.0 (0.2)

Table 5.5: Quantitative results of shape model adaptation on 19 sequences
(S14-S19 from HumanEva-I [Sigal et al., 2010]). Given is the avg. model
vertex error to ground truth (in cm) of the used generic model and the
models obtained after executing the adaptation process using different
frame selection approaches (6 trials, standard deviation in brackets). See
Section 5.2.6 for further details.
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Seq. Subj. Tr.Seq. Labeled Generic Our Likelih. Random None

S05 P1 S10 7.7 16.9 8.9 15.1 13.7 18.5
S10 P1 S05 7.7 15.5 9.2 9.7 11.4 12.4
S11 P1 S10 7.6 11.9 9.1 13.8 11.7 11.9
S14 P2 S12 7.2 11.8 7.9 9.3 10.5 17.6
S08 P2 S12 7.9 14.9 11.6 16.1 13.7 12.2
S12 P2 S08 7.6 16.7 8.1 16.0 11.2 15.2
S15 P2 S12 5.0 7.5 5.8 7.8 11.4 8.2
S01 P3 S09 9.7 12.9 13.9 13.9 13.2 12.5
S06 P3 S01 11.4 13.8 13.8 13.9 13.9 13.8
S09 P3 S06 9.2 10.0 9.8 10.5 9.9 9.8
S13 P3 S06 10.2 12.8 12.2 12.9 12.2 12.7
S02 P4 S16 9.1 11.9 11.4 11.9 13.4 12.6
S16 P4 S02 7.5 13.8 9.5 13.2 13.2 9.6

HE01 P5 HE02 6.3 16.8 6.4 6.5 6.9 6.7
HE02 P5 HE03 5.8 11.5 10.1 9.5 9.5 9.1
HE03 P5 HE01 4.7 15.6 8.9 9.1 10.6 10.6
HE04 P6 HE05 5.3 8.2 6.9 6.3 10.3 6.4
HE05 P6 HE06 5.0 8.6 6.0 5.8 5.4 5.8
HE06 P6 HE04 4.6 8.3 4.6 5.4 5.5 5.4

mean 7.3 12.6 9.1 10.8 11.0 11.1

Table 5.6: Quantitative results of pose recovery on 19 sequences (S14-
S19 from HumanEva-I [Sigal et al., 2010]). Given is the pose error to
ground truth (in cm), as specified in Equation (3.12). See Section 5.2.6
for further details.

the table.

As can be seen, pose recovery using the model obtained by the pro-
posed frame selection method outperforms the simpler variants overall
(compare column “Our” with “Likelih.”, “Random” and “None”). Pose
recovery using this model does not quite reach the error that is achievable
with the labeled ‘ground truth’ model (column “Labeled”); we believe
that the latter error is close to the achievable optimum using mentioned
pose recovery system. We clearly outperform pose recovery using the
generic model, and on average we can also improve on pose recovery
using the model generated by likelihood-based selection, random frame
selection as well as no frame selection.

Results are comparable, though much closer, on the HumanEva-I se-
quences. Here, our proposed frame selection is on one level with likelihood-
based selection but we can still clearly outperform pose recovery using the
generic model and pose recovery using the model generated by random
frame selection. We attribute this to the different properties of the data
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Torso Head L.Sh. L.Elb. L.Wr. R.Sh. R.Elb. R.Wr.

Labeled 3.8 4.6 5.2 9.0 11.8 5.3 8.6 10.5
Generic 5.0 6.2 9.2 16.0 23.2 8.7 14.2 18.2
Our 4.3 5.1 6.9 11.5 16.6 6.7 10.0 11.8
Likelih. 4.7 5.4 8.2 13.8 19.5 7.9 12.3 15.1
Random 4.7 5.6 8.3 13.8 20.3 8.0 12.2 14.5
None 4.7 5.6 9.1 13.8 18.6 8.7 13.8 15.1

Table 5.7: Quantitative results of pose tracking, per body part, averaged
over all sequences. Given is the pose tracking error to ground truth (in
cm) per body part, as specified in Equation (3.12). See Section 5.2.6 for
further details.

sets; in contrast to our own data set, each HumanEva-I sequence features
not more than one actor in a controlled indoor scenario (which allows for
easier foreground segmentation). The camera is significantly closer to the
subjects, as the area covered by all cameras is approx. 2× 2 m, vs. 4× 5
m for our data set. Consequently, the average errors achieved are lower
over all model types. See also Section 5.1.3 for a quantitative comparison
to previously reported results in the literature.

Overall, the results presented in Table 5.6 can be seen as a direct result
of the improved model vertex errors observed in Table 5.5. Figure 5.19
shows some example frames of recovered poses in different sequences using
the “generic” model and the model adapted using the proposed frame
selection.

5.2.7 Toward on-line shape model adaptation

General approach

In its current state, the shape and pose model adaptation described in this
chapter (see Sections 5.2.4 to 5.2.6) is designed for off-line use. It works by
analyzing the whole sequence to select the most “suitable” frames (Sec-
tion 5.2.4) before performing gradient-based optimization on them (Sec-
tion 5.2.5). Thus, for any sequence, pose recovery can be performed by
the three-step approach outlined in Figure 5.9. We showed in experiments
that our proposed frame selection method improves shape adaptation as
well as pose recovery performance compared to simpler frame selection
strategies (Section 5.2.6). It would be desirable, however, to integrate
model adaptation directly into the pose recovery/tracking framework of
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Figure 5.19: Example frames from the pose tracking evaluation; shown
are sequences S02, S06 (our data set) and S14, S19 (HumanEva). Upper
row: Generic model. Lower row: Optimized model (our algorithm).
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Chapters 3 and 4, such that the shape model is incrementally adapted
on-line during the pose estimation process.

A straightforward way to achieve this is to perform the model adap-
tation stage after each frame processed in the pose estimation system.
This way, given a fixed choice of number of selected frames F , the model
adaptation process would use all frames on the best trajectory up the cur-
rent time step for frame selection and the subsequently selected frames
for optimization. As long as the number of processed frames is J < F ,
one can choose to either not adapt the model at all or to select J frames
for model adaptation. During the pose tracking process, the actual opti-
mization step of the frame selection would not necessarily be performed
after every time step, but rather when the set of selected frames changes,
according to the Equation (5.9) in Section 5.2.4.

We did not evaluate the performance of this approach quantitatively.
The conjecture is that there is some performance loss compared to the
three-stage approach mentioned above, because there is no second pose
estimation run that is wholly executed with the already adapted model.
On the other hand, there is some model adaptation already performed
in the first (and only) pose estimation run. This feedback loop might
enable the selection of frames with lower pose input error, as pose recovery
improves.

Another aspect to consider is the automatic texture model adaptation
and its use in the pose hypothesis verification stage. We obtain a texture
model from the shape model and pose adaptation stage (Section 5.2):
Using the adapted model and resulting optimized poses, we can compute
the needed statistics (mean and variance) from our selected frames, in-
stead of following a time-recursive approach using the best trajectory as
in Section 5.1.2. This means that the texture model acquisition stage can
essentially be replaced by the shape model adaptation stage; the match-
ing strategy stays the same. Figure 5.20 shows an updated framework
overview diagram, including the proposed integration of model adapta-
tion.

While the outlined integration into our pose estimation system (see
Chapter 3) is quite straightforward on a conceptual level, there are a
few practical implementation issues. As described in Sections 3.4 and
3.5, the pose estimation framework makes use of both a pre-computed
exemplar library (Section 3.4.2) as well as on-line rendering of the shape
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Figure 5.20: Framework overview including shape model adaptation.

model (Section 3.5.2). For the on-line rendering, it is trivial to change the
shape model; however, modifying the exemplar library is more involved. If
performed accurately, this is a multi-stage process (see also Section 3.4.2):

• Re-generate the approx. 15× 106 exemplars assuming orthographic
projection using the new shape model.

• Construct part of the exemplar tree (from the top to level L∗) using
appearance-based grouping.

• Construct each sub-tree below level L∗ using appearance-based group-
ing.

• Discard the last level L+ 1.

Each tree level construction step involves clustering a potentially large
number of exemplars. In our original implementation this process can
only be performed off-line and takes a total processing time in the order
of magnitude of days. Therefore, we allow this process to be approximated
by keeping the actual clustering static. This can be achieved by just re-
generating the “prototype” exemplars for each tree node, i.e. performing
only the first step of the above mentioned stages.

However, even then the processing time to re-generate all tree exem-
plars can be prohibitive for an on-line system. Re-generating one exem-
plar involves rendering the exemplar assuming orthographic projection
and the subsequent conversion to a template, i.e. identifying edge and
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CHAPTER 5. TEXTURE AND SHAPE MODEL ADAPTATION

edge direction features. We can perform this step at a frame rate of
about 250 exemplars/second on a 3 GHz Intel PC with nVidia GTX 275
graphics card. Given approx. 170,000 exemplars, this process would take
about 11 minutes. Clearly, we need to speed up this process considerably
by introducing further approximations.

2D pose exemplar library adaptation by shape context matching

Based on the observation that we created the 2D pose exemplar tree us-
ing appearance-based grouping (see Section 3.4.2), we can speed up the
exemplar adaptation stage by re-generating only the exemplars up (and
including) to a certain tree level LR. We then learn 2D image plane
transformations between each original (i.e. generic model) and adapted
exemplar on this level and assign these estimated transformations to ex-
emplars lower in the tree. Doing this assumes that the exemplars below
each exemplar on level LR are representing poses very similar to the pose
described by the re-generated exemplar, which might not hold in every
case. For an error analysis, see below.

In order to learn suitable transformations of the 2D image plane, we
need to first establish correspondences between the points of two 2D pose
exemplars (e.g. between generic and adapted exemplar). Shape match-
ing using shape contexts [Belongie et al., 2002] provides an efficient ap-
proach to solving this correspondence problem. A rich feature descriptor
called the shape context is associated with every point and contains a his-
togrammed feature distribution relative to all other points in the point
set of an exemplar. Correspondences are then found by solving an opti-
mal assignment problem using dynamic programming. We now provide
a concise overview of the technique as applied by us; details on how to
implement shape context matching can be retrieved in Belongie et al.
[2002].

Given both the original (generic) and the re-generated point set of one
exemplar, we first sample the shape with approximately uniform spacing
along all connected edgelets. The overall contour of an exemplar is not re-
quired to be connected; instead we sample each connected contour edgelet
separately, in our case with 60 points per exemplar. For each point sam-
ple, the shape context is computed by computing the histogram over all
remaining points with respect to their distance and direction in log-polar
space. We follow the reference parameters of Belongie et al. [2002] and
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5.2. SHAPE MODEL ADAPTATION

use 5 bins for the distance log(r) and 12 bins for the direction angle θ. A
cost function between two points pi, qj given their histograms hi(k) and
hj(k) can be defined by the χ2 test statistic.

Cij ≡ C(pi, qj) =
1

2

K
∑

k=1

[hi(k)− hj(k)]
2

hi(k) + hj(k)
(5.24)

For a square cost matrix with entries Ci,j, the total cost of matching
H(π) =

∑

iC(pi, qπ(i)) where π is a one-to-one permutation can be mini-
mized by solving an instance of the weighted bipartite matching problem
using the Hungarian method [Papadimitriou and Stieglitz, 1982]. This
permutation determines the correspondences between the two point sets.

Given a point set correspondence, we can model a plane transforma-
tion T : R2 → R

2 by using a thin plate spline (TPS) model [Meinguet,
1979], a 2D generalization of a cubic spline. We model a coordinate
transformation on the image plane as two independent TPS functions

T (x, y) = (fx(x, y), fy(x, y)) (5.25)

where f(x, y) has the form

f(x, y) = a1 + axx+ ayy +
n
∑

i=1

wiU(||(xi, yi)− (x, y)||) (5.26)

with a kernel function U(r) = r2log(r2), U(0) = 0 and constraints on the
weights wi

n
∑

i=1

wi = 0 and

n
∑

i=1

wixi =

n
∑

i=1

wiyi = 0 (5.27)

The parameters ai and wi are computed by solving a linear system, while
using regularization to account for noise and outliers in the computed
correspondences. As in Belongie et al. [2002, Section 4.1], we set the
scale-independent regularization parameter λ0 = 1.0.

In our implementation, we re-generate the 200 + 2, 000 templates on
levels 1 and 2, and transfer the 2, 000 learned deformations from level
2 onto the remaining 20, 000 + 150, 000 exemplars in levels 3 and 4 (see
Sections 3.4.2 and Appendix A).
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Figure 5.21: Six examples of generic model (columns 1 and 4), adapted
model by deformation (columns 2 and 5) and adapted model by rendering
(columns 3 and 6).

Evaluation

Figure 5.21 shows examples of the deformation process against the (cor-
rect) rendering of the adapted model, for an adapted model with a wider
torso and slightly longer arms. It is observable that the adapted shape
can be fairly well approximated by the learned 2D deformation.

We now quantify this by means of plotting the average chamfer dis-
tance between the deformed and the re-rendered instances of an adapted
model exemplar on the tree leaf level, for different adapted models. See
Figure 5.22. We can use two different distance measures to quantify the
difference between generic and adapted model. Figure 5.22a shows the
(three-dimensional) average model vertex error of the generic model to
the adapted model (as used in Table 5.5) on the x-axis, while Figure 5.22b
plots the same with respect to the (two-dimensional) chamfer distance be-
tween rendered generic model (’original’) and re-rendered adapted model.

We can see that there is a mostly linear relationship between the input
error (expressed using either measure) and the output error, except for
an increased “base” error. Overall, the error of adapting a shape model
using shape context matching and 2D thin plate spline deformation is
about three times smaller than the error one makes when not adapting
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Figure 5.22: Quantitative analysis of the error of adapting the model of
a 2D exemplar tree using 2D image plane deformations, compared to re-
generating this tree by rendering. Both graphs show the same information
with respect to two input error measures ((a) 3D vertex error, (b) 2D pixel
error). Standard deviation is given as vertical bars.
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the shape model. Compared to re-generating each exemplar via rendering,
this approach, including part rendering, shape matching and deformation,
finishes in about 20 seconds on the above mentioned computer system,
i.e. it is more than 30 times faster. This makes it a viable alternative to
re-generating each 2D pose exemplar in an on-line setting.

Currently, we are learning 2D transformations on one particular level
of the exemplar hierarchy in order to apply them at the lower levels. As
an enhancement to this approach, one could learn at which particular
nodes in the hierarchy tree (up to a certain) said transformations should
be learned, i.e. including nodes on the lower levels, in order to further
increase accuracy of the transformed exemplars.

5.3 Summary and discussion

In this section, we presented an efficient method for 3D human shape and
pose adaptation that addresses both the selection of a suitable set of in-
put frames and a batch-mode adaptation step. In a series of experiments,
we demonstrated that the main components of our approach outperform
the state-of-the-art (Section 5.2.6). The adaptation step is carried out as
stochastic gradient-based optimization using an objective function based
on shape and texture cues (Section 5.2.5). We showed that the proposed
optimization approach can handle input pose errors up to 15 cm well. It
is computationally efficient compared to other recent methods [Balan and
Black, 2008], due to the differentiability of our objective function and the
resulting efficiency gain by selection of a suitable optimization strategy.
Regarding the proposed frame selection step, we made the point that
frame selection not only improves system efficiency by processing a sub-
set of frames, it can also lead to a better behaved optimization compared
to random or likelihood-based frame selection; in other words: it is qual-
ity, not size, that matters. Finally, we have outlined an approximative
approach to efficiently integrate our shape model adaptation algorithm
into our pose recovery system, without needing to recompute the 2D pose
exemplar tree from the ground up (Section 5.2.7).

Given our choice of shape model (composed of volumetric primi-
tives, see Section 3.2), our approach currently targets applications with
a medium amount of detail. In particular, we currently model the body
shape constant with regard to changing pose, which does not hold any-
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more when regarding a much finer level of detail, e.g. when taking mus-
cle movement of the human body into account. Approaches adressing
this have been developed recently [Anguelov et al., 2005], however, these
approaches still fail with respect to modeling loose clothing, which is
the most probably cause of intra-subject body shape variability among
dressed humans. To the contrary, recent work has mostly focused on re-
covering the body shape under clothing using models with learned strong
shape priors [Balan and Black, 2008, Hasler et al., 2009b]. As already
pointed out in Section 2.2, our choice of approach does not affect the
validity of our frame selection as well as optimization method.

Some limitations of our current approach should be addressed in fu-
ture work. While our system is designed to adapt the shape of one person,
extension to multiple people in one frame can be achieved in principle by
executing the adaptation multiple times (in parallel). However, we cur-
rently do not model occlusion of the subject by objects or other persons.
Experiments indicate that the system can deal with a minor amount of
occlusion, as long most selected frames are not affected. However, there
is a need to incorporate prior knowledge of occlusions directly into the
optimization process when intending to handle sequences with groups of
people. Also, while we have outlined integration of our shape adapta-
tion approach into the presented pose recovery system, the effect of this
additional feedback loop on performance remains to be investigated.
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6 Conclusion and Future Work

This thesis presented a novel framework for unconstrained 3D human pose
and shape recovery from multiple camera views in complex environments.

Pose recovery is implemented starting from a cascaded matching ap-
proach where the represented pose space is searched for each frame using
probabilistic hierarchical exemplar matching; the remaining stages re-
move and select pose candidate hypotheses by performing more accurate,
but computationally more expensive matching (Sections 3.4 to 3.5). Our
2D pose exemplar library covers the pose space of upright upper body
poses, i.e. we do not restrict ourselves to further sub-classes of allowable
poses or movements and do not use specifically tuned training sets to
learn models for different sequences. Furthermore, we introduced a proba-
bilistic pose selection strategy with automatic viewpoint selection, taking
shape saliency into account. Temporal integration consists of Viterbi-
style integration of poses to trajectories using a learned generic motion
model; predictions are generated using full trajectories for increased ro-
bustness (Chapter 4). We automatically learn an appearance model and
use it to increase the discriminative power of our likelihood computation
(Section 5.1). The model takes uncertainty of appearance on a pixel level
into account.

The choice of a generative model-based approach instead of a learning-
based discriminative approach greatly influences the workings of the sys-
tem, see also the discussion in Section 2.1.1. Using a generative model we
are able to adapt model shape and appearance based on image data (see
Chapter 5); furthermore, we are able to perform local pose optimization
after pose recovery (see Section 3.5.3). A combination of discriminative
and generative approaches for unconstrained 3D human pose estimation
is conceivable; a discriminative one-to-many mapping could be learned
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to roughly initialize a model-based pose (and/or shape) refinement stage.
See e.g. Rosales and Sclaroff [2006], Salzmann and Urtasun [2010] for
combinations of approaches with respect to regarding 2D human pose
estimation. Within the class of model-based approaches, we have chosen
to perform “tracking as detection”, as opposed to strictly time-recursive
approaches such as particle filtering. This makes pose re-initialization
possible in case of temporary estimation failure and also allows auto-
matic initialization in the first few frames without supplying initial ground
truth.

Shape and pose adaptation (Section 5.2) is implemented as a batch-
mode algorithm which addresses both the selection of a suitable set of
input frames and a subsequent adaptation stage. The latter uses the
previously selected frames to optimize an shape-texture objective function
over both shape and pose parameters using stochastic gradient descent.
We have outlined an approach for integrating the proposed shape and
pose adaptation approach into the pose recovery system (Section 5.2.7);
this involves an approximate adaptation of the exemplar shape library
at every time step where the shape model is changed. We propose an
on-line learning of transformations in 2D image space by means of shape
context matching in order to avoid a costly re-rendering of the complete
exemplar library.

While the current implementations make use of three overlapping cal-
ibrated cameras, the number of cameras is in principle adaptive. Our
pose recovery algorithms scale linearly with the number of cameras, be-
cause the exemplars and the rendered model are reprojected to all cam-
eras in the exemplar-based and rendering-based verification stages (see
Section 3.5). We currently require a minimum of two cameras for the es-
timation of a 3D position ~x in the exemplar-based pose verification stage.
The shape and pose adaptation method requires at least one camera and
also scales linearly with the number of cameras. Generally, we expect an
increase in the number of cameras to lead to an increase in estimation
accuracy which saturates at some point. Likewise, decreasing the num-
ber of cameras to two will lead to some decrease in estimation accuracy
due to the lower coverage of viewpoints around the subject. We did not
investigate optimal placement of a certain number of cameras but gener-
ally expect that placing three or more cameras evenly spaced around the
coverage area is not a bad choice.
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The experiments demonstrated a new quality to 3D pose recovery for
arbitrary (single) human movement in a noisy and uncontrolled environ-
ment. We have shown in 12 sequences to clearly outperform Partitioned
Annealed Particle Filtering [Deutscher and Reid, 2005], a state of the art
approach for Bayesian time-recursive model estimation, with an average
pose error of 9.5 cm (using both prediction mechanism (Section 4.3) and
automatic appearance model adaptation (Section 5.1) compared to 14.5
cm using [Deutscher and Reid, 2005]. The current approach also has some
limitations. The remaining failure mode of the system concerns prolonged
“ambiguous” poses with the hands close to the torso; the silhouette-based
approach stands little chance in recovering exact hand position. Further
work could add the segmentation-of and matching-with the weak internal
edges to the later process stages.

An extension of the chosen exemplar-based approach to whole-body
recovery (or to multiple possible shape models for capturing a larger vari-
ety of people) is straightforward. Whole-body recovery requires an exten-
sion of the 2D pose exemplar tree full-body exemplars. Unfortunately, the
combinatorics are rather unfavorable for truly unconstrained movement
(even when assuming standing subjects), so this approach will in turn
require much coarser joint angle discretizations in order to keep the addi-
tional memory requirements in check. As an effect of this, pose recovery
accuracy would almost certainly suffer. The main issue with this straight-
forward way of extending the 2D pose exemplar tree is the exponential
growth of the allowable pose set (see Section 3.4.1). Although our hybrid
clustering approach (Section 3.4.2) scales to the size of our pose set used,
further exponential growth of the pose set size would necessitate alterna-
tive clustering as well as alternative exemplar storage strategies. On-line
matching of such an extended exemplar library also poses new challenges,
despite the sub-linear algorithmic complexity matching in the number of
body poses as a result of the hierarchical representation. Therefore, an
alternative approach to whole-body pose recovery could be to decouple
joint angle estimation on the top level (e.g. decoupling of upper body
and lower body pose) and to perform fusion/integration after separate
matching.

Regarding the shape and pose adaptation, we showed in extensive ex-
periments that our optimization approach can handle input pose errors
up to 15 cm well and that the main components of our approach outper-

121



CHAPTER 6. CONCLUSION AND FUTURE WORK

Stage Section Time spent

Preprocessing 3.3 2%
2D exemplar matching 3.4.3 22%
Pose selection 3.4.4 2%
Exemplar-based verification 3.5.1 13%
Rendering-based verification 3.5.2 25%
Local pose optimization 3.5.3 32%
Temporal integr. & model adapt. 4.2, 4.3, 5.1 4%

Table 6.1: Approximate breakdown of computation time onto the sepa-
rate system stages.

form the state-of-the-art. The proposed frame selection stage not only
improves system efficiency by processing a subset of frames, it can also
lead to a better behaved optimization compared to random or likelihood-
based frame selection, as shown in Section 5.2.6. The differentiability of
our objective function and the selection of a suitable optimization strat-
egy results in an efficiency gain that makes our method computationally
efficient compared to other recent methods [Balan and Black, 2008]. In
Section 5.2.7, we outlined an approach to integrate the shape model adap-
tation algorithm into our proposed pose recovery system as described in
the preceding chapters 3, 4 and Section 5. Alternatively, one could extend
the current approach (i.e. Figure 5.1) by integrating a small number of K
different “generic” models into the exemplar tree (e.g. for adult vs. child,
male vs. female, thin vs. thick) and performing a model selection in ad-
dition to pose selection.

Our proposed pose and shape estimation algorithms do not work in
real-time yet. We implemented the pose estimation system in unopti-
mized C++ code; it currently requires about 30-40 s per frame (i.e. total
over three cameras at a timestamp) to recover 3D pose on a 3 GHz Intel
PC. Computing time approximately breaks down onto the separate stages
as given in Table 6.1. This is not fast in absolute terms, but it seems to
compare favorably with previously reported processing speeds in litera-
ture concerning 3D pose recovery with generative models against non-
stationary background (e.g. Balan and Black [2006], Gall et al. [2010],
Kohli et al. [2008], Lee and Cohen [2006], Lee and Nevatia [2009]), yet
direct comparisons are difficult due to the differing types of movement
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considered (for example, unconstrained upper body movement vs. whole-
body walking).

The current processing bottlenecks regarding pose estimation are the
pose hypothesis generation (Section 3.4), pose verification by graphi-
cal rendering (Section 3.5.2) and local pose optimization (Section 3.5.3)
stages. These stages could easily be parallelized, allowing for a near-linear
reduction of processing time with available CPU/GPU cores. Overall,
we did not exploit parallelism (i.e. multi-threading) in our implemen-
tation, neither at the camera-level, nor at the finer, pose-solution level.
The only exception to this was local pose estimation where the opti-
mization step was parallelized over the number of chosen solutions, over
four CPU cores. The admittedly expensive local optimization step could
be significantly speeded up by a GPU implementation, parallelized over
the number of sampled model vertices. Another way to improve system
effiency is by parameter setting. We did not spend major time on param-
eter tuning for efficiency and selected conservative truncation thresholds
(e.g. τ1, ..., τL, KPosSel, KPosV erEx, KPosV erRdr) for the various process-
ing stages. Gavrila and Munder [2007] describe an automatic procedure
to optimize parameters in a multi-stage cascade architecture, based on
successive ROC optimization. Overall, we still see considerable poten-
tial for optimization both on the parameter level and especially on the
implementation level (parallelization, specialized GPU routines).

Shape and pose adaptation using batch optimization of 8 frames (with
3 views each) requires about 20 s of processing time for the proposed
approach, using mostly multi-threaded C++ code running on a 3 GHz
Intel PC. To this end, it is computationally efficient compared to other
recent methods (e.g. Balan and Black [2008], 40 min/model). Again, we
still see optimization potential by implementing the core routines GPU-
based, exploiting hardware parallelism.

Given Moore’s Law1, which describes the approximate doubling of the
number of transistors on an integrated circuit every two years along with
the associated increase in computing power, we can expect that real-time
capabilities of an optimized hardware implementation are in reach within
the next few years.

The thesis focused on the recovery of the pose and shape for one sub-
ject. Multi-person pose and shape recovery could be achieved with our

1http://en.wikipedia.org/wiki/Moore’s_law
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framework by executing the system multiple times on all recognized 3D
blobs in the image pre-processing stage (see Section 3.3). We made the
assumption that people do not occlude each other in any camera view;
in practice this currently means that subjects should not be too close
to each other. For more complex conditions, the system could be built
on top of a multi-3D blob tracking approach, e.g. Fleuret et al. [2008],
Liem and Gavrila [2009] to better handle track consistency in case of
multiple persons being in close vicinity, i.e. avoidance of ID changes. Re-
garding inter-person occlusion, in case the occlusion boundaries between
two or more people are known, one can use this information to mask
out occluded parts of the model in the affected camera views. Only the
non-occluded parts should then be used for shape matching by removing
the penalty (e.g. contribution to chamfer distance) for projecting a hu-
man body model to masked out regions. Finally, we note that there are
first recent attempts to jointly estimate the 2D pose of multiple people
[Eichner and Ferrari, 2010].

In this work, we have made the contribution of a novel framework for
unconstrained and markerless 3D human pose estimation and shape adap-
tation in a complex outdoor environment. In general, recent approaches
have shown successful 3D pose estimation or shape model estimation in
both single frames and on whole sequences. Future developments in the
field will comprise solutions for combining 3D pose and shape estima-
tion in single frames, where the main challenge lies in handling the high-
dimensional state space. We will most likely see further approaches for
pose and shape detection for groups of people, estimated jointly, intro-
ducing accurate occlusion handling. Approaches to shape modeling will
become more sophisticated to solve for dynamically changing appearance
of people; e.g. with or without backpack, jacket, etc. Active research in
markerless pose and shape estimation will continue throughout at least
the next decade, working toward the ambitious goal of being able to cor-
rectly recognize all feasible pose and shape combinations of any number
of subjects in real-time.
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A Main System Parameters and
Their Settings

Overall

• |C | = 3 Number of cameras (Section 3.3)

Pre-processing

• (Sx × Sy × Sz) = (10 m × 10 m × 2 m) Size of cuboid in which
volume carving is performed (Section 3.3)

• (Dx ×Dy ×Dz) = (200× 200× 75) Number of voxel grid divisions
in the ground-plane oriented coordinate system (Section 3.3)

• NVoxelThresh = 5000 Threshold on number of voxel elements below
which 3D blob is removed (Section 3.3)

• mmin = 0.5 Minimum fraction of accumulated “mass” required of
3D blob in projection image (Section 3.3)

• htorso = 70 cm Threshold below which voxels are removed w.r.t. the
z-coordinate (height) in the ground-plane oriented coordinate sys-
tem (Section 3.3)

Pose exemplar representation (Sections 3.4.1 and 3.4.2)

• Below table lists upper- and lower- bounds (in degrees) and step
sizes for the pose space discretization (Section 3.4.1)
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Angle upper
bound

lower
bound

nr steps

φt 75 90 3
θt 80 100 3
ψt -180 157.5 16
φh -30 0 2
ψh -30 30 3
φls, φ

r
s -45 144 8

θls, θ
r
s 15 148 8

ψl
s, ψ

r
s -80 100 9

θle, θ
r
e 0 140 6

Table A.1: Pose space discretization bounds (in degrees) and step sizes.

• Non-colliding 3D poses are considered “allowable” (Section 3.4.1) if
they fulfill following inequalities

θs ≤ 1.5 θe + 310◦ (A.1)

θs ≤ −0.5 ψs + 110◦ if ψs > 40◦

φs ≥ 3 ψs − 160◦

where (φs, θs, ψs) are the Euler angles (in degrees) of the shoulder
joint and (θe) is the elbow joint angle, see Figure 3.2. The above
bounds were determined experimentally.

• N∗ ≈ 20000 Maximum number of 2D pose exemplars that can still
be practically handled with a partitional clustering algorithm of
quadratic complexity, on a particular hardware (Section 3.4.2)

• B = 10 Branching ratio of tree of 2D pose exemplars (non-leaf level)

• L∗ = 3 Level of tree that is constructed with a partitional clustering
algorithm of quadratic complexity. Value is determined by N∗ and
B.

• |Sl| Number of 2D pose exemplars at tree level l. |S1| ≈ 200, |S2| ≈
2000, |S3| ≈ 20000, and |S4| ≈ 150000 (Section 3.4.2)

• {f1sub, f
2
sub, f

3
sub, f

4
sub} = {3, 2, 1, 1} Sub-sampling factors for the ex-

emplars on the respective tree levels 1, . . . , 4
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Single frame pose recovery (Sections 3.4.3 – 3.5.3)

• σl Subsampling factor (in pixels) for exemplar data at tree level l.
σ1 = 3 px, σ2 = 2 px, σ3 = 1 px, σ4 = 1 px (Section 3.4.2)

• γl Image grid size (in pixels) for interest locations for matching at
tree level l. γ1 = 6 px, γ2 = 3 px, γ3 = 1 px, γ4 = 1 px (Section
3.4.3).

• τl Threshold on posterior for nodes at tree level l. τ1 = 0.01, τ2 =
0.016, τ3 = 0.02, τ4 = 0.024 (Section 3.4.3).

• ux Area of non-maximum suppression at process stage x, before
truncation. In particular,
uPosHyp = 2 pixels (Section 3.4.3),
uPosSel = 1.25 cm (Section 3.4.4),
uPosV erEx = 1.75 cm (Section 3.5.1)
uPosV erRdr = 0 cm (no non-maximum suppression) (Section 3.5.2)

• Kx: Number of hypotheses that are generated by process stage x,
after truncation. In particular,
KPosHyp ≈ 300000 Value is determined by τ1...τ4 (Section 3.4.3),
KPosSel = 30000 (Section 3.4.4),
KPosV erEx = 2000 (Section 3.5.1),
KPosV erRdr = 800 (Section 3.5.2), and
KPosV erRdrOpt = 50 (Section 3.5.3)

Temporal Integration (Sections 4.2 – 4.3)

• T = 50 Number of image frames of time interval for which the best
trajectories are computed

• Ktraj = 500 Number of best trajectories obtained by List-Viterbi
algorithm

• λ = 0.28 Weighting parameter for influence of temporal model

Appearance Model Adaptation (Section 5.1)

• α = 0.1 Learning rate pixel-based texture adaptation
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• Rb Texture model resolution (in pixels) for different body parts.
Rtorso = 32 px × 32 px, Rhead = Ru.arm = Rl.arm = 16 px × 16 px,
Rneck = Rhand = 8 px × 8 px

Shape model adaptation (Section 5.2)

• F = 8 Number of frames selected

• τ = 0.6 Weighting parameter in frame selection cost function (Sec-
tion 5.2.4)

• NFrSelIter = 25000 Number of iterations of cost function evaluation
in frame selection optimization process (Section 5.2.4)

• λopt = 0.003 Texture term weighting parameter in objective func-
tion (Section 5.2.5)

• µopt = 0.5 Penalty term weighting parameter in objective function
(Section 5.2.5)

• µg = 0.05 Meta-parameter for stochastic gradient descent (Sec-
tion 5.2.5)

• λg = 0.6 Meta-parameter for stochastic gradient descent (Section 5.2.5)

• niterLocal = 20 Number of iterations for one step of pose or shape
parameter optimization

• niterGlobal = 250 Maximum number of iterations for optimization
process

• Dinit
vertex = 6 cm Initial (coarsest) vertex sampling distance (Sec-

tion 5.2.5)

• Dend
vertex = 2 cm Finest vertex sampling distance (Section 5.2.5)
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B Camera calibration parame-
ters

Given here is the intrinsic and extrinsic camera calibration data (matrices
Ki, Ri, Ci), as well as lens distortion coefficients (κi1, . . . , κ

i
4) for all three

cameras of the data set (i = 0, . . . , 2). See Section 2.2.3. Length units
(i.e. vectors Ci) are given in mm; the entries of the intrinsic calibration
matrices (Ki) are given in pixels.

Camera 0

K0 =





861.99 437.85
865.41 308.87

1





R0 =





1
1

1





C0 =





0
0
0





κ01 = −0.313006, κ02 = 0.265111 κ03 = 0.002803 κ04 = 0.002722

Camera 1

K1 =





949.63 453.19
955.21 288.32

1
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APPENDIX B. CAMERA CALIBRATION PARAMETERS

R1 =





0.558295 −0.503696 0.659240
0.318107 0.863841 0.390625
−0.766234 −0.008375 0.642507





C1 =





7021
−548
3259





κ11 = −0.277892, κ12 = −0.225067 κ13 = 0.001790 κ14 = 0.000899

Camera 2

K2 =





738.38 389.79
739.89 292.76

1





R2 =





−0.823996 −0.198998 −0.530501
−0.436866 0.819364 0.371203
0.360804 0.537627 −0.762088





C2 =





−3326
−5519
12535





κ21 = −0.334391, κ22 = 0.122110 κ23 = −0.002165 κ24 = −0.000181
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C Pose and Shape Model
Labeling Tool

In order to accurately label the ground truth for the subjects of our data
set, a labeling tool was written by Michael Hofmann and Julian Kooij
(UvA). Figure C.1 shows a screenshot of this tool in use.

The program reads information about a sequence such as frame data
and camera calibration and displays either a single view or all views
simultaneously on-screen. The images for each view can be independently
zoomed and panned in order to show the relevant sections of each frame.
The user can browse the sequence via a time-line bar, which is also used
to display information regarding the labeling of (potentially multiple)
subjects in the scene. Subjects can be globally added and removed from
the scene, depending on how many subjects are in the respective sequence.
Each subject can be assigned a distinct shape model in order to reflect
the physique of the actor.

Body pose for each subject in each frame is computed by placing
2D markers into the scene images. The markers are associated with the
model skeleton joints (shoulders, elbows, wrists, pelvis, knees, ankles)
and end points (top of foot, top of head, between eyes) and displayed
in different colors for the left and right sides of the body. Each marker
needs to be set in at least two views per frame; the additional placement
in a third view (if visible) will increase accuracy. The 3D position of a
marker is computed as the centroid of the pair-wise triangulation of the
2D markers.

Given a sufficient labeling of a frame, the pose that fits the markers
best given the set shape model can be computed using inverse kinematics.
We express the non-linear optimization as a least-squares problem where
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APPENDIX C. LABELING TOOL

Figure C.1: Screenshot of the pose and shape model labeling tool. A
display of the four possible views (three cameras used here) occupies the
majority of screen space. A time line bar enables the user to switch to
other frames and indicates presence of labeled frames. On the left side,
an overview of the set markers in the current frame is shown.
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the squared distance between user-set markers and computed 3D locations
on the shape model is to be minimized.

f(~π) = ||~pmarker − ~pjoint(~π)||
2 (C.1)

where ~pmarker is a vector of concatenated triangulated 3D marker positions
and ~pjoint(~π) is a vector of computed joint positions from the pose param-
eters ~π. Optimization is carried out using the Levenberg-Marquardt algo-
rithm [Marquardt, 1963], using the linearly interpolated pose between the
previous and the next labeled frame as initialization for ~π. See Figure C.2
for an illustration of the labeling and pose optimization process.

The shape model parameters can be set by a dialog and can also be,
after frame labeling, partly adapted using statistics of the markers, i.e. the
means of distances between labeled joint locations. Several other dialogs
provide options to manually set pose parameters, change the model ap-
pearance, display or hide certain body parts or change the global appear-
ance of the rendered models; see Figure C.3.
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APPENDIX C. LABELING TOOL

(a)

(b) (c)

Figure C.2: Overview of the labeling and pose optimization process. (a)
The user places markers at pre-defined joint positions. (b) After setting
a marker in more than one camera view, the triangulated 3D position of
each joint is indicated by a small sphere (behind the marker). (c) With all
markers set in at least two frames, the user can trigger the optimization
process (optimized pose shown here).
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(a)

(b)

Figure C.3: Screenshots of (a) the pose modification dialog, (b) the shape
modification dialog.
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