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4 Temporal Integration and
Prediction

4.1 Overview

Chapter 3 presented a probabilistic approach to pose recovery in which we
detect likely pose configurations (“pose hypotheses”) in every frame. In
this chapter, we combine the single-frame pose recovery with a temporal
integration mechanism where we treat tracking as a problem of combining
the detections at several time steps. By doing so, there is no need to rely
on specific initial poses to jump-start the pose estimation. The framework
thus also entails automatic re-initialization after a period of failure.

Figure 4.1 presents an overview of the proposed extended framework.
Temporal integration consists of computing Ktraj best trajectories in
batch mode using a Viterbi-style maximum likelihood approach. The
multiple trajectory hypotheses are used to generate pose predictions, aug-
menting the 3D pose candidates generated by single-frame pose recovery
at the next time step. We will discuss texture model adaptation in the
following chapter, Section 5.1. Using input from three calibrated cameras,
we are able to handle arbitrary movement – i.e. not limited to walking and
running – in cluttered scenes with non-stationary backgrounds (see Fig-
ure 3.3). As in the last chapter, main system parameters are denoted by
variables whose values used in our experiments are given in Appendix A.
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CHAPTER 4. TEMPORAL INTEGRATION AND PREDICTION
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Figure 4.1: Overview of the pose recovery framework including temporal
integration and prediction. See Section 4.1.

4.2 Temporal integration

See Figure 4.1. After executing the single-frame pose recovery stages out-
lined in Sections 3.4 through 3.5.3, we obtain a number of pose hypothe-
ses that have been filtered through multiple stages and are now ranked
by their multi-view observation probability (see Equation (3.22)). The
following stage disambiguates these multiple hypotheses over time and
determines pose trajectories that both match the observations well and
exhibit coherent motion. We formulate this as the following optimization
task: given a sequence of observations O0, . . . ,OT , find the pose sequence
(~π0, ~x0), . . . , (~πT , ~xT ) ∈ Π0 ×X0, . . . ,ΠT ×XT that maximizes

p(~π0, ~x0, . . . , ~πT , ~xT |O0, . . . ,OT ) ≡ p(~π0:T , ~x0:T |O0:T ) → max (4.1)

Under assumption of the Markov property

p(~πt, ~xt|~π0:t−1, ~x0:t−1) ≡ p(~πt, ~xt|~πt−1, ~xt−1) (4.2)
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4.2. TEMPORAL INTEGRATION

...

Figure 4.2: Graphical model of the Hidden Markov Model specified by
Equation (4.3). The latent variables (~πt, ~xt) are discrete in the sense that
they can only take the values of the detected and predicted states at time
step t. The observablesOt are generated by evaluation of Equation (3.22).

and through use of Bayes’ rule, we reach the following maximum likeli-
hood formulation

p(~π0:T , ~x0:T |O0:T ) ∝

T
∏

t=0

p(Ot|~πt, ~xt) ×

T
∏

t=1

p(~πt, ~xt|~πt−1, ~xt−1)
λ. (4.3)

p(~πt, ~xt|~πt−1, ~xt−1) denotes the pose transition likelihood as a first-order
Markov chain, while p(Ot|~πt, ~xt) is the observation likelihood of Equa-
tion (3.23). λ is a weighting parameter that controls the relative influence
of the transition model over the observation model. This is essentially a
Hidden Markov Model (HMM) [Rabiner, 1989] formulation with tran-
sition and emission probabilities as stated above. See Figure 4.2 for a
graphical model and Figure 4.3 for an illustration of the trellis structure
across time.

For the transition model, we evaluate the distances of a set of 3D
locations on the model between a pose hypothesis and its predecessor in
the previous frame. More specifically, let dk be the magnitude of dis-
placement of body part k, from t−1 to t; we then compute the transition
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Figure 4.3: Illustration of the Hidden Markov Model trellis structure (four
hypotheses per time instant). Shown are for each time step t the allowed
latent variable states [~π, ~x]it. The transitions probabilities, indicated by
lines between the states, are given by the transition model.
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4.2. TEMPORAL INTEGRATION

likelihood as follows:

p(~πt, ~xt|~πt−1, ~xt−1) = p(dtorso) (4.4)

× p(dl.shoulder)× p(dl.elbow|dl.shoulder)

× p(dl.wrist|dl.elbow)× p(dr.shoulder)

× p(dr.elbow|dr.shoulder)× p(dr.wrist|dr.elbow)

For improved accuracy, we condition the displacement of the elbow on
that of the adjoining shoulder, and the displacement of the wrist on that
of the elbow. Figure 4.4 shows the estimated probability distributions
for the examples of elbow and wrist. Note that the above decomposition
only relates to the computation of the transition probability, in order to
cope with the limited amount of training data (see Section 3.6); all pose
parameters are estimated jointly in the current exemplar-based approach.
We chose this 3D distance-based transition model over a model based on
the Euler angle values to avoid issues with singularities. Furthermore, a
distance measure based directly on the Euler angles would not accurately
reflect the amount of motion at different parts of the body, while the
suggested model does this. For example, a small change in the torso twist
angle parameter can effect a large motion of the wrist of an outstreched
arm, while the same parameter change in the arm twist angle might
not have an effect on the wrist position at all, depending on the other
rotation angle parameters of the arm. Alternative models based on Euler
angle differences and dimensionality reduction using PCA were explored
in preliminary work [Kooij, 2008].

The type of problem formulated in Equation (4.3) is solved by applica-
tion of the Viterbi algorithm [Rabiner, 1989] on the input data, classically
used in a post-processing step for state disambiguation. The Viterbi al-
gorithm is designed to solve the decoding problem of an HMM, i.e. to find
the optimal state sequence ~π0:T , ~x0:T given an observation sequence O0:T .
In our case, we compute Equation (4.3) “on-line” for each frame in a slid-
ing window over the last T frames. Furthermore, we make use of a parallel
List Viterbi Algorithm (LVA) (Seshadri and Sundberg [1994]) implemen-
tation to compute not only the optimal, but the Ktraj best trajectories
through the Viterbi trellis at each time step. For our experiments, we
chose Ktraj = 500; we found that this is large enough a number to ensure
sufficient trajectory diversity and small enough to keep all trajectories in

59



CHAPTER 4. TEMPORAL INTEGRATION AND PREDICTION

0 5 10 15 20
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4
PDF of elbow displacement, conditioned on shoulder displacement

Elbow displacement [cm]

P
ro

ba
bi

lit
y 

de
ns

ity

 

 
d

shoulder
 < 0.8 cm

0.8 cm < d
shoulder

 < 1.6 cm

1.6 cm < d
shoulder

 < 2.4 cm

d
shoulder

 > 2.4 cm

0 5 10 15 20
0

0.1

0.2

0.3

0.4

0.5

0.6
PDF of wrist displacement, conditioned on elbow displacement

Wrist displacement [cm]

P
ro

ba
bi

lit
y 

de
ns

ity

 

 
d

elbow
 < 1.2 cm

1.2 cm < d
elbow

 < 2.4 cm

2.4 cm < d
elbow

 < 3.6 cm

d
elbow

 > 3.6 cm

Figure 4.4: Probability density functions of estimated distributions for
elbow and wrist movement. The conditional limits were chosen to equally
distribute the amount of available training data.
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4.3. PREDICTION

system memory. The Ktraj best trajectories are used to compute suit-
able pose predictions as explained in Section 4.3. We use the single best
trajectory as immediate system output at any time instant t.

4.3 Prediction

We generate 1
2KPosV erRdr pose predictions at every time step that aug-

ment the detections of the next time step (i.e. to obtain half as many
predictions as detections), as indicated in Figure 3.1; these are generated
using whole trajectory information. To generate predictions at time step
t, the desired number of trajectories is sampled with replacement from the
set of best trajectories with a probability proportional to the trajectory
likelihood determined by the LVA algorithm.

For each trajectory sample, all 3D joint locations are independently
filtered over the current length of the trajectory. We use a Kalman filter
[Welch and Bishop, 1995] and a constant acceleration dynamical model
for each 3D joint location to determine a 3D position prediction. With
position at time step t denoted as p(t), velocity as v(t) and acceleration
as a(t), we model

p(t+ 1) =p(t) + v(t)∆t+ a(t)
∆t2

2
(4.5)

v(t+ 1) =v(t) + a(t)∆t (4.6)

a(t+ 1) =a(t) (4.7)

assuming ∆t = 1 and set the state transition matrix A (following nomen-
clature of [Welch and Bishop, 1995]) accordingly. Given the current state,
we perform the prediction update of the Kalman filter for each joint lo-
cation. A new joint location ljoint ∈ Ljoint is sampled from a normal
distribution given the predicted state and its estimated covariance, cor-
respondingly.

We obtain a pose prediction (~̃πkt+1, ~̃x
k
t+1) from the set of predicted

3D joint locations Ljoint by inverse kinematics using the last trajectory
pose as an initialization. More specifically, we minimize the following
least-squares problem

(~̃πkt+1, ~̃x
k
t+1) = argmin

(~π,~x)

∑

li∈Ljoint

(li − fi(~π, ~x))
2 (4.8)
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CHAPTER 4. TEMPORAL INTEGRATION AND PREDICTION

where fi(·) is a function which provides a mapping from the pose param-
eters (~π, ~x) to the i-th joint location in the world coordinate system. The
minimization process is performed by constrained nonlinear optimization
using the Levenberg-Marquardt algorithm [Marquardt, 1963].

Note that at this stage, state estimation is no longer constrained to
the discrete space, due to the local pose estimation of Subsection 3.5.3
and the above-mentioned prediction mechanism.

4.4 Experimental results

We now evaluate the framework extended by temporal integration and
prediction mechanisms on experimental data (see Section 2.2.3). The
generic motion model (Section 4.2, see also Figure 4.4) was derived from
the aggregated CMU Graphics Lab Motion Capture Database data set1.
This data set contains more than 140 subjects performing various kinds
of motions, classified into six different categories (Human Interaction,
Interaction with Environment, Locomotion, Physical Activities & Sports,
Situations & Scenarios, Test Motions). It was recorded using 12 infrared
cameras which captured markers on the subjects at 120 Hz. See also the
description of the data set on its web site. We performed conversions to
the degrees of freedom of our shape model by using only the respective
joints and adjusted the frame rate to our frame rate by subsampling the
image stream. In the end, the data yielded 756,844 frames for training
which were all aggregated into the model described in Section 4.2.

Figure 4.5 depicts examples of estimated poses after running the whole
system using shape and texture cues, taken from the best trajectory. A
quantitative evaluation in terms of the deviation between estimated and
ground truth 3D pose over the entire dataset is given in Table 4.1. As
can be seen, by adding pose hypothesis predictions (Section 4.3) to the
pose recovery framework, we achieve a reduction of the mean pose error
over our dataset from 10.7 cm to 10.3 cm, on average. Table 4.2 shows
the average pose error at particular joint locations. It can be observed
that the pose error increases from the root of the articulated structure
(torso) to the extremities (elbows).

We also compared the different instantiations of our system with the
hierarchical Partitioned Annealed Particle Filter (PAPF) (Deutscher and

1http://mocap.cs.cmu.edu/
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4.4. EXPERIMENTAL RESULTS

Figure 4.5: Examples of recovered poses in the three camera views for
multiple persons (best trajectory, shape and texture cues). Shown are
image cut-outs.
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CHAPTER 4. TEMPORAL INTEGRATION AND PREDICTION

Sequence Our system PAPF
det. only det. & pred.

S01 11.0 (3.3) 11.0 (3.9) 11.6 (5.3)
S02 12.4 (5.5) 13.5 (6.4) 13.5 (4.1)
S03 11.6 (6.0) 12.1 (6.6) 8.0 (3.7)
S04 7.1 (3.0) 7.1 (3.7) 8.0 (3.8)
S05 12.4 (7.6) 11.4 (6.6) 18.3 (16.4)
S06 12.4 (3.7) 12.4 (4.0) 22.7 (8.5)
S07 13.0 (7.4) 11.3 (5.5) 16.9 (7.9)
S08 10.6 (7.7) 10.1 (6.7) 28.6 (16.3)
S09 7.8 (2.8) 7.9 (2.9) 12.4 (9.0)
S10 11.4 (8.6) 9.4 (4.0) 11.9 (5.2)
S11 9.9 (4.8) 9.2 (4.0) 13.2 (7.2)
S12 8.7 (4.0) 8.1 (3.7) 7.2 (2.9)

avg. 10.7 (5.4) 10.3 (4.8) 14.4 (7.5)

Table 4.1: Average mean pose error (Equation (3.12), in cm) and standard
deviation over 12 test sequences.

torso head r.sh. r.elb. r.hnd l.sh. l.elb. l.hnd
error 5.8 6.5 7.3 13.1 17.0 7.3 11.9 13.4
std.dev 2.2 2.6 3.3 8.3 12.2 3.4 7.1 9.0

Table 4.2: Average pose error (summands of Equation (3.12), in cm)
and standard deviation over 12 test sequences using our proposed system
(detections & predictions), for each measured location.
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Reid [2005]), a state-of-the-art technique for tracking high-DOF (uncon-
strained) articulated movement. In general, particle filters are widely
used as a Bayesian sequential estimation method for pose estimation (see
Section 2.1.1). We compare to the PAPF algorithm due to its general ap-
plicability for tracking pose, given an observation and a transition model.
Unlike Shape-from-Silhouette approaches, it does not require perfect sil-
houette segmentation. The algorithm is using a modified particle filter
to approximate the posterior distribution. For state estimation in each
frame, the set of particles is resampled over multiple layers by an an-
nealing process that re-weights the observation likelihood in each layer.
The series of weighting functions is designed such that the likelihood is
initially very broad, representing the overall trend of the search space,
while at the end it should be very peaked, emphasising local features.
Therefore, the influence of local maxima of the posterior is reduced at
the beginning of each annealing step and increased gradually. This ap-
proach helps overcome these local maxima to concentrate more particles
close to the global maximum.

In order to focus on the essential differences, we implemented the
PAPF using the same foreground segmentation (Section 3.3), shape-based
likelihood computation as cost function (see Equation (3.22)) and motion
model data (CMU MoCap) for initializing the diffusion covariance. After
some tuning, we selected a parameterization with 4 layers for our 16 DOF
model (cf. 10 layers for a 30 DOF model in Deutscher and Reid [2005])
and 200 particles per layer, as in Deutscher and Reid [2005]. The PAPF
was initialized with the ground truth in the first frame of each sequence,
while our system does not rely on manual initialization.

In our experiments, we observed a good performance of the PAPF on
many sequences. However, for more difficult sequences (appreciable back-
ground clutter, ambiguous poses, fast torso turning), we observed that
the PAPF particles diverted away from the correct solution after a while,
with little chance for recovery. Unlike the particle filtering approach, our
system is inherently able to re-initialize after temporary likelihood am-
biguities, due to the single-frame pose detection component that yields
candidate poses independently generated at every time step. On average,
our proposed approach outperformed PAPF considerably (avg. pose error
down to 10.3 cm vs. 14.4 cm), even though the latter had been initialized
with the ground truth pose.
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Figure 4.6: Pose error (in cm) for best trajectory for three system con-
figurations (with and without prediction; S:shape, T:texture) and for the
PAPF. The background shows histograms of the pose distance of the
single-frame detections per time step (lighter shades indicate higher den-
sities). For texture-based model adaptation, see Section 5.1.

Figure 4.6 provides a closer look at the timeline of a challenging track-
ing sequence (S08) with two 360◦ torso turns in short succession (frames
70-150 and 180-340). The figure shows the pose error (Equation (3.12))
over time for the best trajectory using the system configurations listed in
Table 4.1, as well as a comparison with the trajectory obtained by the
PAPF approach. The greyish background captures the distribution of
the pose error over the poses obtained (i.e. by detection, or by predic-
tion from a previous time step); lighter shades indicate higher densities.
For example, one observes in Figure 4.6 a whitish band for the first 150
frames for pose error interval 35-45 cm; this corresponds to a cluster of
solutions for which the torso twist is misaligned by 180◦. In this sequence,
the Viterbi-based approaches are able to track the two 360◦ torso turns,
whereas the PAPF estimates the torso orientation almost unchanged. See
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Figure 4.7 for an illustration. It is noteworthy that no other parameter-
ization of the PAPF algorithm we tried was able to improve on this;
for example, scaling up the diffusion covariance to generate more diverse
particles leads to loss of track even earlier due to drift.

We take this as an example of the increased robustness of the proposed
trajectory-based estimation which combines multi-hypothesis detection
and prediction. Without the additional prediction generation mechanism
(Section 4.3), our system can only use the detections provided by our
single-frame pose recovery. Using this setting, we can see a temporary
starvation of correct detections around frame 175 (and, to a lesser degree,
at frames 350 and 400) due to ambiguous likelihood measurement in the
hypothesis generation stage; using the two system configurations that
include predictions, these frames are correctly “bridged”.

Figure 4.8 shows Viterbi trajectories at different ranks (K = 1, 40, 90, 110)
within the Ktraj best trajectories computed. Shown is time step t = 189
of the same sequence, during a torso turn where there is considerable
ambiguity regarding the torso orientation (see also Figure 4.6). Our mul-
tiple trajectory representation captures the pose diversity associated with
this ambiguity and more. Note that the “best” Viterbi trajectory at this
time step represents an incorrect motion with the upper body turned
around 180◦. The trajectory with the smallest pose error appears at rank
110 (observe the color coding of the arms). The ambiguity is eventually
removed after processing the observations of further time steps.

4.5 Summary and discussion

In this chapter, we discussed an extension to the system introduced in
Chapter 3 which enables temporal integration of the ranked pose hypothe-
ses output by the 3D pose candidate verification stage (Section 3.5), as
well as the generation of additional prediction hypotheses which are then
verified in the subsequent time step.

Given the high dimensionality of the state space and the weak mo-
tion model (arbitrary human movement), we opted for a sliding window
batch-mode framework (Section 4.2) rather than a recursive framework.
A temporary breakdown in detection can be better bridged by the se-
lected approach. Furthermore, the approach allows an automatic (re-
)initialization of system after a prolonged failure of detection.
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Figure 4.7: Comparison between our system (top) and the PAPF
[Deutscher and Reid, 2005] (bottom); frames 202 and 306.
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K=1
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K=110
t-4 t-3 t-2 t-1 t

Figure 4.8: Visualization of variously ranked Viterbi trajectories within
the Ktraj best trajectories computed, at time step t=189 (one camera
view only). Left arm: green, right arm: blue. From left to right: poses
at various time steps. From top to bottom: poses at various ranks.
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The proposed approach offers increased estimation stability compared
to particle filtering. While the set of detections and added predictions
can be regarded as a particle set weighted by the respective observation
probabilities, we do not base our pose predictions on resampling and
diffusion. Instead, we compute a set of likely trajectories in every frame
in order to improve the quality of our predictions, in particular given a
high-dimensional state space in which efficient sampling is difficult.

As remarked in Navaratnam et al. [2005], one interesting property of
the Viterbi algorithm (or, more generally, of the related Forward algo-
rithm [Rabiner, 1989]) is that when backtracking all possible paths from
a frame at a time instant t, the paths tend to collapse to one path for
all time instants tc < t − τ , where τ is a constant, typically ≈ 10. This
means that the time-delayed output is not expected to change much for
time instants tc < t − τ . In practice, we observed successful “bridging”
of ambiguous sequence parts of about 15-20 frames.
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