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Summary

The National Authority for Data concerning Nature has been appointed by the Min-
istry of Agriculture, Nature and Food Quality, and has been assigned the task of mak-
ing available nature data and of promoting its use. The logical data model described 
here is intended for everyone in The Netherlands (and beyond) who stores, exchanges 
and/or processes species observations. It describes how the National Authority models 
these data, and offers a good starting point, and perhaps a complete solution, for other 
systems.

Our goal has been to make the model as simple as possible, but not so simple as to 
lose information during data conversion. Compared to earlier versions of this logical 
data model, this version 3 is substantially more powerful (in the sense that more data 
can be properly expressed), while the size and complexity of the model have 
increased relatively little.

The model comprises classes for modelling observations, surveys, (a limited amount 
of) quality information, codes and taxa, species traits and species policy lists. For 
observations, the species, kind of object, location, time, abundance can be expressed, 
as well as uncertainty in these attributes. Nominal or ordinal abundance scales, such 
as those used for vegetation surveys, are also supported. Persons involved and usage 
conditions can be modelled, and finally there is a flexible extension system with 
which additional attributes can be added to an observation in a controlled way.

For pre-planned observations it is possible to store information about the survey as 
well as of the observations, including the research location (fixed monitoring sites, 
permanent quadrats) and a literature reference. Here too additional attributes may be 
added. All this is then grouped by project. The quality designator has been modelled 
minimally here: only a simple designation suitable for an end user has been included. 
Detailed information about the performed validation process will be described separ-
ately.

Codes (including taxa) have also been included into this model. They can be trans-
lated into different human languages (including Latin, and the scientific name, for 
taxa) and tables for translation to other code standards can be added to ease data con-
version. Codes can be organised hierarchically, and changed over time without having 
to convert observations. Codes can have a literature reference too. Finally, all sorts of 
properties of codes and taxa can be stored with this model, including species policy 
lists, non-taxonomic species groups, biological traits of species and information about 
which codes are applicable to which species. These data simplify entering and search-
ing for observations, and help to validate and analyse the observations.
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1 Introduction

The National Authority for Data concerning Nature has been appointed by the Min-
istry of Agriculture, Nature and Food Quality, and has been assigned the task of mak-
ing available nature data and of promoting its use. One of the pillars supporting the 
making available and exchange of data, is the creation of exchange standards for 
nature data. The logical data model described here is intended for everyone in The 
Netherlands (and beyond) who stores, exchanges and/or processes species observa-
tions. It describes how the National Authority models these data, and offers a good 
starting point, and perhaps a complete solution, for other systems.

This document is the result of a concentrated development effort commissioned by the 
National Authority for Data concerning Nature. In a two-month period representatives 
of the Stichting Veldonderzoek Flora en fauna, Geodan IT and the Institute for Biod-
iversity and Ecosystem Dynamics of the University of Amsterdam re-evaluated prac-
tically all aspects of the previous version of this model, and made improvements and 
extensions based on the experiences of the past year. Then, a concept version was dis-
tributed more broadly throughout GaN, VOFF and IBED. The subsequent process of 
fine-tuning has led to the definitive version.

The following persons have contributed to the realisation of the model.

Organisation Name

Geodan IT Marnix Tentij

Geodan IT Robert van Seeters

Stichting Veldonderzoek Flora en Fauna Dirk Zoetebier

Stichting Veldonderzoek Flora en Fauna Wim Arp

University of Amsterdam Guido van Reenen

University of Amsterdam Lourens Veen

We would also like to thank Theo Peterbroers for his extensive commentary during 
the review phase, it has certainly improved the document.

1.1 Reading guide

The rest of this document is organised as follows. Chapter 2 describes the scope of the 
data model described here, i.e. what is and is not included. In chapter 3 a short intro-
duction is given to the diagram techniques used here, and several key definitions are 
given. Chapter 4 describes the data model, and describes how observations (4.3), sur-
veys (4.4), extensibility (4.5), quality (4.6), literature references (4.7), codes and taxa 
(4.8), properties of species and codes (4.9) and miscellaneous parts (4.10) are mod-
elled.
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2 Subject domain and area of application

NDFF-EcoGRID is a system for storing, exchanging and processing the results of 
ecological field research. This research can be roughly divided into two categories: 
organised and incidental observations. Organised observations are often part of some 
monitoring project, and they occur according to a predetermined protocol. Well-docu-
mented methods are used, as well as predetermined lists of species of interest, and 
fixed locations and visiting times. There is quite a lot of difference between projects 
in terms of their set-up, as a result of differences in their goals and purpose, and of 
differences in the observed species.

Incidental observations are all observations that are done outside of an organised, pro-
fessional measurement project. They are usually done by volunteers, ranging from 
school children to enthusiastic and skilled amateurs and professional biologists who 
see something interesting in their spare time. Their lack of structure and standardisa-
tion makes processing these observations more difficult, but not impossible. At least 
the spatial distribution of a particular species can be determined from a large collec-
tion of incidental observations, especially if they can be combined with other data.

In all cases an observation is the determination of the abundance of a species at a cer-
tain time and place. Details of the observation subject and the environment can also be 
recorded, such as behaviour, life stage, biotope, etc. Information about the research or 
observation process itself, including persons involved, methods used and circum-
stances, are recorded to enable quality control and correct processing of the results.

The goal of the system is to archive these data and to make them available for policy 
making and research. This means that they must be retrievable in a format that is 
understandable for human experts, but also in a way that enables automated pro-
cessing. This data model aims to address both these needs.

2.1 Not in this data model

This data model is designed for storing observations, and information needed to 
search through and interpret them. Everything that does not directly contribute to 
these goals has been split off or minimised, and will be documented separately. The 
following have not been modelled here:

● Data about persons

● Planning of organised surveys

● Portal-specific data (forms, layout)

● Observation evidence (photographs, sound recordings)

● Validation process data and intermediate results

● Locations and names that are not directly related to observations

● Roles and access rights

● Management information

7
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3 Notation, definitions and abbreviations

Making a data model involves classifying all the things we want to discuss, and then 
organising the classes and determining the relations between them. Thus it is similar 
to ecology in some sense. To display the result of this process in this document, we 
use the Unified Modelling Language (UML). UML is an extensive diagram language 
that makes it possible to describe all sorts of aspects of complex information systems 
graphically, by means of different types of diagrams.

3.1 UML class diagrams

In this document UML class diagrams are used to describe the data model. These are 
explained here briefly (and very incompletely), with the intention to give the reader 
enough information to understand this document properly without having to consult a 
manual, provided a bit of common sense is applied.

Diagram 1 shows an example of a class diagram that divides the objects present in the 
world into three classes, and also defines a data type. At the top left is the name of the 
diagram, with the letters cd (Class Diagram) to signal that this is a class diagram.

Classes, attributes and data types
The simplest representations of a class consists of a rectangle with the name of the 
class. The diagram says next to nothing about a class represented this way, e.g. Prop-
erty in this example. We only know the name. This does not necessarily mean that the 
class does not have any other properties (such as its cadastral designation); they may 
well be described in a different diagram.

One more bit of information can be derived from this diagram. “Property” is printed 
in italics, which means that this is an abstract class. An abstract class is a modelling 
helper; no objects directly of this class exist. In this case, the class may have been 
added to make it possible to express that each property has an address, so that this 
attribute does not have to be added to each specific type of property, and so that it 
cannot be forgotten when new types of properties are added.

Classes can be subdivided by means of a specialisation, which is what happens in this 
example to class Property. A house is a particular kind of property, and therefore the 
House class is a specialisation of Property. This is drawn as an arrow with an open, 
triangular head from the specific to the more general class. It is also referred to as an 
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“is-a” relationship, because every house is a property. A specialised class “inherits” 
the attributes and relations of its generic class, and may add its own specific attributes 
to those.

Whereas class Property has to make do with just a name in this diagram, class House 
has been shown in more detail. The rectangle is subdivided into two compartments, 
one for the name, and one for the attributes. Attributes model properties of objects of 
that class. Every house in this model has a price (of data type Integer, a whole num-
ber) and a construction date. Inherited attributes are prefixed with a slash (/) if they 
are shown in a specialised class.

The constructed attribute has data type Date, which is also shown in this diagram 
(apparently, we are not interested in the day of the month in this design). In the dia-
gram, there is not much difference between a data type and a class, but conceptually 
these are very different things. A class is a category of objects, a data type a collection 
of possible values. The difference is that an object has a unique identity, which 
remains the same even when the object changes. A value of a particular data type does 
not have this, it becomes a different value if it is changed. A house will remain the 
same if its price changes, and e.g. keep the same cadastral designation, it just has a 
different price. A date whose year changes becomes a different date.

Relations
Above, we saw that classes can be organised hierarchically, from general to specific. 
Classes can also be related without objects of one class also being objects of another 
class. In this example, class House has an association with class Shed, represented by 
a line between the classes. At the ends of the line the multiplicities are shown. In this 
case, they mean that for every Shed there is zero or one House (therefore a shed can 
not belong to two houses at the same time), and that every house has zero or more 
sheds.

Large models have many classes, and in this case it is convenient to group related 
things. Classes can therefore be grouped into so-called packages. In this example, 
Date, House and Shed are put together into the package ExamplePackage.

3.2 UML in this document

Finally, some technical remarks on the UML diagrams in this document. Navigability 
of associations has been kept open on purpose, and is not shown. Filling this in is left 
to technical implementations of the data model. The same goes for data types 
Boolean, DateTime, Geometry and Real. Technical elaborations of this logical data 
model should select suitable types for this.

9
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4 The logical data model

A logical data model, or information model, is a formal description of the parts that 
constitute reality, and how they fit together. A data model can therefore be seen as a 
scientific theory. Albert Einstein wrote about these:

“[…] the supreme goal of all theory is to make the irreducible basic  
elements as simple and as few as possible without having to surrender the  
adequate representation of a single datum of experience.”1

Our goal here has therefore been to make the model as simple as possible, but not so 
simple that information is lost during data conversion. Compared to earlier versions of 
this logical data model, this version 3 is significantly more powerful (in the sense that 
more data can be represented properly), while the size and complexity of the model 
have increased relatively little.

The core concepts have remained the same:

4.1 Core concepts and design criteria

● It must be possible to store, in a standardised and well-defined format, com-
plete observation results, as well as all the information needed to correctly 
interpret them.

● The model must fit in with pre-existing methods and ways of working in dif-
ferent areas within ecology, so that all existing data can be represented.

● Generally usable information needed to support conversion of existing obser-
vation data and entry of new data has a place in the model.

● All data, regardless of species group or survey method, can be requested in 
standardised form so that research can be done across the boundaries of spe-
cies groups.

● The model supports searching for observations based on additional informa-
tion relevant to different kinds of use.

1 A. Einstein, On the method of theoretical physics, in Philosophy of Science, Vol. 1, No. 2, (Apr., 
1934), pp. 163-169 (http://www.jstor.org/stable/184387)
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4.2 Overview

To keep it manageable, this data model has been split up into a number of packages 
(Diagram 2). Every package describes a coherent part of the subject domain. The fol-
lowing packages have been defined:

● Observation describes how observations are modelled and organised,

● Survey models organised surveys,

● Extensibility describes the mechanism for dealing with survey- or observa-
tion-specific information,

● Bibliography describes literature references,

● Dictionary contains classes for species names and other codes, translations 
and linking tables,

● Traits are properties of species and codes, including lists of policy-relevant 
species, species groups, and applicability of codes to species,

● Util contains (helper) classes that are or can be used in multiple different 
places.

11
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4.3 Observation

The Observation package describes how observations are modelled. An observation is 
an event which took place at a certain location and time, and during which the abund-
ance of a certain subject has been determined. This has been done by one or more 
involved persons, according to a certain method. Observations entail amongst others 
uncertainty in location and time, different ways of representing amounts, and complex 
and “derived” observations.

“Incidental” observations can be modelled this way. The Survey package described 
below contains classes for the support of organised field surveys that have been done 
according to a predetermined protocol.

Subject
The Subject data type shows what has been counted or measured. This description 
obviously contains the species, but also what kind of “thing” has been observed. A liv-
ing individual, a colony, remains, a habitat, a track, coverage in the herb layer, or 
something else? This we call the subject type.

Abundance
Abundance is the amount of presence of an element in nature. As there are many ways 
of expressing location and time, there are many means of determining abundance. For 
fauna, it is usually possible to count or estimate the number of individual objects, 
while for flora coverage is often the subject of measurement. Different methods are in 
use, which lead to measurements on different kinds of scales.

The Abundance data type is used to store abundance. A construction has been used 
here that is also used for the location: the abundance is taken as it was originally 
recorded, but a uniformly represented version is also available. This way, no informa-
tion is lost while observations remain comparable, even if they have been done by dif-
ferent methods.

12
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The originalAbundance attribute is used for the original abundance. This is a text 
field, so that all kinds of designations ('approximately 100', '2b', 'A') can be recorded. 
By way of a Scale code the scale that was used (Braun-Blanquet, number ranges, etc.) 
can be indicated.

The uniformly represented abundance consists of a minimum, a maximum and a Unit 
code. The maximum is optional, so that an open range ('at least 10') can also be rep-
resented. The corresponding unit is a “physical” unit (m², %).

Observation
Observations are modelled by the Observation class. An observation has a location, 
period, subject and abundance. The location of an observation represents the place 
where the the subject was at the time of observation. This comprises an original geo-
metry with buffer, a derived “computing geometry” and a coverage percentage. The 
period within which the observation has been done is modelled by means of a start 
and end time and a duration, so that incomplete or uncertain information can be recor-
ded where needed.

Section 4.10 gives more details on the modelling of locations and periods. Subject and 
abundance are modelled as described above.

Besides location, period, subject and abundance the involved persons are kept track of 
by means of a construction involving the Involvement data type described below at 
the Util package. In addition to these fixed attributes it is possible to record additional, 
observation or project specific information with the information. This is done via an 
extension mechanism that is described below (package Extensibility). Finally, usage 
conditions can be added to an observation. With these, observers can for example 
indicate that an observation is to be used only for scientific research. This too is elab-
orated further in package Util.

Observations can be related to one another via an ObservationRelation. Observations 
of complicated situations can be modelled this way, such as an observation of a butter-
fly on its host plant (two observations and a relation), or of a group of individuals 
each with specific properties (one observation for each individual, one for the group, 
and relations between them).

Data collections
Every observation is part of a data collection, or DataSet. Data sets can be organised 
hierarchically, so that users can organise their incidental observations into a folder 
structure whichever way they prefer. Data sets have a name and a description.

4.4 Survey

Using the Observation package described above, individual observations can be 
described extensively, and grouped. However, for planned observations an important 
part of the information collected in the field is not part of an individual observation, 
but implicitly present in the description of the process used. Absences for instance are 
derived from the fact that a certain species was looked for during a certain visit, but 
no observations of that species were made. So, for planned observations we need not 
only the observations themselves, but also information about the survey. The Survey. 
SurveyLocation and Project classes have been defined to facilitate this (Diagram 4).

13
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Site surveys
For site surveys the Survey class has been defined. A site (SurveyLocation, see 
below) can be given for a Survey as well as the period during which the research took 
place (the period attribute).

Persons and/or organisations that were involved in the survey can be indicated (attrib-
ute involved). Furthermore, a survey type (SurveyType, for example a yearly census, 
site visit, plot visit), the protocol used and the species-of-interest list may be recorded. 
A Survey can be arranged under a project.

Like with an observation, extra information can be added to a survey at will. It is sub-
divided into properties of the surveyed area or object (attribute locationInfo) and 
information about the survey (attribute surveyInfo).

The Survey class inherits the parent/child-relation from class DataSet, so that Surveys 
can be organised hierarchically. A Survey inherits any attributes of Surveys higher up 
in the hierarchy, but only if it has no values for them of its own. This means that for 
example the maintainer of a Survey may be found in the attribute involved. If there is 
no Involvement with the role of “maintainer” then the search must be continued to 
higher Surveys through the parent/child-relation. The search is stopped as soon as a 
maintainer-Involvement has been found. The same goes for both the extra info-attrib-
utes (see below at Extensibility): for every Key a search is done upward, until the first 
Survey that has a KeyValuePair with that Key. The KeyValuePairs with that Key for 
the found Survey then also apply to the lower Survey.

Survey locations
Survey locations are modelled by the SurveyLocation class. A SurveyLocation is a 
fundamentally different thing than a Location as used in the Observation class. A sur-
vey location is created before any observations have been made, while an observation 

14
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location comes into being as a part of an observation, at the time that the observation 
is made. An observation location is therefore not an independent object; a survey loca-
tion is.

Therefore, in the model Location has been modelled as a data type, and has not been 
given an identity, while SurveyLocation is a class with an identity attribute. In addi-
tion to that, survey locations have a name and a description. The representation of the 
geometry of a SurveyLocation is by means of an attribute of type Location.

To connect to existing geographical data standards, SurveyLocation is a specialisation 
of the GeoObject class from the Dutch NEN3610 standard. This makes available the 
beginTijd and eindTijd fields, which can be used to for example model the year of 
construction of a building. It was decided to not use NEN3610 version management, 
as in the present application two versions of the same location are usually not inter-
changeable when data are analysed.

Survey locations can be organised hierarchically. This facility in intended for complex 
monitoring projects that for example use traps set in rows to survey a site. To be able 
to aggregate counted individuals per trap to an overall abundance for the entire site, it 
must be recorded which traps are part of each rows, and which rows are on each site.

In some monitoring projects the (changes in) the properties of a location are recorded 
and stored. Because these are actually also observations (which still need interpreta-
tion to determine what happened exactly, and what the consequences were), these 
attributes are stored with the Survey during which they were done (attribute location-
Info).

Changes in a survey area during the existence of a monitoring programme are con-
sidered to create a new area. When a change occurs, a new object is added, and there 
are no different versions of a survey location. If the new area is considered ecologic-
ally equivalent to the old area, then it can be designated a successor via the 
successor/predecessor relation.

Projects
The Project class models a project, to which survey and survey locations can be 
assigned. The description of a project is limited here to a name and a description. The 
purpose of this class is mainly to help users organise their data, and to serve as a link-
ing point for external (administrative) systems.

4.5 Extensibility

Nature offers a rich diversity. Scale, development, behaviour and appearance of 
organisms differ greatly, and with them our observation methods and their results. In 
addition, both nature itself and our understanding of it are changing continuously. A 
completely rigid and predefined data model will therefore on the one hand become 
very large and complex, and on the other hand still not (continue to) satisfy all 
requirements. We have therefore chosen to integrate some flexibility into the model in 
a number of locations. Of course, this must be done carefully. A data model is an 
agreement between a reader and a writer, and although more flexibility makes the life 
of a writer easier, it makes the life of a reader more difficult.

This data model therefore has a core of required and well-defined classes than apply 
to all species groups and observation types. Additionally, at a number of locations 
arbitrary attributes may be added by means of a key-value construction. We do 
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however set some limits to this: allowed keys are registered and maintained centrally, 
and values are typed. In this way the data model becomes extensible where necessary, 
while still giving the reader something to hold on to.

Another possibility to achieve this is to let users of the data model define their own 
derived classes, and thus to make derived, compatible standards. Given the amount 
and diversity of available data sources this would however result in either unbridled 
growth in the number of standards, or loss of data. Additionally, a central system for 
storage of all kinds of observation data would then have to be extended very often 
with new interfaces. This solution has therefore not been chosen as the primary one.

Of course, this does not make it impossible to make derived standards if the need 
arises, which can be implemented using (on top of) the key-value mechanism.

Implementation
Diagram 6 shows how the key-value system is modelled. Extensible classes are given 
an attribute of the type KeyValuePair. Such an attribute has a Key, which designates 
which variable is meant, and a Value, the corresponding value.

Every Key has a type (DomainType). For every type it is know how the value is 
stored and, for code types, which values are possible. There are six types of storage 
types, which are defined in StorageType and contribute to the six attributes of the 
class (union) Value. The attribute storageType of the class DomainType forms the tag 
for union Value. For types with codes as possible values, an object of type Domain-
Value is created for each code.
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Diagram 5: Klassendiagram Kwaliteit

Diagram 6: Class diagram support of extensibility
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The extra indirection via DomainType makes it posssible to define different keys that 
use the same list of codes. There are for example vegetation surveys where both the 
directly observed vegetation type and the vegetation type as derived from species 
observations are stored. In this model, this can be represented by two different Keys, 
which both refer to the same DomainType “syntaxon”. This way, the list does not 
need to be duplicated.

4.6 Quality

An important property of an observation is its quality. NDFF/EcoGRID comprises a 
validation system that determines this. During this process, a number of temporary 
valuations of the observation are created, which are not modelled here but described 
separately. What has been included here is the final product, the quality class of an 
observation. This is a code, which is linked to an observation.

4.7 Bibliography

The data stored in the NDFF often come from, or are described in, an external docu-
ment. By adding a reference to this document, it becomes possible to find more 
information. The Bibliography package serves this purpose (Diagram 7).

Class Source models a source of data. It has a title, author, publication that it is part of 
(a book, journal, proceedings, etc.), publisher and date of publication. A reference to 
the location of the document on the web can also be added.

Codes can also be given a source reference, so that for example a taxon can refer to 
the publication it was taken from. A source reference can also be added to a Survey, in 
which case it describes where the observation data came from, or where more inform-
ation can be found. This is useful for e.g. municipalities joining the NDFF.

4.8 Dictionary

The Dictionary package contains classes that are used to define the various codes that 
are needed. (This includes taxa; technically taxa and ranks are codes as well.) Codes 
are used to organise the possible values of an attribute, and can therefore be seen as 
classes in a (recursive) classification, or as values on a (hierarchical) nominal scale. 
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This package also contains the facilities needed to represent codes in different lan-
guages, and to store translation tables to help with data conversion.

The core of the Dictionary package is formed by the Code class. This is an abstract 
class, which specifies that all codes have an identity as well as a name and defining 
description.

Persons or organisations involved with a code, for example the person who requested 
it be added, can also be added to a code. Every code has a status, which shows where 
in the process of adding a new code it currently is. CodeStatus is an enumeration, 
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Diagram 8: Klassendiagram van het package Dictionary
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which is not further defined here. Note that this facility is not used to mark synonyms; 
for this every code has a correct-relation, which is described below.

Representations
Codes can be represented in different human languages, by means of the association 
class Representation. The displayName attribute contains the translation into the 
given language of Code.name, and description that of Code.description. Multiple 
translations of the same code in the same language occur2, and it is permitted to enter 
all of these. Precisely one of them has the value true for the primary attribute, and this 
one is used to display the code in that language. This construction is also used to store 
the Latin (without author reference) and scientific (with author reference) names of a 
species as a single piece of text. This makes it easier to search for names in this form.

The Language class represents a human language, where the attribute name contains 
the name of the language in that language itself.

Translation tables
To input observations from other systems into the NDFF, it is necessary for this other 
system to use the same codes. Unfortunately, this is not always the case, and different 
code systems are in use. The CodeStandard class describes how such an external 
standard is represented, and Mapping is simply a linking table which keeps track of 
the external code(s). This construction is nearly the same as for the representations.

Codes
The abstract Code class has a number of concrete specialisations. These are the values 
of the “fixed” attributes, which are used directly by other classes. Besides these, there 
is the extension mechanism described above. Every code is an object of precisely one 
of the specialised classes described here. Some classes do not derive directly from 
Code, but through the ApplicableCode subclass. These codes can de designated as 
applicable to one or more taxa. See section 4.9.

The derived codes are all part of a hierarchy, which is modelled by an association 
between a code and its “children” in the hierarchy. The children have an order, so that 
it is for example possible to organise the taxonomy in the usual order. The codes also 
have a correct-association with which corrections of codes can be processed, and the 
correct name for a synonym can be found.

These associations are not inherited from the Code class, as this would mean that they 
can be made between codes of different kinds and that is not the intention here. Every 
derived code class has its own hierarchy and synonyms.

Taxonomy
The Taxon class is the only Code with extra attributes. The name attribute inherited 
from Code represents the name of a higher taxon, or the supraspecific part of a taxon 
at the species level or lower. In addition there are attributes for the specific suffix and 
the infraspecific suffix, so that trinomial names can be stored completely. An author's 
name can also be added.

Every Taxon has a Rank, by means of which the rank of the taxon is given. This is 
not directly needed for delivering observations, but it is for proper maintenance of the 
taxonomy.

2 Garrulus glandarius for instance, which in Dutch is known both as “Gaai” and as “Vlaamse Gaai”
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4.9 Traits

Besides observations we possess all sorts of knowledge about species and codes. This 
knowledge is used within the system for validation and analysis, and it makes it easier 
for a user to search for observations. The Traits package contains classes that can be 
used to model this knowledge.

Category
Categories are used to make alternative classifications of codes, or to label codes. 
Species lists and legal and policy classifications find a place here, but biological prop-
erties (summer guest in The Netherlands, lays eggs) can also be stored.

The Category class is a specialisation of Code, and therefore categories have an iden-
tity, name and description. They can also be translated, and can be linked to other 
code standards. Categories, like all codes, are hierarchically classified, which makes 
them easier to maintain, and enables searching at varying levels of precision (e.g. spe-
cies on a Red List, or species classified “threatened” on the Dutch Red List).

This category system is rather generic, and will be used for various classifications and 
labellings. Another way to see this is that there are different variants of Category, each 
with their own separate hierarchy. A MainCategory is a top category, without a 
higher category. It identifies such an independent hierarchy.

The link between a category and the codes that belong to it is made via the Tag asso-
ciation class, which models a label. Such a label can be limited in validity to a certain 
period or area.

Applicability
Species can vary a great amount, and as a result of this a significant share of the codes 
is only applicable to a limited number of species. Information about this relation is 
useful for data entry interfaces, to prevent impossible combinations from being 
entered, and for validation of externally supplied observations.
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Diagram 9: Klassendiagram voor het package Traits
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The Applicability association class is provided to link one or more codes to a taxon. 
The association has no attributes, the association class has only been added to make it 
possible to put the association into a different package from the associated classes. 
The applicability to a taxon is only useful and defined for codes that specialise the 
ApplicableCode subclass.

4.10 Util

The Util package contains five data types and a class that are generic and can be or are 
used in multiple places, and are therefore difficult to place in any other package. 
These definitions cover the identifications of objects, involvement of persons, their 
wishes regarding use of data, keeping track of changes, and the representation of time 
periods and regions.

Identification
Objects have an identity, so that they can be distinguished from one another, and it 
must be recorded. Identities take the form of a URI, as described in RFC39863. This 
includes URNs and URLs. The Identifier data type is used for attributes that repres-
ent the identity of an object.

Involvement and usage conditions
In several places in the system, a person's involvement with an object is recorded, for 
example as an observer with an observation or as the person requesting a code to be 
added. Personal data are beyond the scope of this data model, so we limit ourselves 
here to a reference (identification) of the person concerned, and recording the person's 
role.

3 T. Berners-Lee, R. Fielding, L. Masinter, RFC3986: Uniform Resource Identifier (URI): Generic 
Syntax, 2005 (http://tools.ietf.org/rfcmarkup?doc=3986)
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This is modelled through the Involvement data type. The term “role” has been 
avoided here on purpose, as it is used often in the area of authentication and authorisa-
tion, and we are not modelling such a security aspect here. In metadata standards for 
geoinformation the term “responsible” is used. We do not use this term here either, to 
avoid confusion about who is legally responsible for the correctness of the observa-
tion.

Observers often have the possibility to limit the way their observations are used. The 
UsageConditions data type records these limitations. It is possible to add an embargo 
data, before which the observation may not be published, and to add zero or more 
conditions (only for scientific research, only for a specific organisation, etc.) to the 
observation.

Changes and logging
Incidentally, objects may be changed, for example when a mistake has been made in 
data entry. Considering the importance to society of the data, it is necessary to be able 
to trace back and justify these changes. We assume that this occurs only in rare cir-
cumstances, for example when one or more specific observations play a crucial role in 
a legal procedure. Given the rarity of such situations we want to keep the extension to 
the model that covers this as small as possible, and we accept that in such cases some 
manual detective work will be necessary.

Because observations are events there is no temporal succession of versions of an 
observation in reality4: the description of the event has changed, not the event itself. 
Codes and taxa do change over time, but a more powerful solution is needed there to 
deal with e.g. splitting of species. Such a solution is already implemented there, so 
that an additional versioning system would be superfluous. For all these reasons, a 
system that involves tracking multiple versions of an object at the same time does not 
fit well with the data being modelled here.

We have therefore chosen a logging system instead, with which all kinds of events 
surrounding the object can be recorded. This is a write-only system; the log messages 
are meant for a human reader, not for use by the system. For every event an object of 
the LogEntry class is created. It contains the identification of the object, the moment 
at which the change event took place, and a log message. In the message, the change 
can be described in detail and a justification can be given.

Time period
The Period data type models a period of a certain duration that lies within a specific 
time interval. The time interval is represented by a combination of a begin and end 
time (attributes start and stop). Additionally the duration of the observation, in 
seconds5 is recorded (duration). Clearly, a value for the end time of the interval that 
comes before the start time is illegal.

Using this class, different kinds of descriptions of time can be modelled in a consist-
ent manner. For an exact time, for example when a photograph was taken and the 
camera recorded the time, start equals stop and duration is 0. If the counting has been 

4 An observation is done by an observer, and is therefore subjective by definition. If different 
observers see something and disagree about what it is exactly, then these are different observations 
of the same (objective) situation.

5 A good user interface will show this duration in a somewhat more user friendly manner, and will 
display “2 hours” instead of “7200 s”.
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done between three and four pm, then these two times can be recorded, with a dura-
tion of 3600 seconds.

Uncertainty can also be dealt with appropriately. If on a certain day one hour of count-
ing was done, but it is not known at what time during the day, the start and stop times 
are set to 0 and 24 hours, and duration is set to 3600 s. For an opportunistic observa-
tion “somewhere between 2 and 4:30”, these become the start- and stop times, and the 
duration is set to 0s. This latter is theoretically correct, as the count is an instantaneous 
value, and it makes it impossible to convert the observed abundance into a count per 
hour, which would indeed be incorrect.

Locations en Regions
Locations of observations and surveys are modelled by the Location class. Different 
methods of observation often give different kinds of locations, from a simple point 
location to more complex things like walking routes (of the observer) or flying routes 
(of a bat). Sometimes the location is uncertain, for example because the observer was 
far away, or because of the limitations of the map that was used for determining the 
location.

The Location data type models an observation or survey location. The original geo-
metry, as drawn on the map, is stored as it has been entered, in the originalGeometry 
attribute. This can be a point, for a point observation, but also the line of a walking 
route or a kilometre square that has been censused for an atlas project. A correspond-
ing LocationType (in the Dictionary package) shows what kind of location is stored 
(point, walking route, flying route, grid square, etc.).

A buffer size (in meters, attribute buffer) records how far from the given geometry the 
subject may have been. For an opportunistic point observation this represents the 
uncertainty, for a walking route this is usually the protocol-specified distance from the 
path within which the observers have observed and counted.

From the original geometry and the buffer, a uniform geometry is derived and used for 
searching and statistical processing. This is the geometry attribute.

The original geometry is stored in the coordinate system with which it was entered 
(this depends on the method of data entry and the country in which the observation 
was done), the uniform geometry is always stored in WGS84.

Finally, there is a designation of how well the area was covered in the coverage attrib-
ute. Here a percentage shows to how big a part of an area the given abundance 
applies. Possible values include 0% for an opportunistic point observation (subject is 
somewhere in the area), the coverage fraction of some sampling plan, the fraction of 
the area that was searched before a site visit ended prematurely due to external cir-
cumstances, or 100% for a moss census in a small quadrat in which every last plant 
has been counted.

Areas that are not related directly to an observation are modelled through the Region 
data type. Only a name is recorded here, and this construction is intended purely as a 
link to an external system that contains names and areas (a gazetteer). This way, we 
can refer to areas for which for example a category is valid (Natura2000, or region-
specific Red Lists), without filling up our ecological database with maps.
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Appendix A: Identifiers in NDFF-EcoGRID

When exchanging data, it is important that the meaning of those data is clear. To 
achieve this, a collection of unambiguous definitions is needed, in our case of codes 
and taxa. To be able to refer to these, for example in an observation, every definition 
needs an unambiguous identification. We use URIs for this in NDFF-EcoGRID. Every 
class of objects with such an identity has an attribute of type Util::Identifier in the data 
model.

Ideally there would be a unique and unequivocal identification for every concept in 
the world. This seems utopian however. The second best option is to at least ensure a 
unique identification within the project, and to make links from there to other projects. 
This is what we attempt to do, and the required facilities have been added to this data 
model (package Dictionary).

A.1 Identifiers

A good identifier is persistent, unique and resolvable. This means that the identifier 
will remain defined and usable forever (insofar as practically achievable), that no two 
different objects have the same identifier, and that the definition for an identifier can 
always be looked up in a well-defined manner. The correct recording and continued 
correct meaning of a datum that uses these identifiers to refer to other data is ensured 
this way.

For the codes and properties stored and maintained centrally in NDFF-EcoGRID, 
there are centrally defined and maintained identifiers in the form of URIs. Objects 
which are not maintained centrally, but through one of the portals (observations, data 
sets and surveys) have a URI assigned to them by the supplier (or the supplier's soft-
ware or portal).

A.2 External standards and translation tables

In a number of cases NDFF-EcoGRID uses standards defined by others. This is done 
by loading the externally defined definitions into our system and giving them a URI 
defined by us. The identification given by the maintaining party is then loaded into a 
translation table.

This way, we ensure that definitions remain available even when the standard is no 
longer supported by its creator, and that all objects defined within the system can be 
identified with the same type of identification. This prevents unbridled growth of 
identification mechanisms and simplifies the technical implementation, while continu-
ing to allow us to convert data where necessary.

With regards to the interaction of NDFF-EcoGRID with data and systems using other 
standards we state that it is always possible to load data if we have a translation table 
for the given standard. Export to this standard is generally speaking not always pos-
sible to do perfectly, amongst others because there is no guarantee that the external 
standard contains all codes that we have.
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A.3 NDFF-EcoGRID URIs

All objects maintained in the central system as part of NDFF-EcoGRID have an iden-
tification in the form of a URI starting with http://ndff-ecogrid.nl. This domain has been 
registered by us, and this gives a reasonable certainty that no other parties will use a 
similar URI. We must then ensure that all URIs allocated by us have a unique postfix, 
so that they are completely unique, and that their definitions remain centrally stored 
and queryable.

These are the only incontrovertible demands put upon our URIs, and the only things 
that software that uses them may rely on. However, as raw data is occasionally looked 
at during research and development, it is practical if there is some system to the alloc-
ated URIs, so that errors can be spotted more easily. An NDFF-EcoGRID URI there-
fore has a middle part after the common prefix which depends on the class of the 
identified object, and a unique postfix. The three parts are separated by slashes (/, 
U+002F).

The postfix is ideally derived from the name of the code concerned. For example, the 
postfix for the taxon Large blue (Maculinea arion) is maculineaarion, and the complete 
URI therefore http://ndff-ecogrid.nl/taxonomy/taxa/maculineaarion. Where this proced-
ure yields non-unique identifiers, the smallest cardinal number that makes the URI 
unique is added at the end. For example, we have the URIs http://ndff-
ecogrid.nl/taxonomy/taxa/phaseolus and http://ndff-ecogrid.nl/taxonomy/taxa/phaseolus1
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Class Middle part

Rank taxonomy/ranks

Taxon taxonomy/taxa

SubjectType codes/subjecttypes

SurveyType codes/surveytypes

QualityClass codes/qualityclasses

InvolvementType codes/involvementtypes

LocationType codes/locationtypes

Unit codes/units

Scale codes/scales

Protocol codes/protocols

ObservationRelationType codes/observationrelationtypes

UsageCondition codes/usageconditions

Language codes/languages

CodeStandard codes/codestandards

CodeStatus codes/codestatuses

Key codes/keys

DomainValue codes/domainvalues

Category categories

Table 1: URI middle parts by class



The NDFF-EcoGRID Logical Data Model - Version 3 14/12/11

respectively for the genus of “dwergneuten” (a Dutch mollusc genus) and the genus of 
bean plants.

A.4 Systematic postfixes

For objects in the Language class the postfix has been fixed, as there are already vari-
ous standards for the identification of natural languages which meet our requirements 
for a postfix. The postfixes for languages are defined by Internet RFC 4646, and thus 
consist of a language code, a hyphen (U+002D) and a country code. Language codes 
are given by ISO 639-2 and are written in lower case letters, country codes are given 
by ISO 3166 and are written in upper case letters. Where available the two-letter code 
is used, if none exists for a particular language or country then the three-letter code is 
used instead.

The URI for Dutch thus becomes http://ndff-ecogrid.nl/codes/languages/nl-NL, and that 
for Flemish is http://ndff-ecogrid.nl/codes/languages/nl-BE. There are two special URIs 
for the Latin name and the scientific name (including author reference) of taxa. These 
are respectively http://ndff- ecogrid.nl/codes/languages/la-QQ and http://ndff- 
ecogrid.nl/codes/languages/la-QS. Both QQ and QS are user-assigned codes in ISO 
3166 and can therefore be used safely. The S suggests scientific.

For objects of the Protocol class, the postfix consists of the GaN-assigned number 
code. http://ndff-ecogrid.nl/codes/protocols/03.201 then is the protocol of the Landelijk  
Meetnet Vlinders.
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