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a b s t r a c t 

We provide a data-driven framework to conduct a risk assessment, including data pre-processing, ex- 

ploration, and statistical modeling, on a portfolio of full-service maintenance contracts. These contracts 

cover all maintenance-related costs for a fixed, upfront fee during a predetermined horizon. Charging 

each contract a price proportional to its risk prevents adverse selection by incentivizing low risk (i.e., 

maintenance-light) profiles to not renege on their agreements. We borrow techniques from non-life in- 

surance pricing and tailor them to the setting of maintenance contracts to assess the risk and estimate 

the expected maintenance costs under a full-service contract. We apply the framework on a portfolio of 

about 5 0 0 0 full-service contracts of industrial equipment and show how a data-driven analysis based on 

contract and machine characteristics, or risk factors , supports a differentiated, risk-based break-even tariff

plan. We employ generalized additive models (GAMs) to predict the risk factors’ impact on the frequency 

(number of) and severity (cost) of maintenance interventions. GAMs are interpretable yet flexible statisti- 

cal models that capture the effect of both continuous and categorical risk factors. Our predictive models 

quantify the impact of the contract and machine type, service history, and machine running hours on 

the contract cost. We additionally utilize the predictive cost distributions of our models to augment the 

break-even price with the appropriate risk margins to further protect against the inherently stochastic 

nature of the maintenance costs. The framework shows how maintenance intervention data can set up a 

differentiated tariff plan. 

© 2022 Elsevier B.V. All rights reserved. 

1. Introduction 

Providing maintenance has become one of the main focus 

points of durable equipment manufacturers as they shift their at- 

tention from products to product-service packages. In this case, the 

original equipment manufacturers (OEMs) take the responsibility 

to maintain their products and guarantee their functionality. This 

trend towards servitization is motivated by the need to avoid the 

product commoditization trap ( Visnjic & Van Looy, 2013 ). Main- 

tenance services may provide substantial revenues in the capital 
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goods industry, as they represent a considerable portion of the to- 

tal cost of ownership ( Arts, Basten, & van Houtum, 2019 ). 

Maintenance can be offered under a range of service agree- 

ments ( Gustafsson et al., 2010; Hypko, Tilebein, & Gleich, 2010 ). 

The maintenance service can either be on-call or offered under 

a service plan, such as a full-service contract. On-call service, 

including preventive and corrective interventions, is charged to 

the equipment user after execution and based on materials used 

and time spent. Under a full-service contract, in contrast, a fee or 

premium is paid upfront by the equipment user that covers all 

future costs of (preventive and corrective) maintenance over a pre- 

determined time horizon. The upfront payment shifts the risk of 

stochastic maintenance costs to the service provider while the user 

has the assurance of a known premium. Full-service contracts offer 

a guaranteed revenue stream for the service provider. However, 
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these providers face an inverted business cycle similar to insurance 

companies since the premiums are charged before costs are made. 

To ensure break-even, the collected premiums should cover the 

costs borne by the service provider. The latter calls for accurate 

prediction of the maintenance costs, which is a significant chal- 

lenge for the OEM. Moreover, maintenance-light customers should 

be offered a lower premium or price than maintenance-heavy 

customers. If this is not the case, the maintenance-light customers 

may renege on a full-service contract, increasing the proportion of 

maintenance-heavy customers in the portfolio. This phenomenon 

of adverse selection is also observed in insurance and is detri- 

mental to the profitability of a service contracts portfolio. Adverse 

selection can be avoided by a proper risk assessment based on the 

contract and machine characteristics. This permits a differentiated, 

risk-based tariff plan, where each customer pays a premium 

proportional to the risk this customer represents. Estimating 

expected costs for a particular risk profile, i.e., contracts with 

similar characteristics, cannot be done by just subdividing the data 

into different classes since it stratifies the data into small sample 

sets for which costs cannot be accurately estimated ( Denuit, 

Maréchal, Pitrebois, & Walhin, 2007 ). Consequently, justified 

price differentiation is less straightforward. Therefore, predictive 

models are essential when constructing a differentiated pricing 

plan. 

Data collection and statistical analysis can support the proper 

risk assessment of maintenance contracts. We borrow techniques 

from non-life insurance pricing and tailor them to the setting of 

maintenance contracts to assess the risk and estimate the expected 

maintenance costs under a full-service contract. Key to non-life 

insurance pricing is a frequency-severity analysis of (historical) 

contract data (see e.g. Henckaerts, Antonio, Clijsters, & Verbelen, 

2018; Verbelen, Antonio, & Claeskens, 2018 ). The total maintenance 

costs incurred during the contract can be characterized by several 

maintenance interventions, either preventive or induced by fail- 

ures, and the cost of each intervention. In the insurance context, 

this is equivalent to the number of claims covered by the contract 

and the cost of each claim. It is typical to model the number 

of interventions (frequency) and the costs of the interventions 

(severity) separately and (statistically) independently. The multi- 

plication of the expected frequency and the expected severity of 

interventions leads to the expected total maintenance costs, better 

known as the pure, technical, or break-even premium in insurance 

terminology. 

The second element of insurance pricing is the use of risk 

factors to reflect the heterogeneity of the risks in the portfolio 

( Henckaerts et al., 2018 ). The reliability of a machine and the cost 

of maintenance interventions are typically influenced by operating 

conditions, operator skills, service history, and quality, among oth- 

ers. Taking these risk factors into account leads to a differentiated 

tariff plan. A proper statistical analysis of the maintenance inter- 

ventions in the contract portfolio facilitates a careful risk assess- 

ment and accurate cost estimation of the service contract. 

There are few empirical studies on service maintenance con- 

tracts. Guajardo, Cohen, Kim, & Netessine (2012) compare on- 

call with performance-based contracts. In the former, the service 

provider is compensated for labor and parts used; in the latter, he 

is paid based on realized outcomes, e.g., machine up-time. These 

authors investigate a data set with maintenance events over five 

years for different models of aircraft engines produced by Rolls- 

Royce, using a two-stage treatment effects model. Their model- 

ing approach separates the inherent endogeneity associated with 

customers’ contract type choice from the influence of the contract 

type on product reliability. They find that product reliability is gen- 

erally higher, i.e., failure rates are lower, under performance-based 

contracts. Chan, de Véricourt, & Besbes (2018) analyze the differ- 

ence in costs between on-call and full-service contracts for medical 

devices. Their data set consists of service records for 700 MRI de- 

vices and CT scanners over four years, including the maintenance 

visits and their associated part and labor costs. They analyze the 

frequency of visits using Poisson regression and the related costs 

with an exponential regression model. The authors argue that full- 

service plans experience more failures and higher service costs 

than on-call contracts. Operators reduce their level of care of the 

equipment under full-service contracts; the service provider also 

expends more resources – in terms of a higher on-site response 

rate – to the equipment. 

These empirical analyses show how service contract types may 

impact product reliability and maintenance costs. In our paper, 

we focus solely on full-service maintenance contracts. Pricing full- 

service contracts has been studied by Huber & Spinler (2012, 

2014) and Deprez, Antonio, & Boute (2021) . Huber & Spinler (2012, 

2014) describe a value-based pricing approach for full-service re- 

pair contracts based on a stochastic model to predict the num- 

ber of failures and their costs, yet without considering risk fac- 

tors. Deprez et al. (2021) develop a stochastic simulation engine to 

model a full-service maintenance portfolio. For stylized, simulated 

portfolios, they set out the necessary analytics to find the break- 

even price of the contracts in this portfolio, taking into account 

the heterogeneity of the machine population. 

Our objective is to develop a differentiated tariff plan based on 

the contract and machine characteristics that reflect the hetero- 

geneity in the contract portfolio. We provide the necessary ana- 

lytics for the risk management of a portfolio of full-service main- 

tenance contracts. We set up and calibrate predictive models for 

the frequency and severity of maintenance from a data set of 

full-service contracts provided by a service provider of industrial 

equipment. For each contract, we have detailed information on the 

start and end date of the agreement, the type of machine covered, 

and the timings of the different maintenance visits and their as- 

sociated costs. The analysis demonstrates the value of using main- 

tenance data available to OEMs nowadays. We employ generalized 

additive models (GAMs) ( Hastie & Tibshirani, 1990 ) to model both 

frequency and severity of maintenance interventions. GAMs are an 

extension of generalized linear models (GLMs) ( Denuit et al., 2007; 

Nelder & Wedderburn, 1972 ) that facilitate continuous risk factors, 

such as machine running hours. GAMs have been studied in Denuit 

& Lang (2004) and Henckaerts et al. (2018) in the context of in- 

surance pricing. They are also interpretable, making them advanta- 

geous over black-box machine learning techniques when deriving 

managerial insights. Our analysis extends the work of Deprez et al. 

(2021) with an application to an actual data set from a company 

and its associated challenges. 

In contrast to Deprez et al. (2021) , we use GAMs for the fre- 

quency of failures over a specific time horizon rather than deploy- 

ing time-to-failure models for the exact timing of these events. 

This choice is motivated by the use of the expected frequency of 

events in the break-even price on the one hand and the substan- 

tial expertise on modeling count data in actuarial literature on the 

other hand. Using GAMs also to model the severity of a mainte- 

nance intervention enables the inclusion of risk factors that influ- 

ence the costs of the maintenance interventions. In addition, we 

also go beyond break-even pricing by augmenting the technical, 

break-even price with a contract-specific risk margin to protect 

against the inherent randomness of the maintenance costs covered 

by the contract. 

In the next section, we describe the data set and the pre- 

processing of the data. In Section 3 we describe our empirical risk 

analysis and introduce predictive models for the frequency and 

severity of maintenance interventions. In Section 4 we evaluate 

how this risk assessment can support a differentiated tariff plan. 

We conclude in Section 5 . Appendix A gives an overview of the 

critical notations used in the paper. 

477 



L. Deprez, K. Antonio and R. Boute European Journal of Operational Research 304 (2023) 476–493 

2. Problem setting and description of the dataset 

2.1. Characteristics of a full-service contract 

We study data from an OEM who serves a portfolio of machines 

under a full-service maintenance contract. Each contract covers all 

maintenance and repair costs during a period [ t 0 , t 0 + �t] , with �t

the finite and predetermined duration of the contract. Each con- 

tract has its own start date t 0 , which can either be the moment of 

the machine installation or a later moment. These costs include all 

preventive, corrective, and overhaul maintenance interventions for 

that specific contract. Preventive maintenance is usage-based, i.e. 

every so many running hours. Since the machine usage is roughly 

known, these interventions are scheduled at the initiation of the 

contract. Corrective maintenance is the replacement or repair of a 

component at the point of failure. During an overhaul, the most 

essential components are replaced and the machine is restored to 

an as-good-as-new state. In our data set, some contracts cover the 

overhaul and others do not. 

During the coverage period �t , n p,i (�t ) preventive (p) mainte- 

nance interventions of type i , with i ∈ { 1 , . . . , n pm 

} , are included in 

the contract. We consider n pm 

different types of preventive mainte- 

nance. Whereas the number n p,i (�t) and the timings of preventive 

maintenance events are deterministic, the associated costs S p,i, j , of 

the j’th preventive maintenance of type i , are not. The contract also 

covers the corrective maintenance costs due to unplanned failures. 

We denote N c (�t) the number of corrective (c) maintenance ac- 

tions that occur during the contract period [ t 0 , t 0 + �t] and S c,k 
the associated cost of the k ’th corrective maintenance. The contract 

may also cover N o (�t) overhaul (o) visits with associated cost S o,l 

for the l’th overhaul. Both the number of failures and overhauls, 

resp. N c (�t) and N o (�t) , and the failure and overhaul costs, resp. 

S c,k and S o,l , are stochastic. 

The total cost covered by the service contract, C(�t) , is equal 

to the sum of all preventive and corrective maintenance and, if in- 

cluded, overhaul costs during the contract duration �t , 

C(�t) = 

n pm ∑ 

i =1 

n p,i (�t) ∑ 

j=1 

S p,i, j + 

N c (�t) ∑ 

k =1 

S c,k + 

N o (�t) ∑ 

l=1 

S o,l . (1) 

We consider the occurrence interventions and their associated cost 

statistically independent, in line with the literature ( Henckaerts 

et al., 2018; Huber & Spinler, 2012; Luo & Wu, 2018a; 2018b ). This 

assumption also makes the frequency and severity analysis more 

tractable. Taking the dependence between frequency and sever- 

ity into account is much more involved, for instance shown by 

Gschlößl & Czado (2007) and Czado, Kastenmeier, Brechmann, & 

Min (2012) . Note that the last addend, i.e. 
∑ N o (�t) 

l=1 
S o,l , of the sum 

in Eq. (1) is dropped if the overhaul is not covered by the contract. 

We denote the expected value of the total costs reported dur- 

ing the contract duration �t as the break-even price, or technical 

premium, P � (�t) . This is expressed as 

P � (�t) = E [ C(�t)] = 

n pm ∑ 

i =1 

n p,i (�t) · E [ S p,i ] + E [ N c (�t) ] · E [ S c ] 

+ E [ N o (�t) ] · E [ S o ] . (2) 

The break-even premium P � (�t) is the premium for which the 

expected profit is zero. A commercial price includes additional 

loadings beyond the break-even premium, e.g., a risk and profit 

margin, commissions and expenses, or adjustments based on com- 

petitive analysis in collaboration with the marketing department 

of the OEM. We denote P (�t) the risk-loaded price that includes 

a risk margin to account for the risk-averseness of the service 

provider and distributional properties of the incurred costs. 

Our objective is to perform a risk assessment based on each 

contract and machine’s characteristics to facilitate a differentiated 

tariff plan P (�t) and provide the necessary analytics for the risk 

management of a portfolio of full-service maintenance contracts. 

To do so, we set up and calibrate predictive models based on 

a data set with historical maintenance interventions covered by 

full-service contracts. The models predict the number of corrective 

maintenance interventions and overhauls and the cost of the pre- 

ventive, corrective, and overhaul interventions to estimate the total 

contract cost. 

2.2. Data description 

The data set consists of maintenance visits registered on about 

5 0 0 0 full-service maintenance contracts covering about 3 0 0 0 

unique machines during the period 2004–2020 (exact number dis- 

guised for confidentiality reasons). Fig. 1 pictures the structure of 

the available data over time. Table 1 lists the available variables, 

their meaning, and some basic descriptive statistics. 

Contract information . Each contract is labeled by a unique con- 

tract number, contract_id , and is characterized by a start and end 

date, i.e. c_start and c_end respectively, see Fig. 1 . The contracts 

in our data set have their start date between 2004 and 2020 and 

66% of the contracts terminates within the observation window. 

The contract duration, �t = c_end − c_start , ranges from two 

months up to maximum 16 years, see Fig. B.1 a (we provide an 

exploratory analysis of the data set in Appendix B ). Contract du- 

ration of 5 years is most common. Two types of contracts can be 

distinguished based on the specification of maintenance visits cov- 

ered by the contract. Contracts that cover all maintenance types, 

including major overhauls, are identified by c_type = OH . Contracts 

that do not cover the overhaul visits are labeled with c_type = NOH . 
Machine information . Each contract covers a single machine 

identified by a serial number, serial_id . A contract can be a re- 

newal on the same machine (see Fig. 1 ). A renewal has a new con- 

tract number but covers the same machine (same serial number). 

We have seven different machine classes, m_class , and sketch their 

distribution over the contract portfolio in Fig. B.1 b. The production 

date, prod_date , is available for 89% of the machines. For the re- 

maining machines, we use the installation date or the start of the 

first contract covering the machine if the installation date is not 

available as a reasonable imputed value for the production date. 1 

Maintenance visits . For each contract, the maintenance visits are 

logged. To disguise the frequency of maintenance interventions, we 

split the contract duration into a number of contract ‘periods’. For 

reasons of confidentiality, we do not further specify the length 

of a single contract_period . Each maintenance visit is character- 

ized by a start- and an end-of-service date, v_start and v_end . We 

keep track of the calendar year in which the visit was performed, 

calendar_yr , as well as in which contract_period the visit is exe- 

cuted. 

The cost of each maintenance visit, as well as the mainte- 

nance type, are respectively logged in v_cost and v_type . The 

maintenance visits are categorized into preventive maintenance, 

corrective maintenance, and overhaul. Whereas preventive mainte- 

nance visits are planned upon initiation of the contract, corrective 

maintenance and overhaul visits are not, and their occurrence is 

stochastic. The preventive maintenance visits are further subdi- 

vided into A-visits, B-visits and C-visits . A-visits 
are more frequently scheduled, typically involve less work, and 

are therefore less expensive than B-visits . The same is true 

for B-visits with respect to C-visits . This is confirmed by 

the empirical distribution of the intervention costs in Fig. B.3 in 

1 Note that we only use the production (or installation) date to impute the es- 

timated running hours at the moment of a maintenance intervention, when these 

running hour data are missing (as we will discuss below in Fig. 3 ). 
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Fig. 1. The data set contains for each contract the contract number, the machine number, the machine’s production date, and the start and end date of the contract. 

contract_id 2 is a contract renewal for machine serial_id 1 . contract_id 3 is still active at the extraction time of the data. 

Table 1 

Definition of the variables available in the data set. 

Name Description Values 

contract contract_id unique identification number of the contract confidential 

c_start start date of the contract date between 2004–2020 

c_end end date of the contract date between 2006–2020 

�t duration of the contract [0,16] 

c_type type of the contract { OH , NOH } 
machine serial_id unique identification number of the machine confidential 

m_class machine class { Type 1, Type 2 , . . . , Type 7 } 
prod_date estimated production date of the machine date between 1976–2018 

visit v_start start date of the visit date between 2004–2020 

v_end end date of the visit date between 2004–2020 

calendar_yr calendar year at the visit time { 2014 , 2015 , . . . , 2020 } 
contract_period period of the contract the visit is executed confidential 

v_cost total costs of the visit confidential 

v_type visit type { A-visit, B-visit, 
C-visit, Uncategorized, 
Failure, Overhaul } 

v_RHS total running hours at visit since initial 

deployment of the machine 

Appendix B . About 25% of these preventive visits are not catego- 

rized in the database. We labeled these visits as uncategorized . 
The corrective maintenance visits and overhauls are denoted as 

failure and overhaul respectively in the data. Fig. B.1 c in 

Appendix B displays the distribution of the visit types using a 

histogram. 

The total running hours of the machine since its initial deploy- 

ment are logged upon the maintenance visit as v_RHS . This initial 

deployment is not necessarily the start of the (current) contract. 

Fig. B.1 d displays a histogram of v_RHS . 
Fig. 2 visualizes the timeline of one specific contract in our 

dataset with a contract duration of 4.5 years. The different service 

visits are displayed over time with their respective costs, repre- 

sented by the height of the bars, and types, represented by the 

color of the bars. Where available, we add the total running hours, 

i.e., since the initial deployment or installation of the machine, reg- 

istered during the visit with a black dot. The preventive mainte- 

nance schedule is also apparent from this Figure and mostly fol- 

lows an A , B , A , C , A pattern. 

2.3. Data pre-processing 

This section discusses the data pre-processing steps required 

before feeding the data to a predictive model. Running hours The 

running hour v_RHS data is missing for about 50% of the mainte- 

nance interventions in our data set, see for instance also in Fig. 2 . 

We impute the missing values in two ways. We use linear interpo- 

lation if running hours were measured at an earlier and later point 

in time and linear regression to extrapolate the running hours be- 

yond the last registered measurement. The interpolation and ex- 

trapolation are based on v_start , the start date of the visit. In 

Fig. 3 , we show a visualization of this approach for a single ma- 

chine. The black dots represent the original data points; the blue 

dots are obtained by linear interpolation, and the red dots by ex- 

trapolation using linear regression. The dashed line shows the lin- 

ear regression fit. The leftmost data point is the production date 

of the machine, and consequently, the running hours are at zero. 

The contract starts about 10 years after production, explaining the 

gap between the first two points. These approaches assume some 

linearity of running hours over time. We, therefore, discard all ma- 

chines for which the linear regression has R 

2 
< 0 . 85 . This cut-off

value was determined by trading off the linearity assumption with 

the number of remaining machines in the data set after selection. 

Setting the cut-off too high would lead to a minimal data set, and 

setting the cut-off too low includes machines with non-linear run- 

ning patterns. We also discard machines with two or fewer run- 

ning hour measurements, as they do not allow a proper assess- 

ment of the running hours. By implementing these selection rules, 

we removed about 25% of the contracts from the initial data set, 

resulting in about 5 0 0 0 different contracts. 

We add two variables, i.e. RHS_total and RHS_av , based on 

the running hour data. RHS_total is the cumulative number of 

running hours at the start of the contract period in which a visit 

takes place. RHS_av is the slope of the linear regression model 
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Fig. 2. Example of a contract of 4.5 years with the time of interventions, their costs and (if available) the total running hours at the moment of intervention. All costs 

re-scaled for reasons of confidentiality. 

Fig. 3. Interpolation (blue) and extrapolation (red) to impute the missing running hours at visit. (For interpretation of the references to colour in this figure legend, the 

reader is referred to the web version of this article.) 

and is a measure for the average number of running hours per year 

and consequently the intensity of the machine usage. We display 

the histograms of these new variables in Fig. B.2 . 

Service history . To study the impact of the service history 

on the machine, we define the variable serv_hist_ ∗ with 

* ∈ { A, B, C, Uncategorized, Failure, Overhaul } , counting the 

number of maintenance visits of type ∗ in the previous two con- 

tract periods. This was identified as the relevant horizon by the 

OEM. If no service history data is available at the start of a con- 

tract, these variables are set to zero. Although the OEM has a 

usage-based preventive maintenance schedule with A, B and C - 
visits, we have observed in our data that this schedule is not al- 

ways strictly applied for the machines in the data set. The in- 

clusion of service_hist_ ∗, specifically for A, B and C -visits, 

serves as a measure to account for the deviations from the preven- 

tive maintenance schedule. Visit costs In cooperation with our in- 

dustrial partner, we cleaned the visit cost data as follows. First, we 

removed visit costs below a pre-determined minimal cost. These 

costs are assumed wrong since a maintenance visit has a minimal 

setup cost. Second, some of the cost values of preventive mainte- 

nance, i.e., A-, B-, C- and uncategorized visits, seemed un- 

realistically high and were deemed mislabeled or wrong. To resolve 

this issue, we discarded costs over four times larger than the aver- 

age costs, which corresponds to the one percent highest values, for 

the preventive maintenance visits. Furthermore, to cope with the 

long tail of the failure cost data (see Fig. B.3 in Appendix B ), 

we omit the highest 0 . 1% of the failure costs. These high failure 

costs can be modeled separately as in Reynkens, Verbelen, Beirlant, 

& Antonio (2017) , but this is beyond the scope of this paper. 

We account for cost inflation over the years using the strat- 

egy outlined in Lopez (2019) . First, we calculate the average cost 

of each visit type ∗ in the reference year 2010 c ∗, 2010 . The refer- 

ence year 2010 is the first year in the data set where at least one 

visit of each type is registered. For example, the average cost of an 

A-visit in 2010 is defined by 

c A, 2010 = 

∑ 

i ∈{ A-visits in 2010 } v_cost i 
# A-visits in 2010 

. (3) 

Second, we divide all costs by the average cost in the reference 

year per visit type. For instance, the re-scaled costs, v_costs_r , 
for an A-visit are then 

v_cost_r | ( v_type = A-visit ) = 

v_cost 
c A, 2010 

. (4) 

This approach takes into account the visit type since the costs of 

different visit types are distributed differently (see also Fig. B.3 ). 

The re-scaled costs v_cost_r can now be compared without 

taking their type into account. Third, we calculate the average 

c r, calendar_yr of the re-scaled costs v_cost_r for each calendar 

year calendar_yr . Finally, we fit a weighted linear model to the 

following tuples { ( calendar_yr , log (c r, calendar_yr )) | calendar_yr ∈ 

{ 20 05 , 20 06 , . . . , 2020 }} with the number of visits during each 

calendar year as weights. Taking the logarithm of c r, calendar_yr 
provides us with an estimate of the inflation rate of r = 

1 . 94% making use of a linear model. This is visualized in 

Fig. 4 . Using this inflation rate, all costs are adjusted to 2010 

currency. 
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Fig. 4. Linear inflation model (dashed) used to re-scale all intervention costs to the reference year 2010. 

3. Predictive models to assess frequency and severity of 

maintenance 

This section constructs predictive models for the number of 

maintenance interventions and their costs given the machine and 

contract characteristics. We first provide descriptive analytics to 

gain insight into the empirical distributions of the frequency and 

severity data and the marginal influence of a single risk factor 

thereon. We then extend our marginal impact analysis to assess 

multiple risk factors simultaneously through regression models. 

We use generalized linear (GLMs) and generalized additive mod- 

els (GAMs) and describe their model specification, estimation, and 

variable selection tools. Finally, we calibrate these models on our 

data set. 

3.1. Descriptive analytics 

Fig. B.4 ( Appendix B ) illustrates the observed number of 

failure and overhaul visits during a contract period in our 

data set. Failure visits occur most often, ranging from 0 to over 

15 visits during a fixed contract period. From Fig. B.4 we find that 

a discrete count distribution can be used to fit the frequency of 

failures and overhauls . From the empirical cost distribution 

for the different visit types ( Fig. B.3 ), we observe that the costs 

of the overhauls span a more comprehensive range than those 

for the planned visits and the failures . In line with our intu- 

ition, the costs of all intervention types are strictly positive, right- 

skewed, and have long tails. In what follows, we demonstrate the 

value of including risk factors in our analysis by showing their 

marginal impact on the maintenance frequency and severity. 

Frequency . To account for the duration of the contract, we intro- 

duce the empirical frequency of intervention, EFI , defined as the 

number of interventions divided by the observation time: 

EFI = 

total number of interventions 

total observation time 

= 

∑ 

i # interventions observed during contract i ∑ 

i duration of contract i in contract periods 
. (5) 

The EFI for failure and overhaul visits is respectively 

0.957 and 0.031, indicating that we expect on average e.g. 0.957 

failure visits during each contract period. The EFI can also be 

calculated for a subset of machines sharing the same characteristic, 

e.g. m_class and c_type , see Figs. B.5 and B.6 respectively. These 

figures display relevant differences among the EFI s for different 

machine profiles, e.g. Type 1 machines experience substantially 

more failures than Type 2 machines. A similar analysis can 

be done for other risk factors. This confirms that it is worthwhile 

to consider risk factors when modeling the frequency of mainte- 

nance interventions (i.c. failures and overhauls). 

Severity . To gain insight into the cost impact of the machine and 

contract characteristics, we compare the empirical cost distribu- 

Table 2 

Example of a time-to-event data set with risk factors that are fixed over 

time. 

Contract Time-to- Visit Risk Contract 

number event type factors duration 

1 0.6 A z 1 4 

1 1.1 B z 1 4 

1 2.3 B z 1 4 

1 3.1 A z 1 4 

2 0.7 A z 2 3 

2 1.3 B z 2 3 

2 2.4 A z 2 3 

. . . . . . . . . . . . . . . 

Table 3 

Example of a count data set. 

Contract Risk Exposure # A # B 
number factors period events events 

1 z 1 4 2 2 

2 z 2 3 2 1 

. . . . . . . . . . . . . . . 

tions of each type of intervention over the different values of the 

risk factors. Fig. B.7 illustrates this with the costs of A-visits 
and failures for the different machine classes. The costs are 

clearly distinct over the machine classes for A-visits , and less 

distinct for failures . A similar analysis can be done for the 

other risk factors and visit types. 

3.2. The GAM framework for frequency and severity modeling 

The generalized linear model (GLM) framework ( Haberman & 

Renshaw, 1996 ) is well suited to model the number of mainte- 

nance visits pictured in Fig. B.4 with, e.g., a Poisson distribution, 

and the costs of the maintenance visits in Fig. B.3 with, e.g., 

a gamma distribution. GLMs take the effect of covariates into 

account via a linear predictor. Generalized additive models (GAMs) 

extend GLMs to allow for the incorporation of non-linear effects of 

continuous risk factors, e.g., running hour data, using a smoothing 

effect of either a single risk factor or a combination of risk factors 

( Henckaerts et al., 2018; Klein, Denuit, Lang, & Kneib, 2014; Wood, 

2017 ). Given continuous risk factors in our data, we will use GAMs 

in our analysis. 

From time-to-event to count data To model the frequency of 

events, we transform the time-to-event data, where the tim- 

ing of each visit is registered, into count data. This is done by 

counting the number of events over a well-defined period. We 

illustrate this with a small excerpt from our original data set 

in Table 2 . Table 3 aggregates the records from Table 2 dur- 

ing an exposure period, i.e., a period for which the risk factors 
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take the same value and remain constant. If the data include 

time-dependent risk factors, such as service history, we aggregate 

over the period where all risk factors remain constant and, as such, 

obtain multiple records per contract in the count data set. The 

latter is known as episode splitting ( Klein & Moeschberger, 2006 ). 

Generalized additive models (GAMs) . In the GLM framework, the 

response variable Y , e.g., frequency or severity of maintenance 

events, follows a distribution from the exponential family of dis- 

tributions, incl. Poisson, Bernoulli and gamma (see Ohlsson & Jo- 

hansson, 2010 , for an overview). A GLM, with categorical explana- 

tory variables z , has the following model specification: 

E [ Y ] = g −1 
(
z T β

)
= g −1 

( 

β0 + 

q ∑ 

j=1 

β j z j 

) 

, (6) 

with z T β the linear predictor and g(·) the link function. The q + 1 

dimensional vector z takes value 1 for the intercept and is 0 / 1 - 

valued in its remaining q positions encoding the categorical ex- 

planatory variables using a dummy encoding scheme. In frequency 

modeling, it is typical to take into account the length of the ex- 

posure period �t during which the response has been registered. 

To account for the exposure-to-risk, we set the link function g(·) = 

log (·) and include an offset log (�t ) in the linear predictor such 

that the expected frequency of interventions is positive and pro- 

portional to the length of the exposure period �t . In severity 

modeling, setting the link function g(·) = log (·) ensures positive 

cost predictions. 

In the GAM framework, the response variable Y also follows 

a distribution from the exponential family of distributions, simi- 

lar to GLMs. A GAM ( Wood, 2017 ) adds the possibility to account 

for the non-linear effect of a continuous variable by making use of 

smoothing functions. A GAM with categorical variables z and con- 

tinuous variables z c , is specified by: 

E [ Y ] = g −1 

( 

β0 + 

q ∑ 

j=1 

β j z j + 

p ∑ 

j=1 

f j (z c j ) 

) 

. (7) 

All ingredients of the specification are identical to a GLM, except 

for the addition of smoothing functions f j (·) capturing the effect of 

the continuous variables z c . One of the main advantages of GAMs 

is that the dependence of the response variable Y on the covari- 

ates z c 
j 

is flexible since we only specify this dependence in terms 

of the smoothing functions f j (·) instead of an explicit parametric 

relation. However, this flexibility introduces two challenges. First, 

we need to represent these smoothing functions. This is tackled 

by fixing a set of basis functions, e.g. penalized thin plate regres- 

sion splines ( Wood, 2003 ). Second, we need to control the level of 

smoothness. The latter is done by introducing a smoothing param- 

eter that trades off a good fit with the ‘wiggliness’ of the smoother 

( Wood, 2017 ). Additionally, a GAM can also consider interaction 

terms between two continuous variables. These can be estimated 

by a tensor product interaction which is considered in addition to 

the principal, smooth effects of the continuous variables. 

Model and variable selection . To conduct a proper risk assess- 

ment of the maintenance cost under a full-service contract, select- 

ing the relevant risk factors is critical. We randomly split the data 

set in a training and test subset, with respectively 80% and 20% of 

the contracts. The training set is used to select the relevant risk 

factors for our predictive models. We calibrate a GAM including all 

available covariates, both categorical and continuous, on the train- 

ing set, and remove the non-significant covariates. Furthermore, we 

discard all non-significant categorical covariate levels by merging 

the non-significant levels with the reference or a neighboring level 

until only significant levels remain. To further improve the GAM, 

we consider the relevant interactions between both categorical and 

continuous risk factors and we select the best interaction based 

on the Akaike information criterion (AIC) ( Akaike, 1974 ). Although 

GAMs are flexible models, they still require a manual specification 

of the predictor. Consequently, we restricted the number of possi- 

ble predictors by limiting the number of interaction terms to one. 

To identify the performance of our model, we use the AIC to 

assess in-sample performance and the hold-out or test set to as- 

sess the out-of-sample predictive performance ( Friedman, Hastie, 

& Tibshirani, 2001 ). The AIC is defined by: 

AIC = −2 · log L + 2 · EDF , (8) 

where log L is the log-likelihood of the model and EDF the ef- 

fective degrees of freedom. A typical out-of-sample measure for 

counting models, such as our frequency models, is the Poisson de- 

viance D POI , 

D POI (y, f (z)) = 2 

n ∑ 

i =1 

{ 

y i · log 

(
y i 

f (z i ) · �t i 

)
− (y i − f (z i ) · �t i ) 

} 

, 

(9) 

where y i is the observed value and f (z i ) is the predicted value. The 

latter predictions are scaled by the exposure period �t i . To mea- 

sure out-of-sample performance of our severity models, we use the 

gamma deviance D gamma : 

D gamma (y, f (z)) = 2 

n ∑ 

i =1 

{
y i − f (z i ) 

f (z i ) 
− log 

(
y i 

f (z i ) 

)}
, (10) 

where y i is the observed value and f (z i ) is the predicted value. 

3.3. GAMs for the frequency of failures and overhauls 

We now calibrate a GAM to the training data set to model the 

expected frequency of failures and overhauls during a single 

contract period (with length �t), resp. E [ N c ] and E [ N o ] in Eq. (2) . 

By splitting the total contract duration into several contract periods 

and not further specifying their length, we disguise the frequency 

of maintenance interventions for confidentiality reasons. 

Model specification . To identify the preferred GAMs, 

we first include the categorical covariates m_class , 
c_type , contract_period , service_hist_ ∗, with 

* ∈ { A, B, C, Uncategorized, Failure, Overhaul } , the con- 

tinuous covariates RHS_total and RHS_av , as well as the 

relevant interactions, i.c. between RHS_total and RHS_av , 
RHS_total and m_class , and RHS_total and c_type . Using 

the model and variable selection procedure described above, the 

following GAMs were identified as the best performing according 

to the AIC criterion for respectively the frequency of failures and 

overhauls: 

GAM_Freq_Fail : log (E (N failure,i )) 

= log (�t i ) + β0 + β1 · m_class i 
+ β2 · contract_period i + β3 · service_hist_A i 
+ β4 · service_hist_B i + β5 · service_hist_C i 
+ β6 · service_hist_Failure i 
+ f 1 ( RHS_total i ) + f 2 ( RHS_av i ) 

+ f 3 ( RHS_total i , RHS_av i ) , (11) 

and 

GAM_Freq_OH : log (E (N ov erhaul,i )) 

= log (�t i ) + β0 + β1 · service_hist_B i 
+ β2 · service_hist_Failure i 
+ β3 · service_hist_Overhaul i 
+ f 1 ( RHS_total i , m_class i ) + f 2 ( RHS_av i ) , (12) 
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Table 4 

AIC, Poisson deviance D, in-sample loss ratio LR in and out-of-sample loss ratio LR out 

frequency models. The best values for AIC and deviance D are highlighted in bold. 

GAM_Freq_Fail GLM_Freq_Fail GLM_Freq_Fail_m_class 

AIC 54 801 60 751 58 562 

D 7 986 9 454 8 935 

LR in 1.00 1.01 1.01 

LR out 1.01 1.03 1.03 

GAM_Freq_OH GLM_Freq_OH GLM_Freq_OH_m_class 

AIC 1 133 1 218 1 227 

D 239 256 258 

LR in 1.00 1.03 1.03 

LR out 1.06 1.09 1.08 

where the regression parameters β j capture the covariate’s impact 

relative to a reference level, captured by β0 . The index i denotes a 

record in the count data set, see Table 3 . 

We benchmark the predictive performance of these GAMs 

against two simpler models, respectively GLM_Freq_Fail and 

GLM_Freq_Fail_m_class for the frequency of failures, and 

GLM_Freq_OH and GLM_Freq_OH_m_class for the frequency 

of overhauls. These benchmark models are GLMs with either only 

an intercept or an intercept and m_class as the only covariate. 

The latter reflects the most obvious simpler model to capture the 

frequency of failures and overhauls. Comparing our best model 

with these benchmark models provides insight into the advantage 

of including multiple risk factors. The GLMs for the frequency of 

failures are specified by 

GLM_Freq_Fail : log (E (N failure,i )) 

= log (�t i ) + β0 

GLM_Freq_Fail_m_class : log (E (N failure,i )) 

= log (�t i ) + β0 + β1 · m_class i , (13) 

and GLM_Freq_OH and GLM_Freq_OH_m_class have the same 

specification. 

Performance evaluation . We compare both the in- and out-of- 

sample performance of the frequency models. We consider the fol- 

lowing goodness-of-fit and performance criteria (see Table 4 ): in- 

sample AIC ( Eq. (8) ), out-of-sample Poisson deviance ( Eq. (9) ), and 

the in- and out-of-sample loss ratio. The loss ratio (LR) is defined 

as the observed number of interventions over the number of in- 

terventions predicted by the model. The closer the loss ratio to 

one, the higher the model accuracy. Table 4 shows how our GAMs 

specified in (11) and (12) outperform the simple benchmark mod- 

els both on in-sample goodness-of-fit as well as on out-of-sample 

predictive performance. At the same time, their loss ratios per- 

form similarly or better than the simpler benchmark models. The 

acceptable performance of GLM_Freq_Fail and GLM_Freq_OH , 
i.e., models with only an intercept, is due to the inclusion of the 

offset log (�t) . As such, these models take into account that longer 

time intervals will have more failures or overhauls. For simplic- 

ity, we evaluate the performance of our models on the test set by 

fixing the machine and contract characteristics of these contracts 

to their observed values. In a real setting, some of these charac- 

teristics will only materialize over time by tracking the mainte- 

nance events observed on (newly contracted) machines. To cope 

with this, we can draw scenarios for the maintenance events in fu- 

ture contract periods using the calibrated GAMs for the frequency 

and severity of such events. Using these paths the expected values 

in the break-even price can be calculated with Monte Carlo simu- 

lation. 

Table 5 

AIC, gamma deviance D, in-sample loss ratio LR in and out-of-sample loss ratio LR out 

for the preventive maintenance visit cost models. The best values for AIC and de- 

viance D are highlighted in bold. 

GAM_Prev GLM_Prev_v_type GLM_Prev_m_class 

AIC 354 646 361 821 355 081 

D 2 734 3 533 2 758 

LR in 1.00 1.00 1.00 

LR out 0.99 0.97 0.99 

3.4. GAMs for the severity of maintenance visits 

We next calibrate GAMs on the training data to predict the ex- 

pected severity, or costs, of the maintenance interventions, resp. 

E [ S p,i ] , E [ S c ] and E [ S o ] in Eq. (2) . We hereto fit a single model 

for the costs of all preventive maintenance visits, i.e. A- , B- , 
C- and uncategorized visits, a second model for the costs of 

failures and a third model for the cost of overhauls . Re- 

mark that the cost distributions are shifted to accommodate the 

discarded visit costs below the minimal setup cost. 

Model specification . We include the covariates m_class , 
c_type , RHS_av and v_RHS or RHS_total to set up a GAM to 

model the costs of each type of intervention. For preventive main- 

tenance we also include its v_type as a covariate. Note that for 

preventive maintenance we take into account the running hours at 

the moment of the intervention v_RHS . Due to the stochastic na- 

ture of the frequency of failures and overhauls, this is not known, 

and we consider the RHS_total , the total running hours at the 

start of the contract period in which this intervention occurs. We 

assume that the service history and the contract_period do 

not affect the costs of maintenance visits and consequently do 

not consider them as covariates. Using our model and variable se- 

lection approach described in Section 3.2 , we obtain the follow- 

ing GAMs for the costs of preventive maintenance interventions, 

failure and overhaul visits respectively, 

GAM_Prev : log (E (S i )) = β0 + β1 · m_class i + β2 · c_type i 
+ β3 · v_type i + f 1 ( v_RHS i ) + f 2 ( RHS_av i ) 

GAM_Fail : log (E (S i )) = β0 + β1 · m_class i + f 1 ( RHS_total i ) 

GAM_OH : log (E (S i )) = β0 + β1 · m_class i . (14) 

We remark that GAM_OH is in fact a GLM since it does not include 

any continuous variables. 

We again benchmark the predictive performance of these 

GAMs against two simpler models. For the cost of pre- 

ventive maintenance, these models GLM_Prev_v_type and 

GLM_Prev_m_class are specified as follows: 

GLM_Prev_v_type : log (E (S i )) = β0 + β1 · v_type 
GLM_Prev_m_class : log (E (S i )) = β0 + β1 · v_type + β2 · m_class . 

(15) 

For the failure and overhaul costs, we use GLM_Fail and 

GLM_Fail_m_class , and GLM_OH and GLM_OH_m_class as 

benchmarks respectively. These models are GLMs with either only 

an intercept or an intercept and m_class as only covariate: 

GLM_Fail and GLM_OH : log (E (S i )) = β0 

GLM_Fail_m_class and GLM_OH_m_class : log (E (S i )) 

= β0 + β1 · m_class i . (16) 

Performance evaluation . To evaluate the goodness-of-fit and pre- 

dictive performance, we look at the in-sample AIC, the out-of- 

sample gamma deviance, and the in- and out-sample loss ratio, see 

Table 5 for the preventive maintenance costs and Table 6 for the 

failure and overhaul costs. They confirm that both the fit and pre- 

dictive performance of the GAMs are better than the benchmarks. 
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Table 6 

AIC, gamma deviance D, in-sample loss ratio LR in and out-of-sample loss ratio LR out 

for the failure and overhaul cost models. The best values for AIC and deviance D 

are highlighted in bold. 

GAM_Fail GLM_Fail_intercept GLM_Fail_m_class 

AIC 314 384 316 453 314 618 

D 9 520 10 381 9 637 

LR in 1.00 1.00 1.00 

LR out 1.02 0.98 1.02 

GAM_OH GLM_OH_intercept 

AIC 4 157 4 319 

D 31 68 

LR in 1.00 1.00 

LR out 1.02 0.86 

3.5. Insights from the calibration of predictive models 

The calibration of our predictive models to the training set con- 

taining 80% of the contract data quantifies the impact of the risk 

factors on the frequency and the severity of maintenance interven- 

tions. We provide a visualization of the calibrated predictive mod- 

els in Appendix C , Figs. C.1–C.5 . The coefficients β j indicate the in- 

fluence of the categorical risk factors, ceteris paribus, on the other 

risk factors. They are represented by bar plots. For the continu- 

ous variables, we plot the smoothing function f j . Such visualization 

allows us to see the impact of each risk factor on the frequency 

and severity of the maintenance interventions. The higher the bar 

or the smoothing function, the higher the expected frequency or 

severity for that specific value of the risk factor. This leads to the 

following insights for the company managing the portfolio of con- 

tracts. 

First, our analysis shows the difference in failure rate and av- 

erage intervention costs for the different machine classes (see the 

bar plots for m_class in Figs. C.1 –C.5 ). This quantification allows 

the OEM to adjust prices for the contracts for each machine class 

adequately. Second, we observe that more preventive A-visits 
and B-visits in the previous two contract periods leads to lower 

expected number of failures in the upcoming contract period (see 

bar plots for serv_hist_A and serv_hist_B on Fig. C.1 ). An 

indication for both the service provider and the customer to keep 

on top of timely preventive maintenance to prevent high contract 

costs. Third, a high failure frequency in these periods indicates a 

high expected number of failures in the upcoming period (see bar 

plot for serv_hist_Fail on Fig. C.1 ). This implies that two con- 

tracts with identical characteristics except for their failure history 

(e.g. one with many failures in the last two contract periods and 

one with only a few failures) should be priced differently in the 

next contract period such that the machine with the higher failure 

history has a higher contract price to compensate for the higher 

expected number of upcoming failures. We observe a similar effect 

on the frequency of overhauls (see bar plot for serv_hist_Fail 
on Fig. C.2 ). Fourth, the first contract period is the most inten- 

sive in terms of expected number of failures (see bar plot for 

contract_period on Fig. C.1 ). This can be a consequence of a 

bathtub-shaped hazard rate function which is common in reliabil- 

ity ( Bebbington, Lai, & Zitikis, 2006 ). This leads to the insight that 

it is preferred for the OEM to offer the customer a multi-period 

contract instead of a contract of a single period in order to com- 

pensate the higher costs of the first contract period with the lower- 

cost contract periods thereafter. Finally, we observe that the run- 

ning hours are a significant risk factor in most of our predictive 

models (see the smoothing functions in Figs. C.1 –C.5 ). Not only the 

total running hours but also the average running hours per year 

have an impact on the expected number and the cost of mainte- 

nance interventions. The total running hours give mostly insight 

into the expected timing of the overhaul, which is helpful to price 

the overhaul into the contract and plan its execution. The average 

running hours per year increase the costs of the contract through 

a higher expected number of failures per period and higher pre- 

ventive maintenance costs. This is intuitive as a machine that runs 

more is also more expensive to operate. Yet, we observe that their 

relationship is not linear and that the marginal maintenance cost 

for each additional running hour is lower for higher levels of ma- 

chine usage. 

We acknowledge that these insights are specific to our partner 

company. Nevertheless, our framework can be applied to a portfo- 

lio of any other company to determine the impact of their machine 

types and other risk factors on their contract prices. This analysis 

is valuable to set up a differentiated tariff plan, which we will dis- 

cuss next. 

4. Evaluation of risk assessment and resulting tariff plan 

The GAMs described in Section 3 can be used to estimate the 

expected costs of a full-service contract for a given set of contract 

and machine characteristics (see Eq. (2) ) and to generate predictive 

cost distributions. This section evaluates their capability to iden- 

tify cost heterogeneity in the contract portfolio and set prices ac- 

cordingly. We first focus on the break-even price and subsequently 

determine risk margins. As the GAMs developed in Section 3 pre- 

dict the frequency and the severity in a single contract period, we 

aggregate the expected frequency and the severity over the con- 

tract periods that make up the contract to estimate the expected 

costs during the entire contract duration. For simplicity, we eval- 

uate the performance of our models on the test set by fixing the 

machine and contract characteristics of these contracts to their ob- 

served values. 

4.1. Break-even price 

To obtain the break-even price of the entire contract, we split 

the contracts into contract periods of equal length and model the 

frequency of failures and overhauls per contract period. The length 

of such a contract period is undisclosed for confidentiality rea- 

sons. We then calculate the break-even price for each contract pe- 

riod, given the machine and contract characteristics for that spe- 

cific contract period, and we sum over the contract periods. 

Denote P � 
full 

the break-even price that relies on the prediction 

models including all significant risk factors: GAM_Freq_Fail , 
GAM_Freq_OH , GAM_Prev , GAM_Fail and GAM_OH . We 

benchmark this pricing scheme against a tariff plan based 

on the prediction models that only take the machine class 

m_class into account, denoted P � 
m _ class 

. The latter relies on 

the GLM_Freq_Fail_m_class , GLM_Freq_OH_m_class , 
GLM_Prev_m_class , GLM_Fail_m_class and 

GLM_OH_m_class models. We could also benchmark against 

a tariff plan that does not take any risk factors into account 

(based on the intercept-only GLMs), with equal prices per unit of 

contract duration. This benchmark may be too naive, however, as 

it is evident from Figs. B.5 and B.7 that the machine class has a 

significant influence on respectively the frequency and severity of 

the maintenance interventions. 

Although both tariff plans charge a different price to the indi- 

vidual contracts, the total collected premiums over the entire port- 

folio of contracts are almost the same. They cover the incurred 

costs of the portfolio. The latter is verified by the out-of-sample 

loss ratio (see Table 7 ), defined as the ratio of the total actual costs 

realized over the total collected services fees under the tariff plan 

for the entire test set: 

loss ratio = 

∑ n 
i =1 C i (�t i ) ∑ n 
i =1 P 

� 
i 
(�t i ) 

, (17) 
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Table 7 

The in-sample and out-of-sample loss ratios for both tariff plans are 

close to 1, indicating they are accurate on portfolio level. 

Tariff Loss ratio (in) Loss ratio (out) 

P � 
full 

1.000 0.979 

P � 
m class 

1.009 1.004 

where the sum is over all contracts i in the test set. Conse- 

quently, both tariff plans are almost equivalent from an accuracy 

perspective on a portfolio level. We now focus our attention on 

the capability of the tariffs to differentiate the prices across the 

contracts in the portfolio and to align the charged premium with 

the cost incurred under a specific contract. 

4.2. Capability to differentiate 

We use ordered Lorenz curves and the associated Gini index to 

measure the tariff plan’s capability to differentiate based on the 

risk factors. A Lorenz curve ( Lorenz, 1905 ) is a tool to compare 

distributions. In welfare economics, Lorenz curves are used to com- 

pare the distribution of the population with the distribution of in- 

come to gain insight into income inequality. If the percentiles of 

both distributions align, the Lorenz curve is a 45 ◦ line, and there is 

no inequality. The Gini index is twice the area between the Lorenz 

curve and the 45 ◦ line. A higher value of the Gini index indicates 

more inequality. 

Frees, Meyers, & Cummings (2011, 2014) introduce ordered 

Lorenz curves as an extension to Lorenz curves. We use ordered 

Lorenz curves to compare the distribution of premiums and costs 

of the contract portfolio. Ordered Lorenz curves make use of the 

relativity R i , defined by the ratio of the price of contract i under 

tariff plan y over the price under plan x , 

R i = 

P � 
y,i 

P � 
x,i 

. (18) 

Assuming tariff plans x and y both cover the expected costs on the 

portfolio level, a relativity R i < 1 indicates that price P � 
y,i 

is lower 

than P � 
x,i 

. This suggests that tariff plan y is more competitive than 

tariff x for contract i and contract i may be lost to the provider 

of tariff plan y . A high relativity R i > 1 indicates that contract i is 

under-priced under tariff plan x and could indicate potential losses 

when adopting tariff x compared to tariff y . 

To set up the ordered Lorenz curve, the contracts in the portfo- 

lio are ordered in increasing values of R i . The distribution F P � x 
(·) of 

tariff plan P � x and distribution of the costs F C (·) can then be calcu- 

lated as: 

F P � x 
(s ) = 

∑ n 
i =1 P 

� 
x,i 

I(R i ≤ s ) ∑ n 
i =1 P 

� 
x,i 

F C (s ) = 

∑ n 
i =1 C i I(R i ≤ s ) ∑ n 

i =1 C i 
, (19) 

with I(·) the indicator function, returning 1 if the argument is true 

and zero otherwise. The ordered Lorenz curve is defined by the 

graph (F P � x 
(s ) , F C (s )) . Remark that contracts with different lengths 

can be included when setting up the ordered Lorenz curves since 

the relativities, and consequently their induced ordering, do not 

depend on the contract length. 

A convex ordered Lorenz curve indicates that under tariff plan 

x contracts with a low relativity R i are over-priced with respect 

to their costs. These contracts contribute disproportionally to the 

portfolio income compared to their costs. The reverse holds for 

contracts with a high R i : they are under-priced under tariff x and 

their costs exceed their respective premiums. The more convex the 

ordered Lorenz curve, the more tariff plan x fails to align their con- 

tract premiums with respect to their costs. The latter is equivalent 

to a higher Gini index. 

Fig. 5 shows the ordered Lorenz curves for tariff plans P � 
full 

and 

P � 
m _ class 

for the contracts in the test set. The left panel shows 

the distribution of P � 
m _ class 

with respect to the distribution of 

their costs, when the contracts are ordered in line with the rela- 

tivities imposed by tariff P � 
full 

, i.e. P � x = P � 
m _ class 

and P � y = P � 
full 

in Eqs. (18) and (19) . The convex shape of the ordered Lorenz 

curve indicates that, compared to P � 
full 

, tariff P � 
m _ class 

is insuffi- 

ciently capable to align its contract prices to their costs. The right 

panel of Fig. 5 shows the ordered Lorenz curve where P � x = P � 
full 

and 

P � y = P � 
m _ class 

. The curve is close to the 45 ◦ line, indicating that the 

percentiles of the cost distribution correspond to the percentiles of 

the price distribution, both in increasing relativities. 

Tariff P � 
full 

thus identifies deficiencies in P � 
m _ class 

and not 

the other way round. By ordering the contracts based on the rela- 

tivities induced by P � 
full 

, we can find that there are contracts with 

premiums under tariff P � 
m _ class 

that do not align well with 

their costs. This is not the case for P � 
full 

, where premiums and costs 

are well aligned. The higher Gini index also confirms this in the 

left panel. Although both tariffs have a similar accuracy on a port- 

folio level (see Table 7 ), tariff P � 
full 

manages to charge contracts a 

premium that is closer to the costs incurred under the individual 

contract. Consequently, tariff P � 
full 

is fairer to the customer and will 

counter the effect of adverse selection better. Moreover, the pric- 

ing scheme P � 
full 

permits us to better distinguish the maintenance- 

heavy from maintenance-light machine profiles by taking into ac- 

count more machine characteristics. For instance, the fact that 

more failures in previous contract periods indicate more upcom- 

ing failures (as identified in Section 3.5 ), is captured by P � 
full 

, but 

not by P � 
m _ class 

. 

4.3. Determination of the risk margins 

To determine the risk margin beyond the break-even price, we 

need to consider the predictive distribution of the costs over all 

contracts i , 
∑ 

i C i (�t i ) . We illustrate this for the contracts in the 

training set. We obtain the predictive distribution of the total port- 

folio costs in the training set by sampling from the calibrated 

GAMs that were used to select the break-even price P � 
full 

. 

We draw 5 0 0 0 cost samples from our predictive models for 

each contract. Summing over the contracts i provides us with 

5 0 0 0 samples of the total portfolio costs 
∑ 

i C i (�t i ) . Fig. 6 shows 

the Gaussian kernel density estimator, with bandwidth determined 

by the rule of Silverman (1986) , of the training portfolio’s con- 

tract costs, as well as the total preventive maintenance, failure, and 

overhaul costs using a kernel density estimator. 

To quantify the risk of the contract portfolio, we measure the 

Value at Risk. The V aR (α) is the 100(1 − α)% quantile of the pre- 

dictive distribution. It is the maximal cost incurred with probabil- 

ity α. Table 8 summarizes the V aR (α) for α equal to 5% and 10% . 

Following the expected value premium principle in insurance 

pricing ( Kaas, Goovaerts, Dhaene, & Denuit, 2008 ), we set a risk- 

loaded price P i (�t i ) for each contract i as follows, 

P i (�t i ) = (1 + λ) · P � i (�t i ) , (20) 

where the risk margin λ is the same for each contract. A risk- 

averse service provider aiming at less that α% chance of a loss, sets 

his risk margin λ at 

λ = 

V aR (α%) ∑ 

i P 
� 
i 
(�t i ) 

− 1 , (21) 

such that its total collected premium volume equals V aR (α) . For 

instance, the V aR (5%) = 114 503 . 30 and corresponding risk load- 

ing λ = 0 . 024 indicates that if the break-even price is increased 

by only 2 . 4% for each contract, the total premium volume will 

cover the costs of the entire portfolio with 95% probability. How- 

ever, the V aR (α) does not consider the possible losses beyond 
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Fig. 5. Ordered Lorenz curves (black) and 45 ◦ line (dotted) for the different tariff plans and the associated Gini index. 

Fig. 6. Kernel density estimators for the total contract cost, the total preventive maintenance, failure, and overhaul costs of the entire portfolio. All costs re-scaled for reasons 

of confidentiality. 

Table 8 

The 5% and 10% VaR for the portfolio’s total contract cost, and the VaR for a contract’s preventive maintenance, failure, and overhaul costs. The last 

column aggregates the intervention-specific VaR s. All costs re-scaled for reasons of confidentiality. 

Total contract Prev. Maint. Failures Overhauls pm + f + oh 

VaR (10%) 113 873 49 065 60 887 4 794 114 748 

VaR (5%) 114 503 49 159 61 442 4 995 115 597 
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the 100(1 − α)% quantile. It is also not a coherent risk measure 

since it violates the sub-additivity property ( Artzner, Delbaen, Eber, 

& Heath, 1999 ). Therefore, a possible alternative risk measure is 

the Conditional Value at Risk or expected shortfall, CV aR (α) . The 

CV aR (α) is a weighted average of the losses beyond the V aR (α) 

and aims to overcome the shortcomings of the V aR (α) , 

CV aR (α) = 

1 

α

α∫ 
0 

V aR (u ) du. (22) 

The CV aR (α = 5%) for our portfolio is 115 137 . 95 and gives a risk 

margin of λ = 0 . 030 . The risk margin is calculated with Eq. (21) , 

replacing V aR (α) with CV aR (α) . Since the CV aR (α) is a more pru- 

dent risk measure, the risk margin is higher. The choice of pre- 

ferred risk measure and the level α should be set in line with 

the risk appetite of the OEM managing the portfolio of full-service 

maintenance contracts. 

As we have insight into the cost distributions of the differ- 

ent types of intervention, i.e. preventive maintenance, failures, and 

overhauls, we could also set risk loadings for each type of inter- 

vention. This leads to the following expression for the risk-loaded 

price for contract i , 

P i (�t i ) = (1 + λpm 

) · P � 
planned ,i 

(�t i ) 

+(1 + λfailure ) · P � 
failure ,i 

(�t i ) 

+(1 + λoverhaul ) · P � 
overhaul ,i 

(�t i ) , 

(23) 

where P � ·,i (�t i ) is contract i ’s expected cost for each type of in- 

tervention and λ· the intervention-specific risk loading. For in- 

stance, to cover the costs per intervention type with 90% proba- 

bility, we obtain λpm 

= 0 . 007 , λfailure = 0 . 033 and λoverhaul = 0 . 168 

from the V aR (10%) per intervention type in Table 8 . The higher 

risk loading for the overhauls illustrates its higher cost variabil- 

ity, and risk, compared to preventive maintenance actions and fail- 

ures. Setting risk margins per intervention type by aggregating the 

intervention-specific V aR (10%) values leads to a total premium vol- 

ume of 114 748 . 67 (see the last column of Table 8 and α = 10% ). 

Remark that this is slightly higher than the total premium volume 

of 114 503 . 30 when we set the risk-loaded price based on the total 

contract costs at V aR (5%) . When we set risk-loadings per type of 

intervention to cover the costs for each intervention type with 90% 

probability, the corresponding risk-loaded premiums cover the to- 

tal contract costs with slightly more than 95% probability. Although 

the total contract cost of the portfolio is the sum of the preven- 

tive maintenance costs, the failure costs, and the overhaul costs, 

this sum does not hold for the quantiles of their respective distri- 

butions. This is due to risk pooling: high preventive maintenance 

costs, high failure costs, and high overhaul costs do not necessar- 

ily co-occur across the different types of interventions, therefore 

reducing the spread of the total cost distribution. 

However, setting intervention-specific risk loadings can be help- 

ful for portfolios with contracts that do not cover all types of inter- 

ventions. For instance, contracts that do not cover overhauls, i.e., 

c_type = NOH in our data set, should not include the risk mar- 

gin on the overhaul costs. If we use Eq. (23) to determine the 

risk-loaded prices with α = 10% , we find using Eq. (21) that λOH = 

0 . 041 and λNOH = 0 . 021 , for respectively the contracts that include 

overhauls, c_type = OH , and contracts that do not cover over- 

hauls, c_type = NOH . These confirm the increased risk of contracts 

that cover overhauls. Furthermore, as λNOH = 0 . 021 is smaller than 

λ = 0 . 024 (determined at the overall portfolio level), the contracts 

without overhauls could be offered a risk discount without impact- 

ing the overall risk margin at the portfolio level. The intervention- 

specific risk loadings can also be determined by using the CV aR . 

5. Conclusions 

This paper presents a data-driven framework to unravel busi- 

ness insights from tracking maintenance intervention data. We an- 

alyze a dataset with maintenance interventions of about 5 0 0 0 

full-service maintenance contracts of industrial equipment. We de- 

scribe the pre-processing steps required to transform the raw data 

into a tabular dataset ready for statistical analysis. The tabular 

dataset includes the target or response variables (i.c. the frequency 

and severity of interventions) and the features or risk character- 

istics (e.g., service history or the yearly average running hours). 

These steps include but are not limited to the imputation of miss- 

ing values, the correction for maintenance cost inflation, and the 

construction of new, dynamic features from the data collected on 

a machine’s timeline with maintenance events. 

Our analysis sheds light on the machine characteristics to be 

collected (e.g., machine type, running hours at intervention, etc.) 

to obtain an accurate and differentiated price for full-service main- 

tenance contracts. By estimating the frequency and severity of 

maintenance interventions with interpretable predictive models, 

i.c. Generalized Additive Models, the resulting premiums are data- 

driven and reflect the heterogeneity in the portfolio, where each 

contract is priced proportional to its risk. By additionally analyz- 

ing the predictive cost distributions resulting from our models, 

we set risk margins on top of the break-even price of a contract. 

The resulting risk-loaded tariff protects the service provider fur- 

ther from the inherent stochasticity in the maintenance contract 

portfolio costs. Risk-based pricing is a cornerstone in the insur- 

ance literature. It prevents adverse selection by incentivizing ‘de- 

sirable’ risks (in our case, maintenance-light profiles) to not re- 

nege on their contracts. Our empirical analysis identifies the spe- 

cific machine types that result in high maintenance and estimates 

how machine usage impacts the occurrence of maintenance events 

and overhauls. The use of both static and dynamic risk character- 

istics allows the prediction of maintenance interventions and their 

costs in future periods and price contracts accordingly. These in- 

sights are helpful beyond pricing, including quickly identifying ma- 

chines prone to failure and designing a machine-specific mainte- 

nance scheme. 

A possible extension is to include data captured by sensors, e.g., 

the machine condition, to estimate the maintenance costs. These 

data are nowadays increasingly used to deploy a condition-based 

maintenance policy. The signals are time-varying and continuous 

and could technically be similarly integrated into the GAMs as we 

did for the running hour data. 

Appendix A. List of notations 

�t duration of the contract 

C(�t) total costs covered during contract of length �t

n m number of preventive maintenance types 

n p,i (�t) number of preventive maintenance actions of type i during 

contract duration 

N c (�t) number of failures during contract duration 

N o (�t) number of overhauls during contract duration 

S p,i, j costs of preventive maintenance j of type i 

S c,k costs of failure k 

S o,l costs of overhaul l

P � break-even or technical price of the contract 

P risk loaded-price of the contract 

λ risk margin 
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Appendix B. Exploratory analysis of the contract portfolio 

Fig. B.1. Histograms of the contract duration �t , the machine class m_class , the visit type v_type and the running hours at visit v_RHS . 

Fig. B.2. Histograms of total running hours RHS_total and yearly average running hours RHS_av . 
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Fig. B.3. Non-parametric density estimate of the costs for different visit types. Top: costs of preventive maintenance visits. Bottom left: costs of the failures . Bottom 

right: costs of overhaul visits. All costs are re-scaled for confidentiality reasons. 

Fig. B.4. Histogram of the number of failure and overhaul visits (left to right) during a contract period. 

Fig. B.5. Empirical frequency of intervention ( EFI ) for failure and overhaul visits (left to right) in the different machine classes. 
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Fig. B.6. Empirical frequency of intervention ( EFI ) for failures in the different contract types, showing how OH contracts experience a higher failure rate than NOH 
contracts. 

Fig. B.7. Non-parametric density estimate of the costs of A-visits and Failures for different machine types. All costs are rescaled for confidentiality reasons. 

Appendix C. Visualization of the calibrated predictive models 

We provide a visualization of the calibrated predictive models. The coefficients β j indicate the influence of the categorical risk factors, 

ceteris paribus in the other risk factors, and are represented by bar plots. We highlight the reference levels of the categorical risk factors 

in dark. By taking the exponential of the coefficients for the categorical risk factors, we cancel out the effect of the logarithm link function. 

For the continuous variables, we plot the smoothing function f j . Such visualization allows seeing the impact of each risk factor on the 

frequency and severity of the maintenance interventions. The higher the bar or the smoothing function, the higher the expected frequency 

or severity for that specific value of the risk factor. 
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Fig. C.1. Influence of the risk factors on the expected number of failures in the upcoming contract period. 

Fig. C.2. Influence of the risk factors on the expected number of overhauls in the upcoming contract period. 
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Fig. C.3. Influence of the risk factors on costs of a preventive maintenance event. 

Fig. C.4. Influence of the risk factors on costs of a failure visit. 

Fig. C.5. Influence of the risk factors on costs of an overhaul visit. 
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