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Chapter 1
Introduction

Finding the objects is a natural first step for humans in their processing of images. The position
and identity of an object comes so natural to us that it is hard to imagine that the brain splits the
pathways for ‘what is it’ from ‘where is it’ [54,84], though they are not completely separate [37].
The distinction between ‘what’ and ‘where’ is illustrated in Figure 1.1. We learn how to recog-
nize objects while we are still infants even before we can speak. This is one indication why the
understanding of the content of images does not have to be a rational process: there is no need to
explain the understanding of an image in words if we do not use the explanation in action.

Image What?

Potted plant

Cow

Where?

Car

Person

Figure 1.1: Given an image, the goal of object recognition is to determine ‘what’ objects are
present and ‘where’ they are in the image.
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2 Chapter 1. Introduction

We argue that there is even no possibility to explain all understanding of an image in words,
as the informative content of images is so much bigger than what words can express. This
contrasts with textual information and learning how to read: children are taught how to read in
school step by step. Compared to recognizing the content of pictures, the process is much better
understood: roughly it goes from recognizing letters to words to phrases. To recognize objects, a
computer generates the certainty that the pixel values that make up a digital image map to ‘what
it is’ (a label of the objects category) and ‘where it is’ (here defined as a bounding box around
the object). The approach of a computer to do the recognition does not necessarily correspond to
how a human would do it. Therefore, for this thesis we focus on object recognition by computer,
ignoring the human approach.

Note that in human life ‘where’ is much less relevant than ‘what’. The ’where’ is only needed
to avoid things (whatever they are) or to grab them. For the latter it is good to know ‘what’ it is
first. Knowing ‘what’ it is (a dog, a cactus or a teddy bear) is much more operationally useful.
Still, the ‘where’ can be used to attach semantic meaning to an image. For example, when
looking for a human hugging a dog, if human and animal are not close to each other, it is highly
unlikely that the human is hugging the dog nor has the intent to do so. Thus, finding the ‘where’
besides the ‘what’ allows for a deeper understanding of a scene. Therefore, apart from the ‘what’
we also investigate the ‘where’ of objects.

When describing what something is, there is a gap between literal phrases and their meaning.
If we assign this semantic meaning based on the text associated with a picture or movie, the
sorting order can be surprising. For example, when sorting a movie collection textually by the
word dogs, the movie Reservoir dogs will be in the top results. However, despite its title, there
are no dogs in this movie. The movie Beethoven will not be in the top, as Beethoven is typically
associated with music and not the movie about a St. Bernard dog. Had the semantic meaning
been assigned based on ‘what’ objects are visually present, these sorting mistakes would not
have been made. Here, we consider specific object categories with a visual manifestation and no
ambiguity.

1.1 Object appearance in the world
When recognizing objects, humans are able to deliver even when there are large fluctuations
between object appearances and imaging conditions. The three most important causes of fluctu-
ations in this thesis are as illustrated in Figure 1.2:

• Illumination changes

• Viewpoint changes

• Different instances

To automatically recognize objects from real-world images, the approach used by a computer
needs to be robust to these kind of changes in object appearance. This thesis makes two contri-
butions: (1) we accurately find the ‘what’ even under illumination changes and (2) we show how
to find the ‘where’ in a reasonable computation time.
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Illumination changes Illumination changes

Viewpoint changes Viewpoint changes

Different instances

Figure 1.2: Illustration of the three most important causes of fluctuations in object appearance.
Amongst others, illumination changes result in shadows, shading, and specularities. Viewpoint
changes result in shape variations as the orientation and scale of the object changes. Different
instances of the same object category may have a vastly different appearance.

1.2 ‘What’

In object classification, the visual presence of an object category is determined, i.e. we are only
concerned with finding the ‘what’ and not the ‘where’. An object classification system consists
of two main steps: training and classifying. To train an object classification system, supervised
machine learning algorithms such as Support Vector Machines [15,121] are typically used. These
algorithms learn how to separate an object category from other categories based on positive
example images and negative example images. The resulting classifier can be used to determine
the likelihood the object is present in a new, unseen image.

In both steps, representation plays an essential role. To represent the image, a well-known
and robust method is the bag-of-words model [95]. The stages in extracting this representation
are shown in Figure 1.3. The bag-of-words model computes image descriptors at specific points
in the image. These points are often selected using salient point methods [75, 81, 108], which
address viewpoint changes: they find regions in the image which can be robustly detected un-
der translation, rotation and scaling transformations. The resulting points are translation- and
rotation-invariant and are covariant with scale changes. In the bag-of-words model, the descrip-



4 Chapter 1. Introduction

Harris-Laplace, dense sampling, ...

Point sampling strategy Descriptor computation Bag-of-words model

Vector quantization

.

.

.

Image

Fixed-length

feature vector

SIFT, SURF, ColorSIFT, ...

Figure 1.3: Given an image, the bag-of-words model creates a representation of the image.

tors extracted around these points are quantized against a codebook. The occurrence frequency
in the image of each element from the codebook forms the representation of the image.

Common descriptors are the SIFT descriptor [75], the SURF descriptor [6] and the HOG de-
scriptor [24]. However, these descriptors include intensity information only and do not include
color information. To increase photometric invariance and discriminative power, color descrip-
tors have been proposed which are robust against certain photometric changes [1, 9, 10, 50, 117].
As there are many different methods to obtain color descriptors, however, it is unclear what sim-
ilarities these methods have and how they are different. To arrange color invariant descriptors in
the context of object classification, a taxonomy is required based on principles of photometric
changes. Therefore, we pose the following question:

Question 1. How do viewpoint and illumination changes affect existing color descriptors and
subsequently visual object classification? Which invariance properties are desirable for object
classification?

The next logical step is to look for new color descriptors which possess these desirable in-
variance properties but have higher discriminative power:

Question 2. Can we design new color descriptors which effectively improve object classifica-
tion?

The illumination-invariant descriptors sampled at salient points give a powerful contribution
to the bag-of-words model for accurate object classification. Where accuracy increases, it comes
at a price of much higher computational cost. This cost is a severe drawback of the bag-of-words
model on standard computers. In recent years, tremendous new opportunities for computational
speedup have arrived in both CPUs and GPUs by increasing parallelism: the number of process-
ing units has increased, instead of the speed of the processing units. Knowing how to exploit
parallelism is important to speedup the bag-of-words model:

Question 3. Can we exploit parallelism in CPU and GPU architectures, to handle the computa-
tional cost of the bag-of-words model?
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(a) (b)
(c)

Figure 1.4: Figure (a) gives an example of the locations visited by an ‘exhaustive’ search with a
coarse grid and fixed window sizes. Figure (b) shows several of the segmentations of the selective
search strategy: it aims for high recall by generating locations at all scales and it accounts for
many different scene conditions by employing multiple invariant color spaces. The locations
visited in the selective search strategy are illustrated in (c).

1.3 ‘Where’
When looking for ‘where’ in the image an object is, the most successful approaches so far are
based on exhaustive search over the image to find the best object positions [24, 32, 38, 58, 124,
131]. However, as the total number of images and the number of potential windows therein
is huge, it is necessary to constrain the computation per location and the number of locations
considered. The computation is currently reduced by using a weak classifier with simple-to-
compute features [24,38,58,124,131], and by reducing the number of locations on a coarse grid
and with fixed window sizes [24,38,123], as illustrated in Figure 1.4a. This comes at the expense
of overlooking some object locations and misclassifying others. The bag-of-words model is too
computationally expensive to use it in combination with an exhaustive search. A more selective
search which considers fewer locations enables the use of more expensive bag-of-words features.
This leads to:

Question 4. Can we design a selective search strategy which visits the locations where it is
probable that the object is actually present? Will this improve object recognition?

1.4 Organization of the Thesis
The answer to question 1 is in Chapter 2 which has appeared as [112]. Question 2 is investigated
in Chapter 3 which has been submitted as [113]. Question 3 forms the main topic of Chapter
4 which is published as [115]. Finally, in answer to question 4, we present a selective search
strategy in Chapter 5 which comes from [116]. For a brief overview of the work done and
achievements made in this thesis, we provide a summary and conclusions in Chapter 6.
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Chapter 2
Evaluating Color Descriptors for
Object and Scene Recognition∗

2.1 Introduction

Image category recognition is important to access visual information on the level of objects
(buildings, cars, etc.) and scene types (outdoor, vegetation, etc.). In general, systems for cat-
egory recognition on images [25, 41, 69, 125, 130] and video [18, 63, 96] use machine learning
based on image descriptions to distinguish object and scene categories. However, there can be
large variations in viewing and lighting conditions for real-world scenes, complicating the de-
scription of images and consequently the image category recognition task. This is illustrated in
figure 2.1. A change in viewpoint will yield shape variations such as the orientation and scale
of the object. Salient point detection methods and corresponding region descriptors can robustly
detect regions which are translation-, rotation- and scale-invariant, addressing these viewpoint
changes [75, 81, 108]. In addition, changes in the illumination of a scene can greatly affect the
performance of object and scene type recognition if the descriptors used are not robust to these
changes. To increase photometric invariance and discriminative power, color descriptors have
been proposed which are robust against certain photometric changes [1, 9, 10, 50, 117]. As there
are many different methods to obtain color descriptors, however, it is unclear what similarities
these methods have and how they are different. To arrange color invariant descriptors in the con-
text of image category recognition, a taxonomy is required based on principles of photometric
changes.

Therefore, this chapter studies the invariance properties and the distinctiveness of color de-
scriptors in a structured way. First, a taxonomy of invariant properties is presented. The taxon-
omy is derived by considering the diagonal model of illumination change [42, 114, 126]. Using
this model, a systematic approach is adopted to provide a set of invariance properties which
achieve different amounts of invariance, such as invariance to light intensity changes, light in-
tensity shifts, light color changes and light color changes and shifts. Color descriptors are tested

∗Published in IEEE Transactions on Pattern Analysis and Machine Intelligence [112]
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Figure 2.1: Illustration of variations in viewing and illumination conditions for real-world scenes
containing potted plants. The potted plants vary in imaging scale and are imaged under outdoor
lighting, indoor lighting and a combination of the two, respectively. Images are from an image
benchmark [33].

experimentally with respect to this set of invariance properties through an object recognition
dataset with known illumination changes [48]. Then, the distinctiveness of color descriptors is
analyzed experimentally using two benchmarks from the image domain [33] and the video do-
main [101]. The benchmarks are very different in nature: the image benchmark consists of pho-
tographs and the video benchmark consists of keyframes from broadcast news videos. However,
they share a common characteristic: both contain the illumination conditions as encountered in
the real world. Based on extensive experiments on this large set of real-world image data, the
usefulness of the different invariant properties is derived. As a result, new color descriptors can
be designed according to the obtained invariance criteria. Finally, recommendations are given on
which color descriptors to use under which circumstances and datasets.

This chapter is organized as follows. In section 2.2, the reflectance model is presented.
Further, its relation to the diagonal model of illumination change is discussed. In section 2.3, a
taxonomy of color descriptors and their invariance properties is given. The experimental setup is
presented in section 2.4. In section 2.5, a discussion of the results is given. Finally, in section 2.6,
conclusions are drawn.

2.2 Reflectance Model

An image f can be modelled under the assumption of Lambertian reflectance as follows:

f(x) =

∫
ω

e(λ)ρk(λ)s(x, λ)dλ, (2.1)

where e(λ) is the color of the light source, s(x, λ) is the surface reflectance and ρk(λ) is the
camera sensitivity function (k ∈ {R,G,B}). Further, ω and x are the visible spectrum and the
spatial coordinates respectively.

Shafer [92] proposes to add a diffuse term to the model of eq. (2.1). In fact, the term includes a
wider range of possible causes than only diffuse light, such as interreflections, infrared sensitivity
of the camera sensor, scattering in the medium or lens. The diffuse light is considered to have a
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lower intensity and to originate from all directions in equal amounts:

f(x) =

∫
ω

e(λ)ρk(λ)s(x, λ)dλ+

∫
ω

A(λ)ρk(λ)dλ, (2.2)

where A(λ) is the term that models the diffuse light.
By computing the derivative of image f , it can be easily derived that the effect of A(λ) is

cancelled out, since it is independent of the surface reflectance term. Then, the reflection model
of the spatial derivative of f at location x on scale σ is given by:

fx,σ(x) =

∫
ω

e(λ)ρk(λ)sx,σ(x, λ)dλ. (2.3)

Hence, derivatives will yield invariance to diffuse light. The reflection model of eq. (2.1)
corresponds to the diagonal model of illumination change under the assumption of narrow band
filters. This is detailed in the next section.

2.2.1 Diagonal Model

Changes in the illumination can be modeled by a diagonal mapping or von Kries Model [126] as
follows:

f c = Du,cfu, (2.4)

where fu is the image taken under an unknown light source, f c is the same image transformed,
so it appears as if it was taken under the reference light (called canonical illuminant), and Du,c
is a diagonal matrix which maps colors that are taken under an unknown light source u to their
corresponding colors under the canonical illuminant c:Rc

Gc

Bc

 =

a 0 0
0 b 0
0 0 c

Ru

Gu

Bu

 . (2.5)

To include the ‘diffuse’ light term, Finlayson et al. [43] extended the diagonal model with an
offset (o1, o2, o3)T , resulting in the diagonal-offset model:Rc

Gc

Bc

 =

a 0 0
0 b 0
0 0 c

Ru

Gu

Bu

+

o1o2
o3

 . (2.6)

The diagonal model with offset term corresponds to eq. (2.2) assuming narrow-band filters mea-
sured at wavelengths λR, λG and λB at position x with surface reflectance s(x, λC) as follows:ec(λR)ec(λG)

ec(λB)

 =

a 0 0
0 b 0
0 0 c

eu(λR)eu(λG)
eu(λB)

+

A(λR)A(λG)
A(λB)

 . (2.7)
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As the surface reflectance s(x, λC) is equal for both the canonical and the unknown il-
luminant, equation (2.7) is a simplification of ec(λR)s(x, λR) = aeu(λR)s(x, λR) + A(λR),
ec(λG)s(x, λG) = beu(λG)s(x, λG) + A(λG) and ec(λB)s(x, λB) = ceu(λB)s(x, λB) + A(λB).

For broad-band cameras, spectral sharpening can be applied to obtain narrow-band filters [42].
Note that similar to eq. (2.3), when image derivatives are taken (first or higher order image statis-
tics), the offset in the diagonal-offset model will cancel out.

2.2.2 Photometric Analysis
Based on the diagonal model and the diagonal-offset model, five types of common changes in
the image values f(x) are categorized in this section.

Firstly, for eq. (2.5), when the image values change by a constant factor in all channels (i.e.
a = b = c), this is equal to a light intensity change:Rc

Gc

Bc

 =

a 0 0
0 a 0
0 0 a

Ru

Gu

Bu

 . (2.8)

In addition to differences in the intensity of the light source, light intensity changes also in-
clude (no-colored) shadows and shading. Hence, when a descriptor is invariant to light intensity
changes, it is scale-invariant with respect to (light) intensity.

Secondly, an equal shift in image intensity values in all channels, i.e. light intensity shift,
where (o1 = o2 = o3) and (a = b = c = 1) will yield:Rc

Gc

Bc

 =

Ru

Gu

Bu

+

o1o1
o1

 . (2.9)

Light intensity shifts are due to diffuse lighting including scattering of a white light source,
object highlights (specular component of the surface) under a white light source, interreflections
and infrared sensitivity of the camera sensor. When a descriptor is invariant to a light intensity
shift, it is shift-invariant with respect to light intensity.

Thirdly, the above classes of changes can be combined to model both intensity changes and
shifts: Rc

Gc

Bc

 =

a 0 0
0 a 0
0 0 a

Ru

Gu

Bu

+

o1o1
o1

 ; (2.10)

i.e. an image descriptor robust to these changes is scale-invariant and shift-invariant with respect
to light intensity.

Fourthly, in the full diagonal model (i.e. allowing a 6= b 6= c), the image channels scale
independently (eq. (2.5)). This allows for light color changes in the image. Hence, this class of
changes can model a change in the illuminant color and light scattering, amongst others.

Finally, the full diagonal-offset model (eq. (2.6)) models arbitrary offsets (o1 6= o2 6= o3),
besides the light color changes (a 6= b 6= c) offered by the full diagonal model. This type of
change is called light color change and shift.
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In conclusion, five types of common changes have been identified based on the diagonal-
offset model of illumination change, i.e. variations to light intensity changes, light intensity
shifts, light intensity changes and shifts, light color changes and light color changes and shifts.

2.3 Color Descriptors and Invariant Properties

In this section, color descriptors are presented and their invariance properties are summarized.
First, color descriptors based on histograms are discussed. Then, color moments and color mo-
ment invariants are presented. Finally, color descriptors based on SIFT are discussed. These
three types of descriptors were chosen due to their distinct nature and wide-spread use. Color
histograms do not contain local spatial information and are inherently pixel-based. Color mo-
ments do contain local photometrical and spatial information derived from pixel values. SIFT
descriptors contain local spatial information and are derivative-based.

See table 2.1 for an overview of the descriptors and their invariance properties. We de-
fine invariance of a descriptor to condition A as follows: under a condition A, the descriptor
is independent of changes in condition A. The independence is derived analytically under the
assumption that no color clipping occurs. Color clipping occurs when the color of a pixel falls
outside the valid range and is subsequently clipped to the minimum or maximum of the range.
For example, for a very large scaling of the intensity in eq. (2.8), color clipping occurs if the
scaled values exceed 255, the maximum value typically used for image storage.

2.3.1 Histograms

RGB histogram TheRGB histogram is a combination of three 1-D histograms based on theR,
G and B channels of the RGB color space. This histogram possesses no invariance properties.
Opponent histogram The opponent histogram is a combination of three 1-D histograms based
on the channels of the opponent color space: O1

O2

O3

 =


R−G√

2
R+G−2B√

6
R+G+B√

3

 . (2.11)

The intensity information is represented by channel O3 and the color information by O1 and O2.
Due to the subtraction in O1 and O2, the offsets will cancel out if they are equal for all channels
(e.g. a white light source). This is verified by substituting the unknown illuminant from eq. (2.9)
with offset o1:(

O1

O2

)
=

(
Rc−Gc√

2
Rc+Gc−2Bc√

6

)
=

(
(Ru+o1)−(Gu+o1)√

2
(Ru+o1)+(Gu+o1)−2(Bu+o1)√

6

)
=

(
Ru−Gu√

2
Ru+Gu−2Bu√

6

)
. (2.12)

Therefore, these O1 and O2 are shift-invariant with respect to light intensity. The intensity chan-
nel O3 has no invariance properties.
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Hue histogram In the HSV color space, it is known that the hue becomes unstable near the
grey axis. To this end, Van de Weijer et al. [117] apply an error propagation analysis to the hue
transformation. The analysis shows that the certainty of the hue is inversely proportional to the
saturation. Therefore, the hue histogram is made more robust by weighing each sample of the
hue by its saturation. The H color model is scale-invariant and shift-invariant with respect to
light intensity [117].
rghistogram In the normalized RGB color model, the chromaticity components r and g de-
scribe the color information in the image (b is redundant as r + g + b = 1): r

g
b

 =

 R
R+G+B

G
R+G+B

B
R+G+B

 . (2.13)

Because of the normalization, r and g are scale-invariant and thereby invariant to light intensity
changes, shadows and shading [52] from eq. (2.8):(

r
g

)
=

(
Rc

Rc+Gc+Bc
Gc

Rc+Gc+Bc

)
=

(
aRu

aRu+aGu+aBu
aGu

aRu+aGu+aBu

)
=

(
aRu

a(Ru+Gu+Bu)
aGu

a(Ru+Gu+Bu)

)
=

(
Ru

Ru+Gu+Bu
Gu

Ru+Gu+Bu

)
.

(2.14)
Transformed color distribution An RGB histogram is not invariant to changes in lighting
conditions. However, by normalizing the pixel value distributions, scale-invariance and shift-
invariance is achieved with respect to light intensity. Because each channel is normalized inde-
pendently, the descriptor is also normalized against changes in light color and arbitrary offsets: R′

G′

B′

 =


R−µR
σR

G−µG
σG

B−µB
σB

 , (2.15)

with µC the mean and σC the standard deviation of the distribution in channel C computed over
the area under consideration (e.g. a patch or image). This yields for every channel a distribution
where µ = 0 and σ = 1.

2.3.2 Color Moments and Moment Invariants
A color image corresponds to a function I defining RGB triplets for image positions (x, y):
I : (x, y) 7→ (R(x, y), G(x, y), B(x, y)). By regarding RGB triplets as data points coming from
a distribution, it is possible to define moments. Mindru et al. [83] have defined generalized color
moments Mabc

pq :

Mabc
pq =

∫ ∫
xpyq[IR(x, y)]

a[IG(x, y)]
b[IB(x, y)]

cdxdy. (2.16)

Mabc
pq is referred to as a generalized color moment of order p+ q and degree a+ b+ c. Note

that moments of order 0 do not contain any spatial information, while moments of degree 0 do
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not contain any photometric information. Thus, moment descriptions of order 0 are rotationally
invariant, while higher orders are not. A large number of moments can be created with small
values for the order and degree. However, for larger values the moments are less stable. Typically,
generalized color moments up to the first order and the second degree are used.

By using the proper combination of moments, it is possible to normalize against photometric
changes. These combinations are called color moment invariants. Invariants involving only a
single color channel (e.g. out of a, b and c two are 0) are called 1-band invariants. Similarly
there are 2-band invariants involving only two out of three color bands. 3-band invariants in-
volve all color channels, but these can always be created by using 2-band invariants for different
combinations of channels.
Color moments The color moment descriptor uses all generalized color moments up to the
second degree and the first order. This lead to nine possible combinations for the degree: M000

pq ,
M100

pq , M
010
pq , M

001
pq , M

200
pq , M

110
pq , M

020
pq , M

011
pq , M

002
pq and M101

pq
†. Combined with three possible

combinations for the order: Mabc
00 ,M

abc
10 and Mabc

01 , the color moment descriptor has 27 dimen-
sions. These color moments only have shift-invariance. This is achieved by subtracting the
average in all input channels before computing the moments.
Color moment invariants Color moment invariants can be constructed from generalized color
moments. All 3-band invariants are computed from Mindru et al. [83]. To be comparable,
the C̃02 invariants are considered. This gives a total of 24 color moment invariants, which are
invariant to all the properties listed in table 2.1.

2.3.3 Color SIFT Descriptors

SIFT The SIFT descriptor proposed by Lowe [75] describes the local shape of a region using
edge orientation histograms. The gradient of an image is shift-invariant: taking the derivative
cancels out offsets (section 2.2.2). Under light intensity changes, i.e. a scaling of the intensity
channel, the gradient direction and the relative gradient magnitude remain the same. Because
the SIFT descriptor is normalized, the gradient magnitude changes have no effect on the final
descriptor. The SIFT descriptor is not invariant to light color changes, because the intensity
channel is a combination of the R, G and B channels. To compute SIFT descriptors, the version
described by Lowe [75] is used.
HSV-SIFT Bosch et al. [9] compute SIFT descriptors over all three channels of theHSV color
model. This gives 3x128 dimensions per descriptor, 128 per channel. As stated earlier, the H
color model is scale-invariant and shift-invariant with respect to light intensity. However, due
to the combination of the HSV channels, the complete descriptor has no invariance properties.
Further, the instability of the hue for low saturation is not addressed here.
HueSIFT Van de Weijer et al. [117] introduce a concatenation of the hue histogram (see
section 2.3.1) with the SIFT descriptor. When compared to HSV-SIFT, the usage of the weighed
hue histogram addresses the instability of the hue near the grey axis. Because the bins of the hue
histogram are independent, the periodicity of the hue channel for HueSIFT is addressed. Similar
to the hue histogram, the HueSIFT descriptor is scale-invariant and shift-invariant.

†Because it is constant, the moment M000
pq is excluded.
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OpponentSIFT OpponentSIFT describes all the channels in the opponent color space (eq. (2.11))
using SIFT descriptors. The information in the O3 channel is equal to the intensity information,
while the other channels describe the color information in the image. These other channels do
contain some intensity information, but due to the normalization of the SIFT descriptor they are
invariant to changes in light intensity.
C-SIFT In the opponent color space, the O1 and O2 channels still contain some intensity infor-
mation. To add invariance to intensity changes, [50] proposes the C-invariant which eliminates
the remaining intensity information from these channels. The use of color invariants as input for
SIFT was first suggested by Abdel-Hakim and Farag [1]. The C-SIFT descriptor [10] uses the
C invariant, which can be intuitively seen as the normalized opponent color space O1

O3
and O2

O3
.

Because of the division by intensity, the scaling in the diagonal model will cancel out, making
C-SIFT scale-invariant with respect to light intensity. Due to the definition of the color space,
the offset does not cancel out when taking the derivative: it is not shift-invariant.
rgSIFT For the rgSIFT descriptor, descriptors are added for the r and g chromaticity compo-
nents of the normalized RGB color model from eq. (2.13), which is already scale-invariant.
Transformed color SIFT For the transformed color SIFT, the same normalization is applied
to the RGB channels as for the transformed color histogram (eq. (2.15)). For every normalized
channel, the SIFT descriptor is computed. The descriptor is scale-invariant, shift-invariant and
invariant to light color changes and shift.
RGB-SIFT For the RGB-SIFT descriptor, SIFT descriptors are computed for everyRGB chan-
nel independently. An interesting property of this descriptor, is that its descriptor values are equal
to the transformed color SIFT descriptor. This is explained by looking at the transformed color
space (eq. (2.15)): this transformation is already implicitly performed when SIFT is applied to
each RGB channel independently. Because the SIFT descriptor operates on derivatives only,
the subtraction of the means in the transformed color model is redudant, as this offset is already
cancelled out by taking derivatives. Similarly, the division by the standard deviation is already
implicitly performed by the normalization of the vector length of SIFT descriptors. Therefore,
as the RGB-SIFT and transformed color SIFT descriptors are equal, we will use the RGB-SIFT
name throughout this chapter.

2.3.4 Conclusion

In this section, three different groups of color descriptors were discussed: histograms in different
color spaces, color moments and moment invariants and color extensions of SIFT. For each color
descriptor, the invariance with respect to illumination changes in the diagonal-offset model were
analyzed. The results are summarized in table 2.1.

2.4 Experimental Setup

In this section, the experimental setup to evaluate the different color descriptors is outlined. The
invariance properties of the color descriptors, which were derived analytically in the previous
section, are verified experimentally as well using a dataset with known illumination conditions.
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Figure 2.2: The stages of the primary feature extraction pipeline used in this chapter. First,
the Harris-Laplace salient point detector is applied to the image. Then, for every point a color
descriptor is computed over the area around the point. All the color descriptors of an image are
subsequently vector quantized against a codebook of prototypical color descriptors. This results
in a fixed-length feature vector representing the image.

The distinctiveness of the color descriptors is assessed experimentally through their discrimi-
native power on the dataset with known imaging conditions, an image benchmark and a video
benchmark.

First, implementation details of the descriptors in an object and scene recognition setting are
discussed. Then, the datasets used for evaluation are described. After discussing these bench-
marks and their datasets, evaluation criteria are given.

2.4.1 Feature Extraction Pipelines

To emperically test the different color descriptors, the descriptors are computed at scale-invariant
points [75, 130]. See figure 2.2 for an overview of the processing pipeline. In the pipeline
shown, scale-invariant points are obtained with the Harris-Laplace point detector on the intensity
channel. Other region detectors [81], such as the dense sampling detector, Maximally Stable
Extremal Regions [80] and Maximally Stable Color Regions [44], can be plugged in. For the ex-
periments, the Harris-Laplace point detector is used because it has shown good performance for
category recognition [130]. This detector uses the Harris corner detector to find potential scale-
invariant points. It then selects a subset of these points for which the Laplacian-of-Gaussians
reaches a maximum over scale. The color descriptors from section 2.3 are computed over the
area around the points. The size of this area depends on the maximum scale of the Laplacian-of-
Gaussians [81].

To obtain fixed-length feature vectors per image, the bag-of-words model is used [95]. The
bag-of-words model is also known as ‘textons’ [72], ‘object parts’ [40] and ‘codebooks’ [65,
71]. The bag-of-words model performs vector quantization of the color descriptors in an image
against a visual codebook. A descriptor is assigned to the codebook element which is closest in
Euclidian space. To be independent of the total number of descriptors in an image, the feature
vector is normalized to sum to 1.

The visual codebook is constructed by applying k-means clustering to 200, 000 randomly
sampled descriptors from the set of images available for training. In this chapter, visual code-
books with 4, 000 elements are used.

Color descriptor software implementing this processing pipeline is available from our web-
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site†. It performs point sampling, color descriptor computation and vector quantization. After
these steps, an image is represented by a fixed-length feature vector.

2.4.2 Classification

For datasets where only a single training example is available per object or scene category, a
nearest neighbor classifier is used with χ2 distances between feature vectors F and F ′:

distχ2(~F , ~F ′) =
1

2

n∑
i=1

(~Fi − ~F ′i )
2

~Fi + ~F ′i
, (2.17)

with n the size of the feature vectors. For notational convenience, 0
0

is assumed to be equal to 0

iff ~Fi = ~F ′i = 0.
For datasets with multiple training examples, the support vector machines classifier is used.

The decision function of a support vector machines classifier for a test sample with feature vector
~F ′ has the form:

g( ~F ′) =
∑

~F∈trainset

α~Fy~Fk(
~F , ~F ′)− β, (2.18)

where y~F is the class label of ~F (−1 or +1), α~F is the learned weight of train sample ~F , β is a
learned threshold and k(~F , ~F ′) is the value of a kernel function based on the χ2 distance, which
has shown good results in object recognition [130]:

k(~F , ~F ′) = e−
1
D
distχ2 (

~F , ~F ′), (2.19)

whereD is a scalar which normalizes the distances. We setD to the average χ2 distance between
all elements of the train set.

The LibSVM implementation [15] is used to train the classifier. As parameters for the training
phase, the weight of the positive class is set to #pos+#neg

#pos
and the weight of the negative class

is set to #pos+#neg
#neg

, with #pos the number of positive instances in the train set and #neg the
number of negative instances. The cost parameter is optimized using 3-fold cross-validation
with a parameter range of 2−4 through 24.

To use multiple features, instead of relying on a single feature, the kernel function is extended
in a weighted fashion for m features:

k({~F(1), ..., ~F(m)}, { ~F ′(1), ..., ~F ′(m)}) = e
− 1∑m

j=1
wj

(∑m
j=1

wj
Dj
dist(~F(j), ~F

′
(j))
)
, (2.20)

with wj the weight of the jth feature, Dj the normalization factor for the jth feature and ~F(j) the
jth feature vector.

An example of the use of multiple features is the spatial pyramid [69]; it is illustrated in
figure 2.3. When using the spatial pyramid, additional features are extracted for specific parts

†http://www.colordescriptors.com

http://www.colordescriptors.com
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Figure 2.3: Examples of additional feature extraction pipelines used in this chapter, besides the
primary pipeline shown in figure 2.2. The pipelines shown are examples of using a different
point sampling strategy or a spatial pyramid [69]. The spatial pyramid constructs feature vectors
for specific parts of the image. For every pipeline, first, a point sampling method is applied
to the image. Then, for every point a color descriptor is computed over the area around the
point. All the color descriptors of an image are subsequently vector quantized against a codebook
of prototypical color descriptors. This results in a fixed-length feature vector representing the
image.
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of the image. For example, in a 2x2 subdivision of the image, feature vectors are extracted for
each image quarter with a weight of 1

4
for each quarter. Similarly, a 1x3 subdivision consisting

of three horizontal bars, which introduces three new features (each with a weight of 1
3
). In this

setting, the feature vector for the entire image has a weight of 1.

2.4.3 Experiment 1: Illumination Changes
The Amsterdam Library of Object Images (ALOI) dataset [48] contains more than 48,000 images
of 1,000 objects, under various illumination conditions. Light intensity scaling (eq. (2.8)) and
light intensity shifts (eq. (2.9)) are not present in the dataset, therefore we have artificially added
these two condition changes to the dataset. The effect of simultaneous light intensity changes
and shifts (eq. (2.10)) is a combination of the previous two properties. Since these two properties
are already evaluated individually, we refrain from evaluating this combined property. The light
color change images from ALOI directly correspond to our light color changes (eq. (2.5)). The
light color is varied by changing the illumination color temperature, resulting in objects illumi-
nated under a reddish to white light. For completeness, the other conditions present in the ALOI
dataset are also included: objects lighted by a different number of white lights at increasingly
oblique angles (between one and three white lights around the object, introducing selfshadowing
for up to half of the object), object rotation images and images with different levels of JPEG
compression.

Because only a single training example is available per object category, the nearest neighbour
classifier is used for the ALOI dataset.

2.4.4 Experiment 2: Image Benchmark
The PASCAL Visual Object Classes Challenge [33] provides a yearly benchmark for comparison
of object classification systems. The PASCAL VOC Challenge 2007 dataset contains nearly
10,000 images of 20 different object categories, e.g. bird, bottle, car, dining table, motorbike
and people. The dataset is divided into a predefined train set (5011 images) and test set (4952
images).

2.4.5 Experiment 3: Video Benchmark
The Mediamill Challenge by Snoek et al. [101] provides an annotated video dataset, based
on the training set of the NIST TRECVID 2005 benchmark [96]. Over this dataset, repeatable
experiments have been defined. The experiments decompose automatic category recognition into
a number of components, for which they provide a standard implementation. This provides an
environment to analyze which components affect the performance most.

The dataset of 86 hours is divided into a Challenge training set (70% of the data or 30, 993 shots)
and a Challenge test set (30% of the data or 12, 914 shots). For every shot, the Challenge provides
a single representative keyframe image. So, the complete dataset consists of 43, 907 images, one
for every video shot. The dataset consists of television news from November 2004 broadcasted
on six different TV channels in three different languages: English, Chinese and Arabic. On this
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dataset, the 39 LSCOM-Lite categories [86] are employed. These include object categories like
aircraft, animal, car and faces, and scene categories such as desert, mountain, sky, urban and
vegetation.

2.4.6 Evaluation Criteria

Experiments on the ALOI dataset perform object recognition using one example: given a query
image of an object under unknown illumination conditions, the top-ranked result should be equal
to the original image of the object for successful recognition. The percentage of objects where
the top-ranked result is indeed the correct object is used as the performance on the ALOI dataset.

For our benchmark results, the average precision is taken as the performance metric for de-
termining the accuracy of ranked category recognition results. The average precision is a single-
valued measure that is proportional to the area under a precision-recall curve. This value is the
average of the precision over all images/keyframes judged to be relevant. Hence, it combines
both precision and recall into a single performance value. For the PASCAL VOC Challenge
2007, the official standard is the 11-point interpolated average precision, and for TRECVID, the
official standard is the non-interpolated average precision. The interpolated average precision
is an approximation of the non-interpolated average precision. As the difference between the
two is generally very small, we will follow the official standard for each dataset and refer to
them as average precision scores. When performing experiments over multiple object and scene
categories, the average precisions of the individual categories are aggregated. This aggregation,
mean average precision, is calculated by taking the mean of the average precisions. As average
precision depends on the number of correct object and scene categories present in the test set,
the mean average precision depends on the dataset used.

To obtain an indication of significance, the bootstrap method [7, 30] is used to estimate con-
fidence intervals for mean average precision. In bootstrap, multiple test sets TB are created by
selecting images at random from the original test set T , with replacement, until |T | = |TB|. This
has the effect that some images are replicated in TB, whereas other images may be absent. This
process is repeated 1000 times to generate 1000 test sets, each obtained by sampling from the
original test set T . The statistical accuracy of the mean average precision score can then be eval-
uated by looking at the standard deviation of the mean average precision scores over the different
bootstrap test sets.

2.5 Results

2.5.1 Experiment 1: Illumination Changes

From the results in figure 2.4, the theoretical invariance properties of color descriptors are val-
idated. By observing the results with respect to light intensity changes, the color descriptors
without invariance to this property, such as the RGB histogram, the opponent color histogram
and color moments, do not perform well. There is a clear distinction in performance between
these descriptors and the invariant descriptors, such as the hue histogram, color moment in-
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Experiment 1: Illumination Changes
Eq. Color Descriptors
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Figure 2.4: Evaluation of the invariance properties of color descriptors under different illumina-
tion conditions, averaged over 1000 objects from the ALOI dataset [48]. Performance is mea-
sured using the percentage of correctly identified objects. For clarity of presentation, the results
have been split into two parts. To allow for easier comparison, SIFT is shown in both the graphs
on the left and the graphs on the right. The rows correspond to the invariant properties from
section 2.2, as listed in the graph titles and the equations shown. For light intensity shifts, the
axis unit corresponds to image values in the range [0, 255]. For the light color changes, the light
color is varied by changing the illumination color temperature, resulting in objects illuminated
under a white to reddish light. Conditions where, on average, more than 50% of the object area
is affected by color clipping (due to image values falling outside the range [0, 255]) are marked
with a grey background.
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Lighting Arrangement Changes, Viewpoint Changes and JPEG compression
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Figure 2.5: For completeness, this figure contains the results for color descriptors under different
lighting arrangements at increasingly oblique angles (between one and three of the lights around
the object are on, introducing selfshadowing for up to half of the object), different viewpoint
angles and different degrees of JPEG compression, averaged over 1000 objects from the ALOI
dataset [48]. Performance is measured using the percentage of correctly identified objects. For
clarity of presentation, the results have been split into two parts. To allow for easier comparison,
SIFT is shown in both the graphs on the left and the graphs on the right.



2.5. Results 23

variants and SIFT. Overall, within this group of invariant descriptors, the SIFT and color SIFT
descriptors perform much better than histogram-based descriptors; they have higher discrimina-
tive power. HueSIFT, which is a combination of the hue histogram and the SIFT descriptor, falls
between these descriptor classes in terms of performance. The HSV-SIFT descriptor, which is
not invariant to light intensity changes, is the lowest-scoring SIFT descriptor after HueSIFT. For
very large scaling factors, the performance of all descriptors drops. This is due to color clipping:
scaled image values outside the range [0, 255] are clipped to 255. In figure 2.4, a grey back-
ground indicates under which conditions, on average, more than half of all object pixels have
been clipped.

For light intensity shifts, it is shown that the color descriptors which lack invariance, the
RGB histogram, the opponent color histogram and the rghistogram, indeed have reduced per-
formance. Additionally, color moments and color moment invariants are affected when the shift
amount increases, these descriptors can only handle small light intensity shifts. The three color
SIFT descriptors which lack shift-invariance, HSV-SIFT, C-SIFT and rgSIFT, show reduced
performance for large shifts when compared to other SIFT variants, confirming their lack of
invariance.

For light color changes, it is observed that histograms do not perform well. This is consistent
with their lack of invariance. The exceptions are the transformed color histogram and the color
moment invariants, which do possess invariance to light color changes and indeed perform much
better. For the SIFT-based descriptors, only HSV-SIFT and HueSIFT degrade in performance
as the light color changes. This is due to their lack of invariance. Of interest is that some of
the descriptors which are not invariant to light color changes, e.g. OpponentSIFT, C-SIFT and
rgSIFT, are (in practice) largely robust to the light color changes present in the ALOI dataset.

Besides the evaluation of the invariant properties, there are also different conditions which
can be evaluated using ALOI. For the lighting arrangement changes, shown in figure 2.5, between
one and three white lights around the object are turned on. This leads to shadows, shading and
white highlights, e.g. to both light intensity scaling and shifts (eq. (2.10)), but also to partial
visibility due to lack of light on certain parts of the object. In this setting, both the invariant
properties and the discriminative power of color descriptors play an important role. The intensity
scale-invariant C-SIFT and rgSIFT perform well, ahead of the OpponentSIFT descriptor, which
is also shift-invariant. For the RGB-SIFT descriptor, which is invariant to light color changes in
addition to begin scale-invariant and shift-invariant, the increased invariance comes at the price
of reduced discriminative power: it is behind C-SIFT, rg-SIFT and OpponentSIFT under this
condition. For this condition, light intensity shifts and light color changes do not occur and
therefore OpponentSIFT and RGB-SIFT are too invariant. A similar pattern is observed from
the results in figure 2.5 for viewpoint changes due to object rotation. The scale-invariant C-SIFT
and rgSIFT perform best, and the light intensity shift invariance offered by OpponentSIFT and
RGB-SIFT is not needed, nor is the light color invariance of RGB-SIFT.

From the results shown in figure 2.5 for JPEG compression quality, it can be seen that the
hue histogram, the rghistogram, the transformed color histogram and the color moment invari-
ants are not robust to even moderate amounts of compression: compression artifacts cause large
deviations in these descriptors.

In conclusion, changes in lighting conditions affect color descriptors. However, for object
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Experiment 2: Descriptor performance on image benchmark
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Figure 2.6: Evaluation of color descriptors on an image benchmark, the PASCAL VOC Chal-
lenge 2007 [33], averaged over the 20 object categories. Error bars indicate the standard deviation
in mean average precision, obtained using bootstrap. The dashed lines indicate the lower bound
of the C-SIFT confidence interval.

recognition, not just the invariance of a color descriptor to lighting conditions is important, but
also the distinctiveness of the descriptor. An invariant descriptor is only useful for visual cate-
gorization when it has sufficient discriminative power as well. Finally, certain color descriptors
are sensitive to compression artifacts, reducing their usefulness. Although the best choice of
color descriptor depends on the condition, the descriptors with the best overall performance are
C-SIFT, rgSIFT, OpponentSIFT and RGB-SIFT.

2.5.2 Experiment 2: Image Benchmark

From the results shown in figure 2.6, it is observed that for object category recognition the
SIFT variants perform significantly better than color moments, moment invariants and color
histograms. The moments and histograms are not very distinctive when compared to SIFT-based
descriptors: they contain too little relevant information to be competitive with SIFT.

For SIFT and the four best color SIFT descriptors from figure 2.6 (OpponentSIFT, C-SIFT,
rgSIFT and RGB-SIFT), the results per object category are shown in figure 2.7. For bird, boat,
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Experiment 2: Descriptor performance split out per category
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Figure 2.7: Evaluation of color descriptors on an image benchmark, the PASCAL VOC Chal-
lenge 2007, split out per object category. SIFT and the best four color SIFT variants from fig-
ure 2.6 are shown.
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horse, motorbike, person, potted plant and sheep, it can be observed that the descriptors which
perform best have scale-invariance for light intensity (C-SIFT and rgSIFT). Of these two scale-
invariant descriptors, C-SIFT has the highest overall performance. The performance of the Op-
ponentSIFT descriptor, which is also shift-invariant compared to C-SIFT, indicates that only
scale-invariance, i.e. invariance to light intensity changes, is important for these object cate-
gories. RGB-SIFT includes additional invariance against light intensity shifts and light color
changes and shifts when compared to C-SIFT. However, this additional invariance makes the
descriptor less discriminative for these object categories, because a reduction in performance is
observed. This is illustrated by the examples shown in figure 2.1 for potted plant, which are
ranked significantly higher for C-SIFT and rgSIFT compared to OpponentSIFT and RGB-SIFT.

In conclusion, C-SIFT is significantly better than all other descriptors except rgSIFT (see
figure 2.6) on the image benchmark. The corresponding invariant property of both of these
descriptors is given by eq. (2.8). However, the difference between the rgSIFT descriptor and
OpponentSIFT, which corresponds to eq. (2.10), is not significant. Therefore, the best choice for
this dataset is C-SIFT.

2.5.3 Experiment 3: Video Benchmark
From the visual categorization results shown in figure 2.8, the same overall pattern as for the
image benchmark is observed: SIFT and color SIFT variants perform significantly better than
the other descriptors. The shift-invariant OpponentSIFT has left C-SIFT behind and is now
the only descriptor which is significantly better than all other descriptors. An analysis on the
individual object and scene categories shows that the OpponentSIFT descriptor performs best
for building, meeting, mountain, office, outdoor, sky, studio, walking/running and weather news.
All these concepts occur under a wide range of light intensities and different amounts of diffuse
lighting. Therefore, its invariance to light intensity changes and shifts makes OpponentSIFT
a good feature for these categories, and explains why it is better than C-SIFT and rgSIFT for
the video benchmark. RGB-SIFT, with additional invariance to light color changes and shifts,
does not differ significantly from C-SIFT and rgSIFT. For some categories, there is a small
performance gain, for others there is a small loss. This contrasts with the results on the image
benchmark, where a performance reduction was observed.

In conclusion, OpponentSIFT is significantly better than all other descriptors on the video
benchmark (see figure 2.8). The corresponding invariant property is given by eq. (2.10).

2.5.4 Comparison with state-of-the-art
So far, the performance of single descriptors has been analyzed. It is worthwhile to investigate
combinations of several descriptors, since they are not completely redundant. State-of-the-art
results on the PASCAL VOC Challenge 2007 also employ combinations of several methods.
Table 2.2 gives an overview of combinations on this dataset. For example, the best entry in the
PASCAL VOC Challenge 2007, by Marszałek et al. [79], has achieved a mean average precision
of 0.594 using SIFT and HueSIFT descriptors, the spatial pyramid [69], additional point sampling
strategies besides Harris-Laplace such as Laplacian point sampling and dense sampling, and a
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Experiment 3: Descriptor performance on video benchmark
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Figure 2.8: Evaluation of color descriptors on a video benchmark, the Mediamill Chal-
lenge [101], averaged over 39 object and scene categories. Error bars indicate the standard
deviation in mean average precision, obtained using bootstrap. The dashed line indicates the
lower bound of the OpponentSIFT confidence interval.
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Combinations on image benchmark
Author Point sampling Descriptor Spatial pyramid Mean

average
precision

This chapter Harris-Laplace,
dense sampling

SIFT 1x1+2x2+1x3 0.558

This chapter Harris-Laplace,
dense sampling

C-SIFT 1x1+2x2+1x3 0.566

Marszałek et al. [79] Harris-Laplace,
dense sampling,
Laplacian

SIFT, HueSIFT, other 1x1+2x2+1x3 0.575

Marszałek et al. [79] Harris-Laplace,
dense sampling,
Laplacian

SIFT, HueSIFT, other; with
feature selection

1x1+2x2+1x3 0.594

This chapter Harris-Laplace,
dense sampling

SIFT, OpponentSIFT,
rgSIFT, C-SIFT, RGB-SIFT

1x1+2x2+1x3 0.605

Table 2.2: In this table, combinations of descriptors on the image benchmark are compared to
Marszałek et al. [79], who obtains state-of-the-art results on this dataset. Adding color descrip-
tors improves over intensity-based SIFT alone by 8%.

feature selection scheme. When the feature selection scheme is excluded and simple flat fusion
is used, Marszałek reports a mean average precision of 0.575.

To illustrate the potential of the color descriptors from table 2.1, a simple fusion experiment
has been performed with SIFT and the best four color SIFT variants (section 2.4.2 details how
the combination is constructed). To be comparable, a setting similar to Marszałek is used: both
Harris-Laplace point sampling and dense sampling are employed and the same spatial pyramid
is used (see figure 2.2 for an overview of the feature extraction pipelines used). In this setting,
the best single color descriptor achieve a mean average precision 0.566. The combination gives a
mean average precision of 0.605. This convincing gain of 7% suggests that the color descriptors
are not entirely redundant. Compared to the intensity-based SIFT descriptor, the gain is 8%.
Further gains should be possible, if the descriptors with the right amount of invariance are fused,
preferably using an automatic selection strategy.

As shown in table 2.3, similar gains are observed on the Mediamill Challenge: mean average
precision increases by 7% when combinations of color descriptors are used, instead of intensity-
based SIFT only. Relative to the best single color descriptor, an increase of 3% is observed.
Furthermore, when the descriptors of this chapter are compared to the baseline provided by the
Mediamill Challenge, there is a relative improvement of 104%.

For reference, combinations of color descriptors from this chapter were submitted to the
PASCAL VOC 2008 benchmark [34] and the TRECVID 2008 evaluation campaign [96]. In both
cases, top performance was achieved. The color descriptors as presented in this chapter were
the foundation of these submissions. For additional details, see table 2.4 [105, 106, 120] and
table 2.5 [98].
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Combinations on video benchmark
Author Point sampling Descriptor Spatial pyramid Mean

average
precision

Snoek et al.
[101]

Grid Weibull [119] 1x1 0.250

This chapter Harris-Laplace,
dense sampling

SIFT 1x1+2x2+1x3 0.476

This chapter Harris-Laplace,
dense sampling

OpponentSIFT 1x1+2x2+1x3 0.494

This chapter Harris-Laplace,
dense sampling

SIFT, OpponentSIFT,
rgSIFT, C-SIFT, RGB-SIFT

1x1+2x2+1x3 0.510

Table 2.3: In this table, combinations of descriptors on the video benchmark are compared to the
baseline set by the Mediamill Challenge [101] for the 39 LSCOM-Lite categories [86]. Adding
color descriptors improves over intensity-based SIFT alone by 7%.

PASCAL VOC 2008 evaluation: best overall performance

Author Point sampling Descriptor Spatial pyramid Mean aver-
age precision

This chapter
and Tahir et
al. [105]

Harris-Laplace,
dense sampling

SIFT, OpponentSIFT,
rgSIFT, C-SIFT, RGB-SIFT

1x1+2x2+1x3 0.549

Table 2.4: In this table, results of descriptor combinations from this chapter as submitted to the
classification task of the PASCAL VOC Challenge 2008 [34] are shown.

NIST TRECVID 2008 evaluation: best overall performance

Author Point sampling Descriptor Spatial pyramid Inferred
mean aver-
age precision

This chapter
and Snoek et
al. [98]

Harris-Laplace,
dense sampling

SIFT, OpponentSIFT,
rgSIFT, C-SIFT, RGB-SIFT

1x1+2x2+1x3 0.194

Table 2.5: In this table, results of descriptor combinations from this chapter as submitted to the
NIST TRECVID 2008 video benchmark [96] are shown.
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Positions in Rankings for Image Benchmark
Sofa Sofa Bus Bus

Color Descriptor
OpponentSIFT 769 1053 21 190

C-SIFT 1782 2813 103 591
rgSIFT 3075 1445 161 486

RGB-SIFT 1917 3522 6 11

Potted Plant Potted Plant Potted Plant

Color Descriptor
OpponentSIFT 194 709 1583

C-SIFT 8 19 43
rgSIFT 10 18 63

RGB-SIFT 264 2627 706

Figure 2.9: From the PASCAL VOC Challenge 2007 [33], several positive examples for the
object categories sofa, bus and potted plant are shown, together with their position in the ranked
list of category recognition results for four different color descriptors. If, for one or more color
descriptors, the ranked position is notably better than for the other color descriptors, it has been
bold-faced. The ranking has 4952 elements.

2.5.5 Discussion

Using the ALOI dataset, the theoretical invariance properties of color descriptors were verified
experimentally. However, possessing invariance properties alone is not sufficient to address cat-
egory recognition: the descriptor should also be distinctive and robust to compression artifacts.
Several histogram-based descriptors and color moment invariants were found to be sensitive to
even moderate amounts of compression, thereby reducing their usefulness. On the other hand,
the results show that the SIFT descriptor and most color extensions of the SIFT descriptor are
robust to compression artifacts. Also, these SIFT-based descriptors outperform histogram-based
and moment-based descriptors on both image and video category recognition. Therefore, the rest
of this discussion will focus on the properties of these descriptors in particular.

The results on two category recognition benchmarks show that SIFT-based descriptors which
perform well are all invariant to light intensity changes. For light intensity shifts, the usefulness
of invariance depends on the object or scene category. For those categories in real-world datasets
where large variations in lighting conditions occur frequently, invariance to light intensity shifts
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Positions in Rankings for Video Benchmark
Building Building Vegetation Vegetation

Color Descriptor
OpponentSIFT 26 34 1035 304

C-SIFT 677 2719 53 1
rgSIFT 1113 1512 111 46

RGB-SIFT 102 35 954 921

Figure 2.10: From the Mediamill Challenge [101], several positive examples for the categories
building and vegetation are shown, together with their position in the ranked list of category
recognition results for four different color descriptors. If, for one or more color descriptors, the
ranked position is notably better than for the other color descriptors, it has been bold-faced. The
ranking has 12914 elements.

is useful. Examples for the image benchmark are shown in figure 2.9: normally, sofas are found
indoor. However, the dataset contains samples where the sofa is photographed outside on the
street. As the ranking positions show, the OpponentSIFT descriptor, which is invariant to both
light intensity changes and shifts, places these samples higher in the ranking. However, the
converse also occurs, as the example of the potted plants shows. The descriptors which are only
scale-invariant place the samples higher in the ranking, and the shift-invariant OpponentSIFT and
RGB-SIFT descriptors lag behind. For the video benchmark, figure 2.10 shows similar examples
of both phenomena for buildings and vegetation.

From the results, it can be noticed that invariance to light color changes and shifts is domain-
specific. For the image dataset, a significant reduction in performance was observed, whereas
for the video dataset, there was no performance difference. However, there are specific samples
where invariance to light color changes provides a benefit. An example is shown in figure 2.9
for busses: the bus illuminated by a setting sun benefits from light color invariance, as does
the bus illuminated by red light tubes. Invariance to light intensity changes and shifts is not
sufficient for the latter sample. However, the overall performance is not improved by light color
invariance, presumably because light color changes are quite rare in both benchmarks due to the
white balancing performed during data recording.

Overall, when choosing a single descriptor and no prior knowledge about the dataset and
object and scene categories is available, the best choice is OpponentSIFT. The correspondig
invariance property is scale- and shift-invariance, given by eq. (2.10). Second best is C-SIFT for
which the corresponding invariance property is scale-invariance, given by eq. (2.8). Table 2.6
summarizes the recommendations for the datasets from this chapter and datasets where no prior
knowledge is available.

To obtain state-of-the-art performance on real-world datasets with large variations in lighting
conditions, multiple color descriptors should be chosen, each one with a different amount of
invariance. As shown earlier, even a simple combination of color descriptors improves over the
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Recommended Color Descriptors Per Dataset

PASCAL VOC 2007 Mediamill Challenge Unknown Data
1. C-SIFT 1. OpponentSIFT 1. OpponentSIFT
2. OpponentSIFT 2. RGB-SIFT 2. C-SIFT
3. RGB-SIFT 3. C-SIFT 3. RGB-SIFT
4. SIFT 4. SIFT 4. SIFT

Table 2.6: The recommended choice of descriptors for different datasets: the PASCAL VOC
2007, Mediamill Challenge and datasets where no prior knowledge about the lighting conditions
or the object and scene categories is available. Without such prior knowledge, OpponentSIFT is
the best choice.

individual descriptors, suggesting that they are not completely redundant. This is illustrated by
the keyframes shown in figure 2.10: depending on the visual category, the OpponentSIFT and
C-SIFT descriptors both show their strong points. Results on the two categorization benchmarks
have shown that the choice of a single descriptor for all categories is suboptimal (see figure 2.7).
While the addition of color improves category recognition by 8–10% over intensity-based SIFT
only, further gains should be possible if the descriptor with the appropriate amount of invariance
is selected per category, using either a feature selection strategy or domain knowledge.

2.6 Conclusion
In this chapter, the invariance properties of color descriptors are studied using a taxonomy of
invariance with respect to photometric transformations, see table 2.1 for an overview. These in-
variance properties were validated using a dataset with known photometric changes. In addition,
the distinctiveness of color descriptors is assessed experimentally using two benchmarks from
the image domain and the video domain. On these benchmarks, the addition of color descriptors
over SIFT improves category recognition by 8% and 7%, respectively.

From the theoretical and experimental results, it can be derived that invariance to light inten-
sity changes and light color changes affects object and scene category recognition. The results
reveal further that, for light intensity shifts, the usefulness of invariance is category-specific.
Therefore, a color descriptor with an appropriate level of invariance should be selected for au-
tomated recognition of individual object and scene categories. Overall, when choosing a single
descriptor and no prior knowledge about the dataset and object and scene categories is available,
the OpponentSIFT is recommended. Finally, a proper combination of color descriptors improves
over the individual descriptors.



Chapter 3
Illumination-Invariant Descriptors for
Discriminative Visual Object
Categorization∗

3.1 Introduction

Illumination-invariant descriptors are important for a number of applications, such as object cate-
gory recognition and scene classification. The goal of object category recognition is to determine
the presence or absence of objects of a certain class within an image. The popular bag-of-words
model provides high detection accuracy [36]. The different stages of the bag-of-words model
are well-studied: first, there is the point sampling strategy [80, 108]. Recent benchmark re-
sults [35, 36] and [65] show that densely sampling in a regular grid is the preferred approach
for object recognition. Region descriptors [82] are then computed over the area around these
points. The SIFT [75] and SURF [6] descriptors are the most well-known region descriptors.
Because changes in the illumination of a scene can greatly affect the performance of object
recognition, the descriptors need to be robust to these changes. Finally, the point descriptors are
vector-quantized against a codebook of prototypical descriptors [40, 65, 71, 72, 95, 109].

Object classification is largely improved by descriptor design [24, 82, 107, 112]. In [112],
several (color) SIFT descriptors are evaluated for object recognition under varying imaging con-
ditions: OpponentSIFT [10], C-SIFT [1], HSV-SIFT [9], HueSIFT [118], RGB-SIFT [112] and
SIFT [75]. Of these descriptors, three are at least invariant to light intensity changes and shifts.
However, the number of these descriptors is limited because only a limited set (usually 1 or
3) is used of predefined color models such as HSV , O1O2O3 and RGB. For object category
recognition, in general, a single set of descriptors is employed for all object categories [36].
A predefined set of color channels may negatively influence the discriminative power of visual
object categorization.

Therefore, in this chapter, the aim is to generate a general class of discriminative, illumination-

∗Submitted to International Journal of Computer Vision [113]
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invariant descriptors for object category recognition which go beyond existing color models. We
design this new class of illumination-invariant descriptors based on SIFT, with the aim to re-
main invariant to light intensity changes and shifts under different normalizations. We propose
to select discriminative descriptors based on learning, by selecting the best descriptor through
cross-validation and by multiple kernel learning (MKL) [47, 103, 122] to learn weights for the
different descriptors. The combination of newly developed descriptors and selection strategy is
used to improve visual object categorization accuracy.

The contribution of this chapter is two-fold. First, we develop a new and general class of
color descriptors which (a) is illumination-invariant (b) is not limited to existing color spaces
(c) is intuitive and simple to compute and (d) allows emphasis on certain color models. Second,
we adapt color descriptors to the object category by (a) selecting one descriptor per object cat-
egory by learning or (b) learning the weights for a combination of color descriptors in a MKL
framework.

We evaluate the color descriptors on the challenging PASCAL VOC object classification
datasets, where the new class of color descriptors outperforms current descriptors in terms of
classification performance. Another application is object localisation, where accuracy is in-
creased by selecting a more discriminative color descriptor. Finally, we suggest using an ex-
tended opponent color descriptor instead of current color SIFT descriptors.

The chapter is organized as follows. In Section 3.2, the class of illumination-invariant SIFT
descriptors is derived and instantiated. Section 3.3 outlines the methods and experimental setup.
In Section 3.4, results of experiments with descriptor selection and optimization are detailed.
Finally, in Section 3.5, conclusions are drawn.

3.2 Illumination-Invariant Descriptors

3.2.1 Introduction

In this section, we have propose a new class of color descriptors. Instead of using a limited and
predefined set of color models for the descriptors, we identify a class of descriptors which are
illumination-invariant to common photometric changes within the diagonal model of illumination
change.

3.2.2 Diagonal Model

Photometric changes can be modeled by a diagonal mapping or von Kries Model [126] as follows:

f c = Du,cfu, (3.1)

where fu is the image taken under an unknown light source, f c is the transformed image of the
same scene, so it appears as if it was taken under the reference light (called canonical illuminant),
and Du,c is a diagonal matrix which maps colors that are taken under an unknown light source u
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to their corresponding colors under the canonical illuminant c:Rc

Gc

Bc

 =

a 0 0
0 b 0
0 0 c

Ru

Gu

Bu

 . (3.2)

To include a ‘diffuse’ light term, Finlayson et al. [43] extended the diagonal model with an offset
(o1, o2, o3)

T . The ‘diffuse’ light term includes a wide range of possible causes besides diffuse
light, such as interreflections, infrared sensitivity of the camera sensor, scattering in the medium
or lens. The extended model results in the diagonal-offset model:Rc

Gc

Bc

 =

a 0 0
0 b 0
0 0 c

Ru

Gu

Bu

+

o1o2
o3

 . (3.3)

The diagonal model with offset term corresponds to the Lambertian reflectance model extended
with a ‘diffuse’ lighting term [92], when assuming narrow-band filters. For broad-band cameras,
spectral sharpening can be applied to obtain narrow-band filters [42].

In [107], the OSID descriptor is proposed, which is invariant to any monotonically increas-
ing brightness change, while the diagonal model only handles linear changes. In practice, such
nonlinear brightness changes are quite rare, except perhaps for gamma corrections. It has been
shown empirically in [112], using a dataset with 1000 objects under known illumination condi-
tions [48], that descriptors which are analytically illumination-invariant in the diagonal model
are indeed robust to real-world lighting changes. Therefore, the diagonal model with offset is
used in this chapter.

3.2.3 A Novel Class of Illumination-Invariant SIFT Descriptors

The Scale-Invariant Feature Transform (SIFT) descriptor by Lowe [75] measures the area around
a sampling point and describes this area using an edge orientation histogram. The descriptor is
computed from spatial and gradient information only: the spatial position of a pixel determines
in which of the 4x4 spatial quadrants it falls, the gradient orientation determines in which of the
8 orientation bins a pixel falls. The weight of a pixel within the bin depends on the gradient
magnitude at that pixel, plus a Gaussian weighting determined by the distance of the pixel to the
descriptor center. The weight of a pixel can be distributed over multiple bins when it is close
to the boundary of a quadrant or orientation bin; however, the total weight of the pixel will not
change by this operation.

SIFT descriptors have been evaluated for object recognition [10, 112]: OpponentSIFT, C-
SIFT, RGB-SIFT and standard intensity SIFT. These descriptors have different levels of invari-
ance. In general, it is concluded that invariance to light intensity changes and light intensity shifts
is most important for object recognition [112]. It is shown that intensity SIFT, OpponentSIFT
and RGB-SIFT are invariant to these changes and shifts. Illumination changes are represented
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within the diagonal model (3.3) as follows:Rc

Gc

Bc

 =

a 0 0
0 a 0
0 0 a

Ru

Gu

Bu

+

o1o1
o1

 ; (3.4)

where the image values change by the same factor in all channels (a = b = c and o1 = o2 = o3
compared to (3.3)), i.e. intensity changes. In fact, SIFT, OpponentSIFT and RGB-SIFT descrip-
tors are computed from (color) channels which are linear combinations of R, G and B. For
example, Intensity= 0.2126R + 0.7152G+ 0.0722B, O1 =

R−G√
2

and O2 =
R+G−2B√

6
. The com-

plete set of existing descriptors uses only the standard color spaces and therefore is limited in
size. These standard color spaces use both linear and nonlinear color transformations. Because
the above set of existing descriptors is limited to a few non-related descriptors, the question is
whether there exists a larger class of illumination-invariant descriptors which can be generated
in a systematic way.

To this end, we propose a new class of illumination-invariant descriptors based on SIFT:
any linear combination of the R, G and B channels will result in an illumination-invariant SIFT
descriptor. Further, the descriptors remain invariant under different normalizations.

To be precise, let the linear combination from R, G and B be defined as channel C:

C = dR + eG+ fB, (3.5)

where d, e and f are scalar values. To compute the SIFT descriptor on channel C, the gradient
magnitude and orientation are required, i.e. first order derivatives. The first order derivative of C
in direction x is:

Cx =
δ

δx
(dR + eG+ fB). (3.6)

If we introduce light intensity changes and shifts from Eq. (3.4) by substitution, the following is
obtained:

Cc
x =

δ

δx
(dRc + eGc + fBc)

=
δ

δx
(d(aRu + o1) + e(aGu + o1) + f(aBu + o1))

=
δ

δx
(a(dRu + eGu + fBu) + o1(d+ e+ f)))

= a
δ

δx
(dRu + eGu + fBu) = aCu

x . (3.7)

Obviously, the offset is cancelled out by taking the derivative and the derivative is scaled by
a factor a. The gradient angle determines in which orientation bin of the SIFT descriptor a pixel
falls. The gradient angle is arctan Cy

Cx
. Combined with Eq. (3.7), the scaling factor a is cancelled

out. Therefore, the gradient orientation does not change for light intensity changes and shifts.
Each pixel will fall in the same SIFT descriptor bin for both the canonical and the unknown
illuminants.
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The weight of a pixel within the SIFT descriptor depends on two factors: the distance to
the center of the descriptor, which is used for the Gaussian weighting function, and the gradient
magnitude of the pixel. When the same image region is described, but under different illuminants,
the same spatial sampling grid is used for both and therefore the same Gaussian weighting is
obtained. Then, the question is how the scaling of the first order derivatives by a (i.e. Eq. (3.7))
influences the gradient magnitude ||∇C|| =

√
C2
x + C2

y as follows:

||∇Cc|| =
√

(Cc
x)

2 + (Cc
y)

2 =
√

(aCu
x )

2 + (aCu
y )

2

=
√
a2(Cu

x )
2 + a2(Cu

y )
2 = a

√
(Cu

x )
2 + (Cu

y )
2

= a||∇Cu||. (3.8)

The gradient magnitude is scaled by a under light intensity changes and shifts. Because this
scaling influences all pixels, the total weight in each SIFT descriptor bin will be multiplied by
a as well. Due to the L2-normalization performed in the final stage of the SIFT descriptor, this
scaling has no effect on the final descriptor:

bin′i =
a · bini
||bin||2

=
a · bini√∑m
j (a · binj)2

=
a · bini√∑m
j (a

2bin2
j)

=
a · bini√

a2
∑m

j (bin
2
j)

=
a · bini

a
√∑m

j (bin
2
j)

=
bini√∑m
j (bin

2
j)
, (3.9)

where m is the number of bins in the SIFT descriptor, and bini the ith bin of the SIFT descriptor
before normalization. This proves that the SIFT descriptor will be the same under the canonical
and the unknown illuminants for channel C. Because C is a linear combination of R, G and B, it
follows that SIFT descriptors computed from linear combinations of RGB are invariant to light
intensity changes and shifts.

Moreover, this invariance is preserved for any Lp norm, since:

||bin||p =
( m∑

j

(a · binj)p
) 1
p
=
(
ap

m∑
j

(binj)
p
) 1
p

= a
( m∑

j

(binj)
p
) 1
p
, (3.10)

so a will cancel out again. The derivation of photometric invariance for SIFT in this section
also holds for other gradient-based descriptors, such as SURF [6] and to Histogram-of-Oriented
Gradients [24] when ε in their normalization is equal to 0.

In conclusion, it is proven that the SIFT descriptor computed for a linear combination of R,
G and B is invariant to light intensity changes and shifts. Furthermore, this invariance holds for
any Lp normalization of the SIFT descriptor. This gives us a new class of illumination-invariant
color descriptors, which includes the standard SIFT, OpponentSIFT and RGB-SIFT descriptors.
The new descriptors are based on simple to compute linear combinations of the RGB channels.
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Figure 3.1: Stylized drawing of the RGB cube: view of the front planes of the cube (on the left)
and the back planes of the cube (on the right). If we sample linear combinations of R, G and
B with coefficients d, e, f , then we can interpret the coefficients as a vector in the space of the
RGB cube. The dark arrows are such vectors and they all point in the same direction. Because
the SIFT descriptor operates on gradient information only, these arrows will lead to the same
descriptor: only the direction matters, not the starting point. Also, the length of the vector has
no effect on the final descriptor. Therefore, only unique directions in the RGB cube constitute a
unique instantiation of an illumination-invariant descriptor.

3.2.4 Instantiating Illumination-Invariant Descriptors
Uniform Sampling of the RGB Cube

The number of linear combinations of R, G and B is infinite. Because of descriptor normaliza-
tion, scaled versions of the same channel are trivial ((d, e, f) = k(d, e, f)) with coefficients d,
e, f as weights for R, G and B. If we interpret the coefficients as a vector in the space of the
RGB cube (see Figure 3.1), then the length of the vector is not important. To compute a SIFT
descriptor on a color channel, only the gradient information is used, not the absolute image val-
ues. This implies that parallel lines in the RGB cube will lead to the same gradient information:
only the direction of the coefficient vector is important, not the absolute starting point. This is
illustrated in Figure 3.1. Therefore, only unique directions in the RGB cube constitute a unique
instantiation of an illumination-invariant descriptor.

Therefore, in this chapter, to approximately uniformly sample the possible directions in the
RGB cube [21], linear combinations with integer coefficients from −2 to 2 are taken:

C = {dR + eG+ fB|d, e, f ∈ [−2,−1, 0, 1, 2]}. (3.11)

Excluding scaled versions of the same channel ((d, e, f) = k(d, e, f)) and excluding the trivial
channel (0, 0, 0), this set contains 49 linear combinations, which includes the channels from
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OpponentSIFT, O1 (1, -1, 0) and O2 (1, 1, -2), as well as the channels from RGB-SIFT. For
completeness, we also consider the intensity channel I = 0.2126R+0.7152G+0.0722B, which
is used in intensity SIFT, in our experiments.

Different Normalizations

As was shown in Section 3.2.3, illumination invariance holds for any Lp normalization of the
SIFT descriptor. To allow for multiple candidate normalizations, we consider the following set
of norms L:

L = {L2, L4, L8, L16}. (3.12)

The influence is that, for large p, SIFT bins with small values will be discounted, and bins with
large values are emphasized due to the normalization. Therefore, large color transitions are
favored over small transitions. The dominant color transition in a patch will receive the extra
weight for large p. The consequence is that emphasis is placed on certain color edges, whose
color gradient corresponds best to the direction (d, e, f) chosen in the RGB cube.

3.2.5 Discussion

Instead of using a limited and predefined set of color models, in this section, we have proposed
a new class of color descriptors consisting of linear combinations of R, G and B with any Lp

normalization. We have derived that any descriptor from this class is invariant to light intensity
changes and shifts, and, being a linear combination, is simple to compute. For the new descriptors
it holds that linear combinations C are directions in the RGB cube and different normalizations
L emphasize certain color edges corresponding to this direction. The aim is now to select the
right color descriptors from C and L per object category.

3.3 Methods and Experimental Setup
In the previous section, we developed new illumination-invariant color descriptors. In sec-
tion 3.3.1, we detail how to use these descriptors to represent an image using a feature vector,
i.e. feature extraction. In section 3.3.2, we discuss how to train an object category model based
on features. The experiments investigate how to select the best color descriptor per object cate-
gory: experiment 1 (section 3.3.3) selects a single descriptor per category based on learning and
experiment 2 (section 3.3.4) uses multiple kernel learning to obtain a weighted combination of
descriptors per category, instead of selecting a single descriptor. Finally, we discuss the dataset
and evaluation criteria used in the experiments.

3.3.1 Feature Extraction

For image representation, the bag-of-words model is used [65, 71, 95]. The feature extraction
stages are illustrated in figure 3.2. First, points are densely sampled uniformly throughout the
image with a spacing of 6 pixels. Results in object recognition benchmarks [36] show that dense
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Figure 3.2: Feature extraction with the bag-of-words model. First, points are densely sampled in
the image. Over the area around each sampled point, SIFT descriptors are computed. On which
(color) channels these SIFT descriptors are computed is a parameter of the pipeline. To allow fair
comparisons of 1-channel and two-channel descriptors, all descriptors are reduced to 100 dimen-
sions using a PCA reduction estimated from the training set. After that, the reduced descriptors
are vector quantized against a codebook with prototypical (reduced) descriptors. The occurrence
frequency of each prototypical codebook element forms the fixed-length feature vector for the
image.

sampling is one of the best sampling methods. After sampling, descriptors are then computed
over the area around each sampled point. Depending on the number of channels described, the
descriptor will have a varying length (128 for one channel, 256 for two channels, etc.). To allow
for a fair comparison between these descriptors, their total length is reduced to 100 dimensions
using PCA. Without this step, a two channel descriptor would have more degrees of freedom
than a single channel descriptor. The PCA-reduced descriptors are then vector-quantized against
a codebook of prototypical descriptors: a descriptor is assigned to the codebook element closest
in Euclidian space. The number of descriptors assigned to each codebook element then forms
the representation of the image.†

The PCA reduction to 100 dimensions is computed from 250,000 randomly sampled de-
scriptors from the training set. The codebook of size 4,096 is built using k-means clustering on
250,000 randomly sampled descriptors from the training set. Both sets of 250,000 descriptors
are independently sampled, i.e. they are different. Naturally, each different type of descriptor has
its own codebook and PCA reduction.

To add coarse spatial information to the bag-of-words pipeline, the spatial pyramid by Lazeb-
nik [69] is included. In the spatial pyramid, specific parts of the image are also represented as
if they were complete images, e.g. with subdivisions of 2x2, the image quarters each have their
own representation. All these representations are then concatenated to obtain a single feature
vector. In this chapter, image subdivisions of 2x2 and 1x3 (horizontal bars) are used.

3.3.2 Category Model Training

To learn object models, Zhang et al. [130] show that the χ2 kernel is a good choice for the
Support Vector Machines classifier. Therefore, the Support Vector Machines classifier is used

†The software used to compute the descriptor set from section 3.2.4 will be made available online.
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with the χ2 kernel function to train object models:

k(~F , ~F ′) = e−distχ2 (
~F , ~F ′), (3.13)

with distχ2 the χ2 distance, and with ~F and ~F ′ the feature vectors of two images.
We use the Shogun toolbox [103] to train the Support Vector Machines classifiers. Besides

training a classifier from a single feature, this toolbox also supports multiple kernel learning
(MKL) to train a classifier from multiple features. During the training of a MKL classifier, a set
of weights for a linear combination of the input features is learned.

3.3.3 Experiment 1: Candidate Descriptor Selection

In the first experiment, we compare the performance of selecting illumination-invariant descrip-
tors per object category. Candidate color channels, inside the illumination-invariant descriptor,
are the 49 elements of C (see section 3.2.4) and the intensity channel; all of which are invariant
to light intensity changes and shifts (section 3.2.3). To select the descriptor to use for a specific
object category, the one with the highest cross-validation score on the train set after 3-fold cross-
validation with 10 repetitions is chosen. The final object category model is then trained with that
descriptor using the full training set.

Besides the selection of a color channel, the experiment studies the selection of a normaliza-
tion. The experiment is carried out once with the default L2 norm for each channel, and once
with multiple candidate norms L (see section 3.2.4) under consideration. Still, only a single
combination of color channel and normalization can be chosen for each object category.

3.3.4 Experiment 2: Multiple Kernel Learning

In the second experiment, we allow the use of multiple candidate color channels and normal-
izations per object category through multiple kernel learning. By providing many candidate
channels and normalizations as input to the MKL process, it will automatically determine the
weight of the different descriptors for a linear combination with good classification accuracy.
Compared to experiment 1, the trained classifier is no longer restricted to a single feature.

3.3.5 Experiment 3: Optimized Multi-Channel Descriptors

In the third experiment, we seek to construct a new color space which captures most of the
weight assigned to different features in the multiple kernel learning of experiment 2. The new
color space will consist of a set of channels S with S ⊂ C. Viewing the candidate color channels
from set C as directions in a vector space, the approximation error of a channel C depends on the
angle between C and the closest channel S ∈ S and the total weight wC assigned to the channel
over all concepts:

Eapprox =
∑
C∈C

w2
c argmin

S∈S
∠(C, S) (3.14)
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We consider the weights from a MKL system trained with L1 norm and the 49 one-channel
descriptors from C. In the experiment, we consider the color spaces S with 1 through 8 chan-
nels which minimize the above approximation error. To penalize models with additional free
parameters, we compute the bias corrected version of Akaike’s information criterion [2, 11]:

AIC = n log
Eapprox
n

+ 2K +
2K(K + 1)

n−K − 1
, (3.15)

with n = 49 the number of data points, i.e. input channels in the dataset, K the number of
parameters that were fitted. Each color channel defines a direction, and therefore there are two
degrees of freedom per channel (two angles are sufficient to describe a channel). Besides this
measure, we computed the Bayesian information criterion (BIC) using:

BIC = n log
Eapprox
n

+K log n. (3.16)

The preferred model is the one with the lowest AIC or BIC value.

3.3.6 Datasets

The PASCAL Visual Object Classes (VOC) Challenge [36] provides a yearly benchmark for
comparison of object classification systems. The PASCAL VOC Challenge 2007 dataset contains
nearly 10,000 images of 20 different object categories, e.g. airplane, bottle, car, dog, motorbike
and person. The dataset is split into a fixed training set and test set with 5011 and 4952 images,
respectively. The PASCAL VOC Challenge 2009 has 3473 images for training and 3581 images
for validation. It is recommended to carry out comparitive experiments on the validation set.

Images in the dataset are stored as JPEGs, where the storage format is sRGB. In sRGB,
there is a nonlinear transformation between the intensity of a pixel and the actual number stored.
This transformation roughly corresponds to a power law with γ = 2.2. Because the same trans-
formation is applied to all pixels in all the images, analytically, all derivations from Section 3.2
can still be applied, substituting R by Rγ , G by Gγ , etc.Empirically, the effect of sRGB com-
pared to the linearRGB space is limited: in the standard VOC experiment, inclusion of a gamma
correction of 2.2 to address the nonlinear transformation has very little impact: SIFT perfor-
mance changes by 0.0036 and OpponentSIFT performance by 0.0007. Therefore, we leave out
this additional transformation in our experiments.

3.3.7 Evaluation criteria

For our results, the average precision is used. The average precision is a single-valued measure
that is proportional to the area under a precision-recall curve. This value is the average of the
precision over all images judged to be relevant. Hence, it combines both precision and recall into
a single performance value. When performing experiments over multiple object categories, the
average precisions of the individual categories are aggregated into the Mean Average Precision
(MAP).



3.4. Results 43

Experiment 1: Candidate Descriptor Selection
Candidate Descriptor(s) MAP with L2 norm MAP with norm ∈ L

Intensity SIFT 0.4902 0.4959
OpponentSIFT (baseline) 0.4975 0.5109
Intensity SIFT or OpponentSIFT per category 0.4975 0.5077
One channel C ∈ C SIFT per category 0.4881 0.4861
Two channel I and C ∈ C SIFT per category 0.5085 0.5130

Table 3.1: Performance results for experiment 1 on the PASCAL VOC 2007 test set, where a
single descriptor is selected per object category for different sets of candidate descriptors and
normalizations.

3.4 Results

3.4.1 Experiment 1: Candidate Descriptor Selection

PASCAL VOC 2007 test set: The goal of this experiment is to investigate the object recognition
performance of different sets of illumination-invariant descriptors. See table 3.1 for all results.
The OpponentSIFT baseline with L2 normalization has a MAP of 0.4975. When using the set of
49 candidate channels C to select a single channel per object category, it can be derived that the
performance is reduced. The channels selected using cross-validation do not perform better than
either intensity SIFT or OpponentSIFT. When performing descriptor selection with just intensity
SIFT and OpponentSIFT, we notice that there is noise in the selection process: performance
is not improved, while performance should have improved had the best descriptor per object
category been selected.

Besides the noisy descriptor selection process, another cause for lack of improvement in the
candidate channel C experiment is the lack of intensity information in the candidates. When
introducing color channels in the descriptor, it is important to include the intensity channel as
well [112]. Indeed, when we extend the experiment to two channels, one of which is always
the intensity channel I , results do improve over the OpponentSIFT baseline. When we allow
different descriptor normalizations L instead of a fixed L2 norm, the MAP improves further.

Overall, selecting the color channel and descriptor normalization per object category im-
proves by 3% over the baseline (from 0.4975 to 0.5130). We note that selecting a single best
feature per object category based on cross-validation scores is sensitive to noise and leads to
suboptimal results.

3.4.2 Experiment 2: Multiple Kernel Learning

PASCAL VOC 2007 test set

In experiment 1, we saw that selecting a single best feature per object category is sensitive to
noise. To reduce this noise, in experiment 2, we allow the use of multiple features per object
category through multiple kernel learning. This also eliminates the descriptor selection process,
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Experiment 2: Multiple Kernel Learning
Descriptors MAP with L2 norm MAP with norms ∈ L

Intensity SIFT 0.4902 0.5169
OpponentSIFT (baseline) 0.4975 0.5203
Intensity SIFT and OpponentSIFT 0.5187 0.5357
One channel C ∈ C SIFT 0.5351 0.5405
Two channel I and C ∈ C SIFT 0.5463 0.5507

Table 3.2: Performance results for experiment 2 on the PASCAL VOC 2007 test set, where
multiple kernel learning is used on different sets of descriptors and normalizations.

as multiple kernel learning will automatically learn weights for the different input features. See
table 3.2 for all multiple kernel learning results.

In table 3.2, we observe that using both SIFT and OpponentSIFT now clearly improves over
the OpponentSIFT baseline. The gains from using additional norms are also increased. When
using the set of 49 candidate channels C to select a single channel per object category, it can
be derived that the performance now improves, even without explicitly including intensity infor-
mation. Still, when we include the intensity channel again, e.g. the two channel setting, results
improve over the single channel per object category like they did in experiment 1. Compared
to the baseline, the improvement is 10% (from 0.4975 to 0.5463) when using a fixed L2. With
multiple normalizations L, the improvement is 11% (from 0.4975 to 0.5507).

In a multiple kernel learning experiment, it is also interesting to compare to a combination of
intensity SIFT and OpponentSIFT, instead of to the OpponentSIFT baseline. In this comparison,
the improvement is 6% (from 0.5187 to 0.5507).

In figure 3.3, the results are split out per object category for the baseline and the two-channel
results. The largest gains are observed for potted plants, birds, bicycles, motorbikes, busses
and trains. In figure 3.4, for birds and trains, several images are shown. For birds, especially
the third image, with a small bright red bird, would not have been recognized without addi-
tional color descriptors and higher norms to emphasize strong color edges. As a side-effect, an
airplane seen through brightly colored tree branches is also placed higher in the ranking. For
trains, the commonality between images which have been placed higher in the ranking is that the
trains themselves are relatively small or truncated, but there is a clear presence of railroad tracks.
Through MKL, weight can be assigned to a color descriptor which triggers on the color edges of
railroad tracks.

Continuing with figure 3.3, for all object categories except bottle, there is a consistent small
improvement by using multiple norms. For bottle, it is shown that the performance using a fixed
L2 norm is higher than when using multiple norms, though it still exceeds the baseline. In this
case, the classifier has fitted too much to the training examples by using the additional norms.

In conclusion, applying MKL to our candidate descriptors improves performance by 11%
compared to an OpponentSIFT baseline, i.e. to the best single descriptor from related work [112].
Compared to a MKL combination of intensity SIFT and OpponentSIFT, the improvement is 6%.
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Experiment 2: Per Object Results
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Figure 3.3: Detailed per-object results from table 3.2 for the Opponent SIFT baseline and the
two-channel scores. Results are sorted by the average precision for the baseline.

PASCAL VOC 2009 validation set

In table 3.3, we show the results of experiment 2 on the PASCAL VOC 2009 validation set.
Compared to the PASCAL VOC 2007 test set results from table 3.2, we observe the pattern as
in that table: applying MKL to our candidate descriptors improves performance by 12% com-
pared to an OpponentSIFT baseline. Compared to a MKL combination of intensity SIFT and
OpponentSIFT, the improvement is 7%.

3.4.3 Experiment 3: Optimized Multi-Channel Descriptors

PASCAL VOC 2009 validation set

In experiment 2, we observed that MKL is a good way to learn the weights for multiple features.
However, because most features receive a non-zero weight for at least one concept, a drawback
of the MKL approach is that almost all features still need to be computed. In this experiment,
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Ranking Positions for Bird: From Baseline to Two-Channel

553→ 83 176→ 12 868→ 34 51→ 10
Ranking Positions for Train: From Baseline to Two-Channel

856→ 63 167→ 66 104→ 67 225→ 99

Figure 3.4: Qualitative results for birds and trains from figure 3.3: first number is the position
in the ranking for the OpponentSIFT baseline, second number for the two channel I and C ∈ C
descriptors with norms ∈ L. All images except the top-right one really contain birds/trains.

Experiment 2: Multiple Kernel Learning
Descriptors MAP with L2 norm MAP with norms ∈ L

Intensity SIFT 0.4535 0.4729
OpponentSIFT (baseline) 0.4566 0.4770
Intensity SIFT and OpponentSIFT 0.4725 0.4874
One channel C ∈ C SIFT 0.4911 0.4948
Two channel I and C ∈ C SIFT 0.4963 0.5031

Table 3.3: Performance results for experiment 2 on the PASCAL VOC 2009 validation set, where
multiple kernel learning is used on different sets of descriptors and normalizations.
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Experiment 3: Optimized Multi-Channel Descriptors
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Figure 3.5: Performance results (top plot) of descriptors with 1 through 8 color channels, selected
based on the MKL weights from experiment 2. For reference, results for the best single-channel
descriptor (intensity SIFT) and the best 3-channel descriptor (OpponentSIFT) [112] are also
shown. The bottom plot shows two information criteria (BIC and AIC), which penalize overly
complex models. The best choice is 6 channels, which corresponds to the maximum MAP (see
top plot). By analyzing the color channels selected, we observe that the optimized channels
are similar to an extension of the opponent color space, with finer sampling in the chromaticity
plane. Therefore, we propose a 6-channel Extended OpponentSIFT descriptor which exploits
this observation.
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we construct new color spaces based on the MKL weights assigned to features on the PASCAL
VOC 2009 training set. We construct color spaces which capture the most weight with 1 to 8
channels according to the procedure from Section 3.3.5. The advantage of these optimized color
spaces is that they only need to have a single feature extracted. Also, the feature extraction time
is largely independent from the number of color channels, because of the PCA reduction to 100
dimensions early in the pipeline (see Figure 3.2).

Results for the optimized color spaces are shown in Figure 3.5. We observe that selecting
a single channel performs worse than intensity SIFT. With 3 channels, the optimized descriptor
performs equal to OpponentSIFT, which also has 3 channels. Going beyond 3 channels, the
optimized descriptors outperform OpponentSIFT (MAP=0.4566). The best result is obtained
with a 6-channel color space: a MAP of 0.4772, which is a relative improvement of 4.5%. To
penalize overly complex spaces, i.e. many channels, we consider the two information criteria
(BIC and AIC) from Section 3.3.5 with respect to how well they fit the MKL weights. The best
scores are obtained for 6 channels, which corresponds to the highest MAP.

To analyze the color channels which have been selected for the 6-channel space, we analyzed
their directions in the opponent color space (data not shown). Here, we observe that there is one
channel which is close to the intensity channel, and the five other channels are close to or in the
chromaticity plane. The lack of directions close to the intensity channel suggests that, to improve
classification accuracy, it is more sensible to have additional channels to discriminate between
different colors (chromaticity) than small variations of the intensity channel. Psychophysical
studies have shown that multiple chromatic mechanisms (channels) in the isoluminant plane, pre-
sumably operating at higher cortical levels, are required to describe experimental data on visual
search [29], image segmentation [57] and discriminability of chromatic distributions [53]. To
verify the importance of multiple channels in the isoluminant plane, we constructed an extended
opponent color space, which consists of the intensity channel I and 5 channels evenly spaced
in the plane perpendicular to the intensity direction. The Extendend OpponentSIFT descriptor
achieves a MAP of 0.4664, which is 2.1% better than OpponentSIFT without any optimization
on the training data. When computational resources are constrained and a single descriptor must
be chosen, we suggest using this descriptor instead of current color SIFT descriptors.

3.4.4 Application: Object Localisation

Several approaches [68,123] to object localisation use the bag-of-words model to classify whether
objects are present within a rectangular area of the image. Following the experimental setup of
Vedaldi et al. [123], we construct a simple localisation system based on their classification strat-
egy with the histogram intersection kernel for SVM. The codebook sizes and spatial pyramid
are the same as in previous experiments. We compare the baseline used in the other experi-
ments, intensity SIFT plus OpponentSIFT, to a combination of intensity SIFT plus the extended
6-channel OpponentSIFT descriptor. The first achieves a MAP of 0.2183, while the use of the
extended OpponentSIFT descriptor results in a MAP of 0.2267. Overall, this is an improvement
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of 4% with roughly the same amount of computation‡.

3.5 Conclusion
In this chapter, we have derived that any linear combination of the R, G and B channels will
result in an illumination-invariant SIFT descriptor. Also, the descriptor will remain invariant to
light intensity changes and shifts even if the L2 normalization is changed to a generic Lp normal-
ization. Selecting the most discriminative illumination-invariant descriptor per object category
improves over the OpponentSIFT baseline by 3%. By using multiple kernel learning instead of
selecting a single descriptor, this improvement increases to 11%. Comparing multiple kernel
learning results to the strong combination of intensity SIFT and OpponentSIFT, the improve-
ment is 6%. By analyzing the weights assigned to different color channels by multiple kernel
learning, we devised a single optimized color descriptor which performs 4.5% better than Oppo-
nentSIFT (the recommended descriptor from [112]) on the PASCAL VOC 2009 object classifi-
cation task and 4% better on the object localisation task. Furthermore, we have found that the
color channels in the new descriptor can be viewed as an extension of the opponent color space
with additional sampling in the color plane. Exploiting this observation, we propose the Ex-
tended OpponentSIFT descriptor which is 2.1% better than OpponentSIFT but does not require
any optimization on the training data.

‡Both combinations consist of two features. Due to the PCA reduction to 100 dimensions, the number of color
channels in each feature does not impact on computation times significantly.
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Chapter 4
Empowering Visual Categorization
with the GPU∗

4.1 Introduction

Visual categorization aims to determine whether objects or scene types are visually present in
images or video segments. This is a useful prerequisite to manage large collections of digital im-
ages and video, where textual meta-data is often incomplete or simply unavailable [61]. Letting
humans annotate such meta-data is expensive and infeasible for large datasets. While automatic
visual categorization is not yet as accurate as a human annotation, it is a useful tool to manage
large collections. The bag-of-words model [95] has become the most powerful method today for
visual categorization [19, 36, 45, 64, 79, 97, 112, 128, 130]. The bag-of-words model computes
image descriptors at specific points in the image. These descriptors are then quantized against
a codebook of prototypical descriptors to obtain a fixed-length representation of an image. Al-
though the bag-of-words model is a powerful mechanism for accurate visual categorization, a
severe drawback is its high computational cost. Current state-of-the-art in visual categorization
benchmarks such as TRECVID 2009 [96] require weeks of compute time on compute clusters
to process 380 hours of video. However, even with weeks of compute time, most systems are
still only able to process a limited subset of about 250,000 frames. In the future, more and more
data needs to be processed as datasets continue to grow. To address the problem of compu-
tation, the two directions are faster approximate methods and larger compute clusters. Faster
to compute descriptors (such as SURF [6, 110]) and indexing mechanisms (tree-based code-
books [16, 85]) have been developed. Another direction is to use large compute clusters with
many CPUs [91, 97, 128] to solve the computational problem using brute force. However, both
directions have their drawbacks. Faster methods will (1) suffer from reduced accuracy when they
resort to increasingly coarse approximations and (2) suffer from increased complexity in the form
of additional parameters and thresholds to control the approximations, all of which need to be
hand-tuned. Brute force solutions based on compute clusters have the problem that (1) compute

∗Published in IEEE Transactions on Multimedia [115]
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clusters are available in limited supply and (2) due to the complexities of resource scheduling
and the large (network) communication overheads found in large distributed compute clusters,
they are difficult to use efficiently.

Recently, another direction for acceleration has opened up: computing on consumer graphics
hardware. Cornelis and Van Gool [22] have implemented SURF on the GPU (Graphics Pro-
cessing Unit) and obtained an order of magnitude speedup compared to a CPU implementation.
These GPU implementations [22,94] build on the trend of increased parallelism. In recent years,
the most important method for higher computational power in both CPUs and GPUs has been
to increase parallelism: the number of processing units is increased, instead of the speed of the
processing units. GPUs have been evolving faster than CPUs, with transistor counts doubling
every few months. Whereas commodity CPUs currently have up to 4 cores, commodity GPUs
have up to 30 cores at their disposal [74]. Together, the increased programmability and com-
putational power of GPUs provides ample opportunities for acceleration of algorithms which
can be parallelized [89]. However, note that the parallelization of an algorithm can be applied
to CPU implementations as well. CPU implementations should be multi-threaded and SIMD-
optimized to allow for a fair comparison to optimized GPU versions [8, 70, 127]. Compared to
faster approximate methods, algorithms for the GPU do not need to approximate for speedups, if
they are able to exploit the parallel nature of the GPU. Compared to compute clusters, the main
advantages of the GPU are their wide availability and their potential to be more energy-efficient.

When optimizing a system based on the bag-of-words model, the goal is to minimize the time
it takes to process batches of images. Individual components of the bag-of-words model, such
as the point sampling strategy, descriptor computation and SVM model training, have been in-
dependently studied on the GPU before [14,22,93]. These studies accelerate specific algorithms
with the GPU. However, it remains unclear whether those algorithms are the real bottlenecks
in accurate visual categorization with the bag-of-words model. In our overview of related work
on visual categorization with the GPU, we observe that quantization and classification have re-
mained CPU-bound so far, despite being computationally very expensive.

Therefore, in this chapter, the goal is to combine GPU hardware and a parallel programming
model to accelerate the quantization and classification components of a visual categorization
architecture. Two algorithms are proposed to accelerate these two components. We identify the
following requirements to these algorithms:

1. The algorithms and their implementations should push the state-of-the-art in categorization
accuracy.

2. Visual categorization must be decomposable into components to locate bottlenecks.

3. Given the same input, implementations of a component on various hardware architectures
must give the same output†.

Requirement 1 states that we are pursuing algorithms and implementations which will push the
state-of-the-art in categorization accuracy, and therefore require high computational throughput.
†For practical purposes, small numeric deviations (less than 10−7) in the output of a component are consid-

ered to be the same. We have verified that these deviations have not changed the accuracy of the complete visual
categorization system.
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Requirement 2 implies that visual categorization can be decomposed into several steps, and the
computational bottlenecks are located in specific parts. Requirement 3 allows CPU and GPU
versions of the same visual categorization component to be interchanged in the system, because
both versions will give the same output. Therefore, keeping the rest of the system the same, time
measurements can be performed on these individual components.

Our contributions are (1) an analysis of the bottlenecks in accurate visual categorization
systems and, to address these bottlenecks, (2) two GPU-accelerated algorithms, GPU vector
quantization and GPU kernel value precomputation, which results in a substantial acceleration
of the complete visual categorization pipeline.

This chapter is organized as follows. In section 4.2, an efficiency analysis of visual catego-
rization based on the bag-of-words model is made. In section 4.3, the GPU architecture and the
GPU-accelerated versions of quantization and classification are discussed. In section 4.4, the ex-
perimental setup used to evaluate the accelerations is presented. In section 4.5, results are shown
and analyzed. In section 4.6, applications of the speedups in this chapter besides visual catego-
rization are discussed. Finally, in section 4.7, we conclude with an overview of the benefits of
GPU acceleration for visual categorization.

4.2 Overview of Visual Categorization

The aim of this chapter is to speed up state-of-the-art visual categorization systems using GPUs.
In visual categorization [25], the visual presence of an object or scene of specified type is deter-
mined. In Figure 4.1, an overview of the components of a visual categorization system is shown.
A trained visual categorization system takes an image as input and returns the likelihood that one
or more visual categories are present in the image. Visual categorization systems break down
into a number of common steps:

• Image Feature Extraction, which takes an image as input and outputs a fixed-length feature
vector representing the image.

• Category Model Learning, learns one model per visual category by taking all vector rep-
resentations of images from the train set and the category labels associated with those
images.

• Test Image Classification, which takes vector representations of images from the test set
and applies the visual category models to these images. The output of this step is a likeli-
hood score for each image and each visual category.

4.2.1 Image Feature Extraction

Visual categorization systems which achieve state-of-the-art results on the PASCAL VOC bench-
marks [36,79,112] use the bag-of-words model [95] as the underlying representation model. This
model first extracts specific points in an image using a point sampling strategy. Over the area
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Category Model Learning

Image Feature Extraction

Harris-Laplace, dense sampling, ...
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Figure 4.1: The components of a state-of-the-art visual categorization system. For all images in
both the train set and the test set, visual features are extracted in a number of steps. First, a point
sampling method is applied to the image. Then, for every point a descriptor is computed over the
area around the point. All the descriptors of an image are subsequently vector quantized against
a codebook of prototypical descriptors. This results in a fixed-length feature vector representing
the image. Next, the visual categorization system is trained based on the feature vectors of all
training images and their category labels. To learn kernel-based classifiers, similarities between
training images are needed. These similarities are computed using a kernel function. To apply
a trained model to test images, the kernel function values are also needed. Given these values
between a test image and the images in the train set, the category models are applied and category
likelihoods are obtained.
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Image Feature Extraction Times (s)

CPU CPU
(1 thread) (4 threads) GPU

1) Point Sampling Strategy
• Dense Sampling < 0.01 < 0.01 < 0.01
• Difference-of-Gaussians 1.4 0.4 [75] < 0.1 [22]
• Harris-Laplace 4.4 1.2 [81] < 0.2 [49]

2) Descriptors
• SIFT 1.4 0.4 [75] < 0.1 [94]
• SURF < 1.0 < 0.2 [6] < 0.01 [22]
• ColorSIFT 4.0 1.3 [112] < 0.3 [94]

3) Bag-of-Words
• Tree-based Codebook < 0.5 < 0.2 [16, 85] < 0.01 [93]
• Vector Quantization 4.1 1.1 [95] < 0.2 this chapter

Table 4.1: Image Feature Extraction Timings. Computation times of different steps within the
bag-of-words model with a single CPU core, four CPU cores and on the GPU. For every step,
multiple choices are available. CPU times obtained on AMD Opteron 250. GPU times obtained
from the literature. One of the contributions of this chapter is substantially accelerating the vector
quantization step using the GPU.

around these points, descriptors are computed which represent the local area. The bag-of-words
model performs vector quantization of the descriptors in an image against a visual codebook. A
descriptor is assigned to the codebook element which is closest in Euclidean space. Figure 4.1
gives an overview of the steps for the bag-of-words model in the image feature extraction blocks.
In Table 4.1, the computation times of different steps within the bag-of-words model are listed.
For every step, multiple options are available. Next, we will discuss these options, their presence
in related work and their computation times on the CPU and GPU.

Point Sampling Strategy

As a point sampling strategy, there are two commonly used techniques in state-of-the-art sys-
tems [79, 112]: dense sampling and salient point methods. Dense sampling samples points reg-
ularly over the image at fixed pixel intervals. As it does not depend on the image contents,
it is a trivial operation to perform. Typically, around 10,000 points are sampled per image.
Two examples of salient point methods are the Harris-Laplace salient point detector [81] and
the Difference-of-Gaussians detector [75]. See Table 4.1 for computation times of these point
sampling strategies. The Harris-Laplace detector uses the Harris corner detector to find scale-
invariant interest points. It then selects a subset of these points for which the Laplacian-of-
Gaussians reaches a maximum over scale. Using recursive Gaussian filters [49], the computation
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of Gaussian derivatives at multiple scale required for these steps is possible at a rate of multiple
images per second: computational complexity of recursive Gaussian filters is independent of the
scale. As has been shown by Cornelis and Van Gool [22], running the Difference-of-Gaussians
detector is possible in real-time, using a scale-space pyramid to limit computational complexity.

Descriptor Computation

To describe the area around the sampled points, the SIFT descriptor [75] and the SURF descrip-
tor [6] are the most popular choices. Sinha et al. [94] compute SIFT descriptors at 10 frames
per second for 640x480 images. Cornelis and Van Gool [22] compute SURF descriptors at 100
frames per second for 640x480 images. Both of these papers show that descriptor computation
runs with excellent performance on the GPU, because one thread can be assigned per pixel or
per descriptor, and thereby performing operations in parallel. The standard SIFT descriptor has
a length of 128. Following Everingham et al. [36], color extensions of SIFT [112] would form
a reasonable state-of-the-art baseline for future VOC challenges, due to their increased classifi-
cation accuracy. ColorSIFT increases the descriptor length to 384 and the required computation
time is also tripled.

Bag-of-Words

Vector quantization is computationally the most expensive part of the bag-of-words model. With
n descriptors of length d in an image, the quantization against a codebook with m elements
requires the full (n × m) distance matrix between all descriptors and codebook elements. For
values which are common for visual categorization, n = 10, 000, d = 128 and codebook size
m = 4, 000, a CPU implementation takes approximately 5 seconds per image, as the complexity
is O(ndm) per image. When d increases to 384, as is the case for ColorSIFT, the CPU imple-
mentation slows down to more than 10 seconds per image, which makes this a computational
bottleneck.

One approach to address this bottleneck is to index using a tree-based codebook struc-
ture [16, 85, 110], instead of a standard codebook. A tree-based codebook replaces the compari-
son of each descriptor with all m codebook elements by a comparison against log(m) codebook
elements. As a result, algorithmic complexity is reduced to O(nd log(m)). Tree-based meth-
ods have been shown to run in real-time on the GPU [93]. However, for a tree-based codebook
generally the accuracy is lower [110], especially for high-dimensional descriptors such as Col-
orSIFT. Therefore, tree-based codebooks conflict with our first requirement: it does not keep
accuracy intact. The same argument applies to other indexing structures such as miniBOF (mini
bag-of-features) [62]: accuracy is sacrificed in return for faster computation. Another drawback
of tree-based codebooks and miniBOFs is that soft assignment [64, 120], e.g. , assigning weight
to more than just the closest codebook element, requires the full distance matrix instead of only
the closest elements. This soft assignment improves the classification accuracy for visual cat-
egorization by more than 5% on state-of-the-art systems [120]. Ruling out such an important
performance improvement again conflicts with requirement 1. Therefore, this chapter studies
how to accelerate the vector quantization step using normal codebooks on the GPU, as the same
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Category Model Learning Times (s)

CPU (1 thread) CPU (4 threads) GPU

Category Model Learning (without precomputed)
Parameter Tuning (length ~F = 4, 000) > 1, 000, 000 > 250, 000 [15] > 10, 000 [14]
Train Classifier (length ~F = 4, 000) > 100, 000 > 25, 000 [15] > 1, 000 [14]

Category Model Learning (with precomputed)
Precompute Kernel Values (length ~F = 4, 000) 430 110 10 this chapter
Precompute Kernel Values (length ~F = 32, 000) 3,400 900 64 this chapter
Precompute Kernel Values (length ~F = 320, 000) 34,000 9,000 650 this chapter
Parameter Tuning 1,050 260 [15] 60 [14]
Train Classifier 240 60 [15] 10 [14]

Test Image Classification (with precomputed)
Precompute Kernel Values (length ~F = 4, 000) 430 110 10 this chapter
Apply Classifier < 5 < 2 [15] < 1 [14]

Table 4.2: Visual Categorization Timings. The times listed are for an image dataset (PASCAL
VOC 2008), which has a training set of size 4332 and test set of size 4133. Classification times
are totals for all 20 visual categories. CPU times obtained on AMD Opteron 250. This chapter
substantially accelerates the precomputation of kernel values (shown in bold) using the GPU.

accelerations are then also applicable to soft assignment.
In conclusion, in a state-of-the-art setup of the bag-of-words model, the most expensive part

is the vector quantization step. Approximate methods are unable to satisfy our requirement to
maintain accuracy.

4.2.2 Category Model Learning

To learn visual category models, supervised kernel-based learning algorithms such as Support
Vector Machines (SVM) and Spectral Regression Kernel Discriminant Analysis [12] have shown
good results [112, 130]. Key property of a kernel-based classifier is that it does not require the
actual vector representation of the feature vector ~F , but only a kernel function k(~F , ~F ′) which is
related to the distance between the feature vectors. This is sometimes referred to as the ‘kernel
trick’. It has been shown experimentally [130] that the non-linear χ2 kernel function is the best
choice [79, 112] for accurate visual categorization.

When tuning the parameters of the classifier, the values of the kernel function are needed
for every parameter setting. While typical implementations compute the values of this kernel
function on-the-fly and only keep a cache of the most recent evaluations, it is more efficient
to compute all values in advance and store them, because then the values can be re-used for
every parameter setting and for every visual category. The total number of kernel values to be
computed in advance is the number of pair-wise distances between all training images, e.g. , it
is quadratic with respect to the number of images. The benefit of precomputing kernel values is
illustrated in Table 4.2.
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The kernel-based SVM algorithm has been ported to the GPU by [14, 28]. In [28], specific
optimizations are made in the GPU version such that only linear kernel functions are supported.
For visual categorization, however, support for the more accurate non-linear χ2 kernel function
is needed to meet requirement 1. Catanzaro et al. [14] perform a selection of the training sam-
ples under consideration for SVM, resulting in a speedup of up to 35 times for training models.
Further speedups are possible if this GPU-SVM implementation is combined with the precom-
putation of kernel values. The precomputation of kernel values itself has not been investigated
yet. Therefore, in section 4.3.3, we propose an algorithm to precompute the kernel values and
investigate the speedup possibilities offered by precomputing these values.

Table 4.2 gives an overview of computation times on the PASCAL VOC 2008 dataset for
different feature vector lengths, where the learning of visual category models is split into a pre-
computation of kernel values and the actual model learning. Because the ground truth labels of
all images and their extracted features are needed before training can start, it is an inherently
offline process. When multiple features are used, more than 90% of computation time is spent
on precomputing the kernel values. This makes it the most expensive step in category model
learning.

In conclusion, the learning of category models can be split into two steps, kernel value com-
putation and classifier training. The classifier training has been accelerated with the GPU before,
but the kernel value computation is the most expensive step. This chapter will study how to
accelerate the computation of the kernel values on the GPU.

4.2.3 Test Image Classification

To classify images from a test set, feature extraction first has to be applied to the images, similar
to the train set. Therefore, speed-ups obtained in the image feature extraction stage are useful
for both the train set and the test set. To apply the visual category models, pair-wise kernel
values between the feature vectors of the train set and those of the test set are needed. The
same precomputation strategy used in the learning stage is applicable here. When accelerating
the computation of kernel values, this speedup will apply to both the training phase and the test
phase of a visual categorization system. Timings in Table 4.2 illustrate that when processing
images from the test set, again, the computation of kernel values takes up the most time.

In conclusion, the speedups obtained using GPU vector quantization and GPU precompu-
tation of kernel values also directly apply to the classification of images/frames from the test
set.

4.3 GPU Accelerated Categorization

We first discuss parallel programming with the GPU and the CPU (section 4.3.1). Next, we
discuss the GPU-accelerated versions of vector quantization (section 4.3.2) and kernel value
precomputation (section 4.3.3). Both of these visual categorization steps take large numbers of
vectors as input, and therefore are ideally suited for the data parallelism offered by the GPU.
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4.3.1 Parallel Programming on the GPU and CPU

Over the years, there have been different approaches to programming generic algorithms on
GPUs. Initially, algorithms needed to be formulated in terms of graphics primitives such as
textures and vertices and written in specialized shader languages before they could run on the
GPU. Through the availability of C-like parallel programming models such as CUDA [46] and
OpenCL [67], the programmability of GPUs has increased. Since CUDA has the most mature
software stack available at this moment, we use CUDA. The CUDA parallel programming model
is explained in [87]. It is designed for writing scalable parallel code that runs across tens of
thousands of concurrent threads and dozens of processor cores. Because the physical parallelism
of current GPUs ranges up to 30 processor cores and over 30,000 threads, this is an essential
property. The parallel models allows a programmer to write parallel programs that transparently
and efficiently scale with this level of parallelism.

The model is also applicable to multicore CPUs, as has been shown for CUDA by Stratton
et al. [104] and Diamos et al. [26, 27]. However, the code generated by their approaches is
not yet as efficient as hand-written CPU code. On the CPU, programs can be parallellized by
running multiple threads on different cores and by using SIMD instructions. SIMD instructions
perform the same operation on multiple data elements at the same time, effectively allowing 2
to 4 floating point instructions to be executed at the same time on a single core. For additional
information see [59]. Internally, the GPU uses SIMD as well: each of the 30 cores in the GTX275
can execute 8 floating point instructions at the same time [46].

4.3.2 Algorithm 1: GPU-Accelerated Vector Quantization

In section 4.2.1, we have shown that vector quantization is computationally the most expensive
step in image feature extraction. Therefore, in this section, the GPU implementation of vector
quantization for an image with n descriptors against a codebook of m elements is proposed.
The descriptor length is d. Quantization against a codebook requires the full (n × m) distance
matrix between all descriptors and codebook elements. A descriptor is then assigned to the
column which has the lowest distance in a row. By counting the number of minima occurring in
each column, the vector quantized representation of the image is obtained. To be robust against
changes in the number of descriptors in an image, these counts are divided by the number of
descriptors n for the final feature vector.

The most expensive computational step in vector quantization is the calculation of the dis-
tance matrix. Typically, the Euclidean distance is employed:

||~a−~b|| =
√
(a1 − b1)2 + (a2 − b2)2 + ...+ (aq − bq)2. (4.1)

This formula for the Euclidean distance can be directly implemented on the GPU using loops [17].
However, such a naive implementation is not very efficient, because the same result is ob-
tained with fewer operations by simply vectorizing the Euclidean distance, which is a common
trick [14]:

||~a−~b|| =
√
||~a||2 + ||~b||2 − 2~a ·~b. (4.2)
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The advantage of the vector form of the Euclidean distance is that it allows us to decompose
the computation of a distance matrix between sets of vectors into several smaller steps which are
faster to compute. In Algorithm 1, pseudo code is given for vector quantization using simple
vectorization of the Euclidean distance. In the algorithm, A is the matrix with all image descrip-
tors as rows, e.g. , a (n× d) matrix, B is the matrix with all codebook elements as rows, e.g. , a
(m× d) matrix, ~ai is the ith row of A and ~bi is the ith row of B.

Algorithm 1 Vector Quantization with Simple Vectorized Euclidean Distance
1: for i = 1 to n do
2: lengthsA[i]← ||~ai||2 {~ai is the ith row of A}
3: end for
4: for j = 1 to m do
5: lengthsB[j]← ||~bj||2 {~bj is the jth row of B}
6: end for
7: M ←MatrixMultiply(A, MatrixTranspose(B))
8: for i = 1 to n do
9: minDist←∞

10: lengthA← lengthsA[i]
11: for j = 1 to m do
12: d← lengthA + lengthsB[j]−2Mij

13: if d < minDist then minDist← d, best← j
14: end for
15: assignTo[i]← best
16: end for
17: return assignTo

We identify the following steps within Algorithm 1:

1. Compute the squared vector lengths ||~a||2 for every row of A and ||~b||2 for every row
of B (line 1-6). We assign one GPU thread per vector and do a serial sum within each
thread. To avoid numerical deviations due to the summing of many numbers with single
precision floating point operations, we use Kahan summation [66]. Transposing the ma-
trices A and B allows for faster (aligned) memory access. The CUDA SDK [88] contains
an efficient implementation of matrix transpose for arbitrarily sized matrices. Transposing
rectangular matrices on the GPU is faster than the CPU, because the GPU has a higher
memory bandwidth.

2. Compute the dot products ~a ·~b between all rows of A andB (line 7). This operation can
be performed by writing it as a matrix multiplication: ABT contains all the dot products
required for the full distance matrix. As matrix multiplications are the building block for
many algorithms, highly optimized BLAS linear algebra libraries containing this operation
exist for both the CPU and the GPU. An unvectorized implementation [17] is unable to take
advantage of BLAS operations and is therefore less efficient.
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3. Sum the output of steps (1) and (2) to obtain the squared Euclidean distance (line
10-12). Key insight when implementing this operation is that the vector lengths from step
(1) are used multiple times and can be cached (line 10).

4. For every descriptor i, find the codebook element j with the lowest distance (line 10-
15). The weight for a descriptor is then assigned to the codebook element corresponding
to the column with the lowest distance.

The CPU implementation of vector quantization is able to use SSE instructions to execute
floating point instructions on 4 single precision numbers at the same time. On a Core i7 920, the
non-SSE version is 3.4 times slower. Our experiments use the SSE-optimized version only.

In conclusion, vector quantization involves computing the pair-wise Euclidean distances be-
tween n descriptors and m codebook elements. By simply vectorizing the computation of the
Euclidean distance, the computation can be decomposed into steps which can be efficiently exe-
cuted on the GPU.

4.3.3 Algorithm 2: GPU-Accelerated Kernel Value Precomputation

To compute kernel function values, we use the kernel function based on the χ2 distance, which
has shown the most accurate results in visual categorization (see section 4.2.2). Our contribution
is evaluating the χ2 kernel function on the GPU efficiently, even for very large datasets which do
not fit into memory. The χ2 distance between feature vectors F and F ′ is:

distχ2(~F , ~F ′) =
1

2

s∑
i=1

(~Fi − ~F ′i )
2

~Fi + ~F ′i
, (4.3)

with s the size of the feature vectors. For notational convenience, 0
0

is assumed to be equal to 0

iff ~Fi = ~F ′i = 0.
The kernel function based on this χ2 distance then is:

k(~F , ~F ′) = e−
1
D
dist(~F , ~F ′), (4.4)

where D is an optional scalar to normalizes the distances [130]. Because the χ2 distance is
already constrained to lie between 0 and 1, this normalization is unnecessary and we therefore
fix D to 1.

To use multiple input features, instead of relying on a single feature, the kernel function is
extended in a weighted fashion for q features:

k({~F(1), ..., ~F(q)}, { ~F ′(1), ..., ~F ′(q)}) = e
− 1∑q

j=1
wj

(∑q
j=1 wjdist(

~F(j), ~F
′
(j))
)
, (4.5)

with wj the weight of the jth feature and ~F(j) the jth feature vector. An example of the use of
multiple features with weights is the spatial pyramid [55, 69]. When using the spatial pyramid,
additional features are extracted for specific parts of the image. For example, in a 2x2 subdivision
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of the image, feature vectors are extracted for each image quarter with a weight of 1
4

for each
quarter. Similarly, a 1x3 subdivision consisting of three horizontal bars, which introduces three
new features (each with a weight of 1

3
). In this setting, the feature vector for the entire image has

a weight of 1.
For vector quantization, discussed in the previous section, all input data and the resulting

output fits into computer memory. For kernel value precomputation, memory usage is an impor-
tant problem. For example, for a dataset with 50, 000 images, the input data is 12 GB and the
output data is 19 GB. Therefore, special care must be taken when designing the implementation,
to avoid holding all data in memory simultaneously. We divide the processing into evenly sized
chunks. Each chunk corresponds to a square 1024x1024 subblock of the kernel matrix with all
kernel function values, i.e. a chunk computes the kernel function values between 1024 vectors ~F
and 1024 vectors ~F ′. The algorithm is given in pseudo code in Algorithm 2.

Algorithm 2 Compute Kernel Matrix Values with χ2 Distance
1: for every chunk of 1024 kernel matrix rows do
2: for every chunk of 1024 kernel matrix columns do
3: CurrentChunk← 1024x1024 matrix with zeros
4: for feature j = 1 to q do
5: D ← distχ2(~F(j), ~F ′(j)) between 1024 vectors ~F(j) and 1024 vectors ~F ′(j)
6: CurrentChunk← CurrentChunk + wjD
7: end for
8: for all elements p of CurrentChunk do

9: p← e
− 1∑q

j=1
wj
p

10: end for
11: Store CurrentChunk as part of the final kernel matrix
12: end for
13: end for

To implement the distχ2 function in Algorithm 2, we find that single precision is not accu-
rate enough to sum many numbers. Therefore, we use double precision on the CPU with SSE
instructions which can process 2 double precision numbers at the same time. Because double
precision computations are 8 times slower than single precision on the GTX260, we use a Kahan
summation [66] instead of switching to double precision on the GPU. For the CPU implemen-
tation, the additional operations of the Kahan summation are more expensive than switching to
double precision.

4.4 Experimental Setup
In this section, we discuss the setup of our experiments. In our first two experiments, we measure
the speedup of our two contributions: GPU vector quantization and GPU kernel value precom-
putation. In the third experiment, instead of timing just the improved components, we measure
the classification throughput of a complete visual categorization system. See Figure 4.1 for the
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pipeline of such a complete system. Software for the GPU-accelerated feature extraction will be
released on our website‡, together with kernel value precomputation software.

4.4.1 Experiment 1: Vector Quantization Speed

We measure the relative speed of two vector quantization implementations: CPU and GPU
versions of the vectorized approach from section 4.3.2. The CPU implementation is SIMD-
optimized. Measured times are the median of 25 runs; an initial warm-up run is discarded to
exclude initialization effects. For the experiments, realistic data sizes are used, following the
state-of-the-art [112]: a codebook of size m = 4, 000; up to 20, 000 descriptors per image and
descriptor lengths of d = 128 (SIFT) and d = 384 (ColorSIFT).

Because the compute power of CPU architectures still improves with every generation, we
include two CPUs in our comparison of CPU and GPU, to show the rate of development in CPU
compute speeds besides the increase in number of cores. Specifically, the single-core Opteron
250 (2.4GHz) from 2005 and the quad-core Core i7 920 (2.66GHz) from 2009 are included. For
the quad-core Core i7, results for both a single-threaded and a multi-threaded CPU implementa-
tion are reported. These are compared to a Geforce GTX260 GPU (27 cores). Timing results are
reported per frame; for a real dataset the times should be multiplied by the number of frames or
images in the set.

4.4.2 Experiment 2: Kernel Value Precomputation Speed

To measure the speed of kernel value computation, we compare a CPU version and a GPU
version based on the approach from section 4.3.3. We evaluate these implementations on the
same hardware as experiment 1.

To obtain timings results, we have chosen the large Mediamill Challenge training set of
30, 993 frames [101] with realistic feature vector lengths. Times required to precompute the
kernel values are measured for different amounts of input features: from a single feature (total
feature vector length 4, 000) up to 10 features (total feature vector length 128, 000). For a real
system, the number of features might be even higher [97, 112].

4.4.3 Experiment 3: Visual Categorization Throughput

After accelerating two components of the categorization pipeline (see Figure 4.1) in the first two
experiments, in this experiment, we measure the throughput of the complete system. The average
time needed to classify a frame is referred to as the throughput of the system. For categorizing
large datasets, the processing time required to push frames through the complete categorization
pipeline is important, because this gives a good indication of the time needed to process the full
dataset. For the throughput experiment, a comparison is made between the quad-core Core i7
920 CPU (2.66GHz) and the Gefore GTX260 GPU (27 cores).

‡http://www.colordescriptors.com

http://www.colordescriptors.com


64 Chapter 4. Empowering Visual Categorization with the GPU

6

8 CPU Opteron 250 (2,4GHz, 1 thread)

CPU Core i7 920 (2,66GHz, 1 thread)

CPU Core i7 920 (2,66GHz, 4 threads)

GPU Geforce GTX260 (27 cores) 6

8

CPU Opteron 250 (2,4GHz, 1 

thread)

Experiment 1: Vector Quantization Timings for SIFT/ColorSIFT

2

4

6

8

T
im

e
 P

e
r 

Im
a

g
e

 (
s)

CPU Opteron 250 (2,4GHz, 1 thread)

CPU Core i7 920 (2,66GHz, 1 thread)

CPU Core i7 920 (2,66GHz, 4 threads)

GPU Geforce GTX260 (27 cores)

2

4

6

8

T
im

e
 P

e
r 

Im
a

g
e

 (
s)

CPU Opteron 250 (2,4GHz, 1 

thread)

CPU Core i7 920 (2,66GHz, 1 

thread)

CPU Core i7 920 (2,66GHz, 4 

threads)

GPU Geforce GTX260 (27 cores)

Experiment 1: Vector Quantization Timings for SIFT/ColorSIFT

0

2

4

6

8

300 600 1250 2500 5000 10000 20000

T
im

e
 P

e
r 

Im
a

g
e

 (
s)

Number of SIFT Descriptors Per Image

CPU Opteron 250 (2,4GHz, 1 thread)

CPU Core i7 920 (2,66GHz, 1 thread)

CPU Core i7 920 (2,66GHz, 4 threads)

GPU Geforce GTX260 (27 cores)

0

2

4

6

8

300 600 1250 2500 5000 10000 20000

T
im

e
 P

e
r 

Im
a

g
e

 (
s)

Number of  ColorSIFT Descriptors Per Image

CPU Opteron 250 (2,4GHz, 1 

thread)

CPU Core i7 920 (2,66GHz, 1 

thread)

CPU Core i7 920 (2,66GHz, 4 

threads)

GPU Geforce GTX260 (27 cores)

Experiment 1: Vector Quantization Timings for SIFT/ColorSIFT

Figure 4.2: Vector quantization speeds for a varying number of SIFT descriptors (top plot) or
ColorSIFT descriptors (bottom plot). The difference between the multi-threaded CPU and the
GPU is a factor of 3.9. The difference between the single-threaded CPU implementation and the
GPU is a factor 13. The single-threaded results of the quad-core Core i7 CPU are shown as a
dashed line, to indicate that it does not use all cores available.

4.5 Results

In this section, the results from the experiments listed in section 4.4 are discussed. We will
investigate the speed of vector quantization, the speed of precomputing kernel values and finally
the throughput of a complete visual categorization system, with and without the GPU.

4.5.1 Experiment 1: Vector Quantization Speed

Figure 4.2 shows the vector quantization speeds for SIFT descriptors using different hardware
platforms and implementations. From the results, it is shown that vector quantization on CPUs
takes more time than on GPUs. The difference between the fastest single-threaded CPU and
the fastest GPU is a factor of 13; both are using a vectorized implementation. If the CPU uses
a multi-threaded implementation, the difference between the CPU and the GPU is a factor of
3.9. For a typical number of SIFT descriptors per frame, 10,000, this is the difference between
0.29s and 0.08s spent per image in vector quantization. In the ColorSIFT results, we see the
same speedup: from 0.59s to 0.16s. When processing datasets of thousands or even millions of
images, this is an important acceleration.

An interesting observation, based on the single-threaded results, is that the CPU times can be
used to roughly order them by release date. The single-core 2005 Opteron takes about 2.2 times
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longer than a single thread of a 2009 Core i7 920.
For the GPU, we obtain 212 GLOPS, which equals 0.65 instructions per clock cycle per core.

This result includes the time it takes to transfer data between the CPU global memory and the
GPU global memory. Without transfer times, performance would be 218 GLOPS. The optimized
CUBLAS matrix multiplication used inside vector quantization achieves 0.74 instructions per
cycle. The theoretical 875 GLOPS of the GPU is only reached when 2 instructions can be
executed per clock cycle, which is possible for a specific combined add-multiply operation only.
The computations use 70-80 GB/s out of a possible 117 GB/s GPU memory bandwidth.

For the Core i7 CPU, we obtain 43 GFLOPS out of a theoretical 100 GFLOPS for higher-
clocked versions of this quad-core CPU architecture. For the Core i7 920, the theoretical maxi-
mum is about 80 GFLOPS. We observed (results not shown) that hyperthreading gives a speedup
of at most 5 percent and sometimes decreases performance. Therefore, hyperthreading was dis-
abled in our experiments. The CPU performance scales fairly well in terms of cores with the
quad-core version being up to 3.4 times faster than the single-core version.

In conclusion, the speedup through parallelization obtained for vector quantization is an im-
portant acceleration when processing large image datasets. When combined with GPU versions
of the other image feature extraction stages (see Table 4.1), even the most expensive feature can
still be extracted in less than 1 second per image.

4.5.2 Experiment 2: Kernel Value Precomputation Speed
Figure 4.3 shows the kernel value precomputation speeds on different hardware platforms. The
difference between a single GTX260 and a single Opteron CPU is a factor 74! The difference
between a single thread of the more recent Core i7 CPU and the GTX260 GPU is a factor 37.
When all threads of the Core i7 are used, the difference is a factor 10. When using a bag-of-
words model with features computed for four pyramid levels (1x1, 2x2, 3x3 and 4x4), e.g. ,
a total feature vector length of 120, 000, this is the difference between 1360 minutes and 142
minutes. Again, the GPU architecture results in a substantial acceleration.

The GPU achieves 349 GFLOPS including memory transfers between the CPU global mem-
ory and the GPU global memory, with 1.10 instructions per clock cycle per core. Excluding
memory transfers the GPU achieves 357 GFLOPS. More importantly, the computation uses 85-
97 GB/s out of a possible 117 GB/s bandwidth to the GPU memory, showing that the algorithm
is both bandwidth-intensive and compute-intensive. The multi-threaded SIMD-optimized CPU
version achieves 30 GFLOPS on the quad-core Core i7 920. However, as noted in Section 4.3.3,
the CPU version uses double precision for its computation, which limits the theoretical GFLOPS
of the Core i7 920 to 40 GFLOPS, instead of 80 GFLOPS for single precision computations.

4.5.3 Experiment 3: Visual Categorization Throughput
For categorizing large datasets, the average amount of time required to classify a frame from
start to finish is important. This is commonly referred to as the throughput of the system. As
an example of a large real-world dataset, we again use the Mediamill Challenge [101]. See
Table 4.3 for an overview of the throughput. To classify 12, 914 keyframes from the test set takes
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is a factor 74. The difference between the more recent Core i7 920 CPU utilizing 4 threads and
the GPU is a factor 10. For reference, results of the Core i7 with only a single CPU thread are
also shown (dashed line).

Visual Categorization Throughput
Operation CPU (1 thread) CPU (4 threads) GPU

Time (min) Framerate Time (min) Framerate Speedup Time (min) Framerate Speedup
Image Feature Extraction 99 2.2 fps 45.3 4.8 fps 2.2x 17.5 12.3 fps 2.6x
Compute Kernel Values/Apply Model 593 0.36 fps 150 1.4 fps 3.9x 22.8 9.4 fps 6.6x
Full Classification 692 0.31 fps 195.3 1.1 fps 3.6x 40.3 5.3 fps 4.8x

Table 4.3: Visual Categorization Throughput. Throughput is measured using the Mediamill
Challenge [101] dataset. Time measurements are for classifying 12914 frames, frames per second
(fps) listings are the average time per frame. The speedup for the GPU is measured against the
multi-threaded CPU implementation.
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40.3 minutes when using the GPU, equal to 5.3 frames per second. This includes the time it
takes to load the frames, extract densely sampled SIFT features§, perform vector quantization,
compute kernel values and apply trained models. When looking at the feature extraction and
kernel value computation separately, the feature extraction per frame achieved a throughput of
12.3 frames per second (17.5 minutes for all frames) and the kernel value precomputation with
30 993 training samples achieved 9.4 frames per second (22.8 minutes for all frames). Compared
to the single-threaded CPU version, which takes 11.5 hours to process these frames and therefore
runs at 0.31 frames per second, the speedup for the complete pipeline is 17x. The multi-threaded
CPU version, running on a quad-core CPU, needs 3 hours 15 minutes to process all frames, and
is 3.6x faster than the single-threaded CPU version. The GPU version is 4.8 times faster than the
quad-core CPU.

4.6 Other Applications

The speedups for vector quantization and computing kernel values obtained using GPU pro-
cessing can be applied to other problems than visual categorization as well. In this section, we
will discuss how it applies to the k-means clustering algorithm and to processing text with the
bag-of-words model, and how the faster processing can be used to improve visual categorization
accuracy.

4.6.1 Application 1: k-means Clustering

The k-means clustering algorithm [129] is regularly used to construct the codebook used within
a categorization pipeline. It is applicable to any real-valued set of data points and is one of
the most common clustering algorithms in use. The k-means algorithm relies heavily on vec-
tor quantization. Once the set of k clusters has been initialized, all data points will be vector
quantized against these k clusters. The data points are then assigned to the closest cluster, and
the clusters are updated by computing the mean data value of all points assigned to that clus-
ter. These steps are repeated until the clusters do not change anymore. Performing the vector
quantization, i.e. finding the closest cluster for each data point, is the most expensive step in the
k-means algorithm. When using the GPU vector quantization of experiment 1, a single iteration
of the k-means algorithm took 3.4 seconds instead of 76 seconds, i.e. a speedup of 22.

4.6.2 Application 2: Bag-of-Words Model for Text Retrieval

The bag-of-words model as used in visual categorization is based on the original bag-of-words
model as used for text. It results in the same kind of feature vectors with frequency counts of
each ‘codeword’, where words are to be taken literally for text. Due to the large number of words
possible, the feature vectors for documents can be very long. In the UCI datasets repository [5],
there are several examples of textual bag-of-words datasets. The Enron e-mail collection, for

§SIFT feature extraction is also performed on the GPU.
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example, contains almost 40, 000 documents which together contain 28, 000 unique words. The
NYTimes news article collection contains 300, 000 documents with over 100, 000 unique words.
The precomputation of kernel values from experiment 2 (to train a topic model based on annota-
tions) and/or the computation of χ2 distances (to e.g. cluster similar documents) can be directly
applied to this text data, i.e. a speedup by a factor of 35.

4.6.3 Application 3: Multi-Frame Processing for Video Retrieval

The increased throughput for visual categorization has been instrumental in our participation in
the visual categorization task of the TRECVID 2009 video retrieval benchmark [96]. This task
has a test set with 280 hours of material in which 20 visual categories need to be identified.
Instead of processing only the keyframes in the test set (97,150), the improved throughput made
processing of up to 10 extra frames per shot feasible, for a total of 1 million frames. When
looking at just the keyframe of a shot, there is a large chance that a visual category is not visible
in that specific frame. By looking beyond the keyframes, more relevant frames can be identified
and accuracy can be improved. See Figure 4.4 for an overview of accuracy results by including
1 to 10 additional frames. The likelihood a visual category occurs in a shot is estimated by either
taking the maximum score of all frames in the shot or the average score. From the results, it is
clear that taking the maximum score instead of the average gives better results. The accuracy
gained by including more frames becomes smaller after 5 additional frames have been added,
though the accuracy does increase. The relative improvement due to processing extra frames,
while keeping all other components of the system the same, is 29%: from 0.175 to 0.226. This
is in line with previous work in [100], where it was shown that processing additional frames
will improve accuracy of visual categorization. In the official evaluation of the TRECVID 2009
visual categorization task, we obtained state-of-the-art results using the GPU and multi-frame
processing: the system achieved the highest overall accuracy [97].

4.7 Conclusions

This chapter provides an efficiency analysis of a state-of-the-art visual categorization pipeline
based on the bag-of-words model. In this analysis, two large bottlenecks were identified: the
vector quantization step in the image feature extraction and the kernel value computation in the
category classification. By using a vectorized GPU implementation of vector quantization, it is
3.9 times faster than when it is computed on a modern quad-core CPU. For the classification, we
exploit the intrinsic property of kernel-based classifiers that only kernel values are needed. By
precomputing these kernel values, the parameter tuning and model learning stages can reuse these
values, instead of computing them on the fly for every visual category and parameter setting.
Also, precomputing these kernel values on the GPU instead of a quad-core CPU accelerates it
by a factor of 10. The latter GPU acceleration is applicable to both the learning phase and the
training phase. The speedups obtained in the visual categorization pipeline are also applicable
to other problems, such as text retrieval and video retrieval. Additionally, when the obtained
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Figure 4.4: The effect of multi-frame processing on the NIST TRECVID 2009 video retrieval
benchmark [96], made possibly by the use of GPU computing. This task has a test set with 280
hours of material in which 20 visual categories need to be identified. The relative improvement
due to processing extra frames is 29%. The baseline and all additional frame results use the same
visual features and training procedures.

speedup is used to process extra video frames in a video retrieval benchmark, the accuracy of
visual categorization is improved by 29%.

Overall, by using a parallel implementation on the GPU, classifying unseen images is 17
times faster than a single-threaded CPU version, while giving the exact same results for visual
categorization. Compared to a multi-threaded CPU implementation on a quad-core CPU, the
GPU is 4.8 times faster.
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Chapter 5
Segmentation as Selective Search for
Object Recognition∗

5.1 Introduction

Object recognition, i.e. determining the position and the class of object(s) within an image, has
made impressive progress over the past few years, see the Pascal VOC challenge [36]. The
state-of-the-art is based on exhaustive search over the image to find the best object positions
[24, 38, 58, 124, 131]. However, as the total number of images and windows to evaluate in an
exhaustive search is huge and growing, it is necessary to constrain the computation per location
and the number of locations considered. The computation is currently reduced by using a weak
classifier with simple-to-compute features [24, 38, 58, 124, 131], and by reducing the number of
locations on a coarse grid and with fixed window sizes [24, 38, 123]. This comes at the expense
of overlooking some object locations and misclassifying others. Therefore, we propose selective
search, greatly reducing the number of locations to consider. Specifically, we propose to use
segmentation to generate a limited set of locations, permitting the more powerful yet expensive
bag-of-words features [23, 95, 112].

Selective search has been exploited successfully by [13, 31] for object delineation, i.e. cre-
ating a pixel-wise classification of the image. Both concentrate on 10-100 possibly overlapping
segments per image, which best correspond to an object. They focus on finding accurate object
contours, which is why both references use a powerful, specialized contour detector [4]. In this
chapter, we reconsider segmentation to use as an instrument to select the best locations for object
recognition. Rather than aiming for 10-100 accurate locations, we aim to generate 1,000-10,000
approximate locations. For boosting object recognition, (1) generating several thousand locations
per image guarantees the inclusion of virtually all objects, and (2) rough segmentation includes
the local context known to be beneficial for object classification [24, 111]. Hence we place our
computational attention precisely on these parts of the image which bear the most information
for object classification.

∗Published at IEEE International Conference on Computer Vision [116]

71



72 Chapter 5. Segmentation as Selective Search for Object Recognition

(a)

(c)
(d)

(b)

Figure 5.1: Given an image (a) our aim is to find its objects for which the ground truth is shown
in (b). To achieve this, we adapt segmentation as a selective search strategy: We aim for high
recall by generating locations at all scales and account for many different scene conditions by
employing multiple invariant color spaces. Example object hypotheses are visualised in (d).
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Emphasizing recall (encouraging to include all image fragments of potential relevance) was
earlier proposed by Hoiem et al. [60] for surface layout classification and adopted by Russell et
al. [90] for latent object discovery. In the references its use is limited to changing the scale of
the segmentation, while its potential for finding objects has yet to be investigated. Malisiewicz
and Efros [78] investigated how well segments capture objects as opposed to the bounding boxes
of an exhaustive search. They also mainly change the scale of the segmentation. In contrast, this
chapter uses a full segmentation hierarchy and accounts for as many different scene conditions as
possible, such as shadows, shading, and highlights, by using a variety of invariant color spaces.
Furthermore, we demonstrate the power of segmentation as selective search on the challenging
Pascal VOC dataset in terms of both recall and recognition accuracy.

To summarize, we make the following contributions: (1) We reconsider segmentation by
adapting it as an instrument to select the best locations for object recognition. We put most
emphasis on recall and prefer good object approximations over exact object boundaries. (2)
We demonstrate that accounting for scene conditions through invariant color spaces results in a
powerful selective search strategy with high recall. (3) We show that our selective search enables
the use of more expensive features such as bag-of-words and substantially improves the state-of-
the-art on the Pascal VOC 2010 detection challenge for 8 out of 20 classes.

5.2 Related Work

In Figure 5.2, the relation of this chapter with other work is visualized. Research within lo-
calisation can generally be divided into two categories. 1) Work with emphasis on recognition
(Section 5.2.1). Here determining the object class is more important than finding the exact con-
tours and an exhaustive search is the norm. 2) Work with emphasis on object delineation (Sec-
tion 5.2.2). Here object contours are most important and the use of segmentation is the norm.

There are two exceptions to these categories. Vedaldi et al. [123] use jumping windows [20],
in which the relation between individual visual words and the object location is learned to pre-
dict the object location in new images. Maji and Malik [77] combine multiple of these relations
to predict the object location using a Hough-transform, after which they randomly sample win-
dows close to the Hough maximum. Both methods can be seen as a selective search. In contrast
to learning, we adopt segmentation as selective search to generate class independent object hy-
potheses.

5.2.1 Exhaustive Search for Recognition

As an object can be located at any position and scale in the image, it is natural to search ev-
erywhere [24, 58, 124]. However, the visual search space is huge, making an exhaustive search
computationally expensive. This imposes constraints on the evaluation cost per location and/or
the number of locations considered. Hence most of these sliding window techniques use a coarse
search grid and fixed aspect ratios, using weak classifiers and economic image features such
as HOG [24, 58, 124]. This method is often used as a preselection step in a cascade of classi-
fiers [58, 124].
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Figure 5.2: Positioning of this chapter with respect to related work.

Related to the sliding window technique is the highly successful part-based object localisation
method of Felzenszwalb et al. [38]. Their method also performs an exhaustive search using
a linear SVM and HOG features. However, they search for objects and object parts, whose
combination results in an impressive object detection performance.

Lampert et al. [68] developed a branch and bound technique to directly search for the optimal
window within an image. They obtain impressive results for linear classifiers, where the tech-
nique quickly converges towards the optimal window and the number of windows to evaluate is
in the hundreds or thousands. However, [3] found that for non-linear classifiers the method in
practice still visits over a 100,000 windows per image.

While the previous methods are all class-specific, Alexe et al. [3] propose to search for any
object, independent of its class. They train a classifier on the object windows of those objects
which have a well-defined shape (as opposed to e.g. grass). Then instead of a full exhaustive
search they randomly sample boxes to which they apply their classifier. The boxes with the
highest “objectness” measure serve as a set of object hypotheses. This set is then used to greatly
reduce the number of windows evaluated by class-specific object detectors.

Instead of an exhaustive search, in this chapter, we propose to do segmentation as a selective
search enabling the immediate use of expensive and potentially more powerful recognition tech-
niques. In contrast to all exhaustive methods except [3], our method yields an object hypotheses
set which is completely class independent.
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(a) (b)

Figure 5.3: Two examples of our hierarchical grouping algorithm showing the necessity of dif-
ferent scales. On the left we find many objects at different scales. On the right we necessarily
find the objects at different scales as the girl is contained by the tv.

5.2.2 Selective Search for Object Delineation

In the domain of object delineation, both Carreira et al. [13] and Endres and Hoiem [31] propose
to generate a set of class independent object hypotheses using segmentation. Both methods
generate multiple foreground/background segmentations, learn to predict the likelihood that a
foreground segment is a complete object, and use this to rank the segments. Both algorithms
show a promising ability to accurately delineate objects within images, confirmed by [73] who
achieve state-of-the-art results on pixel-wise image classification using [13]. This chapter uses
selective search for object recognition, hence we put more emphasis on recall and welcome rough
object locations instead of precise object delineations. We can omit the excellent yet expensive
contour detector of [4] included in [13, 31], making our algorithm computationally feasible on
large datasets. In contrast to [13,31], we use a hierarchical grouping algorithm instead of multiple
foreground/background segmentations.

Gu et al. [56] address the problem of carefully segmenting and recognizing objects based on
their parts. They first generate a set of part hypotheses using a grouping method based on [4].
Each part hypothesis is described by both appearance and shape features. Then an object is rec-
ognized and carefully delineated by using its parts, achieving good results for shape recognition.
In their work, the segmentation is limited to a single hierarchy while its power of discovering
parts or objects is not evaluated. In this chapter, we use multiple hierarchical segmentations
diversified through employing a variety of color spaces, and evaluate their potential to find com-
plete objects.

5.3 Segmentation as Selective Search

In this section, we adapt segmentation as selective search for object recognition. This adaptation
leads to the following considerations:

High recall. Objects whose locations are not generated can never be recognized. Recall is
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therefore the most important criterion. To obtain a high recall we observe the following: (1)
Objects can occur at any scale within an image. Moreover, some objects are contained within
other objects. Hence it is necessary to generate locations at all scales, as illustrated in Figure 5.3.
(2) There is no single best strategy to group regions together: An edge may represent an object
boundary in one image, while the same edge in another image may be the result of shading.
Hence rather than aiming for the single best segmentation, it is important to combine multiple
complementary segmentations, i.e. we want to diversify the set of segmentations used.

Coarse locations are sufficient. As the state-of-the-art in object recognition uses appearance
features, the exact object contours of the object hypotheses are less important. Hence instead of
a strong focus on object boundaries (e.g. [4]), the evaluation should focus on finding reasonable
approximations of the object locations, such as is measured by the Pascal overlap criterion [36].

Fast to compute. The generation of the object hypotheses should not become a bottleneck
when performing object localisation on a large dataset.

5.3.1 Our Segmentation Algorithm

The most natural way to generate locations at all scales is to use all locations from a hierarchical
segmentation algorithm (illustrated in Figure 5.1). Our algorithm uses size and appearance fea-
tures which are efficiently propagated throughout the hierarchy, making it reasonably fast. Note
that we keep the algorithm basic to ensure repeatability and make clear that our results do not
stem from parameter tuning but from rethinking the goal of segmentation.

As regions can yield richer information than pixels, we start with an oversegmentation, i.e. a
set of small regions which do not spread over multiple objects. We use the fast method of [39]
as our starting point, which [4] found well-suited for generating an oversegmentation.

Starting from the initial regions, we use a greedy algorithm which iteratively groups the two
most similar regions together and calculates the similarities between this new region and its
neighbours. We continue until the whole image becomes a single region. As potential object
locations, we consider either all segments throughout the hierarchy (including initial segments),
or we consider the tight bounding boxes around these segments.

We define the similarity S between region a and b as S(a, b) = Ssize(a, b) + Stexture(a, b).
Both components result in a number in range [0,1] and are weighed equally.

Ssize(a,b) is defined as the fraction of the image that the segment a and b jointly occupy. This
measure encourages small regions to merge early and prevents a single region from gobbling up
all others one by one.

Stexture(a, b) is defined as the histogram intersection between SIFT-like texture measure-
ments [75]. For these measurements, we aggregate the gradient magnitude in 8 directions over a
region, just like in a single subregion of SIFT with no Gaussian weighting. As we use color, we
follow [112] and do texture measurements in each color channel separately and concatenate the
results.
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5.3.2 Shadow, Shading and Highlight Edges

To obtain multiple segmentations which are complementary, we perform our segmentation in a
variety of color channels with different invariance properties. Specifically, we consider multiple
color spaces with different degrees of sensitivity to shadow, shading and highlight edges [51].
Standard RGB is the most sensitive. The opponent color space is insensitive to highlight edges,
but sensitive to shadows and shading edges. The normalizedRGB space is insensitive to shadow
and shading edges but still sensitive to highlights. The hue H is the most invariant and is insen-
sitive to shadows, shading and highlights. Note that we always perform each segmentation in a
single color space, including the initial segmentation of [39].

An alternative approach to multiple color spaces would be the use of different thresholds for
the starting segmentation. We evaluate this approach as well.

5.3.3 Discussion

Our adaptation of segmentation as selective search for object recognition is designed to obtain
high recall by considering all levels of a hierarchical grouping of image segments. Furthermore,
by considering multiple color spaces with increasing levels of invariance to imaging conditions,
we are robust to the additional edges introduced into an image by shadows, shading and high-
lights. Finally, our approach is fast which makes it applicable to large datasets.

5.4 Object Recognition System

In this section, we detail how to use the selective search strategy from Section 5.3 for a complete
object recognition system. As feature representation, two types of features are dominant: his-
tograms of oriented gradients (HOG) [24] and bag-of-words [23, 95]. HOG has been shown to
be successful in combination with the part-based model by Felzenszwalb et al. [38]. However,
as they use an exhaustive search, HOG features in combination with a linear classifier is the only
feasible choice. To show that our selective search strategy enables the use of more expensive and
potentially more powerful features, we use Bag-of-Words for object recognition [58,68,123]. We
use a more powerful (and expensive) implementation than [58, 68, 123] by employing multiple
color spaces and a finer spatial pyramid division [69].

Specifically we sample descriptors at each pixel on a single scale. We extract SIFT [75] and
two recommended color SIFTs from [112], OpponentSIFT and RGB-SIFT. Software from [112]
is used. We use a visual codebook of size 4,096 and a spatial pyramid with 4 levels. Because
a spatial pyramid results in a coarser spatial subdivision than the cells which make up a HOG
descriptor, our features contain less information about the specific spatial layout of the object.
Therefore, HOG is better suited for rigid objects and our features are better suited for deformable
object types.

As classifier we employ a Support Vector Machine with a histogram intersection kernel using
[102]. We use the fast, approximate classification strategy of [76].
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Our training procedure is illustrated in Figure 5.4. The initial positive examples consist of all
ground truth object windows. As initial negative examples we use all object locations generated
by our selective search that have an overlap of 20% to 50% with a positive example, unless they
have more than 70% overlap with another negative, i.e. we avoid near duplicates. This selection
of training examples gives reasonably good initial classification models.

Then we enter a retraining phase to iteratively add hard negative examples (e.g. [38]): We
apply the learned models to the training set using the locations generated by our selective search.
For each negative image we add the highest scoring location. As our initial training set already
yields good models, our models converge in only two iterations.

For the test set, the final model is applied to all locations generated by our selective search.
The windows are sorted by classifier score while windows which have more than 30% overlap
with a higher scoring window are considered near-duplicates and are removed.

5.5 Evaluation

To evaluate the quality of our selective search strategy, we perform the following four experi-
ments:

• Experiment 1 evaluates how to adapt segmentation for selective search. Specifically we
compare multiple flat segmentations against a hierarchy and evaluate the use of increas-
ingly invariant color spaces.
• Experiment 2 compares segmentation as selective search on the task of generating good

object locations for recognition with [3, 58, 123].
• Experiment 3 compares segmentation as selective search on the task of generating good

object delineations for segmentation with [13, 31].
• Experiment 4 evaluates the use of our object hypotheses in the object recognition system

of Section 5.4, on the widely accepted object localisation method of [38] and compares it
to the state-of-the-art [36, 38, 131].

In all experiments, we report results on the challenging Pascal VOC 2007 or 2010 datasets
[36]. These datasets contain images of twenty object categories and the ground truth in terms
of object labels, the location in terms of bounding boxes, and for a subset of the data the object
location in terms of a pixel-wise segmentation.

As in [58,123], the quality of the hypotheses is defined in terms of the average recall over all
classes versus the number of locations retrieved. We use the standard Pascal overlap criterion [36]
where an object is considered found if the area of the intersection of a candidate location and the
ground truth location, divided by the area of their union is larger than 0.5. Note that in the first
two experiments the location is a bounding box, and in the third it is a segment.

Any parameter selection was done on the training set only, while results in this chapter are
reported on the test set.
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5.5.1 Exp. 1: Segmentation for Selective Search

In this experiment, we evaluate how to adapt segmentation for selective search. First, we compare
multiple flat segmentations against a hierarchical segmentation. Second, we evaluate the use of
a variety of color spaces.

Flat versus Hierarchy. As our segmentation algorithm starts with the initial oversegmenta-
tion of [39], we compare our hierarchical version with multiple flat segmentations by [39]. We
do this in RGB color space. We vary the scale of [39] by setting the threshold k from 100 to
1000 both in steps of 10 and in steps of 50. For our hierarchical algorithm we use the smallest
threshold 100. Varying the threshold k results in many more segments than a single hierarchi-
cal grouping, because in [39] the segment boundaries resulting from a high threshold are not
a subset of those from a small threshold. Therefore we additionally consider two hierarchical
segmentations using a threshold of 100 and 200.

Experiment 1: Multiple Flat segmentations versus Hierarchy
Max. recall (%) # windows

[39] k = 100, 150 . . . 1000 84.8 665
[39] k = 100, 110 . . . 1000 87.7 1159
Hierarchical k = 100 80.6 362
Hierarchical k = 100, 200 89.4 511

Table 5.1: Comparison of multiple flat segmentations versus a hierarchy in terms of recall and
the number of windows per image.

As can be seen from Table 5.1, multiple flat segmentations yield a higher recall than a sin-
gle hierarchical grouping but using many more locations. However, if we choose two initial
thresholds and combine results, our algorithm yields recall of 89.4 instead of 87.7, while using
only 511 locations instead of 1159. Hence a hierarchical approach is preferable over multiple
flat segmentations as it yields better results, fewer parameters, and selects all scales naturally.
Additionally, we found it to be much faster.

Multiple color Spaces. We now test two diversification strategies to obtain higher recall.
As seen in the previous experiment it is beneficial to use multiple starting segmentations. Fur-
thermore we test how combining different color spaces with different invariance properties can
increase the number of objects found. Specifically, we take a segmentation in RGB color space,
and subsequently add the segmentation in Opponent color space, normalized rgb color space,
and the Hue channel. We do this for a single initial segmentation with k = 100, two initial
segmentations with k = 100, 200, and four initial segmentations with k = 100, 150, 200, 250.
Results are shown in Figure 5.5.

As can be seen, both changing the initial segmentation and using a variety of different color
channels yield complementary object locations. Note that using four different color spaces works
better than using four different initial segmentations. Furthermore, when using all four color
spaces the difference between two and four initial segmentations is negligible. We conclude that
varying the color spaces with increasing invariances is better than varying the threshold of the
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Experiment 1: Influence of Multiple Color Spaces
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Figure 5.5: Using multiple color spaces clearly improves recall; along the horizontal axis in-
creasingly invariant color spaces are added.

initial segmentation. In subsequent experiments we always use these two initial segmentations.
On the sensitivity of parameters. In preliminary experiments on the training set we used

other color spaces such as HSV, HS, normalized rg plus intensity, intensity only, etc. However,
we found that as long as one selects color spaces with a range of invariance properties, the out-
come is very similar. For illustration purposes we used in this chapter the color spaces with the
most clear invariance properties. Furthermore, we found that as long as a good oversegmentation
is generated, the exact choice for k is unimportant. Finally, different implementations of the tex-
ture histogram yielded little changes overall. We conclude that the recall obtained in this chapter
is not caused by parameter tuning but rather by having a good diversification of segmentation
strategies through different color invariance properties.

5.5.2 Exp. 2: Selective Search for Recognition

We now compare our selective search method to the sliding windows of [58], the jumping win-
dows of [123], and the ‘objectness’ measure of [3]. Table 5.2 shows the maximum recall ob-
tained for each method together with the average number of locations generated per image. Our
method achieves the best results with a recall of 96.7% with on average 1,536 windows per im-
age. The jumping windows of [123] come second with 94% recall but uses 10,000 windows
instead. Moreover, their method is specifically trained for each class whereas our method is
completely class-independent. Hence, with only a limited number of object locations our method
yields the highest recall.

We also compare the trade-off between recall and the number of windows in Figure 5.6. As
can be seen, our method gives a higher recall using fewer windows than [3, 123]. The method
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Experiment 2: Maximum Recall of Selective Search for Recognition
Max. recall (%) # windows

Sliding Windows [58] 83.0 200 per class
Jumping Windows [123] 94.0 10,000 per class
‘Objectness’ [3] 82.4 10,000
Our hypotheses 96.7 1,536

Table 5.2: Comparison of maximum recall between our method and [3, 58, 123]. We achieve the
highest recall of 96.7%. Second comes [123] with 94.0% but using an order of magnitude more
locations.

Experiment 2: Recall of Selective Search for Recognition
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Figure 5.6: The trade-off between the number of retrieved windows and recall on the Pascal
VOC 2007 object detection dataset. Note that for [58, 123] the reported number of locations is
per class; the total number of windows per image is a factor 20 higher.
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of [58] seems to need only few windows to obtain their maximum recall of 83%. However, they
use 200 windows per image per class, which means they generate 4,000 windows per image.
Moreover, the ordering of their hypotheses is based on a class specific recognition score while
the ordering of our hypotheses is imposed by the inclusion of segmentations in increasingly
invariant color spaces.

In conclusion, our selective search outperforms other methods in terms of maximum recall
while using fewer locations. Additionally, our method is completely class-independent. This
shows that segmentation, when adapted for high recall by using all scales and a variety of color
spaces with different invariance properties, is a highly effective selective search strategy for
object recognition.

5.5.3 Exp. 3: Selective Search for Object Delineation

The methods of [13,31] are designed for object delineation and computationally too expensive to
apply them to the VOC 2007 detection dataset. Instead we compare to them on the much smaller
segmentation dataset using not boxes but the segments instead. We generated candidate seg-
ments for [13, 31] by using their publicly available code. Note that we excluded the background
category in the evaluation.

Results are shown in Table 5.3. The method of [31] achieves the best recall of 82.2% using
1,989 windows. Our method comes second with a recall of 79.8% using 1973 segments. The
method of [13] results in a recall of 78.2% using only 697 windows. However, our method is 28
times faster than [13] and 54 times faster than [31]. We conclude that our method is competitive
in terms of recall while still computationally feasible on large datasets.

Experiment 3: Recall of Selective Search for Segmentation
Max. recall (%) # windows Time (s)

Carreira [13] 78.2 697 432
Endres [31] 82.2 1,989 226
Our hypotheses 79.8 1,973 8
Combination 90.1 4,659 666

Table 5.3: Comparison of this work with [13,31] in terms of recall on the Pascal VOC 2007 seg-
mentation task. Our method has competitive recall while being more than an order of magnitude
faster.

Interestingly, we tried to diversify the selective search by combining all three methods. The
resulting recall is 90.1%(!), much higher than any single method. We conclude that for the
purpose of recognition, instead of aiming for the best segmentation, it is prudent to investigate
how segmentations can complement each other.
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Experiment 4: Object Recognition Accuracy on VOC2007 Test Set
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Figure 5.7: Object recognition results on the PASCAL VOC 2007 test set. For the top plot, object
models are trained using the part-based Felzenszwalb system [38], which uses exhaustive search
by default. For the bottom plot, object models are trained using more expensive bag-of-words
features and classifiers; exhaustive search is not feasible with these models.
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5.5.4 Exp. 4: Object Recognition Accuracy

In this experiment, we evaluate our object hypotheses on a widely accepted part-based object
recognition method [38] and inside the object recognition system described in Section 5.4. The
latter is compared to the state-of-the-art on the challenging Pascal VOC 2010 detection task.

Search strategies using part-based models. We compare various search strategies on the
method of Felzenszwalb [38]. We consider the exhaustive search of [38] to be our baseline.
We use our selective search boxes as a filter on the output of [38], as facilitated by their code,
where we discard all locations whose Pascal Overlap is smaller than 0.8. In practice this reduces
the number of considered windows from around 100,000 per image per class to around 5,000.
Results are shown in the upper part of Figure 5.7. Overall using our boxes as a filter reduces
Mean Average Precision from 0.323 MAP to 0.296 MAP, 0.03 MAP less while evaluating 20
times fewer boxes. Note that for some concepts like aeroplane, dog, dining table, and sheep
there is even a slight improvement, suggesting a trade-off between high recall and precision for
object detection accuracy.

If we use all 10,000 boxes of [3] in the same manner on [38], the MAP reduces to 0.215.
But in [3] they have an additional hill-climbing step which enables them to consider only 2,000
windows at the expense of 0.04 MAP. This suggest that a hill-climbing step as suggested by [3]
could improve results further when using our boxes.

Part-based HOG versus bag-of-words. A major advantage of selective search is that it
enables the use of more expensive features and classifiers. To evaluate the potential of better fea-
tures and classifiers, we compare the bag-of-words recognition pipeline described in Section 5.4
with the baseline of [38] which uses HOG and linear classifiers. Results in the lower part of
Figure 5.7 show improvements for 10 out of 20 object categories. Especially significant are the
improvements the object categories cat, cow, dog, sheep, diningtable, and aeroplane, which we
improve with 11% to 20%. Except aeroplane, these object categories all have flexible shape on
which bag-of-words is expected to work well (Section 5.4). The baseline achieves a higher accu-
racy for object categories with rigid shape characteristics such as bicycle, car, bottle, person and
chair. If we select the best method for each class, instead of a MAP of 0.323 of the baseline, we
get a MAP of 0.378, a significant, absolute improvement of 5% MAP.

To check whether the differences in the lower part of Figure 5.7 originate mainly from the
different features, we combined bag-of-words features with the exhaustive search of [38] for the
concepts cat and car. With cat, bag-of-words gives 0.392 AP for selective and 0.375 AP for
exhaustive search, compared to 0.193 AP for part-based HOG features. With car, bag-of-words
gives 0.547 for selective and 0.535 for exhaustive search, and 0.579 for part-based HOG features.

Comparison to the state-of-the-art. To compare our results to the current state-of-the-art
in object recognition, we have submitted our bag-of-words models for the Pascal VOC 2010
detection task to the official evaluation server. Results are shown in Table 5.4, together with the
top-4 from the competition. In this independent evaluation, our system improves the state-of-
the-art by up to 8.5% for 8 out of 20 object categories compared to all other competition entries.

In conclusion, our selective search yields good object locations for part-based models, as even
without the hill-climbing step of [3] we need to evaluate 20 times fewer windows at the expense
of 0.03 MAP in average precision. More importantly, our selective search enables the use of
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expensive features and classifiers which allow us to substantially improve the state-of-the-art for
8 out of 20 classes on the VOC2010 detection challenge.

5.6 Conclusions
In this chapter, we have adopted segmentation as a selective search strategy for object recogni-
tion. For this purpose we prefer to generate many approximate locations over few and precise
object delineations, as objects whose locations are not generated can never be recognized and
appearance and immediate nearby context are effective for object recognition. Therefore our
selective search uses locations at all scales. Furthermore, rather than using a single best segmen-
tation algorithm, we have shown that for recognition it is prudent to use a set of complementary
segmentations. In particular this chapter accounts for different scene conditions such as shad-
ows, shading, and highlights by employing a variety of invariant color spaces. This results in
a powerful selective search strategy that generates only 1,536 class-independent locations per
image to capture 96.7% of all the objects in the Pascal VOC 2007 test set. This is the highest
recall reported to date.

We show that segmentation as a selective search strategy is highly effective for object recog-
nition: For the part-based system of [38] the number of considered windows can be reduced by
20 times at a loss of 3% MAP overall. More importantly, by capitalizing on the reduced number
of locations we can do object recognition using a powerful yet expensive bag-of-words imple-
mentation and improve the state-of-the-art for 8 out of 20 classes for up to 8.5% in terms of
Average Precision.
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Chapter 6
Summary and Conclusions

6.1 Summary

In this thesis, we explore methods to recognize ‘what’ object is visible in an image and ‘where’
it is within the image. To recognize which object is visible in an image, a current successful
approach is the bag-of-words model. To localise where the object is in the image, exhaustive
search is currently most successful. In this thesis, we (1) analyze and (2) propose invariant color
descriptors within the bag-of-words model, (3) improve the efficiency of the bag-of-words model
by exploiting parallelism, and (4) propose a selective search strategy for object localisation. The
results obtained in the thesis are discussed per chapter in the following paragraphs:

Chapter 2: Evaluating Color Descriptors for Object and Scene Recognition. In this
chapter we have created a structured overview of color invariant descriptors in the context of
image category recognition. So far, intensity-based descriptors have been widely used for fea-
ture extraction at salient points. To increase illumination invariance and discriminative power,
color descriptors have been proposed. Because many different descriptors exist, we study the
invariance properties and the distinctiveness of color descriptors. The analytical invariance prop-
erties of color descriptors are explored, using a taxonomy based on invariance properties with
respect to photometric transformations, and tested experimentally using a dataset with known
illumination conditions. In addition, the distinctiveness of color descriptors is assessed exper-
imentally using two benchmarks, one from the image domain and one from the video domain.
From the theoretical and experimental results, it can be derived that invariance to light intensity
changes and light color changes affects category recognition. The results reveal further that, for
light intensity shifts, the usefulness of invariance is category-specific. Overall, when choosing
a single descriptor and no prior knowledge about the dataset and object and scene categories is
available, the OpponentSIFT is recommended. Furthermore, a combined set of color descriptors
outperforms intensity-based SIFT and improves category recognition on two benchmarks.

Chapter 3: Illumination-Invariant Descriptors for Discriminative Visual Object Cat-
egorization. Illumination-invariant color descriptors, as used in the previous chapter, are nor-
mally based on a limited set (usually 3) of predefined color channels. However, a predefined
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set of 3 color channels may constrain the discriminative power of visual object categoriza-
tion. Therefore, in this chapter, we aim to generate and select a general set of discriminative,
illumination-invariant descriptors for object category recognition. First, we develop a class of
new illumination-invariant descriptors based on uniform sampling of the RGB color space. The
class of descriptors is proven to be invariant to light intensity changes and shifts under differ-
ent normalizations. Then, this class of descriptors is used to increase discrimination of visual
object categories through different selection strategies including multiple kernel learning and
cross-validation. With a strategy to construct a descriptor based on a new color space, we find an
optimum at a 6 channel space, which is similar to the (3 channel) opponent color space with 3
additional samplings in chromaticity plane. This new color descriptor performs better than Oppo-
nentSIFT (the recommended descriptor from the previous chapter) on both object classification
and object localisation tasks.

Chapter 4: Empowering Visual Categorization with the GPU. The bag-of-words model
has become the most powerful method for visual categorization of images and video. Despite its
high accuracy, a severe drawback of this model is its high computational cost. In this chapter,
we have identified two major bottlenecks in the bag-of-words model: the quantization step and
the classification step. We address these two bottlenecks by proposing two efficient algorithms
for quantization and classification by exploiting parallelism in newer CPU and GPU architec-
tures. The algorithms are designed to (1) keep categorization accuracy intact, (2) decompose the
problem and (3) give the same numerical results. In the experiments on large scale datasets it
is shown that, by using a parallel implementation on the GPU, classifying unseen images is 4.8
times faster than a quad-core CPU version, while giving the exact same numerical results. In ad-
dition, we show how the algorithms can be generalized to other applications, such as text retrieval
and video retrieval. Moreover, when the obtained speedup is used to process extra video frames
in a video retrieval benchmark, the accuracy of visual categorization is substantially improved.

Chapter 5: Segmentation as Selective Search for Object Recognition. For object local-
isation, the current state-of-the-art is based on exhaustive search. However, in this chapter we
propose a selective search strategy to enable the use of more expensive features and classifiers
and thereby progress beyond the state-of-the-art. We adapt segmentation as a selective search
by reconsidering segmentation: We propose to generate many approximate locations over few
and precise object delineations because (1) an object whose location is never generated cannot
be recognized and (2) appearance and immediate nearby context are most effective for object
recognition. Our method is class-independent and is shown to cover 96.7% of all objects in
the PASCAL VOC benchmark using only 1,500 locations per image. Replacing the exhaustive
search strategy of the current state-of-the-art with our selective search reduces the accuracy by
only 1%. Our selective search enables the use of the more expensive bag-of-words method which
we use to substantially improve the state-of-the-art for 8 out of 20 classes on the PASCAL VOC
2010 object recognition challenge.
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6.2 Conclusions

This thesis contributes to more accurate and more efficient object recognition. The first objective
of this thesis is to analyze how viewpoint and illumination changes affect existing color descrip-
tors and subsequently visual object classification. It was shown in chapter 2 that invariance to
light intensity changes and light color changes affects object classification. Further, for light in-
tensity shifts, the usefulness of invariance is category-specific. Overall, when choosing a single
descriptor and no prior knowledge about the dataset and object categories is available, the Oppo-
nentSIFT is recommended. With a combined set of color descriptors, we obtain state-of-the-art
results on the Pascal VOC object classification and the TRECVID concept classification tasks.

The second objective of this thesis is to design new color descriptors which improve object
classification. In chapter 3, we developed a class of new illumination-invariant descriptors based
on uniform sampling of the RGB color space. The class of descriptors is proven to be invariant
to light intensity changes and shifts under different normalizations. These were found to be the
most important invariance properties in chapter 2. With this class of descriptors we increase
discrimination of visual object categories. With a new descriptor in a color space with additional
samplings in chromaticity plane, we improve over the best descriptor from chapter 2 in both
object classification and object localisation tasks.

The third objective of this thesis is to exploit parallelism in CPU and GPU architectures
to handle the computational cost of the bag-of-words model. In chapter 4, we have identified
two major bottlenecks in the bag-of-words model: the quantization step and the classification
step. We proposed two efficient algorithms for quantization and classification by exploiting
parallelism, while (1) keeping categorization accuracy intact, (2) decomposing the problem and
(3) giving the same numerical results. We have shown that, by using a parallel implementation on
the GPU, classifying unseen images is 4.8 times faster than a quad-core CPU version. In addition,
the algorithms can be generalized to other applications, such as text retrieval and video retrieval.
Also, the accuracy of visual categorization is substantially improved when the obtained speedup
is used to process extra video frames, as shown on the TRECVID video retrieval benchmark.

Finally, the fourth objective of this thesis is to create a selective search strategy which visits
the locations in an image where it is probable that the object is actually present. We have adapted
segmentation as a selective search by reconsidering segmentation: we generate many approx-
imate locations over few and precise object delineations because (1) an object whose location
is never generated cannot be recognized and (2) appearance and immediate nearby context are
most effective for object recognition. The resulting strategy is class-independent and is shown
to cover 96.7% of all objects in the Pascal VOC benchmark using only 1,500 locations per im-
age. Selective search enables the use of the more expensive bag-of-words method which we use
to substantially improve the state-of-the-art for 8 out of 20 classes on the Pascal VOC object
recognition challenge.

To conclude, with illumination-invariant color descriptors, our exploitation of parallelism
and our selective search strategy, we have contributed to object recognition in terms of accuracy
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and efficiency. By making corresponding software available, other researchers have been able to
build on top of our work. Whereas object classification is becoming a tool to be used, we are
confident that for object localisation, many new search strategies and representations have yet
to be explored. Also, as the number of object categories to recognize increases, it will become
necessary to organize them in a hierarchy and to exploit this structure.
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Samenvatting∗

In dit proefschrift onderzoeken we methoden om te herkennen ’welk’ object zichtbaar is in een
beeld en ‘waar’ in het beeld het is. Om te herkennen welk object zichtbaar is in een beeld,
is het bag-of-words model op dit moment een succesvolle aanpak. De meest succesvolle aan-
pak om een object te lokaliseren in het beeld, is gebaseerd op een volledige zoektocht door het
beeld die alle mogelijke locaties beschouwt. In dit proefschrift hebben we (1) bestaande kleur-
descriptoren geanalyseerd binnen het bag-of-words model en (2) nieuwe belichtingsinvariante
kleurdescriptoren voorgesteld, ook binnen het bag-of-words model, (3) de efficiëntie van het
bag-of-words-model verbeterd door gebruik te maken van parallellisme, en (4) een selectieve
zoekstrategie voor objectlokalisatie geı̈ntroduceerd.

De resultaten van dit proefschrift worden per hoofdstuk besproken in de volgende paragrafen:

Hoofdstuk 2: Evaluatie van kleurdescriptoren voor object- en sceneherkenning. In
dit hoofdstuk hebben we een gestructureerd overzicht gemaakt van belichtingsinvariante kleur-
descriptoren in de context van visuele herkenning. Tot op heden zijn op intensiteit gebaseerde
descriptoren op grote schaal gebruikt voor het extraheren van beeldkenmerken rondom opval-
lende punten in een beeld. Teneinde de belichtingsinvariantie en het onderscheidend vermogen
van beeldkenmerken te verhogen, zijn er diverse uitbreidingen naar kleur voorgesteld. Omdat
er vele descriptoren bestaan, hebben wij hun invariantie-eigenschappen en hun onderscheid-
end vermogen bestudeerd. De analytische invariantie-eigenschappen van kleurdescriptoren zijn
onderzocht met behulp van een taxonomie op basis van belichtingsinvariantie met betrekking tot
fotometrische transformaties. Deze invariantie-eigenschappen zijn ook experimenteel getest met
behulp van een dataset met bekende belichtingscondities. Daarnaast is het onderscheidend ver-
mogen van kleurdescriptoren ook experimenteel onderzocht op twee grote beeldcollecties: één
bestaande uit foto’s en één bestaande uit video’s. Uit de theoretische en experimentele resultaten
kan worden afgeleid dat visuele herkenning beı̈nvloed wordt door invariantie voor de intensiteit
van de lichtbron en voor de kleur van de lichtbron. Uit de resultaten blijkt verder dat voor licht-

∗Summary, in Dutch.
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intensiteit verschuivingen, het nut van invariantie categorie-specifiek is. Wanneer één enkele
descriptor gekozen moet worden, zonder dat er enige voorkennis over de dataset of soorten ob-
jecten beschikbaar is, dan bevelen wij OpponentSIFT aan. Indien meerdere kleurdescriptoren
gebruikt mogen worden, dan blijkt dat een combinatie beter presteert: op twee benchmarks ver-
betert de object- en sceneherkenning.

Hoofdstuk 3: Belichtingsinvariante descriptoren voor discriminatieve visuele object
herkenning. Belichting-invariante kleurdescriptoren, zoals gebruikt in het vorige hoofdstuk, zijn
gewoonlijk gebaseerd op een beperkte reeks (meestal 3) vooraf gedefinieerde kleurkanalen. Het
gebruik van alleen vooraf gedefinieerde kleurkanalen kan voor objectherkenning een beperking
zijn: bestaan er geen discriminatievere kleurkanalen? Daarom is ons doel in dit hoofdstuk het
genereren en selecteren van een algemene set van onderscheidende, belichtingsinvariante de-
scriptoren voor objectherkenning. Eerst ontwikkelen we een klasse van nieuwe belichtings-
invariante descriptoren op basis van een uniforme bemonstering van de RGB-kleurenruimte.
We bewijzen dat deze klasse van descriptoren invariant is voor lichtintensiteitsveranderingen
onder verschillende normalisaties. Vervolgens wordt deze klasse van descriptoren gebruikt om
het onderscheidend vermogen tussen objectsoorten te verbeteren, op basis van verschillende
selectie-strategieën. Bij een strategie met het doel om één descriptor op basis van een nieuwe
kleurenruimte te maken, vinden we een optimum in een 6-kanaals ruimte. Deze ruimte is
vergelijkbaar met de (3 kanaals) Opponent kleurenruimte met 3 extra bemonsteringen in het
chromaticiteitsvlak. Deze nieuwe kleurenruimte presteert beter dan OpponentSIFT (de aan-
bevolen descriptor van het vorige hoofdstuk) op zowel objectherkenning als objectlokalisatie.

Hoofdstuk 4: Versnellen van visuele herkenning met de GPU. Het bag-of-words model is
uitgegroeid tot de meest krachtige methode voor visuele herkenning in foto’s en video. Naast zijn
hoge nauwkeurigheid kleeft er ook een groot nadeel aan het model: de benodigde rekenkracht. In
dit hoofdstuk hebben we twee belangrijke knelpunten in het bag-of-words model geı̈dentificeerd:
de kwantisering stap en de classificatie stap. We pakken deze twee knelpunten aan door twee
efficiënte algoritmen te introduceren voor kwantisatie en classificatie door gebruik te maken van
parallellisme in nieuwere CPU en GPU architecturen. De algoritmes zijn ontwikkeld om (1)
de hoge nauwkeurigheid van bag-of-words intact te houden, (2) het probleem op te splitsen en
(3) dezelfde numerieke uitkomsten te geven. In experimenten op grote hoeveelheden data is
aangetoond dat, door het gebruik van een parallelle implementatie op de GPU, het classificeren
van ongeziene beelden 4,8 keer sneller is dan op een quad-core CPU, terwijl het (numerieke)
eindresultaat precies hetzelfde is. Daarnaast laten we zien hoe de algoritmen kunnen worden
gegeneraliseerd naar andere toepassingen, zoals tekstindexering en herkenning in video. Voor de
herkenning in video blijkt dat de nauwkeurigheid flink verbeterd kan worden door de verkregen
versnelling te gebruiken om extra video-frames te classificeren.
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Hoofdstuk 5: Segmentatie als een selectieve zoekstrategie voor objectlokalisatie. Voor
objectlokalisatie is de huidige state-of-the-art gebaseerd op een volledige zoektocht door het
beeld. Wij stellen in dit hoofdstuk een selectieve zoekstrategie voor. Door op minder plaat-
sen in het beeld te kijken, wordt het mogelijk om op de overgebleven plaatsen complexere
beeldkenmerken en classificatiemethoden te gebruiken. Deze complexere methoden stellen ons
vervolgens in staat om de state-of-the-art te verbeteren. Voor onze zoekstrategie passen we
segmentatie (het opsplitsen van een afbeelding in groepen pixels die bij elkaar horen) aan: in
plaats van maar een enkele opsplitsingen van het beeld die tot op de pixel nauwkeurig zijn,
stellen wij voor om vele ruwe opsplitsingen te genereren. De rationale hierbij is dat (1) een ob-
ject waarvan de locatie nooit is gegenereerd bij het zoeken zal ook niet herkend kunnen worden
en (2) de directe omgeving rondom het object is het meest informatief voor objectherkenning,
dus een aantal pixels extra is geen bezwaar. Onze methode is onafhankelijk van de objectsoort.
Uit de resultaten op de PASCAL VOC benchmark blijkt dat we 96,7% van alle objecten met
slechts 1,500 locaties per beeld kunnen afdekken. Het vervangen van de volledige zoektocht
door het beeld in de huidige state-of-the-art met onze selectieve zoekstrategie vermindert de
nauwkeurigheid van slechts 1%. Door het gebruik van complexere beeldkenmerken op basis
van het bag-of-words model kan onze selectieve zoekstrategie de state-of-the-art aanzienlijk ver-
beteren voor 8 van de 20 objecten uit de objectlokalisatie taak van de PASCAL VOC 2010.
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