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Chapter 1
Introduction

Information Retrieval (IR) is “concerned with the structure, analysis, organization,
storage, searching and retrieval of information” [207]. Concretely, an IR procedure
typically consists of the following elements: a user who has an information need that
is formulated as a query, a collection of documents,1 and an IR system that aims to
find documents from the collection that are relevant to the user’s information need as
expressed by the query.

The notion of relevance, as one may see from the procedure described above, is
one of the most fundamental, if not the fundamental concept in IR [46]. However,
the meaning of “relevance” has been under debate for decades, as is witnessed by
the critical literature overview of Saracevic [217] in 1975 and his successive work 30
years later [216]. Following Schamber et al. [218], major views on different kinds of
relevance can be roughly categorized as system-oriented relevance and user-oriented
relevance. The former mainly concerns itself with the topicality, or aboutness of the
retrieved results to the query, that is, whether the topic of a query matches the topic of
a document. The latter is mainly concerned with the usefulness of the results to users.

The focus on topicality in relevance assessments is closely related to the start of the
experimental evaluation of IR systems, known as the Cranfield experiments [43, 44].
In Cranfield I, queries were generated from a source document and the task was to
retrieve the source document to obviate the need of explicit relevance judgement. In
Cranfield II, queries were generated in the same way, but source documents were elim-
inated from the assessment and retrieved documents were manually assessed. Despite
various criticisms [86, 237], the Cranfield experiments have become the paradigm for
experimental evaluation of IR systems. One important contribution of the Cranfield
experiments is the idea of creating re-usable test collections with fixed queries, docu-
ment collection and relevance judgements, so that different systems can be compared
in a fair and repeatable manner.

On the other hand, the user-oriented view of relevance argues that there is more to
consider in an IR system than just topicality. Various notions of relevance are proposed,

1The notion of document encompasses items of any media type such as texts, images, or video clips.
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2 Chapter 1. Introduction

such as psychological relevance [88] and situational relevance [107, 218], suggesting
that relevance is a multidimensional concept that depends on both cognitive and situ-
ational factors. While appealing, experimental evaluation of these types of relevance
can be difficult and expensive.

Mizzaro [181] classifies various notions of relevance in a four-dimensional space:
(i) information source, such as documents or representations of documents, (ii) repre-
sentation of the user’s information need, (iii) time and (iv) components. The first two
dimensions represent the typical interaction between documents and queries, concern-
ing topical relevance. The third dimension suggests that a document not relevant to a
query at a certain point in time, may be relevant to the same query later, or vice versa.
The fourth dimension decomposes the first two dimensions into three components: (i)
the topic that the user is interested in, (ii) the task of the user, i.e., the activity that
the user will execute with the retrieved documents, and (iii) the context which includes
everything not pertaining to topic and task, but however affecting search taking place
and the evaluation of results [181].

In this thesis, we consider a number of IR tasks that concern the “fourth dimen-
sion” of relevance. Particularly, in these tasks, “topic structure” plays an important
role in satisfying users’ information need. Therefore, we take a unified perspective and
explore approaches to those tasks with regards to the notions of topic and topic struc-
ture. Below, we start by introducing our notions of topic and topic structure. After
that, in Section 1.2 we discuss the research themes we address in this thesis, which
are built around the following three aspects of topic structure: coherence, diversity
and relatedness. Then we summarize the contribution of the thesis in Section 1.3 and
the organization of the rest of the chapters in Section 1.4. We close this chapter by
describing the origins of the materials on which the thesis is based.

1.1 Topic and topic structure
Topic

The notion of “topic” refers to the representative theme or subject contained in a piece
of text or in a cluster of texts that are semantically close to each other. The “text” we
discuss here can be interpreted as a word, a phrase or a document.

Representations of topics

We identify two dimensions where topics may differ in their representations. First,
topics can be represented in an implicit or an explicit way. An explicit representation
involves assigning labels to a text which indicate the subject of the text. When using an
implicit representation, the topic of a piece of text is indirectly expressed, for example,
by means of a distribution of term frequencies. Second, topics can be represented in-
ternally or externally. An internal topic representation for a piece of text uses statistics
or labels derived from the text itself, while an external representation represents the
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Implicit Explicit
Internal clusters, latent topics summarizations, cluster-internal labels
External relevance feedback classification labels

Table 1.1: Examples of different types of topical representation.

subject of a text using external resources, for example entries from a thesaurus or a
dictionary.

Both implicit representation and explicit representations can be internal or external.
Table 1.1 lists a few examples of topic modeling methods that fall into one of the four
categories. Here, we briefly discuss the examples in each category.

(i) Internal and implicit representation. When using clustering for topic model-
ing, topics can be represented by clusters of documents discussing similar themes or
subjects; when using probabilistic topic modeling approaches such as Latent Dirichlet
Allocation (LDA) [18], topics are defined as a set of latent variables that can generate
terms that constitute a document according to a certain probability distribution. These
are examples of internal and implicit representations, as no explicit labels are used, and
no external resources are involved.

Note that while clusters and topic models can be used to represent topics, the use
of clustering and topic models is not limited to discovering topics. For example, doc-
uments can be clustered with respect to authorship. It is the document representation,
i.e., features used to describe a document, that determines whether documents are clus-
tered together because they share similar topics. In this thesis, we make the assumption
that clustering and topic models are used to discover topics and that the document rep-
resentations we adopt aim to capture the topics discussed by the documents. This
assumption is consistent with the assumption behind various cluster-based retrieval
methods that will be discussed in Section 2.2.

(ii) Internal and explicit representation. Automatic summarization is an example
of internal and explicit topic representation: it takes an information source, extracts
content from it, and presents the most important content to the user in a condensed
form [164]. The condensed output can be seen as the label of the original text ex-
tracted from the text itself. Another example is the so-called cluster-internal labeling:
it produces labels for clusters so that users can see what a cluster is about and computes
a label that solely depends on the cluster itself [167]. For example, labeling a cluster
using the title of the document closest to the cluster centroid.

(iii) External and explicit representation. Classifying texts into predefined subject
categories is a typical example of external and explicit topic representation. Here,
the predefined subject categories explicitly indicate the topic of the texts assigned to
them. The procedure of assigning texts to categories can be done manually as well as
automatically, for instance using a machine learning technique.

(iv) External and implicit representation. The procedure known as query expansion
with relevance feedback can be roughly described as extracting terms from a set of
documents which are (assumed to be) relevant in order to enhance the original query
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in formulating the information need (about a specific topic). These terms are generated
from resources other than the query itself; often, the original query as well as the
expanded query are represented using term statistics.

In this thesis, we choose to focus on two types of representation listed in Table 1.1:
the internal and implicit representation and the external and explicit representation,
as these two naturally fit into the scenario of the tasks we are going to address. See
Section 1.2 for more details.

Topic structure

The notion of “topic structure” refers to a certain type of association present among
topics. When examining topic structure in this thesis, we focus on three types of asso-
ciation: coherence, diversity and relatedness. In the next section, we formulate these as
research themes with dedicated explanations for each theme and motivate our choices
for this particular focus of the thesis.

1.2 Research themes
The general goal of the thesis is to analyze and exploit topic structure in the context of
IR. Specifically, we identify the following three main research themes related to this
general goal:

RT 1 Topical coherence: the degree to which a set of documents is focused on certain
topic.

RT 2 Diversity and the cluster hypothesis: the relation between topical relevance, di-
versity and the cluster hypothesis and its implication for result diversification.

RT 3 Relating topics in different representations: linking terms from documents to
their definitions in a knowledge base.

Next, we discuss these themes in a bit more detail.

RT1. Topical coherence
The first research theme we consider is topical coherence. Given a set of texts, the
topical coherence of the set refers to the degree to which these texts are focused on
certain topics. For example, given a set of documents, we are interested in questions
such as: Do these documents focus on a single topic? Or do they focus on several
different topics? Or are they just a set of documents with random topics?

In the part of the thesis that is devoted to RT1, we focus on the internal and im-
plicit topical representation and topics are modeled via statistical approaches such as
clustering. In this context, the above questions relate to the issue of determining the
optimal number of clusters in clustering or the number of latent variables in “latent
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topic” methods. While deciding on the optimal number of clusters has long been a
difficult problem [20, 65, 89], solutions proposed to finding the number of latent topics
are quite empirical [18, 55, 110] and computationally demanding. Moreover, although
an analysis of the relation among topics can be performed once the clustering is done,
the result is heavily dependent on the assumed number of clusters and on the clustering
algorithm. Therefore, a measure independent of these factors is needed so that topical
coherence can be measured in a consistent way.

In this thesis, we propose a coherence score that captures the topical coherence
of a set of documents by measuring the relative tightness of its clustering structure
as compared to a background collection. It is an implicit measure, that is, without
explicitly conducting clustering or making assumptions about the number of optimal
clusters. Within this context, the following research questions are addressed:

RQ1a. How do we measure the topical coherence of a set of documents?

RQ1b. Can the coherence score we propose effectively reflect the topical coherence
of a set of documents?

We then apply the coherence score within the context of two retrieval tasks, namely
blog feed retrieval and query performance prediction. The blog feed retrieval task is
defined as identifying blogs that show a central, recurring interest in a given topic.
We use the coherence score as a measure of the topical consistency among posts be-
longing to a given blog, and incorporate this measure in a language modeling based
retrieval framework to blog feed retrieval. With respect to the blog feed retrieval task,
we address the following three research questions:

RQ2a. How do we measure topical consistency for a blog?

RQ2b. How can we use the coherence score in our blog retrieval process?

RQ2c. How does the size of a blog influence the estimation of the coherence score of
the blog and how does this influence blog feed retrieval?

A typical ad-hoc retrieval scenario is as follows: a user issues his or her information
need in the form of a query and submits it to a retrieval system, and the system then
aims to satisfy this information need by returning documents in a ranked list in de-
scending order of their estimated topical relevance to the query.

For the query performance prediction task, we posit that in the ad-hoc retrieval
setting, the level of ambiguity of a query is correlated with the retrieval performance
for that query. In order to measure the ambiguity of a query, we measure the topical
coherence of the set of documents associated with the words contained in a query and
integrate them into query coherence scores as an indication of the query ambiguity.
Given this scenario, we ask the following research questions:

RQ3a. Can we use the coherence score to measure query ambiguity?

RQ3b. Can we use query ambiguity as measured by coherence-based scores to predict
query performance in an ad-hoc retrieval setting?
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RT2. Diversity and the cluster hypothesis

One important hypothesis in IR is the cluster hypothesis [105, 121, 245], which states
that similar documents tend to be relevant to the same request. Based on this hypoth-
esis, many query-specific cluster-based retrieval approaches have been developed [50,
105, 121, 137, 140, 155, 263]. Query specific clustering is the idea of clustering re-
trieval results for a given query. The central assumption behind this type of approaches
is that, given a query, relevant documents are more similar to each other than to non-
relevant documents. These approaches have successfully improved the retrieval per-
formance in the setting of ad-hoc retrieval, where the information need is satisfied as
long as the top ranked documents are relevant.

In this thesis, we re-visit the cluster hypothesis in the context of result diversi-
fication, a scenario where the expectation of desired results for a retrieval system is
different from that of ad-hoc retrieval. Specifically, in the setting of result diversifi-
cation, the information need is satisfied when the top ranked documents are relevant
and diverse. For example, if a query is ambiguous or multi-faceted, the top ranked
documents are expected to cover all the relevant interpretations or facets of the query,
while documents covering the same interpretation or facet are treated as redundant and
undesirable. Given the above scenario, we ask the following research questions:

RQ4. How do we interpret the cluster hypothesis in the context of result diversifica-
tion?

RQ5. Can query specific clustering be used to improve the effectiveness of result di-
versification?

RT3. Relating topics in different representations

So far we have been focusing on topic structure at the document level, or at the level
of a set of documents and with an internal implicit topic representation. In the work
devoted to the last research theme, we zoom in on the word and phrase level. Moreover,
we turn to a different type of representation of topics, namely the explicit and external
representation.

Substantial work has been done in modeling topics at the document level, where
the language usage, i.e., statistics of the terms occurring in a document are used as
representations of the underlying topics. While this type of implicit representation
with term statistics has led to many successful statistical topic modeling methods, they
all heavily rely on one assumption, that is, similar topics are expressed with similar
language usage. Moreover, these methods usually require extensive contexts in order to
be able to generate reliable statistics. This type of approach becomes problematic when
the language usage is inconsistent. For example, in a medical document, “olfactory
nerve” can be referred to as “1st cranial nerve” or simply “1st nerve.” In this case, an
explicit representation, such as a definition from a knowledge base, is useful as all these
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different expressions can be mapped to the same unique concept in the knowledge base
and therefore more robust statistics can be provided.

Automatically constructing mappings between terms and phrases found in free text
and entries in a knowledge base is non-trivial. We study this problem in the context
of Automatic Link Generation (ALG) with Wikipedia. That is, given a piece of text,
we identify words or phrases whose meaning is important for understanding the whole
text and we link these words or phrases to concepts in Wikipedia for explanations
or background information. While not in the shape of a typical document retrieval
task, ALG very clearly is a retrieval problem. The user’s information need can be
formulated as find me background information from a knowledge base for important
(domain specific) terms in the document I am currently reading. The system then needs
not only to link relevant information from the knowledge base for terms occurring in a
document, but also needs to decide which terms should be linked: linking too many or
too few terms can both lead to dissatisfaction of the user.

From the literature we see that existing ALG systems have shown satisfying perfor-
mance on the related problem of generating links between Wikipedia pages [175, 178].
In this thesis, we aim to take a step further. First, we investigate the following research
question:

RQ6 While exploring Wikipedia’s link structure for relating two topical representa-
tions, what is the impact of the evaluation type, training collection and learning
methods?

Further, we perform a case study where we automatically generate links for text data
from the radiology domain to Wikipedia. We aim to answer the following research
question through this case study:

RQ7 Can state-of-the-art ALG systems that are, in principle, domain independent, be
effectively applied to linking texts from a specific domain to Wikipedia? If not,
can we improve the effectiveness of automatic link generation by considering
domain specific properties of the data?

1.3 Contributions
The main contributions of the thesis can be summarized as follows.

• We develop a coherence score that effectively measures the topical coherence of
a set of documents.

• The coherence score is successfully applied to two IR tasks where a measure of
topical coherence is needed, namely, blog feed retrieval and query performance
prediction. In blog feed retrieval, our proposed approach effectively improves
the retrieval performance. For query performance prediction, empirical results
show that coherence-based query ambiguity scores are significantly correlated
with the performance of queries as evaluated with a number of retrieval methods.
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• We contribute to the understanding of the cluster hypothesis in IR by re-visiting
the hypothesis in the context of result diversification, a scenario different from
ad-hoc retrieval, in which it has typically been considered so far.

• We propose a cluster-based result diversification framework that effectively im-
proves the performance of several existing result diversification methods. We
provide an in-depth analysis of the relation between relevance, diversity and the
cluster hypothesis within this framework.

• We study the problem of relating topics in different representations in the context
of automatic link generation to Wikipedia. We analyze factors that impact the
use of Wikipedia link structure for ALG, including evaluation types, training col-
lections and learning methods. The result of the analysis provides implications
for future work on this topic.

• We conduct a case study in the radiology domain where we automatically an-
notate radiology reports with background information from Wikipedia. Our
study shows that in order to use ALG techniques on the data from the radiol-
ogy domain, existing ALG systems trained on data from a general domain need
non-trivial adaptations. On top of that, the ALG system we propose shows its
effectiveness in linking medical concepts from radiology reports to Wikipedia
concepts.

1.4 Organization of the thesis
The thesis is organized in ten chapters, grouped in three parts.

Chapter 2 This chapter provides background material for the work presented in this
thesis. First, we briefly introduce basic concepts in IR, with an emphasis on topic
representation and matching in different retrieval models. Some of the retrieval models
are used in the rest of the chapters. Second, we survey the work that has been done
in the cluster-based retrieval and discuss the cluster hypothesis, which is the basis of
our work in Chapter 6 and 7. Then, we discuss related work on the retrieval tasks that
we are going to address in each part of the thesis, where the notion of “relevance” is
beyond “aboutness.” At the end of the chapter, we specify the evaluation methodology
employed in this thesis.

Chapter 3 In this chapter, we propose a coherence score that measures the topical
coherence of a set of documents, and provide a theoretical analysis of some of the
properties of the score and an empirical evaluation of the score on simulated data.
We then empirically evaluate the effectiveness of our proposed coherence measure in
two IR tasks in Chapter 4 and 5.
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Chapter 4 Here, we evaluate the effectiveness of the coherence score in the con-
text of blog feed retrieval, where the coherence score is used to measure the topical
consistency among posts belonging to a single blog.

Chapter 5 Here, we evaluate the effectiveness of the coherence score in the context
of query performance prediction. Specifically, the coherence score is used to mea-
sure the word ambiguity of a query as an indication for the difficulty of the query in
retrieving relevant documents.

Chapter 6 In this chapter, we explore the impact of topic structure on effectively
presenting retrieval results, with a focus on the scenario of result diversification.

Chapter 7 Inspired by the cluster hypothesis, we propose a result diversification
framework based on query-specific clustering and cluster ranking. On top of that, we
investigate the relation between relevance, diversity and the cluster hypothesis.

Chapter 8 Here, we study the problem of linking topics represented in different
forms using automatic link generation techniques. We explore the impact of the follow-
ing factors on machine learning based Automatic Link Generation approaches: evalu-
ation type, training collection and learning approach.

Chapter 9 We present a case study of automatic link generation in the radiology
domain, where we evaluate state-of-the-art link generation systems and propose our
own approach that improves over the state-of-the-art systems on radiology data.

Chapter 10 This chapter concludes the thesis by re-visiting the research questions
and reviewing our answers and contributions. On top of that, we discuss remaining
open issues and future directions that follow up on the work of this thesis.

1.5 Origins
The work described in this thesis is based on the following publications. The coherence
score in Part I was first introduced in [100], which is described in detail in Chapter 5.
Chapter 4 is based on the work in [101] and its extension [102]. Part II of the thesis is
mostly based on the work described in [104]. In Part III, the work on automatic link
generation with Wikipedia described in Chapter 8 is built upon [97, 98] and the case
study on radiology data in Chapter 9 is based on [103].

In addition, the work described in the following publications is closely related to
the thesis; while not discussed in detail, it is incorporated at various points of the thesis:
[94, 95, 96, 99, 146].




