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Chapter 3
A Measure for Topical Coherence

The first research theme we address is topical coherence. The topical coherence of a set
of documents is associated with the following two properties of the document set: (i)
the number of topics covered, and (ii) the degree to which the documents are focused
on these topics. Roughly put, a document set that covers a single topic is topically
more coherent than a document set that covers multiple topics; and for two document
sets both covering multiple topics, the set dedicating the majority of the documents to
one topic is more coherent than the set “equally” discussing each of the topics.

While our aim is to quantify these properties, it is clear that both properties are
relative concepts. Particularly, they are relative concepts with respect to the granularity
of the topics we consider. For example, a set of documents discussing the topic “World
of Warcraft” (WoW), an online game, covers various aspects of the topic: gameplay,
game development, game community, etc., at a high level of granularity, the document
set contains one topic, i.e., WoW, while at a lower granularity level, multiple topics
related to the game are discussed. Similarly, the documents can be seen as focused
on the general topic of WoW, but less focussed with respect to each of the sub-topics.
From the above example we see that quantifying these properties with an absolute
value need not be very meaningful as it can change easily when the granularity of
topics changes. In order to determine the topical coherence of a document set, we need
a point of reference in relation to which the level of topical granularity is considered.

In this chapter, we introduce a coherence score that captures the topical coher-
ence of a set of documents using a document set randomly drawn from a background
collection as reference. We use the vector-space model to represent documents and
topics are represented by clusters of documents. We then take a clustering perspective
and determine the topical coherence of a set of documents by comparing its clustering
structure against that of the reference set. We investigate the properties of the proposed
score both theoretically and empirically. Recall the research questions we formulated
in Chapter 1, which we aim to answer in this chapter:

RQ1a. How do we measure the topical coherence of a set of documents?
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36 Chapter 3. A Measure for Topical Coherence

RQ1b. Can the coherence score we propose effectively reflect the topical coherence
of a set of documents?

3.1 The coherence score
The coherence score we propose is a measure for the relative tightness of the cluster-
ing structure of a specific set of data as compared to the background collection. We
derive our inspiration from the expression coherence score used in the genetics litera-
ture [189].

Given a set of documents D = {di}M
i=1, which is drawn from a background col-

lection C, i.e., D ⊆ C, we define the coherence score as the proportion of “coherent”
pairs of documents with respect to the total number of document pairs within D. The
criterion of being a “coherent” pair is that the similarity between the two documents in
the pair should meet or exceed a given threshold. Formally, given the document set D
and a threshold τ , we have:

δ (di,d j) =

{
1 if similarity(di,d j)≥ τ ,
0 otherwise.

i 6= j ∈ {1, . . . ,M} (3.1)

where the similarity between documents di and d j is a similarity or distance measure1

describing the semantic closeness of the two documents. It can be any similarity or
distance measures, depending on the applications.

The coherence score (Co) of the document set D is then defined as

Co(D) = ∑i 6= j∈{1,...,M} δ (di,d j)
1
2 M(M−1)

. (3.2)

For D with single document, we define its coherence score as 0.2

From the above definition, we can see that the threshold τ is an important parameter
to determine the coherence score. As stated previously, the coherence score measures
the relative tightness of the clustering structure of a set of documents compared to the
background collection; the threshold τ actually establishes the connection between the
two.

3.1.1 Design choices
Given the definition of the coherence score, the following free parameters need to be
determined in order to calculate the coherence score: the representation of documents,
the similarity measure and the parameter κ that is used to determine the threshold τ .

1Note that if a distance measure is used, the criterion of a pair of documents being “coherent” is that
the distance between the pair should be smaller than a given threshold.

2Note that Eq.3.2 requires i 6= j, which implies that in the case D only contains one document, the
coherence score is not properly defined. Although one may argue that one document can be seen as
coherent to itself, we prefer to assign a score of 0. From a clustering point of view, it is trivial to have
each single document being a cluster.
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In order to obtain the value of τ , we randomly sample n documents from the
background collection C and calculate the pair-wise similarities. Then, we order the
1
2n(n− 1) similarity scores and take the value of the score at the top κ% fraction as
the value of τ ′. That is, we assume that κ% pairs from the set of documents randomly
drawn from the background collection are “coherent” pairs. We repeat this sampling
for r runs and for different values of n and approximate the actual τ by taking the
mean value of τ ′s from all these different runs. Any pairs of documents whose simi-
larity meets or exceeds τ are considered to be “coherent” pairs. For the value of κ , we
heuristically set it to 5.

Throughout this thesis, to calculate coherence scores, we represent documents us-
ing the vector-space model with a TF-IDF term weighting scheme and use the cosine
similarity as the similarity measure. On the one hand, these choices are made for sim-
plicity. Both the document representation and the cosine similarity are widely used and
shown to be effective in various IR applications [105, 271], which makes them a “safe”
choice and a good starting point. On the other hand, we have found that throughout
our experiments on various tasks, coherence scores calculated with these choices are
effective [100, 101, 102, 104].

3.1.2 A toy example
The properties of the coherence score, and thereby its capacity to represent clustering
structure, can be visualized by making use of a toy example. We generate four artificial
data sets: (a), (b), (c) and (d), with different clustering structures. Data set (a) consists
of a tight cluster. Data sets (b) and (c) consist of 2 and 3 sub-clusters, respectively.
Data set (d) consists of one loose cluster which is generated by a normal distribution
with large variance and we consider it to be the background set (or a random set).
Figure 3.1 illustrates these four data sets.

The variance is a commonly used measure for the degree to which a data set is
“spreadness:” the smaller the variance, the more tightly the data points are gathered.
We calculate the coherence score and the total variance for the four data sets (a), (b), (c)
and (d). Table 3.1 shows the results. We can see that, ranked in terms of total variance,
we have (a) > (d) > (b) > (c); while in terms of coherence, we have (a) > (b) >
(c) > (d), whereby “>” means a tighter structure. Thus, the coherence score differs
from the variance score in its ability to differentiate between data sets with and without
clustering structure. From this toy example we can see that the coherence score prefers
a structured data set to a random set, and among structured data sets, it prefers the sets
with fewer sub-clusters.

datasets (a) (b) (c) (d)
coherence score 0.0092 0.0056 0.0034 0.0006
total variance 0.1748 2.1728 2.5315 2.1227

Table 3.1: The coherence score and the total variance of the toy data sets.
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Figure 3.1: A toy example. (a) One random sample from a normal distribution
with µ = (1,1), σ = 0.3; (b) two random samples from a normal distribution with
µ1 = (−1,1), µ2 = (1,−1), σ1 = σ2 = 0.5; (c) three random samples from a normal
distribution with µ1 = (−1,1), µ2 = (1,−1), µ3 = (−1.5,1.5), σ1 = σ2 = σ3 = 0.5;
(d) one random sample from a normal distribution with µ = (1,1), σ = 1.

3.2 Impact of the size of document sets

As the coherence score is defined as the proportion of “coherent” document pairs with
respect to the total number of document pairs in the set, one important issue one may
be concerned with is the following: do the sizes of document sets have an impact on
the coherence score? Further, are the coherence scores comparable across document
sets of different sizes?

Below, we define a case with strict assumptions about the clustering structure of
the document sets. With this restricted case we aim to provide insight to the impact of
the size of document sets on the coherence score.

First we introduce our notation. For a given set of documents D and a given thresh-
old τ , if ∀(di,d j) ∈ D, similarity(di,d j)≥ τ , we call it a self coherent set. Further, for
two document sets D1 and D2, if ∀(di,d j) where di ∈D1 and d j ∈D2, similarity(di,d j)<
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τ , we say that these two sets are mutually exclusive.
Assume we have two document sets D1 = {di}M1

i=1 and D2 = {d j}M2
j=1, with M1,M2 >

1. Each data set (D1 or D2) can be divided into two subsets A = {dn}N
n=1 and B =

{dm}M−N
m=1 , where N ≥M−N. We call set A the dominant subset of D.

Let τ be given and assume the following conditions hold:

Condition 1 N1
M1

= N2
M2

.

Condition 2 A1, B1, A2, B2 are self coherent or singleton;

Condition 3 A1 and B1 are mutually exclusive; A2 and B2 are mutually exclusive;

We establish the following property of the coherence score under the above conditions:
Property 1. Co(D1) > Co(D2) if and only if M1 > M2

Proof. According to Condition 2 and 3, we know that

Co(D) =
1
2

(N(N−1)+(M−N)(M−N−1))
2

M(M−1)
(3.3)

= 1+
2M

M−1

((
N
M

)2

− N
M

)
(3.4)

According to Eq. 3.4, we have

Co(D1)−Co(D2) =
2M1

M1−1

((
N1

M1

)2

− N1

M1

)
− 2M2

M2−1

((
N2

M2

)2

− N2

M2

)
. (3.5)

According to Condition 1,(
N1

M1

)2

− N1

M1
=
(

N2

M2

)2

− N2

M2
≤ 0.

Let y =
(

N1
M1

)2
− N1

M1
=
(

N2
M2

)2
− N2

M2
. Then Eq. 3.5 can be reduced to

Co(D1)−Co(D2) = y · M2−M1

(M1−1)(M2−1)
. (3.6)

Since y≤ 0 and M1,M2 > 1, if M1 > M2, we have Co(D1) > Co(D2), and if Co(D1) >
Co(D2), we have M1 > M2.

The above property of the coherence score implies that the size of a document set
has an impact on the coherence score of the document set. This property is intuitively
appealing: when 12 out of 20 documents focus on a single topic, it is perceived as more
strongly “topically focused” than in a case where only 3 out of 5 documents focus on
the topic. In practice, we find that as the size of the document sets increase, their impact
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Figure 3.2: Impact of the size of document sets on the coherence score. The X-axis
is the number of documents in a document set, and the Y-axis is the corresponding
coherence score. Figure 3.2(a) shows the coherence scores over range [0, 300] and in
Figure 3.2(b) we zoom in on the first part of Figure 3.2(a) over range [0, 30].

on the coherence score diminishes. In Figure 3.2, we show the impact of the size of
document sets on the coherence score. Assume we have document sets with varying
sizes M = 2, ...,N, and each document set contains two self-coherent and mutually
exclusive subsets A of size αN and subsets B of size (1−α)N, where α indicates the
proportion of documents in A. In Figure 3.2 we show the change of coherence score
with respect to the change of the size of the data sets. We show the cases when α is set
to 1/2, 2/3, and 4/5. We see that the coherence scores converges quickly as the size of
the document sets increases. When we zoom in, we see that in Figure 3.2(b), when the
size of document sets reaches 15, the coherence score stabilizes.

3.3 Experimental evaluation of the coherence score

3.3.1 Experimental setup
In order to test the power and reliability of the coherence score in measuring the topical
structure of textual data, we perform experiments using simulated data, which is con-
structed using real world data whose clustering structure is kept strictly under control.

Test collections

We first detail the collections we use in this experiment. We list the TREC test col-
lections we use in Table 3.2 alongside their main document types and the topics that
are used in the experiments. Our aim in selecting these particular collections is the
different types of documents they contain: the blog collection contains individual blog
posts, that is, user generated content. The other two collections contain formal, edited
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collection document type queries
AP89+88 news 1–200
Robust04 news, governmental 301–450, 601–700
TRECBlog06 blog posts 851–950

Table 3.2: Collection characteristics and used queries.

content from two sources: news and governmental pages. User generated content, with
its lack of editors and top-down rules, differs from more formal, edited content in var-
ious ways, for example (i) spelling and grammatical errors are more common in blogs
because of the lack of editors, (ii) the language usage in blogs is more diverse, whereas
formal content often uses a fairly narrow vocabulary. These collections allow us to
check whether we can use one measure of topical consistency for different types of
documents.

Simulating document sets

We simulate four data sets each containing 60 documents taken from the TREC test
collections. The first three data sets are generated by randomly sampling 1, 2, and 3
queries from the TREC queries, and extracting the relevant documents from the TREC
qrels. In this way, we control the topical structure of the document set by varying the
number of topics it contains. The fourth data set is a random set, sampled directly
from the background collection. We calculate the coherence score for each data set.
The construction procedure for the four data sets is repeated 100 times.

3.3.2 Results
Table 3.3 shows the average coherence scores for 100 runs on different TREC collec-
tions. The results in Table 3.3 reveal that on average, data sets with a 1-topic cluster
obviously have higher coherence scores than data sets with 2- and 3- topic clusters and
the random data set. Although the collections are composed of documents of a differ-
ent nature, i.e., news articles as well as user generated content (blogs), the behavior
of the coherence score is consistent across data sets. This experiment shows that the
coherence score does indeed reflect the topical structure of a set of documents.

3.4 Discussion and conclusion
In this chapter, we introduced a coherence score that measures the topical coherence
present among a set of documents by evaluating the relative tightness of the clustering
structure of the document set as compared to a background collection.

We have provided a theoretical analysis of the impact of the size of document sets
on the coherence score, which not only gives insights in the behavior of the coherence
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scores 1-topic 2-topic 3-topic random
clusters clusters clusters sets

AP89+88 mean 0.7205 0.4773 0.3900 0.0557
(var) (0.0351) (0.0199) (0.0284) (0.0002)

Robust04 mean 0.6947 0.4490 0.3365 0.0457
(var) (0.0463) (0.0114) (0.0064) (0.0002)

Blog06 mean 0.6663 0.5215 0.4405 0.0495
(var) (0.0378) (0.0226) (0.0126) (0.0003)

Table 3.3: The mean value and variance of the coherence scores for clusters containing
different numbers of topics, each setting is sampled 100 times with a cluster size of 60
documents.

score, but also provides implications that need to be taken into account when applied to
certain tasks in practice. On top of that, we have empirically evaluated the effectiveness
of the coherence score in capturing topical coherence using simulated data. Empiri-
cal results suggest that the coherence score is effective in capturing topical structure
present in a set of documents.

It is worth mentioning that the coherence score shares certain similarities with the
random graph-based cluster tendency tests proposed in the literature [153, 154]. The
cluster tendency tests are a type of cluster validating technique that was aimed at deter-
mining whether the clusters in a dataset are significantly different from random, since
it is certainly inappropriate to impose a clustering structure on a dataset known to be
random [59]. The random graph-based cluster tendency tests work as follows. Given
a dataset with n data points, each data point corresponds to a vertex of a graph, and
clustering corresponds to the procedure of entering edges between pairs of data points,
for example, between those whose similarity is higher than a threshold t. The result-
ing clustering structure of the data points at a given t corresponds to a graph with n
vertices and v edges. Then the randomness of the observed structure is captured by
comparing it with the probable structures of all possible graphs with n vertices and v
edges. Under the random graph hypothesis, each of those graphs is equally probable.
A number of quantities can be used to assess the randomness of the resulting structure.
For example, the minimum number of edges V that a random graph of n vertices needs
in order to become connected. Ling and Killough [154] provided an exact method to
calculate tables for the probability of observing a specific value of V under the random
graph hypothesis for given n. Often an arbitrary threshold is set to the probabilities to
determine whether an observed structure is random, say 0.99 [59].

While the goal of measuring topical coherence and testing cluster tendency is dif-
ferent, the two approaches share the same idea of comparing the clustering structure of
a dataset to randomness. The coherence score can be seen as a simplified case where
we assume that 5% (given that κ is set to 5%) of the document pairs in a random set
should be connected. Using the similarity threshold obtained under this assumption,
for a given document set, we observe the percentage of connected document pairs in the
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data set. The higher the percentage of observed connected document pairs, the more
coherent the document set is. Instead of using the random graphs, we use the back-
ground collection as an approximation of randomness. While theoretically appealing,
the idea of using random graphs with equal probability is questionable, as it assumes
that any random document pair has the same probability to be connected, that is, has
the same probability of having a similarity higher than a threshold, which may only
occur if all document pairs have the same degree of similarity. Nevertheless, it would
be interesting future work to consider using other types of random graph models, i.e.,
different probability distributions on graphs, as a reference of randomness.

In the next two chapters, we will use the coherence score in the setting of two IR
tasks, where topical coherence plays an important role.




