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Conclusion to Part I

In Part I of the thesis, we addressed the research theme topical coherence. We studied
two major issues with respect to this research theme: (i) how do we measure the topical
coherence of a set of documents? and (ii) how do we use the proposed coherence
measure in IR tasks where such a measure is needed?

In Chapter 3 we proposed a coherence score that measures the topical coherence
of a set of documents by evaluating the relative tightness of the clustering structure
of the document set as compared to a background collection. Empirical evaluation on
simulated text data shows that the coherence score is effective in capturing the topical
coherence of a document set.

Further, in Chapter 4 and 5 we applied the coherence score to two IR tasks, namely,
blog feed retrieval and query performance prediction. In both cases, the coherence
score was shown to be useful. In the case of blog feed retrieval, we use the coherence
score as a measure of the topical consistency of the blog posts belonging to the same
blog. By incorporating the coherence score into a language modeling based blog re-
trieval model, we achieved significant improvements in retrieval performance on the
blog feed retrieval task. For query performance prediction, we posit that the perfor-
mance of a query in an ad-hoc retrieval setting is related to the level of ambiguity of
the query. We use coherence score of a set of documents associated with a query term
as a measure of the level of ambiguity of the query term. Then, the per-query coherence
scores are aggregated into a single score which is an indication of the performance of
a query. Empirical results on a news collection show that the coherence-based predic-
tor has a significant positive correlation with the performance of queries in terms of
average precision.

Given the effectiveness of the coherence score in capturing the topical coherence
of a document set shown in these tasks, in the following chapters, we will occasionally
use the coherence score in situations where such a measure is needed.
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