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Chapter 6
Diversity and the Cluster Hypothesis

In Chapter 5, we used coherence-based scores to predict the ambiguity (or lack of co-
herence) of a query. While our empirical results show that there is a statistically signif-
icant correlation between the query coherence and the query performance in retrieving
topically relevant documents in an ad-hoc retrieval setting, some remarks should be
made about the experimental settings and results. First, the prediction is made on the
assumption that the user’s information need is specific and clearly defined. Or in other
words, we assume that users know what they are looking for. This is also reflected by
the test collection we use, where the queries contain “descriptions” and “narratives”
that describe the information need in a specific and detailed manner and the assessors
make their relevance judgements accordingly. In practice, users may not be aware or
do not possess sufficient knowledge to be able to formulate such a specific information
need. For example, a user may have heard a new expression and explores its meaning
on the Internet, while the expression may refer to multiple senses (ambiguous) or it
may cover a wide range of subtopics (multi-faceted). Second, the prediction of the
coherence of a query does not automatically imply a solution to deal with queries that
are ambiguous or multi-faceted.

In Part II of the thesis, we discuss one strategy that deals with ambiguous or multi-
faceted queries, that is, the strategy of result diversification. We investigate the role
of topic structure in this particular scenario from the perspective of the cluster hypoth-
esis, the hypothesis that relates the topic structure of a collection with the (topical)
relevance of documents in response to an information request (recall the introduction
of the cluster hypothesis in Section 2.2.1 on page 18).

In this chapter, we re-visit the cluster hypothesis in the context of result diversifi-
cation in seeking answers to the research question below:

RQ4. How do we interpret the cluster hypothesis in the context of result diversifica-
tion?

In the next chapter, we propose a cluster-based result diversification framework which
aims at answering the following research question:
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82 Chapter 6. Diversity and the Cluster Hypothesis

RQ5. Can query specific clustering be used to improve the effectiveness of result di-
versification?

6.1 Introduction
Queries submitted to web search engines are often ambiguous or multi-faceted in the
sense that they have multiple interpretations or subtopics [3]. For ambiguous queries, a
typical example is the query “jaguar” that can refer to several interpretations including
a kind of animal, a car brand, a type of cocktail, an operating system, etc. Multi-faceted
queries are even more commonly seen in practice; for example, for the interpretation
“jaguar car” of the query “jaguar,” a wide range of subtopics may be covered: mod-
els, prices, history of the company, etc. For such queries we often cannot be certain
what the searcher’s underlying information need is because of a lack of context. One
retrieval strategy that attempts to cater for multiple interpretations of an ambiguous or
multi-faceted query is to diversify the search results [25, 77]. Without explicit or im-
plicit user feedback or history, the retrieval system makes an educated guess as to the
possible facets of the query and presents as diverse a result list as possible by including
documents pertaining to different facets of the query within the top ranked documents.

Diversification in the manner just described seems at odds with the cluster hypothe-
sis, the assumption that relevant documents tend to be more similar to each other than
to non-relevant documents [105, 245].1 Intuitively, diversification and cluster-based
ranking build on different assumptions about a user’s information need. Promoting (all
documents within) a single cluster to the top of a ranked list is bound to hurt in terms
of diversity-based metrics. But a diversification strategy based on presenting users
with samples from multiple clusters amongst the top-ranked documents may promote
non-relevant results, thus hurting relevance-based metrics.

In this chapter, we revisit the cluster hypothesis in the context of result diversifica-
tion and investigate the relation between relevance and diversification. We start with
the following research question concerning the cluster hypothesis:

RQ4a Given a query that is ambiguous or multi-faceted, i.e., associated with several
subtopics, do the relevant documents tend to be more similar to each other than
to non-relevant documents? Particularly, do ambiguous or multi-faceted queries
show different patterns in terms of inter-document similarities compared to spe-
cific or single-faceted queries?

Although the cluster hypothesis does not limit itself to queries that are not ambiguous
or multi-faceted, it is not a priori obvious that documents relevant to “jaguar” the car
brand would be similar to documents that are relevant to “jaguar” the animal, given
that both interpretations are topically relevant to the query “jaguar.” On the other hand,

1As we have discussed in Chapter 2, the cluster hypothesis has been phrased in different but closely
related ways in the literature, here we follow the statement by Hearst and Pedersen [105], see Section 2.2
on page 18 for more details.
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compared to ambiguous queries, the cluster hypothesis is more likely to hold in the
case of multi-faceted queries, as documents relevant to each facet of a query may be
similar to each other due to the fact that they are all associated with a topic with a
broader range. In order to distinguish these two situations, i.e., ambiguous versus
multi-faceted queries, we ask a follow up research question:

RQ4b. Do ambiguous queries show different patterns in terms of inter-document sim-
ilarities from multi-faceted queries?

Moreover, the distinction between multi-faceted and ambiguous queries is not always
as clear-cut as in the “jaguar” example. We will use the categorization, i.e., multi-
faceted versus ambiguous, as implemented in the TREC 2009 Web Track diversity
task; see below.

In addition, from previous work on query-specific clustering, as discussed in Sec-
tion 2.2 on page 18, we know that the main reason why query-specific clustering can
improve early precision is that among the document clusters, there exist a few high
quality clusters such that most of the relevant documents are contained in these clus-
ters [105, 140]. Working on TREC-3 data [84], Hearst and Pedersen [105] show that
if for each query one clusters the top ranked documents into five clusters, then “the
top-ranked cluster always contains over 50% of the relevant documents retrieved, . . .
The third, fourth and fifth-ranked clusters usually contain 10% or fewer.” If documents
from those high quality clusters are placed at the top of a ranked list, it is very likely
that many of the relevant documents are promoted to the top of the ranked list, hence
improving early precision. Now consider queries that are ambiguous or multi-faceted,
we are interested to see if the same goal can be achieved, specifically,

RQ4c. Can we cluster the documents retrieved in response to an ambiguous or multi-
faceted query in such a way that most relevant documents are contained in a
small set of high quality clusters?

If the answer to RQ4c is “Yes,” such a clustering structure is interesting for result di-
versification. If non-relevant documents can be “clustered away” from the relevant
documents, intuitively, the performance of result diversification can be effectively im-
proved by restricting the diversification procedure to documents that are potentially
relevant.

We explore answers to our research questions using empirical methods on web data
that has been made available through the TREC 2009 Web track [40]. Several features
make this test collection appealing for our task, including the size of the document
collection and the fact that the queries are derived from query logs. The most important
feature, however, is that the track launched a dedicated diversity task that provides
queries as well as relevance judgements that are specifically designed for measuring
the performance of retrieval systems in terms of diversity. See Section 6.3.1 for details
about this test collection.

In the next section, we introduce the empirical methods we use to examine the clus-
ter hypothesis with respect to our research questions. We then specify our experimental
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setup in Section 6.3. After that we discuss the results in Section 6.4 and conclude with
our answers the research questions in Section 6.5.

6.2 Methods
In this section, we introduce the experimental analysis we set up in order to seek an-
swers to the research questions raised in the previous section. We start by introducing
the notation we employ in the reminder of this chapter. Note that Chapter 7 will con-
tinue using the same notation.

6.2.1 Notation
Let d, q and D denote a document, query and set of documents, respectively. Given
q, we write DR

q and DNR
q to refer to the explicitly judged relevant documents for q and

the explicitly judged non-relevant documents for q, respectively. We write Dn
q for the

top n documents retrieved in response to q. In Dn
q we identify a set of K clusters,

C = {ck}K
k=1. We use the notation d ∈ ck to denote the assignment of document d to

cluster ck and write Dck
q for the set of documents that belong to cluster ck.

6.2.2 Revisiting the cluster hypothesis
Recall our first research question

RQ4a Given a query that is ambiguous or multi-faceted, i.e., associated with several
subtopics, do the relevant documents tend to be more similar to each other than
to non-relevant documents? Particularly, do ambiguous or multi-faceted queries
show different patterns in terms of inter-document similarities compared to spe-
cific or single-faceted queries?

The empirical answer to this question can be arrived at easily, by comparing the distri-
bution of similarity scores between relevant documents with that of relevant and non-
relevant documents [121, 245]. In order to analyze the difference of inter-document
similarity distributions of ambiguous/multi-faceted queries to that of specific or single
faceted queries, for each query, we consider the judged relevant documents associated
with each subtopic of the query.2

In addition to this comparison, we are also interested in a more insightful analysis
of the clustering structure present in the relevant documents, i.e., the degree to which
the documents focus on a certain topic or topics, and to compare this cluster structure
both to the non-relevant documents and to the union of the relevant and non-relevant
documents.

2The queries we use in our experiments contain explicitly defined subtopics. See Section 6.3.1 on
page 87 for description of our test collection.
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Specifically, we consider the following data sets associated with a given query q:
DR

q , DR
qs

, DR×NR
q , and DR+NR

q , where DR
qs

is the documents judged relevant to a specific
subtopic s of query q, and DR+NR

q is the union of all judged relevant and non-relevant
documents with respect to q. The notion of DR×NR

q is explained as follows. The docu-
ment set contains both DR

q and DNR
q , i.e., the same amount of documents as in DR+NR

q .
However, we only consider the similarity between the document pairs < di,d j >, where
di ∈ DR

q and d j ∈ DNR
q .

We expect that these four sets of documents display different clustering structures
in terms of the amount of clusters and tightness of the clusters. Intuitively, we expect
that relevant documents associated with a single facet of a query are similar to each
other, while relevant documents associated with different facets are not necessarily
similar. E.g., documents about “jaguar car” and about “jaguar cat” may both be judged
as relevant to the query “jaguar,” but tend to appear in different clusters as they are
about different interpretations of the query. However, if the cluster hypothesis holds
with respect to each single facet, those relevant documents should still show dissimi-
larity to non-relevant documents. Hence, for DR

qs
we expect that it forms a single tight

cluster, and for DR
q , we expect that it contains a few tight clusters, corresponding to dif-

ferent facets. For DR×NR
q , we expect that some document pairs show certain similarity

due to the fact that they are all retrieved by the same query, but in general lack of highly
similar pairs. For DR+NR

q , we expect that it has a structure similar to that of DR×NR
q ,

while mixed with certain clusters consisting of relevant documents. Figure 6.1 pro-
vides a rough illustration of the different clustering structures described above: three
tight relevant clusters are visible and a loose non-relevant one.

 

 

nonrelevant documents
relevant documents

Figure 6.1: An illustration of different clustering structures.

To measure the clustering structure within a set of documents, we summarize the simi-
larity distribution of the document set using the coherence score as introduced in Chap-
ter 3. By comparing coherence scores, we obtain a high-level view of the clustering
structure within the four types of document sets, i.e., relevant documents associated
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with multiple facets of a query, relevant documents associated with a single facet of a
query, non-relevant documents and their union.

6.2.3 Ambiguous versus multi-faceted queries
In order to answer the research question RQ4b:

RQ4b. Do ambiguous queries and multi-faceted queries show different patterns in
terms of inter-document similarities with respect to the cluster hypothesis?

queries are categorized into two types: ambiguous and multi-faceted.3 Similar to the
previous experiment described in Section 6.2.2, we summarize the inter-document sim-
ilarity distributions of judged relevant documents associated with a query q using the
coherence score. For each query q, we calculate a coherence score Co(DR

q ). We then
construct a box-plot to visualize and compare the distributions of coherence scores for
the two types of queries.

6.2.4 Distribution of relevant documents among query-specific clus-
ters

We then proceed to introduce the analysis to be used for the third research question:

RQ4c. Can we cluster the documents retrieved in response to an ambiguous or multi-
faceted query in such a way that most relevant documents are contained in a
small set of high quality clusters?

Specifically, for each query, we cluster the documents DN
q and summarize the distri-

bution of relevant documents over clusters across queries. Following [105], for each
query we rank the clusters in descending order with respect to the percentage of rele-
vant documents they contain, that is, with respect to

recall(DR
q ,c) =

|DR
q ∩Dck

q |
|DR

q |
. (6.1)

We then construct box-plots for the recall values of clusters at each rank over the 50
queries in our test collection (Section 6.3.1) to visualize whether there is a difference
between clusters at different ranks. Note that Eq. 6.1 does not take into account the size
of clusters. It is intuitively undesirable if the top ranked cluster contains most relevant
documents simply because most of the documents in DN

q are assigned to it. Therefore,
for each rank, we also show the box-plots for the cluster size, that is, the number of
documents assigned to that cluster, normalized by the total number of results retrieved
for that query.

3The query type information is also provided with our test collection. See Section 6.3.1.
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6.3 Experimental setup

6.3.1 Test collection

As our document collection we use the Category B subset of the ClueWeb09 dataset:4

experience with the ClueWeb09 collection suggests that the Category B subset gener-
ally contains higher quality documents than the rest of the collection [42]. It consists
of 50 million English pages and is used as the test collection at the TREC 2009 Web
track. As our queries, we use the TREC 2009 Web Track query set from the diversity
task, which contains 50 queries, each of which comes with a set of subtopics created
from query logs to reflect different facets associated with the query. While relevance
judgements were made with respect to each subtopic, retrieval systems only receive a
keyword query as input, i.e., short queries that usually consist of one or a few words.
Moreover, each query is labeled as “ambiguous” or “faceted.” In total among the 50
test queries, 12 are ambiguous and 38 are faceted.

6.3.2 Significance testing

In Section 6.4 we will conduct hypothesis testing in order to determine whether the
difference between two samples are significant. These samples include inter-document
similarity scores and coherence scores calculated on different document sets. None of
the samples considered in this chapter is normally distributed, as tested with a Shapiro-
Wilk normality test [225]. Hence, in the experiments in this chapter, we use the non-
parametric Wilcoxon ranksum test [259] (MannWhitney U test [165]) for significance
testing.

6.3.3 Settings for retrieval

To generate the retrieved list Dn
q, we use the Markov Random Field (MRF) retrieval

model [174]; we use the full dependency model implemented by the Indri search en-
gine5 with default parameter settings. All follow-up clustering and experiments that
involve an initially retrieved list of documents use the results generated by the MRF
model. We do not apply any spam filtering on top of the baseline model.

6.3.4 Query specific clustering

We consider two types of clustering method: Latent Dirichlet Allocation [18] (LDA)
and Hierarchical Clustering [128] (HC).

4http://boston.lti.cs.cmu.edu/Data/clueweb09/
5http://www.lemurproject.org/indri/



88 Chapter 6. Diversity and the Cluster Hypothesis

LDA We perform clustering with LDA as follows. First, we train the topic models
over Dn

q with a pre-fixed number of K clusters (or latent topics). We then assign each
document to a single cluster based on the topic distribution given a document. In other
words, a document d is assigned to a cluster c∗ such that

c∗ = argmax
c

p(c|d), (6.2)

where p(c|d) is estimated using the LDA model.

Hierarchical clustering Hierarchical clustering is different from LDA in nature: it
is non-probabilistic and uses a vector-space representation for terms and documents.
Potentially, these theoretical differences will lead to a different clustering structure.

We conduct hierarchical clustering as follows. For a query q, we create a set of
clusters C, on Dn

q with Hierarchical Agglomerative Clustering (HAC).6 For simplicity,
we use cosine similarity to measure similarity between documents and use term TFIDF
for document representation. We consider different linkage types, including single-
linkage, complete linkage and group average (or unweighted pair group method with
arithmetic mean (UPGMA)) [231].

Parameter settings for query-specific clustering For our experiments, we use the
50 test queries from the TREC 2009 Web Track and the Dn

q are the documents returned
by the MRF model per query, where n = 1000. The number of clusters, K, is set to
10, 30, and 50. For training the latent topic models, following [35] we use the top 500
documents as Dn

q to estimate the LDA model parameters with Gibbs sampling [75, 80]
and then infer the latent topic generation probabilities for all 1000 documents.

6.4 Results and discussion

6.4.1 Re-visiting the cluster hypothesis
Figure 6.2 shows the distribution of pairwise similarity scores among relevant docu-
ments (including DR

q and DR
qs

) versus the similarity scores between relevant and non-
relevant documents (i.e., DR×NR

q ). The raw counts are normalized by the number of
pairwise similarity scores in each case. The similarity scores between relevant and
non-relevant documents are mainly distributed around 0, with a very small portion dis-
tributed over high values, i.e., close to 1. In contrast, similarity scores among relevant
documents are distributed relatively uniformly and with a relatively large amount of
high similarity scores compare to the relevant-vs-non-relevant similarities.

Further, if we compare the similarity scores among relevant documents associated
with multiple facets (DR

q ) to those associated with a single facet (DR
qs

), we see two sim-
ilar histograms, with DR

qs
showing slightly higher values of similarity scores than DR

q .

6See Appendix A for details of HAC algorithms.
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Figure 6.2: Distribution of cosine similarity scores: pairwise similarity between rele-
vant documents vs. similarity between relevant and non-relevant documents.

Although visually similar, the difference between the two sets of similarity scores is
statistically significant (p-value < 0.001.) That is, the similarity between documents
associated with a single facet is higher than the similarity between documents associ-
ated multiple facets of a query.

Figure 6.3 shows a comparison of coherence scores from DR
q , DR

qs
DR×NR

q and
DR+NR

q in a box-plot. Clearly, DR
q and DR

qs
show a higher coherence score than DR×NR

q
and DR+NR

q . A significance test also confirms the same claim (p-value < 0.001). Fur-
ther, the coherence scores of DR

qs
are significantly higher than those of DR

q (p-value <
0.001). Next, we discuss the implications given the above observations, which can be
seen as an answer to our research question RQ4a.

First, the high coherence scores of relevant documents suggests that, compared
to non-relevant documents, relevant documents tend to be more similar to each other.
This claim holds both in the case when relevant documents are associated with multiple
facets of a query as well as when relevant documents are associated with a single facet
of a query.

Second, as illustrated in Section 3.3 on page 40, document sets with fewer clusters
receive a lower coherence score compared to document sets with many clusters, the fact
that DR

q has a higher coherence score than DR+NR
q suggests that if we cluster over the

whole set of relevant and non-relevant documents for a query, it is likely that relevant
documents are concentrated within a small subset of the clusters.

Third, since we have seen that there is a significant difference between the coher-
ence scores of DR

q and those of DR
qs

, we need to further investigate whether cluster-based
retrieval is still effective given that queries are associated with multiple subtopics. We
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Figure 6.3: Coherence scores for 50 test queries: for judged relevant documents associ-
ated with multiple subtopics (rel-rel(multi)), for judged relevant documents associated
with single subtopics (rel-rel(single)), for judged relevant and judged nonrelevant doc-
uments (rel-nonrel), and for all judged documents (all). In each box, the central mark
is the median, the edges of the box are the 25th and 75th percentiles, the whiskers
extend to the most extreme data points not considered outliers, and outliers are plotted
individually as “+”.

study this issue in Section 6.4.3 where we empirically seek the answer to research
question RQ4c and examine whether we can generate a clustering structure desired by
the cluster-based retrieval strategy for ambiguous or multi-faceted queries, such as the
clustering structure described by Hearst and Pedersen [105], namely, that most relevant
documents are contained in a small set of high quality clusters.

6.4.2 Ambiguous queries versus multi-faceted queries

Figure 6.4 shows the box plots of coherence scores over DR
q s associated with two dif-

ferent types of queries: ambiguous queries versus multi-faceted queries.
In Figure 6.4, the distribution of coherence scores of ambiguous queries shows a

certain difference from that of the faceted queries, for example, a lower 75th percentile
boundary. However, the difference between the two set of coherence scores is not
statistically significant (p-value=0.81). That is, ambiguous and multi-faceted queries
do not show significantly different patterns in terms of inter-document similarities.

However, after a closer look at the test collection, we find that based on the current
data we have, the above conclusion may not be adequately supported. First, there are
probably too few test queries for a proper statistical analysis (12 ambiguous queries
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Figure 6.4: Coherence scores for 50 test queries: for judged relevant documents as-
sociated with ambiguous queries (Left), and for judged relevant documents associated
with faceted queries (Right). In each box, the central mark is the median, the edges of
the box are the 25th and 75th percentiles, the whiskers extend to the most extreme data
points not considered outliers, and outliers are plotted individually as “+”.

versus 38 multi-faceted queries). For some queries, the judged relevant documents
only cover a single subtopic (4 out of 50), in which case the inter-document similarity
among the relevant documents of these queries do not reflect the properties of a multi-
faceted or ambiguous query.

Second, the categories of “ambiguous” and “multi-faceted” queries are not clearly
defined. For example, query 23 “yahoo” is labeled as “ambiguous”. While one may
expect different interpretations of “yahoo” such as a brutish man and the Yahoo! search
engine, the actual sub-topics defined for this query are as follows:7

1 Take me to the Yahoo! homepage.
2 Take me to Yahoo! Mail.
3 I’m looking for the Yahoo! Messenger homepage.
4 Take me to Yahoo! Finance.
5 I’m looking for the Yahoo! Music homepage.
6 I want to log in to my Yahoo! account.
7 Find information about Yahoo!, the company.

While these sub-topics are indeed “ambiguous” with respect to different sites hosted
by Yahoo!, they can also be interpreted as different facets of the Yahoo! company,

7Full query descriptions can be found at http://trec.nist.gov/data/web/09/wt09.
topics.full.xml.
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Linkage type K Largest cluster Other clusters Uniform
Avg. Std. Perc. (%) Avg. Std. Perc. (%) (%)

UPGMA
10 943.78 126.04 95.9 4.31 14.22 0.4 10.0
30 913.66 125.17 92.6 2.37 7.41 0.3 3.3
50 887.28 124.54 89.7 1.94 5.45 0.2 2.0

Single linkage
10 963.74 138.65 97.9 2.10 23.30 0.2 10.0
30 943.94 137.98 95.7 1.33 12.73 0.1 3.3
50 924.14 137.32 93.5 1.19 9.59 0.1 2.0

Complete linkage
10 356.96 118.50 36.4 69.52 43.80 7.0 10.0
30 158.00 53.20 15.9 28.43 19.24 2.8 3.3
50 99.58 35.17 10.0 18.02 11.86 1.8 2.0

Table 6.1: Comparison of three linkage types of the agglomerative hierarchical clus-
tering method. Largest cluster shows the average size (Avg.), standard deviation (Std.)
and the average percentage (Perc.) of the documents assigned to the largest cluster,
calculated over the 50 test queries. Other clusters shows the same statistics for the rest
of the clusters. Uniform shows the percentage of documents that should be assigned to
each of the cluster if we have a uniform cluster size distribution.

depending on the granularity of the topic being defined. Since the sub-queries are
constructed based on the query logs from web search engines, one can expect that the
topical granularity is associated with the most popular facets or interpretations of a
query. While the analysis on whether this is a proper way of constructing test queries
for result diversification is outside the scope of our work, we believe that those test
queries to a large extent reflect the practice of users’ information needs in Web search.
On the other hand, given the limitation of the test collection, we feel that there is not
adequate evidence for a conclusion on whether ambiguous and multi-faceted queries
are different and further investigation is necessary.

In summary, with respect to research question RQ4b, the observation made from
our test collection suggests that there is no significant difference between ambiguous
queries and multi-faceted queries in terms of inter-document similarities. Meanwhile,
we find that there is not sufficient evidence to make a conclusion on this issue based
on current data and further investigation is needed.

6.4.3 Clustering structure

Preliminary analysis of the Hierarchical Clustering (HC) algorithms

As mentioned in Section 6.1, it is undesirable if all documents are assigned to a
few dominant clusters. Some of the agglomerative hierarchical clustering algorithms
such as single linkage tend to generate dominant clusters, known as the “chaining ef-
fect” [167]. Here, before we proceed to empirically explore the answers to our research
questions, we first conduct a preliminary experiment in order to analyze whether the
hierarchical clustering algorithms we use generates a reasonable clustering structure.
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In Table 6.1 we describe the properties of the clusters produced by agglomerative
hierarchical clustering using three types of linkage. We see that on average, the largest
cluster generated by single linkage and UPGMA constantly takes up over 90% of the
documents, and each of the rest of the clusters has less than 1% of the documents,
which is far from a uniform distribution of the cluster sizes. On the other hand, com-
plete linkage generates clusters whose sizes are relatively equal, compared to the other
two linkage types. For example, when K = 10, if the size of clusters is uniformly dis-
tributed, each cluster should contain approximately 10% of the documents. As we see
in Table 6.1 in the case of hierarchical clustering with complete linkage, the average
percentage of documents assigned to each of the rest of the clusters is 7.0%, which is
much closer to the uniform size distribution than that of single linkage and UPGMA
(0.2% and 0.4% respectively). Similar observations can be made for K = 30 and 50
as well. Also, the largest clusters are not as dominant as those generated by single
linkage and UPGMA. Based on the above observation, we decide to continue our ex-
periments with clusters generated with complete linkage and drop those generated by
single linkage and UPGMA.

Clustering structure by LDA and HC with complete linkage

Figure 6.5 shows the distribution of relevant documents among clusters along with
the cluster size distribution, where the clusters are modeled with LDA. On the one
hand, we see that most relevant documents are contained in the top-ranked clusters.
On the other hand, the distribution of the sizes of clusters shows a similar trend, where
the top-ranked clusters tend to contain more documents than other clusters. However,
this trend is more obvious in the distribution of relevant documents than that of the
cluster size distribution. A more insightful observation can be made when we take a
careful look at the Y-axis of the plots: on average, less than 20% of the documents
are assigned to the top-ranked clusters, which, however, contain more than 50% of the
relevant documents. Based on this observation, we conclude that the clusters generated
by LDA have the following property: most relevant documents are contained in a small
number of clusters, and this is not achieved by simply assigning most of the documents
to those clusters.

We proceed to analyze the distribution of relevant documents in the clusters pro-
duced by hierarchical clustering with complete linkage. Figure 6.6 shows the results.
We see that for clusters generated by hierarchical clustering, relevant documents are
not equally distributed over clusters and there is a visible difference between top ranked
clusters and other clusters with respect to the number of relevant documents they con-
tain. However, the difference is not as large as that of LDA, where on average the top
ranked clusters contain around 50% of the relevant documents. Here, on average, the
top ranked clusters contain less than 20% of the relevant documents when K = 10, and
less than 10% when K = 30 and 50. Given this observation, we can hardly claim that
hierarchical clustering has generated the clustering structure required with respect to
RQ4c, namely, most relevant documents are contained in a small set of high quality
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Figure 6.5: Clustering results with LDA. Figures 6.5(a)–6.5(c) show the distribution
of relevant documents among clusters, over 50 test queries. Y-axis: the fraction of
relevant documents contained in a cluster. Figures 6.5(d)–6.5(f) show the distribution
of the size of clusters, clusters are ranked in the same order as in Figures 6.5(a)–6.5(c).
Y-axis: percentage of documents assigned to a cluster. In each box, the central mark
is the median, the edges of the box are the 25th and 75th percentiles, the whiskers
extend to the most extreme data points not considered outliers, and outliers are plotted
individually as “+”.

clusters. Now let us have a look at the cluster size distribution. On average, the per-
centage of relevant documents assigned to the top-ranked cluster is almost the same as,
or less than, the percentage of total documents assigned to it. For example, in the case
of 10 clusters, on average, about 30% of the documents are assigned to the top-ranked
clusters, which contain less than 20% of the relevant documents. The above observa-
tion suggests that in the case of hierarchical clustering with complete linkage, even if
we assume that most relevant documents are contained by a few top ranked clusters, it
may be due to the fact that these clusters simply contain more documents.

Further, we have learnt from the literature in cluster-based retrieval that placing
high quality clusters at the top of a ranked list can effectively improve the early preci-
sion of the retrieval results. Here we re-examine this statement with our ambiguous/multi-
faceted queries. Specifically, we re-rank the initial ranked list of documents DN

q , that
is, the retrieval results generated by the MRF model, by ranking the clusters. In other
words, we rank the clusters in descending order of the percentage of relevant docu-
ments they contain, and keep the documents within each cluster in the original order
of their retrieval scores. We then evaluate the new ranked lists of documents with Pre-



6.4. Results and discussion 95

1 2 3 4 5 6 7 8 9 10

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

(a) 10 clusters

1 3 6 9 12 15 18 21 24 27 30

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

(b) 30 clusters

1 5 10 15 20 25 30 35 40 45 50

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

(c) 50 clusters

1 2 3 4 5 6 7 8 9 10
0

0.1

0.2

0.3

0.4

0.5

0.6

(d) 10 clusters

1 3 6 9 12 15 18 21 24 27 30
0

0.05

0.1

0.15

0.2

0.25

0.3

(e) 30 clusters

1 5 10 15 20 25 30 35 40 45 50
0

0.05

0.1

0.15

(f) 50 clusters

Figure 6.6: Clustering results with agglomerative hierarchical clustering with com-
plete linkage. Figures 6.6(a)–6.6(c) show the distribution of relevant documents among
clusters, over 50 queries. Y-axis: the percentage of relevant documents contained in a
cluster. Figures 6.6(d)–6.6(f) show the distribution of the size of clusters, clusters are
ranked in the same order as in Figures 6.6(a)–6.6(c). Y-axis: fraction of documents
assigned to a cluster. In each box, the central mark is the median, the edges of the box
are the 25th and 75th percentiles, the whiskers extend to the most extreme data points
not considered outliers, and outliers are plotted individually as “+”.

cision@5 and Precision@10 and check the performance of the two clustering methods
in improving early precision as in an ad-hoc retrieval setting.8

Table 6.2 shows the results of the cluster-based document re-ranking as well as the
original ranked list, that is, the MRF run. Both clustering algorithms improve over
the baseline in terms of early precision. However, LDA results in a more dramatic
improvement than hierarchical clustering, which indicates that the clusters generated
by LDA are more effective in gathering relevant documents.

Based on the above experimental results, we arrive at the following answers to re-
search question RQ4c. For ambiguous or multi-faceted queries, we can cluster the
documents retrieved in response to a query in such way that most relevant documents
are contained in a small set of high quality clusters. In an ad-hoc retrieval setting, we
can effectively improve the early precision results for those queries by placing these

8We use the Qrels from TREC2009 Web track diversity task as ground truth, but discard the judge-
ments toward different facets, i.e., if a document is relevant to one of the facets of a query, it is counted
as relevant.
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Method # Clusters Precision@5 Precision@10
MRF – 0.1800 0.2260
HC 10 0.2480 0.2740

30 0.3040 0.3060
50 0.3840 0.3740

LDA 10 0.4120 0.4160
30 0.4720 0.4480
50 0.4480 0.4300

Table 6.2: Retrieval results with ranking clusters in terms of P@5 and P@10. MRF:
baseline run; HC: ranking clusters obtained using hierarchical clustering; LDA: rank-
ing clusters obtained with LDA.

high quality clusters at the top of a result list. However, whether this type of clus-
tering structure can be effectively formed as well as the amount of improvement that
can be achieved in terms of early precision depends on the specific clustering algo-
rithm we use. This conclusion confirms that for ambiguous or multi-faceted queries,
cluster-based retrieval strategies can be applied to improve precision oriented evalu-
ated metrics, which provides the basis for our next chapter. In the next chapter, we
will explore the effectiveness of using cluster-based retrieval in the context of result
diversification.

6.5 Conclusion
In this chapter, we re-visited the Cluster Hypothesis in the context of result diversifi-
cation. The main research question we considered here is

RQ4. How do we interpret the cluster hypothesis in the context of result diversifica-
tion?

Specifically, we examined whether the hypothesis holds with respect to ambiguous or
multi-faceted queries. Further, we checked whether ambiguous queries are different
from multi-faceted queries in terms of inter-document similarity distributions. We also
examined whether we can effectively generate clustering structure for ambiguous and
multi-faceted queries such that relevant documents can be gathered in a small set of
clusters, which is the basis for a cluster-based retrieval strategy in an ad-hoc retrieval
setting.

Experimental results on the TREC2009 Web Track Diversity test collection shows
that compared to specific or single facet queries, ambiguous/multi-faceted queries dis-
play a less coherent clustering structure, that is, they tend to contain multiple sub-
clusters. Such a difference, although statistically significant, does not invalidate the
Cluster Hypothesis. The statement “relevant documents tend to be more similar to
each other than to non-relevant documents” is supported by our experimental results.
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Further, we do not see significant differences between ambiguous and multi-faceted
queries in terms of inter-document similarities from empirical results. Meanwhile, we
also found that it is not adequate to make a conclusion based solely on observations
made on the current test collection. Given the limited data at hand, we decided to
leave this issue for future investigation. On top of that, we found that we can gen-
erate a clustering structure desired by the cluster-based retrieval strategy for those
ambiguous/multi-faceted queries. We find that LDA based clustering is effective in
clustering relevant documents into a small set of high quality clusters, without domi-
nant clusters that contain most of the documents, while HC based clustering is not as
effective.

Given the above conclusion of this chapter, we have confirmed that the cluster-
based retrieval strategy can be effectively used for ambiguous or multi-faceted queries
to improve precision oriented evaluation metrics. In the next chapter, we explore the
use of query-specific clustering for result diversification. Particularly, we will focus on
the LDA based clustering algorithm, as our prime motivation of using query-specific
clustering for result diversification is to cluster relevant documents “away” from non-
relevant documents, and restrict diversification to documents that are potentially rel-
evant. In addition, we will further investigate the type of clustering structure desired
by result diversification, which is intuitively different from that desired in an ad-hoc
retrieval setting.




