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Chapter 7
Result Diversification with Query-Specific

Clustering

In the previous chapter, we have re-visited the cluster hypothesis in the context of result
diversification. In short, we have seen that in an adhoc retrieval setting, although the
queries we consider are ambiguous or multi-faceted, the cluster hypothesis is valid and
that cluster-based retrieval can effectively improve early precision of those queries.
Now we continue to explore the effectiveness of using cluster-based retrieval for result
diversification.

7.1 Introduction

Recently, various result diversification methods have been proposed [1, 32, 35, 37,
192, 215, 270]. Traditional retrieval strategies such as those based on the Probabilistic
Ranking Principle [198] typically assume that the relevance of a document is indepen-
dent from the relevance of other documents in the collection. In contrast, in the context
of result diversification, the notion of “relevance” usually reflects not only the relation
between a document and a given query, but also the relation between the document and
other documents retrieved in response to the query. Indeed, most of the proposed diver-
sification methods simultaneously explore query-document and document-document
relations and seek to balance the two in order to address both relevance and diversity in
returning retrieval results. A prime example hereof is the Maximal Marginal Relevance
(MMR) approach [32], which iteratively selects documents that are most similar to the
query while at the same time being most dissimilar to the documents already returned.
An obvious risk with this type of diversification method is that non-relevant documents
may be promoted to the top of a ranked list simply because they are different from the
documents presented so far. We illustrate this phenomenon using Figure 7.1. We use
MMR to rank documents for the test queries in the TREC 2009 Web track test collec-
tion [40]. In Figure 7.1, we plot three things: the change of λ , the parameter in MMR
that balances relevance and diversity; Precision@10 to measure relevance; diversity,
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Figure 7.1: The trade-off between diversity and precision@10 for the top10 docu-
ments retrieved with MMR over different values of λ . The Y-axis shows both the
precision@10 (P@10) and reversed coherence score; both scores are in the range of
[0,1].

measured as one minus the Coherence Score, which we refer to as reversed coherence
score.1 Observe the inverse relation between diversity and relevance of the top 10 doc-
uments as we change λ . As λ increases, i.e., the emphasis on relevance is increased,
there is an increase in precision but a drop in diversity, and vice versa. Ideally, a re-
trieval system should find the middle ground and present users with a ranked list which
is both relevant and diverse.

Query-specific cluster-based retrieval is the idea of clustering retrieval results for a
given query. It has long been proposed for improving retrieval effectiveness [105, 121,
137, 241]. The main intuition behind this approach to retrieval is that relevant docu-
ments tend to be clustered together. Retrieval effectiveness will be improved provided
that one can place documents from high quality clusters at the top of the ranked list.
Now consider a ranking approach based on query-specific cluster-based retrieval in the
context of result diversification. What if we first select a set of high quality clusters (a
relatively large fraction of whose documents is relevant) and then apply diversification
only to the documents within these clusters? That is, what happens if we prevent docu-
ments in low quality clusters (with a limited number of relevant documents) from being
promoted to the top ranks? We posit that such a strategy should lead to improved re-
sults as measured in terms of relevance and diversity because it only diversifies relevant
documents. Specifically, we focus on the following question in this chapter:

RQ5 Can query-specific clustering be used to improve the effectiveness of result di-
versification?

To answer this question, we propose the following diversification framework. Given
a query, we first cluster top ranked documents that are retrieved in response to the

1The coherence score was proposed to measure the “tightness” of a cluster of documents. Here we
use one minus the coherence score of a set of documents so as to measure its “looseness”, i.e., diversity.
For more details see Section 7.7.1
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query. We subsequently rank the clusters according to their estimated relevance to the
query and apply a diversification method to the documents belonging to the top ranked
clusters only. Below, we refer to this framework as diversification with cluster ranking.

In order to gain insight into the behavior of our proposed diversification framework,
a number of specific research questions need to be addressed:

RQ5a What is the impact of the proposed diversification framework on the effective-
ness of existing result diversification methods? In other words, how much per-
formance is gained by employing query-specific clustering and applying result
diversification to documents contained in the top ranked clusters only?

RQ5b What is the impact of the two main components, namely, the cluster ranker and
the selection of number of top ranked clusters, on the overall performance of the
proposed diversification framework?

RQ5c Further, given that we use top ranked documents retrieved in response to a query
for clustering as well as for diversification, how sensitive is the performance of
the proposed framework to the number of documents being selected?

RQ5d What conditions should clusters fulfill in order for diversification with cluster
ranking to be effective?

We answer these research questions using empirical methods on the TREC 2009 Web
track [40] test collection, as introduced in Section 6.3.1 on page 87.

The main contribution of the work presented here is two-fold. We propose a diver-
sification framework that combines cluster-based retrieval and result diversification.
The framework significantly improves the effectiveness of several result diversifica-
tion methods. On top of that, we provide an in-depth analysis of the behavior of our
proposed framework as well as the relation between relevance, diversity and query-
specific clustering methods. Our analyses do not only help to understand the behavior
of diversification with cluster ranking, but also help to direct future work on the pro-
posed framework.

The remainder of the chapter is organized as follows. We specify the methods
employed for clustering and result diversification in Section 7.2. We then introduce
our proposed framework for diversification with cluster ranking in Section 7.3. We
describe our experimental set-up in Section 7.4. In Section 7.5 we report on the ef-
fectiveness of diversification with cluster ranking based on our empirical results. We
then proceed with two rounds of analysis. In Section 7.6, we provide a set of sensitiv-
ity analyses. We analyze the impact of the main components of our framework, that
is, of methods for ranking and selecting clusters, as well as the impact of the number
of documents being used for clustering and for diversification, on the overall perfor-
mance of the proposed framework. Then in Section 7.7, we analyze the conditions that
clusters should fulfill in order for our proposed framework to be effective. Section 7.8
concludes the chapter.
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7.2 Preliminaries
We continue to use the notation as introduced in 6.2.1 on page 84. Below, we detail
the clustering and diversification methods that we consider.

7.2.1 Clustering method
For clustering the documents that have been retrieved in response to a query, we use
LDA as described in 6.3.4 on page 87.

We choose LDA for three main reasons. First, it models the relation between words,
documents and clusters (that is, latent topics) within a theoretically sound probabilistic
framework. Once the topic models have been obtained, it is convenient to infer the
generation probability of a cluster for an arbitrary piece of text. In our case, we use the
trained model to infer the probability of a cluster generating a query as an estimation
of the relevance relation between the cluster and the query, see Section 7.3.2. Second,
the latent topics can be seen as the potential “facets” of a query. Although the main
purpose of applying query-specific clustering is to gather relevant documents instead
of modeling query facets, the latent topic underlying a cluster addresses both. Par-
ticularly, we can apply the same LDA model for facet modeling when implementing
diversification methods that explicitly model the potential facets of a query, as we will
see in Section 7.2.2. Third, as discussed in 6.3.4, in the adhoc retrieval setting, the
clustering structure generated by LDA collects relevant documents more effectively
than the structure generated by HC. Our prime motivation for using query-specific
clustering for result diversification is to exploit its ability to collect relevant documents
and to promote precision, and therefore LDA provides a good starting point.

We will further investigate the type of clustering structure desired by our proposed
diversification framework and discuss diversification performance using clustering al-
gorithms other than LDA in Section 7.7.

7.2.2 Diversification methods
In our experiments we consider the following diversification methods: MMR, FM-
LDA, IA-select and RR. These will be explained next.

Maximal marginal relevance (MMR) According to the MMR method [32], a doc-
ument d is selected for inclusion in a ranked list of documents for a given query q such
that

d = argmax
di∈R

[λ · sim1(di,q)− (1−λ ) ·max
d j∈S

sim2(di,d j)], (7.1)

where S is the set of documents that have been selected so far and R is the set of
candidate documents to be selected; sim1 is the similarity between query and document
and sim2 is the similarity between two documents. For sim1 and sim2 we can use any
type of similarity measure; we specify our choices in Section 7.4.4.
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Facet model with LDA (FM-LDA) We also consider the FM-LDA model [35], with
marginal likelihood as optimization method. Given a set of documents D = {di}n

i=1,
the model uses LDA to capture a set of hypothesized facets F = { f j}m

j=1, and a subset
of D is selected such that the following likelihood function is maximized:

L(yi|F,D) =
m

∏
j=1

(
1−

n

∏
i=1

(1− p( f j ∈ di))yi

)
, (7.2)

where yi = 1 if document di is selected and yi = 0 otherwise; p( f j ∈ di) denotes the
probability that facet f j is covered by document di. The likelihood function is maxi-
mized subject to the constraint ∑yi ≤ l, where l is a predefined number of documents
that are to be returned in the ranked list. In practice, a greedy approach is applied,
which selects a document that maximizes the likelihood function conditioned on all
the documents that have already been selected.

Note that FM-LDA identifies facets of a query with LDA, which is very similar to
how our document clustering method identifies clusters, cf. Section 7.2.1. There are
two distinguishing differences. First, the underlying assumptions on latent topics are
different: in FM-LDA, the trained latent topics are expected to reflect the underlying
facets of a query, while in document clustering, we do not care whether the latent topics
can accurately reflect the actual facets of a query. Second, in document clustering, we
assign each document to a single cluster, cf. Eq. 6.2, while in FM-LDA there is no
need for assigning documents to latent topics. Also, as we see from Eq. 7.2, FM-LDA
treats all facets as identified by LDA in the same manner. Contrary to our method,
FM-LDA does not consider the importance of a facet, that is, some facets may be more
relevant than others. If we assume that document clusters reflect the potential facets of
a query, our method takes into account the importance of each facet via cluster ranking.
We will see the impact of ranking clusters on the diversification result of FM-LDA in
Section 7.5.

Intent aware select (IA-select) With IA-select [1] the selection of a document is de-
termined by its relevance to the query as well as the probability that it satisfies poten-
tial facets given that all previously selected documents fail to do so. Given a candidate
document set and a set of potential facets F , the algorithm selects the document to
be included in the returned set S from a candidate set R that maximizes the marginal
utility at each step:

d∗ = argmax
d∈R

∑
f∈F

P( fi|q,S) V (d|q, fi), (7.3)

where V (d|q, f ) is a quality value of d that is computed using the retrieval score of d
with respect to q, weighted by the likelihood that d belongs to f . Further, P( f |q,S) is
the conditional probability that q belongs to f , given that all documents in S failed to
provide information on f :

P( f |q,S) = (1−V (d|q, f ))P( f |q,S\{d}). (7.4)
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Instead of training a classifier with a taxonomy as implemented in the original IA-select
algorithm to obtain P( f |q,S) and the likelihood that d belongs to f , we estimate these
probabilities with the topic distribution from the LDA model. Similar to FM-LDA, we
use the same LDA model for clustering and facet modeling.

Round-Robin facet selection (RR) This approach naturally arises in the setting of
our strategy for diversification with cluster ranking (defined in the next section). For
a given set of documents D, we generate a set of K clusters with LDA, and rank the
clusters according to a certain ranking criterion, for example, in descending order of
the relevance of the clusters to a given query, which results in a ranked list of clus-
ters RC = c1, . . . ,ck. For each cluster, we rank the documents within that cluster in
the order of their original retrieved scores. We then select documents belonging to
different clusters in a round-robin fashion. That is, in each round, we take the top
ranked documents from each of the clusters and add them to the new ranked list in the
order of c1, . . . ,ck. This selection procedure continues until no documents are left in
any of the clusters. The motivation behind this approach is as follows. By clustering
documents, we gather documents with similar content within the same cluster, while
documents from different clusters contain diverse content. Intuitively, we can see the
clusters as different facets associated with a given query. Hence, selecting documents
from different clusters should result in a diverse result list. On top of that, by select-
ing the documents in the order of the ranking of the clusters, we take into account the
importance of different facets.

7.3 Result diversification with cluster ranking

In this section, we introduce our proposed framework for combining query-specific
clustering and result diversification. The overall goal of the approach is to rank clus-
ters with respect to their relevance to the query and to limit the diversification process
to documents contained in the top ranked clusters only, in order to improve the effec-
tiveness of diversification as measured in terms of both relevance and diversity.

7.3.1 Proposed framework

Assume that we have a ranking method cRanker(·) that ranks clusters with respect to
their relevance to a query and a diversification method Div(·) that diversifies a given
ranked list of documents. We propose the following procedure for diversification.
The input of the procedure is the output of cRanker, that is, a ranked set of clusters
RC = c1, . . . ,cK , where c1 � c2 � . . .� cK , and the documents contained in each clus-
ter, Dc

q. A free parameter T is used to indicate the number of top ranked clusters
to be selected for diversification. Furthermore, dRanker(·) is assumed to be a docu-
ment ranker that ranks documents according to certain criteria, for example, ranking
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Figure 7.2: Diversification with cluster ranking. The input is a ranked list of documents
and output is a diversified ranked list of documents. The arrows represent methods
applied to the documents, and the boxes show the status of the documents.

Algorithm 1 Diversification with cluster ranking
Input: Div(·), RC = c1, . . . ,ck, {Dc

q}, T
Output: re-ranked documents ranked
ranked = /0
to rank = {Dci

q }T
i=1

ranked← ranked∪Div(to rank)
for i in T +1 to k do

ranked← ranked∪dRanker(Dci
q )

end for
return ranked

documents in descending order of their retrieval scores. We illustrate the proposed
diversification framework in Figure 7.2.

The pseudo code of our diversification with cluster ranking method is given in
Algorithm 1. It applies Div(·) to the documents assigned to the top T ranked clusters;
documents assigned to clusters ranked below the top T are ranked by dRanker(·) and
appended to the ranked list of documents obtained from the top T clusters.

Two crucial components of our proposed diversification framework are the function
cRanker(·) that ranks the clusters and the selection of the cut-off value T . In the fol-
lowing sub-sections, we discuss our choices for these two components. As for Div(·),
we use the diversification approaches introduced in Section 7.2.2.
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7.3.2 Cluster ranking
As we pointed out above, ranking clusters based on their relevance to a query is an
important issue, which has been studied in the context of cluster-based retrieval. Since
our main purpose is not to develop a new method for ranking clusters, we only discuss
two ways to rank clusters that are necessary for investigating the effectiveness of our
proposed framework for result diversification.

Query likelihood For a query q, we rank the clusters in descending order of the
probability p(c|q), which is inferred from the LDA model as described in Section 7.2.1.
In other words, the clusters are ranked according to their likelihood given the query.
This is a simple but reasonable approach. Presumably, if a cluster has a high probability
of generating a query, the documents contained in this cluster are more likely to be
relevant to the query. Hence, the cluster is more likely to contain relevant documents.

Oracle ranker We also consider an oracle ranker, that is, a ranker that uses informa-
tion from explicit relevance judgements. Here, the probabilities p(c|q) are estimated
using the judgments of retrieved documents in Dn

q. It is computed as

p(c|oraq) =
|Dc

q∩DR
q |

|Dc
q|

. (7.5)

In words, using p(c|oraq), we rank clusters according to the number of relevant docu-
ments contained in them, normalized by the size of the cluster.

Observe that Eq. 7.5 combines two important factors: the number of relevant doc-
uments in ck and its relative size. As discussed in Section 6.3.4, we hope that the top
ranked clusters contain most of the relevant documents, which is not achieved by sim-
ply assigning most of the documents to a single huge cluster. In Section 7.7 we will
discuss the properties of the clustering structure desired by our proposed framework in
more detail.

7.3.3 Determining the cut-off T

The optimal number of top-ranked clusters whose documents will be used for diversifi-
cation, T , depends on a number of factors: the diversification method, the total number
of clusters (that is, K), the evaluation metric, as well as the query. Similar to our strat-
egy for ranking clusters, we discuss two ways to determine the value of T , namely,
automatically determining T with cross-validation and using an oracle.

Automatically determining T using cross-validation over queries Automatically
determining the optimal cut-off T is non-trivial. We typically do not have sufficiently
many test queries to learn the optimal value of T , hence we apply leave-one-out cross-
validation to find the optimal value of T for each query. Specifically, we optimize
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T over a set of training queries for a given K and a given diversification method for
a given evaluation metric by exhaustive search, i.e., over all possible values of T =
1, ...,K. Then we apply the learned T on the test query.

Oracle T To obtain the oracle value of T , for each query, we find the optimal T for
each diversification method and each setting of K over each single evaluation metric,
i.e., the performance is maximized in terms of a corresponding evaluation metric. For a
given cluster ranking approach, the oracle T provides an upper bound for our proposed
diversification framework under the given setting, which shows the potential merit of
applying cluster ranking and selection for result diversification.

7.4 Experimental setup
In this section, we describe our experimental setup for investigating the effectiveness
of diversification with cluster ranking. We begin by recalling the research questions
raised in Section 7.1. Then we specify the settings for our experiments, including the
evaluation metrics and the parameter settings for the retrieval method, diversification
methods and clustering algorithms.

7.4.1 Research questions and experiments
The main research question we address in this chapter is:

RQ5 Can query-specific clustering be used to improve the effectiveness of result di-
versification?

More specifically, we investigate the following:

RQ5a What is the impact of diversification with cluster ranking on the effectiveness of
existing result diversification methods? In other words, how much performance
is gained by employing query-specific clustering and applying result diversifi-
cation to documents contained in the top ranked clusters? In particular, given
the query likelihood cluster ranker and an automatically determined value of T ,
what is the effectiveness of the proposed diversification framework?

We apply Algorithm 1 with various diversification methods, i.e., various instances of
Div(·), on an initially retrieved ranked list of documents Dn

q where n = 1000. We write
cX to denote the instance of Algorithm 1 where X is used as Div(·). First, we take
the cluster ranker based on query likelihood (Section 7.3.2), and investigate whether
the proposed diversification framework is effective even though the ranking of clusters
may not be optimal. We set T to different values and compare the results of only di-
versifying over documents contained in the top T clusters to the result of diversifying
over the complete ranked list of documents. Then, in order to evaluate the performance
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of our framework combined with the query likelihood cluster ranker and the automati-
cally determined T , we use cross-validation as described in Section 7.3.3 to determine
the optimal T for each diversification and a given K. While optimizing T on training
queries, we use two evaluation metrics: α-NDCG@10 for α-NDCG based metrics and
IA-P@10 for IA-P based metrics (see Section 7.4.3 for a description of these evalua-
tion metrics).

We analyze the effectiveness of diversification with cluster ranking along four dimen-
sions: the cluster rankers used, the cut-off value T , the number of documents used
for clustering as well as for diversification, and the clustering algorithms used. In our
experiments, the query likelihood cluster ranker and the method to automatically de-
termine T are chosen for simplicity, while many other possibilities exist. Insights into
the roles of both components and their interactions within our proposed framework are
useful for future work on potentially more effective approaches to ranking clusters and
to automatically determining T . In addition, the number of documents being included
from the initially retrieved ranked list for clustering and for diversification can be seen
as an additional free parameter. We provide a comprehensive analysis of the sensitiv-
ity of the proposed framework to the choice of this parameter. Also, LDA is used for
clustering for the reasons stated in Section 7.2.1. It is useful to examine the general
properties of the sort of clustering structure desired by Algorithm 1, as this provides
guidance for choosing suitable clustering algorithms. Specifically, then, we seek to
answer the following additional research questions:

RQ5b What is the impact of the two main components, namely, the cluster ranker and
the selection of the number of top ranked clusters, on the overall performance of
diversification with cluster ranking?

RQ5c Further, given that we use top ranked documents retrieved in response to a query
for clustering as well as for diversification, how sensitive is the performance of
the proposed framework to the number of documents being selected?

RQ5d What conditions should clusters fulfill in order for diversification with cluster
ranking to be effective?

In order to answer RQ5b, we conduct a set of “oracle” runs in three settings. First,
we analyze the impact of T by comparing the diversification results using the oracle
T and the predicted T determined by cross-validation. Then, we analyze the impact
of the cluster ranker by comparing the diversification performance using the oracle
cRanker(·) as described in Section 7.3.2 to that of the query likelihood-based cluster
ranker. In addition, we combine the oracle cluster ranker and the oracle T so as to
identify an upper bound on the improvement of diversification with cluster ranking
over diversification without cluster ranking and selection; see Section 7.6.1.
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In order to answer RQ5c, we continue using the oracle cluster ranker and conduct
a set of three experiments with varying number of documents for clustering and for
diversification. Given an initially retrieved ranked list of documents, let us refer to the
documents used for clustering, i.e., training the LDA model, as DC

q and the documents
to which we apply Algorithm 1 as DD

q . The settings of the three experiments can be
described as follows.

Setting 1. Set C = 100,300,500 and D = 1000. In this setting, we fix the number
of documents used for applying Algorithm 1 and compare the impact of LDA
models trained on different number of top ranked documents on our proposed
diversification framework.

Setting 2. Set C = 500 and D = 100,300,1000. In this setting, we fix the number of
documents used for training the LDA model and analyze the effect of applying
Algorithm 1 on different number of top ranked documents.

Setting 3. Set C = 100,300,500 and D = 100,300,1000, respectively. In this setting,
we check the performance of our proposed framework by varying the number of
documents for both clustering and for diversification simultaneously.

Note that in each setting, when C = 500 and D = 1000, it is the default parameter
setting of the experiments discussed above (see Section 7.4.4) and we use the results
of this parameter setting as baselines in our analysis. See Section 7.6.2 for details.

In order to answer RQ5d, we hypothesize conditions that should be fulfilled by the
clustering structure generated by a clustering algorithm based on literature on cluster-
based retrieval as well as the characteristics of the diversification task. On top of that,
we include hierarchical clustering as an alternative clustering algorithm that generates
a clustering structure different from that generated by LDA. We examine the impact of
the conditions on clustering structure by comparing the properties of the two types of
clustering structure and the end performance of our diversification with cluster ranking
framework. See Section 7.7 for details.

7.4.2 Test collection

We use the TREC 2009 Web track [40] test collection, as introduced in Section 6.3.1
on page 87.

7.4.3 Evaluation metrics

For evaluation, we use α-NDCG [41], which adapts the NDCG measure to address
both relevance and diversity. The parameter α denotes the probability that a user is still
interested in a document given that the facet associated with the document is already
covered by previously seen documents. By default, we set α to 0.5. Also, we use the
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IA-P measure [40] with a uniform distribution for judged facets. See Section 2.4.2 on
page 29 for a detailed description of the two measures.

A paired t-test is used for testing the significance of the difference between run
results as indicated in the captions: M (O) indicates that an improvement (decline) is
significant with α < 0.05; N (H) indicates that an improvement (decline) is significant
with α < 0.01.

7.4.4 Parameter settings
Settings for retrieval For our baseline retrieval method, we use the MRF retrieval
model with the settings described in Section 6.3.3 on page 87.

Settings for clustering For clustering, we use the same setting as described in Sec-
tion 6.3.4 on page 88. We use LDA for exploring answers to research questions RQ5a,
RQ5b and RQ5c. In Section 7.7, we will consider both LDA and HC with complete
linkage in order to seek answers to RQ5d.

Settings for diversification The diversification methods that we consider come with
the following model parameters:

MMR. For sim1 we normalize retrieval scores into [0,1] (see below); for sim2, we
use cosine similarity. To determine λ , we performed a simple parameter sweep
by applying MMR without cluster ranking and use α-NDCG@10 as the opti-
mization metric, that is, we chose the λ that generates the best result in terms of
α-NDCG@10; λ was found to be 0.9. Optimization is performed with respect
to diversification with entire ranked list.

IA-select. We model the distribution of facets of a query with the cluster distribution
inferred by LDA (see Section 7.2.2). Specifically, the importance of a cluster,
that is, facet, for a query q is determined by p(c|q), which is inferred from the
trained LDA model.

FM-LDA. Similar to IA-select, facets of a query are discovered by LDA; the only
parameter is the number of facets.

RR. We order clusters by descending value of p(c|q) which is inferred in the same
way as for IA-select.

Score normalization For MMR and IA-select, the original retrieval scores are in-
volved for diversification. In our experiments, we normalize those scores into the
range [0, 1] in order to combine scores with different ranges. Since the original re-
trieval score is usually in the log domain, we first transform it back to its original
domain, and then for the score of each document sd in the ranked list Dn

q, we normalize
it using norm(sd) = sd/∑i∈Dn

q
si.
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7.5 Experimental results
In this section, we discuss the results of experiments that aim to answer the main
research question: Can query-specific clustering be used to improve the effectiveness
of result diversification using diversification with cluster ranking?

7.5.1 Effectiveness of diversification with cluster ranking
How does diversification with cluster ranking compare to diversification over the com-
plete ranked list of documents? Figure 7.3 shows the trends of the performance of each
diversification method with cluster ranking (cMMR, cFM-LDA, cIA-select and cRR)
across values of T , the number of top-ranked clusters whose documents are used for
diversification. For each method, when T = K, diversification with cluster ranking is
equivalent to diversifying the complete list of initially retrieved documents. Here, we
only show the results measured using α-NDCG@10 and IA-P@10 for K = 10, 30 and
50; a similar trend can be observed for α-NDCG@X and IA-P@X, for X = 5,20.

For all methods, the plots in Figure 7.3 show that diversification does not benefit
from, or is even hurt by, selecting all clusters, that is, by diversifying the complete
ranked list of documents. Also, for each method there is an optimal value of T that
maximizes the performance of the method, which is smaller than the total number of
clusters, that is, for which the optimal value of T satisfies T < K. If we could accurately
find this optimal T , the diversification performance is bound to be more effective than
diversification over the complete ranked list of documents. We conclude from this
observation that, for a given cluster ranker, the proposed framework has the potential
to improve the diversification effectiveness if a proper T is chosen. In the following
sections, we will further examine whether the difference between diversification with
entire ranked list and diversification with selected T clusters is significant, where the
selected T can be determined through cross-validation as well as set by oracle.

We therefore investigate the effectiveness of diversification with cluster ranking
based on the query-likelihood cluster ranker combined with the predicted T next.

7.5.2 Diversification with the query likelihood-based cluster ranker
and predicted T

Now let us look at the performance of diversification using query likelihood for rank-
ing clusters and using cross-validation to predict the number T of top-ranked clusters
to be considered for diversification. Tables 7.1–7.4 compare diversification with clus-
ter ranking against diversifying the complete list of retrieved documents. As before,
cX indicates the runs with cluster ranking and selection, where X is the name of a di-
versification method; in each table, K is the total number of clusters. We also list the
average predicted value of T . On top of that, we include the performance achieved by
each method when T is optimal, which is indicated by T ∗, e.g., the peak points in Fig-
ure 7.3. Note that T ∗ is different from the oracle T : in the case of oracle T , the value
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Figure 7.3: Diversification with cluster ranking using query likelihood as cRanker(·)
over different numbers of selected top ranked clusters (T ). The evaluation metrics are
α-NDCG@10 (top row) and IA-P@10 (bottom row). The total number of clusters K
is set to 10 (7.3(a) and 7.3(d)), 30 (7.3(b) and 7.3(e)) and 50 (7.3(c) and 7.3(f)). Note
that the plots have different scales on the Y-axis for different evaluation metrics.

of T is optimized for each query, while T ∗ is optimized for the average performance
over all queries.

We see that for different diversification methods, diversification with cluster rank-
ing outperforms the original algorithms in nearly all cases, even though query likeli-
hood is not a perfect ranker for ranking clusters and T has not been fully optimized.
If we take the optimal T with respect to the average performance over all queries, i.e.,
T ∗, we see further improvements, and more improvements are statistically significant
compared to that of the predicted T . In some cases, the average predicted T is very
close to the T ∗ and result in similar performance. However, a small difference between
the average predicted T and T ∗ does not necessarily lead to a small difference between
the diversification results. This may be because the difference between the average
predicted T and the T ∗ does not reflect the per-query difference, which can in fact lead
to very different results.

Below, we take a close look at the performance of individual diversification meth-
ods, focusing on the results obtained using automatically determined T . Results ob-
tained by T ∗ are listed for completeness, but not discussed further.

For MMR (Table 7.1), we see that in all cases except when K = 10 and for IA-
P@10, the performance of diversification with cluster ranking improves over the orig-
inal diversification algorithm, although the improvements are not always statistically
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K Method α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
score avg. T score avg. T score avg. T score avg. T

– MMR 0.122 – 0.169 – 0.066 – 0.083 –
10 cMMR 0.191M 1.98 0.216 2.00 0.070 2.44 0.069 6.82

cMMRT ∗ 0.191M 2 0.216 2 0.090 2 0.092 7
30 cMMR 0.157 4.42 0.171 4.76 0.077 13.54 0.090 15.94

cMMRT ∗ 0.179M 4 0.204 4 0.085 16 0.099 16
50 cMMR 0.178M 21.80 0.214M 23.00 0.090 23.00 0.096 23.00

cMMRT ∗ 0.179M 23 0.214M 23 0.092 23 0.096 23

Table 7.1: Results of MMR vs. cMMR. For each K and each evaluation metric, the
performance of cMMR is compared to the corresponding performance of MMR. Bold-
face indicates the best score achieved for a given K. For cMMRT ∗ , the avg. T is the
value of T ∗.

significant.

K Method α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
score avg. T score avg. T score avg. T score avg. T

10
FM-LDA 0.027 – 0.029 – 0.011 – 0.008 –
cFM-LDA 0.058 1.00 0.072M 1.00 0.031M 1.00 0.029M 1.00
cFM-LDAT ∗ 0.058 1 0.072M 1 0.031M 1 0.029M 1

30
FM-LDA 0.000 – 0.006 – 0.000 – 0.003 –
cFM-LDA 0.020M 2.06 0.027M 1.02 0.009M 1.00 0.016M 1.96
cFM-LDAT ∗ 0.022M 2 0.034M 1 0.010M 2 0.016M 1

50
FM-LDA 0.008 – 0.015 – 0.004 – 0.005 –
cFM-LDA 0.020 1.32 0.026 4.60 0.021M 1.00 0.021N 1.00
cFM-LDAT ∗ 0.038N 1 0.049M 5 0.021N 1 0.021N 1

Table 7.2: Results of FM-LDA vs. cFM-LDA. For each K, the results of cFM-LDA are
compared to the corresponding results of FM-LDA. Boldface indicates the best score
achieved for a given K. For cFM-LDAT ∗ , the avg. T is the value of T ∗.

For FM-LDA (Table 7.2) we see that in all cases, diversification with cluster rank-
ing improves over diversification without cluster ranking; in most cases the improve-
ment is statistically significant. Also, we notice that the average number of selected top
ranked clusters in each case is small compared to other methods (that is, cIA-select,
cMMR and cRR). In other words, when more clusters are included for diversification,
the performance of FM-LDA drops quickly. This phenomenon suggests that FM-LDA
may be very sensitive to non-relevant documents: including more clusters increases
the chance of including more non-relevant documents for diversification and the per-
formance of FM-LDA decreases in this situation.

For IA-select (Table 7.3), we see that in most cases, performance is improved by
applying diversification with cluster ranking. Exceptions include the following cases:
K = 10 using IA-P@5 and IA-P@10, K = 30 using α-NDCG@10 and K = 50 using
IA-P@10 where the performance stays the same.

For RR (Table 7.4), in all cases except when K = 50 using α-NDCG@10, diversifi-
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K Method α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
score avg. T score avg. T score avg. T score avg. T

10
IA-select 0.125 – 0.179 – 0.069 – 0.086 –
cIA-select 0.199M 2.00 0.221 2.00 0.053 3.30 0.056 6.58
cIA-selectT

∗ 0.199M 2 0.222 2 0.096 7 0.092 7

30
IA-select 0.116 – 0.165 – 0.063 – 0.073 –
cIA-select 0.145 7.00 0.158 7.64 0.079 14.36 0.077 16.00
cIA-selectT

∗ 0.185M 7 0.203 7 0.094M 16 0.090M 16

50
IA-select 0.146 – 0.193 – 0.078 – 0.092 –
cIA-select 0.181M 15.06 0.208 27.14 0.100 31.36 0.092 23.54
cIA-selectT

∗ 0.199M 9 0.226M 27 0.105M 32 0.096 23

Table 7.3: Results of IA-select vs. cIA-select. For each K, the results of cIA-select are
compared to the corresponding results of IA-select. Boldface indicates the best score
achieved for a given K. For cIA-selectT

∗
, the avg. T is the value of T ∗.

K Method α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
score avg. T score avg. T score avg. T score avg. T

10
RR 0.198 – 0.222 – 0.079 – 0.067 –
cRR 0.199 2.68 0.233M 6.00 0.085 2.00 0.083 1.00
cRRT ∗ 0.204 2 0.233M 6 0.091 2 0.083 1

30
RR 0.137 – 0.144 – 0.049 – 0.034 –
cRR 0.151 2.94 0.168 2.06 0.065 2.90 0.060M 1.00
cRRT ∗ 0.152 2 0.173M 2 0.068 M 2 0.060M 1

50
RR 0.157 – 0.177 – 0.057 – 0.045 –
cRR 0.160 5.00 0.172 4.86 0.067 3.20 0.056 3.92
cRRT ∗ 0.176M 5 0.188 5 0.072 3 0.063M 4

Table 7.4: Results of RR vs. cRR. For each K, the results of cRR are compared to the
corresponding results of RR. Boldface indicates the best score achieved for a given K.
For cRRT ∗ , the avg. T is the value of T ∗.

cation with cluster ranking outperforms the original method. Note that ranking clusters
is inherent for RR and the only difference between RR and cRR is that cRR applies
RR to the top T selected clusters. The improvement of cRR over RR shows that elimi-
nating from the diversification process clusters that are likely to be non-relevant to the
query can effectively improve the result diversification performance.

Finally, we take a look at cases where diversification with cluster ranking does
not outperform its original counterparts. Let us use cIA-select as an example. If we
look at the corresponding plots in Figure 7.3(b), 7.3(d) and 7.3(f) for the cases where
cIA-select loses against IA-select, we see that the performance curves of cIA-select
across different cut-off values T fluctuate frequently and on each curve, several local
maximums exist and the differences between those local maximums are small. On the
one hand this may create difficulties for the cross-validation approach to find a global
optimal T ; on the other hand, this indicates that the ranking of clusters needs to be
improved. Similar observations can be made for cMMR and cRR.
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7.5.3 Additional remarks

Although not directly related to our experimental objectives, in Table 7.5 we show the
performance of the initial retrieval result generated by the MRF model, as measured
using diversification metrics. We compare its performance to that of applying diver-
sification methods, and of the results of diversification with cluster ranking. For the
results of diversification with cluster ranking, we only show the runs with best perfor-
mance among different K values, in terms of α-NDCG@10 and IA-P@10. Note that
the value of K that results in the best performance may differ for different diversifi-
cation methods, which suggests that for optimizing performance and a careful model
selection, K should be tuned separately for each diversification method and metric.

Diversification with cluster ranking outperforms diversification over the complete
ranked list of documents, but does not always outperform the baseline, that is, the initial
ranked list returned by MRF. The performance of diversification with cluster ranking is
closely related to the performance of the underlying diversification methods: diversifi-
cation methods that perform better, e.g., IA-select and RR, result in better performance
with cluster ranking.2 The performance of FM-LDA is low in general, which may be
due to the fact that it retrieves too few relevant documents after diversification, as was
also found by Carterette and Chandar [35].

In Table 7.5 We notice that RR and its cluster-based version cRR, while simple, are
very effective compared to other diversification methods. The effectiveness of RR and
cRR may be due to the following. By applying RR, we first need to rank the clusters,
which potentially improves the early precision. On top of that, we select documents
from different clusters in a round-robin fashion, which promotes diversity. On top of
that, cRR cuts the clusters at top T , which further prevents potentially non-relevant
clusters from being included for diversification.

7.5.4 Answers to the main research question

We turn to our main research question RQ5a, for which we have obtained the follow-
ing answers. First, with an imperfect cluster ranker, diversification using documents
from a carefully selected number of top-ranked clusters can be more effective than di-
versification using all documents in the initial retrieved list. Second, in general, the
query likelihood-based cluster ranker and the predicted T are effective for improving
the performance of the diversification methods discussed in this chapter. In addition,
as discussed in Section 7.5.3, the performance of diversification with cluster ranking
is closely related to the performance of the underlying diversification method (that is,
without cluster ranking).

2The performance of IA-select and RR and their cluster ranking versions is between the median and
the best of systems taking part in the diversity task at TREC 2009 Web Track in terms of αNDCG@10
(best: 0.526; median: 0.175) and IA-P@10 (best: 0.244; median: 0.073).
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Methods α-NDCG@5 α-NDCG@10 K IA-P@5 IA-P@10 K
MRF (baseline) 0.118 0.170 – 0.069 0.088 –
MMR 0.122 0.169 – 0.066 0.083 –
cMMR 0.191M 0.216 10 0.090 0.096 50
FM-LDA 0.027H 0.029H 10 0.011H 0.008H 10
cFM-LDA 0.058H 0.072H 10 0.031H 0.029H 10
IA-select 0.146M 0.193M 50 0.078 0.092 50
cIA-select 0.199N 0.221M 10 0.100M 0.092 50
RR 0.198N 0.222M 10 0.079N 0.067O 10
cRR 0.200N 0.233N 10 0.085N 0.083 10

Table 7.5: Performance of the initially retrieved ranked list of documents (MRF) in
terms of diversity and the optimal performance of diversification methods and the cor-
responding cluster ranking versions. Clusters are ranked with query likelihood. Bold
face indicates improved performance over the baseline, i.e., MRF. Significance is tested
against the MRF baseline.

7.6 Sensitivity analysis
In this section, we offer a first of two rounds of analysis into the effectiveness of diver-
sification with cluster ranking. The analysis in this section provides insights into the
sensitivity of our proposed framework to various parameter settings. Specifically, we
aim to answer research questions RQ5b and RQ5c.

7.6.1 Impact of the cluster ranker and T

Recall research question RQ5b: What is the impact of the two main components,
namely, the cluster ranker and the selection of the number of top ranked clusters, on
the overall performance of diversification with cluster ranking? To answer this ques-
tion, we use a set of oracle experiments based on the oracle cluster ranker; we run the
experiments with oracle parameter settings as described in Section 7.4.1.

Figure 7.4 shows the trends of the performance of each diversification method
across values of T with the oracle cluster ranker. If we compare Figure 7.4 to Fig-
ure 7.3 on page 112, we see that in Figure 7.3 the retrieval performance fluctuates a
lot as T increases, that is, with many local maximums, while in Figure 7.4, the perfor-
mance curves are relatively smooth: they remain the same or decrease once an initial
maximum has been reached. This implies that, with a near perfect ranking of clusters,
we can find the globally optimal T by simply adding documents belonging to a clus-
ter ranked next, until the performance starts to decrease. On top of that, we clearly
see that optimal results are achieved by selecting a small number of top ranked clus-
ters. In addition, we notice that the oracle cluster ranker has a different impact on
different diversification methods. For example, in Figure 7.3, cIA-select has a simi-
lar performance as cMMR in most cases, while in Figure 7.4, cIA-select consistently
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Figure 7.4: Diversification with cluster ranking using oracle information as cRanker(·)
over different numbers of selected top ranked clusters (T ). The evaluation metrics are
α-NDCG@10 (top row) and IA-P@10 (bottom row). The number of clusters K is set
to 10 (7.3(a) and 7.3(d)), 30 (7.3(b) and 7.3(e)) and 50 (7.3(c) and 7.3(f)). Note that
the plots have different scales at Y-axis for different evaluation metrics.

outperforms other methods.
Now let us take a close look at the results of the oracle experiments, which use

oracle information for ranking clusters or determining T , or both. Tables 7.6–7.9 show
the oracle performance of diversification in three settings. First, T is selected using an
oracle and clusters are ranked with query likelihood. Second, T is automatically de-
termined and the clusters are ranked with the oracle cluster ranker. And, third, both T
and the cluster ranker use oracle information. For comparison, we also include results
of the following experiments: diversification over the complete ranked list of docu-
ments, and diversification with cluster ranking but without oracle information using
the predicted T and query likelihood cluster ranker.

Note that for IA-select and RR, since the importance of clusters is taken into ac-
count in the original algorithms when ranking with the oracle cluster ranker, their base-
lines change as well. For the baselines of IA-select and RR with oracle ranker, we use
the oracle information to rank the clusters for the two algorithms, but apply diversifi-
cation on the whole ranked list.

Two observations can be made. First, for each diversification method, both oracle
T and the oracle cluster ranker significantly improve the effectiveness of result diver-
sification over their corresponding baselines. Moreover, in the case of automatically
determined T , while not all cases are improved over the baselines when using the query
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Method To Ro α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
MMR – – 0.122 0.169 0.066 0.083

K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50

cMMR

– – 0.191M 0.157 0.178M 0.216 0.171 0.214M 0.070 0.077 0.090 0.069 0.090 0.096
+ – 0.281N 0.284N 0.264N 0.313N 0.307N 0.311N 0.140N 0.147N 0.144N 0.138 0.138N 0.146N

– + 0.312N 0.331N 0.357N 0.344NN 0.344 0.385N 0.146N 0.212N 0.204N 0.142N 0.178N 0.195N

+ + 0.369N 0.406N 0.417N 0.401N 0.432N 0.440N 0.204N 0.234N 0.233N 0.195N 0.217N 0.217N

Table 7.6: Results of MMR, cMMR and the oracle versions of cMMR. For each K
and each evaluation metric, the performance of the oracle runs is compared to the
corresponding performance of MMR. Columns To and Ro list whether the oracle T and
R are used. An increased performance compared to the baseline is shown in boldface.

Method To Ro α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50

FM-LDA – – 0.027 0.000 0.008 0.029 0.006 0.015 0.011 0.000 0.004 0.008 0.003 0.005

cFM-LDA

– – 0.058 0.020M 0.020 0.072M 0.027M 0.026 0.031M 0.009M 0.021N 0.029M 0.016M 0.021N

+ – 0.081N 0.036N 0.069N 0.092N 0.044N 0.077N 0.041N 0.018N 0.032N 0.035N 0.025N 0.034N

– + 0.069M 0.152N 0.192N 0.094N 0.197N 0.227N 0.036M 0.098N 0.118N 0.043N 0.122N 0.138N

+ + 0.096N 0.164N 0.214N 0.119 N 0.206N 0.246N 0.047N 0.103N 0.125N 0.051N 0.123N 0.140N

Table 7.7: Results of FM-LDA, cFM-LDA and the oracle versions of cFM-LDA. For
each K, the results of the oracle runs are compared to corresponding results of FM-
LDA. An increased performance compared to the baseline is shown in boldface.

likelihood-based cluster ranker, the proposed approach outperforms the baselines in all
cases when using the oracle cluster ranker, and many of the improvements are statisti-
cally significant. That is, the prediction of T is more effective when an oracle cluster
ranker is used.

Second, using the oracle cluster ranker results in better performance in terms of
the diversification metrics than using an oracle to determine T in all cases except in
the case of FM-LDA with K = 10 of α-NDCG@5 and IA-P@5; this suggests that the
oracle cluster ranker has a larger impact on the diversification results than the oracle
T . On top of that, combining the oracle cluster ranker and the oracle T always results
in improved performance.

In addition, for methods like IA-select and RR, the oracle information of cluster
distribution, as defined in 7.5, helps in both cases, with and without cluster ranking

Method To Ro α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50

IA-select – – 0.125 0.116 0.146 0.179 0.165 0.193 0.069 0.063 0.078 0.086 0.073 0.092
cIA-select – – 0.199M 0.145 0.181M 0.221 0.158 0.208 0.053 0.079 0.100 0.056 0.077 0.092
cIA-select + – 0.287N 0.252N 0.262N 0.317N 0.285N 0.291N 0.153N 0.130N 0.137N 0.150N 0.123N 0.127N

IA-select – + 0.316 0.362 0.361 0.342 0.388 0.376 0.186 0.212 0.214 0.186 0.206 0.205
cIA-select – + 0.347N 0.389M 0.372 0.372N 0.407 0.392 0.197M 0.216 0.223 0.193M 0.210 0.213
cIA-select + + 0.374N 0.424N 0.416N 0.394N 0.443N 0.429N 0.218N 0.245M 0.246M 0.209N 0.232N 0.231N

Table 7.8: Results of IA-select, cIA-select and the oracle versions of cIA-select. For
each K, the results of cIA-select and cIA-select with oracle T are compared to that of
IA-select, and the cIA-select runs where the oracle cluster ranker is used are compared
to the IA-select run with oracle cluster ranker. An increased performance compared to
the baseline is shown in boldface.
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Method To Ro α-NDCG@5 α-NDCG@10 IA-P@5 IA-P@10
K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50 K = 10 K = 30 K = 50

RR – – 0.198 0.137 0.157 0.222 0.144 0.177 0.079 0.049 0.057 0.067 0.034 0.045
cRR – – 0.199 0.151 0.160 0.233M 0.168 0.172 0.085 0.065 0.067 0.083 0.060M 0.056
cRR + – 0.225 0.197N 0.202N 0.274M 0.230N 0.243N 0.107M 0.095N 0.096N 0.125N 0.085N 0.096N

RR – + 0.296 0.334 0.346 0.284 0.325 0.339 0.121 0.146 0.153 0.068 0.091 0.096
cRR – + 0.339N 0.362N 0.361 0.357N 0.387N 0.384 0.179N 0.205N 0.202N 0.170N 0.190N 0.198N

cRR + + 0.382N 0.413N 0.422N 0.409 N 0.442N 0.442N 0.223N 0.239N 0.239N 0.208N 0.225N 0.226N

Table 7.9: Results of RR, cRR and the oracle versions of cRR. For each K, the results
of cRR and cRR with oracle T are compared to that of RR, and the cRR runs where
the oracle cluster ranker is used are compared to the RR run with oracle cluster ranker.
An increased performance compared to the baseline is shown in boldface.

and selection, as these methods take into account the importance of clusters and ora-
cle information provides a good approximation of the importance of clusters. In the
case of MMR and FM-LDA, where importance of clusters is not considered, oracle
information of cluster distribution only helps when cluster ranking is applied.

In summary, as an answer to research question RQ5b, we find that both the clus-
ter ranker and the cut-off value T are important for the effectiveness of our proposed
diversification with cluster ranking framework. Oracle information for either the clus-
ter ranker or the cut-off value T , or both, improves the performance of the proposed
framework. This indicates that the performance of each component has a large impact
on the overall performance of our framework. The cluster ranker has a larger impact
than the cut-off value T on the effectiveness of the proposed framework.

7.6.2 Length effect

Now we turn to research question RQ5c: Given that we use top ranked documents re-
trieved in response to a query for clustering as well as for diversification, how sensitive
is the performance of the proposed framework to the length of the list of documents
being selected?

We conduct the analysis experiments as described in Section 7.4.1, where we vary
the number of documents for clustering and for applying Algorithm 1 in three settings.
In order to summarize the massive amount of experimental results generated by the
three settings along with variations of other parameters, such as the number of clusters
K, the diversification method used (Div(·)) and the number of top ranked clusters se-
lected (T ), we use the following three types of scores: Min, Max and Avg. Specifically,
for a given experimental setting, a given K and a given Div(·), we apply Algorithm 1
with all possible values of T ∈ {1, ...,K} with the oracle cluster ranker. For simplic-
ity, we only use α-NDCG@10 as the evaluation metric. Then for each T we evaluate
the results as the average α-NDCG@10 scores over all 50 queries. If we write the
evaluation result as E(T ), i.e., as a function of T , we have

Min = arg min
T

E(T ), Max = arg max
T

E(T ), and Avg = ∑
T

E(T )/K.
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In other words, we compare the results from different settings in their worst perfor-
mance, best performance and average performance under different values of T , in
terms of α-NDCG@10 which is averaged over 50 queries. For each setting, as de-
scribed in Section 7.4.1, we compare the results of different settings of C and D, i.e.,
number of documents used for training the LDA model and the number of documents
used for applying Algorithm 1, respectively, to the result of our baseline setting, i.e.,
C = 500 and D = 1000. We use two-sided paired t-test for significance test, where the
significance level is set to 0.05. Tables 7.10–7.12 show the results.

In Table 7.10 we see that, in general, the differences between different settings of
C are not significant. There are two exceptions: cRR with K = 50, C = 100, which
significantly outperforms C = 500 in all three types of scores; and cFM-LDA with
K = 30, C = 100, where the performance difference is significant in terms of Avg
scores. However, these occasional significant differences in performance may due be
to various reasons; no clear pattern emerges in the overall performance when using
different numbers of document for training the LDA models under our diversification
framework.

From Table 7.11 we make two observations. First, we see that in general, smaller
values of D (i.e., D = 100,300) are preferred to D = 1000, as in all cases, none of
the D = 1000 outperform their D = 100,300 counterparts in terms of absolute values
of evaluation score. Second, for each diversification method, we see certain patterns
in their performance with different settings of D. For cMMR, cFM-LDA and cRR, in
general, D = 100 is preferred, as it achieves best performance in 24 out of 27 cases.
Particularly, in terms of Max scores, for all 3 diversification methods, D = 100 results
in best performance. Also, we see that for cFM-LDA, all the differences between
the D = 100,300 and D = 1000 are statistically significant. On the other hand, cIA-
select is an interesting exception among other diversification methods: it does not show
significant difference between different settings of D in any of cases. However, cIA-
select seems to slightly prefer D = 300, as it results in best scores for all cases.

In Table 7.12 we see a similar pattern as in Table 7.10 for cMMR and cFM-LDA.
That is, small numbers of documents (C = 100,D = 100 and C = 300,D = 300) are
preferred over a large number of documents (C = 500,D = 1000). In addition, the
observation that significant differences between different settings of C and D occur
under similar conditions as in Table 7.11 suggests that the results of Setting 3 are an
effect of D, the number of documents to which Algorithm 1 is applied. Besides, cIA-
select still shows no significant difference between different settings of C and D, with
a slight preference towards C = 300,D = 300.

In summary, we have the following conclusions for answering research question
RQ5c. We find that the number of documents used for clustering does not have a
significant and systematic impact on the overall performance of our proposed diversi-
fication framework. On the other hand, the number of documents used for applying
Algorithm 1 displays a systematic impact on the overall performance of the proposed
diversification framework. For all diversification methods, a smaller number of doc-
uments, e.g., 100, 300, is preferred over a large number, which is set to 1000 in our
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K = 10 K = 30 K = 50
Method Score C100 C300 C500 C100 C300 C500 C100 C300 C500

cMMR
Min 0.169 0.169 0.169 0.169 0.169 0.169 0.169 0.169 0.169
Max 0.351 0.340 0.344 0.379 0.399 0.375 0.405 0.403 0.385
Avg 0.258 0.262 0.259 0.267 0.256 0.256 0.258 0.257 0.248

cFM-LDA
Min 0.025 0.039 0.021 0.022 0.011 0.006 0.011 0.008 0.015
Max 0.115 0.097 0.094 0.226 0.237 0.197 0.269 0.271 0.227
Avg 0.050 0.053 0.038 0.056M 0.036 0.031 0.041 0.031 0.038

cIA-select
Min 0.334 0.334 0.342 0.389 0.405 0.388 0.386 0.407 0.371
Max 0.369 0.371 0.372 0.407 0.425 0.414 0.409 0.431 0.404
Avg 0.347 0.350 0.355 0.396 0.416 0.397 0.393 0.414 0.393

cRR
Min 0.283 0.281 0.284 0.351 0.357 0.325 0.372M 0.356 0.339
Max 0.358 0.367 0.357 0.395 0.409 0.387 0.423M 0.416 0.392
Avg 0.324 0.328 0.328 0.361 0.370 0.339 0.379M 0.367 0.348

Table 7.10: Results of Setting 1: C = 100,300,500; D = 1000. In each block, scores
from columns C100 and C300 are compared to their corresponding scores in column
C500; statistically significant difference between the scores from C100 (C300) and that
from C500 is annotated by M. The highest scores among different settings of C for a
given K, a given diversification method and a given type of score (Min, Max or Avg)
are shown in boldface.

experiments. In addition, we find that for cIA-select, both parameters do not show
significant impact on the final diversification results.

7.7 Impact of clustering structure
Now let us turn to research question RQ5d: What conditions should clusters fulfill in
order for diversification with cluster ranking to be effective?

Since our prime motivation for applying query-specific clustering and cluster rank-
ing to result diversification is its effect on promoting relevance, we first examine the
type of properties that makes query-specific clustering effective in promoting preci-
sion. On the other hand, from a diversification perspective, we expect that documents
contained in those top ranked clusters, while relevant to the general topic of a given
query, cover multiple facets or sub-topics of the general topic. Intuitively, if the docu-
ments contained in the top ranked clusters exclusively focus on a single narrow topic,
diversification will not be effective due to the lack of diverse content.

In summary, we expect that the clusters generated by a query-specific clustering
algorithm should satisfy the following conditions to make diversification with cluster
ranking effective:

Condition 1 Among all clusters, there exist a small number of clusters, which we call
high quality clusters, that contain most of the relevant documents;

Condition 2 The union of high quality clusters should contain documents associated
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K = 10 K = 30 K = 50
Method Score D100 D300 D1000 D100 D300 D1000 D100 D300 D1000

cMMR
Min 0.171 0.169 0.169 0.171 0.169 0.169 0.171 0.169 0.169
Max 0.378M 0.361 0.344 0.422M 0.416M 0.375 0.405 0.385 0.385
Avg 0.260 0.262 0.259 0.254 0.259 0.256 0.252 0.250 0.248

cFM-LDA
Min 0.132M 0.089M 0.021 0.095M 0.027M 0.006 0.099M 0.042M 0.015
Max 0.341M 0.237M 0.094 0.395M 0.340M 0.197 0.357M 0.320M 0.227
Avg 0.198M 0.132M 0.038 0.157M 0.074M 0.031 0.144M 0.076M 0.038

cIA-select
Min 0.327 0.352 0.342 0.359 0.392 0.388 0.366 0.385 0.371
Max 0.369 0.374 0.372 0.422 0.432 0.414 0.402 0.404 0.404
Avg 0.347 0.362 0.355 0.376 0.407 0.397 0.381 0.396 0.393

cRR
Min 0.315M 0.287 0.284 0.341 0.344 0.325 0.341 0.331 0.339
Max 0.376 0.363 0.357 0.425M 0.418M 0.387 0.421 0.403 0.392
Avg 0.349 0.333 0.328 0.368M 0.362M 0.339 0.369 0.347 0.348

Table 7.11: Results of Setting 2: C = 500, D = 100,300,1000. In each block, scores
from columns D100 and D300 are compared to their corresponding scores in column
D1000; statistically significant difference between scores from D100 (D300) and that
from D1000 is annotated by M. The highest scores among different settings of C for a
given K, a given diversification method and a given type of score (Min, Max or Avg)
are shown in boldface.

K = 10 K = 30 K = 50
Method Score top100 top300 top500 top100 top300 top500 top100 top300 top500

cMMR
Min 0.171 0.169 0.169 0.171 0.169 0.169 0.171 0.169 0.169
Max 0.381M 0.363 0.344 0.434M 0.430M 0.375 0.411 0.424 0.385
Avg 0.270 0.266 0.259 0.259 0.261 0.256 0.241 0.255 0.248

cFM-LDA
Min 0.101M 0.069M 0.021 0.055M 0.040M 0.006 0.050M 0.037 0.015
Max 0.327M 0.225M 0.094 0.398M 0.363M 0.197 0.355M 0.354M 0.227
Avg 0.171M 0.107M 0.038 0.123M 0.082M 0.031 0.094M 0.072M 0.038

cIA-select
Min 0.342 0.348 0.342 0.382 0.407 0.388 0.381 0.395 0.371
Max 0.376 0.386 0.372 0.420 0.440 0.414 0.415 0.427 0.404
Avg 0.360 0.362 0.355 0.400 0.428 0.397 0.390 0.409 0.393

cRR
Min 0.303 0.275 0.284 0.370 0.363 0.325 0.328 0.346 0.339
Max 0.386 0.368 0.357 0.438M 0.436M 0.387 0.408 0.439 0.392
Avg 0.349 0.328 0.328 0.394M 0.380M 0.339 0.356 0.367 0.348

Table 7.12: Results of Setting 3: top100 denotes C = 100,D = 100, top300 denotes
C = 300,D = 300 and top500 denotes C = 500,D = 1000. In each block, scores from
columns top100 and top300 are compared to their corresponding scores in column
top500; statistically significant difference between scores from top100 (top300) and
that from top500 is annotated by M. The highest scores among different settings of C
for a given K, a given diversification method and a given type of score (Min, Max or
Avg) are shown in boldface.
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with multiple facets of a query, or in other words, documents whose content are
sufficiently different.

In the following sections, we examine the impact of the above two conditions on the
effectiveness of our diversification with cluster ranking framework.

7.7.1 Preliminaries
Measuring the two conditions

In order to examine how the two conditions mentioned above are reflected by different
types of clustering structures, we need measures that are able to capture the character-
istics of a given clustering structure with respect to these two conditions.

Note that in Section 6.3.4 on page 87, we have already studied the properties of
clustering structure that promote precision, which is exactly the requirement stated
by Condition 1. Here we translate Condition 1 into the Precision score, which on
the one hand, measures the amount of relevant documents contained in a given set of
documents, and on the other hand, limits the size of the set of documents. That is, we
do not want to have a set of clusters containing most of the relevant documents merely
due to the fact that most documents are assigned to them.

For Condition 2, we propose to use an adapted version of the Coherence Score,
which reverses the score so as to reflect “diversity” instead of “coherence.” It is defined
as:

rCoh(D) = 1−Co(D). (7.6)

As pointed out in Chapter 3, the coherence score gives a higher value to a structured
data set than to a random set, and among structured data sets it gives higher values to
sets with fewer clusters. In our case, the reversed Coherence score gives a high score
to a set of documents if it has a rich sub-cluster structure; a low score if documents
within the set are highly similar.

7.7.2 Clustering structure
Now let us look at the clustering structure generated by the LDA models and hierar-
chical clustering with complete linkage, in terms of Precision and reversed Coherence
scores.

Note that in Algorithm 1, given a ranked list of clusters, the diversification proce-
dure is applied to the union of the documents contained in the top T clusters. Accord-
ingly, the Precision and reversed Coherence scores are also calculated on the union of
documents belonging to the top T clusters, which we refer to as accumulated Preci-
sion and accumulated reversed Coherence Scores, as the measures are taken on all the
documents in the selected clusters.

To illustrate the cluster structure with respect to Condition 1, we first rank the
clusters using the oracle cluster ranker as described in 7.3.2, which is equivalent to
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ranking with accumulated Precision scores. Then we plot the distribution of the accu-
mulated Precision scores and reversed Coherence Scores for documents in the top T
clusters, where T = 1, ...,K. Figure 7.5 shows the distribution of accumulated Preci-
sion scores and Figure 7.6 shows the distribution of accumulated reversed Coherence
Scores among documents from the top T clusters. We see an interesting difference
between the two clustering algorithms, namely, LDA and hierarchical clustering with
complete linkage.

In Figure 7.5 we see that the early Precision scores of clusters generated by LDA
are higher than those generated by the hierarchical clustering on average, but also have
a larger variance. Note that the accumulated Precision score for the two clustering al-
gorithms should converge to the same value at some point, as the same initial ranked
list is used for both clustering procedures. For LDA, as the number of clusters being
included increases, the accumulated Precision scores decrease quickly, while for hier-
archical clustering, the change is not very obvious, especially in the case of 10 clusters.
The above observations suggest that clusters generated by LDA are more likely to sat-
isfy Condition 1 than clusters generated by hierarchical clustering.

In Figure 7.6 we see that top ranked clusters generated by hierarchical clustering
with complete linkage have higher accumulated reversed Coherence Scores than those
generated by LDA. In other words, the clusters generated by LDA are more likely to
focus on a single topic or just a few sub-topics, while clusters generated by hierarchical
clustering are more likely to contain documents associated with multiple sub-topics or
with diverse content. These observations suggest that clusters generated by hierarchical
clustering are more likely to satisfy Condition 2 than those generated by LDA, that is,
containing more diverse material.

7.7.3 Impact on the performance of the proposed diversification
framework

Now that we have seen that the clusters generated by LDA and hierarchical clustering
have a difference in their clustering structure, let us examine whether this difference
has an impact on the overall performance of our proposed diversification framework.

Figure 7.7 shows the results of diversification with cluster ranking with hierarchical
clustering and LDA, in terms of α-NDCG@10 and IA-P@10. All clusters are ranked
with the oracle cluster ranker, so that we see how the clustering structure influences
the performance under a perfect ranking. To incorporate hierarchical clustering into
our proposed diversification framework, for cRR and cMMR, we simply apply Al-
gorithm 1 with the clusters generated by hierarchical clustering. For cFM-LDA and
cIA-select, we use hierarchical clustering to generate the clusters, and select the top
ranked clusters for diversification. While applying Algorithm 1, we still use LDA for
modeling the sub-topics of a query. That is, hierarchical clustering is only used for
selecting documents to be diversified. In addition, in Table 7.13 we show the Pearson
correlation between the end performance of our proposed framework and the Precision
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Figure 7.5: Distribution of accumulated Precision scores among clusters. Fig-
ures 7.5(a)–7.5(c) show the accumulated precision scores for clusters generated by
hierarchical clustering, over 50 queries. Figures 7.5(d)–7.5(f) show the same scores
for clusters generated by LDA. In each box, the “�” at the central position is the me-
dian, the edges of the box are the 25th and 75th percentiles, the whiskers extend to the
most extreme data points not considered outliers, and outliers are plotted individually
as “◦”.

scores and reversed Coherence scores, which are calculated as in the previous section
(Section 7.7.2). All correlations are significant except in the case for cFM-LDA, where
the correlation between the reversed Coherence score and diversification result is not
significant.

We notice that different diversification methods show different behaviors given dif-
ferent clustering algorithms. Let us refer to a diversification with cluster ranking pro-
cedure based on LDA as “the LDA version,” and a procedure based on hierarchical
clustering with complete linkage as “the HC version.”

For cMMR and cFM-LDA, we see that from Figure 7.7 that initially, the LDA
versions outperform their corresponding HC versions in all three settings of K, number
of clusters, set to 10, 30 and 50. As T increases, the HC versions can outperform the
LDA versions, and vice versa; when T = K, since both versions are applied on the
same initial ranked list, the performance ends up as the same.

In Table 7.13 we see that for cMMR and cFM-LDA, the correlation scores between
the diversification results (measured by α-NDCG@10 and IA−P@10) and the Pre-
cision score is stronger than that between the diversification results and the reversed
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Figure 7.6: Distribution of accumulated reversed Coherence scores among clusters.
Figures 7.6(a)–7.6(c) show the accumulated reversed Coherence scores for clusters
generated by hierarchical clustering, over 50 queries. Figures 7.6(d)–7.6(f) show the
same scores for clusters generated by LDA. In each box, the “�” at the central position
is the median, the edges of the box are the 25th and 75th percentiles, the whiskers
extend to the most extreme data points not considered outliers, and outliers are plotted
individually as “◦”.

Coherence scores. This may be the reason why the initial performance of the LDA
versions is better than that of the HC versions. As with small T , the early precision
of top ranked clusters has a larger impact on the performance of the proposed diver-
sification framework. Recall that in Section 7.5 we noticed that the cFM-LDA selects
relatively small T and we hypothesized that cFM-LDA is very sensitive to the non-
relevant documents included when more clusters are included for diversification. The
high correlation between the performance of cFM-LDA and the Precision scores, as
we see from Table 7.13, further suggest that the gain of cFM-LDA by applying diver-
sification with cluster ranking comes from the increased precision at the top ranked
clusters.

For cRR and cIA-select, we see that in Table 7.13, α-NDCG@10 is found to have a
stronger correlation with the reversed Coherence scores than with the Precision scores,
while IA-P@10 has a stronger correlation with the Precision scores than with the re-
versed Coherence scores. In Figure 7.7, correspondingly, we see that for IA-P@10, the
LDA versions greatly outperform the HC versions at small T s, which may be caused
by the high early precision of the LDA versions. For α-NDCG@10, where the correla-
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tion between the diversification performance and the precision is not as strong, we see
that for cRR, the LDA versions only slightly outperform the HC versions for small T s
and for cIA-select, the HC versions outperform the LDA versions. We also notice that
for these two diversification methods, for larger T s in the case of K = 30 and 50, the
HC versions outperform the LDA versions in terms of both evaluation metrics, which
suggests that the HC version may have achieved a better balance between Condition 1
and Condition 2 than the LDA version at larger T s for these two methods.

Finally, it seems that out evaluation measures, α-NDCG and IA-P, have different
preferences concerning relevance and diversity. In particular, IA-P has a bias towards
precision as it consistently has a higher correlation with precision than with reversed
coherence.
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Figure 7.7: Comparison of diversification results using the clusters generated by hier-
archical clustering to clusters generated by LDA. In both cases, the clusters are ranked
by oracle cluster ranker.

7.7.4 Conclusions
In summary, in this section, we posit that the clusters generated by a clustering algo-
rithm should fulfill two conditions with respect to precision and diversity for our pro-
posed diversification framework to be effective. Empirical results show that for most
diversification methods, both conditions are significantly correlated with the overall
performance of the framework. The impact of the two conditions on the overall per-
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Measure Comp. Type cRR cIA-select cFM-LDA cMMR

αNDCG@10
Precision 0.2968 0.2384 0.6117 0.3862
rCoh 0.4062 0.2714 0.0549 0.3212

IA-P@10
Precision 0.4180 0.4135 0.6863 0.3612
rCoh 0.2391 0.2528 0.0133‡ 0.1650

Table 7.13: Pearson correlation coefficients. All correlation scores are statistically
significant (p-value < 0.01) except the one with the ‡ sign. Precision refers to the
accumulated Precision scores for top T clusters, where T = 1, ...,K and rCoh refers to
the accumulated reversed Coherence scores.

formance, however, is dependent on the type of diversification method used, which
suggests that when choosing a specific clustering algorithm, one should take into ac-
count the properties of the diversification method to be used.

7.8 Conclusions and further discussions

We investigated whether and how query-specific clustering can be used for improv-
ing the effectiveness of result diversification. More specifically, our aim was to take
advantage of cluster-based retrieval methods for promoting relevance and restricting
result diversification to a select set of high quality clusters that contain large numbers
of relevant documents so as to improve the effectiveness of diversification in terms of
both relevance and diversity.

Our main findings can be summarized as follows. First, we proposed a diversifica-
tion framework based on query-specific clustering with cluster ranking and selection,
in which the diversification procedure is restricted to documents associated with clus-
ters that potentially contain large numbers of relevant documents. The framework was
shown to improve the performance, as measured by α-NDCG and IA-P, of several
types of diversification methods using a query likelihood based cluster ranker and a
cluster cut-off value T which is automatically determined via cross-validation.

On top of that, we analyzed the effectiveness of the proposed diversification frame-
work with respect to four aspects: the cluster rankers, the cluster cut-off value T , the
length effect of the initially retrieved ranked list, as well as the clustering structure
generated by the clustering algorithms. We showed that both the performance of the
cluster ranker and the choice of the cluster cut-off value T are crucial to the overall
performance of our diversification framework. Also, the overall performance of the
proposed framework is influenced by the length of the initially ranked list of docu-
ments. We posited two conditions that the clusters generated by a clustering algorithm
should fulfill in order for the diversification with cluster ranking to be effective. Our
empirical results have shown that these conditions have a strong correlation with the
overall performance, but the strength of the impact of each condition depends on the
specific diversification method that is used. In addition, the question of “which cluster-
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ing algorithm can effectively generate the desired clustering structure” remains, which
we leave for the future work.

Our findings are interesting for the development of new diversification methods as
well as for cluster-based retrieval models for faceted queries. At the same time, various
options for further analyses within our proposed diversification framework remain. We
have only experimented with a simple strategy for ranking clusters and the oracle ex-
periments show that there is sufficient room for improvement with more sophisticated
ranking approaches. Similarly, we have shown that there exists an optimal value of
T , with which the effectiveness of diversification can be maximized. Clearly, more
sophisticated learning methods should be explored for this purpose.




