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Chapter 8
Automatic Link Generation with Wikipedia

In Part I and Part II of the thesis we have been using an implicit and internal represen-
tation of topics. That is, topics are represented using the statistics of the terms within
the documents being analyzed. In part III, we turn to an explicit and external repre-
sentation, and zoom in on the word/phrase level to look at topic representations. Using
definition or descriptions from an external knowledge base to represent the topical in-
formation identified in a word/phrase in context. Such a representation is useful for
providing background knowledge that helps users to understand difficult concepts as
well as to capture the meaning of ambiguous words or phrases while reading a piece
of text. In this part of the thesis, we focus on how this type of representation can be es-
tablished. We study this problem in the context of Automatic Link Generation (ALG)
with Wikipedia, which can be described as follows: for a given piece of text, which
is referred to as a source text, identify a set of anchor texts, i.e., words and phrases
that need background information from a knowledge base, and for each anchor text,
find a target page in Wikipedia that provides the background information for it. In
short, there are two problems that need to be solved in the ALG task, namely, for each
word/phrase in a source text, (i) whether a link should be generated? and (ii) if so,
where to link to?

As discussed in Chapter 2, both as a target knowledge base as well as a training
collection, Wikipedia provides useful statistics and that has been exploited by many
studies. Particularly, the data-driven approach proposed by Milne and Witten [178]
that uses existing Wikipedia links as training examples has shown state-of-the-art per-
formance. Here, we study the problem of “learning to link with Wikipedia” from two
perspectives.

In Chapter 8, we analyze the impact of a set of factors on the performance of au-
tomatic link generation while learning linking patterns from Wikipedia itself. More
specifically, what are the impact of training collections and learning methods? In ad-
dition, is the model learnt from existing Wikipedia links effective when evaluated with
manual assessments? In summary, we formulate the following main research question
for this chapter:
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136 Chapter 8. Automatic Link Generation with Wikipedia

RQ6 While exploring Wikipedia’s link structure for relating the two topical represen-
tations, what is the impact of the evaluation type, training collection and learning
methods?

In Chapter 9, we move from using Wikipedia for evaluation towards a more realistic
problem, where we aim to annotate radiology reports by generating links from med-
ical phrases in the reports to Wikipedia. The main research question we address in
Chapter 9 is as follows.

RQ7 Can state-of-the-art ALG systems that are, in principle, domain independent, be
effectively applied to linking texts from a specific domain to Wikipedia? If not,
can we improve the effectiveness of automatic link generation by considering
domain specific properties of the data?

8.1 Introduction
In this chapter, we focus on exploring machine learning methods and learning material
for link detection. We conduct this study within the context of the link-the-wiki task
specified at INEX. The main purpose of our study here is as follows.

First, we want to test how our learning methods work on the link-the-wiki task. Par-
ticularly, Huang et al. [113] have shown that existing Wikipedia links are far from per-
fect when evaluated against human assessments: there exist many trivial links such as
dates in the Wikipedia links, which are actively rejected by human assessors. Here we
are interested in how the results learnt from the existing Wikipedia links will be judged
by human assessors. On top of that, as discussed in Section 2.3.3 on page 23, within
the context of the link-the-wiki task, automatic link generation is defined as a ranking
problem for recommendation purposes, we are interested in how a learning to rank
approach works as it directly optimizes the rankings instead of assigning binary deci-
sions to candidate links as a classification method would do. Specifically, we formulate
two different learning problems, i.e., a binary classification problem versus a ranking
problem. Both problems are solved using Support Vector Machines (SVMs) [47]. See
Section 8.2.2 for details about the learning problems and how SVMs are used to solve
them.

Second, we train our models with different versions of Wikipedia. The two versions
used, namely Wikipedia 2008 [56] and Wikipedia 2009 [219], differ in the amount of
articles they contain as well as in the amount of links, as pages are added and deleted
as time passes by. We experiment with both collections so as to see the impact of the
training material used.

In addition, we explore a set of features for constructing the classifiers/rankers. In
order to examine the effectiveness of the features, we also heuristically combine the
two intuitively most useful features without sophisticated learning methods.

In summary, we seek answers to the following specific research questions (with
respect to our main research question RQ6 introduced above):
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RQ6a When the ALG task is viewed as a ranking problem, is a learning to rank ap-
proach more effective than a binary classification approach?

RQ6b Do different versions of the Wikipedia collection (with, potentially, differences
in collection size, numbers of links, etc.) result in performance differences when
used as training material?

RQ6c Are the features used for learning the models effective? Are there single fea-
tures whose contribution to the linking results is dominant?

The rest of the chapter is organized as follows. In Section 8.2 we first specify the nota-
tion we use throughout this part of the thesis, followed by a brief introduction to using
SVM for binary classification and for ranking. In Section 8.3 we introduce the learning
approaches applied to our task. We specify the experimental setup in Section 8.4. In
Section 8.5 we discuss the experimental results. We conclude in Section 8.6.

8.2 Preliminaries

8.2.1 Notation
Let T = {ti}|T |i=1 be a set of source texts, and W = {d j}|W |j=1 be the Wikipedia collection,
where | · | denotes the number of elements in a set.

The goal of a link generation system is to (i) identify a set of anchor texts At =
{ak}

|At |
k=1 from t, e.g., a radiology report, and for each a, (ii) find a target page d∗ ∈W

such that a and d∗ form a link l(a,d∗). We refer to the first task as anchor text detection,
and the second task as target finding.

The anchor text a is selected from a set of all possible ngrams NGt = {ngn}|NGt |
n=1

found in t. The target page d∗ is selected from a set of candidate target pages for
anchor a, which is written as Ca = {cm}|C

a|
m=1. The candidate target set can be the whole

Wikipedia collection, but in practice, often a subset of the Wikipedia collection is
considered for efficiency reason.

8.2.2 SVM: binary classification versus ranking
In this section, we briefly review using Support Vector Machines (SVMs) for solving
a binary classification problem and for solving a ranking problem. In the next section,
we will use these two algorithms to solve our learning problem in the context of ALG.

Binary classification

Let a set of training instances D = {(xi,yi)|xi ∈ℜM,yi ∈ {−1,1}}N
i=1 be given, where

xi is an M-dimensional vector, e.g., an instance with M features and yi is the corre-
sponding label of xi, which is either−1 or +1. The goal of the classification algorithm
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is to find a hyperplane wx + b that separates the instances with label −1 from those
with label +1. Often, there exist multiple hyperplanes satisfying this requirement. In-
tuitively, the hyperplane that maximizes its distance to the nearest instances from each
class would be the best choice. This distance is referred to as margin. Therefore the
goal is to find the hyperplane defined by parameters w and b that separates the two
classes and maximizes the margin.

Ideally, when the instances from the two classes are linearly separable, we have
yi(wxi + b) ≥ 1. That is, all training instances are correctly classified and located
outside or on the margin. Note that the nearest instances from the two classes are
located on the margin, which defines two parallel hyperplanes: wx1 + b = −1 and
wx2 +b = +1, where x1 and x2 are the nearest instances on the hyperplanes of the two
different classes. The distance between the two hyperplanes, i.e., the margin can be
derived at w

||w||2 (x1−x2) = 2
||w||2 .

In summary, to find the hyperplane defined by w and b, the following optimization
problem is formulated:

min
m,b,ξ

1
2
||w||2 +C

N

∑
i

ξi, (8.1)

subject to {
yi(wxi +b)≥ 1−ξi, i = 1, ...,N;
ξi ≥ 0, i = 1, ...,N.

(8.2)

The first term in Eq. 8.1 corresponds to the maximization of the margin, and the second
term introduces a slack variable ξ that allows certain classification errors in the training
set in the case when the data set is not linearly separable. The parameter C is used to
control the degree of tolerance for the errors.

Ranking SVM

Ranking SVM is a widely used technique for learning the structure of pairwise order-
ing between documents in Information Retrieval [106, 127]. Here, for simplicity, we
follow the formulation in [127].

Given a set of documents D = {di}m
i=1 and a set of queries Q = {qk}n

k=1, a set of lin-
ear ranking functions fw(q) are defined so that the maximum number of the following
inequalities is fulfilled:

∀(di,d j) ∈ r∗1 :wφ(q1,di) > wφ(q1,d j),
...

∀(di,d j) ∈ r∗n :wφ(qn,di) > wφ(qn,d j),

where r∗ is the optimal ranking of documents with respect to a query q in the training
data where di is ranked higher than d j, φ(q,d) is a feature vector that describes the
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matching between a query q and a document d, and w is a weight vector that is to be
learnt. Further, i 6= j and the ordering is strict. For any weight vector w, documents are
ordered by their projection of feature vectors φ(q,d) onto w. The optimization goal is
therefore to find a weight vector w such that a minimum number of document pairs in
the training set are disordered.

This optimization goal can be formulated as a binary classification problem on
pairs of documents. Let xi jk = φ(qk,di)−φ(qk,d j), and the target value is defined as
the ordering of the pair of documents given the query qk:

yi jk =

{
+1 di �r d j

−1 d j �r di,
(8.3)

where �r denotes an ordering of a pair of documents di and d j under a ranking r.
Let a set of training examples consisting of a set of ranking lists R = {rk}n

k=1 with
respect to a set of queries Q = {qk}n

k=1 and document collection be given. By adding
the regularization term and the slack variable ξ to allow errors on training set, the
SVM formulation of the classification problem is defined as the following constraint
optimization problem:

min
w,ξ

1
2
||w||2 +C∑ξi jk, (8.4)

subject to

∀di �r d j,k yi jkwxi jk ≥ 1−ξi jk, (8.5)
ξi jk ≥ 0. (8.6)

Note that we only consider the situations di �r d j in the constraint, (the situations that
d j �r di are implied by the given constraints), therefore y can be left out for simplicity:

∀di �r d j,k wxi jk ≥ 1−ξi jk (8.7)

We can see that Eq. 8.4 is very similar to Eq. 8.1. The only difference is the slack
variable ξ . In binary SVM, a ξi is obtained with respect to a single instance xi, and
in ranking SVM, a ξi jk is obtained with respect to a document pair (di,d j) for a query
qk. The learning algorithm aims to find a ranking which minimize the number of
constraints being violated on the training set. For a given set of test documents and
queries, the output of the learnt model can be used to sort the documents with respect
to a given query, i.e., the projection of the feature vector φ(q,d) on the learnt weight
vector w:

RSV (q,d) = wφ(q,d). (8.8)

8.3 Method
We consider the linking task as consisting of two sub-tasks, namely, the anchor detec-
tion task and target finding task. Following [178], we first solve the target finding task,
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and then identify the links, i.e., anchor–target pairs. For both tasks, we use a machine
learning based approach. Below, we formulate the anchor detection and target finding
as a binary classification problem and as a ranking problem.

8.3.1 Learning problems for ALG

Now let us formulate the learning problems for the two sub tasks of ALG, anchor
detection and target finding.

First, we look at the case of binary classification. For a given source text t, a set
of ngrams NGt is extracted and for each ngram ng ∈ NGt a set of candidate target
pages Cng are collected. For target finding, each pair (ng,c) is seen as an instance
and a feature vector is constructed. A classifier is trained to classify pairs (ng,c) into
{linked, not-linked}. The label “linked” indicates that c is a target for ng, and “not-
linked” indicates that c is not a target for ng. For anchor detection, each of the ngrams
ng is an instance and we classify it into one of the two classes: {anchor, non-anchor}.

Next, we formulate the ranking problems. For target finding, each ng can be seen
as a query, and the set of candidate target pages are the corresponding documents that
need to be ranked. The goal is to rank the candidate pages in Cng in descending order
from the most appropriate page to the least appropriate page as a target page for ng.
For anchor detection, each source text t can be seen as a query, and the ngrams NGt

extracted from t can be see as the corresponding “documents.” That is, all ngrams in
NGt are ranked in descending order from the most appropriate to least appropriate as
an anchor text for t.

Below, we specify the features we use for training classification models and ranking
models for the two tasks.

8.3.2 Features

We identify 6 types of feature for learning a preference relation between the candidate
links. Table 8.2 specifies in which stage each type is used and Table 8.1 lists the
features. Here, we discuss the motivations for using them and detail the formulation of
some.

Ngram features

The ngram features suggest how likely a given ngram would be marked as an anchor
text, without any other information such as its context in the source page, which in-
cludes its length, IDF score, the number of candidate targets associated with it, and its
ALR (Anchor Likelihood Ratio) scores. IDF is calculated as

IDF(ng) = log
(

|W |
|{di|1≤ i≤ N,ng ∈ di,di ∈W}|

)
,
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Ngram features
Length(ng) Number of words contained in the ngram
IDF(ng) IDF score of the ngram
ALR(ng) ALR score of the ngram, as detailed in Eq. 8.9
|Cand(ng)| Number of candidate target pages associated with the ngram
Ngram - target features
TitleMatch(ng, c) Three values - 2: exact match; 1: partial match (i.e., either the title

contains the ngram, or the ngram contains the title); 0: no match
RatioLink(ng, ct) Link ratio of the ngram and the candidate target page, see Eq. 8.10
RatioAnchor(ng, c) Anchor ratio of the ngram and the candidate target page, see Eq. 8.11
Ret uni(ng, c) Retrieval score with unigram model, i.e., BM25 with default

parameter settings
Ret dep(ng, c) Retrieval scores with dependency model, i.e., Markov Random Field

model as described in [174]
Rank dep(ng, c) Rank of the target page with the dependency retrieval model
Target features
#Inlinks(c) Number of in-links contained in the candidate target page
#Outlinks(c) Number of out-links contained in the candidate target page
#Categories(c) Number of Wikipedia categories associated with the candidate target

page
Gen(c) Generality of the candidate target page as described in [178]
Ngram - source features
TFIDF(ng, t) TFIDF score of the ngram in the source page
First(ng, t) Position of first occurrence of the ngram in the source page,

normalized by the length of the source page
Last(ng, t) Position of last occurrence of the ngram in the source page,

normalized by the length of the source page
Spread(ng, t) Distance between first and last occurrence of the ngram in the source

page, normalized by the length of the source page
Source-target features
Sim(c, t) Cosine similarity between the candidate target page and the source page
Ret unigram(c, t) Retrieval score using the title of the candidate target page as query

against the source page; using BM25 as retrieval model
First stage scores
score(ng, c) Output of the ranker for the candidate target page given the ngram
rank(ng, c) Rank of the candidate target page according to the learnt ranker

Table 8.1: Features used for learning the preference relation.

where di is a Wikipedia page containing this ngram. The ALR score can be inter-
preted as a model selection between two models using log likelihood ratio [166]. As-
sume we have two collections, the anchor collection AW which contains all the anchor
texts found in Wikipedia, and a background collection NW , which contains all pos-
sible ngrams found in Wikipedia. Given an ngram ng, we compare the probability
that it comes from AW or NW , if ng is randomly drawn from one of the collections.
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Specifically, it is calculated as

ALR(ng) =
|{ng|ng ∈ A}|
|AW |

· |NW |
|{ng|ng ∈ N}|

, (8.9)

A large ALR value indicates that the ngram is more likely to be an anchor text than a
common word sequence from the background collection.

Ngram-target features

The ngram-target features describe how well an ngram and its corresponding candidate
target page are related. On the assumption that each Wikipedia page is about a specific
topic that is usually denoted by its title, the first feature we use is the match between
an ngram and the candidate target page. The second type of feature in this category
consists of indicators of how likely a given ngram ng and a candidate target page c are
linked, which is expressed by the following two scores: RatioLink and RatioAnchor.
The former is the ratio between the number of times ng and c are linked and the number
of times c is being linked as a target page in the collection. The latter, i.e., RatioAnchor,
is the ratio between the number of times ng and c are linked and the number of times
ng is used as an anchor text in the collection:

RatioLink(ng,c) =
|Lng,c|
|inlink(c)|

(8.10)

RatioAnchor(ng,c) =
|Lng,c|

|{ng|ng ∈ AW}|
(8.11)

Here, |Lng,c| = |{l(a,d∗)|a = ng,d∗ = c,d ∈W}| denotes the number of times that
ngram ng and c are linked in Wikipedia, and |inlink(c)| denotes the number of times
that c is used as a target page and linked to from some anchor texts in Wikipedia.

Moreover, we adopt retrieval scores between the ngram and the candidate target
pages as features (ngram as query), which is an obvious description of the relatedness
of the two.

Target features

The target features are indicators of how likely a candidate target page alone would be
linked with some anchor text in the collection. To this end we explore features such
as counts of the inlinks and outlinks within the candidate target page, as well as the
Wikipedia category information associated with it.

Ngram-source features

This type of feature describes the importance of the ngram within its context, i.e.,
source page. One would assume that an ngram being selected as an anchor text should
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Learning Stage Ngram Ngram-target Target Ngram-source Source-target 1st-stage
Candidate targets ranking x x x
Candidate links ranking x x x x x x

Table 8.2: Features and their corresponding application in different learning stages.

be somewhat important to the understanding of the whole source page as well as being
content-wise related. Here, we use the TFIDF score of the ngram and its location
within the source page as an indication of the importance of a ngram within a source
page.

Source-target features

The source-target features describe the degree of relatedness between a source page
and a candidate target page. One obvious feature is the similarity between the two
pages. In addition, as a candidate target page itself is about a specific topic, we could
measure how important this topic is, or in other words, how well this topic is being
expressed in the source page. We measure it by using the title of the candidate target
page as a query and calculating the retrieval score against the source page.

First stage score

As said, we first solve the target finding problem and then identify the anchor texts
from a source text. Once target ranking has been completed (in the first stage), we get
the ranking score and the rank of each candidate. In the second stage, we select the top
X candidate targets to construct the candidate links with their corresponding ngrams,
where the scores and ranks from the first stage are used as features.

8.4 Experiments

8.4.1 Training setup
We use two Wikipedia collections provided by INEX, namely the Wikipeida 2008
collection and the Wikipedia 2009 collection, to generate training data. We list some
of the statistics of the two collections in Table 8.3.

For learning both the binary SVM and the RankingSVM, we randomly sample 500
pages from each of the Wikipedia collections for training and 100 pages for validation.
For both SVMs we use the linear kernel and tune the regularization parameter C on the
validation set. To learn the model for target finding, we use only the annotated anchor
texts in Wikipedia and their corresponding candidate target pages as instances. The
candidate target pages are collected using existing Wikipedia links. Over the training
data, we assign a label +1 to the real target page of ng, and a label of −1 to the rest of
the pages in Cng. For training the anchor detectors we use all ngram-candidate target
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Collection Total pages Total links
Wiki2008 659,388 17,018,711
Wiki2009 2,666,190 135,932,550

Table 8.3: Statistics of the two Wikipedia collections used in this chapter.

Run Description
Wiki08 binary Binary classification, trained on wiki08
Wiki08 rank Ranking SVM, trained on wiki08
Heuristic A heuristic run, combine the ALR and IDF for link ranking,

but using rankingSVM for target ranking
Wiki09 binary Binary classification, trained on wiki09
Wiki09 rank Ranking SVM, trained on wiki09

Table 8.4: Description of 5 experimental runs.

pairs as instances. Here, we assign a label of +1 to the annotated anchor texts and for
the rest of the ngrams in NGt , we assign a label of −1.

We use the Weka [81] SVM implementation for training the binary classification
SVM and SVMLight1 for training the Ranking SVM. Note that since we will evaluate
the resulting links using rank based evaluation metrics, we need to transform the result
of binary classification to a ranked list. The Weka toolkit provides a confidence score
for the predicted target value along with the classification results. We rank the resulting
target pages and anchor texts in descending of their confidence scores of being a target
page or an anchor text.

8.4.2 Experimental setup

With respect to the three research questions discussed in Section 8.1, we generate 5
runs as specified in Table 8.4. For the heuristic run we do not use a learning method
for anchor text ranking; it only uses RankingSVM for target identification. For anchor
detection, we filter the candidate links whose ALR score is less than 0.2, and rank
the remaining ones with their IDF scores. The ALR and IDF scores are calculated
over the Wikipedia 2009 collection. This run serves as a baseline for other machine
learning based approaches. The heuristics used in this run, i.e., the ALR and IDF
scores, however, are the features that are most close to human intuitions, where ALR
represents how likely an ngram is involved in a link based on the observation of existing
links and IDF represents the degree to which an ngram is uncommon.

1http://svmlight.joachims.org/
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Figure 8.1: Precision-Recall plots for the 5 runs.

RunIDs R@0.05 R@0.1 R@0.2 R@0.5
Wiki08 binary 0.61 0.44 0.39 0.09
Wiki08 rank 0.60 0.46 0.40 0.10
Heuristic 0.77 0.68 0.56 0.35
Wiki09 binary 0.65 0.50 0.44 0.21
Wiki09 rank 0.64 0.51 0.43 0.20
WikipediaGT 0.84 0.73 0.66 0.51

Table 8.5: Average precision at different recall levels, where R@X indicates the preci-
sion score at a recall of level X.

8.4.3 Evaluation
We use the INEX 2009 link-the-wiki topics as testing topics, which consist of 33 topics.
Results reported here are actually submitted to the INEX2009 link-the-wiki track, and
therefore all are manually accessed. As discussed in Section 2.3.3 on page 23, the
INEX link-the-wiki track evaluates generated links at various levels. Here we focus on
the anchor-to-file evaluation, as this is exactly the task of ALG addressed in this thesis.
That is, a correct link consists of a correctly identified anchor and a correct target page
for that anchor.

8.5 Results
Figure 8.1 shows the results of our 5 runs using a Precision-Recall plot. In addition, we
list the precision scores at different recall levels in Table 8.5. The Wikipedia ground
truth is included as a pseudo run and evaluated against the manual assessment. First
of all, from Table 8.5, we see that runs trained on the Wikipedia 09 collection (i.e.,
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Wiki09 binary, Wiki09 rank) outperform runs trained on the Wikipedia 08 collection
(i.e., Wiki08 binary and Wiki08 rank). This suggests that a larger collection with more
(existing) links provides better training materials. Also, we see that the runs based on
binary classification methods (Wiki08 binary and Wiki09 binary) do not differ a lot
from the learning to rank based runs (Wiki09 rank and Wiki09 rank). This may be
due to the fact that the training examples from Wikipedia do not contain very strong
ranking information, i.e., we only have two levels of judgement from the ground truth:
“is a link” and “not a link.”

Surprisingly, the heuristic run outperforms all sophisticated learning methods. This
indicates that the two features, ALR and IDF, are very strong features that probably
dominate the contribution to the learned models. However, the feature ALR depends
very much on the statistics obtained from existing Wikipedia links and therefore it may
be biased towards the “Wikipedia linking style.” In other words, it captures well the
pattern of Wikipedia links, but may not be effective if applied to a linking problem
where the link structure is different from the Wikipedia links.

Finally, none of our runs outperforms the Wikipedia ground truth. This is no sur-
prise, since the models are learned from the Wikipedia ground truth. In order to outper-
form the Wikipedia ground truth with a learning method, sufficiently many examples
with manual labeling should be collected.

8.6 Conclusions
We have focused on exploring the effectiveness of applying machine learning ap-
proaches for the ALG task. We experimented with two types of learning approaches,
namely classification and learning to rank. We evaluated the learning material for
the task, where we used different sets of training data (based on different versions of
Wikipedia). On top of that, we used a heuristic run to exam the impact of the features
that are intuitively most effective.

We have found that the learning to rank based approach and the binary classification
approach do not differ a lot. The more recent (2009) Wikipedia collection which is of
larger size and has more links than the older (2008) collection, provides better training
material for learning the models. None of the machine learning based approaches out-
perform the Wikipedia ground truth when evaluated with manual assessments, which
suggests that in order to learn a better model for ALG in terms of agree with human
assessments, more strict manual annotations2 is necessary. In addition, the heuristic
run outperforms all machine learning based runs, which suggests that the two features,
ALR and IDF, are very strong features that capture the linking style of Wikipedia links
very well. In the next chapter, we will discuss the impact of this type of feature in
generating links to Wikipedia from data outside Wikipedia that has a different linking
style.

2Note that Wikipedia links are manually annotated, but containing many trivial links that are actively
rejected by human assessors.




