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Chapter 10
Conclusions

In this thesis, our aim has been to analyze and exploit topic structure in the context
of Information Retrieval. Particularly, we have chosen to study the following aspects
of topic structure, which we formulated as research themes: (i) topical coherence, (ii)
diversity and the cluster hypothesis, and (iii) relating topics in different representations.
In this chapter, we revisit the research questions we have posed in Chapter 1 with
respect to these research themes and summarize our findings throughout the thesis. On
top of that, we discuss a number of open issues and future directions.

10.1 Answers to the research questions
In Part I of the thesis we investigated topical coherence and its application in IR tasks.
We started with the following research questions:

RQ1a. How do we measure the topical coherence of a set of documents?

RQ1b. Can the coherence score we propose effectively reflect the topical coherence
of a set of documents?

We approached RQ1a from a document clustering point of view, where topics are rep-
resented by clusters of documents. Within this context, the topical coherence of a set
of documents is associated with factors such as the number of topics found in the data
set and the degree to which documents are focused on certain topic or topics. While
determining the optimal number of clusters itself is a difficult problem, a more critical
problem is that the two factors described above are both relative concepts that change
when different topical granularity is considered.

Given the above thoughts, we proposed a coherence score in Chapter 3, which
captures the topical coherence for a set of documents in an implicit way, that is, without
explicitly modeling the topics and thus free of the assumption about the number of
hypothesized topics. Specifically, the coherence score measures the topical coherence
of a set of documents by comparing the distribution of the pairwise similarity scores
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176 Chapter 10. Conclusions

of the documents within this set to that of a set of documents randomly drawn from a
background collection. The background collection serves as a reference point of topical
granularity, which allows comparison of topical coherence between different document
sets. We evaluated the coherence score on a toy data set as well as on simulated text
data. In both cases, the coherence score was able to capture the relative degree of being
focussed of documents on a single or multiple topics.

In Chapter 4 and 5 we evaluated the coherence score on two retrieval tasks, namely,
the task of blog feed retrieval and the task of query performance prediction. The goal of
the blog feed retrieval task is to identify blogs that show a central and recurring interest
in a given topic. Keeping this goal in mind, in Chapter 4, we sought the answers to
research questions RQ2a, RQ2b and RQ2c:

RQ2a. How do we measure topical consistency for a blog?

RQ2b. How can we use the coherence score in our blog retrieval process?

RQ2c. How does the size of a blog influence the estimation of the coherence score of
the blog and how does this influence blog feed retrieval?

We used the coherence score as a measure of the topical consistency of the blog posts
belonging to the same blog. We found that with a proper weighting scheme which
controls the importance of topical consistency versus relevancy, incorporating the co-
herence score into a language modeling based retrieval model can significantly improve
the performance of blog feed retrieval.

To predict query performance, we posited that in ad-hoc retrieval, queries with
ambiguous terms tend to cause failures in finding relevant documents. Based on this
assumption, we have proposed to use the coherence score of the set of documents
associated with a query term found in the target collection as an indication of the level
of its ambiguity. In this setting, we investigated the following research questions:

RQ3a. Can we use the coherence score to measure query ambiguity?

RQ3b. Can we use query ambiguity as measured by coherence-based scores to predict
query performance in an ad-hoc retrieval setting?

We experimented with three ways to aggregate the term coherence scores for each
query as query difficulty predictors. Empirical results have shown that our proposed
predictors have significant positive correlation with the performance of the test queries
in terms of AP on small collections.

In summary, we have proposed a coherence score to measure topical coherence of
a set of documents and we were able to successfully apply this score to two retrieval
tasks. While the coherence score has shown promising performance in both tasks, it is
non-trivial to effectively apply it to a specific scenario.
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In Part II of the thesis we studied the relation between topic structure and the relevancy
of the documents retrieved with respect to a query. We started with the cluster hypoth-
esis, according to which this relation can be interpreted as relevant documents tend to
be more similar to each other than to non-relevant documents [105]. Given that the
effectiveness of the cluster hypothesis has been validated through various cluster-based
retrieval approaches in the context of ad-hoc retrieval, in this thesis, we re-visited this
hypothesis in the context of result diversification, where the top ranked documents are
expected to be both relevant and diverse. We asked the following research questions:

RQ4. How do we interpret the cluster hypothesis in the context of result diversifica-
tion?

RQ5. Can query-specific clustering be used to improve the effectiveness of result di-
versification?

In order to answer RQ4, in Chapter 6, we empirically examined the validity of the
cluster hypothesis with respect to a set of ambiguous or multi-faceted queries. Three
specific research questions were formulated:

Q4a. Given a query that is ambiguous or multi-faceted, i.e., associated with several
subtopics, do the relevant documents tend to be more similar to each other than
to non-relevant documents? Particularly, do ambiguous or multi-faceted queries
show different patterns in terms of inter-document similarities compared to spe-
cific or single-faceted queries?

Q4b. Do ambiguous queries show different patterns in terms of inter-document simi-
larities compared to that of multi-faceted queries?

Q4c. Can we cluster the documents retrieved in response to an ambiguous or multi-
faceted query in such a way that most relevant documents are contained in a
small set of high quality clusters?

Our findings can be summarized as follows. First, our experimental results on the
TREC2009 Web Track data suggest that with respect to ambiguous or multi-faceted
queries, the cluster hypothesis is valid. Nevertheless, compared to specific or single-
faceted queries, relevant documents associated with ambiguous or multi-faceted queries
tend to have a less coherent topic structure. Second, we do not see a significant dif-
ference between ambiguous and multi-faceted queries in terms of inter-document sim-
ilarities. By examining the queries in our test collection, we found that the distinction
between ambiguous and multi-faceted queries is not clear-cut and that it is not suffi-
cient to draw a conclusion based solely on the observations made on our 50 test queries.
Third, we found that we can generate clustering structure desired by the cluster-based
retrieval strategy for ambiguous or multi-faceted queries. In particular, LDA-based
clustering is effective in gathering relevant documents into a small set of high qual-
ity clusters, without dominant clusters that contain most of the documents. Based on
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these findings, we turn to RQ5 and investigate wether query specific clustering can be
applied to improve the effectiveness of result diversification.

To answer RQ5, in Chapter 7 we proposed a result diversification approach based
on query-specific clustering and cluster ranking, in which diversification is restricted to
the documents belonging to a set of clusters that potentially contain a high percentage
of relevant documents. Given the proposed approach to result diversification, we raised
the following more specific research questions:

RQ5a. What is the impact of the proposed diversification framework on the effec-
tiveness of existing result diversification methods? In other words, how much
performance is gained by employing query-specific clustering and applying re-
sult diversification to documents contained in the top ranked clusters only?

RQ5b. What is the impact of the two main components, namely, the cluster ranker
and the selection of number of top ranked clusters, on the overall performance
of the proposed diversification framework?

RQ5c. Further, given that we use top ranked documents retrieved in response to a
query for clustering as well as for diversification, how sensitive is the perfor-
mance of the proposed framework to the number of documents being selected?

RQ5d. What conditions should clusters fulfill in order for diversification with cluster
ranking to be effective?

We found that our proposed result diversification framework effectively improves the
performance of several existing diversification methods. Further, the overall perfor-
mance of our proposed approach is influenced by a number of factors, including the
performance of the cluster ranker, the number of top ranked clusters being selected, and
the length of the initial ranked list of documents. In our experiments, we used a query-
likelihood based cluster ranker and determined the number of selected top ranked clus-
ters with leave-one-out cross-validation. Although conceptually simple and not fully
optimized, these choices lead to improved performance compared to result diversifi-
cation without clustering and cluster ranking. Moreover, we examined the properties
that clusters should have in order for our cluster-based diversification framework to be
effective. Two properties are found to be important. First, most relevant documents
should be contained in a small number of high quality clusters, while there should
be no dominantly large clusters. Second, documents from these high quality clusters
should have a diverse content.

Finally, in Part III of the thesis, we studied the problem of relating topics with different
representations. More specifically, the goal is to relate the definition or description of a
word or phrase in a knowledge base to the word in a piece of free text given its context.
We study this problem in the scenario of Automatic Link Generation with Wikipedia
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and formulated the following more specific research questions aiming at going beyond
Wikipedia:

RQ6. While exploring Wikipedia’s link structure for relating the two topical represen-
tations, what is the impact of the evaluation type, training collection and learning
methods?

RQ7. Can the state-of-the-art ALG systems that are, in principle, domain independent,
be effectively applied to linking texts from a specific domain to Wikipedia? If
not, can we improve the effectiveness of automatic link generation by consider-
ing domain specific properties of the data?

For RQ6, in Chapter 8 we compared how machine learning based automatic link gen-
eration approaches behave given different training collections (different versions of
Wikipedia) and learning approaches (classification versus learning to rank approaches).
Three more specific research questions are raised with respect to RQ6.

RQ6a. When the ALG task is viewed as a ranking problem, is a learning to rank
approach more effective than a binary classification approach?

RQ6b. Do different versions of the Wikipedia collection (with, potentially, differences
in collection size, numbers of links, etc.) result in performance differences when
used as training material?

RQ6c. Are the features used for learning the models effective? Are there single fea-
tures whose contribution to the linking results is dominant?

Our results suggest that when evaluated with human assessments, a more recent Wiki-
pedia version provides better training materials than an older version, where a more
recent version typically contains more pages and a more dense link structure. Differ-
ent learning approaches, however, do not show substantial differences, and a simple
heuristic approach that combines the two strongest features effectively outperforms all
learning based approaches. In addition, when evaluated against manual assessments,
both our machine learning based approaches and the Wikipedia ground truth are far
from perfect.

In response to RQ7, we conducted a case study in Chapter 9 using data from the
radiology domain and seeking answers to the following more specific research ques-
tions.

RQ7a. How do we effectively annotate narrative radiology reports with background
information from Wikipedia using automatic link generation techniques?

RQ7b. How does our proposed approach compare to state-of-the-art approaches aimed
at solving the automatic link generation problem in the general domain?

RQ7c. What is the impact of anchor text frequency on the performance of automatic
link generation systems?
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We found that directly applying existing ALG systems trained on Wikipedia links to
the radiology data does not yield satisfying results. Based on the observations made
on the radiology data, we proposed our automatic link generation system which targets
the radiology domain. We used a sequential labeling approach with syntactic features
for anchor text identification in order to exploit the syntactic regularity present among
medical phrases. Then we used a sub-anchor based approach to target finding, which
was aimed at coping with the complex semantic structure of medical phrases. The
proposed system effectively improves the performance in generating links for radiol-
ogy data. Further, we found that in general, our ALG system tends to achieve better
performance in recognizing and finding targets for annotated anchor texts with high
frequencies than that achieved on anchor texts with low frequencies.

10.2 Future directions
In this thesis, we studied the impact and applications of topic structure in IR with a
selection of three research themes. Within each research theme, there exist several
perspectives that are not fully addressed or open issues that are worth further study.

We start with Part I of the thesis. The coherence measure we proposed in Chapter 3
can be improved in a number of aspects. First, the complexity of the current imple-
mentation of the coherence score is in the order of O(n2), where n is the number of
documents within the set. For very large data sets, this complexity is undesirable. One
possible solution is to explore sampling strategies such that the distribution of simi-
larity scores can be approximated. Second, we have only experimented with cosine
similarity as the similarity measure when calculating the coherence score, mainly be-
cause it is efficient to calculate and works effectively in practice. It is known that for
clustering, using different types of similarity measures can result in different cluster-
ing structure for the same data set [254]. A recent experiment we have conducted also
suggests that the distributions of similarity scores show different patterns when using
different similarity measures, e.g., cosine similarity versus JS-divergence. The impact
of this difference on the effectiveness of calculating and applying the coherence score
remains to be investigated.

With respect to the application of the coherence score in blog feed retrieval, the
following aspects need further investigation. First, while integrating coherence scores
with the LM-based retrieval model, we have experimented with a number of weighting
functions that aim to approximate the distribution of relevant information among a
ranked list. More sophisticated weighting schemes should be considered, such as score
regularization techniques [57, 58].

In Chapter 5, our experiments on using the coherence score for query performance
prediction are preliminary. The experimental results by Hauff [90] have given rise to
new research questions: How do we use the coherence score for query performance
prediction in large scale data collections? The challenge is two fold. First, as said,
the calculating coherence score with pair-wise similarity on large data collection itself
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is computational demanding. Second, large collections such as the Web have their
own features, such as link structure, spam, etc. Some of the features are problematic,
such as spam, while others may be useful, such as the link structure of Web. It would
be interesting to see the role of coherence among those features in predicting query
performance. In addition, although proposed as a pre-retrieval predictor, coherence-
based scores can also be used in a post-retrieval predictor.

In Part II of the thesis, the result diversification framework we proposed has shown
its effectiveness and potential through extensive experiments. Several components of
the proposed framework can be fine-tuned, such as the ranking of clusters, the parame-
ter that determines the number of clusters being selected for diversification. Moreover,
we illustrated the relation between relevance, diversity and the cluster hypothesis in an
empirical way. Can we use formal models to describe their relations? Further, what is
the impact of such a relation on tasks such as query performance prediction and score
regularization?

In Part III, we studied a special case of the relatedness between topics: automat-
ically linking the topics in implicit representations to their explicit representation. In
this thesis, we focused on how the links should be established. A natural next step is to
investigate how these links can be used in a “typical” retrieval setting. For example, re-
cent work on conceptual language models [171] is closely related to this general goal,
which aims to utilize the explicit representations of topics, referred to as concepts, to
enhancing the estimation of query models.

Furthermore, the link generation approaches discussed in this thesis focus on one
type of relation between topics, namely the explanatory relation. One interesting ques-
tion here is that, can this type of approaches be generalized to identify other types of
relations? A recent research focus on the related entity finding task as launched in
TREC 2009 [14] may be a test bed where this type of exploration can be performed.
In this task, a source entity is given and a target entity should be retrieved such that
the target entity fulfills a specified relation with the source entity. While the entities
can be seen as topics, represented either in an implicit way or an explicit way, finding
a specific relation defines a similar task as finding links between two topics, with an
additional constraint of the type of relation.




