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Chapter 1

Introduction

1.1 Introduction

Machine Translation (MT) is the subfield of Computational Linguistics which
is focused on building an automatic translation system from one natural lan-
guage to another. Different approaches to the problem have been studied in the
last decades, including: (1) rule-based machine translation, (2) example-based
machine translation, (3) statistical machine translation and (4) neural machine
translation. The last three approaches (example-based translation, statistical
machine translation and neural machine translation) share the same key charac-
teristics: they are fully data-driven approaches. Such a data-driven approach to
building MT systems takes large available bilingual data as the main source of
knowledge (e.g. EuroParl (Koehn 2005), Common Crawl Corpus, UN Corpus,
News Commentary). It does not require manual development of linguistic rules.
The process of building an MT system is thus fast and not tailored to any specific
language pair.

However, a data-driven approach to model translation suffers from the domain
adaptation problem. Given parallel training data originating from a specific do-
main, training an MT system on the data would result in a rather suboptimal
translation for other domains. A good survey of potential translation errors
caused by domain mismatch can be found in Haddow and Koehn (2012) and
Irvine et al. (2013a). Lexical selection appears to be the most common source
of errors (Irvine et al. 2013a; Wees et al. 2015). Other translation errors include
reordering errors (i.e. word order errors) (Chen et al. 2013a; Zhang et al. 2015)
and overfitting to the source domain at the parameter tuning stage (Pecina et al.
2012).1

But does suboptimality of translation happen only in such an extreme scenario
of domain mismatch? This dissertation shows that training SMT systems on

1A more detailed introduction to potential translation errors caused by domain mismatch
will be presented in Section 2.4.

1



2 Chapter 1. Introduction

heterogeneous corpora (e.g. EuroParl, Common Crawl Corpus, UN Corpus, News
Commentary) may also harm performance of statistical translation systems. We
contribute a novel latent domain variable framework for adapting an SMT system
trained on large heterogeneous corpora to an in-domain task, with or without seed
parallel data.

1.2 Objective

Is any special treatment needed to improve adaptation from large heterogeneous
corpora to an in-domain task represented by a seed parallel corpus? Our claim is
that in the latter scenario, it would be beneficial for adaptation to proceed with a
complementary step: exploiting the hidden domain information of the heteroge-
neous corpus in the first place. An integration of hidden domain information into
training SMT systems is expected to: (1) Help us build better SMT systems on
heterogeneous corpora; and (2) Improve adaptation even when we have no access
to any samples from the target domain at training time.

This dissertation focuses on two types of prevalent translation models for
SMT, including:

• Statistical word alignment models: word alignment is a fundamental com-
ponent that automatically learns correspondence between words. Serving
a vital role in SMT systems, it seeds the input for phrase-based models
as well as advanced neural network translation models (e.g. see (Devlin
et al. 2014)). Lexical statistics at word level also provides a reliable smooth
estimate for translation (e.g. see (Och et al. 2004; Huck et al. 2012)).

• Statistical phrase-based models: at the core of a standard state-of-the-art
phrase-based system (Koehn et al. 2003; Och and Ney 2004) is a phrase
table with phrase-based translation probabilities. Another important com-
ponent in a phrase-based system is lexical weights (Koehn et al. 2003),
which provide smooth estimates of probability for the phrase pair based on
word translation scores between pairs of words. Finally, lexicalized reorder-
ing models model how likely a phrase follows a previous phrase: monotone,
swap, or discontinous. Those models contribute significantly to the quality
of phrase-based system (Koehn et al. 2005).

Our goal is improving statistical word alignment and phrase-based models over
heterogeneous corpora.

1.3 Contribution

It is clear that a word/phrase could be translated in different ways when it comes
to different domains. The translation statistics induced from word alignment
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models and phrase-based models, however, reflect translation preferences aggre-
gated over diverse domains in heterogeneous corpora. In this sense, they can be
considered as coarse and domain-confused statistics. The first contribution of this
dissertation is showing that domain-confused statistics may harm performance of
both word alignment (Chapter 4) and phrase-based models (Chapter 5).

In this dissertation, we show that a common translation of a word or phrase
is not always the best translation option. For example, when translating from
Spanish to English, the most natural translation of the phrase “reproducir señales
de audio” would be ‘‘play back audio signals”, while the most natural transla-
tion of the word ‘reproducir’ itself would be ‘reproduce’ instead of ‘play back ’.
Second, the translation of a word may be highly dependent on the domain (and
the corresponding word sense). For example, when translating from English to
Russian, the most natural translation for the word ‘code’ would be ‘øèôð’, ‘çà-
êîí’ or ‘ïðîãðàììà’ if we consider cryptography, legal and software development
domains, respectively.

Another important contribution of this dissertation is to provide a principled
way to address the problem. We focus on learning the translation statistics with
respect to each of diverse domains (i.e. domain-focused translation statistics).
The way these domain-focused translation statistics will be used depends on the
specific goal we aim for. More specifically:

• For word alignment, our idea (Chapter 4) is to automatically split the
coarse, domain-confused alignment models into a mixture of different types
of domain-focused models. A distribution weighted combination approach
(Mansour et al. 2009b,a) is used: the posterior distribution of domains in
a source sentence is estimated by the model, and then used to combine the
predictions associated with each domain for given sentence.

• For phrase-based models, in Chapter 5 we replace the coarse, domain-
confused translation statistics with domain-focused ones. We also pro-
pose another way of using these domain-focused statistics in Chapter 6: we
push the system to make safer choices, giving higher preference to domain-
invariant translations, which work well across domains, over risky domain-
specific alternatives. The novel contribution of our method is that it fits
the setting that the target domain may not be known at training time or it
may change over time depending on user needs.

Heterogeneous corpora, however, often do not contain useful domain mark-
ers. In other words, the domains are usually not specified in the heterogeneous
training data. This motivates us to work on inducing domain-focused translation
statistics. An important question is what constitutes a domain? This is an open
question and has not been well-defined in the literature (see Wees et al. (2015)
for a discussion). An easier problem, strictly related to the domain induction for
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translation is data selection. The problem is studied in the context of SMT in
Chapter 3.

More specifically, given an in-domain corpus exemplifying a target domain,
how to select the most relevant sentences for this domain from a heterogeneous
corpus? Axelrod et al. (2011) and follow-up work, e.g. Haddow and Koehn (2012)
and Koehn and Haddow (2012), select sentence pairs using the cross-entropy
difference between in- and mix-domain language models. We present a different
approach in this dissertation. Specifically, a sentence that we select should satisfy
both requirements: it must be relevant to the in-domain data and also irrelevant
to the “pseudo” out-of-domain data, i.e. the subset that is most different from
the in-domain data.

Also, in the translation context a source phrase often has different senses
in different domains, which cannot be distinguished with monolingual language
models. Will bilingual factors contribute to defining the domain? How far does
data selection depend on bilingual vs. monolingual factors? In Chapter 3 we
present a comprehensive study of the contribution of these factors. Our results
show that both monolingual information and bilingual information provide valu-
able information for the selection.

The induction setting itself is also an important aspect in domain adaptation
for SMT. By induction setting, we mean the degree of supervision provided for
domain adaptation. One might induce domains with partial supervision, where
we are given domain information for some small subsets of a large mixed cor-
pus. However, the meta-information we are provided about the domain usually
is limited, and only for popular language pairs (e.g. English-German, English-
French and English-Spanish).2 More often, one might need to induce domains in a
fully unsupervised manner. The key contribution of this dissertation is proposing
latent domain models for SMT to address this problem.

More specifically, we treat domains of heterogeneous corpora as latent, so
that we can induce them automatically. We derive the Expectation Maximiza-
tion (EM) estimation algorithm for learning (Dempster et al. 1977). The EM
algorithm is straightforward to apply. However, such a naive estimation turns
out to give suboptimal performance, particularly with a large number of latent
domains. We address the problem by contributing a simple form of hierarchical
estimation involving a two-step procedure that prevents EM from getting stuck
in bad local maxima. We also describe how to guide the training using a small
number of seed samples from different domains as supervision.

In principle, we could induce domains without reference to the alignment or
translation problem and then use the latent domain variable within alignment
models. However, as we learned for data selection in Chapter 3, we believe that

2For instance, one can easily access this kind of resource from DGT-Translation Memory
(Steinberger et al. 2012), JRC-ACQUIS (Steinberger et al. 2006) and Translation Automation
Society (TAUS.com).
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this would not be an optimal choice as such domains are induced to capture
phenomena potentially irrelevant to the word alignment and translation problem
(e.g. monolingual co-occurrence information).

As summary, with our method of domain induction for translation, we present
a comprehensive study of domain adaptation for statistical machine translation,
including four specific case studies as follows:

• Induction of Latent Domains in Heterogeneous Corpora: A Case Study of
Data Selection (Cuong and Sima’an 2014a)

• Induction of Latent Domains in Heterogeneous Corpora: A Case Study of
Phrase-Based Translation (Cuong and Sima’an 2014b)

• Induction of Latent Domains in Heterogeneous Corpora: A Case Study of
Word Alignment (Cuong and Sima’an 2015)

• Induction of Latent Domains in Heterogeneous Corpora: A Case Study of
Rewarding Domain Invariance in SMT (Cuong et al. 2016b)

Finally, in the Appendix, we briefly describe Scorpio, the ILLC-UvA Adaptation
System submitted to the IT-DOMAIN translation task at WMT 2016, which
participated with the language pair of English-Dutch. This system consolidates
the ideas in our work on latent variable models for adaptation proposed above.
Our results validate the effective adaptation performance in a competitive setting
at WMT 2016 (Cuong et al. 2016a).

All the research and all implementations described in this dissertation were
carried out by Hoang Cuong. Khalil Sima’an guided him in shaping the key
ideas about latent variable models and their applications to statistical machine
translation. Khalil Sima’an also provided guidance and edited all the publications
referred to above. Ivan Titov guided him in shaping the key ideas about rewarding
domain invariance in SMT. Ivan Titov also provided guidance and edited the
TACL paper. Stella Frank provided guidance and edited the WMT paper.

1.4 Overview

The rest of this dissertation is organized as follows:

• Chapter 2: The chapter contributes a comprehensive survey of domain
adaptation for SMT. More specifically, we first introduce preliminaries re-
garding SMT in general, with a focus on aspects of SMT relevant to domain
adaptation. We then present an in-depth discussion where we explain what
may go wrong with translation when applying a phrase-based SMT system
to new domains. We analyze potential source of translation errors including
lexical selections, reordering, optimization. We also provide a systematic
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overview of how studies in the literature approach the problem. We present
a general picture of domain adaptation, and show how each research line
falls into a specific part of the general picture, as well as how they relate to
each other.

• Chapter 3: The problem of selecting data for training SMT systems has
received attention in the past years because increasing the amount of train-
ing data in SMT does not always yield improved performance. The data
selection problem aims at selecting training data from a mixed-domain cor-
pus for a translation task, relying on a small sample of in-domain data.
In this chapter we present a new probabilistic method to data selection.
Our method exploits the contrast between in-domain and out-domain. We
also extend the selection model to learn bilingual translation probabilities
expressed over word-alignments. We report a range of experiments and pro-
vide an in-depth analysis of our method for data selection.
The content of this chapter is based on the following publication:
Hoang Cuong and Khalil Sima’an. Latent domain translation models in
mix-of-domains haystack. In COLING 2014.

• Chapter 4: This chapter focuses on the insensitivity of existing word align-
ment models to domain differences, which often harms performance of the
models on large heterogeneous data. A novel latent domain word alignment
model is proposed, which induces domain-focused lexical and alignment
statistics. We propose to train the model on a heterogeneous corpus, us-
ing a small number of seed samples from different domains as supervision.
The seed samples allow estimating sharper, domain-focused word align-
ment statistics for sentence pairs. Our experiments show that the derived
domain-focused statistics, once combined together, produce significant im-
provements both in word alignment accuracy and in translation accuracy
of their resulting SMT systems. Going beyond the findings, we surmise
that virtually any large corpus (e.g. Europarl, Hansards, Common Crawl)
harbors a diversity of hidden domains, unknown in advance. We address
the novel challenge of unsupervised induction of hidden domains in parallel
corpora, by applying our domain-focused word-alignment modeling frame-
work. On the technical side, we contrast flat estimation for unsupervised
induction of domains to a simple form of hierarchical estimation, consisting
of two steps aiming at avoiding bad local maxima. Extensive experiments,
conducted over seven different language pairs with fully unsupervised induc-
tion of domains for word alignment, demonstrate significant improvements
in alignment accuracy.
The content of this chapter is based on the following publication:
Hoang Cuong and Khalil Sima’an. Latent Domain Word Alignment for
Heterogeneous Corpora. In NAACL 2016.
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• Chapter 5: Phrase-based models directly trained on mixed-domain cor-
pora can be sub-optimal. In this chapter we equip phrase-based models
with latent domain variables and present a novel method for adapting them
to an in-domain task represented by a seed corpus. We derive an EM
algorithm which alternates between inducing domain-focused phrase pair
estimates, and weights for mix-domain sentence pairs reflecting their rel-
evance to the in-domain task. By embedding our latent domain phrase
model in a sentence-level model and training the two in tandem, we are
able to adapt all core translation components together – phrase, lexical and
reordering. We show experiments on weighing sentence pairs for relevance
as well as adapting phrase-based models, showing significant performance
improvement in both tasks.
The content of this chapter is based on the following publication:
Hoang Cuong and Khalil Sima’an. Latent Domain Phrase-based Models for
Adaptation. In EMNLP 2014.

• Chapter 6: Existing work on domain adaptation for statistical machine
translation has consistently assumed access to a small sample from the test
distribution (target domain) at training time. In practice, however, the tar-
get domain may not be known at training time or it may change to match
user needs. In such situations, it is natural to push the system to make safer
choices, giving higher preference to domain-invariant translations, which
work well across domains, over risky domain-specific alternatives. We en-
code this intuition by (1) inducing latent subdomains from the training data
only; (2) introducing features which measure how specialized phrases are to
individual induced sub-domains; (3) estimating feature weights on out-of-
domain data (rather than on the target domain). We conduct experiments
on three language pairs and a number of different domains. We observe
consistent improvements over a baseline which does not explicitly reward
domain invariance.
The content of this chapter is based on the following publication:
Hoang Cuong, Khalil Sima’an and Ivan Titov. Adapting to All Domains at
Once: Rewarding Domain Invariance in SMT. In TACL 2016.

• Chapter 7: We present a summary of the dissertation, as well as future
work.

• Appendix: ILLC-UvA participated in the WMT 2016 Shared Task of Ma-
chine Translation for the Information Technology (IT) Domain. In this
appendix, we briefly describe Scorpio, the ILLC-UvA Adaptation System
submitted to the IT-DOMAIN translation task at WMT 2016, which par-
ticipated with the language pair of English-Dutch. This system consolidates
the ideas in our previous work on latent variable models for adaptation: for
our system we used simple latent domain variable models for adaptation
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proposed in (Cuong and Sima’an 2014a,b). More specifically, we enhanced
a standard phrase-based baseline system (Koehn et al. 2007) with domain-
adapted translation models and language models. The baseline system was
trained on the concatenation of all the data (in-domain plus general-domain
data). We did not adapt reordering models as we found reordering adapta-
tion does not help much for this language pair. Several additional adapted
features proposed in (Cuong and Sima’an 2015; Cuong et al. 2016b) are also
deployed. Despite the simplicity of our adaptation models, our results show
effective adaptation performance in a competitive setting.
The content of this chapter is based on the following publication:
Hoang Cuong, Stella Frank and Khalil Sima’an. ILLC-UvA Adaptation
System (Scorpio) at WMT’16 IT-Domain Task. In Proceedings of the First
Conference on Machine Translation (WMT) 2016 (Shared Task Papers).



Chapter 2

A Survey of Domain Adaptation for
Statistical Machine Translation

2.1 Introduction

Machine Translation (MT) is the subfield of Computational Linguistics which is
focused on building automatic translation systems. Different approaches to the
problem have been studied in the last decades, including:

• Rule-based machine translation (Nirenburg et al. 1994)

• Example-based machine translation (Carl et al. 2004)

• Statistical machine translation (Koehn 2010)

• Neural machine translation (Sutskever et al. 2014; Bahdanau et al. 2015)

The last three approaches (example-based translation, statistical machine trans-
lation and neural machine translation) share the same key characteristics: they
are fully data-driven approaches. Such a data-driven approach to building MT
systems takes large available bilingual data as the main source of knowledge. It
does not require manual development of linguistic rules. The process of building
an MT system in such a way is therefore fast and not tailored to any specific
language pair.

In practice, MT systems are typically applied in a setting where test data has a
distribution different from the training data. A data-driven approach to modeling
translation is notorious for suffering from such a domain mismatch. This happens
for a clear reason: the translation of words and phrases is often domain-specific,
and there is no single best solution in general. For example, when translating
from English to Russian, the most natural translation for the word ‘code’ would
be ‘øèôð’, ‘çàêîí’ or ‘ïðîãðàììà’ if we consider cryptography, legal and software
development domains, respectively. Given the parallel training data originating

9
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from one of those domains, training an MT system on the data would produce a
rather suboptimal translation for the other domains.

Surprisingly, degradation of translation quality is observed even when we train
an MT system on heterogeneous corpora (e.g. EuroParl, Common Crawl Corpus,
UN Corpus, News Commentary) (Shah et al. 2012; Carpuat et al. 2014; Cuong
et al. 2016b). For instance, Axelrod et al. (2011) show that when it comes to a
domain-specific task, a small percentage but well-selected data can outperform
the full heterogeneous dataset for training MT systems. Shah et al. (2010) show
that it would benefit from training word alignment with weighting sentence pairs
according to their relevance to a domain-specific task.

In this work, we focus on statistical machine translation (SMT), and provide a
comprehensive survey of domain adaptation for SMT. The survey reviews sources
of translation errors that an SMT system makes when applied to new domains. It
also provides a systematic overview of previous approaches to domain adaptation,
showing how they relate to each other.

The survey is organized as follows. We first introduce SMT in general, with a
focus on aspects of SMT relevant to domain adaptation (Sections 2.2 and 2.3).1

The survey identifies components that need to be adapted when an SMT system
is applied to new domains (Section 2.4). We explain what may go wrong with
translation: we analyze potential sources of translation errors and provide an
explanation why each specific type of error may happen.

We then present a general picture of domain adaptation for SMT (Section 2.5).
A major part focuses on the induction (Section 2.6) and combination (Section 2.7)
of domain-focused phrase translation, lexical weight and reordering probabilities.
The induction of domain-focused sparse features and word alignment probabilities
is also discussed (Section 2.8.1 and Section 2.8.2).

Finally we also cover several practical adaptation scenarios. One of the sce-
narios is adapting an existing system to multiple specific domains at the same
time (Section 2.8.3). Another scenario is embedding an SMT system into a Cross
Lingual Information Retrieval system (i.e. automatically translating queries into
different languages, so that a search engine can return search results in the corre-
sponding languages) (Section 2.8.4). We also discuss how web-based translation
services such as Bing Translator and Google Translate can be improved when
domain of a new request is not a priori known. Specifically, we cover cache-based
adaptive models (Section 2.8.5) and rewarding domain invariance for adaptation
(Section 2.8.6).

1Readers may refer to (Koehn 2010) or (Lopez 2008) for a comprehensive survey of SMT in
general.
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2.2 Statistical machine translation

SMT is a machine translation approach that treats the translation problem as a
machine learning problem. More formally, we are given a source foreign sentence
f, which is to be translated into a target translation e. Among all possible target
translation hypotheses, we choose the translation hypothesis with the highest
probability as follows:

ê = argmaxe{P (e| f)}. (2.1)

According to Bayes’ decision rule, we can equivalently perform the following
maximization:

ê = argmaxe{P (e)P (f| e)}. (2.2)

This approach to modeling translation is referred to as the noisy-channel frame-
work. The architecture of the framework includes two vital components: the
translation model (i.e. P (f| e)) and the language model (i.e. P (e)). The ap-
proach was first proposed by Brown et al. (1993).

A more powerful approach to modeling translation is based on log-linear
models (a.k.a maximum entropy models) (Berger et al. 1996). More formally,
the posterior probability P (e| f) is modeled with a set of M feature functions
φ(e, f) = {φ1(e, f), . . . , φM(e, f)} with model parameters w = {w1, . . . , wM}
as follows:

P (e| f) ∝ exp(w · φ(e, f)). (2.3)

Under the framework, we obtain the following decision rule:

ê = argmaxe w · φ(e, f). (2.4)

The decision rule is simple as we can safely ignore the daunting normalization
factor.

The model was first proposed by Och and Ney (2002), forming the basis of
modern SMT systems. It is straightforward to see that this framework contains
the noisy-channel framework as a special case (Och and Ney 2002). Its advantage
in modeling translation lies in its flexibility, relative to the noisy-channel frame-
work. One can extend a basic SMT system with translation and language models
by including arbitrary feature functions. There are many possibilities for defin-
ing feature functions that help the SMT system to improve translation, such as
linguistic features, word and phrase penalties, reordering features, rule counting.
Simply adding feature functions from the target to source language also often
improves translation.

Learning model parameters w = {w1, . . . , wM}) using a held-out develop-
ment set is crucial to improving translation. In principle, training for log-linear
models can be done using maximum likelihood or related criteria (e.g. cross-
entropy, perplexity). Such an objective function is convex, and global optimiza-
tion is possible. The main difficulty, however, is that we need to compute the
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normalization factor during learning. This is intractable, as we cannot explore
the full space of all translation hypotheses for each translation input. In practice,
the normalization factor is computed using an N -best list of top N translation
hypotheses or a lattice (Macherey et al. 2008).2

Optimizing an SMT system using maximum likelihood or related criteria has a
loose relation to the translation quality on unseen text (Och 2003). There is a need
to directly incorporate translation accuracy on a held-out development set into
the optimization. The optimization of the system parameters in this way is now a
fundamental part of modern SMT systems. Numerous optimization methods are
proposed in the literature, such as MERT (Och 2003), MIRA (Watanabe et al.
2007; Chiang et al. 2008; Cherry and Foster 2012), Pairwise Ranked Optimization
(Hopkins and May 2011). Readers may refer to Neubig and Watanabe (2016) for
a comprehensive survey of system optimization methods in general.

The framework has two notable shortcomings that make the problem of do-
main adaptation for SMT even more challenging:

• First, having more translation features significantly increases the difficulty
of the optimization. Specifically, having more feature dimensions requires
a much larger held-out development set for system optimization, as shown
in Waite and Byrne (2015). This is an issue in domain adaptation for
SMT because creating such an in-domain held-out development dataset is
expensive.

• Second, log-linear models try to separate good and bad translation hy-
potheses using a linear hyper-plane. This is potentially problematic, as
interactions between domain-specific features can be complex. It may be
necessary to perform preprocessing steps over the feature space to produce
a feature set that is less prone to non-linearities (Clark et al. 2014; Liu
et al. 2013). However, methods tailored to such a special treatment are
quite sophisticated and not widely deployed in practice.

2.3 Phrase-based SMT system

There are many types of translation systems that have been built in the past, for
example:

• Syntax-based translation (Yamada and Knight 2001),

• Phrase-based SMT system (Koehn et al. 2003; Och and Ney 2004),

• Hierarchical phrase-based SMT system (Chiang 2005, 2007),

2As a side note, the size of N -best does not seem to have a significant impact on adaptation
(e.g. see Bertoldi and Federico (2009)).
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• Syntactic phrase-based SMT system (Quirk et al. 2005; Quirk and Menezes
2006).

This dissertation focuses on the most prevalent translation models for SMT: the
phrase-based SMT system (Koehn et al. 2003; Och and Ney 2004).

2.3.1 Model

A standard phrase-based SMT system has various dense feature functions (i.e.
highly informative feature functions) estimated at phrase level. Three of the most
important translation models are a phrase-based model φTM(e, f), lexical weight
φLW (e, f), and reordering model φRM(e, f). A common domain adaptation
strategy for SMT is directly adapting these models. We thus describe them in
detail below.

• Phrase-based model: At the core of a phrase-based SMT system is the
phrase-based model, which aims at modeling translation of sentence pairs
at phrase level. Given an input sentence f, let us assume a sequence of
target-language phrases e = (ẽ1, ẽ2, · · · , ẽn) is currently hypothesized by
the decoder. Let us also assume we are provided with a phrase alignment
a = (a1, a2, · · · , an) that defines a source f̃ai for each translated phrase ẽi.
The model is estimated as follows

φTM(e, f) = logPTM(e| f) = log
∏n

i=1
P (ẽi| f̃ai)

=
∑n

i=1
logP (ẽi| f̃ai) (2.5)

• Lexical weight: The lexical weight provides smooth estimates for the
translation of phrase pairs. The model is estimated as follows:

φLW (e, f) = logPLW (e| f) = log
∏n

i=1
P (ẽi| f̃ai , ai)

=
∑n

i=1
logP (ẽi| f̃ai , ai) (2.6)

Here, the distribution P (ẽi| f̃ai , ai) is computed based on lexical probabil-
ities, P (e | f) between words 〈e, f〉 in a phrase pair 〈ẽi, f̃ai〉. Different
models have a slightly different way of computing P (ẽi| f̃ai , ai). A typical
estimate of P (ẽi| f̃ai , ai) Koehn et al. (2003) is as follows:

P (ẽi| f̃ai , ai) =
∏|ẽi|

i=1

1

|{j|(j, k) ∈ ai}|
∑

(j, k)∈ai
P (ẽki | f̃ jai). (2.7)

Here,

– ẽki : word at position k in target phrase ẽi,
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– f̃ jai : word at position j in source phrase f̃ai .

– |ẽi|: length of phrase ẽi

– |{j|(j, k) ∈ ai}|: the number of source words that each target word at
position k in phrase ẽi aligns to.

• Reordering model: Such phrase-based models and lexical weight are not
meant for handling word/phrase order phenomena between languages. For
state-of-the-art phrase-based SMT systems, integrating lexicalized reorder-
ing models (Tillmann 2004; Koehn et al. 2007; Galley and Manning 2008)
can be considered as a must. These models estimate the probability of a
sequence of orientations O = (o1, o2, . . . , on) as follows:

φRM(e, f,O) = logPRM(O| e, f) = log
∏n

i=1
P (oi|ẽi, f̃ai , ai−1, ai−2)

=
∑n

i=1
logP (oi| ẽi, f̃ai , ai−1, ai−2) (2.8)

Here, each orientation oi takes possible values {M,S,D}, representing how
likely a phrase is to directly follow a previous phrase (M onotone), to swap
positions with it (Swap), or to be not adjacent to it (Discontinous).

Beside these three types of dense translation features, there are also penalties
for word, phrase and distance-based reordering. Those are the basic translation
features that form a phrase-based SMT system (beside the language model).

A phrase-based SMT system can be also augmented with millions of sparse
feature functions (e.g. phrase features (Chiang et al. 2009; Simianer et al. 2012),
lexical features (Watanabe et al. 2007; Chiang et al. 2009), syntax-based features
(Blunsom and Osborne 2008; Marton and Resnik 2008)). It is possible to induce
sparse features using a large portion of the parallel training data. However,
scaling training to large data requires extensive additional efforts (e.g. see Yu
et al. (2013)). Models employing sparse features are often trained using a small
held-out development set in practice.

2.3.2 Training

The most common approach to training a phrase-based SMT system is using
relative frequency estimation. We take phrase translation scores as an example.
To compute P (ẽ| f̃), we first count the number of times phrase ẽ aligns to phrase
f̃ in the parallel training data, before normalizing into probability by dividing by
the total number of possible alignments to f̃ :

P (ẽ| f̃) =
c(ẽ, f̃)∑
ẽ′ c(ẽ

′, f̃)
(2.9)

This distribution, however, does not necessarily maximize the likelihood of the
parallel training data. This is similar to Data Oriented Parsing (DOP) method
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fj−1 fj fj+1

aj−1 aj aj+1

Observed layer (source words)

Latent alignment layer (target words)

Figure 2.1: HMM alignment model with observed and latent alignment layers.

(Bod et al. 2003) in parsing, which hypothesizes a distribution over many possible
derivations of each training example from subtrees of varying sizes.

The key to the training is extracting bilingual phrases from bilingual data.
The standard way is to rely on the word-aligned training data, using one of
heuristic methods such as grow-diag-final-and, grow-diag-final or final (Koehn
et al. 2003)).

Word alignment

We now discuss how to create word-aligned training data. Given a parallel sen-
tence, we look for the most probable alignment between words, â, given an infinite
number of possible alignment options a as follows:

â = argmax
a

P (f , a| e). (2.10)

The idea of word alignment can be traced back to Brown et al. (1990). The degree
of difficulty of the search in Eq. 2.10 depends on the underlying independence
assumptions. Even now, twenty years since IBM Models (Brown et al. 1993) and
the HMM-based alignment model (Vogel et al. 1996), word alignment is still an
active research topic (Simion et al. 2013; Tamura et al. 2014; Chang et al. 2014;
Shen et al. 2015; Wang et al. 2015; Liu et al. 2015).

We now briefly review the HMM alignment model (Vogel et al. 1996), which
is one of the most popular and widely used alignment models. The generative
story of the model is shown in Figure 2.1. The latent states rely on the target
language words and generate source language words.

Formally, let us assume the target sentence e contains I words as e =
(e1, . . . , eI) and the source sentence f contains J words as f = (f1, . . . , fJ).
For an alignment a = (a1, . . . , aJ) of the sentence pair 〈e, f〉, the model factors
P (f , a| e) into the word translation and transition probabilities as follows:

P (f , a| e) =
∏J

j=1
P (fj| eaj)P (aj| aj−1). (2.11)

Here, P (fj| eaj) represents word translation probabilities and P (aj| aj−1) rep-
resents word transition probabilities. Note that P (aj| aj−1) depends only on
the distance (aj − aj−1). Note also that the first-order dependency model is an
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E-step

c(f | e; f , e) =
∑

a

P (c)(f , a| e)

P (c)(f | e)

∑J

j=1
δ(f, fj)

∑I

i=0
δ(e, ei) (2.12)

c(i| i′; f , e) =
∑

a

P (c)(f , a| e)

P (c)(f | e)

∑J

j=1
δ(aj , i)δ(aj−1, i

′) (2.13)

M-step

P (+)(f |e) =

∑
〈f , e〉 c(f |e; f , e)∑

f

∑
〈f , e〉 c(f | e; f , e)

, P (+)(i|i′) =

∑
〈f , e〉 c(i|i′; f , e)∑

i

∑
〈f , e〉 c(i| i′; f , e)

(2.14)

Figure 2.2: Pseudocode for the training algorithm for the HMM alignment model.
Note that P (c) denotes current iteration estimates, P (+) denotes the re-estimates
and δ denotes the Kronecker delta function. Note that P (·| ·) =

∑
a P (·, a| ·)

and it can be computed efficiently using dynamic programming.

extension of the uniform dependency model of IBM Model 1 and zero-order de-
pendency model of IBM model 2. With the HMM alignment model, the most
probable alignment, â for each sentence pair can be computed efficiently using
the Viterbi algorithm.

The HMM alignment model has two kinds of parameters - word translation
and transition probabilities. Designing the Expectation Maximization (EM) al-
gorithm (Dempster et al. 1977) for training the model is straightforward (Vogel
et al. 1996). For the sake of completeness we present the algorithm in detail. We
use c(f | e; f , e) to denote the expected count of word e aligns to word f . We
also use c(i| i′; f , e) to denote the expected counts of two certain consecutive
source words j and j−1 align to two target words i and i′ respectively. Figure 2.2
presents the algorithm.

Does word alignment suffer from domain mismatch? A domain mismatch
could have a negative impact on word alignment accuracy, for example:

• Word alignment models, like any statistical models, suffer from lack of in-
domain data for training (Shah et al. 2010; Duh et al. 2010; Gao et al.
2011).

• The insensitivity of existing word alignment models to domains often yields
suboptimal results on large heterogeneous data (Gao et al. 2011; Cuong and
Sima’an 2015).

In Section 2.8.2 we discuss this aspect in detail.

2.3.3 Decoding

Decoding for phrase-based SMT system is a difficult problem. The search can
be done by various approaches (e.g. beam search (Koehn 2004a), exact decoding
(Chang and Collins 2011; Aziz et al. 2014)). Among the approaches, beam search
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English-Spanish (Task: Consumer and Industrial Electronics)

Input El reproductor puede reproducir señales de audio grabadas en mix-mode cd, cd-g,
cd-extra y cd text.

Human Translation The player can play back audio signals recorded in mix-mode cd, cd-g, cd-extra
and cd text.

SMT Output The player can reproduce signs of audio recorded in mix-mode cd, cd-g, cd-extra
and cd text.

Input Se puede crear un archivo autodescodificable cuando el archivo codificado se abre
con la contraseña maestra.

Human Translation A self-decrypting file can be created when the encrypted file is opened with the
master password.

SMT Output To create an file autodescodificable when the file codified commenced with the
password teacher.

Input Repite todas las pistas (únicamente cds de v́ıdeo sin pbc)

Human Translation Repeat all tracks (non-pbc video cds only)

SMT Output Repeated all avenues (only cds video without pbc)

Table 2.1: Translation errors on unseen domain.

is probably the most popular decoding framework for phrase-based SMT systems.
Starting from an initial hypothesis, given an input string of words, a number of
phrase translations could be applied to expand the current hypothesize. The
expansion is continued until all words are marked as translated.

Beam search heuristically prunes the search space, and, as a result, the search
is inexact and search errors can occur as the best scoring hypothesis is not nec-
essarily optimal in terms of given model parameters. Extensive prior work on
minimum Bayes risk (MBR) objectives (e.g. see (Kumar and Byrne 2004)) can
potentially mitigate the issue. MBR methods select translations that are less
“risky” by taking the uncertainty in model predictions into account. Section 2.8.6
discusses a link between MBR and domain adaptation for SMT.

2.4 Translation errors when applied to new do-

mains

Applying a phrase-based SMT system to new domains produces suboptimal trans-
lation in practice, e.g. Newswire (Foster et al. 2013), Medical (Irvine et al. 2013b),
Patents (Wäschle and Riezler 2012), Transcribed Lectures (Federico et al. 2012),
Web Blog (Su et al. 2012; Foster et al. 2013), TED Talks (Duh et al. 2010; Man-
sour et al. 2011; Hasler et al. 2014), Subtitles (Irvine et al. 2013b), or Web Queries
(Nikoulina et al. 2012). This section reviews different sources of translation errors
when applied to new domains.
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2.4.1 Lexical selection

Lexical selection appears to be the most common source of errors (Irvine et al.
2013a; Wees et al. 2015). We present some examples in Table 2.1. Here, we
train a standard phrase-based SMT system for English-Spanish on a large dataset
combined from multiple resources including EuroParl, Common Crawl Corpus,
UN Corpus, News Commentary. We then apply the system to a new domain of
“Consumer and Industrial Electronics”. As shown in Table 2.1, incorrect transla-
tions are “can reproduce signs of audio” instead of “can play back audio signals”,
“password teacher” instead of “master password”, “commenced with” instead of
“opened with” file, “Repeated all avenues” instead of “Repeat all tracks”.

An important question is what went wrong with lexical selection, or, in other
words, what made a phrase-based SMT system suffer from degradation of lexical
translation quality on new domains. Two main different error types that cause
the degradation are as follows (Irvine et al. 2013a):3

• SEEN/SENSE: an incorrect translation for unobserved source language
words and an incorrect translation because of known source-language words
but with unobserved target words in the parallel training data.

• SCORE: an incorrect translation for which the system goes for an incorrect
translation path (i.e. incorrect ranking).

The majority of degradation of lexical translation quality is due to SEEN and
SENSE errors. However, it is important to understand that improving coverage
does not necessarily results in improved translation quality. This leads to the
error type of SCORE, which is perhaps a much harder problem to address.

To provide a better understanding of the SCORE error, let us step back and
reconsider how SMT models are estimated (Figure 2.3). Statistical translation
models are trained without integrating (likely hidden) domain information of the
bilingual data. This results in coarse and domain-confused translation statistics
that reflect translation preferences aggregated over different translation options
with respect to different domains. Some translation options are more popular
than others for a specific word or phrase in general. When it comes to a specific
domain, however, it is likely that one of the rare translation options would be the
most relevant one. A standard phrase-based SMT system is unlikely to be able
to provide such a translation in this case, given that resulting domain-confused
statistics are not expressive enough as they do not take domain information into
account.

3In principle, search errors caused by a decoding algorithm can be a factor. The contribution
of the factor to degradation of lexical translation quality, however, is minor, as shown in Irvine
et al. (2013a).
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Figure 2.3: Statistical translation framework.

2.4.2 Reordering

Different from the lexical selection, it is not clear that reordering model adap-
tation improves translation. There is some evidence supporting this hypothesis,
notably from (Chen et al. 2013a) and (Zhang et al. 2015). Chen et al. (2013a)
show that there are two potential reasons for an improvement in translation qual-
ity caused by reordering model adaptation:

• Some corpora may be better for training reordering models than others.

• There exists domain-dependent differences in reordering.

The first statement is intuitively plausible. Some data may contain noisy
parallel sentences (e.g. comparable data), or simply too short sentence pairs (e.g.
Subtitles, Search Queries). This has a negative impact on parameter estimates
(i.e. less accurate estimates).

Meanwhile, it is not at all obvious that reordering of phrase pairs is par-
ticularly domain-specific. Chen et al. (2013a) suggest that this is the case for
Chinese-English and Arabic-English. They train lexicalized reordering models
(Tillmann 2004; Koehn et al. 2007; Galley and Manning 2008) on different but
high quality parallel training data with specific genres. Their results show that
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English-German (Task: Legal)
Tuning Scenario BLEU↑
In-domain (Legal) 28.8
Mixed-domains (Including Legal) 28.5
Mixed-domains (Exclude Legal) 28.3

Table 2.2: Degradation of translation quality on a domain-specific translation
task with different tuning scenarios.

the estimates of reordering parameters are significantly different between the cor-
pora (e.g. the reordering probabilities estimated from News bilingual training
data are different from the ones that are estimated from Legal bilingual data). It
is therefore not so surprising that domain adaptation can help phrase-based SMT
systems to improve reordering for English-Chinese as in (Chen et al. 2013a).

However, it is unlikely that this happens for all language pairs. We take
English-Spanish as an example. Cuong and Sima’an (2014b) train different lex-
icalized reordering models on a somewhat similar scenario with News parallel
training data, including four sub-corpora: EuroParl, Common Crawl Corpus,
UN Corpus, News Commentary. They show that adapting reordering models
for a new domain of Consumer and Industrial Electronics contributes a minor
translation improvement for this domain.

As a side note, it is likely the case that dialect contributes to the reordering
behavior (e.g. for Chinese (Chen et al. 2013a) and Egyptian Arabic (Jeblee et al.
2014)). Domain adaptation with respect to this aspect (e.g. training lexicalized
reordering models on different dialect bilingual training data) therefore might
contribute reordering improvements.

2.4.3 Optimization

Domain mismatch between held-out development and test data is also an impor-
tant source of errors. This is widely observed in many studies, e.g. (Pecina et al.
2012; Nikoulina et al. 2012). We here show a qualitative example in Table 2.2.
Specifically, we first train a phrase-based SMT system for English-German on
a large dataset combined from multiple resources including EuroParl, Common
Crawl Corpus and News Commentary. We then apply the system to a new domain
of “Legal Service”, but with three different scenarios for system optimization:

• We optimize the system on an in-domain (Legal) held-out development set
with 2K sentence pairs.

• We optimize the system on a mixed-domain held-out development set with
8K sentence pairs from a combination of different domains: The in-domain
Legal held-out development set itself, plus three different held-out develop-
ment sets of Software, Hardware and Professional & Business Services.
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Figure 2.4: Statistical translation framework with a combination of multiple K
submodels for translation.

• We optimize the system on another mixed-domain held-out development set
with 6K sentence pairs of Software, Hardware and Professional & Business
Services in the third setting. This is the mixed-domain held-out develop-
ment set in the second setting, but excludes the in-domain development set
part.

Note that there is no prior knowledge about the domain’s provenance of the
mixed-domain held-out development set in the second and third setting. Ta-
ble 2.2 presents the translation performance of the phrase-based SMT system
with respect to the different tuning scenarios.

It clearly indicates that moving to a new domain without having an in-domain
held-out development set for system optimization can degrade the translation
quality of a phrase-based SMT system. Note that our comparison may favor
mixed-domain tuning scenarios: The mixed-domain held-out development sets
are at least three times larger than the in-domain set, which presumably improves
system optimization. In practice, the degradation of translation quality may be
much more substantial, especially in an setting where the desired task is different
from the held-out development set (e.g. Subtitles, Search Queries).
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2.5 Domain adaptation: a general picture

A typical phrase-based SMT system contains various components, such as word
alignment, language, translation and reordering models. This distinguishes SMT
from most other Natural Language Processing tasks, and makes application of
standard domain adaptation methods less straightforward.

In general, the most popular approach to domain adaptation for SMT is to
induce domain-focused translation statistics from seed in-domain data. Domain-
focused translation statistics are typically domain-specific phrase translation prob-
ability distributions, lexical weight and reordering probabilities. In the end, we
could combine them together with the baseline domain-confused translation fea-
tures, or even replace the baseline features. This results in a statistical translation
framework with a combination of multiple (sub-)models for translation. Figure 2.4
provides an illustration of the de-facto standard approach to domain adaptation
for SMT.

Implementing such a framework, however, is not trivial. Two main technical
challenges are as follows:

• The induction of domain-focused translation statistics: specific prior knowl-
edge (e.g. in-domain bilingual corpora, comparable corpora, monolingual
corpora) requires a different model for inducing domain-focused translation
statistics. Section 2.6 provides a systematic overview of previous approaches
to the problem.

• The combination of multiple (sub-)models for translation: the main object
is a combination model tailored to high dimensional feature spaces, which
is surprisingly hard to achieve. Section 2.7 reviews different combination
models for adaptation.

Beside the two main research lines, previous work also considers other adap-
tation scenarios. This survey covers several adaptation trends (Section 2.8). We
first review the induction of domain-focused sparse features and word alignment
probabilities (Section 2.8.1 and Section 2.8.2). We also show how an existing sys-
tem can be adapted to multiple specific domains at the same time (Section 2.8.3).
Another scenario will be covered is applying an SMT system to web search queries
(Section 2.8.4). We also discuss how web-based translation services can be im-
proved when domain of a new request is not a priori known (Section 2.8.5 and
Section 2.8.6).

2.6 Domain-specific translation induction for SMT

We start with induction with in-domain parallel data, and go forward with com-
parable and monolingual corpora. We also discuss the induction with domain’s
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provenance, which is special in the way that we are provided a large corpus con-
sisting of different domain-specific subcorpora that are not necessarily strictly
related to the desired task.

2.6.1 Induction with in-domain parallel data

In many studies, a seed in-domain parallel corpus (CIN) exemplifying the target
translation task is used as a form of prior knowledge for domain adaptation for
SMT. The data, however, is very small compared with a mixed of domains corpus
COUT . The main goal of translation induction with in-domain parallel corpora is
inducing a phrase-based model from COUT for adaptation. We now review the
two most popular approaches to domain adaptation in this scenario: Instance
weighting and Data selection.

Instance weighting
Instance weighting is perhaps the most effective approach to learning domain-
focused translation statistics. To give some intuition about how instance weight-
ing addresses the problem, in this general exposition we introduce a latent domain
variable z to mark if a phrase is in-domain (z1) or out-of-domain (z0). With the
introduction of the latent variable, we expect to extend the translation tables in
phrase-based models from domain-confused P (ẽ| f̃) to domain-focused by con-
ditioning them on z, i.e. P (ẽ| f̃ , z). Note how P (ẽ| f̃ , z) contains P (ẽ| f̃) as
special case as follows:

P (ẽ| f̃ , z) =
P (ẽ| f̃)P(z| ẽ, f̃)∑
ẽ′ P (ẽ′| f̃)P(z| ẽ′, f̃)

. (2.15)

Here P(z| ẽ, f̃) is viewed as a latent phrase-relevance model, i.e. the probability
that a phrase pair is in- (z1) or out-domain (z0). In the end, the adaptation
can be performed by replacing the domain-confused tables, P (ẽ| f̃), with the in-
domain-focused ones, P (ẽ| f̃ , z1), or simply by using these domain-focused model
as additional feature for the baseline phrase-based SMT system.

From Eq 2.15, the main challenge of inducing P (ẽ| f̃ , z) then is inducing
latent phrase-relevance model P(z| ẽ, f̃). Following Matsoukas et al. (2009), a
fairly large body of work on domain adaptation for SMT embeds P (z| ẽ, f̃) in an
asymmetric sentence level model P (z| e, f) for sentence pairs 〈e, f〉. Specifically,
the estimation of P (z| ẽ, f̃) for phrases ẽ and f̃ can be simplified by computing
P (z| e, f) for sentence pairs 〈e, f〉 as follows:

P (z| ẽ, f̃) =

∑
e, f P (z| e, f) c(ẽ; e) c(f̃ ; f)∑

z′∈{z1, z0}
∑

e, f P (z′| e, f) c(ẽ; e) c(f̃ ; f)
. (2.16)
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P (z| ẽ, f̃) P (z| e, f)

Phrase level Sentence level

Re-update phrase level parameters

Update sentence level parameters

Figure 2.5: The EM-based training algorithm for learning P(z| ẽ, f̃) and
P (z| e, f) simultaneously.

Here, c(ẽ, e) and c(f̃ , f) are the count of phrases ẽ and f̃ in sentence pairs 〈e, f〉
in the training corpus.

But how to learn the asymmetric sentence level model? A simple and straight-
forward way, which is proposed by (Cuong and Sima’an 2014b), is to devise an
EM algorithm for learning (Figure 2.5). At every iteration, in- or out-domain esti-
mates provide full sentence pairs 〈e, f〉 with probabilities P (z| e, f). The latent
phrase-relevance model parameters are then re-estimated using these expecta-
tions. Metaphorically, during each EM iteration the current in- or out-domain
phrase pairs compete in inviting COUT sentence pairs to be in- or out-domain,
which bring in new (weights for) in- and out-domain phrases.

Another approach is directly building a logistic weighting model for the asym-
metric sentence level model. Specifically, a logistic weighting model maps a set of
features φ(e, f) with the parameter vector w to a scalar weight in (0, 1). There
are numerous types of sentence level features that can be used, such as manual
sub-corpus and genre membership, number of source and target token, and ratio
of number of the tokens on both sides. Interestingly, the parameter vector w
can be learned directly simultaneously with log-linear model weight parameters
so as to optimize the translation accuracy on a held-out development set. The
approach was first proposed by Matsoukas et al. (2009).

An alternative approach to learning domain-focused translation statistics is
directly building a discriminative model at phrase level. This approach is intu-
itively plausible: a sentence often contains a mixture of domains by itself. In the
work of Foster et al. (2010), the estimation of domain-focused phrase translation
probabilities can be directly computed as follows:

P (ẽ| f̃ , IN) =
cw(ẽ, f̃)∑
ẽ′ cw(ẽ′, f̃)

, (2.17)
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where modified count cw(ẽ, f̃) is computed as follows:

cw(ẽ, f̃) =
1

1 + exp(−w · φ(ẽ, f̃))
c(ẽ, f̃). (2.18)

Learning the weight parameters w = {w1, . . . , wK} of K features for the
logistic weighting model can be done using maximum likelihood or related criteria.
More specifically, let us assume a held-out development set, in which each sentence
〈e, f〉 contains a (multi-)set A(e, f) of extracted phrases 〈ẽ, f̃〉. The objective
function is the maximization of the likelihood overA(e, f) for all parallel sentences
〈e, f〉 in the development set, with respect to w as follows:

ŵ = argmax
w

∑
〈e, f〉

∑
〈ẽ, f̃〉∈A(e,f)

P̃ (ẽ, f̃) logP (ẽ| f̃ , IN). (2.19)

Here, note that P̃ (ẽ, f̃) is computed from all phrase pairs extracted from the
held-out development set. The optimization problem can be solved using the
popular L-BFGS algorithm, as shown in Foster et al. (2010). The algorithm

requires computing the gradient ∂P (ẽ| f̃ , IN)
∂wi

, which is done as follows:

∂P (ẽ| f̃ , IN)

∂λi
=

1

P (ẽ| f̃ , IN)

[
cwi(ẽ, f̃)∑
f̃ ′ cw(ẽ, f̃ ′)

−
cw(ẽ, f̃)

∑
f̃ ′ cwi(ẽ, f̃

′)

(
∑

f̃ ′ cw(ẽ, f̃ ′))2

]
.

(2.20)

where:

cwi(ẽ, f̃) = cw(ẽ, f̃)fi(ẽ, f̃)

(
exp(−w · φ(ẽ, f̃))

1 + exp(−w · φ(ẽ, f̃))

)
. (2.21)

Both these different approaches of course have their own advantages and dis-
advantages. The EM-based approach strikes for the simplicity and thus it is much
easier to implement. Meanwhile, using a discriminative model to learn relevance
of sentence pairs and phrases in the parallel training data would perhaps be much
more effective. The discriminative models, however, require feature engineering.
They are also more difficult to implement. An empirical comparison of the ap-
proaches, however, is not thoroughly conducted yet in the literature, to the best
of our knowledge.

Note that using the same algorithm we can also adapt all other core translation
components in tandem, including lexical weight and lexicalized reordering models.

Data selection
Another approach to learning domain-focused translation statistics is selecting
training data from a large corpus. Then, we can simply train a phrase-based
SMT system on the selected data. Resulting translation statistics are presumably
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domain-focused. Data selection would naturally be less effective than instance
weighting, as we strictly remove a lot of bilingual data that are (presumably)
not relevant to a desired task. However, data selection has received considerable
attention in the past years because of two main reasons:

• Large bilingual training data comes with a cost: training phrase-based SMT
systems on large data is extremely expensive and time-consuming.

• A small percentage, but well-selected of the data often outperforms the
full dataset for training a phrase-based SMT system (Axelrod et al. 2011;
Mansour et al. 2011; Zhang and Chiang 2014; Kirchhoff and Bilmes 2014;
Duh et al. 2013; Mansour and Ney 2014; Cuong and Sima’an 2014a).

Existing work can be roughly classified depending on what kind of information
is used for selection. The most popular approach (Axelrod et al. 2011) selects
sentence pairs using the cross-entropy difference between in- and out-of-domain
language models (both source and target sides):

rank(f , e) =

(
HLMIN

(f)−HLMOUT
(f)

)
︸ ︷︷ ︸

source side

+

(
HLMIN

(e)−HLMOUT
(e)

)
︸ ︷︷ ︸

target side

. (2.22)

The cross-entropy is defined as

HLM(f) = − 1

m

∑m

i=1
logP (fi| f i−1

1 ) (2.23)

HLM(e) = −1

l

∑l

i=1
logP (ei| ei−1

1 ) (2.24)

The method itself is a modification of the method proposed in Moore and Lewis
(2010), which was introduced to address exactly the same problem we are dis-
cussing, but for only one side (i.e. monolingual data).

More recent approaches (Mansour et al. 2011; Mansour and Ney 2014; Cuong
and Sima’an 2014a) use translation model information. The idea is intuitively
plausible: in the translation context, often a source phrase has different trans-
lations in different domains, which cannot be distinguished with monolingual
language models. But how much should data selection depend on bilingual vs.
monolingual factors? Cuong and Sima’an (2014a) present a comprehensive study
of the contribution of these factors, showing that they actually complement each
other for data selection.

One of the most difficult problems in data selection is to jointly learn trans-
lation and language models. An EM-based learning algorithm was first proposed
by Cuong and Sima’an (2014a) to address the problem. However, a joint bilingual
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neural network model proposed by Devlin et al. (2014) might be a more power-
ful solution to the problem. Chen et al. (2016) was the first study that deploys
the bilingual neural network joint model to address the problem. In their work,
promising data selection performance is observed.

As a side note, data selection complements with data reduction for SMT (Eck
et al. 2005; Lewis and Eetemadi 2013). Data reduction aims at reducing the size
of data that is used for training, yet which at the same time has little impact on
quality.

2.6.2 Induction with comparable corpora

Creating an in-domain dataset is extremely expensive in practice. A cheaper
approach to domain adaptation for SMT is mining comparable corpora (Snover
et al. 2008; Daumé and Jagarlamudi 2011; Irvine et al. 2013b).

We now present two notable approaches as examples. The first approach is
mining unseen words for an adaptation task (Daumé and Jagarlamudi 2011). It
extends the approach described in Haghighi et al. (2008) to mining translations
from comparable corpora. Learning bilingual lexicons from comparable corpora
is obviously not an easy task (e.g. see (Koehn and Knight 2002; Haghighi et al.
2008; Tamura et al. 2012)), and their mining technique is “bootstrapped” based
on a bilingual dictionary that is created automatically from out-of-domain cor-
pora. The output of the dictionary mining approach is normally a list of word
pairs (source and target words), with corresponding scores representing the word
translation degree. Perhaps surprisingly, a straightforward approach to incorpo-
rating the induced word pairs by having an additional feature of dictionary mining
translation probability may not be helpful. A more effective way, as described in
Daumé and Jagarlamudi (2011), is to having not only the feature of dictionary
mining translation probability, but also an additional feature to mark if a phrase
pair is seen in the source and target data or not.

The second approach, proposed by Irvine et al. (2013b), directly recovers the
joint probability distribution of source and target word pairs on a new domain.
Specifically, let us assume we have access to a joint distribution POUT (f, e) over
source and target word pairs 〈f, e〉. The distribution is estimated from an out-
of-domain corpus. Let P̃ (f) and P̃ (e) be the empirical marginal distributions
estimated from comparable corpora (i.e. we extract raw word frequencies from
the corpora). Irvine et al. (2013b) cast the learning of the joint probability distri-
bution of source and target word pairs on a new domain as a linear programming
problem, as follows:

P̂IN = argmin
PIN

‖
∑
〈f, e〉

PIN(f, e) − POUT (f, e)‖1, (2.25)
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subject to:∑
〈f,e〉

PIN(f, e) = 1,
∑
e

PIN(f, e) = P̃ (f),
∑
f

PIN(f) = P̃ (e), and PIN(f, e) ≥ 0.

Here, l1-norm (‖·‖1) is used to measure the distance between two distributions.
Regularization terms are usually added into Eq. 2.25 so that the solution would be
as sparse as possible. A linear programming solver can be used to learn PIN(f, e)
from Eq. 2.25.

The method is perhaps one of the most elegant approaches to domain adap-
tation for SMT. It exploits cheap resources and shows significant improvement in
translation quality on new domains.

2.6.3 Induction with monolingual data

Exploiting in-domain monolingual data is also an effective approach to domain
adaptation for SMT. In general, synthetic bilingual data is first generated by
using a phrase-based SMT system. Then, we can use the created data to induce
domain-focused translation statistics (Schwenk 2008; Wu et al. 2008; Bertoldi and
Federico 2009; Schwenk and Senellart 2009). Empirical results show that having
in-domain monolingual data could substantially improve the translation quality
for a new domain, especially with in-domain monolingual data on the target side
(Lambert et al. 2011).

Surprisingly, we can still get improvements from incorporating induced domain-
focused translation features to the baseline, given that the baseline is already aug-
mented with induced domain-focused language model features. As a side note,
the adaptation of reordering model gives consistent but modest improvement in
this scenario (Bertoldi and Federico 2009; Schwenk 2008).

2.6.4 Induction with monolingual data and meta-information

Beside generating synthetic bilingual data, are there any other ways of adapting
translation models with monolingual corpora? There has been an intensive line
of research that focuses on the translation model adaptation using topic models
(Su et al. 2012; Eidelman et al. 2012; Gong et al. 2011; Hewavitharana et al. 2013;
Hasler et al. 2014; Hu et al. 2014). Such studies interchangeably use the term
“topic” and “domain”.

Let us assume we are provided with an out-of-domain parallel corpus COUT =
{SOUT , TOUT}, together with an in-domain monolingual corpus on source side
SIN only. Given the data, a general approach is building an adapted translation
model in the following steps:

• Step 1: Estimating topic models (e.g. Probabilistic Latent Semantic Anal-
ysis (Hofmann 1999), Latent Dirichlet Allocation (Blei et al. 2003), Hidden
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Topic Markov Models (Gruber et al. 2007)) at document level in monolin-
gual corpora.

• Step 2: Estimating topic-specific translation models (i.e. conditioning the
translation of phrase pairs on the topic information of source phrases).

• Step 3: Estimating topic posterior distributions of phrases.

• Step 4: Estimating phrase translation probabilities using predefined topic-
specific translation models and topic posterior distributions of phrases.

More formally, let us use P (zfIN | f) and P (zfOUT | f) to indicate how a sentence
f expresses a specific source-side topic in in- and out-domain monolingual corpus.
The sentence-topic distributions are provided by topic models (Step 1).

Let us use P (ẽ| f̃ , zf̃OUT ) to indicate the probability of translating phrase f̃ to
phrase ẽ given the source-side topic zf̃OUT . The topic-specific translation models
are estimated as follows (Step 2):

P (ẽ| f̃ , zf̃OUT ) =

∑
e, f ∈ COUT P (zf̃OUT | f) c(f̃ ; f) c(ẽ; e)∑

ẽ′
∑

e, f ∈ COUT P (zf̃OUT | f) c(f̃ ; f) c(ẽ′; e)
. (2.26)

Let us use P (zf̃IN | f̃) and P (zf̃OUT | f̃) to denote the phrase-topic distributions.
The distributions can be computed as follows (Step 3):4

P (zf̃IN | f̃) =

∑
f ∈ SIN P (zf̃IN | f) c(f̃ ; f)∑

z′
f̃IN

∑
f ∈ SIN P (z′

f̃OUT
| f) c(f̃ ; f)

. (2.27)

P (zf̃OUT | f̃) =

∑
f ∈ SOUT P (zf̃OUT | f) c(f̃ ; f)∑

z′
f̃OUT

∑
f ∈ COUT P (z′

f̃OUT
| f) c(f̃ ; f)

. (2.28)

Finally, phrase translation probabilities can be computed as follows (Step 4):

P (ẽ| f̃) =
∑

zf̃IN

∑
zf̃OUT

P (ẽ| f̃ , zf̃OUT )P (zf̃OUT | zf̃IN )P (zf̃IN | f̃), (2.29)

where topic mapping probability distribution P (zf̃OUT |zf̃IN ) can be computed as:5

P (zf̃OUT |zf̃IN ) =
∑

f̃∈SIN ∩ SOUT
PIN(zf̃IN | f̃)POUT (zf̃OUT | f̃). (2.30)

4In Su et al. (2012), an interpolation model is computed for PIN (zf̃IN | f̃), which is decom-
posed into the topic posterior distribution at word level for smoothing.

5Joint inference of topic models on a concatenation of SIN and SOUT would drop the re-
quirement of computing the topic mapping probability distribution (e.g. see Gong et al. (2011)
and Hewavitharana et al. (2013)). An empirical comparison of the approaches, however, is not
thoroughly conducted yet in the literature, to the best of our knowledge.
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The estimate of P (ẽ| f̃) as in Eq. 2.29 can be used to replace the domain-
confused translation probability. It can also simply serve as an additional feature
to the baseline.

In practice, it is also possible that instead of having only source side SIN
of monolingual data, we are provided with an in-domain parallel corpus CIN =
{SIN , TIN}. In that case, bilingual topic inference should be preferred to mono-
lingual topic inference (Mimno et al. 2009; Hasler et al. 2014; Hu et al. 2014).

Using topic models for domain adaptation for SMT provides an effective way of
quantifying the effect of the topical context information on translation selection.
Using the same approach, we can adapt all other core translation components in
tandem, including lexical weight and lexicalized reordering models.

Meanwhile, the model has a potential drawback: most of parallel corpora
lack the annotation of document boundaries. Of course, a single sentence can
be considered as a short pseudo-document, but it is questionable whether such a
corpus with short pseudo-documents is topic-model “friendly” (Tang et al. 2014).

2.6.5 Induction with domain’s provenance

In practice, there are adaptation scenarios where we are provided with a large cor-
pus consisting of different domain-specific subcorpora (the subcorpora are man-
ually grouped/annotated). The subcorpora are not necessarily strictly related to
the desired task. In that scenario, it is still very useful to condition the lexical
weighting features on provenance (Chiang et al. 2011). In the end, we can simply
optimize the system with different types of domain-focused translation statistics
on an in-domain held-out development set.

Another simple and elegant approach is to use a vector space model. Specif-
ically, let us assume we are provided with a corpus consisting of N different
domain-specific subcorpora. First, we create a vector profile for every phrase pair
extracted from the training data as follows:

Vtraining(f̃ , ẽ) =

[
w1(f̃ , ẽ), . . . , wN(f̃ , ẽ)

]
(2.31)

Another vector profile is created for every phrase pair extracted from the in-
domain held-out development set as:

Vdev(f̃ , ẽ) =

[
w1(f̃ , ẽ), . . . , wN(f̃ , ẽ)

]
(2.32)

In principle, each element of the vector w(f̃ , ẽ) can be simply the count of a
phrase pair. A better approach, as proposed by Chen et al. (2013b), is adapting
standard tf − idf statistics - a standard technique in information retrieval.

Then, we simply use the similarity score between these two types of vectors
as additional feature functions (e.g. the Bhattacharyya distance (Bhattacharyya
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1946), the Kullback-Leibler distance (Kullback and Leibler 1951), and the cosine
distance). These feature functions reward phrase pairs that are relevant to the
desired task.

The vector space model approach was first proposed by Chen et al. (2013b). It
is a very effective adaptation technique for SMT. However, domain’s provenance is
not always available in practice. Despite topic models can automatically provide
meta-information, experiments in the setting show a modest improvement (e.g.
see Hewavitharana et al. (2013)).

2.7 Model combination for adaptation

Domain-focused translation statistics, once induced, need to be combined to-
gether in an appropriate way. The main desire is to have a combination model
tailored to high dimensional feature spaces.

2.7.1 Log-linear Mixture

Log-linear translation model mixtures (Birch et al. 2007; Koehn and Schroeder
2007) are of the form:

φTM(e, f) = λ
∑n

i=1
logP (ẽi| f̃ai , IN) + (1− λ)

∑n

i=1
logP (ẽi| f̃ai , OUT ).

(2.33)

Here, P (ẽi| f̃ai , IN) and P (ẽi| f̃ai , IN) represent different types of domain-focused
translation statistics with respect to IN and OUT. As in Eq. 2.33, they can be
added to the baseline as additional features. There is also no further effort needed
for training: the respective weights are set with any weight optimization method
(e.g. MERT, MIRA, PRO).

The implementation of log-linear translation mixture model for adaptation
can be slightly different in practice. It is common to leave the decoder “as is”
Razmara et al. (2012), but it is also possible to put constraints on hypotheses
generated by the decoder (Birch et al. 2007; Koehn and Schroeder 2007). For
instance, the decoder may only generate the hypotheses that are contained in
both translation tables (both in-domain and out-of-domain translation table).
The decoder may also generate the hypotheses that are contained in each of
the tables. An empirical comparison of the implementations, however, is not
thoroughly conducted yet in the literature, to the best of our knowledge.

The model has two potential drawbacks:

• In practice, it is common to have many submodels. This leads to signif-
icantly longer search and potentially more search errors. This also makes
system optimization even more challenging. It is not uncommon for such
a log-linear mixture model to perform significantly worse than for system
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trained on a concatenation of all the data (Wäschle and Riezler 2012; Sen-
nrich 2012a).

• Having high dimensional feature spaces requires a much larger held-out
development set for system optimization (Waite and Byrne 2015). This is
unrealistic in practice, as in-domain data is very expensive to annotate.

2.7.2 Linear Mixture

Linear translation model mixtures are of the form:

φTM(e, f) =
∑n

i=1
log

(
λP (ẽi| f̃ai , IN) + (1− λ)P (ẽi| f̃ai , OUT )

)
(2.34)

An alternative form of linear combination is a maximum a posteriori (MAP)
combination as follows:

φTM(e, f) =
∑n

i=1
log

(
cIN(ẽi, f̃ai) + λP (ẽi| f̃ai , OUT )∑

ẽ′ cIN(ẽ′, f̃ai) + λ

)
. (2.35)

This model was first proposed by Foster and Kuhn (2007).
Training the model is not straightforward. A desire is to directly optimize

the weights of the baseline system w = {w1, . . . , wM}, and interpolation weight
λ directly for BLEU. This is possible (Haddow 2013; Foster et al. 2013), but very
challenging to implement.6 In practice, the most common approach is performing
system optimization with a two-step procedure as follows:

• First, we learn the interpolation weight by maximum likelihood or related
criteria.

• We held the interpolation weight as constant, and optimize the log-linear
weights as normal with any optimization method (e.g. MERT, MIRA, PRO)

By isolating the task of learning log-linear weights, the problem of learning the
interpolation weight is not hard (Foster et al. 2010; Sennrich 2012a). Specifically,
let us assume a held-out development set, in which each sentence 〈e, f〉 contains
a (multi-)set A(e, f) of extracted phrases 〈ẽ, f̃〉. The objective function is the
maximization of the likelihood over A(e, f) for all pairs 〈e, f〉, with respect to λ
as follows:

λ̂ = argmax
λ

∑
〈e, f〉

∑
〈ẽ, f̃〉∈A(e,f)

P̃ (ẽ, f̃) log

(
λP (ẽ| f̃ , IN) + (1− λ)P (ẽ| f̃ , OUT )

)
.

(2.36)

6There has not been any attempt at such an implementation for combining multiple sub-
models, as far as we are aware.
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In case of using MAP, the objective function of training is as follows:

λ̂ = argmax
λ

∑
〈e, f〉

∑
〈ẽ, f̃〉∈A(e,f)

P̃ (ẽ, f̃) log
cIN(ẽ, f̃) + λP (ẽ| f̃ , OUT )∑

ẽ′ cIN(ẽ, f̃) + λ
. (2.37)

Note that P̃ (ẽ, f̃) in both cases is computed from all phrase pairs extracted from
the held-out development set.

Since the objective function is convex, the optimization can be done efficiently
with EM (Carpuat et al. 2014) or Limited-memory BFGS algorithm (Sennrich
2012a).7 Both algorithms require computing the gradient ∂

∂λ
. The gradient is

easy to compute in the first case as follows:

∂

∂λ
=

[
P (ẽ| f̃ , IN)− P (ẽ| f̃ , OUT )

λP (ẽ| f̃ , IN) + (1− λ)P (ẽ| f̃ , OUT )

]
(2.38)

In case of using a MAP, the gradient is slightly different as follows:

∂

∂λ
=

−
∑

ẽ′ cIN(ẽ′, f̃)

(
∑

ẽ′ cIN(ẽ′, f̃) + λ)2

[
P (ẽ| f̃ , IN)− P (ẽ| f̃ , OUT )

cIN (ẽ, f̃)+λP̄ (ẽ| f̃ ,OUT )∑
ẽ′ cIN (ẽ′, f̃)+λ

]
(2.39)

A linear translation model is perhaps the most common combination model for
adaptation. Compared with the log-linear translation model, it often works better
with high dimensional feature spaces. The model, however, has two potential
drawbacks:

• The maximum likelihood or related criteria may not correlate well with
translation accuracy. It is not uncommon that assigning optimized weights
underperforms uniform weights.

• The performance would likely be suffered from combining too many sub-
models (e.g. more than 10 submodels), leaving an open question of design-
ing a combination model tailored to very high dimensional feature spaces.

2.7.3 Fill-up

A very simple approach that provides a competitive performance to log-linear
and linear translation model mixtures is Fill-up. The idea of Fill-up was first
proposed by Besling and Meier (1995) for addressing the problem of language
model adaptation for speech recognition. It was first introduced in SMT by Nakov
(2008), and first used in domain adaptation for SMT in the work of Bisazza et al.
(2011).

7The Expectation Maximization algorithm often gives a more efficient and stable perfor-
mance in practice (e.g. see Razmara et al. (2012)).



34Chapter 2. A Survey of Domain Adaptation for Statistical Machine Translation

Let us assume we have two translation tables TIN and TOUT , with their cor-
responding phrase translation probabilities P (ẽ| f̃ , IN) and P (ẽ| f̃ , OUT ) re-
spectively. A Fill-up table TFILLUP is defined as:

∀(f̃ , ẽ) ∈ TIN ∪ TOUT : (2.40)

TFILLUP (f̃ , ẽ) =

{
{P (ẽ| f̃ , IN), exp(0)} if (f̃ , ẽ) ∈ TIN
{P (ẽ| f̃ , OUT ), exp(1)} otherwise.

Here, the entries of TFILLUP correspond to the union of the two phrase tables, in
which we consider TIN as the more reliable source and use it whenever possible.
The exponential function (i.e. exp(0) and exp(1)) is to mark if a phrase pair is
in-domain (TIN) or out-domain (TOUT ).

Simplicity is perhaps the main advantage of Fill-up. The model, however, has
two potential drawbacks:

• It remains unclear whether the approach is able to scale to many submod-
els. Such an empirical evaluation is not thoroughly conducted yet in the
literature, to the best of our knowledge.

• Translation probabilities in TFILLUP do not form a full probability distribu-
tion. This is potentially problematic: interactions between features can be
complex and log-linear models may not be able to handle the interactions.

2.8 Other trends in domain adaptation

This survey covers several other adaptation trends. We first review the induction
of domain-focused sparse features and word alignment probabilities (Section 2.8.1
and Section 2.8.2). We also show how an existing system can be adapted to mul-
tiple specific domains at the same time (Section 2.8.3). Another scenario is ap-
plying an SMT system to web search queries (Section 2.8.4). We also discuss how
web-based translation services can be improved when domain of a new request is
not a priori known (Section 2.8.5 and Section 2.8.6).

2.8.1 Adaptation with sparse features

Having in-domain sparse feature functions is particularly useful when applying a
phrase-based SMT system to new domains (Bertoldi and Federico 2009; Hasler
et al. 2012; Green et al. 2013, 2014). This is because sparse features allow for
more flexibility than dense features. This, however, is at the risk of raising the
difficulty of the optimization. Applying cross-validation techniques (e.g. jackknife
training (Hasler et al. 2012)) is often very useful to avoid overfitting.
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Figure 2.6: Latent domain HMM alignment model. An additional latent layer
representing domains has been conditioned on by both the rest two layers.

2.8.2 Domain adaptation for word alignment

Word alignment models, like any statistical models, would presumably suffer sig-
nificantly from lacking in-domain data for training. There is some evidence sup-
porting this. Hua et al. (2005) train different alignment models independently on
different domain-specific subcorpora. In the end, they show that an interpolation
of the alignment models improves word alignment accuracy.

Similar findings are reported in Gao et al. (2011) and Duh et al. (2010). Gao
et al. (2011) show that an interpolation of domain-specific and general-domain
alignment model improves translation accuracy. Duh et al. (2010) suggest that
training a phrase-based SMT system might benefit from using a simple trick as
follows. They first train statistical alignment models on a concatenation of both
in-domain and a much larger out-of-domain dataset. Then, they exclude out-of-
domain data during phrase extraction.

As a side note, Shah et al. (2010) show that it would benefit from training
word alignment with weighting sentence pairs according to their relevance to a
new domain.

Recently, Cuong and Sima’an (2015) provide an in-depth study of domain
adaptation for word alignment. They focus on the insensitivity of existing word
alignment models to domain differences, which often yields suboptimal results
on heterogeneous corpora (e.g. EuroParl, Common Crawl Corpus, UN Corpus,
News Commentary). A latent domain word alignment model is proposed, which
explicitly incorporates latent domain information in learning domain-focused lex-
ical and alignment statistics. Figure 2.6 presents such a case with a latent domain
HMM alignment model. Cuong and Sima’an (2015) train the model on a het-
erogeneous corpus, using a small number of seed samples from different domains.
Their experiments show that the derived domain-focused statistics, once com-
bined together, produce significant improvements both in word alignment and
translation.
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2.8.3 Multi-domain adaptation for SMT using multi-task
learning

A common scenario in practice is adapting an existing system to multiple domain-
specific tasks at the same time. This is obviously challenging.

The main approach is optimizing an SMT system in the way that exploits
commonalities shared among different tasks (Wäschle and Riezler 2012). More
formally, let us use {ŵ1, . . . , ŵK} to denote a set of model parameters with
respect to K different domains. The commonalities shared among different tasks
are modeled as follows:

wAV G =
1

K

∑K

d=1
wd. (2.41)

In the end, the goal is to learn model parameters that maximize the objective
function as follows:

{ŵ1, . . . , ŵK} = argmin
w1,...,wK

∑K

d=1
lossd(wd) + λ

∑K

d=1
‖wd −wAV G‖1. (2.42)

Here, the parameter λ controls the influence of the regularization, which trades off
between task-specific parameter vectors and their distance to the average. Mean-
while, we use lossd(wd) to represent a translation loss function on the held-out
development set from task d. The optimization problem can be solved using gra-
dient descent optimization with l1-regularization (Tsuruoka et al. 2009; Wäschle
and Riezler 2012).

While this approach is intuitively plausible, it gives a modest translation im-
provement Wäschle and Riezler (2012). Other approaches are also proposed in
the literature (e.g. Cui et al. (2013); Simianer et al. (2012)), showing a potentially
more promising performance.

2.8.4 Cross Lingual Information Retrieval (CLIR)

A practical real-world problem is translating web search queries into several target
languages, so that a search engine can return search results in the corresponding
languages. The quality of a translation component thus plays a crucial role. The
problem, however, is particularly difficult because of three specific reasons:

• Translation quality degrades substantially when applying a phrase-based
SMT system to a domain-specific task. This is particularly true for search
queries, due to their unique characteristics: search queries are very short
(just a couple of words per query) and the word order would be different to
a typical sentence in natural language.

• Second, a phrase-based SMT system is usually trained to optimize the qual-
ity of the translation, which is not necessarily correlated with the retrieval
quality (especially for the short queries) (Nikoulina et al. 2012; Kettunen
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2009). For example, the word order which is crucial for translation qual-
ity is often ignored by Information Retrieval models. In contrast, retrieval
systems often use bag-of-word representations in document scoring models,
and queries are rarely grammatical natural language.

• Finally, there are only a few tiny corpora of parallel queries (e.g. CLEF
tracks) that can be obtained.

A very simple, yet effective approach to improving adaptation for CLIR is
reranking theN -best translation candidates generated by a baseline system (Nikoulina
et al. 2012). Note that a re-ranker should be optimized to maximize a retrieval
metric rather than translation accuracy. Putting constraints on hypotheses gen-
erated by the decoder is also another approach to improving adaptation for CLIR
(Dong et al. 2014; Hieber and Riezler 2015). While the later approach may be
more efficient, such an implementation is obviously far more complicated.

2.8.5 Cache-based adaptive models for translation adap-
tation

A common scenario in practice, particularly for web-based translation services
such as Bing Translator and Google Translate, is that translation requests are
unknown in their domain. A common approach is exploiting two general phe-
nomenons in natural language and translation:

• Repetition and recency effects of words: many words, especially content
words, are repeated in close context.

• Consistency of translations: the translation of content words is consistent
given a specific context.

The two phenomenons provide us with a natural way to perform a fully unsuper-
vised domain adaptation on a new domain: a phrase-based SMT system performs
the translation for a sentence by not only considering the sentence itself, but also
taking the translation history of recent input sentences into account.

Accounting for the phenomenons in the translation is fairly simple, using a
cache-based adaptive model (Kuhn and De Mori 1990). More specifically, (Tiede-
mann 2010) develops two cache-based adaptive models as follows:

Cache-based adaptive language model: (Tiedemann 2010) uses a dynamic
cache-based adaptive language models in the form of linear mixtures as we discuss
below:

P (en| en−k, . . . , en−1) = (1 − λ)P (en| en−k, . . . , en−1, OUT )

+ λP (en| en−k, . . . , en−1, CACHE) (2.43)
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Here, the cache stores the best translation hypotheses of previous sentences. Of
course the size of the cache would be very small (e.g. 100-5000 words). The value
of interpolation weight λ can be set manually. The EM algorithm can also be
used to learn the weight automatically.

Implementing the model as a simple unigram model is a good option, but a
better solution in practice would be introducing a decay factor in the estimation
of cache probabilities as follows:

P (en| en−k, . . . , en−1, CACHE) ∝
∑n−1

i=n−k
δ(en = ei) exp

(
− α(n− i)

)
(2.44)

This approach was first introduced by Clarkson and Robinson (1997). Here, δ is
the Kronecker delta function. The decay rate α is normally set to a very small
value (e.g. 0.005 as in Clarkson and Robinson (1997)).

Cache-based adaptive translation model: (Tiedemann 2010) develops a
cache-based adaptive translation model in a similar manner, using a decay factor
to compute translation model scores from the cache as follows:

P (ẽn| f̃n, CACHE) ∝
∑K

i=1
δ

(
〈ẽn, f̃n〉 = 〈ẽi, f̃i〉

)
exp

(
− αi

)
(2.45)

The cache-based adaptive models can be integrated into a phrase-based SMT
system in a straightforward manner: both can be used to replace the language
and translation models, or to serve as additional feature functions within a log-
linear model. In the end, the decoder is forced to prefer identical translations for
repeated terms.

While using cache-based adaptive models is an elegant approach, the adapta-
tion effect is rather modest (Tiedemann 2010). The effect is also not robust: it
is not uncommon that an augmented SMT system produces a rather suboptimal
translation. There are two potential reasons for this:

• First, it would be risky to assume that previous translation hypotheses are
good enough to be cached (i.e. the risk of error propagation (Tiedemann
2010)).

• Second, using the translation of initial sentences in the input stream may
not be so beneficial.

Potential solutions to these problems are quite straightforward (Gong et al.
2011; Louis and Webber 2014). For instance, in the work of Gong et al. (2011),
the cache stores similar target sentence pairs in the bilingual training data to the
translation hypotheses, instead of the translation hypotheses by themselves. As
a side note, other types of caches can be developed to improve adaptation, e.g.
caching not only phrase pairs but also topic caches, as in Gong et al. (2011).
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2.8.6 Rewarding domain invariance for adaptation

When the target domain is unknown at training time, the system could be also
trained to make safer choices, preferring translations which are likely to work
across different domains. For example, when translating from English to Russian,
the most natural translation for the word ‘code’ would be highly dependent on
the domain (and the corresponding word sense). Russian words ‘øèôð’, ‘çàêîí’
or ‘ïðîãðàììà’ would perhaps be optimal choices if we consider cryptography,
legal and software development domains, respectively. However, the translation
‘êîä’ is also acceptable across all these domains and, as such, would be a safer
choice when the target domain is unknown. Note that such a translation may
not be the most frequent overall and, consequently, might not be proposed by a
standard (i.e. domain-agnostic) phrase-based translation system.

In order to encode preference for domain-invariant translations, we can first
project phrases onto a compact (K − 1) dimensional simplex of subdomains with
vectors:

~̃e =

[
P (z = 1| ẽ), . . . , P (z = K| ẽ)

]
, (2.46)

~̃f =

[
P (z = 1| f̃), . . . , P (z = K| f̃)

]
. (2.47)

See Fig. 2.7 for an illustration of the projection framework.
Of course, the subdomains are usually not specified in the heterogeneous train-

ing data. We can treat the subdomains as latent, and induce them automatically
(Cuong et al. 2016b). In the end, we can use a relevant measure to quantify how
likely a phrase (or a phrase-pair) is to be “domain-invariant”, for instance:

• Domain-specificity of phrases : A rule with source and target phrases hav-
ing a peaked distribution over latent subdomains is likely domain-specific.
Technically speaking, entropy comes as a natural choice for quantifying do-
main specificity. Here, we opt for the Renyi entropy and define the domain
specificity as follows:

Dα(~̃e) =
1

1− α
log

(∑K

i=1
P (z = i| ẽ)α

)
(2.48)

Dα( ~̃f) =
1

1− α
log

(∑K

i=1
P (z = i| f̃)α

)
(2.49)

Normally, the value of α is set as 2 which is the default choice (also known
as the Collision entropy).

• Source-target coherence across subdomains : A translation rule with source
and target phrases having two similar distributions over the latent subdo-
mains is likely safer to use. We can use the Chebyshev distance for measur-
ing the similarity between two distributions. The divergence of two vectors
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Figure 2.7: The projection framework of phrases into K-dimensional vector space
of probabilistic latent subdomains.

~̃e and ~̃f is defined as follows

D(~̃e, ~̃f) = max
i={1, ..., K}

∣∣∣P (z = i| ẽ)− P (z = i| f̃)
∣∣∣ (2.50)

The measures, once integrated into a phrase-based SMT system as feature func-
tions, force the decoder to give higher preference to domain-invariant translations,
which work well across domains, over risky domain-specific alternatives.

The translation improvement is quite robust: it is obtained without tuning
specifically for the target domain or using other domain-related meta-information
in the training corpus (Cuong et al. 2016b).

A similar idea has been deployed in Zhang et al. (2014), which exploits topic-
insensitivity that is learned over documents for translation. There is a link be-
tween this line of work and extensive prior work on minimum Bayes risk (MBR)
objectives (used either at test time (Kumar and Byrne 2004) or during training
(Goodman 1998; Sima’an 2003; Smith and Eisner 2006; Pauls et al. 2009)). The
goal of MBR minimization is to select translations that are less “risky”, but due
to the uncertainty in model predictions, and some of this uncertainty may indeed
be associated with domain-variability of translations. Still, a system trained with
an MBR objective will tend to output most frequent translation rather than the
most domain-invariant one, and this, as we argued in the introduction, might not
be the right decision when applying it across domains. We believe that the two
classes of methods are largely complementary.

2.9 Discussion

As discussed, SMT is just one among data-driven approaches to modeling transla-
tion. Other approaches can be deployed, e.g. example-based machine translation
and neural-based machine translation. While it is pretty clear that example-based
machine translation can benefit from what the domain adaptation literature for
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SMT offers, it would be less clear whether neural-based machine translation can
learn from that or not. Recent studies suggest this is the case, where classic
techniques in domain adaptation for SMT can be used to perform adaptation for
neural-based translation models (e.g. see (Durrani et al. 2015; Joty et al. 2015)).
More specifically, (Durrani et al. 2015) show that EM-based mixture modeling
and data selection techniques also give a significant improvement in adaptation.
(Joty et al. 2015) reveal that regularizing the loss function towards the in-domain
neural network joint model also improves translation.





Chapter 3

A Case Study of Data Selection

The problem of selecting data for training SMT systems has received attention
in the past years because increasing amount of training data in SMT does not
always yield improved performance. The data selection problem aims at selecting
training data from a mixed-domain corpus for a translation task, relying on a
small sample of in-domain data. In this chapter we present a new probabilistic
method to data selection. Our method exploits the contrast between in-domain
and out-domain. We also extend the selection model to exploit bilingual transla-
tion probabilities expressed over word-alignments. We report a range of experi-
ments and provide an in-depth analysis of our method for data selection both on
selection tasks and on translation tasks.

The content of this chapter is based on the following publication:
Hoang Cuong and Khalil Sima’an. Latent domain translation models in mix-of-
domains haystack. In COLING 2014. All the research and all implementations
were carried out by Hoang Cuong. Khalil Sima’an guided him in shaping the
key ideas about latent variable models and their applications to data selection for
SMT. Khalil Sima’an also provided guidance and edited the publication.
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Chapter Highlights

Problem Statement
• Large bilingual training data comes with a cost: training phrase-based

SMT systems on large data is extremely expensive and time-consuming. In
practice, a small percentage, but well-selected data can outperform the full
dataset for training a phrase-based SMT system.

Research Question
• Given an in-domain corpus in advance, how to select the most relevant

sentences from a mix-domain parallel training corpus (a.k.a. heterogeneous
corpus)?

Research Contributions
• Previous work selects sentence pairs using the cross-entropy difference

between in- and mix-domain language models, both source and target sides.
This chapter exploits a different approach: a sentence that we prefer selecting
should satisfy both requirements: it must be relevant to the in-domain data
and also irrelevant to the “pseudo” out-of-domain data, i.e. the subset that
contrasts most to the in-domain data. The latter models are bootstrapped.
• In the translation context a source phrase often has different senses in

different domains, which cannot be distinguished with monolingual language
models. Will bilingual factors contribute an important component to defining
the domain? In how far does data selection depend on bilingual vs.
monolingual factors? The chapter presents a comprehensive study about the
contribution of these factors.

3.1 Motivation

Using larger training data is usually an effective way for improving the translation
quality of SMT systems. However, this is not the case once we are working
with a translation task concerning a specific domain that is narrower or different
from the domain of the training corpus. The relevance of the parallel training
corpus to the translation task at hand can be decisive for system performance.
In practice, it has been observed that training an SMT system on a small, yet
well-selected sample from a large, but mix-domain parallel training corpus (a.k.a.
heterogeneous corpus), could produce a significantly better translation (Axelrod
et al. 2011). This, however, usually requires knowing the domain of the translation
task in advance, which could be represented by a small sample of in-domain data
exemplifying the task.
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Following the footsteps of (Axelrod et al. 2011), there is an increasing number
of works that focus on improving training by data selection, e.g. (Zhang and
Chiang 2014), (Kirchhoff and Bilmes 2014), (Duh et al. 2013). Existing work can
be roughly classified by two kinds of information used for selection: (1) most ap-
proaches use monolingual information as the main component for a data selection
model, and (2) more recent approaches use translation model information, claimed
to provide an incremental contribution to the selection performance. Thusfar, a
thorough exploration of the two kinds of information, and how they contribute
to selection remains unclear. This is one of the main goals of this chapter.

In this chapter, we make three novel contributions as follows:

• Introducing a novel latent variable model which lends itself to data selection
but also directly to domain adaptation,

• Extending the selection model with (pseudo-) out of domain language mod-
els (LMs), i.e. instead of exploiting the contrast between the in-domain-
and mixed-domains- LMs, we model the selection by exploiting the con-
trast between in-domain- and out-of-domain- LMs. The latter models are
bootstrapped.

• Extending the selection model to exploit bilingual translation probabilities
expressed over word-alignments.

We conduct a range of experiments comparing the two approaches for data
selection both on selection tasks and on translation tasks showing the relative
advantages of each approach. In experiments, we provide an in-depth analysis
of the methods and show that our suggestion for exploiting the contrast between
in-domain and out-domain leads to improved results for (Axelrod et al. 2011).
We also show improvements for data selection contributed by exploiting bilingual
translation probabilities expressed over word-alignments.

3.2 Task definition and set up

Given our mix-domain parallel training corpus Cmixed, data selection aims at
learning the most relevant sentences to a task exemplified by an in-domain seed
corpus Cin. In this chapter, we present a novel latent variable model to address
the problem where we introduce a latent variable z to indicate the domain each
sentence belongs to. There are simply two possible values for z in our case
study, z1 to indicate in-domain data and z0 to indicate out-domain data; thereby
presupposing that the sentences in Cmixed distribute over two latent corpora C1

and C0. In other words, we aim to assign every sentence s ∈ Cmixed an expected
count P (zx | s) that it is in Cx ∈ {C0, C1}. Eventually, we rank the corpus, select
a subset that is most relevant to the task. Obviously, the performance of such a
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selection model lies in the way it scores sentence pairs in the mix-domain parallel
training corpus (Cmixed).

Before thoroughly investigating the data selection problem, it would be useful
to create some simple tasks first, with intrinsic evaluations for the selection per-
formance. In this way, we expect to have a comprehensive study of the problem
and the way standard methods address it in detail.

Selection Tasks: We use three domain-specific bilingual corpora:

• Hardware (102, 145 sentence pairs),

• Legal (98, 667 sentence pairs),

• Pharmacy (103, 814 sentence pairs).

We split each of them into two separate parts - the first part will be used as
the in-domain data, and the second part will be used to create our mix-domain
parallel training data by “hiding” it in a larger corpus. In detail, we split the
Hardware part into two separate corpora with 60, 000 sentence pairs (part hidden
in mix-domain parallel training corpus) and 42, 145 sentence pairs (the in-domain
part) respectively. Similarly, we split the Legal subset into two parts of 60, 000
sentence pairs (hidden part) and 38, 667 sentence pairs (the in-domain part). Fi-
nally, we split the Pharmacy subset into two parts: 60, 000 sentence pairs (hidden
part) and 43, 814 sentence pairs (the in-domain part). Combining all the hidden
parts together results in a mix-domain parallel training data Cmixed of 180, 000
sentences.

Intrinsic Evaluation: We report the “pseudo” precision at the sentence-level
using a range of cut-off criteria for selecting the top sentences in the mix-domain
training data. With this simple task - where each domain is fairly different from
each other - a good relevance model is thus expected to score higher the hidden
in-domain data.

Overview Data Selection

In general, there are different ways of doing selection in the literature. The most
popular approach, (Axelrod et al. 2011) is to select sentence pairs in Cmixed using
the cross-entropy difference between in- and mixed-domains language models,
both on source and target sides. This is a modification of the method proposed
in (Moore and Lewis 2010). In fact the work of (Moore and Lewis 2010) was
proposed to address exactly the same problem we are discussing, but for only one
side (i.e. monolingual data). Thus in order to have a thorough understanding of
the work of (Axelrod et al. 2011), let us step back and take a look at the work of
(Moore and Lewis 2010) in some detail.
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3.3 Data selection on monolingual data

To tackle the problem, in this chapter we take a probabilistic view of data selection
(and adaptation), with the aim of exposing shared and different aspects between
our work and the relevant related work, particularly the work of (Axelrod et al.
2011).

Given a sentence s, let us assume a latent variable z which takes two values
z1 and z0, standing respectively for in- and out-domain identities. Now we can
model the domain choice for sentence s with the probability P (z| s):

P (z| s) =
P (s| z)P (z)

P (s)
(3.1)

Obviously, to rank the instances in the corpus and make a selection, we need an
accurate estimate of P (z1| s).

The approach of (Moore and Lewis 2010) avoids computing P (z1| s) directly,
as we only need their ranking for data selection. So let us rank all sentences s
according to some indirect score. For simplicity, let us first ignore P (z1) because
the role of P (z1) is indeed minor. We now may rank sentences simply according
to

rank(s) = rank

(
P (s| z1)

P (s)

)
. (3.2)

Converting this formula into the log format, we will rank sentences according to

rank(s) = rank

(
logP (s| z1) − logP (s)

)
. (3.3)

Following (Moore and Lewis 2010), P (s| z1) is estimated by training a lan-
guage model on the (provided) in-domain data Cin. Whereas, P (s) is estimated
by training another language model on a (random) sample of mix-domain train-
ing data Cmixed. Intuitively, the size of the random subset should be comparable
to the given in-domain data.

Furthermore, to avoid the potential problem with sentence length, the cross
entropy can be used rather than logP (s| z1), i.e. dividing logP (s| z1) by the
length of s as a normalization. In fact, this simple normalizing technique seems
to be particularly effective for the task, thereby avoiding biasing the selection to
only shorter sentences. We end up with a simple but elegant formula for data
selection that involves cross-entropy as follows:

scoreML(s) = rank

(
H(s; z1)−H(s)

)
. (3.4)

Summarizing the approach in (Moore and Lewis 2010), Eq 3.4 provides an
efficient solution to data selection, which tends to work reasonably well in practice.
However, this method does not work as well as desired for certain scenarios as we
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show next with the tasks we have introduced in Section 2. Following (Moore and
Lewis 2010), we use only words that appear more than once in the vocabulary.
Moreover, we also force the vocabulary to be the same for both LMs (i.e. we build
LMs from a random subset of Cmixed with vocabulary restricted by non-singleton
tokens from the in-domain corpus.1

Table 3.1 presents the results in detail, revealing the precision in selection over
a variety of different cut-offs.

Source Side Target Side

True False Precision(%) True False Precision(%)
Task - Pharmacy

10000 9972 28 99.72 9957 43 99.57
20000 19867 133 99.34 19812 188 99.06
30000 29587 413 98.62 29401 599 98.00
40000 38211 1789 95.53 37595 2405 93.99
50000 43148 6852 86.30 42127 7873 84.25
60000 45605 14395 76.01 44672 15328 74.45

Task - Legal
10000 9665 335 96.65 9650 350 96.5
20000 18468 1532 92.34 18416 1584 92.08
30000 26022 3978 86.74 25647 4353 85.49
40000 31704 8296 79.26 30898 9102 77.25
50000 35850 14150 71.70 34830 15170 69.66
60000 39090 20910 65.15 38089 21911 63.48

Task - Hardware
10000 9787 213 97.87 9608 392 96.08
20000 17608 2392 88.04 17179 2821 85.90
30000 22454 7546 74.85 22126 7874 73.75
40000 25711 14289 64.28 25532 14468 63.83
50000 28586 21414 57.17 28476 21524 56.95
60000 31235 28765 52.06 31227 28773 52.05

Table 3.1: Model performance with traditional Moore-Lewis method
(scoreML(s) = H(s; z1)−H(s)).

As we can see, the method works particularly well for the case of Pharmacy,
which is not surprising, as the Pharmacy data is apparently significantly differ-
ent from the rest of the data. It works reasonably well for the case of Legal.
Meanwhile for Hardware the results can be improved significantly.

Now we refine the method of Moore-Lewis, showing how it can be improved
also for retrieving Hardware. To do that, we attempt a new approach for comput-
ing P (s): we believe this aspect is the weakest point of the method of (Moore and

1Note that to sample a subset of Cmixed that is similar (in terms of size) to the in-domain
data, we use the toolkit of https://github.com/lukeorland/moore and lewis data selection (with
minor modification with respect to the randomization). To score the sentences, we rather rely
on the code of Sida Wang (with some modification) at StanfordNLP (ModifiedMooreLewisCor-
pusSelection.java). The original code computes perplexity difference instead of cross-entropy
difference.



3.3. Data selection on monolingual data 49

Lewis 2010). Our claim is that the mixed-domain language models trained on a
mix of rather diverse set of domains could be considered kind of wide-coverage,
which makes for a rather weak contrast with the in-domain language models.
Recall that the denominator can be represented as follows:

P (s) =
∑

z
P (s| z)P (z) = P (s| z1)P (z1) + P (s| z0)P (z0) (3.5)

Following this line of thought, rather than directly computing P (s) from a
random subset of Cmixed we totally rely on both P (s| z1) and P (s| z0) - the
LMs with respect to in-/vs out-domain. The intuition here is straightforward -
a sentence that we prefer selecting should satisfy both requirements: it must be
relevant to the in-domain data and also irrelevant to the out-of-domain data.
In other words, instead of exploiting the contrast of sentences between the in-
domain-/mixed-domains- LMs, we model the selection through exploiting the
contrast between the in-domain-/out-of-domain- LMs.

Technically, while it is simple to compute P (s| z1), it is not straightforward to
compute P (s| z0). This is because there is no out-of-domain sample that we are
provided in advance. It is, however, possible to create a “pseudo” out-of-domain
subset that contrasts most to the in-domain data. The way of creating such
a subset can be done by a very simple strategy. First, we can do exactly what
(Moore and Lewis 2010) did, but just select a subset that is most irrelevant to the
in-domain data instead. After that, we can train LMs on that subset, assuming
that we have out-of-domain LMs. To avoid overfitting, we normally pick up a
subset that is exactly the same size as the in-domain data. The interesting thing,
however, is that normally, choosing a different size of subset could also improve
the selection performance significantly.2 We leave the question of how to pick the
optimal size of out-of-domain data for future work.

To create the pseudo out-of-domain sample, let us “reuse” the ranking output
from what we got with the traditional Moore-Lewis method. We then pick up
the lowest ranking subset to train our out-of-domain LMs over the data. In other
words, instead of using language models trained on a subset of Cmixed to compute
P (s), we rather use another language model that is trained on the pseudo out-
of-domain data. Normalizing the LMs by sentence length, a new formula (yet
still in the same spirit of the original formula) for the selection can be written as
follows:

scoreML(s) = H(s; z1)−H(s; z0). (3.6)

Here, we use notation scoreML(s) to denote the new way of doing data se-
lection yet still in the spirit of the work of (Moore and Lewis 2010). By using
scoreML(s) instead of scoreML(s), we expect the contrast between in-/out- would
produce a better fitting to the data selection problem.

2However, note that in certain cases this could also hurt the selection performance signifi-
cantly.
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Iteration 1
Source Side Target Side

True False Precision(%) True False Pre(%)
Task - Pharmacy

10000 9999 1 99.99 9999 1 99.99
20000 19993 7 99.97 19997 3 99.99
30000 29970 30 99.90 29971 29 99.90
40000 39868 132 99.67 39854 146 99.64
50000 49065 935 98.13 48928 1072 97.86
60000 52809 7191 88.02 52666 7334 87.78

Task - Legal
10000 9951 49 99.51 9958 42 99.58
20000 19748 252 98.74 19792 208 98.96
30000 29142 858 97.14 29209 791 97.36
40000 37449 2551 93.62 37459 2541 93.65
50000 43224 6776 86.45 43338 6662 86.68
60000 46759 13241 77.93 46884 13116 78.14

Task - Hardware
10000 9931 69 99.31 9905 95 99.05
20000 18866 1134 94.33 18911 1089 94.56
30000 25763 4237 85.88 25596 4404 85.32
40000 30867 9133 77.17 30324 9676 75.81
50000 34438 15562 68.88 33950 16050 67.90
60000 36968 23032 61.61 36668 23332 61.11

Table 3.2: Model performance with the refinement in the rank computation
(scoreML(s) = H(s; z1)−H(s; z0)) - Iteration 1.

Table 3.2 presents the result, revealing an improvement via better precision
in selection over a variety of different cut-offs. That is, using out-of-domain
LMs instead of mixed-domain LMs, we observe a consistent improvement in the
selection performance over three tasks of Legal, Hardware and Pharmacy.

The idea of pseudo out-domain language model seems to work. To confirm the
result, we now reuse the ranking output from scoreML(s) (call this “iteration 1”).
We then set aside the “most contrasting” subset to the in-domain data, which
are the lowest ranked sentences, and train our out-of-domain LMs over this data,
and training the model with two more iterations. Table 3.3 presents the results
in detail, revealing better model performance compared to what we obtained at
iteration 1.

However, the introduction of LMs over pseudo out-of-domain (z0) in our work
is one aspect of a broader picture which we go through in the following sections.

3.4 Data selection on bilingual data

So far we have presented the traditional way of data selection on monolingual
data. We have presented the classic work of Moore and Lewis, analysing some
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Iteration 3
Source Side Target Side

True False Precision(%) True False Precision(%)
Task - Pharmacy

10000 9999 1 99.99 9999 1 99.99
20000 19994 6 99.97 19997 3 99.99
30000 29980 20 99.93 29975 25 99.92
40000 39893 107 99.73 39875 125 99.69
50000 49266 734 98.53 49133 867 98.27
60000 53572 6428 89.29 53352 6648 88.92

Task - Legal
10000 9965 35 99.65 9969 31 99.69
20000 19813 187 99.07 19835 165 99.18
30000 29354 646 97.85 29407 593 98.02
40000 37885 2115 94.71 37949 2051 94.87
50000 44087 5913 88.18 44281 5719 88.56
60000 47897 12103 79.83 48016 11984 80.03

Task - Hardware
10000 9940 60 99.40 9774 226 97.74
20000 18834 1166 94.17 18855 1145 94.28
30000 26121 3879 87.07 25785 4215 85.95
40000 31525 8475 78.81 30848 9152 77.12
50000 35440 14560 70.88 34712 15288 69.42
60000 38183 21817 63.64 37664 22336 62.77

Table 3.3: Model performance with the refinement in the rank computation
(scoreML(s) = H(s; z1)−H(s; z0)) - Iteration 3.

of its properties. We also proposed a different approach to train the models and
provided a comparison with the original approach, revealing a better performance
for our proposed method - exploiting the contrast between the in-domain-LMs
and pseudo out-of-domain-LMs.

Now let us come back to the main topic: bilingual data selection. Again, given
a mix-domain training data Cmixed, our goal is thus to determine for every pair of
parallel sentences {f, e} in Cmixed, whether it should be in C1 (in-domain) or C0

(not in in-domain). Again we put a latent variable z to indicate the domain each
sentence pair should be in; again z has only two values, z1 to indicate in-domain
data and z0 to indicate out-domain data.

As a straightforward extension to the method of Moore-Lewis, we would like
to view (Axelrod et al. 2011) as a version which aims to exploit two translation
directions. Although the method is not expressed as a probability, we will here
start out from a probabilistic expression and then transform it to cross entropy
difference as it shows the shared and different aspects from our own work.

P (z| f , e) ≈ P (f | z)P (e| z)P (z)

P (f)P (e)
. (3.7)

Straightforwardly, for the method of (Axelrod et al. 2011) we do not need to
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compute P (z1| f , e) directly, as we only need the ranking. By ignoring P (z),
together with converting this formula into the log format, we thus rank according
to

rank(f , e) = rank

(
logP (f | z1) + logP (e| z1)− logP (f)− logP (e)

)
. (3.8)

Finally, applying the normalization trick, we end up with a formula for data
selection as follows:

scoreAxel(f, e) = H(f; z1)−H(f) +H(e; z1)−H(e). (3.9)

As discussed above, it is expected that better selection performance can
be achieved by exploiting the sharper contrast between the in-domain-/out-of-
domain- LMs as follows:

scoreAxel(f, e) = H(f; z1)−H(f; z0) +H(e; z1)−H(e; z0). (3.10)

As before, here we use notation scoreAxel(f, e) to denote our own modified ap-
proach of (Axelrod et al. 2011), where we exploit the contrast between in-domain
and out-domain, instead of mix-domain training data.

scoreAxel(f, e) scoreAxel(f, e)
Iteration 1 Iteration 2 Iteration 3

True False Pre(%) True False Pre(%) True False Pre(%) True False Pre(%)
Task - Pharmacy

10000 9985 15 99.85 9999 1 99.99 9999 1 99.99 9999 1 99.99
20000 19935 65 99.68 19998 2 99.99 19998 2 99.99 19998 2 99.99
30000 29757 243 99.19 29988 12 99.96 29991 9 99.97 29992 8 99.97
40000 38772 1228 96.93 39945 55 99.86 39955 45 99.89 39954 46 99.89
50000 43870 6130 87.74 49481 519 98.96 49571 429 99.14 49588 412 99.18
60000 46417 13583 77.36 53241 6759 88.74 53828 6172 89.71 53919 6081 89.87

Task - Legal
10000 9809 191 98.09 9979 21 99.79 9990 10 99.9 9990 10 99.9
20000 19017 983 95.09 19879 121 99.40 19903 97 99.52 19904 96 99.52
30000 26880 3120 89.60 29493 507 98.31 29624 376 98.75 29629 371 98.76
40000 32759 7241 81.80 38231 1769 95.58 38568 1432 96.42 38645 1355 96.61
50000 36966 13034 73.93 44481 5519 88.96 45144 4856 90.29 45327 4673 90.65
60000 40079 19921 66.79 47946 12054 79.91 48815 11185 81.36 49041 10959 81.74

Task - Hardware
10000 9847 153 98.47 9962 38 99.62 9835 165 98.35 9835 165 98.35
20000 17959 2041 89.80 19280 720 96.40 19126 874 95.63 19182 818 95.91
30000 22967 7033 76.56 26274 3726 87.58 26580 3420 88.60 26577 3423 88.59
40000 26467 13533 66.17 31401 8599 78.50 31946 8054 79.87 32076 7924 80.19
50000 29436 20564 58.88 34994 15006 69.99 35740 14260 71.48 35939 14061 71.88
60000 32115 27885 53.53 37543 22457 62.57 38488 21512 64.14 38718 21282 64.53

Table 3.4: Model performance with bilingual information.

Table 3.4 presents the results in detail. As we can see - combining the cross
entropy from both sides consistently improves the selection performance. In prac-
tice, we consistently observed this, even though sometimes, it might slightly hurt.
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As a side note, it is not surprising to see a consistent improvement by exploiting
the sharp contrast between the in-domain-/out-of-domain- LMs.

Importantly, the nice thing about the approach of cross-entry method is that
it is fairly straightforward, and particularly efficient.

Meanwhile, there is no information about translation probabilities for model-
ing data selection. We believe that this is particularly useful for selection. Also,
it would be worthy to try to directly model P (z| e, f) instead of redirecting the
problem into some indirect scores. In this chapter we contribute a principled way
of doing so which allows not only data selection but also adaptation of a variety
of models, e.g. see (Cuong and Sima’an 2014b, 2015).

Latent Domain Selection Models

More specifically, instead of relying only on monolingual information we thus rely
on a combination between monolingual information and translation information
for the selection. By formalizing the problem with latent variable model, let us
continue to have a full expansion of P (z| f, e) as follows:

P (z| f , e) ∝ (P (f , e| z)P (z)) (3.11)

∝ P (z)

(
(P (f , e| z) + P (f , e| z)

)
(3.12)

∝ P (z)

(
P (f | e, z)P (e| z) + P (e| f , z)P (f | z)

)
. (3.13)

Different from the traditional approach, our goal is to directly model P (z| f , e),
before using the results for ranking the relevance of sentences. Note that we ef-
fectively average between the two translation directions which is reasonable, as
there is no reason to give preference to any of them.

As the equation shows, the selection now is modeled by a combination between
translation models and language models, where the models are with respect to
in-domain and out-domain (not mix-domain). Now let us discuss the new piece
of information for the selection here - the domain-dependent translation models
P (f | e, z), which can be viewed as modeling the probability that source/target
sentence translates as target/source sentence in domain z ∈ {z0, z1}.

Given f = f1, f2, . . . , fJ and e = e1, e2, . . . , eI , we assume hidden align-
ments a = a1, a2, . . . , aJ akin to IBM Model I, i.e.

P (f , a| e, z) =
ε

(I + 1)J

∏m

j=1
P (fj| eaj , z). (3.14)

Here, P (fj| eaj , z) can be thought of as the domain-focused lexical probability
of fj given eaj with respect to z. Thanks to the tractability of IBM Model I, it is
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straightforward to compute the translation model with respect to P (f | e, z),3

P (f | e, z) =
∑

a
P (f , a| e, z) =

ε

(I + 1)J

∏J

j=1

∑l

i=0
P (fj| ei, z). (3.15)

Of course, we can use only the Viterbi alignment to compute P (f | e, z) (a.k.a.
the so-called maximum-approximation). In practice, we found that marginalizing
all alignments produces much better results. We can also use phrase-based models
instead of word-based models to model P (f | e, z). A systematic comparison
between these different ways in the model performance, however, is beyond the
scope of this chapter.

We now turn to discuss how to train our model. The parameters Θz con-
sist of the domain-dependent lexical parameters (e.g. tΘz(f | e, z)) and the
domain prior parameter (e.g. PΘz(z)). With these sharpened translation and
language models, training (via maximizing the likelihood) commences using a
version of Expectation-Maximization (EM) algorithm (Dempster et al. 1977).
Metaphorically, iterative EM training resembles “party invitations” on social net-
works (hence, the Invitation model): if initially in/out-domain sentence pairs (the
“hosts”) “invite” some sentence pairs from Cmixed, in the next iteration the new
“pseudo” in/out-domain sentences help invite more sentence pairs.

As a technical note - since we are working with different language models, it
is important to scale the probabilities of the four LMs to make them comparable.
In practice, a way which is quite simple is as follows: we just need to normalize
the probability that a LM assigns to a sentence by the total probability this
LM assigns to all sentences in Cmixed. This, however, could downplay the role
of LMs in the selection model, raising a question of finding a better way for the
normalization.4

There are two different ways of creating the pseudo out-of-domain data. The
first way is to rely on the information from LMs as we did above. The second
way is to rely on the information from translation models. Since we already
implemented the first approach for the above experiments, let us continue follow-
ing experiments with the second approach of creating such pseudo out-of-domain
data. In practice, we tried to make a systematic comparison between the two
approaches. Our results suggest there is not much significant difference in the
performance between these different techniques.

We now run some experiments with the extension of the selection by the
integration of translation information. Table 3.5 presents the results in detail.
We make following observations:

• In general, Table 3.5 suggests that directly modeling P (z| f, e) for the se-
lection could provide a promising performance. In some cases, for example,

3In our implementation, we ignore the factor ε
(I+1)J

as its role is indeed minor.
4In data selection, we find that a good normalization technique is indeed quite important

for final performance.
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scoreAxel(f, e) Modeling P (z| f, e) with mono- and bi-lingual information
(Axelrod et al. 2011) Iteration 1 Iteration 2 Iteration 3

True False Pre(%) True False Pre(%) True False Pre(%) True False Pre(%)
Task - Pharmacy

10000 9985 15 99.85 9985 15 99.85 9974 26 99.74 9968 32 99.68
20000 19935 65 99.68 19805 195 99.02 19785 215 98.93 19759 241 98.79
30000 29757 243 99.19 28508 1492 95.03 28447 1553 94.82 28447 1553 94.82
40000 38772 1228 96.93 36732 3268 91.83 36624 3376 91.56 36483 3517 91.21
50000 43870 6130 87.74 43411 6589 86.82 42931 7069 85.86 42660 7340 85.32
60000 46417 13583 77.36 48084 11916 80.14 47737 12263 79.56 47426 12574 79.04

Task - Legal
10000 9809 191 98.09 9791 209 97.91 9792 208 97.92 9787 213 97.87
20000 19017 983 95.09 18683 1317 93.42 18601 1399 93.00 18496 1504 92.48
30000 26880 3120 89.60 25959 4041 86.53 25872 4128 86.24 25877 4123 86.26
40000 32759 7241 81.80 32429 7571 81.07 32077 7923 80.19 31885 8115 79.71
50000 36966 13034 73.93 37552 12448 75.10 37140 12860 74.28 36829 13171 73.66
60000 40079 19921 66.79 41518 18482 69.20 41084 18916 68.47 40777 19223 67.96

Task - Hardware
10000 9847 153 98.47 9781 219 97.81 9777 223 97.77 9771 229 97.71
20000 17959 2041 89.80 18987 1013 94.94 19122 878 95.61 19169 831 95.85
30000 22967 7033 76.56 27358 2642 91.19 27467 2533 91.56 27556 2444 91.85
40000 26467 13533 66.17 34765 5235 86.91 34978 5022 87.44 35085 4915 87.71
50000 29436 20564 58.88 40980 9020 81.96 40976 9024 81.95 40985 9015 81.97
60000 32115 27885 53.53 45658 14342 76.09 45743 14257 76.23 45693 14307 76.16

Table 3.5: Model performance with bilingual information, modeling P (z| f, e)
directly with monolingual and bilingual information.

the task of retrieving Hardware - we obtain a significant improvement with
our aproach compared to the method of (Axelrod et al. 2011).

• However, there is not always improvement and the results could be mixed.
For instance, for the task of retrieving Pharmacy and Legal - we observe a
worse selection performance in some cases. This suggests that we could still
have improvement by some careful rethinking of the methods of selection
the pseudo out-domain, scaling the LMs and balancing LMs against TMs.

• The integration of translation information into the selection provides an
incremental contribution into the selection performance. However, surpris-
ingly, the contribution of such information in general is not as effective as
exploiting the contrast between the in-domain-/out-of-domain- LMs. This
suggests that monolingual information and bilingual information both pro-
vide significantly valuable information for the selection.

• The pseudo-precision between each iterations is mixed - i.e. it might be
increasing (implying better performance) after an EM iteration in some
cases, yet it might not be the case in other cases. This confirms a certain
mismatch between the likelihood and the invitation idea in training. This
demands more attention in future work.
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Task Corpora English Spanish
Mixed-Domain Corpus (4.51M sents) 125, 339, 057 139, 655, 311

TAUS Legal
In-Domain Corpus (77K sents) 1, 555, 342 1, 733, 370
Dev (2K sents) 27, 983 30, 501
Test (2K sents) 45, 736 48, 999

Table 3.6: The data preparation - training, dev and testing corpora (size in
words). Note that the dev set contains sentences of 10-25 words, while the test
set contains sentences that vary substantially in length, from 5-10 words up to
45-50 words.

3.5 Translation experiments

We now focus on extrinsic evaluation through translation experiments, revealing
how these different models can help select useful subsets for training statistical
machine translation. We build an English-Spanish mix-domain training data
consisting of a large and rather varied set of domains (a haystack) in a way that
allows us to directly measure selection quality. Starting out from a mix-domain
training data Cmixed consisting of 4.51M sentence pairs, collected from multiple
resources including EuroParl (Koehn 2005), Common Crawl Corpus, UN Corpus,
News Commentary, TAUS Software, TAUS Hardware, and TAUS Pharmacy, and
a 100K in-domain (TAUS Legal) sentence pairs. Given a corpus of 77K in-domain
pairs constitute Cin. We aim to see how the selection can help building small-scale
SMT system over the output. Table 3.6 summarizes the data and the translation
task.

We deploy three frameworks for the selection of data for this translation task.
The first one is the work of (Axelrod et al. 2011). The second is our refinement
of (Axelrod et al. 2011), modeling the selection through exploiting the contrast
between the in-domain-/out-of-domain- LMs. Finally, we directly model the prob-
ability of domain given sentences. In the end, we get the output and rank the
sentence according to the result.

We use Moses (Koehn et al. 2007) with GIZA++ (Och and Ney 2003) and k-
best batch MIRA (Cherry and Foster 2012). The system includes Moses (Koehn
et al. 2007) baseline feature functions, plus eight hierarchical lexicalized reordering
model feature functions (Galley and Manning 2008). The training data is first
word-aligned using GIZA++ (Och and Ney 2003) and then symmetrized with
grow(-diag)-final-and (Koehn et al. 2003). We limit the phrase length to the
maximum of seven words. Final MT systems use the same non-adapted language
models trained on 2.2M English Europarl sentences plus 248.8K sentences from
News Commentary Corpus (WMT 2013).

We report BLEU (Papineni et al. 2002). Statistical significance uses 95%
confidence intervals using paired bootstrap re-sampling (Press et al. 1992; Koehn
2004b). The k-best batch MIRA optimizer (Cherry and Foster 2012) was run at
least three times to optimize any SMT system to avoid instability (Clark et al.
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(Axelrod et al. 2011) (Cuong and Sima’an 2014a) (Cuong and Sima’an 2014a)
scoreAxel(f, e) scoreAxel(f, e) Modeling P (z| f, e) directly

BLEU METEOR TER BLEU METEOR TER BLEU METEOR TER
Task - Legal

50000 34.1 34.5 49.8 36.0 35.9 47.8 35.4 36.3 48.2
100000 36.8 36.7 47.1 37.4 36.9 46.3 35.9 36.7 47.3
150000 38.1 37.3 46.4 37.9 37.4 45.8 36.4 37.0 47.0

Table 3.7: Model performance with bilingual information.

2011). Note that metric scores for the systems are averages over multiple runs.
Table 3.7 presents the results in detail. The results are mixed, and there is

no clear winner. Each method gains its best performance in a very specific case.
In detail, we make the following observations:

• When choosing the cut-offs of 50K: it is better (in terms of BLEU, ME-
TEOR and TER) for an MT system to be trained on the output produced
by exploiting the contrast between the in-domain-/out-of-domain- LMs, or
modeling directly P (z| f, e).

• When choosing the cut-offs of 100K: it is better (in terms of BLEU, ME-
TEOR and TER) for an MT system to be trained on the output produced
by exploiting the contrast between the in-domain-/out-of-domain- LMs.

• When choosing the cut-offs of 150K: it is better (in terms of BLEU) for an
MT system to be trained on the output produced by the work of (Axelrod
et al. 2011). In terms of METEOR and TER, however, it would be better
to build an MT system that is trained on the output produced by exploiting
the contrast between the in-domain-/out-of-domain- LMs.

3.6 Conclusion

We summarize the findings from this chapter:

• The precision/recall of the task of retrieving in-domain sentences hidden in
a large and mix-domain training data shows that our bilingual approach,
which exploits translation probabilities beside language model probabili-
ties, may give improved performance relative to existing approaches. We
have seen that our variant on the approach of (Axelrod et al. 2011), which
proposes to train on in-domain and out-domain (instead of in-domain and
mixed-domain), gives significant improvements.

• However, we also found that this improvement in selection performance us-
ing our approach does not always materialize as improvement in translation
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quality (e.g. BLEU scores). In short, we have seen that our approach pro-
vides comparable translation performance to the work of (Axelrod et al.
2011), while improving selection by sharpening the contrast between in-
domain and out-domain (instead of in-domain and mixed-domain).

One potential advantage for the approach is that it can be applied to data
selection as well as a range of other adaptation tasks with minor modification.
The work presented in (Cuong and Sima’an 2014b) shows how the approach can
be applied to adapt all translation components of a standard phrase-based system
to an in-domain task, and the work in (Cuong and Sima’an 2015) shows how it
can be applied to adapting word alignments from mixed-domain to in-domain
data with significant advantages over existing approaches. The main challenge
of the method, however, lies in its training, as it is apparently much harder to
design a learning algorithm for training the model. Our ongoing work aims to
address this challenge.



Chapter 4

A Case Study of Word Alignment

This chapter focuses on the insensitivity of existing word alignment models to
domain differences, which often harms performance of the models on large het-
erogeneous data. A novel latent domain word alignment model is proposed, which
induces domain-focused lexical and alignment statistics. We propose to train the
model on a heterogeneous corpus, using a small number of seed samples from
different domains as supervision. The seed samples allow estimating sharper,
domain-focused word alignment statistics for sentence pairs. Our experiments
show that the derived domain-focused statistics, once combined together, produce
significant improvements both in word alignment accuracy and in translation ac-
curacy of their resulting SMT systems. Going beyond the findings, we surmise
that virtually any large corpus (e.g. Europarl, Hansards, Common Crawl) har-
bors a diversity of hidden domains, unknown in advance. We address the novel
challenge of unsupervised induction of hidden domains in parallel corpora, by
applying our domain-focused word-alignment modeling framework. On the tech-
nical side, we contrast flat estimation for unsupervised induction of domains to
a simple form of hierarchical estimation, consisting of two steps aiming at avoid-
ing bad local maxima. Extensive experiments, conducted over seven different
language pairs with fully unsupervised induction of domains for word alignment,
demonstrate significant improvements in alignment accuracy.

The content of this chapter is based on the following publication:
Hoang Cuong and Khalil Sima’an. Latent Domain Word Alignment for Heteroge-
neous Corpora. In NAACL 2016. All the research and all implementations were
carried out by Hoang Cuong. Khalil Sima’an guided him in shaping the key ideas
about latent variable models and their applications to statistical word alignment.
Khalil Sima’an also provided guidance and edited the publication.
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Chapter Highlights

Problem Statement
• Word alignment statistics induced from word alignment models reflect

translation preferences aggregated over the diverse domains. In this sense,
they can be considered domain-confused statistics. This may lead to
sub-optimal performance once trained on a large heterogeneous parallel
training data.

Research Question
• How to improve word alignment quality over heterogeneous parallel

training data, with and without seed parallel data as domain knowledge?

Research Contributions
• Taking HMM-based alignment models as case study, we investigate how

to refine the coarse, domain-confused alignment models to a mixture of
different types of domain-focused models?
• Learning with domain knowledge, we show that the latent HMM-based

alignment model produces significant improvements in the word alignment
accuracy compared to its former HMM-based alignment model. We also show
that learning the model with the combining domain knowledge we are given
in advance brings out the best performance of the model.
• Going beyond the findings, we surmise that virtually any large corpus

harbors a diversity of hidden domains, unknown in advance. We show that
unsupervised induction of domains for word alignment contributes significant
improvements over alignment accuracy.

4.1 Introduction

Word alignment is a fundamental component that automatically learns the corre-
spondence between words. Serving a vital role in SMT systems, it seeds the input
to learn their translation of phrases/rules, and the input for advanced neural net-
work translation models (e.g. see (Devlin et al. 2014)). The lexical statistics at
word level also provide a reliable smooth estimate for the translation (e.g. see
(Och et al. 2004; Huck et al. 2012)). After twenty years since the IBM Models
(Brown et al. 1993) and HMM-based alignment model (Vogel et al. 1996), word
alignment is still an active research line in the literature, e.g. See some recent
works (Simion et al. 2013; Tamura et al. 2014; Chang et al. 2014; Shen et al. 2015;
Wang et al. 2015; Liu et al. 2015).

Generally, the coverage of domains an SMT system can translate fully depends
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Figure 4.1: Statistical alignment framework (a) vs. Statistical alignment frame-
work with K little “hidden” domains (b).

on the bilingual data used to train. We usually have access to a large mix of di-
verse domains corpora that consist of sentence pairs representing diverse domains,
e.g. News, Politics, Financial, Sports, etc. Such mixed corpora sometimes can be
also called “heterogeneous” corpora (Carpuat et al. 2014). It is clear that a word
could be translated in very different ways when it comes to different domains.
Nevertheless, the word alignment statistics induced from word alignment models
reflect translation preferences aggregated over the diverse domains. In this sense,
they can be considered domain-confused statistics. This may lead to sub-optimal
performance once trained on a large heterogeneous parallel training data.

In this chapter, we thus focus on more representative statistics: the domain-
focused word alignment statistics, i.e. the word alignment statistics with respect
to each of the diverse domains. To this end, our idea is to refine the coarse,
domain-confused alignment models to a mixture of different types of domain-
focused models. A distribution weighted combination is used: the posterior dis-
tribution of domains in a source sentence is estimated by the model, and then used
to combine the predictions associated with each domain for the given sentence.
Figure 4.1 illustrates our statistical alignment framework with little “hidden”
domains and how it is relative to the original statistical alignment framework.

In this chapter we first propose the latent domain word alignment model.
Specifically, we introduce a latent domain variable z to signify the domains of
the heterogeneous parallel training data. Thus we extend the concept of the
alignment, a over a sentence pair, 〈e, f〉 from P (f , a| e) towards P (f , a| e, z),
i.e. the translation of the alignment with respect to a specific domain. To model
P (f , a| e, z) we extend the HMM-based alignment model (Vogel et al. 1996),1

representing an alignment by word translation, word transition probabilities, plus
an additional latent domain layer that is conditioned on by the rest of parameters.

1Although our work focuses on the HMM-based alignment model, the approach can be also
straightforwardly applied to fertility-based alignment models (Brown et al. 1993).
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Our ultimate goal is to tighten the generative process of the alignment over a
sentence pair and of the sentence pair itself over a domain.

Given our proposed model, we first investigate the specific question: Given
domain information for some small subsets of a large heterogeneous parallel train-
ing data, how can we use the information as priors and learn the corresponding
domain-focused word alignment statistics for the pool of the rest of the sen-
tence pairs in the mixed data? Having domain information for such small sub-
sets is a common scenario in practice. This is especially for popular language
pairs (e.g. English-German, English-French and English-Spanish), where one can
easily access this kind of resource from DGT-Translation Memory (Steinberger
et al. 2012), JRC-ACQUIS (Steinberger et al. 2006) and Translation Automation
Society (TAUS.com). We view this challenge as learning domain-focused word
alignment statistics with partial supervision.

We derive Expectation Maximization (EM) estimation algorithm (Dempster
et al. 1977), and describe how to guide the training using a small number of
seed samples from different domains as supervision. Once the domain-focused
statistics have been induced we describe how to combine them together, conveying
a mix of domain-specific and general-domain for each sentence pair. Such a
combination, however, is intractable to compute. We address the problem by
proposing an approximate objective function for search, which we find it yields
good results in practice.

We report experimental results over heterogeneous parallel training corpora of
1M , 2M and 4M sentence pairs, where we are provided domain information for
different subsets of 10%, 5% and 2.5% of the mixed data respectively. Learning
with the domain knowledge from each subset, we show that the latent HMM-
based alignment model produces significant improvements in the word alignment
accuracy compared to its former HMM-based alignment model. We also show
that learning the model with the combining domain knowledge we are given in
advance brings out the best performance of the model. We proceed further to
exemplify the translation accuracy yielded by derived SMT systems, showing
significant improvements across four translation tasks.

Going beyond the findings, we surmise that virtually any large corpus harbors
a diversity of hidden domains, unknown in advance. Our goal is thus explicitly
to abandon the assumption of known target domains, and with it the need for
seed data exemplifying these domains. In other words, we apply the model to
arbitrary parallel corpora, i.e. to not only heterogeneous ones but also standard
corpora often used to train SMT systems, e.g. Hansards, Europarl (Koehn 2005),
JRC-Acquis (Steinberger et al. 2012), Common Crawl, United Nations and News
Commentary. For unsupervised induction of domains, an estimation using the
EM algorithm turns out to provide a suboptimal performance, specifically with
a large number of latent domains (e.g. 128 domains). We address the problem
by contributing a simple form of hierarchical estimation involving a two-step
procedure that prevents EM from getting stuck in bad local maxima.
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Figure 4.2: HMM alignment model with observed and latent alignment layers.

Finally, we provide a systematic evaluation on seven different language pairs -
English-Spanish, English-Portuguese, English-Romanian, English-Swedish, English-
Italian, English-German and English-French to validate the performance of our
framework. Our experiments are on datasets of vastly different sizes. We show
that our approach shows consistent improvements over a wide range of standard
bilingual corpora - Hansards, Europarl, JRC-Acquis, Common Crawl, United Na-
tions and News Commentary - while varying the number of the hidden domains
(8, 16, 32, 48, 64 and 128) and, consequently, regulating their granularity. Fur-
ther experiments reveal that our hierarchical estimation plays a key role to the
success of the proposed model.

4.2 HMM alignment model

In this section, we briefly review the HMM alignment model (Vogel et al. 1996).
The generative story of the model is shown in Figure 4.2. The latent states
take values from the target language words and generate source language words.
Formally, we use e = (e1, . . . , eI) to denote the target sentence with length I and
f = (f1, . . . , fJ) to denote the source sentence with length J . For an alignment
a = (a1, . . . , aJ) of a sentence pair 〈e, f〉, the model factors P (f , a| e) into the
word translation and transition probabilities:

P (f , a| e) =
∏J

j=1
P (fj| eaj)P (aj| aj−1). (4.1)

Here, P (fj| eaj) represents the word translation probabilities, P (aj| aj−1) repre-
sents the transition probabilities between positions. Note that P (aj| aj−1) de-
pends only on the distance (aj − aj−1). Note also that the first-order dependency
model is an extension of the uniform dependency model and zero-order depen-
dency model of IBM models 1 and 2, respectively.2 Null -links are also explicitly
added in our implementation, following (Och and Ney 2003) and (Graça et al.
2010).

The HMM alignment model has two kinds of parameters - word transla-
tion and word transition. Designing the EM algorithm for training the model
is straightforward (e.g. see (Vogel et al. 1996)). First, we present expected count

2We model explicitly distances in the range ±5 in this work.
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E-step

c(f | e; f , e) =
∑

a

P (c)(f , a| e)

P (c)(f | e)

∑J

j=1
δ(f, fj)

∑I

i=0
δ(e, ei) (4.2)

c(i| i′; f , e) =
∑

a

P (c)(f , a| e)

P (c)(f | e)

∑J

j=1
δ(aj , i)δ(aj−1, i

′) (4.3)

M-step

P (+)(f |e) =

∑
〈f , e〉 c(f |e; f , e)∑

f

∑
〈f , e〉 c(f | e; f , e)

, P (+)(i|i′) =

∑
〈f , e〉 c(i|i′; f , e)∑

i

∑
〈f , e〉 c(i| i′; f , e)

(4.4)

Figure 4.3: Pseudocode for the training algorithm for the HMM alignment model.
Note that notation P (c) denotes current iteration estimates, and P (+) denotes the
re-estimates. Meanwhile, δ is the Kronecker delta function. Note that P (·| ·) =∑

a P (·, a| ·) and it can be thus computed efficiently using dynamic programming.

notations with respect to domains for the parameters. We use c(f | e; f , e) to
denote the expected counts that word e aligns to word f . We use c(i| i′; f , e) to
denote the expected counts that two certain consecutive source words j and j−1
align to two target words i and i′ respectively, i.e. j aligns to i and j − 1 aligns
to i′. Note that all the expected counts are in the translation (f | e). Figure 4.3
presents the algorithm.

Once the HMM alignment model is trained, the most probable alignment, â
for each sentence pair can be computed by

â = argmaxa P (f , a| e). (4.5)

The search problem can be solved by the Viterbi algorithm.

4.3 Latent domain HMM alignment model

Because the heterogeneous data contains a mix of diverse domains, the induced
statistics derived from word alignment models reflect translation preferences ag-
gregated over these domains. In this sense, they can be considered domain-
confused statistics (Cuong and Sima’an 2014b). This work thus focuses on more
representative statistics: the domain-focused word alignment statistics, i.e. the
statistics with respect to each of the diverse domains.

By introducing a latent variable z representing domains of the heterogeneous
data, we aim to learn the z-conditioned word alignment model P (f , a| e, z).
Note that P (f , a| e, z) contains their former P (f , a| e) as special case, i.e.

P (f , a| e, z) =
P (f , a| e)P (z| f , a, e)∑

f

∑
a P (f , a| e)P (z| f , a, e)

. (4.6)

Relying on the HMM alignment model, our latent domain HMM alignment model
factors P (f , a| e, z) into the domain-focused word translation and transition
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Figure 4.4: Latent domain HMM alignment model. An additional latent layer
representing domains has been conditioned on by both the rest two layers.

probabilities:

P (f , a| e, z) =
∏J

j=1
P (fj| eaj , z)P (aj| aj−1, z). (4.7)

The generative story of the model is shown in Figure 4.4. Note how domain-
focused alignment statistics, P (·| ·, z) contain their former domain-confused
alignment statistics, P (·| ·) as special case

P (fj| eaj , z) =
P (fj| eaj)P (z| fj, eaj)∑
f P (fj| eaj)P (z| fj, eaj)

, (4.8)

P (aj| aj−1, z) =
P (aj| aj−1)P (z| aj, aj−1)∑
aj
P (aj| aj−1)P (z| aj, aj−1)

. (4.9)

With an additional latent domain layer, it becomes crucial to train the model
in an efficient way. As suggested by Equations 4.8 and 4.9, we could simplify
training by breaking up the estimation process into two steps. That is, we train
alignment parameters, P (·| ·) or domain parameters, P (z| ·, ·) first, hold them
fixed before training the other kind of the parameters. This training scheme
is applied in the work of (Cuong and Sima’an 2014b), however, for a different
purpose of data selection for SMT. Instead, in this work we design an algorithm
that trains both of them simultaneously via training domain-focused parameters
P (·| , ·, z) directly.

4.3.1 Training

Our model can be viewed as having a set, Θ of N subsets of domain-focused
parameters, Θz for N different domains, i.e.

Θ = {Θz1 , . . . , ΘzN}.

To simplify the learning problem we assume that the domains are very different
from each other. If this assumption does not hold, the learning problem would
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E-step ∀z ∈ {z1, . . . , zN} do
c(D; f , e) = P (c)(z| f , e) (4.10)

c(f | e; f , e, z) = P (c)(z| f , e)
∑

a

P (c)(f , a| e, z)
P (c)(f | e, z)

∑J

j=1
δ(f, fj)

∑I

i=0
δ(e, ei) (4.11)

c(i| i′; f , e, z) = P (c)(z| f , e)
∑

a

P (c)(f , a| e, z)
P (c)(f | e, z)

∑J

j=1
δ(aj , i)δ(aj−1, i

′) (4.12)

M-step ∀z ∈ {z1, . . . , zN} do

P (+)(f |e, z) =

∑
〈f , e〉 c(f |e; f , e, z)∑

f

∑
〈f ,e〉 c(f |e; f , e, z)

, P (+)(i|i′, z) =

∑
〈f ,e〉 c(i|i′; f , e, z)∑

i

∑
〈f ,e〉 c(i|i′; f , e, z)

P (+)(z) =

∑
〈f , e〉 c(z; f , e)∑

z

∑
〈f ,e〉 c(z; f , e)

(4.13)

Figure 4.5: Pseudocode for the training algorithm for the latent domain HMM
alignment model. Note that notation P (c) denotes current iteration estimates,
and P (+) denotes the re-estimates. Meanwhile, δ is the Kronecker delta function.
Note that P (·| ·, ·, z) =

∑
a P (·, a| ·, ·, z) and it can be thus computed efficiently

using dynamic programming.

shift from single-label learning to multiple-label learning. We leave this extension
for future work.

The model has three kinds of parameters - word translation, word transition,
and domain prior. Similarly, we use c(f | e; f , e, z) to denote the expected
counts that word e aligns to word f with respect to latent domain z. We use
c(i| i′; f , e, z) to denote the expected counts that two certain consecutive source
words j and j − 1 align to two target words i and i′ respectively with respect to
latent domain z. Finally, we also use c(z; f , e) to denote the expected count of
domain priors.

Figure 4.5 presents the EM algorithm for training our latent domain HMM
alignment model. The key difference to the training algorithm for the HMM
alignment model is that the new algorithm involves a larger number of parame-
ters (z-conditioned parameters) during training. It also involves new parameters
P (z| f, e). Using Bayes’ theorem, P (z| f, e) can be computed as3

P (z| f, e) ∝ P (f| e, z)P (e| z)P (z). (4.14)

Here, P (f| e, z) can be thought of as the domain-focused translation models,
aiming to model how well a source sentence is generated over a target sentence
with respect to a domain. Meanwhile, P (e| z) can be thought of as the domain-
focused language models (LMs), aiming to model how fluent a target sentence

3P (z| f, e) can be also heuristically computed a symmetrized strategy P (z| f, e) ∝

P (z)

(
P (f| e, z)P (e|z) + P (e| f, z)P (f|z)

)
. However, we found that this strategy does not

provide any significant contribution to the final performance of alignment accuracy.
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with respect to a domain. We use standard nth-order Markov model for P (e| z),
in which

P (e| z) =
∏

i
P (ei| ei−1

i−n, z). (4.15)

Here, the notation ei−1
i−n denotes the history of length n for the source and target

words ei, respectively.
The final piece of the training is the details of initializing the parameters,

as well as training language models. This depends on the induction setting of
latent domains we aim for, i.e. supervised or unsupervised setting. Sections 4.5.1
and 4.6.1 will discuss them in detail for each specific induction setting.

4.3.2 Domain-focused decoding

We now present the decoding problem of the Viterbi alignment for each sentence
pair, using their mix of diverse domain-focused statistics. For each sentence pair,
〈e, f〉 we follow a distribution weighted combination approach (Mansour et al.
2009b,a) and find their best Viterbi alignment, â as follows:

â = argmaxa

∑
z
P (f, a, z| e) (4.16)

= argmaxa

∑
z
P (f, a| e, z)P (z| e) (4.17)

= argmaxa

∑
z
P (f, a| e, z)P (e| z)P (z). (4.18)

Here, we derive the last equation by applying Bayes’ rule to P (z| e):

P (z| e) ∝ P (e| z)P (z) (4.19)

Interestingly, our Viterbi decoding now relies on a mix of domain-focused statis-
tics for each sentence pair. The computing of the term

∑
z(a) for all possible

alignments, a, however, is intractable, making the search problem difficult.
Inspired by (Liang et al. 2006), we opt instead for a heuristic objective function

as follows
â = argmaxa

∏
z
P (f, a| e, z)P (e| z)P (z). (4.20)

Here, note that
∏
p is a lower bound for

∑
p, when 0 ≤ p ≤ 1, according to

Jensen’s inequality. With Eq. 4.20, it is straightforward to design a dynamic
programming algorithm to decoding, e.g. the Viterbi algorithm. In practice, we
observe that the approximation yields good results.

4.4 Experimental setup

This chapter is largely empirical. We report results for seven different language
pairs (English-Spanish, English-Portuguese, English-Romanian, English-Swedish,
English-Italian, English-German and English-French).
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We use standard word-aligned data set for each language pair for evaluation
as below:

• For English-Spanish, we use a test set of 100 sentence pairs from Europarl
with “gold” alignments taken from (Graca et al. 2008).

• Another word-aligned data set of 100 sentence pairs from Europarl, with
gold alignments taken from (Graca et al. 2008) is used for the pair of English-
Portuguese.

• The Gold Standard Word Aligned corpus of 508 Europarl sentence pairs
supplied by RWTH is used for the pair of German-English.

• The Hansards corpus of gold alignment consisting of 447 sentence pairs from
(Och and Ney 2003) is used for the pair of English-French.

• We use the Gold Word-Aligned Data of 248 sentence pairs from (Mihalcea
and Pedersen 2003) for English-Romanian.

• We use the Gold Standard Word Aligned Data of 192 sentence pairs from
(Holmqvist and Ahrenberg 2011) for English-Swedish.

• Finally, for English-Italian we use a test set of 200 English-Italian sentence
pairs extracted from JRC-Acquis Corpus with gold alignments taken from
(Farajian et al. 2014).

Technically, the gold alignment consists of sure links (S) and possible links
(P ) for each sentence pair. Counting the set of generated alignment links (A),
we report the word alignment accuracy by the following measures (Och and Ney
2003):

• Precision ( |A∩P ||P | ),

• Recall ( |A∩S||S| ),

• Alignment error rate (AER) (1− |A∩P |+|A∩S||A|+|S| ).

Note that better results correspond to larger Precision, Recall and to lower AER.

For all experiments, we use the same training configuration for both the base-
line/its latent domain alignment model: 5 iterations for IBM model 1/its latent
domain model; 3 iterations for HMM alignment model/its latent domain model.
For evaluation, we first align the sentence pairs in both directions and then sym-
metrize them using the grow-diag-final heuristic (Koehn et al. 2003).
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4.5 Experiments with partial supervision

Our first set of experiments are designed to investigate how the induction of
domains for word alignment, under the partial supervision of seed samples, can
help improve word alignment accuracy. Our case study here is with English-
Spanish.

More specifically, we use three heterogeneous English-Spanish corpora con-
sisting of 1M , 2M and 4M sentence pairs respectively. These corpora com-
bine two parts. The first part respectively 0.7M , 1.7M and 3.7M is collected
from multiple domains and resources including EuroParl (Koehn 2005), Common
Crawl, United Nation, News Commentary. The second part consists of three
domain-exemplifying samples consisting of roughly 100K sentence pairs for each
one (total 300K). Each of these three samples (manually collected by Translation
Automation Society (TAUS.com)) exemplifies a specific domain related to Legal,
Hardware and Pharmacy.

4.5.1 Learning with partial supervision

We first discuss issues on how to guide learning with partial supervision, i.e. how
to use the given domain information of seed samples to guide the learning.

• Number of Domains The values of z ∈ [1, . . . , (N + 1)] depends on
the N available seed samples plus the so-called “out-domain”, i.e. the part
of the heterogeneous data that is dissimilar to all of the N sample domains.
The idea of involving an out-domain in training latent variable model is
proposed by (Cuong and Sima’an 2014a), but for a different purpose.

• Parameter Initialization We first discuss how to initialize the domain
prior parameters. If a sentence pair 〈f, e〉 belongs to a sample with a pre-
specified domain zi, we initialize P (zi| f, e) close to 1 (i.e. P (zi| f, e) =
0.99), and, P (zi′ | f, e) close to 0 for other domains i′, i′ 6= i (i.e. P (zi| f, e) =
0.01). Furthermore, we create a uniform distribution over the domain prior
parameters for the rest of sentence pairs.

Uniform initialization for the domain-focused alignment parameters is also
a reasonable option. Nevertheless, a more effective way is to make use of the
domain-specific seed samples and the pool of the rest sentence pairs in the
heterogeneous data.4 That is, we train the model on each of the samples,
assigning the derived probabilities as the initialization for their correspond-
ing domain-focused alignment parameters. In our implementation, one EM
iteration is dedicated for this.

4During the initialization, we assume that the pool of the rest sentence pairs in the hetero-
geneous data is the exemplifying sample of the out-domain.
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Model Domain Prior Prec.↑ ∆ Rec.↑ ∆ AER↓ ∆
1 Million

Baseline - 66.95 - 61.29 - 36.00 -

Latent

Pharmacy 67.85 +0.90 61.72 +0.43 35.36 -0.64
Legal 67.57 +0.62 62.29 +1.00 35.17 -0.83
Hardware 69.41 +2.46 63.58 +2.29 33.63 -2.37
Legal + Hardware + Software 69.64 +2.69 63.30 +2.01 33.68 -2.32

2 Million
Baseline - 68.34 - 61.58 - 35.22 -

Latent

Pharmacy 68.85 +0.51 62.58 +1.00 34.43 -0.79
Legal 69.98 +1.64 64.01 +2.43 33.13 -2.09
Hardware 69.45 +1.11 63.23 +1.65 33.81 -1.41
Legal + Hardware + Software 71.51 +3.17 63.87 +2.29 32.53 -2.69

4 Million
Baseline - 69.37 - 64.30 - 33.26 -

Latent

Pharmacy 69.69 +0.32 62.80 -1.50 33.94 +0.68
Legal 70.51 +1.14 63.94 -0.36 32.93 -0.33
Hardware 71.75 +2.38 64.44 +0.14 32.10 -1.16
Legal + Hardware + Software 72.16 +2.79 64.30 ±0.0 31.99 -1.27

Table 4.1: Alignment accuracy over heterogeneous corpora.

• Parameter Constraints During training, it would be also necessary to
keep the domain prior parameters fixed for all sentence pairs belong to seed
samples. This can be thought of as the constraints derived from the partial
knowledge.

• Domain-focused LMs training We now discuss how to train the domain-
focused LMs with partial supervision. It would be reasonable to use the
domain-specific seed samples to train their exemplifying domain-focused
LMs, and the pool of the rest sentence pairs to train the out-domain LMs.
Nevertheless, the out-domain LMs trained on such a big corpus could domi-
nate the other domain-focused LMs. Following (Cuong and Sima’an 2014a),
we rather create a “pseudo” out-domain sample to train the out-domain
LMs, i.e. the creation is via an inspired burn-in period. In brief, an EM
iteration is dedicated just to compute P (zOUT | f, e) for all sentences, rank-
ing them and select a small subset with highest score as the (on the fly)
pseudo out-domain sample. Note that to train the LM probs, we construct
interpolated 4-gram Kneser-Ney language models.

4.5.2 Results

Learning with single domain: We first examine the binary case (i.e. K = 2)
where we are given domain information in advance for each kind of samples only,
e.g. Legal, or Pharmacy, or Hardware. For the different sizes of the heteroge-
neous data (1M , 2M and 4M) the seed sample size is thus 10%, 5% and 2.5%
respectively. Note that in such cases, training the latent domain alignment model
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Model Prior Statistics H(F| E)
Baseline - Domain-confused 1348.53

Latent

Hardware
z1-conditioned 1124.43
z2-conditioned 1354.58

Legal
z1-conditioned 1104.58
z2-conditioned 1385.35

Pharmacy
z1-conditioned 1115.52
z2-conditioned 1342.54

Table 4.2: Conditional entropy of the statistics.

induces two domain-focused statistics: in-domain vs. out-domain (z1 and z2 re-
spectively). Once the model is trained, we combine the induced domain-focused
statistics together (Eq. 4.20) and examine the produced word alignment output.

Table 4.1 presents the results. Most importantly, it shows that as long as pro-
viding domain information for reasonably large enough data, learning the latent
domain alignment model significantly improves the word alignment accuracy.

For instance, given in advance the domain information for a sample of 10%,
and 5% of the heterogeneous corpora, our model consistently improves the word
alignment accuracy in all cases. Meanwhile, given in advance the domain informa-
tion for a relatively small sample of 2.5% of the heterogeneous data, the results
are mixed. We obtain a good performance/slightly better performance/worse
performance with the case of Hardware/Legal/Pharmacy respectively.

How do domain-focused statistics look?: To have an idea what the induced
statistics look like, we investigate their conditional entropy. Here, we present the
conditional entropy for the domain-confused/-focused word translation statistics
induced from the HMM alignment model/its latent domain model. Note that
similar results are observed for transition tables. Formally, for a translation ta-
ble, 〈F, E〉, its conditional entropy, H(F | E) can be estimated from its possible
word pairs, 〈e, f〉:

H(F | E) = −
∑

e
P (e)

∑
f
P (f | e) logP (f | e). (4.21)

Table 4.2 reveals that the induced z1-conditioned statistics need much less bits
to represent than the induced domain-confused statistics, e.g. 1124.43, 1104.58,
1115.52 vs. 1348.53. This implies the induced z1-conditioned statistics are much
more predictable compared to the domain-confused statistics. Meanwhile, the
induced z2-conditioned statistics are similar to the domain-confused statistics in
terms of the conditional entropy, e.g. 1354.58, 1385.35, 1342.54 vs. 1348.53.

Learning with multiple domains: It would be more interesting to learn the
latent domain alignment model for multiple domains, rather than learning with
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Decoding’s Statistics Prec.↑ Rec.↑ AER↓
z1 (Pharmacy) 64.78 59.86 37.78
z2 (Legal) 66.54 61.15 36.27
z3 (Hardware) 66.98 61.36 35.95
z4 (OUT) 68.46 63.01 34.38
z1 + z2 66.80 61.72 35.84
z1 + z2 + z3 68.54 62.80 34.46
z1 + z2 + z3 + z4 69.64 63.30 33.68

Table 4.3: Domain-focused statistics combination for Viterbi decoding. The re-
ported results are for the heterogeneous corpus of 1M sentence pairs. Similar
results are observed for other training data.

each of them separately. In detail, using all the seed samples from different do-
mains, we aim to learn four different domain-focused statistics simultaneously.
Under this setting, we obtain good results, as shown in Table 4.1. For the two
cases with the training corpora of 2M and 4M sentence pairs respectively, learn-
ing with the combining domain prior knowledge produces the best word alignment
accuracy compared to the rest. In the last case with the training corpus of 1M
sentence pairs, it produces compatible with the best case yielded by learning the
model with the binary domain case, i.e. slightly better precision, but slightly
worse recall.

Domain-focused statistics combination: We investigate the relation be-
tween the number of domain-focused statistics involved in the Viterbi decoding
(Eq. 4.20) and the word alignment accuracy. Table 4.3 presents the results in case
of using only the induced z1-/, z2-/, z3-/, z4-conditioned statistics separately, and
also using their different combinations. Interestingly, we observe that using more
domain-focused statistics for decoding incrementally improves the word alignment
accuracy over the heterogeneous data. While the domain-focused statistics are
very different in their characteristics from each other, the results reveal how they
are complementary to the others, conveying a mix of domains for each sentence
pair.

Translation experiment: We investigate the contribution of our model in terms
of the translation accuracy. Here, we run experiments on the heterogeneous cor-
pora of 1M, 2M, and 4M sentence pairs, testing the translation accuracy over
four different domain-specific test sets related to News, Pharmacy, Legal, and
Hardware.

We use a standard state-of-the-art phrase-based system as the baseline. Our
dense features include MOSES (Koehn et al. 2007) baseline features, plus hierar-
chical lexicalized reordering model features (Galley and Manning 2008), and the
word-level feature derived from IBM model 1 score, c.f., (Och et al. 2004).5 The

5Note that adding word-level features from both translation sides does not help much, as
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interpolated 5-grams LMs with Kneser-Ney are trained on a very large monolin-
gual corpus of 2B words. We tune the systems using k-best batch MIRA (Cherry
and Foster 2012). Finally, we use MOSES (Koehn et al. 2007) as decoder.

Our system has exactly the same setting with the baseline, except: (1) To
learn the translation, we use the alignment result derived from our latent domain
HMM alignment model, rather than the HMM alignment model; and (2) We
replace the word-level feature with our four domain-focused word-level features
derived from the latent domain IBM model 1. Here, note that our latent model
is learned with the supervision from the combining domain knowledge of all three
domain-specific seed samples.

For each SMT sytem, we report translation accuracy three metrics - BLEU
(Papineni et al. 2002), METEOR (Denkowski and Lavie 2011) and TER (Snover
et al. 2006), with statistical significance at 95% confidence interval under paired
bootstrap re-sampling. Note that better results correspond to larger BLEU, ME-
TEOR and to smaller TER. For every system reported, we run the optimizer three
times, before running MultEval (Clark et al. 2011) for resampling and significance
testing.

For the News translation task, we tune systems on the News-test 2008 of 2, 051
sentence pairs and test them on the News-test 2013 of 3, 000 sentence pairs from
the WMT 2013 shared task (Bojar et al. 2013). For the Pharmacy, Legal, and
Hardware translation tasks, we tune systems on three domain-specific dev sets of
1, 000 sentence pairs and test them on three domain-specific test sets of 1, 016,
1, 326 and 1, 721 sentence pairs.

Results are in Table 4.4, showing significant improvements across four different
test sets over different heterogeneous corpora sizes. Table 4.5 gives a summary of
the improvements. On average, over heterogeneous corpora of 1M, 2M and 4M
sentence pairs, our system outperforms the baseline by 1.0 BLEU, 1.4 BLEU and
0.7 BLEU, respectively.

4.6 Experiments with unsupervised domain in-

duction

We have shown that under heterogeneous corpora with partial supervision, the
latent HMM-based alignment model produces significant improvements in the
word alignment accuracy compared to its former HMM-based alignment model.
Going beyond the findings, we surmise that virtually any large corpus harbors a
diversity of hidden domains, unknown in advance.

Our goal is thus to explicitly abandon the assumption of known target do-
mains, and with it the need for seed data exemplifying these domains.6

observed by (Och et al. 2004; Huck et al. 2012). We thus add only an one from a translation
side.

6Naturally, the data, as any complex and large dataset, contains a wide variety of hidden
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Data System BLEU↑ METEOR↑ TER↓
News test

1M
Baseline 23.2 30.6 58.9
Our System 23.5/+0.3 30.8/+0.2 58.7/-0.2

2M
Baseline 25.9 32.4 56.1
Our System 26.3/+0.4 32.6/+0.2 55.6/-0.5

4M
Baseline 26.8 33.0 55.0
Our System 27.0/+0.2 33.1/+0.1 54.7/-0.3

Pharmacy

1M
Baseline 53.9 43.4 34.6
Our System 54.4/+0.5 43.8/+0.4 34.0/-0.6

2M
Baseline 54.5 43.7 34.4
Our System 55.3/+0.8 44.3/+0.6 33.5/-0.9

4M
Baseline 54.8 43.9 33.8
Our System 55.0/+0.2 44.0/+0.1 33.7/-0.1

Legal

1M
Baseline 56.0 44.2 35.0
Our System 57.2/+1.2 44.4/+0.2 34.0/-1.0

2M
Baseline 55.8 43.9 35.4
Our System 58.3/+2.5 44.7/+0.8 33.4/-2.0

4M
Baseline 55.9 43.9 34.3
Our System 57.3/+1.4 44.4/+0.5 33.4/-0.9

Hardware

1M
Baseline 74.9 53.1 19.0
Our System 76.8/+1.9 53.9/+0.8 17.3/-1.7

2M
Baseline 75.7 53.5 18.6
Our System 77.4/+1.7 54.3/+0.8 17.0/-1.6

4M
Baseline 77.1 54.2 17.3
Our System 77.9/+0.8 54.5/+0.3 16.7/-0.6

Table 4.4: Metric scores for the systems, which are averages over multiple runs.
Bold results indicate that the comparison is significant over the baseline.

Data BLEU↑ METEOR↑ TER↓
1M +1.0 +0.4 -0.9
2M +1.4 +0.6 -1.3
4M +0.7 +0.3 -0.5

Table 4.5: Averaged improvements across the tasks.

We now apply the model to arbitrary parallel corpora, i.e. to not only het-
erogeneous ones but also standard corpora often used to train SMT systems,

sub-domains, yet they are not specified in advance. This motivates us to induce these domains
automatically. In principle, we could induce domains without reference to the alignment prob-
lem and then use the latent domain variable within alignment models. However, we believe
that this would not be an optimal choice as such domains are induced to capture phenomena
potentially irrelevant to the word alignment problem (e.g. monolingual co-occurrence informa-
tion).
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e.g. Hansards, Europarl (Koehn 2005), JRC-Acquis (Steinberger et al. 2012),
Common Crawl, United Nations and News Commentary. More specifically,

• For English-French, we use the full French-English Hansards corpus of
808.39K sentence pairs.7

• For English-Romanian, English-Spanish, English-Portuguese and English-
Swedish, we use the Europarl corpus of 370.11K/1M/1.85M and 1.73M
sentence pairs respectively.8

• For English-Italian, we use the JRC-Acquis corpus of 780.08K sentence
pairs.9

• Meanwhile, for English-German, our training data consists of 4.1M sentence
pairs obtained from the WMT 2015 MT Shared Task (Bojar et al. 2015),
including EuroParl, Common Crawl and News Commentary.

4.6.1 Unsupervised induction of domains

A fully unsupervised induction of domains for word alignment is obviously a
harder problem compared to an induction of domains for word alignment with
partial supervision. We now describe two variants of the training algorithm for
our model as below:

Flat EM: Without any supervision, our EM starts the training with random ini-
tialization of model parameters. Note that to obtain better parameter estimates
for word predictions P (ei| ei−1

i−n, z) and avoid overfitting for training language
models, we find that it is necessary to apply an expected smoothing approach
in the M-step. We chose expected Kneser-Ney smoothing technique (Zhang and
Chiang 2014) as it is simple and achieves state-of-the-art performance on the lan-
guage modeling problem. We refer to the algorithm as “Flat EM” to highlight
the fact that language model and alignment model parameters are trained simul-
taneously during learning.10

Hierarchical estimation: Unfortunately, the flat training procedure does not
often work well in practice. Later experiments will show that inducing a large

7The corpus consists of 1.1M sentence pairs, which is available at
http://www.isi.edu/natural-language/download/hansard/index.html. We kept only 808.39K
sentence pairs as the training data after removing duplicate sentences.

8The corpus is available at http://www.statmt.org/europarl.
9Similarly, the original corpus (which contains duplicate sentences) consists

of 1.0M sentence pairs, which is available at http://optima.jrc.it/Acquis/JRC-
Acquis.3.0/alignments/index.html.

10We train the interpolated 3-grams latent domain LMs with expected Kneser-Ney smoothing
in our experiments.
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number of domains with the basic training procedure could significantly harm the
alignment accuracy. But why does that happen? A combination of language and
translation models are notoriously hard to train jointly as the parameter space is
probably too huge. With regards to learning algorithm, directly optimizing the
likelihood does not lead to competitive performance as the EM algorithm gets
stuck in bad local maxima as a result. With regards to the model by itself, hav-
ing a more powerful model such as a bilingual neural network translation model
(e.g. see (Devlin et al. 2014)) perhaps can improve unsupervised induction of
domains better.

For the sake of simplicity, our work addresses the problem in the spirit of
improving the learning algorithm. Our solution is indeed very simple as follows.
We start by estimating a simpler model which is basically a combination of only
language models with hidden domains:

• Generate a domain z from a prior P (z);

• Generate a sentence e = (e1, . . . , el) from the distribution P (e| z).

Note that word alignments are completely ignored at this stage. As before, we
use EM to train the model. In the E-step, the posterior distributions for z are
computed as

P (z| e) ∝ P (z)P (e| z). (4.22)

Then in the M-step, they are used to re-estimate the LM parameters P (ei| ei−1
i−n, z)

and the priors P (z).
Once the simpler model is estimated, we use the estimated P (e| z) and P (z)

to initialize training our full model. Note that we considered only initializing
P (e| z) using this procedure but found that keeping the LMs fixed after training
the simpler model resulted in a better word-alignment performance. This suggests
that the simpler model plays a role of a regularizer.

For convenience, we refer to the training algorithm as hierarchical EM. In
experiments we draw a detailed comparison between the flat and hierarchical es-
timation in model performance. Despite its simplicity, the hierarchical procedure
is observed to be particularly effective, providing consistently better alignment
accuracy.

4.6.2 Results

We conduct our second set of experiments over a wide range of bilingual data,
investigating whether our results are consistent across tasks. We start out with
a comparison between K = 8 and the domain-confused baseline K = 1. Sub-
sequently, we thoroughly investigate the model performance by exploring other
values for K. We present results with our hierarchical estimation, but later on,
we provide a detailed comparison between the flat and hierarchical estimation.
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K Pre. Rec. AER Pre. Rec. AER K Pre.↑ Rec. AER Pre. Rec. AER
English → German German → English

Data: 125K Data: 1M Data: 125K Data: 1M
1 57.53 57.88 42.30 67.77 67.00 32.61 1 62.87 66.06 35.59 70.11 73.44 28.28
8 59.51 59.49 40.50 69.58 68.38 31.01 8 63.21 65.72 35.57 71.23 74.33 27.27

Data: 250K Data: 2M Data: 250K Data: 2M
1 63.81 63.66 36.26 68.64 67.85 31.75 1 66.78 69.83 31.75 70.88 73.80 27.71
8 65.68 65.09 34.62 70.23 69.14 30.31 8 67.89 70.90 30.65 72.27 74.94 26.44

Data: 500K Data: 4M Data: 500K Data: 4M
1 66.65 66.29 33.53 68.09 67.85 32.03 1 69.70 72.94 28.74 70.54 73.87 27.86
8 68.50 67.86 31.82 69.27 68.82 30.95 8 70.76 73.70 27.82 72.13 74.83 26.56

English → Portuguese Portuguese → English

Data: 250K Data: 1M Data: 250K Data: 1M
1 72.70 81.84 23.55 73.40 82.10 23.00 1 76.75 83.40 20.45 77.30 83.14 20.23
8 73.92 82.23 22.63 75.83 83.79 20.85 8 78.44 84.18 19.12 80.47 84.57 17.78

Data: 500K Data: 1.9M Data: 500K Data: 1.9M
1 71.96 82.10 23.90 73.75 83.01 22.44 1 76.98 83.27 20.37 79.50 84.44 18.40
8 73.98 83.27 22.20 75.30 83.79 21.17 8 78.74 84.05 19.01 81.32 84.05 17.51

English → Swedish Swedish → English

Data: 200K Data: 850K Data: 200K Data: 850K
1 74.54 78.56 23.58 76.70 80.21 21.66 1 71.23 82.01 24.02 73.87 83.32 21.95
8 75.24 78.95 23.02 78.22 81.53 20.23 8 71.55 82.10 23.79 74.43 83.86 21.39

Data: 425K Data: 1.7M Data: 425K Data: 1.7M
1 76.13 79.55 22.27 77.31 80.81 21.06 1 72.98 82.25 22.91 75.53 84.88 20.34
8 77.91 80.81 20.73 78.91 82.01 19.64 8 73.33 82.75 22.47 76.31 85.51 19.61

English → Spanish Spanish → English

Data: 125K Data: 500K Data: 125K Data: 500K
1 73.59 79.40 23.90 76.67 81.56 21.21 1 78.60 82.75 19.57 79.91 83.83 18.37
8 76.71 81.92 21.04 78.36 82.87 19.68 8 79.68 83.35 18.69 80.46 83.47 18.21

Data: 250K Data: 1M Data: 250K Data: 1M
1 74.89 80.24 22.79 76.70 80.72 21.55 1 79.23 83.23 19.01 81.32 84.19 17.41
8 77.83 82.63 20.08 78.90 82.28 19.62 8 80.61 84.19 17.81 82.18 84.07 16.98

English → French French → English

Data: 400K Data: 800K Data: 400K Data: 800K
1 79.86 80.11 16.13 81.15 92.55 14.92 1 82.58 91.90 14.00 83.36 92.03 13.45
8 81.19 92.17 15.00 81.99 93.07 14.17 8 83.00 92.17 13.62 84.14 92.37 12.82

English → Italian Italian → English

Data: 400K Data: 800K Data: 400K Data: 800K
1 77.60 80.11 21.17 77.41 80.16 21.26 1 85.77 81.76 16.26 85.63 81.78 16.33
8 79.20 81.26 19.79 78.83 81.36 19.94 8 87.13 82.98 14.98 87.09 83.08 14.94

English → Romanian Romanian → English

Data: 185K Data: 370K Data: 185K Data: 370K
1 46.43 40.34 56.83 48.24 42.61 54.75 1 63.87 58.02 39.20 64.32 58.44 38.76
8 50.09 43.18 53.62 52.77 46.40 50.62 8 62.15 56.37 40.88 63.50 57.60 39.59

Table 4.6: A systematic comparison of alignment quality for seven language pairs.

To have a better understanding of the result, we report the alignment accuracy
for the two translation directions (separately from source to target, and from
target to source). For all seven language pairs, we vary the amount of training
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Esti. K Pre.↑ Rec.↑ AER↓ Pre.↑ Rec.↑ AER↓
English → Spanish Spanish → English

Flat 8 75.62 80.84 22.12 79.56 82.99 18.92
Hier 8 76.71 81.92 21.04 79.68 83.35 18.69
Flat 16 75.21 80.36 22.56 79.03 83.35 19.06
Hier 16 75.78 81.08 21.93 79.68 83.23 18.75
Flat 32 75.02 80.36 22.67 78.32 82.51 19.82
Hier 32 76.78 82.04 20.94 79.58 83.23 18.80
Flat 48 74.20 80.00 23.29 77.38 82.40 20.40
Hier 48 75.96 81.44 21.67 79.69 83.23 18.74
Flat 64 73.61 80.12 23.58 77.26 81.92 20.68
Hier 64 75.96 81.44 21.67 79.98 83.59 18.42
Flat 128 73.02 80.36 23.81 76.36 81.68 21.28
Hier 128 75.89 81.44 21.71 79.62 83.47 18.67

Table 4.7: Comparison between flat and hierarchical estimation.

data, considering not only the entire dataset but also its half (and for the larger
5 datasets also 1/4, 1/8 etc).
Unsupervised domain induction for word alignment: Table 4.6 presents
the results in detail. Overall, domain induction leads to a significant improvement
in alignment accuracy. Specifically, we observe the following:

• For all seven language pairs, the domain induction framework yields a signif-
icant reduction in alignment error rate relative to the baseline with K = 1.
For instance, with a corpus of 125K English-Spanish sentence pairs, we have
a reduction in AER from 23.9 to 21.0 (the English-to-Spanish direction).
With the training data of 250K, AER goes down from 22.8 to 20.1. Given
that each language and the corresponding parallel corpus has very different
properties, the consistent improvements in alignment accuracy confirm that
the benefits from inducing domains are genuine.

• Interestingly, for five language pairs (English-French, English-Portuguese,
English-Swedish, English-German and English-Italian), the improvements
are roughly as large as the ones resulting from doubling the training data
(for both directions).

• The improvement is consistent across different dataset sizes: from hundreds
of thousands to millions of sentence pairs. This is encouraging as it shows
that our method is stable across different regimes.

Flat vs. hierarchical estimation: We also compare the model performance
for flat and hierarchical estimation. Table 4.7 presents the results for a corpus of
125K sentence pairs on English-Spanish. As expected, the flat estimation is less
stable, while the hierarchical estimation provides consistently better alignment
quality. Moreover, the difference tends to be significantly larger with larger K’s,
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K Pre.↑ Rec.↑ AER↓ Pre.↑ Rec.↑ AER↓
English → Spanish Spanish → English

7 1 73.59 79.40 23.90 78.60 82.75 19.57
3 1 74.91 80.48 22.68 78.63 82.51 19.65
7 8 76.71 81.92 21.04 79.68 83.35 18.69
3 8 77.21 80.96 21.15 80.49 82.75 18.49
7 16 75.78 81.08 21.93 79.68 83.23 18.75
3 16 77.53 81.20 20.86 80.47 82.75 18.50
7 32 76.78 82.04 20.94 79.58 83.23 18.80
3 32 78.71 82.28 19.73 80.96 82.99 18.12
7 48 75.96 81.44 21.67 79.69 83.23 18.74
3 48 78.17 81.68 20.28 81.12 82.99 18.03
7 64 75.96 81.44 21.67 79.98 83.59 18.42
3 64 78.68 82.28 19.74 81.18 82.87 18.05
7 128 75.89 81.44 21.71 79.62 83.47 18.67
3 128 78.27 82.28 19.96 80.22 82.28 18.85

Table 4.8: The influence of anti-smoothing (marked with notation 3).

confirming the intuition that the hierarchical estimation scheme should be par-
ticularly effective for more complex models.
Unsupervised domain induction with sparse Dirichlet priors: (Riley and
Gildea 2012) show that using sparse Dirichlet priors results in improvements for
standard alignment models (including the HMM model), as the priors effectively
regularize them. We hypothesized that the improvements may be even more
significant with our richer models (K > 1). In our experiments, we chose the
same values of hyperparameters for both translations and alignment probabilities
(10−4).11 As in (Riley and Gildea 2012), we used the variational EM algorithm
(Beal 2003), resulting in a small change in the M-step (passing both the expected
counts computed at the E-step and the hyperparameters through the exponenti-
ated digamma function).

Table 4.8 presents our results. We conduct experiments on a small English-
Spanish training data of 125K sentence pairs. Interestingly, Table 4.8 shows that
this anti-smoothing helps but it helps both the domain-confused baselines and our
domain-informed models similarly. Consequently, we treat this modification as an
orthogonal issue and do not use it in any other experiments. Still, it suggests that
in practical systems it makes sense to use the anti-smoothing in a combination
with our approach.
Translation experiment: Finally, we investigate whether the improvements in
alignment quality result in better translation models. We evaluate translation
for three language pairs on the WMT shared task - English-Spanish, English-
French and English-German. Again, we measure translation on three corpora with
different size, including a small corpus of 125K for English-Spanish, a medium

11Other choices of the hyperparameter have also been tried, yet we did not observe significant
differences in the model performance.
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K BLEU↑ METEOR↑ TER↓
Spanish → English

1 24.5 30.7 58.2
8 24.7?? 31.0?? 57.8??

French → English
1 21.5 28.8 62.1
8 21.6?? 28.9?? 61.9??

German → English
1 22.2 28.3 60.2
8 22.3?? 28.4?? 60.3??

Table 4.9: Translation experiments, where scores marked with ?? are significant
(the p-level of 5% under paired bootstrap resampling). Note that better results
correspond to larger BLEU, METEOR and to smaller TER.

corpus of 800K sentence pairs for English-French, and a large corpus of 4.1M
sentence pairs of English-German.

For evaluation, we conducted experiments over standard News-test sets from
the WMT shared task. In detail, for English-Spanish, we use the News-test 2008
of 2, 051 sentence pairs for development and the News-test 2013 of 3, 000 sentence
pairs for testing. Similarly, for English-French, we use the News-test 2009 of 2, 525
sentence pairs as a development set and the News-test 2013 of 3, 000 sentence pairs
as a test set. Finally, for English-German, we use the News-test 2008 of 2, 524
sentence pairs as a development set and the News-test 2015 of 3, 003 sentence
pairs as a test set.

The results are reported in Table 4.9, demonstrating a modest but significant
translation improvement on all three languages.

4.7 Related work

Word alignment by itself is an interesting topic (e.g. see recent work (Simion
et al. 2013; Tamura et al. 2014; Chang et al. 2014; Shen et al. 2015; Wang et al.
2015; Liu et al. 2015)). Like any statistical models, word alignment models suf-
fer significantly from lacking of in-domain data for training. For instance, (Duh
et al. 2010) suggests that training phrase-based SMT system might benefit from
deploying a simple trick: They train statistical alignment models on a concate-
nation of both in-domain and a much larger out-of-domain dataset. In the end,
they exclude out-of-domain data during phrase extraction. Similar findings are
reported in (Gao et al. 2011). A domain-specific alignment model would produce
better word alignment accuracy over the data, if it is interpolated with another
general-domain alignment model that is trained on a much larger out-of-domain
dataset. (Shah et al. 2010) shows that it would benefit from training word align-
ment with weighting sentence pairs according to their relevance to the domain.
All the preliminary experiments are with translation accuracy instead of word
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alignment accuracy.
In terms of domain-focused statistics for word alignment, a distantly related

research line (Tam et al. 2007; Zhao and Xing 2008) focuses on using document
topics to improve the word alignment. Another distant research line (Hua et al.
2005) trains different alignment models independently on different datasets. In
the end, we can interpolate those models, with translation probability interpola-
tion, distortion probability interpolation and fertility probability interpolation to
improve word alignment accuracy. In terms of learning word alignment with par-
tial supervision, another distantly related research line focuses on semi-supervised
training with partial manual alignments (Fraser and Marcu 2006; Gao and Vo-
gel 2010; Gao et al. 2010). In terms of working with the heterogeneous data,
another distantly related research line focuses on data selection (Axelrod et al.
2011; Kirchhoff and Bilmes 2014; Cuong and Sima’an 2014a).

4.8 Conclusion

Besides the novelty of exploring the quality of word alignment in heterogeneous
corpora, the major contribution of this work is a learning framework for latent
domain word alignment with partial supervision using seed domains. We present
its benefits for improving not only the word alignment accuracy, but also the
translation accuracy resulting SMT systems produce. We hope this study sparks
a new research direction for using domain samples, which is cheap to get by, but
has not been exploited before.

Moreover, we also draw attention of the research community’s attention to
the diversity of hidden domains in corpora usually used to train SMT systems
- Hansards, Europarl, JRC-Acquis, Common Crawl, United Nations and News
Commentary. We show that a fully unsupervised induction of domains for word
alignment is hard to perform, but it is possible. Moreover, extensive experiments
over seven different language pairs demonstrate significant improvements in align-
ment accuracy with an unsupervised induction of domains for word alignment.

One obvious direction for future work might be to integrate the model into
fertility-based alignment models (Brown et al. 1993), as well as other recently
advanced alignment frameworks, e.g. (Simion et al. 2013; Tamura et al. 2014;
Chang et al. 2014). The idea of disentangling domains for translation is not
restricted to alignment models. In future work we hope to apply our research to
other translation models, such as phrase-based models and reordering models.





Chapter 5

A Case Study of Phrase-Based
Translation

Phrase-based models directly trained on mixed-domain corpora can be sub-optimal.
In this chapter we equip phrase-based models with latent domain variables and
present a novel method for adapting them to an in-domain task represented by
a seed corpus. We derive an EM algorithm which alternates between inducing
domain-focused phrase pair estimates, and weights for mix-domain sentence pairs
reflecting their relevance to the in-domain task. By embedding our latent domain
phrase model in a sentence-level model and training the two in tandem, we are
able to adapt all core translation components together – phrase, lexical and re-
ordering. We show experiments on weighing sentence pairs for relevance as well
as adapting phrase-based models, showing significant performance improvement
in both tasks.

The content of this chapter is based on the following publication:
Hoang Cuong and Khalil Sima’an. Latent Domain Phrase-based Models for Adap-
tation. In EMNLP 2014. All the research and all implementations were carried
out by Hoang Cuong. Khalil Sima’an guided him in shaping the key ideas about
latent variable models and their applications to domain adaptation for phrase-
based SMT system. Khalil Sima’an also provided guidance and edited the pub-
lication.
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Chapter Highlights

Problem Statement
• Domain adaptation is usually perceived as utilizing a small seed

in-domain corpus Cin to adapt an existing system trained on an
out-of-domain corpus. Here we are interested in adapting an SMT system
trained on a large mix-domain corpus Cmixed (a.k.a. heterogeneous corpus) to
an in-domain task represented by a seed parallel corpus. Phrase-based
models directly trained on mix-domain corpora can be sub-optimal.

Research Question
• How to induce from mix-domain corpora phrase-based models for the

in-domain task, given only Cin as evidence for that task?

Research Contributions
• We equip phrase-based models with latent domain variables and present

a novel method for adapting them to an in-domain task represented by a
seed corpus. We derive an EM algorithm which alternates between inducing
domain-focused phrase pair estimates, and weights for mix-domain sentence
pairs reflecting their relevance to the in-domain task.
• By embedding our latent domain phrase model in a sentence-level model

and training the two models in tandem, we are able to adapt all core
translation components together – phrase, lexical and reordering.
• We show experiments on weighing sentence pairs for relevance as well as

adapting phrase-based models, showing significant performance improvement
in both tasks.

5.1 Mix vs. latent domain models

Domain adaptation is usually perceived as utilizing a small seed in-domain corpus
to adapt an existing system trained on an out-of-domain corpus. Here we are
interested in adapting an SMT system trained on a large mix-domain corpus
Cmixed (a.k.a. heterogeneous corpus) to an in-domain task represented by a seed
parallel corpus Cin. The mix-domain scenario is interesting because often a large
corpus consists of sentence pairs representing diverse domains, e.g. News corpora
consist of Political, Financial, Sports etc.

At the core of a standard state-of-the-art phrase-based system (Och and Ney
2004) is a phrase table {〈f̃ , ẽ〉} extracted from the word-aligned training data
together with estimates for Pt(ẽ| f̃) and Pt(f̃ | ẽ) using relative frequency esti-
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mates.1 For instance, to compute Pt(ẽ| f̃), we first count the number of times
in which phrase ẽ aligns to phrase f̃ in the parallel training data. The counts
are then normalized into probability by dividing to the total number of possible
alignments to f̃ :

Pt(ẽ| f̃) =
c(ẽ, f̃)∑
ẽ′ c(ẽ

′, f̃)
(5.1)

This distribution, however, does not necessarily maximize the likelihood of the
parallel training data. This is similar to Data Oriented Parsing (DOP) method
(Bod et al. 2003) in syntactic parsing, which hypothesizes a distribution over many
possible derivations of each training example from subtrees of varying sizes.

Because the translations of words often vary across domains, it is likely that
in a mix-domain corpus Cmixed the translation ambiguity will increase with the
domain diversity. Furthermore, the statistics in Cmixed will reflect translation
preferences averaged over the diverse domains. In this sense, phrase-based mod-
els trained on Cmixed can be considered domain-confused. This often leads to
suboptimal performance (Gascó et al. 2012; Irvine et al. 2013a).

Recent adaptation techniques can be seen as mixture models, where two or
more phrase tables, estimated from in- and mix-domain corpora, are combined to-
gether by interpolation, fill-up, or multiple-decoding paths (Koehn and Schroeder
2007; Bisazza et al. 2011; Sennrich 2012a; Razmara et al. 2012; Sennrich et al.
2013). Here we are interested in the specific question how to induce a phrase-
based model from Cmixed for in-domain translation? We view this as in-domain
focused training on Cmixed, a complementary adaptation step which might precede
any further combination with other models, e.g. in-, mix- or general-domain.

The main challenge then is how to induce from Cmixed a phrase-based model
for the in-domain task, given only Cin as evidence for that task? We present an
approach whereby the contrast between in-domain prior distributions and “out-
domain” distributions is exploited for softly inviting (or recruiting) Cmixed phrase
pairs to either camp. To this end we introduce a latent domain variable z to
signify in- (z1) and out-domain (z0) respectively. Crucially, the lack of explicit
out-domain data in the Cmixed scenario is a major technical difficulty. Based
on our previous work (Cuong and Sima’an 2014a), we will present an efficient
solution to solve this problem.

With the introduction of the latent variables, we extend the translation tables
in phrase-based models from generic Pt(ẽ| f̃) to domain-focused by conditioning

1In principle, it is possible to design a fully generative phrase-based model as well as a
learning algorithm that induces these probabilities based on the model (e.g. see (Marcu and
Wong 2002; Neubig et al. 2011). It is, however, rather difficult as the task of designing such a
fully generative phrase-based model is extremely challenging (DeNero et al. 2006). This requires
to manage an additional “non-trivial” hidden variable of the phrase segmentation (DeNero et al.
2006). This would necessitate the use of sophisticated techniques (e.g. see (Mylonakis and
Sima’an 2008; Neubig et al. 2011; Cohn and Haffari 2013)).



86 Chapter 5. A Case Study of Phrase-Based Translation

them on z, i.e. Pt(ẽ| f̃ , z) and decomposing them as follows:

Pt(ẽ| f̃ , z) =
Pt(ẽ| f̃)P(z| ẽ, f̃)∑
ẽ Pt(ẽ| f̃)P(z| ẽ, f̃)

. (5.2)

Here P(z| ẽ, f̃) is viewed as the latent phrase-relevance models, i.e. the proba-
bility that a phrase pair is in- (z1) or out-domain (z0). In the end, our goal is to
replace the domain-confused tables, Pt(ẽ| f̃) and Pt(f̃ | ẽ), with the in-domain-
focused ones, Pt(ẽ| f̃ , z1) and Pt(f̃ | ẽ, z1).2 Note how Pt(ẽ| f̃ , z1) and Pt(f̃ | ẽ, z1)
contains Pt(ẽ| f̃) and Pt(f̃ | ẽ) as special case as in Eq. 5.2.

Eq. 5.2 shows that the key to training the latent phrase-based translation
models is to train the latent phrase-relevance models, P (z| ẽ, f̃). Our approach
is to embed P (z| ẽ, f̃) in asymmetric sentence-level models P (z| e, f) and
train them on Cmixed. We devise an EM algorithm where at every iteration,
in- or out-domain estimates provide full sentence pairs 〈e, f〉 with expectations
{P (z| e, f) for z ∈ {0, 1}}. Once these expectation are inferred in Cmixed, we
induce re-estimates for the latent phrase-relevance models, P (z| ẽ, f̃). Metaphor-
ically, during each EM iteration the current in- or out-domain phrase pairs com-
pete on inviting Cmixed sentence pairs to be in- or out-domain, which bring in new
(weights for) in- and out-domain phrases. Using the same algorithm we also show
how to adapt all core translation components in tandem, including also lexical
weights and lexicalized reordering models.

Next we detail our model, the EM-based invitation training algorithm and pro-
vide technical solutions to a range of difficulties. We report experiments showing
good instance weighting performance as well as significantly improved phrase-
based translation performance.

5.2 Model and training by invitation

Eq. 5.2 shows that the key to training the latent phrase-based translation models
is to train the latent phrase-relevance models, P (z| ẽ, f̃). As mentioned, for train-
ing P (z| ẽ, f̃) on parallel sentences in Cmixed we embed them in two asymmetric
sentence-level models {P (z| e, f)| z ∈ {0, 1}}.

5.2.1 Domain relevance sentence models

Intuitively, sentence models for domain relevance P (z| e, f) are somewhat related
to data selection approaches (Moore and Lewis 2010; Axelrod et al. 2011). The
dominant approach to data selection uses the contrast between perplexities of

2It is usual to use these domain-focused models as additional features besides the domain-
confused features. Here, we are interested in fully replacing the domain-confused features. This
distinguishes our work in the domain adaptation literature for MT.
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in- and mix-domain language models.3 In the translation context, however, of-
ten a source phrase has different senses/translations in different domains, which
may not be distinguished with monolingual language models (LMs) (Cuong and
Sima’an 2014a). Therefore, our proposed latent sentence-relevance model includes
two major latent components - domain-focused language models and domain-
focused translation models derives as follows:

P (z| e, f) ∝ P (z)

(
PLM(e| z)Pt(f| e, z) + PLM(f| z)Pt(e| f, z)

)
. (5.3)

Here,

• Pt(e| f, z) (and similarly Pt(f| e, z)): the latent domain-focused transla-
tion models aim at capturing the faithfulness of translation with respect to
different domains. We simplify this as “bag-of-possible-phrases” translation
models:4

Pt(e| f, z) =
∏
〈ẽ, f̃〉 ∈ A(e, f)

Pt(ẽ| f̃ , z)c(ẽ, f̃), (5.4)

where A(e, f) is the multiset of phrases in 〈e, f〉 and c(·) denotes their
count. Sub-model Pt(ẽ| f̃ , z) is given by Eq. 5.2.

• PLM(e| z) (and similarly PLM(f| z)): the latent domain-focused LMs aim
at capturing the relevance of sentences to identify domain z. As mentioned,
the out-domain LMs differ from previous works, e.g. (Axelrod et al. 2011),
which employ mix-domain LMs. Here, we stress the difficulty in finding
data to train out-domain LMs and present a solution based on identifying
pseudo out-domain data.

• P (z): the domain priors aim at modeling the percentage of relevant data
that the learning framework induces. It can be estimated via phrase-level
parameters but here we prefer sentence-level parameters:5

P (z) ∝
∑

〈e, f〉 ∈ Cmixed
P (z| e, f). (5.5)

3Note that earlier work on data selection exploits the contrast between in- and mix-domain.
In our previous work (Cuong and Sima’an 2014a), we present the idea of using the language
models derived separately from in- and out-domain data, and present in detail how it helps for
data selection.

4We design our latent translation models with efficiency as our main concern. An anonymous
reviewer asked us an interesting question about the contribution of the lexical and reordering
probabilities, i.e. does it produce better domain relevance models when we integrate those
distributions into Equation 5.4. This point deserves further study.

5In phrase-based SMT systems, bilingual phrases are heuristically extracted from word align-
ments. Estimating P (z) via sentence-level parameters rather than via phrase-level parameters
helps us prevent the overfitting caused by the phrase extraction.
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5.2.2 Training by invitation

The EM-based invitation training algorithm (Dempster et al. 1977) comes as a
solution to fit the model. The iterative procedure is illustrated in Figure 5.1.6

At the E-step, a guess for P (z| ẽ, f̃) can be used to update Pt(f̃ | ẽ, z) and
Pt(ẽ| f̃ , z) (i.e. using Eq. 5.2) and consequently Pt(f| e, z) and Pt(e| f, z) (i.e.
using Eq. 5.4). These resulting table estimates, together with the domain-focused
LMs and the domain priors serve as expected counts to update P (z| e, f). At the
M-step, the new estimates for P (z| e, f) can be used to (softly) fill in the values
of hidden variable z and estimate parameters P (z| ẽ, f̃) and P (z).

Before EM training starts we must provide a “reasonable” initial guess for
P (z| ẽ, f̃). We must also train the out-domain LMs, which needs the construction
of pseudo out-domain data.7 One simple way to do that is inspired by burn-in
in sampling, under the guidance of an in-domain data set, Cin as prior. At the
beginning, we train Pt(ẽ| f̃ , z1) and Pt(f̃ | ẽ, z1) for all phrases learned from Cin.
We also train Pt(ẽ| f̃) and Pt(f̃ | ẽ) for all phrases learned from Cmixed. During
burn-in we assume that the out-domain phrase-based models are the domain-
confused phrase-based models, i.e. Pt(ẽ| f̃ , z0) ≈ Pt(ẽ| f̃) and Pt(f̃ | ẽ, z0) ≈
Pt(f̃ | ẽ). We isolate all the LMs and the prior models from our model, and apply
a single EM iteration to update P (z| e, f) based on those domain-focused models
Pt(ẽ| f̃ , z) and Pt(f̃ | ẽ, z).

In the end, we use P (z| e, f) to fill in the values of hidden variable z in Cmixed,
so it provides us with an initialization for P (z| ẽ, f̃). Subsequently, we also rank
sentence pairs in Cmixed with P (z1| e, f) and select a subset of smallest scoring
pairs as a pseudo out-domain subset to train PLM(ẽ| z0) and PLM(f̃ | z0). Once
the latent domain-focused LMs have been trained, the LM probabilities stay fixed
during EM. Crucially, it is important to scale the probabilities of the four LMs
to make them comparable: we normalize the probability that a LM assigns to a
sentence by the total probability this LM assigns to all sentences in Cmixed.

5.3 Intrinsic evaluation

We evaluate the ability of our model to retrieve “hidden” in-domain data in a
large mix-domain corpus, i.e. we hide some in-domain data in a large mix-domain
corpus. We weigh sentence pairs under our model with P (z1| ẽ, f̃) and P (z1| e, f)
respectively. We report pseudo-precision/recall at the sentence-level using a range
of cut-off criteria for selecting the top scoring instances in the mix-domain corpus.
A good relevance model expects to score higher for the hidden in-domain data.

6For simplicity, we ignore the LMs and prior models in the illustration in Fig. 5.1.
7The in-domain LMs PLM (e| z1) and PLM (f| z1) can be simply trained on the source and

target sides of Cin respectively.
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P (ẽ| f̃ , z)

P (f̃ | ẽ, z)

P (e| f, z)

P (f| e, z)
P (f, e, z)

P (z| ẽ, f̃) P (z| e, f)

Phrase-level Sentence-level

Re-update phrase-level parameters

Update sentence-level parameters

Figure 5.1: The EM-based invitation training algorithm.
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Figure 5.2: Intrinsic evaluation.
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English Spanish

Cmixed
Sents 4M
Words 113.7M 127.1M

Domain:
Electronics

Cin
Sents 109K
Words 1, 485, 558 1, 685, 716

Dev
Sents 984
Words 13130 14, 955

Test
Sents 982
Words 13, 493 15, 392

Table 5.1: The data preparation.

We use a mix-domain corpus Cg of 770K sentence pairs of different genres.8

There is also a Legal corpus of 183K pairs that serves as the in-domain data. We
create Cmixed by selecting an arbitrary 83K pairs of in-domain pairs and adding
them to Cg (the hidden in-domain data); we use the remaining 100k in-domain
pairs as Cin.

Training our model on the data takes six EM-iterations to converge.9

Fig. 5.2 helps us examine how the pseudo sentence invitation are done during
each EM iteration. For later iterations we observe a better pseudo-precision and
pseudo-recall at sentence-level (Fig. 5.2(a), Fig. 5.2(b)). Fig. 5.2 also reveals a
good learning capacity of our learning framework.

5.4 Translation experiments: setting

Data We use a mix-domain corpus consisting of 4M sentence pairs, collected from
multiple resources including EuroParl (Koehn 2005), Common Crawl Corpus,
UN Corpus, News Commentary. As in-domain corpus we use “Consumer and
Industrial Electronics” manually collected by Translation Automation Society
(TAUS.com). The corpus statistics are summarized in Table 5.1.

System We train a standard state-of-the-art phrase-based system, using it as
the baseline.10 There are three main kinds of features for the translation model
in the baseline - phrase-based translation features, lexical weights (Koehn et al.
2003) and lexicalized reordering features (Koehn et al. 2005).11 Other features

8Count of sentence pairs: European Parliament (Koehn 2005): 183, 793; Pharmaceuticals:
190, 443, Software: 196, 168, Hardware: 196, 501.

9After the fifth EM iteration we do not observe any significant increase in the likelihood of
the data. Note that we use the same setting as for the baselines to train the latent domain-
focused LMs for use in our model – interpolated 4-gram Kneser-Ney LMs using BerkeleyLM.
This training setting is used for all experiments in this work.

10We use Stanford Phrasal - a standard state-of-the-art phrase-based translation system de-
veloped by (Cer et al. 2010).

11The lexical weights and the lexical reordering features will be described in more detail in
Section 5.6.
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Figure 5.3: BLEU averaged over multiple runs.

include the penalties for word, phrase and distance-based reordering.

The mix-domain corpus is word-aligned using GIZA++ (Och and Ney 2003)
and symmetrized with grow(-diag)-final-and (Koehn et al. 2003). We limit phrase
length to a maximum of seven words. The LMs are interpolated 4-grams with
Kneser-Ney, trained on 2.2M English sentences from Europarl augmented with
248.8K sentences from News Commentary Corpus (WMT 2013). We tune the
system using k-best batch MIRA (Cherry and Foster 2012). Finally, we use Moses
(Koehn et al. 2007) as decoder.12

We report three metrics - BLEU (Papineni et al. 2002), METEOR 1.4 (Denkowski
and Lavie 2011) and TER (Snover et al. 2006), with statistical significance at 95%
confidence interval under paired bootstrap re-sampling (Press et al. 1992). For
every system reported, we run the optimizer at least three times, before running
MultEval (Clark et al. 2011) for resampling and significance testing.

Outlook In Section 5.5 we examine the effect of training only the latent domain-
focused phrase table using our model. In Section 5.6 we proceed further to esti-
mate also latent domain-focused lexical weights and lexicalized reordering models,
examining how they incrementally improve the translation as well.

5.5 Adapting phrase table only

Here we investigate the effect of adapting the phrase table only; we will delay
adapting the lexical weights and lexicalized reordering features to Section 5.6.
We build a phrase-based system with the usual features as the baseline, includ-
ing two bi-directional phrase-based models, plus the penalties for word, phrase
and distortion. We also build a latent domain-focused phrase-based system with

12While we implement the latent phrase models using Phrasal for some advantages, we prefer
to use Moses for decoding.
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Data System Avg ∆ p-value

1M
Baseline 19.91 − −
Our System 20.64 +0.73 0.0001

2M
Baseline 20.54 − −
Our System 21.41 +0.87 0.0001

4M
Baseline 21.44 − −
Our System 22.62 +1.18 0.0001

Table 5.2: BLEU averaged over multiple runs.

the two bi-directional latent phrase-based models, and the standard penalties
described above.

We explore training data sizes 1M , 2M and 4M sentence pairs. Three base-
lines are trained yielding 95.77M , 176.29M and 323.88M phrases respectively.
We run 5 EM iterations to train our learning framework. We use the param-
eter estimates for P (z| ẽ, f̃) derived at each EM iteration to train our latent
domain-focused phrase-based systems.

Since we only use the in-domain corpus as priors that initialize the EM pa-
rameters, in technical perspective we do not want P (z| e, f) parameters to go too
far from the beginning. We therefore prefer the averaged style in practice, i.e. at
the iteration n we update the P (z| e, f) parameters as follows

P (n)(z| e, f) =
1

n

(
P (n)(z| e, f) +

∑n−1

i=1
P (i)(z| e, f)

)
. (5.6)

Fig. 5.3 presents the results (in BLEU) at each iteration in detail for the case of
1M sentence pairs. Similar improvements are observed for METEOR and TER.
Here, we consistently observe improvements at p-value = 0.0001 for all cases.

It should be noted that when doubling the training data to 2M and 4M , we
observe similar results.

Finally, among all iterations in each case, we report the best result in Table 5.2.
Here, note how the improvement could be gained when doubling the training data.

Following Hasler et al. (2014) as related work (see Section 5.8), it is also
interesting to consider the average entropy of phrase table entries in the domain–
confused systems, i.e.

−
∑
〈ẽ,f̃〉 pt(ẽ|f̃) log pt(ẽ|f̃)

number of phrases〈ẽ, f̃〉
, (5.7)

against that in the domain-focused systems

−
∑
〈ẽ,f̃〉 pt(ẽ|f̃ , z1) log pt(ẽ|f̃ , z1)

number of phrases〈ẽ, f̃〉
. (5.8)
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Baseline Iter. 1 Iter. 2 Iter. 3 Iter. 4 Iter. 5
0.210 0.187 0.186 0.185 0.185 0.184

Table 5.3: Average entropy of distributions.

Entries P (z1|f̃ , ẽ) < 0.01
Iter. 1 22.82%
Iter. 2 27.06%
Iter. 3 30.07%
Iter. 4 32.47%
Iter. 5 34.52%

Table 5.4: Phrase analyses.

Translation Examples

Input El reproductor puede reproducir señales de audio grabadas en mix-mode cd, cd-g,
cd-extra y cd text.

Reference The player can play back audio signals recorded in mix-mode cd, cd-g, cd-extra
and cd text.

Baseline The player can reproduce signs of audio recorded in mix-mode cd, cd-g, cd-extra
and cd text.

Our System The player can play signals audio recorded in mix-mode cd, cd-g, cd-extra and
cd text.

Input Se puede crear un archivo autodescodificable cuando el archivo codificado se abre
con la contraseña maestra.

Reference A self-decrypting file can be created when the encrypted file is opened with the
master password.

Baseline To create an file autodescodificable when the file codified commenced with the
password teacher.

Our System You can create an archive autodescodificable when the file codified opens with the
password master.

Input Repite todas las pistas (únicamente cds de v́ıdeo sin pbc)

Reference Repeat all tracks (non-pbc video cds only)

Baseline Repeated all avenues (only cds video without pbc)

Our System Repeated all the tracks (only cds video without pbc)

Table 5.5: Translation examples yielded by a domain-confused phrase-based sys-
tem (the baseline) and a domain-focused phrase-based system (our system).

Similarly to Hasler et al. (2014), Table 5.3 shows that the entropy decreases
significantly in the adapted tables in all cases, which is an indicator that the
distributions over translations of phrases have become more peaked.

In practice, the third iteration systems usually produce best translations. This
is somewhat expected because as EM invites more pseudo in-domain pairs in later
iterations, it sharpens the estimates of P (z1| ẽ, f̃), making pseudo out-domain
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señales reproducir
Entries signals signs play reproduce
Baseline 0.29 0.36 0.15 0.20
Iter. 1 0.36 0.23 0.29 0.16
Iter. 2 0.37 0.19 0.32 0.17
Iter. 3 0.37 0.17 0.34 0.16
Iter. 4 0.37 0.16 0.36 0.16
Iter. 5 0.37 0.15 0.37 0.16

Table 5.6: Phrase entry examples.

pairs tend to 0.0. Table 5.4 shows the percentage of entries with P (z1| ẽ, f̃) < 0.01
at every iteration, e.g. 34.52% at the fifth iteration. This induced schism in Cmixed
diminishes the difference between the relevance scores for certain sentence pairs,
limiting the ability of the latent phrase-based models to further discriminate in
the gray zone.

Finally, to give a sense of the improvement in translation, we (randomly)
select cases where the systems produce different translations and present some of
them in Table 5.5. These examples are indeed illuminating, e.g. “can reproduce
signs of audio”/“can play signals audio”, “password teacher”/“password master”,
revealing thoroughly the benefit derived from adapting the phrase models from
being domain-confused to being domain-focused. Table 5.6 presents phrase table
entries, i.e. pt(e| f) and pt(e| f, z1), for the “can reproduce signs of audio”/“can
play signals audio” example.

5.6 Fully adapted translation model

The preceding experiments reveal that adapting the phrase tables significantly
improves translation performance. Now we also adapt the lexical and reordering
components. The result is a fully adapted, domain-focused, phrase-based system.

Briefly, the lexical weights (Koehn et al. 2003) provide smooth estimates for
the phrase pair based on word translation scores P (e| f) between pairs of words
〈e, f〉, i.e.

P (e| f) =
c(e, f)∑
e c(e, f)

(5.9)

Our latent domain-focused lexical weights, on the other hand, are estimated
according to P (e| f, z1), i.e.

P (e| f, z1) =
P (e| f)P (z1| e, f)∑
f P (e| f)P (z1| e, f)

(5.10)

The lexicalized reordering models with orientation variable O, P (O| ẽ, f̃),
model how likely a phrase 〈ẽ, f̃〉 directly follows a previous phrase (monotone),
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Metric System Avg ∆ p-value

Consumer and Industrial Electronics
(In-domain: 109K pairs; Dev: 982 pairs; Test: 984 pairs)

BLEU

Baseline 22.9 − −
Sys. 1 23.4 +0.5 0.008
Sys. 2 23.9 +1.0 0.0001
Sys. 3 24.0 +1.1 0.0001

METEOR

Baseline 30.0 − −
Sys. 1 30.4 +0.4 0.0001
Sys. 2 30.8 +0.8 0.0001
Sys. 3 30.9 +0.9 0.0001

TER

Baseline 59.5 − −
Sys. 1 58.8 -0.7 0.0001
Sys. 2 58.0 -1.5 0.0001
Sys. 3 57.9 -1.6 0.0001

Table 5.7: Metric scores for the systems, which are averages over multiple runs.

swaps positions with it (swap), or is not adjacent to it (discontinous) (Koehn
et al. 2005). We make these domain-focusedby conditioning the statistics over
latent domains:

P (O| ẽ, f̃ , z1) = P (O| ẽ, f̃)P (z1| O, ẽ, f̃)∑
O P (O| ẽ, f̃)P (z1| O, ẽ, f̃)

(5.11)

Estimating P (z1| O, ẽ, f̃) and P (z1| e, f) is similar to estimating P (z1| ẽ, f̃)
and hinges on the estimates of P (z1| ẽ, f̃) during EM.

The baseline for the following experiments is a standard state-of-the-art phrase-
based system, including two bi-directional phrase-based translation features, two
bi-directional lexical weights, six lexicalized reordering features, as well as the
penalties for word, phrase and distortion. We develop three kinds of domain-
adapted systems that are different at their adaptation level to fit the task. The
first (Sys. 1) adapts only the phrase-based models, using the same lexical
weights, lexicalized reordering models and other penalties as the baseline. The
second (Sys. 2) adapts also the lexical weights, fixing all other features as the
baseline. The third (Sys. 3) adapts both the phrase-based models, lexical weights
and lexicalized reordering models,13 fixing other penalties as the baseline.

Table 5.7 presents results for training data size of 4M parallel sentences. It
shows that the fully domain-focused system (Sys. 3) significantly improves over
the baseline. The table also shows that the latent domain-focused phrase-based

13We run three EM iterations to train our invitation framework, and then use the parameter
estimates for P (z1| ẽ, f̃), P (z1| e, f) and P (z1| O, ẽ, f̃) to train these domain-focused features.
We adopt this training setting for all other different tasks in the sequel.
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models and lexical weights are crucial for improved performance, whereas adapt-
ing the reordering models makes a far smaller contribution.

Finally we also apply our approach to other tasks where the relation between
their in-domain data and the mix-domain data varies substantially. Table 5.8
presents their in-domain, tuning and test data in detail, as well as the translation
results over them. It shows that the fully domain-focused systems consistently
and significantly improve the translation accuracy for all the tasks.

5.7 Combining multiple models

Finally, we proceed further to test our latent domain-focused phrase-based trans-
lation model on standard domain adaptation. We conduct experiments on the
task “Professional & Business Services” as an example.14 For standard adapta-
tion we follow (Koehn and Schroeder 2007) where we pass multiple phrase tables
directly to the Moses decoder and tune them together. For baseline we combine
the standard phrase-based system trained on Cmixed with the one trained on the
in-domain data Cin. We also combine our latent domain-focused phrase-based
system with the one trained on Cin. Table 5.9 presents the results showing that
combining our domain-focused system adapted from Cmixed with the in-domain
model outperforms the baseline.

5.8 Related work

A distantly related, but clearly complementary, line of research focuses on the
role of document topics (Eidelman et al. 2012; Zhang et al. 2014; Hasler et al.
2014). An off-the-shelf Latent Dirichlet Allocation tool is usually used to infer
document-topic distributions. On one hand, this setting may not require in-
domain data as prior. On the other hand, it requires meta-information (e.g.
document information).

Part of this work (the latent sentence-relevance models) relates to data se-
lection (Moore and Lewis 2010; Axelrod et al. 2011), where sentence-relevance
weights are used for hard-filtering rather than weighting. The idea of using
sentence-relevance estimates for phrase-relevance estimates relates to (Matsoukas
et al. 2009) who estimate the former using meta-information over documents as
main features. In contrast, our work overcomes the mutual dependence of sen-
tence and phrase estimates on one another by training both models in tandem.

Adaptation using small in-domain data has a different but complementary
goal to another line of research aiming at combining a domain-adapted system

14We choose this task for additional experiments because it has very small in-domain data
(23K). This is supposed to make adaptation difficult because of the robust large-scale systems
trained on Cmixed.
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Metric System Avg ∆ p-value

Professional & Business Services
(In-domain: 23K pairs; Dev: 1, 000 pairs; Test: 998 pairs)

BLEU
Baseline 22.0 − −
Our System 23.1 +1.1 0.0001

METEOR
Baseline 30.8 − −
Our System 31.4 +0.6 0.0001

TER
Baseline 58.0 − −
Our System 56.6 -1.4 0.0001

Financials
(In-domain: 31K pairs; Dev: 1, 000 pairs; Test: 1, 000 pairs)

BLEU
Baseline 31.1 − −
Our System 31.8 +0.7 0.0001

METEOR
Baseline 36.3 − −
Our System 36.6 +0.3 0.0001

TER
Baseline 48.8 − −
Our System 48.3 -0.5 0.0001

Computer Hardware
(In-domain: 52K pairs; Dev: 1, 021 pairs; Test: 1, 054 pairs)

BLEU
Baseline 24.6 − −
Our System 25.3 +0.7 0.0001

METEOR
Baseline 32.4 − −
Our System 33.1 +0.7 0.0001

TER
Baseline 56.4 − −
Our System 55.0 -1.4 0.0001

Computer Software
(In-domain: 65K pairs; Dev: 1, 100 pairs; Test: 1, 000 pairs)

BLEU
Baseline 27.4 − −
Our System 28.3 +0.9 0.0001

METEOR
Baseline 34.0 − −
Our System 34.7 +0.7 0.0001

TER
Baseline 51.7 − −
Our System 50.6 -1.1 0.0001

Pharmaceuticals & Biotechnology
(In-domain: 85K pairs; Dev: 920 pairs; Test: 1, 000 pairs)

BLEU
Baseline 31.6 − −
Our System 32.4 +0.8 0.0001

METEOR
Baseline 34.0 − −
Our System 34.4 +0.4 0.0001

TER
Baseline 51.4 − −
Our System 50.6 -0.8 0.0001

Table 5.8: Metric scores for the systems, which are averages over multiple runs.
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Metric System Avg ∆ p-value
Professional & Business Services
(In-domain: 23K pairs; Dev: 1, 000 pairs; Test: 998 pairs)

BLEU
In-domain 46.5 − −

+ Mix-domain 46.6 − −
+ Our system 47.9 +1.3 0.0001

METEOR
In-domain 39.8 − −

+ Mix-domain 40.1 − −
+ Our System 41.1 +1.0 0.0001

TER
In-domain 38.2 − −

+ Mix-domain 38.0 − −
+ Our System 36.9 -1.1 0.0001

Table 5.9: Domain adaptation experiments. Metric scores for the systems, which
are averages over multiple runs.

with the another system trained on the in-domain data (Koehn and Schroeder
2007; Bisazza et al. 2011; Sennrich 2012a; Razmara et al. 2012; Sennrich et al.
2013). Our work is somewhat related to, but markedly different from, phrase
pair weighting (Foster et al. 2010). Finally, our latent domain-focused phrase-
based models and invitation training paradigm can be seen to shift attention from
adaptation to making explicit the role of domain-focused models in SMT.

5.9 Conclusion

We present a novel approach for in-domain focused training of a phrase-based
system on a mix-domain corpus by using prior distributions from a small in-
domain corpus. We derive an EM training algorithm for learning latent domain
relevance models for the phrase- and sentence-levels in tandem. We also show how
to overcome the difficulty of lack of explicit out-domain data by bootstrapping
pseudo out-domain data.

In future work, we could explore generative Bayesian models as well as discrim-
inative learning approaches with different ways for estimating the latent domain
relevance models. We hypothesize that bilingual, but also monolingual, relevance
models can be key to improved performance.



Chapter 6

A Case Study of Rewarding Domain
Invariance in SMT

Existing work on domain adaptation for statistical machine translation has con-
sistently assumed access to a small sample from the test distribution (target
domain) at training time. In practice, however, the target domain may not be
known at training time or it may change to match user needs. In such situa-
tions, it is natural to push the system to make safer choices, giving higher prefer-
ence to domain-invariant translations, which work well across domains, over risky
domain-specific alternatives. We encode this intuition by (1) inducing latent sub-
domains from the training data only; (2) introducing features which measure how
specialized phrases are to individual induced sub-domains; (3) estimating feature
weights on out-of-domain data (rather than on the target domain). We conduct
experiments on three language pairs and a number of different domains. We ob-
serve consistent improvements over a baseline which does not explicitly reward
domain invariance.

The content of this chapter is based on the following publication:
Hoang Cuong, Khalil Sima’an and Ivan Titov. Adapting to All Domains at Once:
Rewarding Domain Invariance in SMT. In TACL 2016. All the research and
all implementations were carried out by Hoang Cuong. Khalil Sima’an guided
him in shaping the key ideas about latent variable models and their applications
to Rewarding Domain Invariance in SMT. Khalil Sima’an also provided guidance
and edited the publication. Ivan Titov guided him in shaping the key ideas about
Rewarding Domain Invariance in SMT. Ivan Titov also provided guidance and
edited the publication.

99
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Chapter Highlights

Problem Statement
• Domain-adaptation methods aim to specialize a system estimated on

out-of-domain training data to a target domain represented by a small data
sample. In practice, however, the target domain may not be known at
training time or it may change over time depending on user needs.

Research Question
• How to address exactly the setting where we have a domain-agnostic

system but we have no access to any samples from the target domain at
training time?

Research Contributions
• This chapter aims at adapting machine translation systems to all

domains at once by favoring phrases that are domain-invariant and therefore
safe to use across a variety of domains. Our approach does not require prior
knowledge about domain and is directly applicable to any domain adaptation
scenario.
• Experiments show that the proposed approach results in modest but

consistent improvements in BLEU, METEOR and TER.

6.1 Introduction

Mismatch in phrase translation distributions between test data (target domain)
and train data is known to harm performance of statistical translation systems
(Irvine et al. 2013a; Carpuat et al. 2014). Domain-adaptation methods (Foster
et al. 2010; Bisazza et al. 2011; Sennrich 2012a; Razmara et al. 2012; Sennrich
et al. 2013; Haddow 2013; Joty et al. 2015) aim to specialize a system estimated
on out-of-domain training data to a target domain represented by a small data
sample. In practice, however, the target domain may not be known at training
time or it may change over time depending on user needs. In this work we address
exactly the setting where we have a domain-agnostic system but we have no access
to any samples from the target domain at training time. This is an important and
challenging setting which, as far as we are aware, has not yet received attention
in the literature.

When the target domain is unknown at training time, the system could be
trained to make safer choices, preferring translations which are likely to work
across different domains. For example, when translating from English to Russian,
the most natural translation for the word ‘code’ would be highly dependent on
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the domain (and the corresponding word sense). Russian words ‘øèôð’, ‘çàêîí’
or ‘ïðîãðàììà’ would perhaps be optimal choices if we consider cryptography,
legal and software development domains, respectively. However, the translation
‘êîä’ is also acceptable across all these domains and, as such, would be a safer
choice when the target domain is unknown. Note that such a translation may
not be the most frequent overall and, consequently, might not be proposed by a
standard (i.e. domain-agnostic) phrase-based translation system.

In order to encode preference for domain-invariant translations, we introduce a
measure which quantifies how likely a phrase (or a phrase-pair) is to be “domain-
invariant”. We recall that most large parallel corpora are heterogeneous, consist-
ing of diverse language use originating from a variety of unspecified subdomains.
For example, news articles may cover sports, finance, politics, technology and
a variety of other news topics. None of the subdomains may match the target
domain particularly well, but they can still reveal how domain-specific a given
phrase is. For example, if we would observe that the word ‘code’ can be translated
as ‘êîä’ across cryptography and legal subdomains observed in training data, we
can hypothesize that it may work better on a new unknown domain than ‘çàêîí’
which was specific only to a single subdomain (legal). This would be a suitable
decision if the test domain happens to be software development, even though no
texts pertaining to this domain were included in the heterogeneous training data.

Importantly, the subdomains are usually not specified in the heterogeneous
training data. Therefore, we treat the subdomains as latent, so we can induce
them automatically. Once induced, we define measures of domain specificity,
particularly expressing two generic properties:

Phrase domain specificity How specific is a target or a source phrase to some
of the induced subdomains?

Phrase pair domain coherence How coherent is a source phrase and a target
language translation across the induced subdomains?

These features capture two orthogonal aspects of phrase behaviour in heteroge-
neous corpora, with the rationale that phrase pairs can be weighted along these
two dimensions. Domain-specificity captures the intuition that the more specific
a phrase is to certain subdomains, the less applicable it is in general. Note that
specificity is applied not only to target phrases (as ‘êîä’ and ‘çàêîí’ in the above
example) but also to source phrases. When applied to a source phrase, it may
give a preference towards using shorter phrases as they are inherently less domain
specific. In contrast to phrase domain specificity, phrase pair coherence reflects
whether candidate target and source phrases are typically used in the same set
of domains. The intuition here is that the more divergent the distributional be-
haviour of source and target phrases across subdomains, the less certain we are
whether this phrase pair is valid for the unknown target domain. In other words,
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a translation rule with source and target phrases having two similar distributions
over the latent subdomains is likely safer to use.

Weights for these features, alongside all other standard features, are tuned
on a development set. Importantly, we show that there is no noteworthy benefit
from tuning the weights on a sample from the target domain. It is enough to tune
them on a mixed-domain dataset sufficiently different from the training data. We
attribute this attractive property to the fact that our features, unlike the ones
typically considered in standard domain-adaptation work, are generic and only
affect the amount of risk our system takes. In contrast, for example, in (Eidelman
et al. 2012; Chiang et al. 2011; Hu et al. 2014; Hasler et al. 2014; Su et al. 2015;
Sennrich 2012a; Chen et al. 2013b; Carpuat et al. 2014), features capture simi-
larities between a target domain and each of the training subdomains. Clearly,
domain adaptation with such rich features, though potentially more powerful,
would not be possible without a development set closely matching the target
domain.

We conduct our experiments on three language pairs and explore adaptation
to 9 domain adaptation tasks in total. We observe significant and consistent per-
formance improvements over the baseline domain-agnostic systems. This result
confirms that our two features, and the latent subdomains they are computed
from, are useful also for the very challenging domain adaptation setting consid-
ered in this work.

6.2 Domain-invariance for phrases

At the core of a standard state-of-the-art phrase-based system (Koehn et al. 2003;
Och and Ney 2004) lies a phrase table 〈ẽ, f̃〉 extracted from a word-aligned train-
ing corpus together with estimates for phrase translation probabilities Pcount(ẽ| f̃)
and Pcount(f̃ | ẽ). Typically the phrases and their probabilities are obtained from
large parallel corpora, which are usually broad enough to cover a mixture of sev-
eral subdomains. In such mixtures, phrase distributions may be different across
different subdomains. Some phrases (whether source or target) are more specific
for certain subdomains than others, while some phrases are useful across many
subdomains. Moreover, for a phrase pair, the distribution over the subdomains
for its source side may be similar or not to the distribution for its target side. Co-
herent pairs seem safer to employ than pairs which exhibit different distributions
over the subdomains. These two factors, domain specificity and domain coher-
ence, can be estimated from the training corpus if we have access to subdomain
statistics for the phrases. In the setting addressed here, the subdomains are not
known in advance and we have to consider them latent in the training data.

Therefore, we introduce a random variable z ∈ {1, . . . , K} encoding (arbi-
trary) K latent subdomains that generate each source and target phrase ẽ and
f̃ of every phrase pair 〈ẽ, f̃〉. In the next Section, we aim to estimate distribu-
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Source Phrase

Projection

domain.i... ...domain.1 domain.K

Target Phrase

Projection

Figure 6.1: The projection framework of phrases into K-dimensional vector space
of probabilistic latent subdomains.

tions P (z| ẽ) and P (z| f̃) for subdomain z over the source and target phrases
respectively. In other words, we aim at projecting phrases onto a compact (K−1)
dimensional simplex of subdomains with vectors:

~̃e =

[
P (z = 1| ẽ), . . . , P (z = K| ẽ)

]
, (6.1)

~̃f =

[
P (z = 1| f̃), . . . , P (z = K| f̃)

]
. (6.2)

Each of the K elements encodes how well each source and target phrase ex-
presses a specific latent subdomain in the training data. See Fig. 6.1 for an
illustration of the projection framework. Once the projection is performed, the
hidden cross-domain translation behaviour of phrases and phrase pairs can be
modeled as follows:

• Domain-specificity of phrases : A rule with source and target phrases hav-
ing a peaked distribution over latent subdomains is likely domain-specific.
Technically speaking, entropy comes as a natural choice for quantifying do-
main specificity. Here, we opt for the Renyi entropy and define the domain
specificity as follows:

Dα(~̃e) =
1

1− α
log

(∑K

i=1
P (z = i| ẽ)α

)
(6.3)

Dα( ~̃f) =
1

1− α
log

(∑K

i=1
P (z = i| f̃)α

)
(6.4)

For convenience, we refer to Dα(·) as the domain specificity of a phrase. In
this study, we choose the value of α as 2 which is the default choice (also
known as the Collision entropy).

• Source-target coherence across subdomains : A translation rule with source
and target phrases having two similar distributions over the latent subdo-
mains is likely safer to use. We use the Chebyshev distance for measuring
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the similarity between two distributions. The divergence of two vectors ~̃e

and ~̃f is defined as follows

D(~̃e, ~̃f) = max
i={1, ..., K}

∣∣∣P (z = i| ẽ)− P (z = i| f̃)
∣∣∣ (6.5)

We refer to D(~̃e, ~̃f) as the phrase pair coherence across latent subdomains.

We investigated some other similarities for phrase pair coherence (the Kullback-
Leibler divergence and the Hellinger distance) but have not observed any notice-
able improvements in the performance. We will discuss these experiments in the
empirical section.

Once computed for every phrase pair, the two measures Dα(~̃e), Dα( ~̃f) and

D(~̃e, ~̃f), will be integrated into a phrase-based SMT system as feature functions.

6.3 Latent subdomain induction

We now present our approach for inducing latent subdomain distributions P (z| ẽ)
and P (z| f̃) for every source and target phrases ẽ and f̃ . In our experiments, we
compare using our subdomain induction framework with relying on topic distribu-
tions provided by a standard topic model, Latent Dirichlet Allocation (Blei et al.
2003). Note that unlike LDA we rely on parallel data and word alignments when
inducing domains. Our intuition is that latent variables capturing regularities in
bilingual data may be more appropriate for the translation task.

Inducing these probabilities directly is rather difficult as the task of designing
a fully generative phrase-based model is known to be challenging. Doing that
requires incorporating into the model additional hidden variables encoding phrase
segmentation (DeNero et al. 2006). This would significantly complicate inference
(Mylonakis and Sima’an 2008; Neubig et al. 2011; Cohn and Haffari 2013).

In order to avoid this, we follow (Matsoukas et al. 2009) and (Cuong and
Sima’an 2014b) who “embed” such a phrase-level model into a latent subdo-
main model that works at the sentence level. In other words, we associate latent
domains with sentence pairs rather than with phrases, and use the posterior
probabilities computed for the sentences with all the phrases appearing in the
corresponding sentences.

Given P (z| e, f) - a latent subdomain model given sentence pairs 〈e, f〉 - the
estimation of P (z| ẽ) and P (z| f̃), for phrases ẽ and f̃ , can be simplified by
computing expectations z for all z ∈ {1, . . . , K}:
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P (z = i| ẽ) =

∑
e, f P (z = i| e, f) count(ẽ; e)∑K

i′=1

∑
e, f P (z = i′| e, f) count(ẽ; e)

(6.6)

P (z = i| f̃) =

∑
e,f P (z = i| e, f) count(f̃ ; f)∑K

i′=1

∑
e, f P (z = i′ |e, f) count(f̃ ; f)

. (6.7)

Here, count(ẽ, e) is the count of a phrase ẽ in a sentence e in the training corpus.

Latent subdomains for sentences. We now turn to describing our latent
subdomain model for sentences. We assume the following generative story for
sentence pairs:

1. generate the domain z from the prior P (z);

2. choose the generation direction: f-to-e or e-to-f, with equal probability;

3. if the e-to-f direction is chosen then generate the pair relying on P (e| z)P (f| e, z);

4. otherwise, use P (f| z)P (e| f, z).

Formally, it is a uniform mixture of the generative processes for the two poten-
tial translation directions.1 This generative story implies having two translation
models (TMs) and two language models (LMs), each augmented with latent sub-
domains. Now, the posterior P (z| e, f) can be computed as

P (z| e, f) ∝ P (z)

(
P (e| z)P (f| e, z) + P (f| z)P (e| f, z)

)
. (6.8)

As we aim for a simple approach, our TMs are computed through the intro-
duction of hidden alignments a and a′ in f-to-e and e-to-f directions respectively,
in which P (f| e, z) =

∑
a P (f, a| e, z) and P (e| f, z) =

∑
a′ P (e, a′| f, z).

To make the marginalization of alignments tractable, we restrict P (f, a| e, z)
and P (e, a′| f, z) to the same assumptions as IBM Model 1 (Brown et al. 1993)
(i.e. a multiplication of translation of lexical probabilities with respect to latent
subdomains).

We use standard nth-order Markov model for P (e| z) and P (f| z), in which
P (e| z) =

∏
i P (ei| ei−1

i−n, z) and P (f| z) =
∏

j P (fj| f j−1
j−n, z). Here, the notation

ei−1
i−n and f j−1

j−n is used to denote the history of length n for the source and target
words ei and fj, respectively.

1Note that we effectively average between them which is reasonable, as there is no reason to
give preference to any of them.
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Training. For training, we maximize the log-likelihood L of the data

L =
∑

e,f
log

(∑
z
P (z)

(
1

2
P (e|z)

∑
a

P (f, a|e, z)+1

2
P (f| z)

∑
a′
P (e, a′| f, z)

))
.

(6.9)
As there is no closed-form solution, we use the expectation-maximization (EM)
algorithm (Dempster et al. 1977).

In the E-step, we compute the posterior distributions P (a, z| e, f) and
P (a′, z| e, f) as follows

P (a, z| e, f) ∝ P (z)

(
P (e| z)P (f, a| e, z) + P (f| z)P (e| f, z)

)
, (6.10)

P (a′, z| e, f) ∝ P (z)

(
P (e| z)P (f| e, z) + P (f| z)P (e, a′| f, z)

)
. (6.11)

In the M-step, we use the posteriors P (a, z| e, f) and P (a′, z| e, f) to re-
estimate parameters of both alignment models. This is done in a very similar
way to estimation of the standard IBM Model 1.

We use the posteriors to re-estimate LM parameters as follows

P (ei|ei−1
1 , z) ∝

∑
e, f

P (z|e, f) count(ei1; e), (6.12)

P (fi|f i−1
1 , z) ∝

∑
e, f

P (z|e, f) count(f i1; f). (6.13)

To obtain better parameter estimates for word predictions and avoid overfitting,
we use smoothing in the M-step. In this work, we chose to apply expected Kneser-
Ney smoothing technique (Zhang and Chiang 2014) as it is simple and achieves
state-of-the-art performance on the language modeling problem.

Finally, P (z) can be simply estimated as follows

P (z) ∝
∑

e, f
P (z| e, f) (6.14)

Hierarchical Training. In practice, we found that training the full joint model
leads to brittle performance, as EM is very likely to get stuck in bad local
maxima. To address this difficulty, in our implementation, we start out by
first jointly training P (z), P (e| z) and P (f| z). In this way in the E-step,
we fix our model parameters and compute P (z| e, f) for every sentence pair:
P (z| e, f) ∝ P (e| z)P (f| z)P (z). In the M-step, we use the posteriors to re-
estimate the model parameters, as in Equations (6.12), (6.13) and (6.14). Once
the model is trained, we fix the language modeling parameters and finally train
the full model.

This parallel latent subdomain language model is less expressive and, conse-
quently, is less likely to get stuck in a local maximum. The LMs estimated in this
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Training
Data

English French
Sents 5.01M
Words 103.39M 125.81M

English Spanish
Sents 4.00M
Words 81.48M 89.08M

English German
Sents 4.07M
Words 93.19M 88.48M

Table 6.1: Data Preparation.

way will then drive the full alignment model towards better configurations in the
parameter space.2 In practice, this training scheme is particularly useful in case
of learning a more fine-grained latent subdomain model with larger K.

6.4 Experiments

6.4.1 Data

We conduct experiments with large-scale SMT systems across a number of do-
mains for three language pairs (English-Spanish, English-German and English-
French). The datasets are summarized in Table 6.1. For English-Spanish, we
run experiments with training data consisting of 4M sentence pairs collected
from multiple resources within the WMT 2013 MT Shared Task. These include
EuroParl (Koehn 2005), Common Crawl Corpus, UN Corpus, and News Com-
mentary. For English-German, our training data consists of 4.1M sentence pairs
collected from the WMT 2015 MT Shared Task, including EuroParl, Common
Crawl Corpus and News Commentary. Finally, for English-French, we train SMT
systems on a corpus of 5M sentence pairs collected from the WMT 2015 MT
Shared Task, including the 109 French-English corpus.

We conducted experiments on 9 different domains (tasks) where the data was
manually collected by a TAUS.3 Table 6.2 presents the translation tasks: each of
the tasks deals with a specific domain, each of this task has presumably a very
different relevance level to the training data. In this way, we test the stability of
our results across a wide range of target domains.

2This procedure can be regarded as a form of hierarchical estimation: we start with a simpler
model and then use it to drive a more expressive model. Note that we also use P (z) estimated
within the parallel latent subdomain LMs to initialize P (z) for the latent subdomain alignment
model.

3https://www.taus.net/.
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English French

Professional &Business
Services

Dev
Sents 2K
Words 74.16K 83.85K

Test
Sents 5K
Words 92.84K 105.05K

Leisure, Tourism and Arts
Dev

Sents 2K
Words 107.45K 117.16K

Test
Sents 5K
Words 101.82K 114.76K

English Spanish

Professional &Business
Services

Dev
Sents 2K
Words 31.70K 34.62K

Test
Sents 5K
Words 84.1K 93.4K

Legal

Dev
Sents 2K
Words 35.06K 38.78K

Test
Sents 5K
Words 88.63K 102.71K

Financials

Dev
Sents 2K
Words 37.23K 42.89K

Test
Sents 5K
Words 99.05K 109.81K

English German

Professional &Business
Services

Dev
Sents 2K
Words 80.49K 85.08K

Test
Sents 5K
Words 79.75K 85.28K

Legal
Dev

Sents 2K
Words 50.54K 45.99K

Test
Sents 5K
Words 124.93K 111.70K

Computer Software
Dev

Sents 2K
Words 40.24K 38.31K

Test
Sents 5K
Words 102.71K 101.12K

Computer Hardware
Dev

Sents 2K
Words 37.40K 36.98K

Test
Sents 5K
Words 103.29K 98.04K

Table 6.2: Data and adaptation tasks.

6.4.2 Systems

We use a standard state-of-the-art phrase-based system. The Baseline system
includes MOSES (Koehn et al. 2007) baseline feature functions, plus eight hierar-
chical lexicalized reordering model feature functions (Galley and Manning 2008).
The training data is first word-aligned using GIZA++ (Och and Ney 2003) and
then symmetrized with grow(-diag)-final-and (Koehn et al. 2003). We limit the
phrase length to the maximum of seven words. The language models are interpo-



6.4. Experiments 109

lated 5-grams with Kneser-Ney smoothing, estimated by KenLM (Heafield et al.
2013) from a large monolingual corpus of nearly 2.1B English words collected
within the WMT 2015 MT Shared Task. Finally, we use MOSES as a decoder
(Koehn et al. 2007).

Our system is exactly the same as the baseline, plus three additional feature
functions induced for the translation rules: two features for domain-specificity

of phrases (both for the source side (Dα( ~̃f)) and the target side (Dα(~̃e)), and

one feature for source-target coherence across subdomains (D(~̃e, ~̃f)). For the
projection, we use K=12. We also explored different values for K, but have
not observed significant difference in the scores. In our experiments we do one
iteration of EM with parallel LMs (as described in Section 3), before continuing
with the full model for three more iterations. We did not observe a significant
improvement from running EM any longer. Finally, we use hard EM, as it has
been found to yield better models than the standard soft EM on a number of
different task (e.g., (Johnson 2007)). In other words, instead of standard ‘soft’
EM updates with phrase counts weighted according to the posterior P (z = i| e, f),
we use the ‘winner-takes-all’ approach:

P (z = i| ẽ)∝
∑

〈e,f〉
count(i; ẑ〈e,f〉)δ(ẽ; e), (6.15)

P (z = i| f̃) ∝
∑

〈e,f〉
count(i; ẑ〈e,f〉)δ(f̃ ; f). (6.16)

Here, ẑ〈e, f〉 is the “winning” latent subdomain for sentence pair 〈e, f〉:

ẑ〈e, f〉 = arg max
i∈{1, ..., K}

P (z = i| e, f) (6.17)

In practice, we found that using this hard version leads to better performance.4

6.4.3 Alternative tuning scenarios

In order to tune all systems, we use the k-best batch MIRA (Cherry and Foster
2012). We report the translation accuracy with three metrics - BLEU (Papineni
et al. 2002), METEOR (Denkowski and Lavie 2011) and TER (Snover et al. 2006).
We mark an improvement as significant when we obtain the p-level of 5 % under
paired bootstrap resampling (Koehn 2004b). Note that better results correspond
to larger BLEU and METEOR but to smaller TER. For every system reported,
we run the optimizer at least three times, before running MultEval (Clark et al.
2011) for resampling and significance testing. Note that the scores for the systems
are averages over multiple runs.

For tuning the systems we explore two kinds of development sets: (1) An in-
domain development set of in-domain data that directly exemplifies the trans-
lation task (i.e. a sample of target-domain data), and (2) a mixed-domain

4A more principled alternative would be to use posterior regularization (Ganchev et al. 2009).
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Task System BLEU↑
/∆

METEOR↑
/∆

TER↓ /∆
English-French

Professional & Business
Services

Baseline 21.4 28.8 60.0
Our System 21.5/+0.1 28.9/+0.1 59.7/-0.3

Leisure, Tourism and Arts
Baseline 39.9 36.7 48.1
Our System 40.8/+0.9 37.1/+0.4 47.1/-1.0

English-Spanish

Financials
Baseline 32.5 37.1 45.6
Our System 32.8/+0.3 37.2/+0.1 45.4/-0.2

Professional & Business
Services

Baseline 24.4 31.7 54.9
Our System 24.8/+0.4 31.9/+0.2 54.8/-0.1

Legal Services
Baseline 33.3 36.3 49.5
Our System 33.8/+0.5 36.5/+0.2 49.1/-0.4

English-German

Computer Software
Baseline 22.8 27.7 64.3
Our System 23.1/+0.3 27.8/+0.1 64.0/-0.3

Computer Hardware
Baseline 20.5 27.7 61.2
Our System 20.9/+0.4 27.9/+0.2 61.1/-0.1

Professional & Business
Services

Baseline 15.3 25.4 69.2
Our System 15.7/+0.4 25.6/+0.2 68.6/-0.6

Legal Services
Baseline 29.6 32.9 55.6
Our System 30.2/+0.6 33.3/+0.4 55.1/-0.5

Table 6.3: Adaptation results when tuning on the in-domain development set.
The bold face indicates that the improvement over the baseline is significant.

development set which is a full concatenation of development sets from all the
available domains for a language pair; this scenario is a more realistic one when
no in-domain data is available. In the analysis section we also test these two sce-
narios against the scenario mixed-domain minus in-domain, which excludes
the in-domain development set part from the mixed-domain development set. By
exploring the three different development sets we hope to shed light on the im-
portance of having samples from the target domain when using our features. If
our features can indeed capture domain invariance of phrases then they should
improve the performance in all three settings, including the most difficult setting
where the in-domain data has been explicitly excluded from the tuning phase.

6.4.4 Main results

In-domain tuning scenario. Table 6.3 presents the results for the in-domain
development set scenario. The integration of the domain-invariant feature func-
tions into the baseline results in a significant improvement across all domains:
average +0.50 BLEU on two adaptation tasks for English-French, +0.40 BLEU
on three adaptation tasks for English-Spanish and +0.43 BLEU on four adapta-
tion tasks for English-German.
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Task System BLEU↑
/∆

METEOR↑
/∆

TER↓ /∆
English-French

Professional & Business
Services

Baseline 20.7 28.3 59.5
Our System 20.7/+0.0 28.4/+0.1 59.4/-0.1

Leisure, Tourism and Arts
Baseline 39.7 37.0 48.6
Our System 40.6/+0.9 37.4/+0.4 47.4/-1.2

English-Spanish

Financials
Baseline 33.6 37.5 45.4
Our System 34.0/+0.4 37.7/+0.2 45.0/-0.4

Professional & Business
Services

Baseline 24.4 31.9 55.3
Our System 24.9/+0.5 32.0/+0.1 54.9/-0.4

Legal Services
Baseline 32.4 35.8 49.0
Our System 32.9/+0.5 36.0/+0.2 48.8/-0.2

English-German

Computer Software
Baseline 23.2 27.6 63.4
Our System 23.5/+0.3 27.8/+0.2 63.0/-0.4

Computer Hardware
Baseline 20.8 27.8 61.5
Our System 21.0/+0.2 28.0/+0.2 61.2/-0.3

Professional & Business
Services

Baseline 13.8 25.2 72.2
Our System 13.9/+0.1 25.3/+0.1 72.1/-0.1

Legal Services
Baseline 29.3 32.7 55.2
Our System 29.9/+0.6 33.1/+0.4 54.6/-0.6

Table 6.4: Adaptation results when tuning on the mixed-domain development
set. The bold face indicates that the improvement over the baseline is significant.

Mixed-domain tuning scenario. While the improvements are robust and
consistent for the in-domain development set scenario, we are especially delighted
to see a similar improvement for the mixed-domain tuning scenario (Table 6.4).
In detail, we observe an average +0.45 BLEU on two adaptation tasks for English-
French, +0.47 BLEU on three adaptation tasks for English-Spanish and +0.30
BLEU on four adaptation tasks for English-German. We would like to emphasize
that this performance improvement is obtained without tuning specifically for
the target domain or using other domain-related meta-information in the training
corpus.

6.4.5 Additional analysis

We investigate the individual contribution of each domain-invariance feature. We
conduct experiments using a basic large-scale phrase-based system described in
(Koehn et al. 2003) as a baseline. The baseline includes two bi-directional phrase-
based models (Pcount(ẽ| f̃) and Pcount(f̃ | ẽ)), three penalties for word, phrase and
distortion, and finally, the language model. On top of the baseline, we build
four different systems, each augmented with a domain-invariance feature. The
first feature is the source-target coherence feature, D(ẽ, f̃), where we use the
Chebyshev distance as our default options. We also investigate the performance
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English-German (Task: Legal)
Dev System BLEU↑

In-
domain

Baseline 28.8
+D(ẽ, f̃) 29.1/+0.3
+Dα(ẽ) 29.4/+0.6
+Dα(f̃) 29.8/+1.0
+Dα(f̃) +Dα(ẽ) +D(ẽ, f̃) 29.9/+1.1

Mixed-
domains

Baseline 28.5
+D(ẽ, f̃) 28.8/+0.3
+Dα(ẽ) 29.3/+0.8
+Dα(f̃) 29.6/+1.1
+Dα(f̃) +Dα(ẽ) +D(ẽ, f̃) 29.8/+1.3

Mixed-domains
(Exclude Legal)

Baseline 28.3
+D(ẽ, f̃) 28.6/+0.3
+Dα(ẽ) 29.1/+0.8
+Dα(f̃) 29.5/+1.2
+Dα(f̃) +Dα(ẽ) +D(ẽ, f̃) 29.6/+1.3

Table 6.5: Improvements over the baseline. The bold fact indicates that the
difference is statistically significant.

English-German (Task: Legal)
Dev Metric BLEU↑

In-domain

Chebyshev 29.1/+0.3

Kullback-Leibler (DKL(~̃e,
~̃
f)) 29.2/+0.4

Kullback-Leibler (DKL(
~̃
f, ~̃e)) 29.0/+0.2

Hellinger 29.0/+0.2

Table 6.6: Using different metrics as the measure of coherence.

of other metrics including the Hellinger distance,5 and the Kullback-Leibler di-
vergence.6 Our second and third features are the domain specificity of phrases on
the source Dα(f̃) and on the target Dα(ẽ) sides. Finally, we also deploy all these
three domain-invariance features Dα(f̃) +Dα(ẽ) +D(ẽ, f̃)). The experiments are
conducted for the task Legal on English-German.

Table 6.5 and Table 6.6 present the results. Overall, we can see that all
domain-invariance features contribute to adaptation performance. Specifically,
we observe the following:

• Favouring the source-target coherence across subdomains (i.e. adding the
feature D(ẽ, f̃)) provides a significant translation improvement of +0.3
BLEU. Which specific similarity measure is used does not seem to matter
that much (see Table 6.6). We obtain the best result (+0.4 BLEU) with the

5DH(~̃e,
~̃
f) = 1√

2

√∑
z

(√
P (z| ẽ)−

√
P (z| f̃)

)2

.

6DKL(~̃e,
~̃
f) =

∑
z P (z| ẽ) log P (z| ẽ)

P (z| f̃) ; DKL(
~̃
f, ~̃e) =

∑
z P (z| f̃) log P (z| f̃)

P (z| ẽ) .
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German-English (Task: Legal Services)
Input im jahr 2004 befindet der rat über die verpflichtung der elektronischen übertra-

gung solcher aufzeichnungen.
Reference the council shall decide in 2004 on the obligation to transmit such records

electronically.
Baseline in 2004 the council is the obligation on the electronic transfer of such

records.
+ Dα(f̃) in 2004 the council is on the obligation of electronic transfer of such

records.
+ Dα(ẽ) in 2004 the council is on the obligation of electronic transmission of such

records.
+ D(ẽ, f̃) in 2004 the council is on the obligation of electronic transmission of such

records.
+ ALL in 2004 the council is on the obligation of electronic transmission of such

records.
Input die angemessenheit und wirksamkeit der internen verwaltungssysteme sowie

die leistung der dienststellen
Reference for assessing the suitability and effectiveness of internal management sys-

tems and the performance of departments
Baseline the adequacy and effectiveness of internal administrative systems as well

as the performance of the services
+ Dα(f̃) the adequacy and effectiveness of the internal management systems, as

well as the performance of the services
+ Dα(ẽ) the adequacy and effectiveness of internal management systems, as well

as the performance of the services
+ D(ẽ, f̃) the adequacy and effectiveness of the internal administrative systems as

well as the performance of the services
+ ALL the adequacy and effectiveness of internal management systems, as well as the

performance of the services
Input zur ausführung der ausgaben nimmt der anweisungsbefugte mittelbindungen

vor, geht rechtliche verpflichtungen ein
Reference to implement expenditure, the authorising officer shall make budget commit-

ments and legal commitments
Baseline the implementation of expenditure, the authorising officer commitments before,

is a legal commitments
+ Dα(f̃) the implementation of expenditure, the authorising officer commitments, is a

legal obligations
+ Dα(ẽ) the implementation of expenditure, the authorising officer commitments before,

is a legal obligations
+ D(ẽ, f̃) the implementation of expenditure, the authorising officer commitments before,

is a legal commitments
+ ALL the implementation of expenditure, the authorising officer commitments before, is a

legal obligations

Table 6.7: Translation outputs produced by the basic baseline and its augmented
systems with additional abstract feature functions derived from hidden domain
information.

KL divergence (DKL(~̃e, ~̃f)). However, the differences are not statistically
significant.
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English-German

Task Baseline
Our System

+z1 +z2 +z3 +z4 +z5 +z6 +z7 +z8 +z9 +z10 +z11 +z12
Hardware 20.2 20.4 20.4 20.4 20.5 20.5 20.5 20.4 20.4 20.5 20.4 20.4 20.4
Software 22.8 23.0 23.0 23.0 22.8 22.9 23.1 23.0 23.0 23.0 23.0 23.0 22.8
P&B
Services

13.3 13.6 13.6 13.3 13.5 13.6 13.6 13.5 13.5 13.6 13.5 13.6 13.5
Legal 28.5 28.7 28.6 29.1 28.7 28.6 28.9 28.8 28.8 28.9 28.6 28.6 28.8

Table 6.8: Latent Subdomain Analysis (with BLEU score).

• Integrating a preference for less domain-specific translation phrases at the
target side (Dα(ẽ)) leads to a translation improvement of +0.6 BLEU.

• Doing the same for the source side (Dα(f̃)), in turn, leads to an improvement
of +1.0 BLEU.

• Augmenting the baseline by integrating all our features leads to the best
result, with an improvement of +1.1 BLEU.

• The translation improvement is observed also for training with a devel-
opment set of mixed domains (even for the mixed-domain minus in-
domain setting when excluding the Legal data from the mixed development
set).

• The weights for all domain-invariance features, once tuned, are positive in
all the experiments.

Table 6.7 presents examples of translations from different systems. For example,
the domain-invariant system revises the translation from ”electronic transfer” to
”electronic transmission” for the German phrase ”elektronischen Übertragung”,
and from ”internal administrative systems” to ”internal management systems”
for the German phrase ”internen verwaltungssysteme”. The revisions, however,
are not always successful. For instance, adding Dα(ẽ) and Dα(f̃) resulted in
revising the translation of the German phrase ”rechtliche verpflichtungen” to
”legal obligations”, which is a worse choice (at least according to BLEU) than
”legal commitments” produced by the baseline.

We also present a brief analysis of latent subdomains induced by our projection
framework. For each subdomain z we integrate the domain posteriors (P (z| ẽ) and

P (z| f̃) and the source-target domain-coherence feature
∣∣∣P (z| ẽ)− P (z| f̃)

∣∣∣). We

hypothesize that whenever we observe an improvement for a translation task with
domain-informed features, this means that the corresponding latent subdomain
z is close to the target translation domain.

The results are presented in Table 6.8. Apparently, among the latent subdo-
mains, z4, z5, z6, z9 are closest to the target domain of Hardware. Their derived
feature functions are helpful in improving the translation accuracy for the task.
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Similarly, z1, z2, z5, z6, z9 and z11 are closest to Professional & Business, z6 is
closest to Software, and z3 is closest to Legal. Meanwhile, z4, z5 and z12 are not
relevant to the task of Software. Similarly, z3 is not relevant to Professional &
Business, and z2, z5 and z10 are not relevant to Legal.

Using topic models instead of latent domains. Our domain-invariance
framework demands access to posterior distributions of latent domains for phrases.
Though we argued for using our domain induction approach, other latent variable
models can be used to compute these posteriors. One natural option is to use
topic models, and more specifically LDA (Blei et al. 2003). Will our domain-
invariance framework still work with topic models, and how closely related are
the induced latent domains induced with LDA and our model? These are the
questions we study in this section.

We estimate LDA at the sentence level in a monolingual regime7 on one side
of each parallel corpus (let us assume for now that this is the source side). When
the model is estimated, we obtain the posterior distributions of topics (we denote
them as z, as we treat them as domains) for each source-side sentence in the
training set. Now, as we did with our phrase induction framework, we associate
these posteriors with every phrase both in the source and in the target sides of that
sentence pair. Phrase and phrase-pair features defined in Section 2 are computed
relying on these probabilities averaged over the entire training set. We try both
directions, that is also estimating LDA on the target side and transferring the
posterior probabilities to the source side.

In order to estimate LDA, we used Gibbs sampling implemented in the Mallet
package (McCallum 2002) with default values of hyper-parameters (α = 0.01 and
β = 0.01). Table 6.9 presents the results for the Legal task with three different
system optimization settings. BLEU, METEOR and TER are reported. As
the result suggests, using our induction framework tends to yield slightly better
translation results in terms of METEOR and especially BLEU. However, using
LDA seems to lead to slightly better translation result in terms of TER.

Topics in LDA-like models encode co-occurrence patterns in bag-of-word rep-
resentations of sentences. In contrast, domains in our domain-induction frame-
work rely on ngrams and word-alignment information. Consequently, these mod-
els are likely to encode different latent information about sentences. We also
investigate translation performance when we use both coherence features from
LDA and coherence features from our own framework. Table 6.10 shows that
using all the induced coherence features results in the best translation, no matter
which translation metric is used. We leave the exploration of such an extension
for future work.

7Note that bilingual LDA models (e.g., see (Hasler et al. 2014; Zhang et al. 2014)) could
potentially produce better results but we leave them for future work.
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English-German (Task: Legal)
Dev Algorithms BLEU↑METEOR↑ TER↓

In-domain
Our 29.9 33.1 55.5
LDA (source) 29.9 33.1 55.4
LDA (target) 29.9 33.1 55.3

Mixed-domains
Our 29.8 32.9 54.9
LDA (source) 29.7 32.9 54.8
LDA (target) 29.7 32.9 54.8

Mixed-domains
(Exclude Legal)

Our 29.6 32.8 54.6
LDA (source) 29.4 32.7 54.5
LDA (target) 29.4 32.7 54.6

Table 6.9: Comparison in latent domain induction with various algorithms.

English-German (Task: Legal)
Dev Algorithms BLEU↑METEOR↑ TER↓

Mixed
domains

Our features 29.8 32.9 54.9
LDA (source) features 29.7 32.9 54.8
All Features 29.8 33.0 54.7

Table 6.10: Combination of all features.

6.5 Related work and discussion

Domain adaptation is an important challenge for many NLP problems. A good
survey of potential translation errors in MT adaptation can be found in Irvine et
al (Irvine et al. 2013a). Lexical selection appears to be the most common source
of errors in domain adaptation scenarios (Irvine et al. 2013a; Wees et al. 2015).
Other translation errors include reordering errors (Chen et al. 2013a; Zhang et al.
2015), alignment errors (Cuong and Sima’an 2015) and overfitting to the source
domain at the parameter tuning stage (Joty et al. 2015).

Adaptation in SMT can be regarded as injecting prior knowledge about the
target translation task into the learning process. Various approaches have so far
been exploited in the literature. They can be loosely categorized according to the
type of prior knowledge exploited for adaptation. Often, a seed in-domain corpus
exemplifying the target translation task is used as a form of prior knowledge.
Various techniques can then be used for adaptation. For example, one approach
is to combine a system trained on the in-domain data with another general-
domain system trained on the rest of the data (e.g. see (Koehn and Schroeder
2007; Foster et al. 2010; Bisazza et al. 2011; Sennrich 2012a; Razmara et al. 2012;
Sennrich et al. 2013; Haddow 2013; Joty et al. 2015)). Rather than using the
entire training data, it is also common to combine the in-domain system with a
system trained on a selected subset of the data (e.g. see (Axelrod et al. 2011;
Koehn and Haddow 2012; Duh et al. 2013; Kirchhoff and Bilmes 2014; Cuong
and Sima’an 2014a)).

In some other cases, the prior knowledge lies in meta-information about the
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training data. This could be document-annotated training information (Eidelman
et al. 2012; Hu et al. 2014; Hasler et al. 2014; Su et al. 2015; Zhang et al. 2014), and
domain-annotated sub-corpora (Chiang et al. 2011; Sennrich 2012a; Chen et al.
2013b; Carpuat et al. 2014; Cuong and Sima’an 2015). Some recent approaches
perform adaptation by exploiting a target domain development, or even only the
source side of the development set (Sennrich 2012b; Carpuat et al. 2013, 2014;
Mansour and Ney 2014).

Recently, there was some research on adapting simultaneously to multiple do-
mains, the goal related to ours (Clark et al. 2012; Sennrich 2012b). For instance,
(Clark et al. 2012) augment a phrase-based MT system with various domain in-
dicator features to build a single system that performs well across a range of
domains. (Sennrich 2012b) proposed to cluster training data in an unsupervised
fashion to build mixture models that yield good performance on multiple test do-
mains. However, their approaches are very different from ours, that is minimizing
risk associated with choosing domain-specific translations.

Moreover, the present work deviates radically from earlier work in that it
explores the scenario where no prior data or knowledge is available about the
translation task during training time. The focus of our approach is to aim for
safer translation by rewarding domain-invariance of translation rules over latent
subdomains that can be (still) useful on adaptation tasks. The present study is in-
spired by (Zhang et al. 2014) which exploits topic-insensitivity that is learned over
documents for translation. The goal and setting we are working on is markedly
different (i.e. we do not have access to meta-information about the training and
translation tasks at all). The domain-invariance induced is integrated into SMT
systems as feature functions, redirecting the decoder to a better search space
for the translation over adaptation tasks. This aims at biasing the decoder to-
wards translations that are less domain-specific and more source-target domain
coherent.

There is an interesting relation between this work and extensive prior work
on minimum Bayes risk (MBR) objectives (used either at test time (Kumar and
Byrne 2004) or during training (Goodman 1998; Sima’an 2003; Smith and Eisner
2006; Pauls et al. 2009)). As with our work, the goal of MBR minimization is
to select translations that are less “risky”. Their risk is due to the uncertainty
in model predictions, and some of this uncertainty may indeed be associated
with domain-variability of translations. Still, a system trained with an MBR
objective will tend to output most frequent translation rather than the most
domain-invariant one, and this, as we argued in the introduction, might not be
the right decision when applying it across domains. We believe that the two
classes of methods are largely complementary, and leave further investigation for
future work.

At a conceptual level it is also related to regularizers used in learning domain-
invariant neural models (Titov 2011), specifically autoencoders. Though they
also consider divergences between distributions of latent variable vectors, they
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use these divergences at learning time to bias models to induce representations
maximally invariant across domains. Moreover, they assume access to meta-
information about domains and consider only classification problems.

6.6 Conclusion

This chapter aims at adapting machine translation systems to all domains at once
by favoring phrases that are domain-invariant and therefore safe to use across a
variety of domains. While typical domain adaptation systems expect a sample of
the target domain, our approach does not require one and is directly applicable to
any domain adaptation scenario. Experiments show that the proposed approach
results in modest but consistent improvements in BLEU, METEOR and TER.
To the best of our knowledge, our results are the first to suggest consistent and
significant improvement by a fully unsupervised adaptation method across a wide
variety of translation tasks.

The proposed adaptation framework is fairly simple, leaving much space for
future research. One potential direction is the introduction of additional features
relying on the assignment of phrases to domains. The framework for inducing
latent domains proposed in this chapter should be beneficial in this future work.



Chapter 7

Conclusion

7.1 Summary

This dissertation focuses on Statistical Machine Translation (SMT). It contributes
an extensive study of domain adaptation in a very practical real-world scenario
where we train a large-scale MT system on heterogeneous corpora (e.g. EuroParl,
Common Crawl Corpus, UN Corpus, News Commentary). While the data come
from various resources that some of them are presumably relevant to a domain-
specific task (e.g. Software, Hardware, Legal), this dissertation shows that the
statistical models trained on the data would produce a rather suboptimal perfor-
mance for both word alignment accuracy and phrase-based translation.

This dissertation also provides a principled way to address the problem by
focusing on domain-focused translation statistics, i.e. the translation statistics
with respect to each of the diverse domains. The way these domain-focused
translation statistics will be deployed depends on the specific goal we aim for, but
in general the usage is very flexible. For example, we present several applications
of domain-focused translation statistics, once induced, to domain adaptation for
SMT:

• For the problem of data selection for SMT, we show how domain-focused
translation statistics can be used to characterize each domain, distinguishing
a domain from the others.

• For word alignment problem we show how a distribution weighted com-
bination approach of domain-focused translation statistics can be used to
combine the predictions associated with each domain for the given sentence.

• For phrase-based models we show how these domain-focused translation
statistics can be used to replace the coarse, domain-confused translation
statistics with in-domain-focused ones. Of course we can also use these
domain-focused translation statistics as additional features along with the
domain-confused features.
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• For phrase-based models we also show another way of using these domain-
focused statistics for improving phrase-based SMT system. More specifi-
cally, we show that by pushing the system to make safer choices, giving
higher preference to domain-invariant translations can help SMT system to
work well across domains, over risky domain-specific alternatives. Signals
for how safe a translation is can be easily detected by analyzing domain-
focused statistics.

Technically, this dissertation also provides a novel latent domain variable
framework that can work with or without seed parallel data. The framework
serves as a simple and effective mean for the implementation of the ideas. The
induction of latent domains with partial supervision using seed domains is an
easier problem, and can be done effectively with substantial improvement in the
adaptation to new domains. A fully unsupervised induction of latent domains is
much harder problem relative to the former one. We, however, show that this can
be done effectively, and it can also provide significant benefits to the adaptation
to new domains.

Furthermore, this dissertation also provides a comprehensive survey of domain
adaptation for SMT. It introduces preliminaries regarding MT in general, with
a focus on the perspectives of MT that are relevant to domain adaptation. The
overview identifies components that need adaptation for applying a phrase-based
SMT system on new domains (i.e. why it matters to them with regards to lack
of in-domain training data, or simply how their potential weaknesses may sub-
stantially harm translation performance when it comes to new domains). It also
covers a discussion about what may go wrong with the translation in the scenario.
The survey also presents a broad picture of domain adaptation for SMT, as well
as explain how our work can fit into the general picture.

7.2 Future Work

Thorough this dissertation, it has been clear that adaptation techniques usually
achieve substantial gains in translation quality as long as there is a strict match
between seed and test data. However, system adaptation to a specific domain
has major limitations in real-world scenario in general as follows:

• First, it is hard to get true train/test match.

• Second, translation requests are unknown in their domain.

• Third, there is a brittleness outside a chosen domain, i.e. translation quality
degrades non-gracefully outside the desired domain.

This dissertation provides a fully unsupervised induction framework of latent
domains that can address the problem to some extent. However, the problem
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is far from being solved fully. We believe that to achieve the best adaptation
effects on translation, an additional need is to utilize a translation ecosystem
with many pre-trained domain-specific MT systems for arriving requests from an
unknown domain (i.e. the best translation possible is provided to the user for
each request). This problem has not been addressed in previous work, to the best
of our knowledge, and will be the focus of future work.





Appendix A

ILLC-UvA Adaptation System at
WMT’16 IT-DOMAIN Task

ILLC-UvA participated in the WMT 2016 Shared Task of Machine Translation
for the Information Technology (IT) Domain. In this appendix, we briefly de-
scribe Scorpio, the ILLC-UvA Adaptation System submitted to the IT-DOMAIN
translation task at WMT 2016, which participated with the language pair of
English-Dutch. This system consolidates the ideas in our previous work on latent
variable models for adaptation: For our system we used the simple latent do-
main variable models for adaptation proposed in Cuong and Sima’an (2014a,b).
More specifically, we enhanced a standard phrase-based baseline system Koehn
et al. (2007) with adapted translation models and language models. The base-
line system was trained on the concatenation of all the data (in-domain plus
general-domain data). We did not adapt reordering models as we found reorder-
ing adaptation does not help much for this language pair. Several additional
adapted features proposed in Cuong and Sima’an (2015); Cuong et al. (2016b)
are also deployed. Despite the simplicity of our adaptation models, our results
show effective adaptation performance in a competitive setting.

The content of this chapter is based on the following publication:
Hoang Cuong, Stella Frank and Khalil Sima’an. ILLC-UvA Adaptation System
(Scorpio) at WMT’16 IT-Domain Task. In Proceedings of the First Conference
on Machine Translation (WMT) 2016 (Shared Task Papers).

A.1 Data

For training data, we used all the data provided by the organizers. Table A.1
summarizes the data in detail.

More specifically, we fully used European Parliament (Europarl) parallel cor-
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English-Dutch

InDomain
Sents 211K
Words 1.69M 1.65M

General-
Domain

Sents 1.95M
Words 52.60M 52.95M

Dev
Sents 1800
Words 41.35K 42.06K

Test
Sents 200
Words 6.4K 6.3K

Table A.1: Data Preparation.

pus Koehn (2005) for learning translation models. For the in-domain data, we
utilized all the provided data from the organizer.

Meanwhile, for training Dutch language models we utilized the monolingual
target side of Europarl. We also used all the monolingual target site of the parallel
corpora together with all the monolingual data provided from Europarl.

For the provided development set data with 2K sentence pairs, we splited the
dataset into 2 different subsets. The first one with 1.8K sentence pairs are used
for the system optimization. Meanwhile, the second one with only 200 sentence
pairs are used as our test set, validating the optimized systems.

Preprocessing

For all the data, a preprocessing step is applied to the raw data before the actual
training. It includes removing excessively long sentences (i.e. sentences that have
more than 80 tokens). The data are tokenized and lowercased using standard
Moses toolkit (tokenizer.perl and lowercase.perl). A recaser is also built. To
present the output we first recased the output using the trained recaser. Finally,
the standard Moses Detokenizer script will be used to detokenize the output.

Unfortunately, our recaser and detokenizer is found not so good. For the
submitting, we also try to apply a few additional rules that we believe they
would help the recaser and detokenizer, for instance:1

• “ ’s” → ”’s” (We believe the detokenizer did it wrong for this case.)

• “> a” → “> A”, “> b” → “> B”, “> c” → “> C”, etc. (We believe the
recaser did it wrong for this case.)

• if target sentence contains the string of “> ” (which has space) but the
source sentence contains only “>” (which has not have space), we replace
all “> ” into “>”. (We believe it might help the detokenizer better.)

1However, we are not sure these “heuristics” rules are corrected or not, as there is no way
to verify them.
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• ICloud → iCloud, wpa → WPA.

Despite those additional efforts, we found there is still (1): a huge difference
between BLEU case-insensitive and BLEU case-sensitive in the final performance;
(2): a huge difference between BLEU scores on the final test set and our validating
set. This suggests that there is still a lot of room for improving related to this.
We however do not go for it, as it is not what our submitted system aims for.

A.2 System description

Given the bilingual data for the language pair, we first trained a standard phrase-
based system. The system includes MOSES Koehn et al. (2007) baseline fea-
ture functions, plus eight hierarchical lexicalized reordering model feature func-
tions Galley and Manning (2008). The training data is first word-aligned using
GIZA++ Och and Ney (2003) and then symmetrized with grow(-diag)-final-and
Koehn et al. (2003). We limited the phrase length to the maximum of seven
words.

Somewhat surprisingly, we found that increasing the maximum number of
words for phrases from three to seven significantly improves the baseline over the
adaptation task.2

Note that we used the phrase extraction component from Stanford Phrasal
Cer et al. (2010), instead of the phrase extraction component written in Moses.
Our experience suggests that this usually produces better translation accuracy,
making the baseline stronger.

Note that we do not filter any phrases, or, in other words, all phrases consis-
tently generated from word alignment are kept. In detail, instead of discarding
phrases with small translation probabilities, we kept all of them by assigning a
fixed translation probability of 0.0001 in such cases.

To tune the system, we used the k-best batch MIRA Cherry and Foster (2012).
Finally, we used MOSES as a decoder Koehn et al. (2007).

Our Dutch language models are interpolated 4-grams with Kneser-Ney smooth-
ing, estimated by KenLM Heafield et al. (2013).

To improve the baseline, we enhanced the system with additional adaptation
models that are trained by utilizing the in-domain data.

A.2.1 Biasing translation models

Given our general-domains corpus Cmix and a small in-domain corpus Cin, we
first biased the learning of translation models over Cmix, with the guide from the

2We believe this is quite important. It suggests that for validating domain adaptation
methods over a phrase-based system, the system itself should be built over phrases with a
reasonably maximum length (e.g. seven words).
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Combining weights for translation features
Concatenation Weighted In-Domain

TM1 0.002 0.724 0.274
TM2 0.001 0.594 0.405
TM3 0.002 0.755 0.243
TM4 0.001 0.573 0.426

Table A.2: Combining weights

Cin data that directly represents the task. The technique we used lies in simple
latent domain variable models for adaptation proposed in Cuong and Sima’an
(2014a,b). There are four translation models we learned here, including two
translation models and two lexical weightings. More technical detail can be found
in Cuong and Sima’an (2014a,b).

To besides our biased translation models, we also trained translation models
directly on the provided in-domain data. Note that our biased translation models
are sharp in terms of having low entropies in translation distributions. Meanwhile,
the translation statistics we induced from the in-domain are even sharper. Our
experience suggests the statistics induced from in-domain data still incrementally
contributes to the adaptation.

We combined all three different types of translation models together. The
combination is optimized over the development set. There are various “classic”
techniques can be used here, such as multiple-path decoding Koehn and Schroeder
(2007) and linear combination Sennrich (2012a). Each of the methods has their
own advantages/disadvantages. For this participation, we chose combing with
linear combination. More technical detail can be found in Sennrich (2012a).

To have an idea what the combining weights look like, Table combining
presents results for four translation features (TM1 - translation models (English-
Dutch), TM2 - lexical weights (English-Dutch), TM3 - translation models (Dutch-
English), TM4 - lexical weights (Dutch-English).

Apparently, most the adaptation credited to the models trained with biased
weighting. The models that trained on in-domain still partially contributes to
the adaptation. Meanwhile, the model trained on the concatenation of the data
seems does not contribute much.

A.2.2 Biasing language models

To besides biasing translation models, we found it useful to biasing language
models as well.

With similar simple latent domain variable models (but in this case, it is
trained on target side only), we learn the relevance of each sentence with respect
to the target domain.

Eventually, we train our 3-grams language model with relevance weight. To
avoid overfitting, we find that it is necessary to apply an expected smoothing
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Combining weights for language modeling features
Concatenation Weighted In-Domain
0.033648 0.039679 0.009023

Table A.3: Optimized weights for Language models

approach in training. We chose expected Kneser-Ney smoothing technique Zhang
and Chiang (2014) as it is simple and achieves state-of-the-art performance on
the language modeling problem.

Note that we also trained a 3-grams language model directly on the provided
in-domain data.

Eventually, there are three different language models we used. They are
treated as separate (dense) features for our system.

To have an idea what the combining weights looks like, we provide their
weights (after tuning) in Table A.3.

Apparently, all of the language models incrementally contribute to the adapta-
tion performance. The model that trained with biased weighting seems contribute
most. Meanwhile, the model that trained on the concatenation of all the data
also contributes significantly to the adaptation performance. The model that
trained on the indomain data, however, contribute least, probably because its
size is relatively small.

A.2.3 Biasing reordering models

With the same technique, we also tried adapting reordering models. This, how-
ever, does not contribute much improvement at least for the language pair we
deployed (see Cuong and Sima’an (2014b)). We thus dropped this direction.

A.2.4 Additional adaptation features

Following Cuong and Sima’an (2015), we found it useful to exploit the word-level
feature derived from IBM model 1 score, c.f., Och et al. (2004). Note that adding
word-level features from both translation sides does not help much, as observed
by Och et al. (2004). We thus added only an one from a translation side. More
technical detail can be found in Cuong and Sima’an (2015).

Finally, we found it is also useful to exploit some domain-invariant translation
features in SMT Cuong et al. (2016b). More specifically, we pushed the system
to make safer choices, giving higher preference to domain-invariant translations,
which work well across latent domains, over risky domain-specific alternatives.
More technical detail can be found in Cuong et al. (2016b). The improvement we
achieved, however, is quite modest compared to what we achieved by utilizing the
in-domain data. Nonetheless, we believe this is very natural, as the most effective
adaptation method always comes from providing more in-domain data.
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English-Dutch
System BLEU METEOR TER BEER
Baseline 28.1 28.7 53.3 18.4
Our 30.1 29.9 51.6 20.9

Table A.4: Results on Dev set

English-Dutch
System BLEU METEOR TER BEER
Baseline 34.5 32.9 45.3 24.7
Our 36.8 34.5 43.1 28.7

Table A.5: Results on Test set

A.3 Results

To investigate improvements contributed by utilizing in-domain data, we create a
baseline from training an SMT system over the concatenation of all parallel data
provided by the organizer. The language models are also trained by concatenating
all monolingual data provided by the organizer. For the baseline, note that we
have 17 translation and language modeling features in total. For our system, we
also have in total of 23 features described above.

Table A.4 and A.5 present translation results on the dev and test sets respec-
tively, with BLEU Papineni et al. (2002), METEOR Denkowski and Lavie (2011),
TER Snover et al. (2006) and finally BEER Stanojević and Sima’an (2014).

Here, note that the result is case-insensitive, without any preprocessing steps
for detokenizing/recasing sentences as described above.

Despite the simplicity of the adaptation models, our experiments suggest an
efficient adaptation performance for the task

A.4 Conclusion

We have described our ILLC-UvA adaptation system (Scorpio) at WMT’16 IT-
DOMAIN Task. With the core is simple latent domain variable models, the
system shows a promising performance over the adaptation task.
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Samenvatting

Een data-gedreven benadering van automatisch vertalen lijdt onder het probleem
van domein-mismatch en vereist technieken voor domein-adaptatie. Het trainen
van een statistisch vertaalsysteem op een parallele corpus afkomstig van een spec-
ifiek domein resulteert vaak in een suboptimale vertaling voor andere domeinen.
Maar, zouden we suboptimale vertalingen krijgen slechts in zo’n extreem scenario
waar er een mismatch is tussen de training en test domeinen? Dit proefschrift
laat zien dat ook het trainen van SMT systemen op heterogene corpora (bijv. Eu-
roParl en Common Crawl Corpus) de prestaties van zo’n automatisch vertaalsys-
teem kan schaden. In het bijzonder is het duidelijk dat een woord of frase vertaald
kan worden op verschillende manieren wanneer het afkomstig is uit verschillende
domeinen. De vertaalstatistieken die gëınduceerd worden met behulp van word-
alignment modellen en phrase-based modellen weerspiegelen vertaalvoorkeuren
verzameld over uiteenlopende domeinen in heterogene corpora. Daarom kunnen
die statistieken gezien worden als grof en domein-verward.

De eerste bijdrage van deze dissertatie toont aan dat domein-verwarde statistieken
de prestaties van word-alignment en phrase-based modellen kunnen schaden. Een
andere belangrijke bijdrage van dit proefschrift is een principiële manier om dit
probleem aan te pakken. We focussen op het leren van vertaalstatistieken met
betrekking tot elk van de verschillende domeinen; d.w.z. domeinspecifieke vertaal-
statistieken. Met onze methode voor domein-inductie voor vertaling presenteren
we een uitgebreide studie naar domein-adaptatie voor statistische automatische
vertaling, inclusief vier specifieke case studies: Data Selectie, Phrase-Based Ver-
taling, Word Alignment en Rewarding Domain Invariance in Translation.

Tenslotte beschrijven we kort Scorpio, het ILLC-UvA Adaptation Systeem
dat heeft deelgenomen aan de domein-adaptatie taak in WMT 2016, voor het tal-
enpaar Engels-Nederlands. Dit systeem consolideert de ideeën in dit proefschrift
over latente-variabele modellen voor domein adaptatie. De resultaten onderste-
unen de effectieve adaptatie-prestaties in een competitieve setting.
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Abstract

A data-driven approach to model translation suffers from the data mismatch
problem and demands domain adaptation techniques. Given parallel training
data originating from a specific domain, training an MT system on the data
would result in a rather suboptimal translation for other domains. But does
suboptimality of translation happen only in such an extreme scenario of domain
mismatch? This dissertation shows that training SMT systems on heterogeneous
corpora (e.g. EuroParl, Common Crawl Corpus) may also result in subopti-
mal performance of statistical translation systems. Specifically, it is clear that
a word/phrase could be translated in different ways when it comes to different
domains. The translation statistics induced from word alignment models and
phrase-based models, however, reflect translation preferences aggregated over di-
verse domains in heterogeneous corpora. In this sense, they can be considered as
coarse and domain-confused statistics.

The first contribution of this dissertation is showing that domain-confused
statistics may harm performance of both word alignment and phrase-based mod-
els. Another important contribution of this dissertation is to provide a principled
way to address the problem. We focus on learning the translation statistics with
respect to each of diverse domains (i.e. domain-focused translation statistics).
With our method of domain induction for translation, we present a comprehen-
sive study of domain adaptation for statistical machine translation, including four
specific case studies Data Selection, Phrase-Based Translation, Word Alignment
and Rewarding Domain Invariance in translation.

Finally, we briefly describe Scorpio, the ILLC-UvA Adaptation System sub-
mitted to an adaptation task at WMT 2016, which participated with the language
pair of English-Dutch. This system consolidates the ideas in the thesis on latent
variable models for adaptation. Results validate the effective adaptation perfor-
mance in a competitive setting.
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