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INTRODUCTION

Life without knowledge is death in disguise. Indeed, building up and maintaining
knowledge is one of the main human endeavours. From early childhood to old age
we gain and revise our knowledge both at macro scale over the years and at micro
scale on a continuous basis. Knowledge plays a role in virtually all aspects of life,
from survival (where do | nd water in this land? ) through daily routine ( what

is the best way to get to work? ) to fundamental understanding of the universe.
Knowledge starts with observing raw, unstructured, heterogeneouwtataconstantly
owing from the world around us. Relevant subsets of data are stored in digital
datasets for further use. On their own, datasets do little more than occupy disk
space. Humans can use stored data in order to gaiformatiorby selecting those
pieces of data that carry meaning. Information is a central resource that constitutes
the building blocks of knowledge. Knowledgeeomes about when information is
further processed and/or organized by a cognitive observer. This means involving
a human, who either processes the data directly, or uses sophisticated automatic
techniques re ecting the state of the art in the respective domain. In contrast, data
and information can exist on their own without someone observing them. The very

de nitions of data, information, and knowledge hint that in the modern age machines
assist us humans in our endeavours related to knowledge gain. The interplay between
humans and machines in the knowledge gain process is one of the core concepts
investigated in this thesis.

The modern era has revolutionized the way people gain and organize knowl-
edge. The change does not lie so much in the knowledge gain process itself, but
rather in the drastic growth of the amount of information owing our way. In the
prehistoric era, an individual's knowledge archive comprised a few pictures, usually
crude anatomical studies, painted on the wall of a cave. Over time, this has evolved
into libraries with a large number of written works. The Internet era has digitized
these works and more, making them accessible on demand at all times. Finally,
the smartphone has ushered an era of user-contributed multimedia content: vast
amounts of non-curated, unstructured content comprising heterogeneous, multi-
modal information channels with images and videos. That we move away from
written, curated works towards increasingly archiving our knowledge in sensory
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information contributed by the members of the community might give an impression
that we are in a sense back to the drawings on the cave walls. Except in our era, we
are not limited to the crude anatomical studies in our tribe's cave. We can access
overwhelming amounts of caves in seconds, at any time, in search for the information.
To gain knowledge in our era is to process high-bandwidth, multimodal information
contained in very large-scale collections ever increasing in size.

The word insightis often used interchangeably with knowledge. From the
computer science point of view, we distinguish the two as follows. Knowledge is an
objective understanding that can be formalized in structures such as the Semantic Web
or ontologies. Insight, on the other hand, is individual, it is theiser'sinderstanding
of the analyzed domain based on her expert knowledge and the assessment of the
information. Insight gain involves putting the information into the context of
previous experience and/or expertise, and as such israamrementgbrocess. In this
thesis, we focus on insight, i.e., the individual user's understanding.

Given the individual nature of insight, the user must process the data herself,
which involves interactingvith them. Thus, when designing any computer science
approach striving to support insight gain, we must bear the interaction with the user
in mind. Gaining insight is an intricate process requiring an interplay of a hnumber
of factors. While the term insight is intuitively understandable to many people, it is
di cult to de ne precisely. However, there are a number of attributes de ned by
North that need to be taken into account[L23]. First, insight requires the utilization
of large amounts of data, not only a handful of items. Second, the process takes time,
one does not gain insight by glancing over the data. Third, it is subjective and not
exact. Fourth, it requires connecting the relevant data to the user's already established
knowledge, i.e., context. Finally, serendipity plays a big role, as pieces of insight
can manifest in unexpected places. Such as the opening quote of the thesis: it does
not come from a great philosopher, but from the lyrics of a dance song by the band
Scooter. For the machine to succeed in assisting the user in insight gain, the often
contrasting aspects of insight must be taken into account.

One of the computer science elds tackling this problem imultimedia analytics
de ned as the combination of the interactive visualizations and interfaces of visual
analytics, and automatic methods for analyzing multimedia content from disciplines
such as machine learning, computer vision, or information retrieveR[7]. Multimedia
analytics strives to unlock the potential of large-scale multimedia collections as
knowledge sources in scienti c and commercial applications: the user gains further
insight in her respective domain, and her formalized insight contributes to knowledge
increase in that domain. Multimedia analytics is a relatively new eld: the term itself
was coined in 2010/27]. As such, it provides ample opportunities for opening new
research frontiers.
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As the title suggests, in this thesis we focus on theachineide of multimedia
analytics. To that end, this thesis revolves around one central research question:

How can we enable the machine to assist the user in insight gain, thus
advancing the knowledge gain objective of multimedia analytics?

We present four works on the topic, each answering a sub-question contribut-
ing to the overall answer to our main research question.

Multimedia analytics by its de nition requires a delicate interplay of techniques
from its constituent elds. There have been successful niche pioneer multimedia
analytics systems since the 1990s. However, these works did not result in a general
theoretical multimedia analytics model. This leads to the rst sub-question:

How to connect the theories of the constituent disciplines of multimedia analytics into a
single model?

In Chapter@, we survey research in the elds related to multimedia analytics
and synthesize a general multimedia analytics model based on the survey, answering
the rst sub-question.

The model paves the way for what multimedia analytics is expected to deliver:
useful, practical systems for a wide array of knowledge domains. To validate the
model, at least one successful instantiation is necessary. This necessity inspires the
second sub-question:

How can we instantiate the multimedia analytics model in an applied domain such that the
resulting tool is competitive with the respective state of the art?

To study this question, we have chosemenue recommendajio®., suggesting
places of interest to travellers, as the testing ground for our model. There are two
reasons for selecting this domain. First, venue recommendation is highly personal,
with clear distinction between knowledge and insight: objectively popular venues
are not always a good recommendation for a user, as everyone has their own distinct
taste. Second, the user base is broad and data are readily available on social media
platforms. We have succeeded in demonstrating the usability of the model by winning
the ACM Multimedia Grand Challenge 2014 with New Yorker Melange, a venue
recommendation system harnessing social media to discover users with similar taste
to the interacting user. City Melange, a general interactive venue recommendation
method formalizing the New Yorker Melange, is presented in Chapt3. The
experimental results demonstrate that City Melange is competitive with the state of
the art.
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While we were able to instantiate the model successfully, it is di cult to
measure scienti ¢ progress in any eld, including multimedia analytics, without
proper evaluation. Evaluating multimedia analytics is an incredibly di cult task
due to its interdisciplinary and interactive nature. For complex evaluation, we must
evaluate both the visualization and the underlying machine algorithms. In addition,
given that insight is a complex phenomenon with many di erent aspects, the user and
user behaviour must be taken into account. Insight-based evaluation is researched in
a number of works [123/[124, [171], chie y from the interface and visualization side.
The machine side is addressed by the third sub-question:

How to evaluate automatic multimedia analysis algorithms in a multimedia analytics
context?

The state of the art has two dominant approaches: user studies, which chie y
look at the evaluated systems through the prism of the interface, and benchmarks,
which are fully automatic. The Analytic Quality evaluation framework proposed in
Chapter@ provides a middle ground, allowing the designers of multimedia analytics
approaches to conduct fully automatic evaluation sessions emulating user behaviour,
allowing them to gauge how well their proposed approach fares in an analytics
context.

In order for multimedia analytics to be a true enabler of knowledge gain in
our increasingly digital times, we must address the problem of the ever-increasing
scale of the datasets we face. As the scale grows, it is increasingly di cult to process,
annotate, and categorize data by humans. In turn, this sets back the currently
dominant supervised approaches to multimedia, which require labelled data to train
models analyzing multimedia data. The scale of collections thus directly impacts
the methodology for large-scale multimedia analysis and analytics. The fourth
sub-question is thus related to scale:

How to scale automatic multimedia analysis algorithms to large-scale collections such that

they produce relevant suggestions in interactive time?

To that end, Chapte@ presents Blackthorn, a novel large-scale interactive
multimodal learning framework that enables interactive analysis of collections with
up to 100 million items. This interactive learning approach operates on unsupervised
collections with few user-annotated examples. By not requiring collection-wide
annotations and still providing relevant results in interactive time, Blackthorn o ers
a possibility of deploying multimedia analytics on large-scale data, alleviating the
scale-related limitations to analytics.

The combination of the answers to the research questions yields a complete
framework enabling the machine to interactively assist the user in multimedia ana-
Iytics on even very large-scale collections.
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a multimedia analytics model

2.1 introduction

Recent years marked a rapid growth of importance and volume of multimedia data.
An increasing number of scienti ¢ elds, such as physics, biology, and astronomy,
utilize scienti ¢c imagery to advance the state of the ari83]. Modern medical science

also relies increasingly on multimedia datasets, which greatly assist physicians in
diagnosis. In the non-scienti ¢ world, the advent of smartphones made devices
with good multimedia recording capabilities ubiquitous, resulting in the general
public contributing large amounts of social media shared on immensely popular sites
like Flickr or Facebook. Such social media bring resources for social sciences and
media companies. The abundance of public multimedia data also provides police,
intelligence services, and forensics with a major information source for investigation

of felonies like child abuse or terrorism. As shown by these examples, multimedia
datasets provide a wealth of resources and tremendous potential for knowledge gain
in a wide spectrum of application areas. Being able to gain insight into multimedia
datasets is thus of paramount importance. However, with current multimedia col-
lections easily comprising millions of images and months of video, it is no longer
feasible to have multimedia datasets analyzed by humans only. Sophisticated systems
to assist the human analyst in assessing multimedia datasets are needed, and despite
the increasing importance of multimedia in our society, few such systems exist.

Multimedia analytics , an emerging eld combining visual analytics and
multimedia analysis, focuses on creating systems for large-scale multimedia analysis
[27]. Visual analytics, the science of analytical reasoning facilitated by interactive
visual interfaces165], has been successfully applied in diverse elds since its inception
in 2005. Multimedia analysis, the other component of multimedia analytics, is an
umbrella term for many di erent automatic multimedia analysis techniques. In this
chapter, we focus on visual multimedia collections (images/videos) with associated
data sources like text annotations and metadata, making the elds of computer vision,
image retrieval, and video retrieval our focus prisnilb4|[[157]. Multimedia analytics
aims to guide the analyst to deep insight. They aim to combine the analyst's natural
expertise in analyzing multimedia information (humans master this skill shortly
after birth) with the memory and processing power of the machines, which are
able to process contemporary large-scale collections. True to the visual analytics
spirit embodied by the visual analytics process diagram by Keim et e82][[83],
this integration needs to beanteractive . Multimedia analytics also need to be able
to utilize the heterogeneous data sources within a collection, combining the visual
content with text annotations and string/numeric metadata. The aims of multimedia
analytics are ambitious, and the integration of relevant techniques to ful Il these aims
is far from trivial.

The di culty of ful lling the multimedia analystics ambitions stems from
multimedia collections being quite a speci ¢ data source. While humans perceive
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multimedia chie y through the semantic properties of the visual content, machines
need a mathematical representation, which does not provide comparable semantic
richness and is unintuitive for a human. The heterogeneity of data sources within a
multimedia collection also provides a challenge, both for the visualization and the
model. Moreover, any one multimedia data instance has a much higher information
bandwidth and also size than an instance in a classic dataset. This results in a larger
computational load on the machine, and techniques related to multimedia analytics
need to be carefully examined before adaptation.

In this chapter, we provide a comprehensive overview of related state-of-the-
art techniques and theory: in Secti02, we focus on the human perception of
multimedia; Sectio reviews machine processing of multimedia data. To this end,
we processed the relevant literature in the following four steps:

1. Exhaustive search on articles since 2003 in leading journals and conference
proceedingsN thousands of references

2. Filtering abstracts and titles based on topical relevance, i.e., papers concern-
ing multimedia analytics, visual analytics theory, multimedia visualization or
multimedia analysisN 800 references

3. Topical-relevance ltering based on the key sections of the contefi 370
references available online [196]

4. Final ltering based on topical relevance of the complete content and on the
impact of the article in the respective community (measured by Google Scholar
citations)N 100 referencesin this chapter

In Section, we synthesize the relevant techniques into a general multimedia
analytics model, which is, to the best of our knowledge, still largely missing in the
literature. Sectio{ 2.5 concludes the chapter.

2.2 human perception of multimedia

The human's excellent capability to analyze multimedia heavily revolves around
being able to see the multimedia items in question. Hence, this section is focused
on visualization techniques and analytic interfaces. Issues related to the human
processing of multimedia data are outlined in Secti.l. The text focuses on issues
related to data representation and the technical aspects of multimedia visualization.
Other important issues, whose thorough description is beyond the scope of this work,
also exist: examples include the cognitive aspects of image understandir@y gnd
relevance judgment[b5] by the brain, quality of the data b2], or performance issues.
Multimedia browsers, the interactive interfaces used to access multimedia collections,

are surveyed in Sectiof 2.2]2.
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Multimedia collection

item item item
human human
(dis)similarity (dis)similarity
> >

Figure 2.1:Representing multimedia: a multimedia collection comprises individual
items, which are composed of content (C), annotations (A), and metadata
(M). Thick arrows depict data transformations into derived values (white
text, black background): features (F), (dis)similarity (S) and statistics.

2.2.1 Representation and learning

When working with multimedia data, we are initially provided with a multimedia
collection , structurally depicted in Figure. Multimedia collections comprise
individual raw multimedia items, i.e., single images and/or video clips. Individual
items consist of three elements content, annotations, and metadata. The visual
information present in the item and conveyed by it is the item'sontent . Those
individual pieces of visual information carrying an objective semantic meaning,
for example cat or dog, are calledsemantic concepts. Annotations are text
descriptors such as labels, captions, or tags assigned to individual items by a human
which relate to the content in an objective or subjective mannerMetadata are
string or numeric descriptors related to the technical parameters of the item, such as
Exif information or GPS localization.

Humans are excellent multimedia analysts by nature, trained to process high-
bandwidth visual information through the visual cortex since their early days. Hu-
mans can extract semantic information directly from raw multimedia. Then, they
synthesize it into concepts and similarity measures with complexity ranging from
purely visual-based through visually-semantic (i.e., representing semantics grounded
in visual characteristics) to completely abstra@835]. This entire process is remark-
ably fast. The reasoning about the data and its structure is heavily context- and
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intent-based. To illustrate, consider a toy image collection containing a picture of a
British phone booth, a picture of Little Red Riding Hood, and a picture of Queen
Elizabeth Il. The notion of similarity (and thus structure) can be based on the amount

of red colour, person, and United Kingdom characteristics, corresponding to

a visual-based, visually-semantic, and abstract similarity notion, respectively. Each
conveys di erent structure and none of them is inherently wrong. This learning

and reasoning process shows that humans do not perceive multimedia content in a
mathematical manner. Mathematical summaries and statistics are thus less prominent
than in the case of classic visual analytics approaches. Indeed, Santini and Jain show
that modelling multimedia similarities mathematically is rather treacherou§47].
However, they are still useful for annotations, metadata, and simple visual statis-
tics like the amount of a certain colour. The main limitation of humans is limited
cognitive capacity B4], barring any attempt at brute-force analysis of a large-scale
collection containing million images or more. Analytic interfaces thus need to be
semantically navigable to support the human's reasoning process.

Since a human needs to see the items in question to derive information from
them, the most natural visualization paradigm is directly displaying the items or
their respective thumbnails on the screen. Using primitives and conventional charts
for visual content is in principle possible, but quite unorthodox: the visual content,

a powerful information channel, is lost, diminishing the ability to discriminate
between content classe&§]. Direct visualization has large demands for screen
space. The human needs to see the content, so each thumbnail needs to be big
enough and occlusion should be minimized. As many items as possible should be
displayed on the screen. Analytic interfaces thus need to $§&@een-space-e cient
minimizing unused screen space. Annotations and metadata might also provide a
valuable information gain. They should be visualized in aimtegrated manner
within an analytic interface.

2.2.2 Multimedia visualization

In the current big data era, even the most extravagantly large screens cannot contain
entire large-scale collections, and even if they could, the displayed data exceeds the
human's cognitive limit. Interactivity is thus crucial for any analytic interface. The
classic approach towards visualizing multimedia is thaultimedia browser , a prime
example of a casual information visualization todlB5]. Multimedia browsers are
used daily by a large number of computer users to examine multimedia collections.
Examples include Internet image search interfaces like Google Images or Bing Images
and social sites like Flickr or Instagram. Based on the conducted survey, we grouped
the state of the art into ve groups based on the visual paradigm used. While this
grouping is necessarily non-exhaustive, it helps identifying the suitability of state-of-
the-art multimedia browsers for di erent tasks. The main multimedia visualization
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Visualization E ciency Navigability | Heterogeneous
Basic grid +
Similarity space ++
Similarity-based + +
Spreadsheet ++
Thread + +

Table 2.1:Summary of analytic capabilities of multimedia visualizations: screen space
e ciency , semanticnavigability , and integration of heterogeneous
information channels, i.e., content, annotations and metadata. The values
range from  (poor) through + (good) to ++ (excellent), denotes a
value dependent on the task at hand (explained in the text).

techniques discussed in this section are conceptually depicted in Fidure 2.2, their
analytic aspects are summarized in Tafle P.1.

The most prevailing multimedia collection visualization is a two-dimensional
grid of thumbnails. The grid is navigated by scrolling, usually one-dimensional
and vertical. The user interacts with the thumbnails, usually magnifying the image
and revealing annotations and/or metadata in a side panel. A grid is quite e cient
in utilizing screen space: except for a side panel (if present), all of it is devoted to
displaying individual items with zero overlap. A grid browser may also feature
sorting, Itering and/or hierarchical display. In a basic grid, these interactions rely
only on non-semantic attributes like le name or time. This makes the semantic
exploration capability of a basic grid di cult. This problem is tackled by approaches
which order the items in the grid according to a similarity measure. These approaches
are discussed below as similarity-based. Overall, a grid is certainly a very familiar,
screen-space e cient, and usable interface. Its strong suit are tasks where viewing
the full content of the item is imperative: high screen-space e ciency ensures high
visibility of the thumbnails, and the user can typically magnify the item of interest
and inspect it. One of the issues are the lack of integration of annotations and
metadata, which are displayed separately in the side panel. Also, in the case of the
basic, non-similarity based grid, semantic navigation of large collections is limited.
A basic grid is thus unsuitable for tasks where the overall structure of the collection
is of importance.

Another approach is thesimilarity space browser. The items' position on
the screen is determined by a projection from the high-dimensional feature space
to the 2-D screen space. The projection should preserve the similarity and the
resulting structure present in the feature space as accurately as pos3iB@[[141].
Examples of similarity space browsers are numerous, including the browser by Liu et
al. [107], the semantic image browser by Yang et al19]], the news video databases
browser by Luo et al. [L10], or the Flickr summarization browser by Fan et al./45].
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Similarity space browsers convey a notion of structure, making them excellently
navigable. Scalability and screen space e ciency are an issue, however: some parts
of the screen space are empty, and thus wasted; some parts may be cluttered with
overlapping thumbnails. Yang et al. tackled this problem using miniature thumbnails
[197]. These display the distribution of colour in the collection quite well, but lack

the expressiveness to convey other visual content. Fan et al. use representative
images to represent a semantic similarity neighbourhood3]. Annotations and
metadata are typically displayed in a side panel, making the integration rather poor.
However, in some systems, annotations and metadata are used as a basis for the entire
similarity structure, for example in Chronosphere by Worring et al. [L86¢]. Overall,
similarity space browsers are useful as a semantics-conveying paradigm due to them
directly showing data structure. This makes them an excellent choice for applications
focused on uncovering the structure of the collection. However, the screen space
and scalability issues make it rather di cult to inspect individual items of interest.

Similarity-based approaches utilize a space- lling view (typically a grid or a
treemap) where the items are arranged based on a similarity measure. Rodden et al.
showed that arranging similar images together in the grid indeed helps to determine
the clusters in the collection, but also somewhat hampers serendipitous discovery,
due to interesting images standing out les§41]. Bederson's PhotoMesa adapts the
treemap algorithm to establish similarityl§]. PhotoMesa's interface is zoomable,
which along with the grouping provides overview of the collection and its structure.
Zavesky et al. map image features of interest into a 2D abstraction layer based on
similarity and then snap the images to a grid, forming visual island&]]. Visual
islands can be further used for guided navigation: items of interest can be used as
probes to rearranging the visual islands. Quadrianto et al. introduce a multiple-tier
semantic hierarchyl|lL36], with the grid in each successive tier showing representative
images for an increasingly detailed neighbourhood of interest. The approach by
Brivio et al. utilizes Voronoi diagrams to Il the display, with the focus item placed in
the center and other items being represented on the screen based on their distance to
the focus with respect to an ordering of the collectionI9]. Overall, similarity-based
approaches combine screen space e ciency with an enhanced notion of structure
through visually contiguous regions. This makes them easily navigable and suitable
for both structure overview and inspection of individual items. Annotations and
metadata are typically still relegated to a side panel, lacking true integration.

In the spreadsheetparadigm, rows and columns represent di erent dimen-
sions of annotations and metadata, and cells display individual items. The rst browser
based on the spreadsheet paradigm is PhotoSpread by Kandel eBd].MediaTable
by de Rooij et al. visualizes each item in one row, with its content, annotations, and
metadata forming individual columnsB6]. Multimedia Pivot Tables by Worring
et al. allow the analyst to de ne the rows and columns of the table herselig[/].
Navigability and screen space e ciency are dependent on the role of annotations
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C)
=

Basic grid Similarity space Similarity-based

B

[T L]

Spreadsheet Thread-based

Figure 2.2: Multimedia visualizations (conceptual depiction).

and metadata in the task at hand. If those are missing or their role is marginal,
then a spreadsheet browser is a poor choice, since only few columns will be lled
and informative. When annotations and metadata are crucial, however, the spread-
sheet provides a very screen-space-e cient way to explore the collection. Other
approaches centered on annotations and metadata are driven by speci c types of
metadata, especially geographic location. Examples include the browser summarizing
photographs based on their location by Ja e et al6g] or building a 3D scene of the
location from the corresponding photos, as conceived by Szeliski et dl68 Out

of all the groups mentioned in this chapter, spreadsheets emphasize and integrate
annotations and metadata the best, making it a great choice for tasks with heavy
involvement of annotations and metadata. Moreover, the individual items are easily
inspectable. The spreadsheet paradigm, however, falls short when the focus of the
task is purely or mostly visual content.

Another approach is thehread browser, where the collection can be navigated
along threads, i.e., sequences of items based on a certain criterion. Originally,
this paradigm was used by de Rooij et al. for navigating large video collections
[33], where threads were temporal, semantic or based on annotations and metadata
ordering. In a thread browser, the interface displays the focus item at the center of
the screen and a number of threads relevant to the focus. The user can then navigate
along a thread of choice, shifting the focus to the item along the chosen thread.
The user is thus able to navigate the collection without requiring her to overview
large number of items at once or search manually. Multiple browsers implement
this paradigm, the di erence lies in the number of threads displayed at once: the
CrossBrowser displays two, the ForkBrowser ve34], the RotorBrowser up to eight
[33]. The thread browser's design is centered around semantic navigation, which
makes it excellent for tasks where inspecting individual items based on semantic
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dimensions is imperative. Annotation- and metadata-based threads also integrate the
heterogeneous data channels seamlessly. Screen-space e ciency is the main issue of
the thread browser: only a limited number of threads can be displayed in order not

to overwhelm the user B3], therefore a part of the screen is empty. This makes the
thread browser lacking in cases where an overview of the structure of the collection

is needed.

There is a great variety of multimedia visualizations, with our text covering the
main approaches and being by no means exhaustive. From the analytic perspective,
there is no strongly dominant solution, each is strong in di erent areas and suitable
for di erent tasks. The quest for visualizations and metaphors suitable for multimedia
analytics thus remains open.

2.3 machine perception of multimedia

Unlike humans, machines have an excellent capability to process large-scale data,
thanks to their large memory and processing power. This makes them excellent
assistants to the human analyst, who struggles when faced with large collections.
In this section, techniques enabling the machine to provide such assistance are re-
viewed: Sectio focuses on machine representations of multimedia and machine
learning in multimedia analysis, chie y focusing on feature extraction, supervised
and unsupervised learningd6], and ranking. Interactivity in machine learning is
surveyed in Section 2.3]2.

2.3.1 Representation and learning

The work ow of machine multimedia analysis algorithms is depicted in Figur3.
Machines need to extract an explicit and mathematical intermediate representation
of the data in order to extract semantics. Building the representation starts with
features, i.e., numeric values derived from pixels in a single item mimicking the low-
level representation used by the human's perceptual system. There are many kinds
of features, each being a di erent abstraction from pixel data. Typically, multiple
features per item are computed, resulting infeature vector representing that item.
Feature vectors are in turn aggregated into feature representation of the entire
collection. Annotations can be treated either as string data and represented directly,
or converted to text features or conceptual representations if semantics extraction is
needed. Metadata are machine-readable per se and require no conversion. Extracting
semantics from feature representations is then performed by machine learning.

The semantics extraction process faces numerous challenges. The main one
is the semantic gap de ned by Smeulders et al., i.e., the disproportion between
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the information extractable from a multimedia item's content by a human and
the information extractable from the feature representation of the same item by a
machine [154]. Simply put, machines are essential to multimedia analytics due to
their capability to handle large multimedia collection much better than a human, but
their understanding of multimedia is worse than a human's. In addition, not only is
the human representation di cult for machines, but also vice versa. The human's
semantic, non-numeric perception of multimedia renders the vast majority of features
unintuitive. Since most features carry no meaning to a human, the usefulness of
modelling the data using basic feature statistics is limited. All in all, the semantic
gap remains a major research challenge prohibiting easy high-level extraction of
semantics from multimedia data.

In the current state of the art, there are essentially two pipelines for semantic
multimedia analysis:iexplicit feature extraction followed by classi cation , and
deep learning . The former is the more classic one. The most used features are local,
each of them corresponding to a certain region within the image. Their advantage is
a number of invariances, for example positional invariance, i.e., a concept is detected
irregardless of its position in an item. The dominant one is the scale-invariant feature
transform (SIFT) by Lowe [109]. The existing variations of SIFT, each focused on a
di erent visual aspect, are surveyed by Van de Sande et dl6g]. A faster option,
achieving similar properties to SIFT, are the speeded-up robust features (SURF) by
Bay et al. B]. GIST by Oliva and Torralba is an example of a global feature, which
computes scene characteristics directly from the date2f]. Feature representations
involve grouping similar feature vectors together (typically using quantization and/or
histograms). The dominant representations in the state of the art are the histogram of
oriented gradients (HOG) by Dalal and Triggs [31], bag of visual words (Bow) by
Sivic and Zisserman[153], Fisher vectors by Perronnin et al.[131], and the vector of
locally aggregated descriptors (VLAD) by Jégou et al7fl]. Feature representations
can be further enhanced by incorporating spatial information, using spatial pyramids
by Lazebnik et al. B2], part-based models by Felzenszwalb et e&l§] or codemaps
by Li et al. [102Z]. Hashing, surveyed by Zhang and Rui[202], is often used in
order to reduce dimensionality. The second step of the pipeline, classi cation, is
in almost all cases carried out by a support vector machine (SVM) by Cortes and
Vapnik [129], although other classi ers such as nearest neighbour6] or random
forests 4] have also been used. The second pipeline, deep learning, revolves around
using deep neural nets, which extract features and semantics using one model. In the
visual multimedia domain, convolutional neural networks (CNN) by LeCun and
Bengio are used@3]. While the original idea of a convolutional neural network can
be traced back to the 80s, e cient algorithms for training have not existed until fairly
recently: the rst e cient algorithm for a deep net was conceived in 2006 by Hinton
et al. [6Q]. Since then, deep nets have successfuly been used both in a narrow domain
as shown by Tang et al. in their face recognition experiment& 64|, and a broad
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Figure 2.3:Work ow of machine-centered approaches related to the visual analytics
process diagram by Keim et al/g2][83]. Elements of the visual analytics
process not utilized in machine processing are greyed out.

domain such as the ImageNet classi cation performed by Krizhevsky et al8§]
The ImageNet paper is considered a breakthrough in computer vision, establishing
deep learning as the currently dominant approach. Both pipelines remain viable and
actively researched though, and overall, the quality of semantics extraction in the
state of the art has been steadily rising in recent yedrs [156].

The typical case of supervised learning in semantics extraction involves classic
classi cation and using only one information channel of the data (typically visual).
In multimedia analysis, more and more e ort is being made to make the task and the
data more exible. Discovery of new classes and transfer of knowledge between them
is the domain of zero-shot learning, which is predominantly realized by attribute
learning, i.e., representing each class by a set of attribut88][ New classes are
characterized by attributes learned from previously available classes. The three
heterogeneous data sources (content, annotations, metadata) are widely utilized for
learning in the video domain [157]. In the image domain, surprisingly enough,
comparatively little attention has been given to this phenomenon, even though
annotations and metadata have been shown to improve the quality of the machine



22

a multimedia analytics model

learning model in several studie@[[[23][[101][[184][[189]. This situation is changing
due to the advent of social media, which provide vast annotated collections at the cost
of high noise. Learning to annotate, i.e., assign annotations based on the content,
has received much attention in the recent years. Annotation as a task is essentially a
special case of classi cation, and the main approaches exploit (B%[[49][/[180][[183.
The classic annotation approaches rely on training on reliable expert annotations,
whose reliability is not a given in the social media era. The emerging eld of social
image retrieval caters for the low quality and high noise of social tag annotations
by incorporating tag relevance learning[®9]. To summarize, supervised learning

is very well-studied in the multimedia domain, with an array of well-performing
approaches with increasingly exible and heterogeneous models.

Unsupervised learning in the multimedia domain, useful for structuring the
collection, is wholly dependent on the feature representation and similarity measure
used. Since neither the representation nor the similarity measure is canonical, clusters
of multimedia items conveya structure of the data, rather thahestructure of the
data, as shown on the Queen-Little Red Riding Hood-phone booth example in
Section. Technically, unsupervised learning algorithms do not di er from
those used on conventional datasets, since once the collection is converted to features,
an unsupervised algorithm does not distinguish whether it is operating on feature
representation or on a conventional dataseé®2]. Mainstream algorithms thus include
k-means [10g], the EM algorithm [[38], and hierarchical clustering, re ecting the
application invariance of unsupervised learning.

Ranking is crucially important for semantic search, with search results being
a reranking of the collection based on relevance to the search query. There are
two dominant approaches towards semantic search: text-based search and content-
based searchlext-based search relies on performing text search on annotations,
while content-based search performs the search based on the semantics extracted
from visual content 202]. Text-based search is the more mature eld, but depends
heavily on accuracy and relevance of annotations, a handicap in the current social
tagging era. Content-based search, on the other hand, su ers from the semantic gap.
Semantic search in multimedia collections does not have a canonical query scheme.
Dominant query methods, surveyed by Snoek and Worring[[157], comprise query
by keyword (matching the query against annotations/metadata), query by example
(the user provides an example item and wants similar results), and query by concept
(results are based on relevance to the speci ed concept). A comprehensive survey of
ranking methods in semantic search has been provided by Mei et dl1§]. Similarly
to supervised learning, ranking has also received much research attention, with the
respective state of the art providing respectable performance.
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2.3.2 Interaction

Interactive machine learning techniques operate in a semi-supervised setting where
labels exist only for a small fraction of the otherwise unlabeled datagd][ This

is precisely the situation we face in multimedia analytics. The ow of interactive
machine learning is depicted in Figur4. The quality of the results of an interactive
machine learning technique is determined by three factors: relevance, speed of
convergence, and speed of response. Relevance of items in each round and speed
of convergence are competing principles. The trade-o between them is known

in the literature as theprecision-recall trade-o  [47]. Increasing precision, i.e.,

the proportion of relevant items in each round, harmsecall, the proportion of the
relevant items in the whole dataset returned during all interaction rounds, and vice
versa. Each system thus needs to select the position on the precision-recall curve
carefully. Search favours precision, since the highest number of relevant items in the
early round(s) is imperative; while thorough exploration leans towards recall, since
we need to see as many relevant items as possible in a small number of rounds. The
speed of response is a hard constraint: interactivity imposes the time between the
user input and the system response not exceeding the order of seconds. Relevance
of results, speed of convergence, and response are all key to interactive machine
learning employed in multimedia analytics.

The precision-recall trade-o0 is most re ected in the query strategy of interac-
tive machine learners, i.e., the selection of items whose relevance is to be judged by
the user. The original, and to date still used interactive machine learning paradigm
is relevance feedback, surveyed by Zhou and Huang [R20g]. Relevance feedback
approaches maximize precision, showing the items the learnemsstcertain about
being relevant. Presenting those items means a positive e ect on the user, but lit-
tle gain for the learner, since it is already certain about them. Another approach,
currently the dominant one, isactive learning , which queries items the learner is
leastcertain about, i.e., those with the biggest information gain. Query strategies
in active learning are extensively surveyed by SettléE50]. Maximizing the infor-
mation gain for the learner results in better recall and results overall, but requires a
patient, cooperative user. The queried items that are di cult for the learner might
also be di cult for the user. This phenomenon is called variable labelling cost, with
several works devoted to predicting the costl[/5] and conducting active learning
on a labelling budget [L76]. For multimedia analytics, both relevance feedback and
active learning have their merit: we need to convince the analyst that the machine is
learning by showing more relevant items each round, but we also need to maximize
the information gain per interaction to retrieve as many relevant items in total as
possible.

The technical execution of interactive machine learning boils down to two
key aspects: the interactions and the algorithms. The most dominant interaction is
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analytics process diagram by Keim et al82][183]. Elements of the visual
analytics process not utilized in interactive machine learning are greyed
out.

marking relevant items, possibly with degrees of certainty or explicit marking of
irrelevant items 208]. A newer trend is relative feedback, where the analyst states
what attributes the queried item lacks in comparison to the relevant one, enabling
pruning items which are more lacking in the particular attribute than the queried
item. Examples of approaches successfully using this paradigm include WhittleSearch
by Kovashka and Grauman85] and the weighted online attribute learner by Biswas
and Parikh [14]. State-of-the-art active learning approaches are thus shifting from
simpler relevance indications to more complex, informative ones. Algorithm-wise,
the three dominant approaches in active learning, as surveyed and explained in detalil
by Huang et al. [65], are active SVM by Tong and Chang [L6§], biased discriminant
analysis (BDA) by Zhou and HuangR0O7], and rank-based approaches surveyed by
Mei et al. in their broader ranking survey [L13]. Approaches with a more exible
model also exist. Weak class labels have been considered by Mitra et al. in their
probabilistic active SVM [L17], as well as in the conditional active learning setting
by Li and Sethi [97]. Evolving classes and new class discovery are considered for
example by the binary feedback framework by Joshi et al7§], and are surveyed

by Settles|[L5(. Overall, interactive machine learning provides a wide array of
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techniques with an increasingly elaborate interaction structure, showing promise
with respect to incorporation into multimedia analytics.

2.4 multimedia analytics

Now that the individual human-centered and machine-centered components and
techniques are reviewed, the multimedia analytics model can be proposed. This is
done in Section[2.4.1L.. Sectioh 2.4,2 reviews pioneer multimedia analytics systems
in view of the desired capabilities. Sectio.3 presents a research agenda for
multimedia analytics.

2.4.1 Model

The previous sections structurally revised the preliminaries of a multimedia analyt-
ics system, with emphasis on interactivity, joint utilization of the heterogeneous
data sources in the collection (content, annotations, and metadata) and semantic
navigability. The strong need for semantic navigability and the related semantic
gap phenomenon are especially important considerations and the main di erence
between multimedia analytics and the closely-related classic visual analytics.

The proposed multimedia analytics model, which we explain in this section, is
depicted in Figure and divided into four tiers. The rst and lowest tiermethods,
represents atomic techniques of visualization, interaction and data analysis in a
multimedia analytics setting. The second tieintents , represents combinations of
methods which express individual intentions of the analyst. The third tieprocedure,
corresponds to a high-level model of activities and intents taking the analyst from
the beginning to the completion of her objective.Objectives, the fourth and top
tier, are the master goals of the analyst. To illustrate, consider a medical scientist
using a multimedia analytics system on a collection of medical scans. Her objective is
to nd the incidence of cancer in the population. The procedure to take the analyst
to her objective involves exploring the scans, searching for symptoms of cancer and
determining the distribution of cancer within the population. Each of the steps
taken in the procedure exhibits a certain intent, e.g., sort the patients based on liver
abnormality. This intent is accomplished for example by the following methods:
computing the ranking, visualizing thumbnails of the scans in a grid ordered by
the ranking, the analyst panning over the grid, and magnifying the thumbnails.
The four-tiered model thus provides a structured overview of all cornerstones of
multimedia analytics.

Let us rst examine the objectives. The main, high-level multimedia analytics
objective is to guide the analyst through large and complex multimedia collections to
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Figure 2.5: The four-tiered multimedia analytics model. The tiers progress from
low-level methods (bottom) to high-level objectives (top).Bold text
indicates components critical for multimedia analytics tasks, text
denotes components desired to operate on content semantics.

knowledge. This knowledge ranges from abstract to particular. Abstract knowledge
means that the analyst knows something about the data she did not before, understands
the data, or grasps their structure. Abstract knowledge gain models are well known
in visual analytics literature. Pirolli and Card coined the term sensemaking3g].
Insight is maybe the most used term for abstract knowledge gain, appearing both
in information visualization [123][[194] and visual analytics/82][[83][[165]. Insight

is a notoriously ckle term evading the boundaries of precise de nition. Rather,
North enumerates the characteristics of insight: insight is complex, deep, qualitative,
unexpected, and relevantl23. Particular knowledge gain means completing a
complex, high-level task, like the medical scientist determining the incidence of
cancer. Gaining particular knowledge involves gaining abstract knowledge: in any
domain, the analyst still needs to explore and understand the data. Hence, from the
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model point of view, we consider the di erent terms for knowledge gain largely
equivalent. In the rest of the chapter, we will use the terimsight to indicate the
main objective.

Several works develop the methods and intents as incorporated in the model.
Their grouping in the model depicted in Figure is inspired by the work of Pike
et al. [132]. For analytic purposes, it is highly desirable that they operate on the
semantics of the content. Thus, they need to be realized by employing machine
learning techniques, and as such are a ected by the semantic g&fructural meth-
ods, focusing on uncovering the structure of the data, correspond to the interactions
by Amar et al. [6]. Their usefulness in the multimedia domain is limited: since
the human perception of multimedia is non-numeric, retrieve value, compute de-
rived value, nd extremum, determine range, and characterize distribution are all
meaningless in their purely numeric sense. Find anomalies, cluster, and correlate
are viable, but the analyst needs to see the items and perform them in a semantic
manner. Visualization methods (particular visualization techniques like charts or
grids) andinteraction methods (atomic interactions like panning or zooming),
both adapted from the work of Pike et al.[132] are in their technical sense una ected
by the semantic gaplnteraction intents , corresponding to the 7 interactions by
Yi et al. [193, represent individual steps towards insight. Four are impacted by
the semantic gap: explore, recon gure, lter, and abstract/elaborate. Indeed, the
analyst might want to navigate further based on a semantic dimension (exploration,
show me other dogs of this colour ); sort based on a semantic concept (recon gure,
sort dresses from least formal to most formal ); Iter semantically ( show me only
pictures of people hiking ); and visualize item subsets based on concept hierarchies, if
present (abstract/elaborate, show me all anim&lsall mammalsN all foxes ). The
usefulness of encode in the visual domain is limited due to the items being displayed
directly. Finally, the visualization intents , conceived by Pike et al.[132], represent
visualization capabilities leading to insight. In the multimedia domain, di erentiate,
show outliers, and compare are expected to be semantic. All intents and methods
a ected by the semantic gap are precisely those that are actually related to the analysis
of the collection as a data resource. Indeed, if we select only those methods and
intents una ected by the semantic gap, we end up with the capabilities of a generic
multimedia browser as discussed in Secti.2. These are certainly useful for
browsing and visualizing data, but might not be very suitable for the analysis of
large-scale multimedia resources. This emphasizes the need to maintain a semantic
model of the data to facilitate semantic methods and intents.

Now that the high-level objectives and the lower-level methods and intents are
in place, the model of the procedure actually bringing the analyst to her objectives
using the methods and intents needs to be discussed. In visual analytics, the process of
attaining insight in visual analytics has been modelled by Keim et é8[[83]. This
process, which takes the analyst from data processing through iteratively updated
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visualization and model to knowledge, is also highly relevant in the multimedia
analytics domain and it is highly desirable its ow gets fully adapted. literative

ow captures the nature of building insight, which takes time, non-trivial interactions,
and reasoning. The visual analytics process also advocates tight integration of the
visualization with the model, a notion equally important for multimedia analytics due

to the emphasis on semantics. Bearing in mind the nature of multimedia analytics
objectives, there are two basic approaches towards attaining them [111]:

" Exploration , applicable when the analyst is faced with a collection she does
not know much about beforehand, and wants to discover what is inside and/or
how the data are structured. An exploratory session typically takes time and
involves a very dynamic model of the data, continuously re ned as the analyst
iteratively gains knowledge.

Search, applicable when the analyst has a clear idea what she is looking for and
gueries the system for items relevant to certain attributes. A search session is
then a sequence of query-response pairs, and the analyst expects fast response.
The data model is static, since the analyst knows exactly what she is looking
for, and communicated to the system through a query.

A typical multimedia analytics task has elements of both. For example, a
forensics expert might not only want to judge if the multimedia content of a suspect's
seized computer contains incriminating content (search), but also determine the full
extent of the suspect's illegal activities (exploration). Based on this observation, we
model multimedia analytics tasks as lying on axploration-search axis as depicted
in Figure . During the analytic session, the proportion of exploration and search
in a task at hand changes over time. Typically, the task is more exploration-oriented
in the beginning, as the analyst does not know much about the collection yet, and
progress more towards search when the analyst already has a good grasp of the
collection's content and knows what to look for. The exploration-search axis is
an umbrella model for most multimedia analytics tasks. The depiction of some
archetypal tasks in the multimedia domain is included in Figu@.& In order to help
the analyst achieve insight, multimedia analytics systems need to enable the user to
alternate between exploration and search.

Even though exploration and search have di erent, sometimes antagonistic
properties, a multimedia analytics model needs to incorporate exploration and search
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integrally. Otherwise, the analyst cannot alternate between the two and the system
breaks down into disjoint exploratory and search components. The analyst perceives
multimedia content through attributes which are chie y semantic, optionally also
involving annotation and metadata and the related statistics. Pure search is then
simply Itering or reranking based on those attributes. When building a mental
model of the data, the analyst structures her interest into attribute aggregates, e.g.,
hiking in the Alps (combining the person and outdoors semantic concepts
with geo coordinates matching the Alps region). The attributes are categorical; the
aggregations of the attributes into meaningful concepts, if we disregard fringe cases
where the semantics of the content play no role, are thuategories. The analyst then
assigns, often implicitly, its labels to individual items. This applies, for example, to
the nowadays typical tasks where we select images based on some notion of relevance
or interest, like picking out nice photos from the collection shot on vacation or
searching for pictures of a favourite celebrity. Even though we might not explicitly
assign labels, by picking relevant images we actually categorize them as relevant,
while the non-picked ones are e ectively categorized as irrelevant. Exploration is
then an instance of categorization with few dynamically evolving categories, while
search could be instantiated as categorization with xed categories corresponding to
the degree of relevance of items to the search query. Indeed, the vast majority of
multimedia analysis techniques concerning semantic tasks is a variation on supervised
learning, and classi cation (i.e., categorization) in particular. Categorization is thus

a useful umbrella task for the exploration-search axis, and thus, by proxy, able to
accomodate most multimedia analytics tasks:

~ Categorization the task of assigning individual items into categories from
a category model. The category model is de ned by the analyst based on
attribute aggregates.

As discussed extensively in the previous text and shown by the majority of the
model components involving semantics in Figur5, categorization in multimedia
analytics is heavily revolving around semantics. In addition, visual multimedia
categorization is much less dependent on statistics (semantic statistics are unintuitive
and hard to obtain) and has much lower tolerance for error from the users (since
the individual errors are spotted instantly) than categorization on other types of
multimedia collections. Hence, it is doubly imperative that the learned categorical
model very closely follows the mental model of the analyst. There is, however,
a di erence between analytic categorization as a model of human reasoning and
categorization or classi cation in the classic statistics and machine learning sense.
The human's notion of categories is quite exible: she can adapt new information into
her knowledge schema and conversely, adapt the knowledge schema to t the newly
acquired information [54]. Categorization in the machine world, i.e., classi cation,
is in its classic form much more rigid: the class schema is de ned beforehand and it
cannot be changed without retraining the model from scratch. The meaning and
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parameters of categorization thus depend on whether it is performed by a human or
a machine. In linguistics, the phenomenon of the meaning of words being dependent
on context is studied in pragmaticsl15]. Hence, we call this phenomenon the
pragmatic gap:

~ Pragmatic gap the gap between the parameters of a categorization task

as performed by the human and the parameters of a categorization task as
performed by the machine.

In other words, the pragmatic gap is related to the adaptability of the model

as the analyst progresses towards insight. To support the multimedia analyst, the
machine models need to be able to mimic her exible mental model as closely as
possible. That involves at least three aspects:

" New categories onthe y  For example, when a forensics expert who has

initially worked with child abuse and harmless categories encounters evi-
dence of terrorism, she adapts her cognitive model to include a new terrorism
category. The machine should be able to do the same.

Non-exclusive categories If one category is people, and another is
Rome, then the analyst should not be forced to choose where to put a photo
of a couple in front of Fontana di Trevi.

Dynamic category semantics Suppose an analyst is looking for evidence

of arms tra cking and his suspicious category contains rearms. Further
exploration reveals photos involving explosives, so they are added into the
model of the suspicious category. Later, the rearms photos are deemed no
longer suspicious and removed from the model of the category (e.g., due to
the suspect's rearm being properly licensed), which now concerns explosives
only. The machine's category model should follow all these steps.
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The pragmatic gap is orthogonal to the semantic gap: the former's concern is
the adaptability of the model, the latter is related to the semantic expressiveness of the
model. Figure highlights the impact of the gaps on multimedia analytics models.
Bridging the gaps will foster better overall understanding between the machine
and the human, allowing the machine to create models more closely resembling the
analyst's actual model. Bridging the gaps in the context of exploration and search is
thus one of the core challenges in multimedia analytics.

2.4.2 Pioneer systems

To the best of our knowledge, no multimedia analytics system in existence can handle
both the semantic and the pragmatic gaps fully. In this section, we review pioneer
multimedia analytics systems that have so far paved the way towards narrowing the
gaps. Figur depicts the discussed systems in the semantic gap-pragmatic gap
space, mapping the current state of the art in multimedia analytics.

One of the rst pioneers is the Informedia system used for semantic havigation
of the eponymous online digital library, conceived by Hauptmann and Smith in 1995
[57]. Being continuously updated since then, Informedia has received a relevance
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feedback component in 2008%8] (albeit one re ning search results, rather than
maintaining an adaptive model). Another early pioneer system is the similarity
manipulation browser by Nguyen et al. [L21]. This approach employs a similarity
space browser through which the user directly manipulates the similarity space, with
the machine recomputing the used similarity and rearranging the items based on
the interactions. The last example of an early adopter is the multimedia browser
developed for the French Audiovisual Institute (INA) by Viaud et al.[174] This
approach combines a similarity space browser, visual summary techniques, and active
learning for interactive exploration of the French TV archives.

The eld of multimedia analytics has been de ned in 2010 by Chinchor et
al. [27] and since then, the rst systems bearing the multimedia analytics label have
started appearing. One group of approaches, including Newdle by Yang et el92)
and I-SI by Wang et al. [187], targets news and social media, bringing interactive
exploration of topic trends in news archives and on social networks. MediaTable
by de Rooij et al. [36] facilitates categorization of large image collections using the
spreadsheet visual metaphor, making it the rst approach in multimedia analytics
devoted to categorization. MediaTable has been extended with the active buckets
framework maintaining an adaptive model of the data35]. Meghdadi and Irani
adapted the multimedia analytics spirit to the surveillance domain: their sViSIT
system allows security experts to search for objects of interest within long video
segments and track their trajectory112]. Canopy by Burtner et al. [20] has a strong
focus on integrating content with annotations and metadata, involving the three
data sources both in learning and visualization. However, the machine model is not
adaptive. These examples show that the eld is steadily growing and that multimedia
analytics systems are increasingly capable to Il their respective niches. There is no
perfect solution which covers all the aspects yet, opening exciting opportunities for
multimedia analytics research.
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2.4.3 Research agenda

The previous section concluded that so far, no perfect solution covering both gaps
exists. In order to advance multimedia analytics, numerous research questions need
to be answered. In this section, we propose several key research questions based
on the insight gained from the survey process, establishing a multimedia analytics
research agenda:

1. Multimedia visualizations and interfaces

a) Are the existing multimedia visualizations and interfaces described in
Section[2.2.2 suitable for categorization as de ned in this chapter? If not,
how can such an interface be created?

b) How can the heterogeneous data in multimedia collections be presented
in a truly integrated manner?

c) What is the best way to present large-scal¢ (M items) collections to
the user?

d) How can multimedia analytics systems be evaluated?
2. Semantic gap

a) How can increasingly higher-level semantics be extracted from raw mul-
timedia?

b) Can high-level semantics be extracted in a manner not prohibiting an
interactive multimedia analytics experience?

c) How can the heterogeneous data in multimedia collections be leveraged
to improve the semantic quality of the model?

3. Pragmatic gap
a) How can the performance and learning speed of active learning be im-
proved, especially in view of the large scale of the data?

b) Do the currently used interactions with the model described in Section
have su cient information bandwidth for the model to improve?
How can they be improved?

¢) What is the most e cient way to introduce new categories on the y? Is
it attribute-based zero-shot learning([88], or is there a better way?

d) What is the best way to introduce non-exclusive categories? Is there
a better way than trainingn 1-vs-all classi ers as done for example in
MediaTable [35]?

e) What is the best way to model and introduce fully dynamic, human-like
categories whose semantics and boundaries evolve over time?
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Figure 2.9: The proposed multimedia analytics process, expanding upon the diagram
by Keim et al. [82][83].

2.5 conclusion

The mission of multimedia analytics, facilitating understanding and insight into
large-scale multimedia, is very important and ambitious. In this chapter, we have
surveyed a large body of work related to multimedia analytics and proposed a novel
general multimedia analytics model. This model brings two major bene ts: it
provides a structured overview of all levels of multimedia analytics and establishes
a clear agenda for the future of multimedia analytics. Both bene ts are based on
the extensive survey, therefore grounded in the established scienti ¢ theory and
bearing in mind the possibilities and limitations of the state-of-the-art techniques in
the related elds. This chapter thus paves the way towards interactive, intelligent,
and integrated multimedia analytics systems of the future, schematically depicted in
Figure . We believe that those systems will play an increasingly important role in
our increasingly digital and multimedia society.
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3.1 introduction

Venue recommendation suggesting places of interest\{enuésto visit to a user
based on her preferences is both an actively researched problem and a domain of
systems with millions of users. An increasing number of travellers and locals alike
prefer personalized, authentic local experience to tours organized by a third party. To
this end, they visit online travel recommender systems such as Foursquare, Yelp, or
TripAdvisor. Underlying state-of-the-art algorithms, originating in the research eld

of recommender systems, keep increasing their accuracy when predicting user-venue
matches based on the user pro le and/or search queries. They are thus successful
when a user is searching for speci ¢ venues. However, how do they fare when the
user wants toexplorea new city guided by the broad spectrum of her interest without
formulating them as an explicit query?

The classic recommender paradigm has a number of innate shortcomings with
respect to exploration. Typically, classic recommenders depend either on a user-
item matrix that matches users to venues, or on the overall popularity of individual
venues. Both variants su er from the cold start problem: they require an active
user base before the recommendations start to make sense. Also, they often tend to
gravitate towards mainstream venues visited by many users. However, local steak
a cionados do not necessarily go exclusively to the most visited steakhouses, but
also to restaurants o the beaten track. Moreover, understanding user preference
towards a particular venue and the aspects that make two venues similar for the user
is a non-trivial task. For example, some users prefer a certain restaurant for the food,
some for the ambience, and some perhaps for the garden terrace. Aspects such as
aesthetics, ambience, or coziness are beyond the scope of the binary assignment of
the venue to the user in the user-item matrix and are hard to capture without content
analysis. Thus, the applicability of the classic recommender systems paradigm with
respect to exploring a new city might be limited.

In this chapter, we presenCity Melange an interactive multimedia content-
based venue explorer. The pipeline of City Melange is conceptually depicted in
Figure . The rst step involves collecting a cross-platform multimedia dataset of
venues and social media users. In the second step, this dataset is used to construct
a number of semantic topics for each venue and social media user by clustering
on state-of-the-art visual (ConvNet) and text (LDA) features. These topics are
then used in the third step: the interactive city exploration session. City Melange
allows the interacting user to iteratively build her user preference pro le and get
highly personalized recommendations regardless of previous user activity, with each
interactive step taking seconds at most.

City Melange is built on three cornerstones: interactivity, multimodality,
and utilization of cross-platform data. Usingnteractivenachine learning to build
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the interacting user's pro le and match related social media users and their venues
in real time tackles three important issues: the cold start problem, personalization,
and user friendliness. The cold start issue is avoided by learning user preferences
on the y from interactions. By quick iterative updates, City Melange is able to
provide increasingly personalized suggestions. Direct interaction with the images
of the venues visited by the social media users and generating relevant suggestions
based on these interactions can be viewed as more seamless and user-friendly than a
series of query-response pairs using, for example, Foursquare or Yelp alone. Taking
a multimodalapproach has a number of advantages. Firstly, venue-related social
multimedia content is abundant and readily downloadable. Secondly, we can exploit
the synergy between individual modalities, painting a diverse picture of the users'
and venues' underlying topics. In addition, sometimes one modality covers the
weaknesses of others. For example, no text can surpass a photograph in conveying
the atmosphere of the Sistine Chapel. Theoss-platformature of City Melange
further diversi es the captured user and venue topics, since di erent platforms often
accomodate di erent users with di erent interests. With its focus on content analysis,
City Melange avoids the di cult problem of matching users between platforms.
Combining these three aspects allows us to tailor our approach to better suit city
exploration.

The main contribution of City Melange is the novel interactive and responsive
venue exploration pipeline, whichcombinethe three aforementioned cornerstones:

" Tight cross-platformata integration.
~ Multimediacontent analysis of user and venue data.

" Interactivenachine learning allowing the users to build their pro le and get
personalized recommendations in seconds.

The contribution of City Melange is extensively evaluated in this chapter. City
Melange addresses three recommender challenges identi ed in a recent survey by Shi
et al. [15]]: social recommendation, cross-domain recommendation, and interaction
and recommendation.

This chapter is organized as follows. In Secti.2 we re ect on the related
work. In Section we describe our data collection procedure. Secti.4 explains
the construction of user and venue semantic topics. Sect3.5 describes our pro-
posed interactive venue exploration method. The experimental setup evaluating the
proposed approach is described in Secti@]&& The experimental results are discussed
in Section[3.7. Sectioff 3)8 provides concluding remarks.
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Figure 3.1: Overview of the City Melangepipeline.

3.2 related work

Probably the most intuitive approach to venue recommendation, which is still com-
monly used in commercial travel recommenders, is popularity ranking. Despite
appearing to be a competitive baselin@0, 71,152,160, it has many downsides, such

as the absence of personalisation and the failure to satisfy the needs of non-mainstream
users. To address some of those challenges, a number of e ective collaborative |-
tering approaches have been proposed, which rely on the analysis of individual
preferences encoded in the user-item matrix. For example, Rendle et al. propose a
generic Bayesian approach optimized for producing a personalized rankinbBp)].
Two other well-known collaborative Itering approaches target producing recom-
mendations when user preferences are only provided implicitly, for example when

it is unclear which purchased products or visited locations a particular user disliked
[30,[128].

Recent studies (e.g.l3] and [151]) show the bene ts of utilizing information
beyond the user-item matrix. This inspired a number of more sophisticated location
recommendation and exploration applications using community-contributed content
[26,184,196,1125,1129,[152). In those papers, data sparsity has been shown to negatively
a ectthe e ectiveness of those traditional location-based recommender systems which
are based on the collaborative ltering methods utilizing the user-item rating matrix
[96]. With regard to the data types in the collection used for modelling the user
preferences and overcoming the problem of data sparsity, the existing approaches can
be roughly split into two categories based on their use of modalities. We consider the
term modalityin the multimedia sense to mean various media types, such as visual,
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audio, or text. Unimodal approachesimmarized in Sectiol, make use of at most
one modality, possibly in conjuntion with other data types, such as human mobility
patterns, social (friendship) relations or the textual or categorical venue description.
Multimodal approachesutlined in Section, encompass approaches that use at
least two multimedia modalities jointly. City Melange, which utilizes the visual and
text modalities, falls into the multimodal category. As units of recommendation, the
presented works use eithaiourist destinatiorii; particular, cities),venuedandmarks

or geographic locatiangyeneral. Although some of these units are similar or have a
sub/superset relation, for consistency with the original works, we opt to keep the
terminology adopted by the authors.

3.2.1 Unimodal approaches

Shi et al. address the problem of non-trivial landmark recommendation using a
collaborative ltering approach with matrix factorization [152]. To compensate for
the sparsity of the user-venue matrix, the authors extract information about venue
categories from Wikipedia and use it to compute similarities between the venues at a
topical level. Liu et al. propose a framework for point of interest (POI) recommenda-
tion based on Foursquare check-ins publicly shared via TwittelD5]. The approach
jointly utilizes information about regional venue popularity, user mobility patterns
and an LDA model aggregated from the textual venue descriptions for pro ling the
users and POls. Similarly, Lian et al. propose an approach which analyses human
mobility records on the Jiepang location-based social network (LBSN) for POI
recommendation [L03]. To cope with an extreme sparsity of user-venue matrix, the
approach utilizes a weighted matrix factorization, which is further augmented with
the user activity area vectors and in uence area vectors of the POIs. In another work,
Kurashima et al. model geographic location of venues and user mobility patterns on
the Tabelog LBSN for estimating topics of interest to the users and identifying the
areas they are frequenting, such as home and work pla&]l The approach further
uses textual annotations associated with venue-related Flickr images to describe such
discovered topics. Starting from the assumption that users' preferences are in uenced
by both item location and its context captured in item tags and category informa-
tion, Yin et al. propose a recommender system based on location-context-aware
topical modelling [195]. The approach presented by Noulas et al. jointly utilizes
information about social ties and history of previously visited venues, gathered from
location-based social networking sites to predict which previously unvisited venues a
user will likely visit [[125]. Information about social relations is also utilized in the
personalised venue recommendation framework proposed by Zhao et &0§]. The
framework uni es the analysis of visiting behaviour and social relations of Foursquare
users with the analysis of venue similarities computed based on user contributed
annotations (i.e., Foursquare tips). Liu et al. jointly analyse content of the images and
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their associated geo coordinates to build 3D models of urban scent34]. Based

on the experiments performed on a collection of street view and Flickr images, the
approach was proven e ective in various location-based services, such as accurate
mobile visual localisation and rendezvous point nding. In a recent work, Quercia

et al. make use of crowdsourcing for annotating locations in a city as beautiful,
quiet, or happy and then learn to generate the routes that are both pleasant and short
[137). The importance of contextual information for producing more relevant and
personalized recommendations has also recently been recognized by some of the
major commercial travel recommender systems. In 2014 TripAdvisor introduced
the Just for Yodeature to replace the default popularity hotel ranking?]. When
producing new hotel recommendations, the feature incorporates user preferences
speci ed by applying various lters related to, e.g., hotel price, location, and style
along with the users' textual feedback about their travel experiences. Similarly, Expe-
dia has introduced several new features making use of user preference patterns in
regard to various parameters, such as travel time and location, for improving hotel
and ight recommendation [51]. Although these approaches succeed in signi cantly
improving recommendation performance, they do not exploit valuable information
about user preferences and venue properties encoded in the visual modality.

3.2.2 Multimodal approaches

To compensate for the weaknesses of the approaches presented in Sgctior] 3.2.1, an-
other group of approaches deploys a multimodal analysis for venue recommendation
or exploration. For example, Pang et al. mine user-generated travelogues comprising
textual descriptions of tourist destinations from the TravelPod and IgoUgo platforms
to discover location-speci c tagsllL29). Those tags are used for selecting relevant and
representative Flickr images to visualize a particular tourist destination. Ko er et al.
conceived a personalised system for o -the-beaten track location recommendation
[84]. The system analyses geo-referenced Flickr images captured by the users during
their previous travels to recommend o -the-beaten track locations within the destina-
tion city matching their interest. Popescu et al. present an approach which analyses a
collection of Flickrimages for discovery of tourist routes within a city and recommen-
dation of new ones [L34]. To a similar end, the personalised travel recommendation
system proposed by Cheng et al. automatically analyses community-contributed
images for detecting user attributes such as gender, age and r&8&}. [The attributes

are used for recommending an optimal route for a particular user demographic, e.g.,
family travellers. Rudinac et al. propose an approach for discovering and summa-
rizing aspects of a geographic area around a location recommended to a u&d#].
The approach jointly analyses image content and the user-generated annotations
as well as the information about users and their social network. Fang et al. analyse
Google Street View panoramas and Flickr images to detect geo-informative (i.e.,
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discriminative and representative) attributes for location recognition and exploration
[46]. Co-occurrence between images and their associated annotations is utilized
for giving those geo-informative attributes a semantic interpretation. Finally, Zhao
et al. propose a multimodal approach for detecting overlapping communities in
Foursquare mobile social networking service204]. Although not directly focusing

on recommendation, we mention this work here because of the use of a common data
source and the utilization of multimodal information for discovering like-minded
users.

What sets us apart from abovementioned related work, which focuses mostly on
static recommendations, is an interactive approach to venue recommendation and
city exploration in which the user preferences are learned online. Additionally, while
in most related work the units of recommendation are the geographic entities, e.g.,
venues or landmarks, in our approach the venues are recommended indirectly, as a
part of the like-minded users' pro les, which puts a strong accent on the user. Finally,
to gain a better insight into user preferences and venue properties, we integrate
multimedia data from diverse content-sharing and location-based social networking
platforms.

3.3 data collection

There exists a vast amount of publicly available multimedia data related to venues
across the cities in the world. Thus, for any major city, it should be possible to
construct a meaningful, reasonably-sized dataset covering a diversity of aspects of
the city. In this section, we describe a method for constructing such a representative
dataset.

The rst step involves obtaining the list of venues in the city. To ensure
coverage, this is done by querying online venue data sources (further denoted/as
for all venues within the city limits (denoted a$x:). There is a number of such venue
sources with an API, such as Foursquare or Yelp. To ensure full coverage of the city,
a number of queriesQ,( ) is submitted to each venue sourceP V, each pertaining
to a certain geo coordinate rectanglg P G¢. The resulting venue listV¢ is then a
union of all query results pertaining to individual venue sources and geo rectangles:

o]
Ve = Qv(9) 1)
VPV
gPGc
Once the list of venues is established, we can query online multimedia sources
(M) for multimedia content related to each venua P Vc. We are interested in

results matching both the venue name\},) and geo coordinates@,). We enforce
exact name matches, since partial matches can easily increase noise. For instance, if
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looking for Exampleville Bakery in the Exampleville neighbourhood, using partial
matching will include additional items not related to the bakery, because the name
and geo coordinates of the neighbourhood match. Geo coordinates are allowed to
be within a certain radiusr, since the technology capturing geo coordinates and/or
manual user geo labels might be imprecise. It is, however, desirable to kees

low as possible to keep the signal-to-noise ratio as favourable as possible. The set of
multimedia content M ¢ for city C and any modality is again a union of the results
returned for all individual queries:

o]

Mc = Qm(Ny | Gn, G| 1) (2

B

The richness of information in M ¢ is determined by the multimedia sources
M. In City Melange, we utilize the following modalities: the visual contentV (i.e.,
the images), the associated text conteht(e.g., descriptions, tags, and comments),
and user informationU (at least the identity of the user who uploaded the item). The
user information in U is further combined with the venue listV¢ to construct the
user-venue matrixU" whose rows correspond to usens P U and columns to venues
v PVc. Uy, = 1ifuseru has uploaded content related to venueand 0 otherwise.
The resulting City Melange dataset covers the multimedia content itseN (T ), user
information (U), the venues in the city Y¢), and the user-venue mapping in the
form of the UY matrix.

The City Melange data collection method is general. For any major city,
the list of venuesVc can be easily obtained from locally prevalent venue platforms
such as Foursquare, Yelp, or Yellow Pages regardless of the user activity in the
city. Given the plethora of globally popular social platforms with APIs usable as a
multimedia resource, we believe that a su ciently rich dataset can be obtained for
any desired major city. The rather strict query strategy targetting both name and
geo coordinates of the venue keeps the noise levels low and the associated multimedia
items tend to be highly relevant. The City Melange data collection method thus
provides a generalizable framework instantiable in popular cities around the world.

3.4 topical analysis of users and venues

This section discusses our approach to constructing semantic topics from the collected
data /, T ,U, Ve, UY) described in Sectio3. The topic construction pipeline is
conceptually depicted in Figur¢ 3.2. Section 3.4.1 describes the feature extraction
process, Secti0.2 describes the construction of the topical representation of users
and venues within City Melange.
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Figure 3.2: The City Melange data processing pipeline.

3.4.1 Feature Extraction

Venue recommendation is a highly semantic problem. Indeed, an actor's venue pref-
erences are often based on high-level semantic concepts such as ambiance, coziness,
or sensory pleasure such as the aesthetics of a building, the acoustics of a concert hall,
or the taste of food. To introduce the semantic dimension to the recommendations,
extracting semantic features from the raw multimedia content is required.

In the visual domain, we use a deep convolutional neural network as conceived
by Krizhevsky et al. 86], trained on the ImageNet Large Scale Visual Recognition
Challenge (ILSVRC) 2012 dataset of 1000 semantic concef88][ Each individual
image is represented by the respective output of the deep net. For City Melange, we
opted to use the nal output of the net, i.e., the 1000 concept scores, as the visual
features. The concept dictionary captures broad semantics, including concepts such
ascinema, confectionery , or park bench. This allows human interpretation of
the features and ensures that we stay on as high semantic level as possible, making
our visual feature choice consistent with our text feature choice motivated below.
Deep net features, apart from being the state of the art with regard to semantic
descriptiveness, are very compact. This is crucial for the interactive performance of
City Melange. The visual feature representationMg) is the collection of the features
of all individual images inV.

In the text domain, we tokenize the text inT using the Natural Language
Toolkit (NLTK) [ [13] and remove all markup elements as dictated by the format
of the obtained text data inT . Then, we remove common stopwords and words
appearing only once. To index the text in a persistent manner, we use the Gensim
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framework [[177] designed for topic modeling of large corpora. After computing the
bag of words representation for each document, we perform online Latent Dirichlet
Allocation (LDA) [l6]] to identify latent topics associated with the images. We
propose using 100 latent topics, which is enough for the topics to be descriptive and
discriminative and small enough to ensure that City Melange remains interactive.
Two examples of New York topics are{building , state , empire, top, manhattan,
view, rock, newyork, nyc} and {local , tavern, street , market, avenue bank,
new union, farmer, village} . The text feature representationT) is a collection

of latent topic annotations for each item inr .

3.4.2 Semantic User and Venue Topics

Processing millions of multimedia items places a non-trivial computational load on
the machine, thus prohibiting interactivity. Hence, a compact representation of
individual venues and users is needed. We conjecture that each venue and user has a
number of topics of interest within the respective set of images. For example, images
of a restaurant might depict the food, the interior, or groups of people enjoying
their drink. A user's images, while potentially diverse and numerous, will typically
share topics corresponding to the user's main interests. Determining a reasonable
number of topics to represent users and venues provides not only a more compact
representation, but also a basis for matching them.

To obtain the topics of interest, we cluster all items associated with a venue
using k-means clustering. The clustering is performed independently on the visual
(VE) and text (Tg) features. The cluster centroids represent the individual venue visual
(VY) and text (TyY) topics. Similarly, we employk-means clustering on all items
uploaded by a particular user and select the resulting centroids to topically represent
user interests in the visuaM}J) and text (I'TU) domains. In the original New Yorker
Melange system, we opted fok = 5 for both users and venues. In this chapter, we
provide an extensive experimental evaluation of variokksscon gurations in Section
. The topics are constructed on top of the semantic features, reduce the dataset
size, and at the same time establish a common feature space for users and venues in
each modality.

3.5 interactive venue recommendation

This section discusses our approach to providing interactive, multimodal, and content-
driven topical venue recommendations to the interacting user (henceforth named
actorto avoid confusion with the social media users in the dataset). That is, how to
harness the semantic topics extracted as discussed in Sn 3.4 to provide suggestions
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Figure 3.3:City Melange venue recommendation. The transition from grid to map
interface takes seconds, making City Melange a truly interactive method.

(Us, Vg), i.e., the set of topically relevant usertg) and their visited venues ranked

by relevance ¥s). The interactive exploration pipeline of City Melange, conceptually
depicted in Figure, can be decomposed into four steps described in this section.
Processing the user interactions (Step 2 4) only takes a few seconds on a standard PC,
which makes City Melange a responsive and truly interactive venue recommendation
method.

Step 1: Initial actor interest indication (Grid) : The actor is rst presented
with a set of images arranged in a grid interface. These images represent individual
venues. The actor selects the relevant venues of interest by clicking on the images.
The visual and text topics associated with these venues are used to initialize the sets
of positive training examples (one per modality)v}’ for visual, TT+ for text (cf.
Section). The sets of negative examples denokéd, T, for the visual and text
modalities respectively, are initially empty.

Step 2: User ranking : To identify users similar to the actor, we train two
linear SVM models: one for the visual modality, one for the text modality. Each
model is trained on the respective set of positive and negative examples. If the size of
the set of negatives for any modality is too small, in our approa¢¥; | 2|V}r | or
IT; | 2|T{ |, itis supplemented with random samples from the collection of user
topics (\/#J , TTU) to ensure good positives-negatives balance. The relevance scite
of useru P U for content modality CP tV, T uis then the maximum of SVM scores
s( ) per user topict, P C:

C

s¢ = maxs(ty) (3)

tuPCY
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In other words, each user is as relevant as her most relevant topic. This max-
matching strategy is motivated by the exploration purpose of City Melange: if any
of the actor's and the user's topics match, they highly probably share an interest,
and thus said user's venues become potentially relevant. The overall user relevance
ranking is determined by aggregating the score rankings across modalities using
Borda count [4Q] as follows. For each modality, we sort the users Isff in descending
order. The highest ranking user getgU| points, the second-highest getgJ| 1
points and so on. The nal number of points per user is the sum of points per
modality. The nal ranking is obtained simply by sorting the users by their nal
number of points in a descending order. The top 5 ranked users are selected as the
users suggested to the actod§).

Step 3: Venue selection: The next step involves ranking the venues of the
users inUg based on the relevance to the actor's topics. This ranking eventually
determines the order in which the venues will be displayed to the actor. This enables
the actor to steer her exploration towards relevant venues even though she does not
provide relevance on venues directly. The relevance scagof venuev P UL/,l..IUI
for content modality CP tV, T uis the minimal cosine distancéist;ys( ) between

the topics ofv (C}) and user topicsC{ of the given suggested usear P Us:

C — . .
sy = tmp'& disteos(tv, tu) 4)
t,PCY

These scores are again aggregated using Borda count, yieldiig the list of
venues ranked by relevance for each suggested usd? Us. The system will display
up to ve venues per user, with the remaining venues available on demand so as not
to overwhelm the actor.

Step 4. Actor interaction (Map) : The suggested users and their venues
(Us, Vs) are displayed within the map interface depicted in FiguBA. Each venue is
represented by a thumbnail placed on the map at the venue's coordinates. The border
of each thumbnail is color-coded corresponding to the visiting user(s). The users
themselves are anonymized. The anonymization does not prohibit the manifestation
of individual user experiences, but ensures the users' privacy. Clicking on a venue
image thumbnail enables the actor to inspect the image and basic information about
the venue, such as name, venue type, and link to the venue's website. The actor can
indicate which user(s) are relevant. In that case, the user topics of the relevant users
are added to the sets of visualf ) and text (T;") positives. Similarly, the user topics
of users marked as non-relevant are added to the sets of negatiVgs&nd T ). The
topics of all displayed users ( ve in the current interface) and venues (up to ve per
each user) are removed from the collection of user centroids, and will not show up in
subsequent iterations. After these adjustments to the SVM training data, the system
proceeds with step 2.
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Figure 3.4: A screenshot with user recommendations generated by New Yorker
Melange, a system instantiating City Melange [198].

3.6 experimental setup

In this section, we describe the experimental setup. The aim of the experiments is to
compare City Melange to the existing approaches with respect to recommendation
relevance. Sectiol presents the datasets used in our experiments. The baseline
algorithms and the con gurations of the Melange algorithms are described in Section
3.6.2. Sectio explains the evaluation techniques used to judge the performance
of the algorithms.

3.6.1 Data

For the experimental evaluation, we deploy City Melange on two very di erent
metropolises: New York and Amsterdam. New York is well-known to be a bastion

of large-scale social multimedia data. The main challenge is thus to be able to
intelligently process the abundance of data in an interactive, responsive manner.
Amsterdam, while being one of world's major tourist destinations, is essentially a small
city. Venue-related social networks like Foursquare are much less used than in New
York. As a result, the main challenge lies in nding meaningful recommendations in
the comparatively smaller-scale and sparse data.
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We have used Foursquare as a source of venue information and images, Flickr
as a multimedia data source for both cities, and Picasa as a multimedia data source
for New York. Picasa data is missing in the Amsterdam dataset, as the Picasa API
did not allow for querying both the venue name and the geo location at the time
of the Amsterdam dataset construction. As visual featur®) (cf. Section 3.4.11),
we use the 1000 ILSVRC concept detector scores. The text featurég)(were con-
structed from the Flickr (itle , description, tags) and, in the case of New York, also
Picasa fitle, summary, description, keywords , albumtitle , albumdesc, snippet)
text components of the individual items. We use 100 latent topics to ensure reasonable
granularity.

The New York dataset, also used in our original New Yorker Melange applica-
tion [[19§], contains information about 7,246 veri ed venues, and the corresponding
multimedia collection contains 1,072,181 items (429,921 images from Foursquare,
243,292 images with associated text from Flickr, 398,968 images with associated text
from Picasa). The Amsterdam dataset contains information about 693 veri ed venues
and a collection of 55,990 items (37,788 images from Foursquare, 18,202 images
with associated text from Flickr).

3.6.2 Evaluated Algorithms

As baselines, we use three approaches common in the eld of recommender systems.
Two are based on collaborative lItering of the user-venue matrixJV through
matrix factorization: Weighted regularized matrix factorization by Hu et al. [62]
(denotedwrmf) and Bayesian personalized ranking matrix factorization (denoted
bprmf) [139). For the evaluation of both collaborative ltering approaches, we
use the MyMediaLite implementation [b0]. The third baseline used is popularity
ranking (poprank), which has been shown to perform very well in numerous cases
[30,[71,[152,[160Q]. In this approach, the venues are ranked by the number of visits,
and in each round the algorithm recommends the top ranked venues which have not
been seen yet. We extract the number of visits from Foursquare venue information.
This baseline represents the vox populi as presented by popular venue recommenders
like Foursquare or Yelp.

Our approach described in Secti05 is experimentally evaluated using a
number of con gurations. To evaluate the contribution of individual modalities to the
overall results, we consider a variant of City Melange using only the visual modality
(melange_vis) or only the text modality (melange_txt). The con guration using
both modalities jointly is denotedmelange_mmkFurther, we vary the number of
topics per user and venue. This is necessary due to the unsupervised nature of the
k-means algorithm used to obtain the topics as described in Sec 3.4. The number
of topics per user () and venue () are varied independently. In our experiments,
Ty, Ty P 11,5, 1Qu.
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3.6.3 Experimental Procedure

For evaluation, we apply a protocol inspired by the common practices in evaluation

of recommender systems. For each city, we select 100 random users to be used as
arti cial actors. For each arti cial actor, we use 4-fold cross-validation as follows:

In each fold, 25% of the venues visited by the user are withheld as test data. The
remaining venues are indicated as relevant (cf. Sectjon|3.5, step 1). The arti cial actor
then goes through 10 interaction rounds (cf. Secti5, steps 2 4). Realistically, we
expect the user to go through only a couple of rounds, so the rst interaction rounds
are the most important. In each interaction round of thenelangealgorithms, the

arti cial actor gives relevance judgment on 5 suggested users with up to 5 suggested
venues each as follows: users with previously unseen relevant venues are marked
as relevant, users with no relevant venues are marked as non-relevant. Users with
relevant venues that have all been seen before are not marked at all. The baselines
recommend venues directly. The actor receives up to 25 suggested venues per
interaction round. In the case of the collaborative ltering baselinesyrmfandbprmf,

all relevant venues are added to the actor pro le and used further to produce the next
rounds of recommendations. Theoprank algorithm does not need any relevance
indication, as it simply recommends the most popular venues without taking the
actor preferences into account.

We measure the quality of city exploration along three dimensions: type appro-
priateness of the suggested venues, time e ciency, and personalization with respect
to mainstreamness. For the rst dimension, we measure two characteristics: venue
type precision and venue type recalMenue typef each venue corresponds to the
Foursquare categories assigned to it. We use 621 ne-grained Foursquare categories,
such as concert hall, Japanese restaurant, or skate park. The venue type infor-
mation is a variable withheld for evaluation: none of the evaluated algorithms uses
the venue type information to provide suggestions. For city exploration evaluation,
we deem a suggested venue accurate as long as it matches any of the venue types
associated with the venues indicated as relevant in the rst step (cf. Se 3.5, step
1). In other words, if the actor initially indicates interest in karaoke bars and cheese
shops, any suggested venue of any of the two types is an accurate suggestmue
type precisias the ratio of the number of accurate suggestions to the total number of
suggestions in each interaction roundvenue type recall interaction round n is the
percentage of recalled actor venue types up until and including interaction round
n. As the time e ciency measure, we reportlength of one interaction round in seconds
(further denoted simply agime), which enables us to judge the interactive quality and
responsiveness of the evaluated algorithms. All reported values are averaged across all
folds and all 100 arti cial actors.

The last evaluated dimension is the mainstreamness of the recommendations.
A mainstream user should receive mainstream recommendations, which is easy to
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achieve by popularity-based approaches given that there are enough votes. How-
ever, a cionados with specialized taste should receive recommendations tailored
accordingly. To this end, we evaluate the nature of the recommendations in light
of them being mainstream or o the beaten track. To rank the venues in each city
based on mainstreamness, we use the number of Foursquare checkins, i.e., the
same information used for thepoprank method. We split the venues into 4 bins
based on their position in the popularity ranking (top 25% mainstream, top 25 50%
mainstream, top 25 50% o -the-beaten-track, top 25% o -the-beaten-track). The
ground truth bins are constructed from the true distribution of user venue visits
encoded in the user-item matrixU". Then, for each evaluated method, we take all
the venue recommendations, and construct the mainstreamness distribution of all
recommendations in the same manner as in the case of ground truth. Algorithms
that are able to match the mainstreamness distribution of the user activity within a
given city are likely to perform well in overall mainstreamness personalization.

3.7 experimental results

In the experiments, we aim to answer the following research questions:

A. Is City Melange e ective in producing recommendations relevant to the inter-
acting user?

B. How does the performance depend on the assumed number of user and venue
topics?

C. What is the contribution of each modality to the overall performance of City
Melange?

D. Does our system manage to recommend the o -the-beaten track venues as well?

3.7.1 General Performance Evaluation

The venue type precision, venue type recall, and time measures for both cities are
depicted in Figure. In the case of New Yorkmelange_mmnaintains the highest
venue type recall throughout all interaction rounds. It is also the top performer
with respect to venue type precision, only narrowly losing towrmf in the rst
interaction round (0.006 di erence in precision). However, thewrmf baseline is quite
slow: it takes roughly 7 seconds per interaction round. Our approachmelange_mm
takes 2-2.5 seconds per interaction round, which makes it a much more responsive
approach. The Amsterdam dataset is small enough for all approaches to be deemed
truly interactive, but it brings the challenge of lack of data: low venue coverage of the
city, low user activity, and low amount of data per user/venue. On the Amsterdam
data, themelange algorithms outperform the baselines on venue type precision.
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Figure 3.5: Performance comparison of themelange con gurations with the
baselines.

Curiously, poprank is the top performer with respect to venue type recall, followed
closely by melange_ mmApparently, in a dataset with only 693 venueqoprank
covers a more complete set of venue types associated with the users than in the
case of the New York dataset with thousands of venues. Howevegprank's venue
type precision is not a top performer. Overall, the results con rm that utilizing a
content-based approach towards city exploration is bene cial. Except for the case
of venue type recall on the Amsterdam datasenelangeprovides top performance
while staying responsive and interactive.

3.7.2 Analysis of User and Venue Topic Con gurations

As discussed in Secti.5, we assume that each user and venue are associated with
a certain, relatively low number of topics that we refer to as the user preferences
and venue properties. To investigate how this assumption in uences performance of
our system, in Figur we report the obtained venue type precision and recall for

a varying number of user ) and venue {) topics, averaged over 10 interaction
rounds.

The experiments show that there is a tradeo between venue type precision
and recall with respect to the number of user topics. The lower the number of user
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topics, the higher the precision and lower the recall. We believe that this is due to
the user matching strategy (a user is as relevant as her most relevant topic) and to
the fact thatall the topics of the relevant user are added to the relevant topic pro le
upon relevance indication. Higher number of topics per user allommelangeto
facilitate broader exploration, recalling higher number of relevant venue types at the
cost of precision. Conversely, withT, = 1, the user's one topic chie y represents
her dominant interest, so the diversity of venue types and thus also the venue type
recall are lowered. At the same time, the algorithm performs a narrower search,
matching the venues indicated as relevant (cf. Sect3.5, step 1) to the users with the
corresponding dominant interest, which increases precision. Regarding the number
of venue topics, T, = 1generally lowers both venue type precision and recall, = 5
seems to be slightly preferrable for higher recall, an, = 10tends to yield higher
precision. Bearing in mind the user topic tradeo , we have selectet, = 5,T, = 10,
which is the highest-precisionmelange_mrapproach withT, 1, as the general
recommended con guration. This con guration is the one shown in Figure and
discussed in Sectiorls 3.7.1 ahd 3]7.4. Changing the number of topics per user allows
us to tunemelangetowards higher precision or recall as appropriate.

3.7.3 Modality Analysis

We further investigate the merit of the multimedia-centricity of our approach in
contrast to utilizing single-modality approaches. As shown in Figur@.G, with
the right topical con guration, melange_mrs the best performer with respect to
both venue type precision and recall. Figur@.S shows the performance of the
general recommendedanelangecon guration. Venue type recall is always boosted by
multimodality, with melange_mrscoring higher than the single-modalitymelange
con guration since interaction round 1 on both datasets, remaining higher up until
very late interaction rounds (up to 50) which go beyond the 10 rounds discussed in
this section. This indicates that multimodality brings additional information gain,
rather than increasing performance by virtue of training 2 models per interaction
round only. In addition, multimodality does not harm interactivity: the cost of fusing
the modalities is minimal andnelange_mns shown to be responsive. Taking into
account venue type precision, the chosen fusion approach (Borda count) does not
seem to be universally bene cial. It does improve precision on New York data, but on
Amsterdam data, bottmelange_vis and melange_txt outperform melange_mror
most of the interactive session, despiteelange mmproviding the highest precision in
the rst interaction round. The fusion approach could thus be improved. However,
despite this shortcoming, multimodality is both e cient and e ective overall: it
generally improves the performance given the right choice of topical con guration
and does not prohibit interactivity and responsiveness.
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Figure 3.6: Venue type precision and recall comparison of the baselines wittelange
topical con gurations, averaged over 10 interaction rounds. The rectan-
gles next to each bar encode the number of topics: in the left rectangle,
the used number of user topicsI{)) is highlighted; similarly, the right
rectangle encodes the number of venue topic$,().

3.7.4 Nature of Generated Recommendations

The di erence between the true user-venue distribution of our data and the distribu-
tion of the recommendations up until interaction round 10 is shown in Figur?.
For this evaluation, we only used the New York data. Due to the low user activity on
venue-related social media in Amsterdam and the resulting sparse user-venue matrix,
we do not want to draw general conclusions about the mainstreamness of venues in
Amsterdam. Figur shows that the suggestions provided melange_mmatch
the true distribution reasonably well. Thewrmf baseline, curiously, appears to be
not mainstream enough, providing less suggestions from the top 25% mainstream
venues bin than desired, while providing too many from the top 25-50% bin.
The second collaborative ltering baselinepprmf, tends to be more mainstream
than desired, providing less o -the-beaten-track recommendation than it should.
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Figure 3.7: Mainstreamness comparison between the ground truth user-venue New
York data distribution and the venue recommendation distributions of
the evaluated methods. For each recommendation meth&gwe show
the di erence between the probability density functions of the respective
venue recommendations fr(Vs)) and the ground truth (fg(UV)).

The popularity-based baselinggoprank, is by de nition mainstream. Considering
mainstreamness of the suggested venueglangematches the true distribution the
best. Combined with its good performance with respect to venue type precision and
recall, melangeis more likely to produce o -the-beaten-track recommendations for
the a cionados and popular venues to the mainstream tourist than the competing
approaches.

3.8 conclusion

We have presented City Melange, an interactive and multimodal venue explorer
that connects travellers with venues visited by social network users exhibiting a
similar taste. Experiments show that our multimodal approach performs better than
both collaborative Itering and popular-vote-based recommenders with respect
to city exploration. The interactive nature of the method allows the actor to get
personalized recommendations within seconds. The experiments further suggest
that City Melange is capable of recommending both on- and o -the-beaten-track
locations. This is due to the recommendations being based on topical relevance
ranking: mainstream topics will rank higher for mainstream users, specialized topics
will rank higher for a cionados, as long as the actor provides consistent feedback.
The two instantiations for New York and Amsterdam demonstrate that City Melange

is capable of interactive, responsive performance on a large metropolis, while also
being capable to guide the interacting users' exploration meaningfully when data is
rather scarce. City Melange is thus shown to be a well-performing, personalized, and
information-rich venue explorer with the potential of being deployed world-wide.
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4.1 introduction

The abundance of multimedia collections has given data analysts in diverse elds a
rich new resource. For instance, multimedia collections provide forensic evidence

in cases of child abuse or terrorism. In many scienti ¢ elds, such as physics, new
discoveries are made and validated using various observations and simulations, which
are decidedly multimedia data. In the business domain, news media companies often
nd entire stories to cover in the content of social media platforms. In arts, multimedia
applications are instrumental in navigating and exploring cultural heritage collections.

In most data analytics use cases, timeliness of the results is a critical factor as insight in
the data has to lead to an action as fast as possible. For instance, a forensics expert has
48 hours to decide whether a suspect should be detained further. Likewise, a media
expert looking for stories connected to a globally-important event like the Charlie
Hebdo attack cannot wait weeks before publishing them. In such cases, decisions
are based on millions of multimedia data items and thus di cult. In short, analysts
from diverse elds of expertise need to gain understanding of increasingly large and
complex multimedia collections, and they need to gain this understanding fast. So
what is heeded to support the analytics process for multimedia collections?

To support multimedia analyticgasks, sophisticated underlying multimedia
analysigools and techniques are needed. A solid basis of multimedia analysis tool
has been presented within the multimedia community, including algorithms like
active SVM [16§] or tools like Ca e [[75]. In recent years, such multimedia analysis
methods have reached the state of being able to truly support insightful multimedia
analytics: the features are short enough to allow smooth interaction and su ciently
descriptive to allow the algorithms to operate on high semantic levels with high
accuracy. In combination with hardware developments, time is ripe for multimedia
analytics. However, which multimedia analysis techniques are the best and how to
optimize or develop them further for multimedia analytics?

To answer this question we should carefully consider the goal of data analytics:
gaining understanding about the data. This understanding, ansight as it is called
in the elds of information visualization and visual analytics165], is complex and
requires interplay of a number of factors. Insight builds up on itself and over time,
requires all or most data at hand and is often serendipito12f]. Interaction is thus
crucial: the analyst needs to navigate the collection through intelligent interactions in
order to gradually build insight and not to get overwhelmed by the scale of the data.
In the case of multimedia data, analytic tasks involve a combination of exploration
and search, and in order to build insight, the analyst needs to be able to organically
move back and forth between the two[200]. Hence, it is imperative that techniques
behind multimedia analytics support both exploration and search, as well as take into
account the various aspects of insight.



4.1 introduction 57

Benchmark Batch Relevance

tasks algorithms ] ranking >
1 : : 3
; ; ; E
Analytic Arti cial || Performance and | 2
tasks actors insight over time L
v T ? <
1 3 3 >
User Human || User experience g

tasks experts and e ectiveness,

Figure 4.1: The novelty of analytic quality (AQ), the framework proposed in this
chapter.

Evaluationis a necessary part of designing any good-quality system. The
abovementioned works, while providing a theoretical basis for insight, do not provide
any means of actually evaluating it. In the multimedia community, we are heavily
relying on a number of benchmarks and datasets enabling evaluation of the individual
methods. Examples include MediaEva®(], TRECVID [ [127], MSR-Bing IRC [ 63],
or visual sentiment ontology [L8]. These benchmarks are instrumental in establishing,
comparing, and improving the quality of the analysis. Most benchmarks focus on
the relevance of the results. Indeed, higher relevance improves analytics in general.
However, the underlying user model is only implicit and very simple: the notion
of relevance is xed, users process the top ranked results only, and the time for the
analysis is unlimited. Do the benchmarks paint the complete picture with respect to
the analytic process in which experts are interacting with the data to gain insight?

One way to look at the support of the process of gaining insight is the large
body of multimedia research on human-centered interaction and computingD].
The bulk of the evaluation in this human-centered eld is done through user studies,
where groups of real users large enough to yield statistically signi cant results typically
assess two well-de ned conditions through detailed interviews or questionnaires. This
methodology allows for gauging user experience and e ectiveness of the evaluated
method with regard to the user tasks. From the perspective of multimedia analytics
systems design, however, the space of options and possible design paths for future
systems is vast and not all these paths can be explored by full user studies. Human-
computer interaction studies are appropriate when close to a nal design, but di erent
mechanisms are needed in earlier stages.

In order to be truly able to design and assess the analytic potential of multimedia
analysis techniques, a new evaluation paradigm is needed. It should not only evaluate
the relevance of the returned results, but also the insight gain and the time needed to
acquire it. In this chapter, we therefore proposanalytic quality AQ), a time-based
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evaluation framework which evaluates the system performance and at the same time
estimates the user insightAQ uses a novel arti cial user model, which simulates
the behaviour of an analyst striving to gain data understanding. As illustrated in
Figure ,AQ brings the worlds of relevance-based benchmarks and user studies
closer together. Hence AQ is a signi cant rst step towards evaluation covering
both performance and insight aspects of multimedia analytics.

The rest of the chapter is organized as follows. Sectipn 4.2 summarizes the
related work. In Section, theAQ framework is developed along with all its
constituent components. Sectioh 4]4 showcasa® evaluation. Sectiofi 45 concludes
the chapter.

4.2 related work

This section summarizes the related work on evaluation in the multimedia community
and the related elds such as computer vision or information retrieval. Namely, we
investigate the relevance-based benchmarks, evaluation of interactivity, and existing
work on evaluation paradigms going beyond relevance alone.

The dominant paradigm are relevance-based benchmarks. Evaluation sessions
are usually not timed and fully automatic with no user involvement. The dominant
evaluation metrics are the classic and well-known accuracy, precision, recall, and
average precision. These gained traction in the information retrieval benchmarks
such as TREC[B7] and are now also widely used in computer vision benchmarks, for
example ILSVRC 45, Pascal VOC [43], or TRECVID [ [127]. Some MediaEval
tracks also involve these metric#P]. For a good reason: the main reason for
employing a multimedia analysis algorithm is to get results relevant to our intent.

Gaining insight rarely boils down to just going over a list of retrieved results.
A visual analytics study by North et al. shows that insight-based evaluation provides
richer feedback, and thus much more valuable lessons to the method designers, than
the feedback obtained from benchmark-based evaluatiotZ4]. The human cognitive
model of visual analytics by Green et al. sheds light on user insight by establishing
that a human analyst keeps a categorical model with upTo 2 categories when
reasoning about new dat@&4]. The carrier of analyst's multidimensional intent is
interaction, extensively investigated by Pike et allIBZ]. Interactivity is actively
researched also by the multimedia community. The key techniques are summarized
in a survey by Thomée and Lew|L67]. Considering evaluation, interactivity is
explicitly considered for example by the Video Browser Showdown, a competition
between user-centered video search engineB4g]. Extending the visual analytics
and interaction theory, Zahalka and Worring model multimedia analytics insight
as a set of categories of relevance de ned by the analyst hersg0]. However,
[20Q] presents only a theoretical model and does not provide any means of actually
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evaluating system performance and multimedia analytic quality. All in all, while
relevance rightfully takes a spotlight with regard to insight, there are more aspects
that contribute to the user's understanding of the data.

The multimedia-related elds are well-aware of the imperfections of relevance
alone. Indeed, the gap between relevance metrics and user preferences was con rmed
by Sanderson et al.[146]. Numerous metrics expand the classic binary relevance
paradigm, mostly originating in the eld of information retrieval. The notion of
graded relevance is embodied in discounted cumulative gain (DCG) by Jarvelin and
Kekalainen [72]. The expected reciprocal rank (ERR) of Chapelle et al. extends
graded relevance to include a simple user model, measuring retrieval quality as the
inverse expected e ort by the user to satisfy her information nee@fl]. Smucker and
Clarke introduce the crucially important notion of time to IR e ectiveness measures,
making the notion of information gain dependent on time the user needs to reach
the item, rather than its position in the list alone155]. By modelling the correlation
between the position of the item in the list and the time the user needs to reach
it, this work is one of the rst ones to consider time explicitly. These metrics are
already being used in text-based benchmarks, including a number of TREC tracks,
for example the federated Web search tracBT]. Research on evaluation reaching
beyond simple benchmark relevance is thus gaining momentum in recent years.

Multimedia analytics tasks consist not only of search, but also of exploration.
Hence, to truly evaluate the analytic capabilities of multimedia analysis methods, the
exploration component has to be taken into account. In the multimedia domain,
exploration is strongly tied to summarization: the analyst gains understanding about
the structure of the collection by seeing relevant, representative, and diverse results.
The metrics evaluating the quality of summarization again originate in the eld of
information retrieval, the most prominent examples including BLEU by Papineni et
al. [130], ROUGE by Lin [ [104], Meteor by Lavie and Agarwal 91], and pyramid
score by Nenkova et al.[119). CIDEr by Vedantam et al. automatically measures
image description consensud¥V3. Some of those metrics have been adapted by
the multimedia community. VERT by Li and Merialdo is an extension of BLEU
and ROUGE [100], while Rudinac et al. have extended the pyramid score to visual
summaries|L44]. The increasing importance of diversity is re ected in a number
of benchmarks, such as ImageCLEF 2009 [95] or MediaEval Diverse Social Images
[67]. The latter resulted in Div400, a diversity benchmark dataset [68].

Overall, the research on evaluation metrics for multimedia is active. There are
metrics covering aspects of either search or exploration. Yet multimedia analytics
is an intricate interplay ofboth The main drawback we perceive in most current
paradigms is the absence of interaction. Currently, each evaluated method analyzes
the entire collection using a relevance indication (e.g., a query or class annotation)
and returns a list of results, the entirety of which is used to compute the respective
relevance metric. In addition, the notion of relevance is static from the beginning to
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Figure 4.2: The exploration-search axis with example multimedia analytics (sub)tasks
[200].

the end. Time is rarely considered, and few approaches take into account the time
the analyst needs to invest to reach a particular result. These shortcomings, combined
with the fact that gaining analytical insight is an open-ended task involving both
exploration and search in all its phases, is the motivation for our evaluation method
developed further in the chapter.

4.3 method

This section presents théAQ evaluation framework. Sectiol discusses the
analytic task model and its implications foAQ. Section describes the arti cial
actors, i.e., the user model used b&Q. Section outlines the details of the
AQ evaluation process. Secti.4 presents the evaluation measures used by
AQ. Finally, Section provides guidelines for interpreting the results #&fQ
evaluation.

4.3.1 Evaluating analytic tasks

Our evaluation method, AQ, is built on the notion of the exploration-search axis
[200], illustrated in Figure. A user analyzing a collection builds insight over time,

i.e., her needs, intent, and the notion of relevance are changing over the course of
the analysis. Moreover, the user will be tilting back and forth between exploration
and search as the insight builds up. To complete her analytic task, the user will be
interactingvith the collection, undertaking (sub)tasks based on theeirrennotion of
relevance. Examples of these (sub)tasks are depicted on the exploration-search axis
in Figure @ Analytic categorizatiome., the task of assigning individual items into
categories de ned by the analyst, is the umbrella task for the exploration-search axis
task model ROQ]. These categories can be completely di erent than any categories
associated with the dataset itself, such as class labels or annotations. An example of
such a category could be for example suspicious activity in forensic research. This
category can encode multiple aspects in multiple modalities: e.g., presence of rearms

in the image, text description inciting terrorism, or geo location corresponding to
terrorist training camps. In order to support the evaluation of analytic tasks, the
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arti cal actors in the AQ user model need to be able to create analytic categories of
relevance, further denoted simply categories.

To de ne categories, an arti cial actor needs to make sense of the content
of the individual items in the analyzed collection. For the individual arti cial actors
to be able to do that, the items need to be annotated with content annotations, e.g.,
this image contains a person, a car, and a house , or the topics in the text are politics
and USA. However, in the analytic context, we cannot expect the collection to be
annotated. Hence, we need to collect these annotations ourselves.

To this end, we employ a so calledrbiteri.e., a black box producing content
annotations for each item in the analyzed collection. An arbiter needs to be:

~ Consistentinputting the same item twice yields identical annotations.

~ SemanticA human can interpret the annotations and judge their presence in
the item.

" AutonomousThe arbiter is self-contained, providing the annotations without
any involvement of the evaluated methods.

~ Mostly accurat&he error rate of the arbiter annotation assignment is as low as
possible.

The consistengpndition prevents randomness and ensures repeatability of
the results. Thesemanticondition is necessary folAQ to simulate actual human
behaviour. It would be technically possible for arti cial actors to operate on low-level
machine features, but given that humans rarely think in terms of these features,
such approach would hardly measure analytic quality. Theutonomousondition
ensures fairness: an arti cial actor explicitly using the same data model as one of
the evaluated methods would have an innate edge over the other evaluated methods.
The requirement for autonomy does not ensure full independence of the annotations.
For example, it may occur that a visual arbiter's concept dictionary overlaps with
that of one (or more) evaluated methods. Given that the arbiter is autonomous, the
underlying features might be correlated, but are not identical. Bearing in mind that
this correlation is hard to measure, we conjecture that having non-identical data
representations is enough to treat the method's data model as autonomous from the
arbiter data model for the purposes of evaluation. The fourth condition requires that
the arbiter annotations have to baccuratenough. This condition is also hard to assert.
However, we conjecture that the level of the state of the art in visual and text analysis
algorithms is high enough to provide meaningful annotations. This has been shown
by a number of applications, for example in interactive venue recommendatichd8].

The arbiter annotation process itself has two steps. The rst one is selecting
the arbiter. There is an abundance of excellent tools allowing fast and meaningful
content annotation. In the visual domain, Ca e by Jia et al. can be used to obtain
concepts from a convolutional deep network trained on another datas&]. In the
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text domain, a solid option for content annotation is extracting the LDA topics using
the Gensim framework [L77]. The second step involves crisp assignment of content
annotations to individual items. If the arbiter produces scores for each annotation,
these need to be thresholded to determine annotations present on each item. An
example of such crisp assignment is assignhing those concept annotations reaching
at least 80% of the maximum con dence score for each item. Once each item is
associated with arbiter annotations, the candidate analytic categories for the actors
can be generated.

The candidate categoried]) are created from the arbiter annotations as follows.
Let Aj = ta, &, ,aa,ube the set of visual, text, and metadata annotations
associated with itemi in the analyzed multimedia collectionl. Each categoryC P C,
is composed of the arbiter annotations associated with the categofy) and the set
of all items belonging to the category (denotedc):

C= tAc,|CU (5)

The categories of each item P | correspond to all subsets @&; except the
empty set. Indeed, if we take for instance an iteimwith A; = tblood, firearms u,
we want to associate it not only with the categoryt blood , firearms u, but also the
categorytblogd uand the categorytfirearms u. Let P (A;) denote the power set of
AjandA; = 5 P(Aj). Ccisthen:

o}
Cec= tAc,tiliplAAc,, Ajuu (6)
ACpA|Z?

If necessaryC; can be further pruned to contain only those categorieS P C.
for which |I¢| is above a certain threshold. All actors will draw their categories from
Cc. In the further text, random draw from C. is a shorthand for uniformly drawing
an item from the set and removing it. The removal is done to foster the diversity
of the individual arti cial actors. The resulting set of candidate categorigs; is the
source of analytic categories for the arti cial actors described in the next section.

4.3.2 Arti cial actors

The AQ user model operates wittarti cial actorsi.e., computer agents interacting
with the evaluated method and simulating user behaviour. The arti cial actors are
built on three cornerstones: analytic categories, changing notion of relevance, and
limited time. The analytic categories are obtained from the candidate categories set
(Co) de nedin Section. The actors change their categories of relevance over
time, modelling the dynamic nature of insight. The limited time adresses the real-life
need for timely analysis. The conjunction of these factors addresses the aspects of
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insight by North [[123]. Providing arbiter annotations of multiple modalities and

de ning analytic categories as compounds of these annotations simulatemplexity
since the actors are using all of the data channels or at least most of them. The
arti cial actor model allows for both incremental evolution of the categoriesdepth

and abrupt category changessérendipily Relevancies embodied in the very mode of
interaction, where each actor guides the evaluation session based on what items are
relevant to the current category de nitions. In this section, we describe the four-step
probabilistic process of generating the arti cial actors.

Step 1: Initial actor categories . In the rst step, the set of categories of
relevance C?) is established for each actaP A. As mentioned in Sectior] 4.2, a
study by Green et al. indicates that a human analyst can operate with uprto 2
categories of relevanced4]. Each arti cial actor's number of initial categories is thus
an integer uniformly drawn from the [1, 9] interval. Each of the initial categories is
in turn uniformly drawn from C..

Step 2: Number of insight changes . Once the initial C? is established, we
need to determine the number of insight changes, dsreakpoinighe actor will make
throughout the session (denoted ass). The maximum number of these breakpoints
(ng®) is a parameter to be chosen based on the domain of expertise: for example, a
casual user browsing celebrity photos will typically have a shorter attention span and
focus than a medical scientist analyzing a medical dataset, resulting in a highfg#.

In our method, we account for di erent kinds of users within the same domain of
expertise. To this end, we propose a simple user behaviour model. A portion of the
actors issingle-mindedwith a clear purpose from start to end, i.enf® = ng = 0.
The rest isvolatileand have theirng determined in a probabilistic manner. We treat

a breakpoint as a rarely occurring event, and hence drawg from an exponential
distribution with | = 'r?gq—%? This distribution ensures that increasingly large values

of ng are drawn with decreasing probability (a number of volatile actors will actually
be single-minded with ng = 0). The value ofl ensures that 90% of the actors will
have theirng  ng®*. The remaining 10% accounts for the unpredictability of user
behaviour; we cannot assume a crisp upper bound fiog in any domain.

Step 3: Insight change times . For each breakpointb P tby, ..., byu, we
need to determine the time when it occurstg). The value ofty is again probabilistic:
since insight is serendipitous, occuring unexpectedlit23, it is not fully predictable.
However, insight is also deep and it takes time to build ilR3]. Thus, given ng,
we can expect the session to be divided i + 1 segments of roughly equal length.
Let tggg = ﬁ denote the length of each segment assuming the breakpoints are
equidistant. For thei-th breakpoint by, we draw t, from a normal distribution
Ni(m,s), settingm = i tsegands = itsaq The value ofm expresses the centering
of individual breakpoints on equidistant time ticks. The value o$ is motivated
by the desire to leave su cient time between breakpoints to build up insight (the
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deep characteristic). To assert su cient segment length, we want the majority of
the t, draws to fall within 3tsdgseconds of the mean. Using the three sigma rule,
setting 3s = %tgggensures that 99.7% of the drawn values fall within the desired
time interval.

Step 4: Insight change actions . The last aspect of the actor's insight scenario
to be determined is the type of the insight change and the associated action. These
actions have to account for both depth and serendipity of building insight: the
changes can range from incremental to abruptlR3. Thus, in our actor model,

we account for 6 distinct insight change events with equal probabilities for each
breakpoint:

Action 1: Add categor¥f |C? 9, a category is randomly drawn fromC; and
added to theC?2. Otherwise, replace category is performed.

Action 2: Remove categotf/|C? i 1, a category is uniformly drawn from
C2 and removed from the set. Otherwise, replace category is performed, with the
removal step being enforced.

Action 3: Replace categoriyerforms remove category followed by add
category.

Action 4: Expand categorigeplaces categorZ P C? with a category whose
associated annotations are a superset of those associatedQvitfor example, the
{dog} category will get replaced by the {dog, house} category. CSYP is established
as the set of annotation superset categories:

CS“p=tCkPCC|[13PCa:AC€ ACkU (7)

Then, a category is uniformly drawn from CSYP, replacing that category inC? whose
annotation superset it corresponds to. If there are multiple such categoriesCity
one is selected randomly with uniform probability. IfCSYP = ? | add category is
performed instead.

Action 5: Reduce categoReplaces category C P C2 with a category whose
associated annotations aresallset of those associated wit@. For example, the
{forest ,river }category will get replaced by the {forest }category. The reduction
process is an analogy to the expand proceG8“ is established as the set of annotation
subset categories:

CUP = tC PC,|DCPC?: Ace Agu (8)

Then, a category is uniformly drawn from CSU® to replace a category whose annota-
tion subset it corresponds to. If there are multiple candidates for replacement, the
reduced category is again uniformly drawn. 1C3'® = ?  remove categdsyperformed
instead.
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Action 6: Change categorigeplaces category C P C? with a category C; P C.
whose associated annotations are of the same size and contain at least one annotation
associated with categonyC. For example, the parrot , rainforest } category
will get replaced by the {parrot , savanng category. C°", the set of candidate
replacements, is formally de ned as:

ch — a. |AC|: |AC|
= P PC?: K
C C«PC.|DCPC AcXAc 2 ©)
Once C®" s established, an existing categofy P C? is replaced. IfC°" = ? , replace
categorys performed instead.

The arti cial actors capture all key aspects of the multimedia analytics process.
They operate with multiple categories of relevance, which are not de ned by the
evaluated method, but externally, using arbiter annotations. This simulates the real
user's ability to de ne the categories herself. Moreover, the arti cial actors address
all enumerable characteristics of insight as de ned by NorttlP3]. The arti cial
actor model thus provides a user model conforming to multimedia analytics task and
interaction theory.

4.3.3 Evaluation pipeline

The pipeline of AQ is depicted in Figur. In the preparation phase, we need
to generate candidate categories of relevance (cf. Sec.3.1) and construct the
arti cial actors (cf. Sectio). Each method is evaluated using the same session
time (ts) and the same set of actoré\( the number of actors to be generated is
denotednp). The value ofts depends on the domain and/or purpose of the evaluated
method. For instance, the sessions in a system for casual exploration of social network
content will typically be shorter than forensic investigations, warranting a smalleg.
Considering na, we posit the defauliny = 100. This value is a trade-o0 between
having enough actors to capture nuances in the insight gaining process and o set
the stochastic generation process on the one hand, and not having too many so that
the evaluation time stays reasonable. The thilQ parameter to be considered is
the time it takes an actor to process one itentf. This simulates the time cost of
processing individual items by a human analyst, which is certainly higher than if the
machine would be allowed to iterate over results uninhibited. Indeed, even in rapid
serial visual presentation (RSVP), users have been shown to only be able to perform
basic processing (e.g., is this an orange?) on 5 15 images per second, as shown
by Van der Corput and Van Wijk [[17(]. To the best of our knowledge, there is no
decisive study on the correct value otf. For AQ, however, the main implication

is thatt? remains the same across all methods. For simplicity, we posit the default
t8 = 1s. If necessary for the domain of expertis@,, andt? can be both treated as a
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Figure 4.3: The AQ evaluation method pipeline.

free parameter. Once the actors are generated and the session time is established, the
evaluation itself can start.

Each evaluation session is rst divided intsegmentse., time periods between
the insight changes by the actors when the actor's categories of relevance are constant.
A sub-session is ran for each segment, and each involves two parallel execution threads:

~ Actor threa@xecutes the arti cial actor's interaction with the evaluated method.

" Observer threadcords the progression of the actor.

Each session starts with the rst query by the arti cial actor and runs unin-
terrupted until ts is reached. The time the evaluated method takes to produce the
results is thus included in the session time.

The actor thread starts with the evaluated method suggesting items to the
actor. Then, the actor indicates which items are relevant according to the current
categories of relevance. An item is marked as relevant if it belongs to at least one
category of relevance, and as not relevant otherwise. After processing each item, the
actor sleeps fot$ seconds before proceeding further to simulate the time needed
by a real user to process the item. Once the actor has given a complete relevance
indication over all items suggested by a method, a time check is performed. If the
elapsed time is greater or equal tR, the actor thread stops and records the set of all
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items (A(t)) and the set of all relevant itemd)(t)) seen by the actor in the segment.
Otherwise, the thread goes back to the rst step, asking for new suggestions from
the evaluated method.

The observer thread records the progression of the actor thread at certain
equidistant time points further calledicks The length of each tick,ty, depends orts,
and as such is also dependent on the domain and/or purpose of the evaluated method.
At each tick t, the observer thread snapshots two sets: the set of all items seen by the
user @(t)), and the set of all relevant items seen by the us8i({)). Note that the
ticks start counting at the start of the session, rather than the start of each segment.
The recorded values per ticks and segments are used to compute the resultsf

Once all sessions are complete, t#€) measures are computed. The measures,
described in Sectiof 4.3]4, take into account relevance, as well as other characteristics
of multimedia analytic quality, namely the speed of the method, the diversity of
the suggested items, and how well is the analyst able to estimate the percentage of
relevant items in the collection. Finally, in Secti05, we explain how to interpret
the results.

4.3.4 Evaluation measures

In this section, we describe the evaluation measures collectedA®. SinceAQ is a
time-based evaluation method, each of the measures is a function of time. This allows
for unbiased test of the analytic capabilities of the evaluated methods: measuring
performance by recall steps does not re ect the computational e ciency of the
evaluated method AQ provides a clear overview of the methods' performance with
respect to both relevance and e ciency.

The natural starting point is judging the relevance of the items suggested to
the user by the evaluated method. For this, we use the classic metrics which have
been the cornerstone of multimedia analysis evaluation for years: recall and precision.
Let I, be the set of relevant items in the collection anB(t) the set of relevant items
seen by the actor up until timet. 1 denotes the entire collection, andXt) corresponds
to the set of items seen by the actor up until time Recall (R(t)) is de ned as:

L10] (10

R(t) =

Precision (P(t)) is:

P(t) = 1R (1)] (11)
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These two metrics have time and again proved their mettle with respect to
judging the relevance of the results. Another analytic consideration is the diversity of
the results, as already considered by the diversity benchmarks and datasets mentioned
in Section. An exploring analyst will want to see as many di erent kinds of items
as possible. In general, it is di cult to evaluate diversity. Fortunately, foAQ, we
can utilize the arbiter annotations. LeA denote the set of all arbiter annotations,
and A(t) the set of annotations encountered in the seen items up until timeThe
measure ofdiversity (D(t)) of results shown to the actor is then de ned as:

|R(1)]
|A]

D(t) = (12)

A notion which is rarely taken into account by benchmarks is the evaluated
method's speed with respect to producing the results, despite e ciency and respon-
siveness being a crucial requirement for many multimedia analytics systems. Since the
evaluation sessions iAQ run uninterrupted, the time the evaluated method takes to
produce results occupies an important portion df and as such should be evaluated.
Let |P(t)|max = ttt—?u denote the maximum number of items that the actor could

have processed by timg, given the time to process 1 itemtg). The throughput
(T(t)) measure is then the ratio of the true number of items seen by the actor to the
theoretical maximum:

_ 1)
|P(t) mx

The last important concern that we consider in this chapter is the ability to
estimate the ratio of relevant items per category to the size of the entire collection.
This ratio has been shown to greatly a ect the perception of precision-recall results
[66], so it is imperative thatAQ reports it. Giving the user a correct impression about
the ratio is also important for analytic purposes. For example, consider a medical
scientist wanting to establish the percentage of patients with cancer. An analytic
tool that she uses to explore the collection of body scans should be able to give her a

correct estimate throughout the exploration. LeR&: = % denote the size of the set

of the items in categoryC P C?relative to the entire collectionl and RS:(t) = ll%(%

denote the relative size estimate based on what the actor has seen up until time
Using these values, we can enumerate how much the relative size estimate over- and

T(t) (13)

underestimates the true value by computin chs(ct) and RZ;S(:t)' respectively. For the

purposes of our measure, we treat over- and underestimation equally. Tiedevance
percentage estimate (RPE(t)) measure for actoris then the minimum of these

two values, averaged over all relevance categories of the actor:
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1 . . BPc(t) RP:
RPHEt) = — min , 14
"= e ™ RRRPe() 4

For each of those measures, a value per each actor needs to be determined. Let
R2 denote the nal value of measuréX for actor a. T and D are computed for the
entire session at once by design, and heng& = T(ts) andB2 = D(ts). For R, P,
and RPE the value for actorais the average over all segmensggin the actor's set
of segments (denoted,):

1 5
Ra= X(tseg, X PtR,P,RPEU (15)
|Sal sePS,
Let R denote the nal value of measuréX. The nal value for each measure

X P tR,P,D, T, RPRuis then the average of values per actor:

13
= — R XPtRP,D,T,RPEU (16)

NA pa

The analytic quality measure q,,,) of the evaluated methodn is then the
vector of the individual nal values:

aq,, = (R,B,B,$,RPE (17)

4.3.5 Interpretation

Rather than being a single metricAQ is acollectiomf metrics. Each of them captures

a di erent aspect of the analytics process and can be easily interpreted. Apart from the
classic presentation of the results in a table, an especially strong tool for interpreting
results is theime plof plotting time on the x axis and the individual measures on
the y axis. For the time plots, individual values are computed per observer time tick,
showing the development of the measures with respect to time with ne detail. The
time frame provides a fair analytic comparison of individual methods by showing the
naked truth about what the analyst sees and can work with at timeThe traditional
recall-step-based plots, on the other hand, can easily disguise shortcomings with
respect to key analytic aspects. For example throughput: as long as the method
provides more relevant results, it is always shown to be the best, even if it is unusably
slow. This can result in a warped view of the performance of the individual methods.

Comparing two sets of measures to assess ranking of multiple evaluated meth-
ods might be di cult. To tackle this problem, we propose AQS'™, which learns the
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key aspects of the interplay between individushQ measures. Leaq3, denote the
vector of AQ measures corresponding to methooh and actora:

aq? = (R? B2, 52 %2 RPEY) (18)

Computing AQ™ for method m then involves the following steps:
1. Collect AQZ, 4. the set containing theAQ vectors for all actorsa P A obtained
by a random baseline, which always suggest a uniform random sample from
the collection (without repetition):

o
AQraand = aqraand (19)
aPA

2. Collect AQ#%,, the set containing theAQ vectors for all actorsa P A for all

evaluated methodsn P M :
o]

AQfy = agp, (20)
mPM
aPA
3. Train a linear SVM model using the vectors inAQ#%, as positive training data

and the vectors inAQfanq/ as negative training data.
4. For each methodm, AQ/™ is equal to the SVM score assigned am,,, by the
model trained in the previous step.

The intuition behind AQS'™ is as follows. The linear SVM model ts a sep-
arating hyperplane into the space oAQ measures such that the margin between
positives (the actual evaluated methods) and the random baseline is maximal. We
want our evaluated methods to be as far from this separating hyperplane (and thus,
from the random baseline), as possible. Hence, comparing two methods, the one
with higher AQ®'™ wins. The di erence between the AQs'™ values of the random
baseline and the evaluated methods also indicate the bene t of using the methods
over a simple random baseline: the higher the di erence, the betteAQ®'™ thus
provides easy, powerful, and non-parametric aggregation of th®Q measures for

easy comparison of methods.
Overall, using AQ measures has a number of distinct advantages. They provide

rich information beyond simple relevance. Taken into account separately, they shed
light on the evaluated methods' performance with respect to distinct key analytic
aspects. Time plot analysis provides a fair comparison of methods, and it is easy to
compare how the individual methods fare in di erent stages of the analytic session.
AQ>Y™ provides a simple way to aggregatAQ measures for the purpose of ranking of
individual methods. Moreover, individual AQ measures can be selected or discarded
based on their importance to a specic purpose. This applies to all interpretation
techniques presented in this section. Combining the time-based nature of tA&)
measures with the insight-centered arti cial actor model employed to obtain them
yields a much broader and richer perspective of the evaluated methods' capabilities
than the classic benchmark paradigm and shedding light on the potential insight
gain by a real user.
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Table 4.1: Showcas&Q results.

Method R P T D RPE
random | 0.037 | 0.014 | 0.999 | 0.443 | 0.405
vis 0.263 | 0.134 | 0.532| 0.218 | 0.105
txt 0.186| 0.070| 0.977 | 0.397 | 0.271
mm 0.203 | 0.138 | 0.465| 0.239| 0.108

Table 4.2: AQS'™ results forsearclprecision and recall) an@xploratior{precision
and diversity).

Method | AQSY™, search AQSY™, exploration
random -0.11 0.12

Vis 1.73 0.85

txt 1.02 0.45

mm 1.39 0.87

4.4 showcase

In this section, we demonstrate the capabilities &#Q on an example analytic task.
Note that AQ itself is independent of this showcase example, both in terms of task
de nition and the evaluated methods. For the showcase task, an urban planner
employed by the municipality of Amsterdam has downloaded a dataset of 20,000
Flickr images with their associated text related to Amsterdam. Her task is to quickly
assess heighbourhood decay: deserted and/or poorly maintained buildings, gra ti,
waste, loiterers etc. She wants to discover which neighbourhoods are problematic
and what the problems are. The analytic session starts with the analyst providing
three relevant examples of a multimedia item capturing a problematic aspect, i.e.,
with a query by example. Then, the session proceeds with the analyst going over
the multimedia items provided by the analytic system, exploring the collection and
interacting with the system throughout the session, steering the ow of the task by
her current notion of relevance.

In our showcase, we want to see whether it is more bene cial for the analyst
to use a system guiding her using a simple interactive learning algorithm, or if she is
better o just selecting items at random. As designers, we want to see the build-up
of quick insight, setting ts to 15 minutes. For the other two parameters, number
of actors fip) and time to process 1 itemtﬁ), we use the defaults, i.eny = 100,

t? = 1s. To evaluate the methods, we emploAQ. We are interested in the overall

picture AQ paints. Since neighbourhood decay is a wide semantic notion, we will
be looking at the performance of the individual methods with respect to using a
broad image concept/topic dictionary. More speci cally, we want to assess individual
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methods' capabilities with respect to both exploration and search, as the analyst in
our case will need both: exploring the city and seeing diverse neighbourhoods, but
also being able to search for speci ¢ signs of neighbourhood decay matching her
relevance criteria.

The data processing step involved collecting the arbiter annotations and the
visual and text features to be used for the interactive learning method. Since we are
interested in the methods' performance on varying images, we opt for arbiter models
that have been shown to work well on natural images and general text corpora. As the
arbiter visual annotations, we used the 1000 ImageNet visual concepts provided by
the Inception convolutional deep net conceived by Szegedy et aL@2], the winning
entry of ILSRVC 2014. As the arbiter text annotations, we employed latent Dirichlet
allocation to extract 100 latent topics using the Gensim frameworid77]. As the
visual features for the interactive learning method, we use 15k concepts provided
by a custom Inception network retrained to provide annotations for all ImageNet
classes with more than 200 examples. The text features for the interactive learning
method are 300 latent topics again extracted using Gensim [177].

The random baseline (further denoted amndormn) simply returns a uniform
random sample of the collection. The interactive learning method we use is a simple
linear SVM model trained on the visual modality only (further denoted ags ), a
linear SVM trained on the text modality only ¢xt ); or two linear SVM models, one
per modality, whose results are fused using Borda countifn The interactive learning
method is seeded by three relevant examples provided by the user before the start
of the session. After each relevance indication by the user, the interactive learning
algorithm updates the positives and negatives, retrains the model accordingly, and
provides its item suggestions based on the retrained model. All methods return 5
results at a time for the user to process. Each item can be seen up to one time, i.e.,
the user sees no repeated suggestions.

The AQ results are summarized in Table 4.1. If we would look at the results
through the optics of the classic relevance-based paradigm, the clear winnerigs,
winning over all competitors signi cantly in recall while being a very close second
to mnon precision. All intelligent learning approaches dominate theandombaseline
on precision and recall. However, a broader look at all the components Af) reveals
that there are analytic components like diversity and relevance percentage estimation
where randomranks rst. These seem to be correlated to throughput, emphasizing
that important elements of analytic quality can be dependent on the performance
of the algorithm. In addition, random due to it's fairness in selecting suggestions,
covers a wider range of di erent kinds of items in the collection. These aspects of
multimedia analytics are neither shown nor enumerated by the classic evaluation
approaches.

To judge the exploration and search capabilities of individual methods, we
obtain the respectiveAQSY™ scores. We aggregate precision and recall for the search
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AQsY™M following the classic relevance-based paradigm. For the exploratié&@s'™,
we use precision and diversity. TheAQS'™ scores are summarized in Tab@.z.
AQ3Y™ con rms the intuition with respect to search, which is purely relevance-
basedyvis comes out strongly on top,mnsecond,txt third. The randombaseline
is scored far from the intelligent learning methods, con rming the big gap with
respect to relevance. In the exploration casenpulls slightly ahead ofvis , which
exactly re ects the situation when looking atD and P individually in Table . The
gap betweenrandomand the winner is much smaller than in the case of search. This
re ects that the randombaseline is actually very strong in one of the characteristics
and it is not as easy to discriminateandomfrom the intelligent learning methods as
in the case of searchAQsY™ is thus shown to provide a meaningful, comprehensive
purpose-based ranking of methods.

The time plot of individual AQ metrics (Figure) gives additional insights
with respect to the development of the metrics over time. Ldt= 150s be roughly
the boundary of the early stage of exploration. Drawing this boundary, as shown
in Figure [ZEII allows easy comparison of individual methods in the early vs. the
late stage. In the precision plot, we notice thahnis strongly dominant in the early
stage. After that point, the precision ofmmand vis remains similar until the end
of the session. This can be interpreted aweing very strong in the pure query
response phase when the notion of relevance is constant. At the same time, it is
lackluster in adapting to the insight changes, since it experiences the sharpest drop out
of all intelligent learning methods. This gives a suggestion for improvement: since
the model works well with a small number of positives/negatives and much worse
with more, introducing decay to keep only the last few relevance indications might
improve the performance. The recall plot con rms the modality synergy of thanm
algorithm in the early stage and shows thahnis being signi cantly dragged down
by the underperforming txt method in the later stages. The diversity plot reveals
that the solidtxt performance is not re ected in themnmethod at all. The recall and
diversity analyses give yet another suggestion: since the text modality is bene cial
only initially, switching it o in the mmnalgorithm after a certain time might be
considered to increase performance. As a side e ect, this would increase throughput,
which is also desirable. Overall, the time plot analysis reveals key strengths and
weaknesses of individual algorithms, providing design insight into what to improve
and what to exploit.

Compared with the classic evaluation taking into account only precision and
recall or derivations thereof (MAP, F-measure etc. AQ o ers a much broader
overview. In our case, it was able to characterize the four evaluated algorithms,
pinpointing which techniques are more suitable for exploration and which for search.
Moreover, the AQ analysis highlighted particular aspects to focus on in the case of
mmmethod, which can be used to further improve its performance. This would not
have been possible by just comparing individual values across evaluated methods,
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Figure 4.4: AQ time plots with t = 150s marking the boundary of the early stage
of the session.

as is the case in the classic benchmark paradighQ thus not only revealswhich
method is the best, but, unlike the classic evaluation approaches, also gives insights
into the why.
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45 conclusion

In this chapter, we presented\Q (analytic quality), a novel paradigm for multimedia
analysis method design and evaluation. It signi cantly expands on the classic relevance
evaluation paradigm by adding a number of real-life analytic considerations to the
table, namely time, interactivity, and user insight. The time-based nature &Q
provides both the method designers and the end users with a picture about the analytic
capabilities in a realistic time-limited setting, removing the strong assumption that the
analyst will go over all the results. Including interactivity and evolving insight into
the user model mimicks real user behaviour. This, in conjunction with using multiple
evaluation metrics, each capturing a di erent aspect of the method, provides a much
more detailed feedback and conclusions for further design improvement than just
comparing two values of mean average precision. Another distinct advantage is the
modularity of AQ. Metrics of interest can be selected for di erent method purposes,
and new ones can be easily collected from the arti cial actor sessions on demand.
Moving multimedia analysis evaluation towards realistic analytic settings involving
end users is certainly desirableAQ is a leap forward on this path, bringing new
challenges to the multimedia community which the computer vision and machine
learning communities cannot yet address.
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5.1 introduction

Multimedia collections have become sources kifiowledge a large and ever-growing
number of scienti c and applied domains. A large research e ort is being devoted
to making the knowledge in large-scale collections more available. The dominant
approach revolves around search. Indeed, the search engine is currently the main-
stream interface of interaction with multimedia collections. The search-centered
retrieval approaches utilize state-of-the-art models, often based on machine learning,
to construct a semantic index of the data and o er interactivity by query-response
pairs. This is suitable for cases when the user has a clear information need and is able
to formulate it as a precise query. However, what if the analyst wants to explore the
collection, looking for the question to ask? What if she wants to structure or catego-
rize the data herself, and not according to the structure given by the search engine's
index? Such cases require a long process of meaningftgractionvith the collection

in order to iterativelybuild the knowledge according to custom analyst-driven data
categorization.

To o er broad analytic capabilities, multimedia systems should support inter-
active, open-ended tasks where the objective is the analyst's knowledge gain. In
her interactive session, the analyst usually alternates between exploration and search,
structuring the data. The analyst's knowledge gain is thus captured ircategorization
of the collection. Notably, for the categorization to capture insight, it must be de ned
by the analyst herself, and not beforehand by the syste@0[)]. To truly be able to
support various interactive solutions for tasks enhancing the analyst's knowledge
gain, we set a number of requirements. The rst group relates tperformancand
comprises three main requirements:

"~ Interactivity The user must receive suggested results within seconds at most.

" Scalability The user should be able to interact with even very large-scale
(Web-scale) collections.

~ Availability. The interactions of one user must be handled by only one work-
station.

The interactivity requirement enables iterative knowledge gain: by interacting
with a responsive interface, the user can build up her knowledge step by step based
on the ow of relevant data from the system. Non-responsive interfaces, on the other
hand, often result in the user abandoning the analysis altogether. The scalability
requirement is especially important in light of the fact that as collections grow to
Web scale, obtaining collection-wide human annotations required by supervised
approaches becomes infeasible. Semi-supervised, user-driven approaches that scale
well do not su er from the lack of annotations and thus have a potential for large-scale
collection analysis. The interactivity and scalability requirements combined have
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an implication for computational e ciency: for interactivity to scale properly, the
computations must complete irO(N) time in the worst case (whereN is the size of

the collection). Indeed, given that large-scale collections comprise millions to billions

of items, it is di cult to conceive an approach scaling superlinearly withN that
completes in interactive time. The availability requirement is set to make interactive
knowledge gain approaches accessible. Indeed, it is expensive and wasteful to tie
entire computational clusters or distributed systems down in order to complete an
interactive session. In this work, we consider the availability requirement satis ed
when the method operates on a single contemporary high-end workstation (16 cores,
64 GB RAM).

The second group of requirements relates to thieformation relevantm the
user and again consists of three requirements:

" Relevanceérhe data items suggested by the machine must be relevant to the
user's request.

~ ComprehensibilityThe machine features must have a semantic meaning that
the user can understand.

~ Adaptivity. The user must not be required to follow a data structure or hierarchy
de ned by the system.

The relevance requirement is, unsurprisingly, a necessity for the knowledge
gain: if the user does not receive relevant data, she cannot build up any knowledge,
deems the method useless, and abandons the analysis. The comprehensibility re-
guirement relates to the fact that the objective of user knowledge gain cannot be
accomplished without the user understanding the data she interacts with. Under-
standing the features the machine uses for the analysis enables the user to understand
the interaction process as a whole, in turn enabling the user to input the invaluable
context and her expertise into the process. The adaptivity requirement addresses
the need for the user to be able to structure the collection herself. Structuring the
collection is an integral part of user knowledge gairill23,200. Requiring the user
to follow a precomputed structure pigeonholes her into a certain way of thinking,
which is undesirable.

Interactive multimodal learning is a good t for supporting tasks ranging from
open-ended exploration to precise search through analytic categorization, which
has a machine learning counterpart in classi catior2D(]. Therefore, interactive
classi cation adapting to the analyst's categorization takes the spotlight. Interactive
learning sessions, using techniques such as relevance feedback or active learning,
elicit training data labels from the user directly and train the model based on them
[64]. The user is able to steer the analysis directly through selecting relevant and
non-relevant items based on her expertise. The iterative nature aligns with the
iterative nature of knowledge build-up. While the interactive learning paradigm is
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valid, the classic relevance feedback and active learning appro&a), [designed for
much smaller collections than those we face nowadays, must be revised to t current
needs and meet the six requirements.

Concerning scale, currently the major challenge in the multimedia community
is the Yahoo Flickr Creative Commons 100M (YFCC100M) collection, comprising
over 12 TB of multimedia data [L6€]. Its sheer size places a heavy load on computa-
tional resources and impedes interactivity. In addition, as collection sizes grow, the
discriminativeness of feature vectors decays: more items will have (nearly) identical
feature vectors, making them indistinguishable from each othe4.[59,[140]. The
body of work on the analysis of the dataset is steadily increasi¥®]80]. YFCC100M
has become the central dataset in a number of benchmarks, e.g., the MediaEval Plac-
ing Task [89, 28], and the topic of workshops such as MMCommonsI0]. Most of
the work to date, however, employs entire computational clusters for the analysis,
violating the availability requirement.

To the best of our knowledge, no work currently meets all six requirements.
How to support interactive solutions for the wide variety of tasks related to knowledge
gain in multimedia collections satisfying the six requirements is the research question
addressed in this chapter. Therefore, we develop Blackthorn, an e cient interactive
multimodal learning approach for large-scale collections originally introduced in
our previous work [197]. Blackthorn, conceptually depicted in Figur, brings
the following contributions enabling it to ful Il all six requirements outlined above:

1. A compression method reducing the size of semantic representations by up
to order of hundreds while preserving most of the semantic information and
reducing the number of parameters to minimum.

2. Incorporation of feature selection methods improving the information preser-
vation capabilities of the compressed representation.

3. Revision of the interactive learning process for the large-scale case: building up
on the compressed representation and incorporationg good practices, the com-
putational complexity is reduced such that large-scale analysid 00 million
multimedia items) completes in seconds.

The rest of this chapter is organized as follows. Secti@]S.Z summarizes related
work. Section presents the data compression method. Sec 5.4 describes the
adaptation and optimizations to the interactive learning process. Sectjon|5.5 outlines
the protocol of the experimental evaluation of our method, while Secti@ﬁ discusses
the experimental results. Secti.? concludes the chapter.
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Figure 5.1:Interactive learning with Blackthorn. The components of interactive
learning innovated by Blackthorn are marked

5.2 related work

In response to the rapid growth of digital collections, a number of approaches fa-
cilitating more e cient search and exploration have been proposed. Informedia is
an early example of a system enabling retrieval, summarization and organisation of
video collections [L79). In the years that followed, interactive learning (e.g., relevance
feedback, learning new concepts on the y) has been proven invaluable for improving
multimedia information retrieval [64]. The research e orts of the community on
interactive search and browsing were concentrated around benchmark initiatives
such as VideOlympics/158] or the Video Browser Showdown [149]. However, the
collections considered in these benchmarks are much smaller than the one considered
in this chapter. Most of the state-of-the-art approaches employ entire computa-
tional clusters to facilitate interactive or near-interactive analysis of the data. This is
true not only for indexing-based approaches such as the content-based indexing of
YFCC100M [[7€], but also for analytics approaches such as active buckag.[The
algorithmic e ciency component of these approaches boils down to reducing the
number of items for which the similarity is computed, reducing the dimensionality

of data representation, or simplifying the similarity computation.

Recently, a large body of work has focused on the scalability of image retrieval.
Early work demonstrated that exack-nn search techniques severely su er from the
curse of dimensionality and that their performance degrades rapidly as soon as the
dimensionality of the vectors becomes high enouglil]. Around the turn of the
millennium, the emphasis therefore turned to approximate methods for trading o
speed against accuracy. For example, several recent works from the multimedia and
computer vision communities rely on embedding visual feature vectors in binary
space to compress the data and reduce the distance computation tli%%3, [74, 98,
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122,1181,203. Depending on whether the distances between a query and items in the
collection are computed directly in binary space or a real-valued intermediate space,
these approaches can be categorised as symmetric or asymmetric. Each category has
its own merits: performing distance computation directly in binary space is generally
faster, but it sacri ces search accuracy.

LSH is a well-known scalar-based indexing technique/]; it has been suc-
cessfully applied to many contexts (e.g., s€E3B, [161]). The NV-tree is another
scalar-based method, which has been shown to signi cantly outperform LSI94];
the NV-tree only requires one eighth of of the processing time of LSH, while
only storing about 6 bytes per vector. Product quantization is a family of vector-
based quantization schemes, which decompose the high-dimensional space into
low-dimensional subspaces that are indexed independently, thus producing very
compact code-words [f3,[79,[190]. Another approach applies Map-Reduce to index
up to 30 billion high-dimensional descriptors in a distributed settingI18§]. This is
a simple, yet scalable vector-based quantization method which neither requires a
conversion to binary space nor a dissection of the high-dimensional descriptors.

While these approaches for scaling up image retrieval were proven e ective in
k-nearest neighbour search, their applicability in analytic tasks remains limited for
at least two reasons. First, state-of-the-aktNN search approaches such as binary
hashes or product quantization are not suited for classi cation, which is an essential
component of most analytic platforms. Moreover, in many analytic tasks search and
exploration are alternately performed, which requires updating, summarizing and
re-partitioning of the collection based on user interactionsZ00]. Such operations
require preservation of the original vectors or signi cant portion of information
contained in them. The existing approaches do not focus on analytics, but rather
establishing an e cient search structure over the dataset. Novel approaches are
needed for building such representations and deploying them e ciently in analytic
tasks.

5.3 data representation

The rst step in any analysis of a multimedia collection is constructing the data
representation. In the interactive setting in general and multimedia analytics in
particular, it is highly desirable that the user can understand the representation.
Therefore, this chapter focuses on semantic representations that assign semantic labels
to the data in the visual and text modality, for example visual concepigtg] or LDA

topics for text [15]. Additional information channels, such as geo coordinates, time,

or metadata are semantic per se and can be represented without compression.

The main problem we face with a multimedia collection with 200 million
items is the sheer size of the representation. Assuming 1000 visual concepts, 100 text
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topics, and 8 B as the size of one oating-point number, representing a dataset of
100 million items requires roughly 880 GB of RAM, which is prohibitive. This size
must be drastically reduced for the method to ful Il the scalability and availability
requirements. Moreover, the comprehensibility and adaptivity requirements must be
borne in mind. In this section, we describe a data compression method that greatly
reduces the representation size and satis es the requirements with only modest
information loss.

Fortunately, state-of-the-art semantic label representations of multimedia data
are generally e ectively sparse, i.e., most of the concept and topic scores are zero or
negligible. This allows the utilization of sparse representation practicd8H]. Let x
denote a feature vector of lengtim; that represents one multimedia item in a particular
modality. When using a sparse representation, instead of recording @l features,
we represent each itenX by a tuple(S, 1) comprising S= t@x; Px | xj i Ou, the
set of non-zero feature scores, and= t@ P [1,n¢] | x; i Ou, the feature indices
corresponding to the scores irs. In this section, we describe how to further reduce
the size ofX by feature selection (Sectio. 1) and how to compress the selected
features into a compact, e cient representation (sections 5.3.2 3.3).

We note that sparse representations using semantic labels are not the only ones
used by the state of the art in multimedia analysis and related disciplines. This is
especially prominent in computer vision: dense representations that represent each
item by the output of an intermediate layer in a convolutional neural network are
widely used. While we design Blackthorn for sparse representations, in this chapter
we also conduct experiments on Blackthorn using dense visual features for the sake
of completeness of the analysis.

5.3.1 Feature Selection

In the general large-scale collection case, the data volume reduction through sparse
encoding alone (i.e., encodingk as(S, 1)) is insu cient. Therefore, to provide a

truly scalable compressed data representation, we must select only a small number
of features per modality to represent each item. Formally, this comprises selecting
t; features according to some feature ordering (denot&d = tog, 0p, . ..,0n,U). The
process produces a reduced set of feature sc@es tXq,, Xo,, - - - Xo, U and the

corresponding feature IDsIt = to;,0,... .0, U for each item in each modality.
The adaptivity requirement results in the need for an unsupervised feature selection
approach. Given the size of target collections, the approach has to come at minimal
computational cost. In this section, we describe the three feature selection approaches
of Blackthorn.

The rst one is the top-feature selection: for each item in each modality,
the top t; features sorted by value are taken to represent the item. This is a very
straightforward method aligned with the established practices [188].
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The following two feature selection approaches aim to address the value im-
balance across di erent features: some features may tend to score consistently higher
than others, but at the same time they might not be the descriptive ones. In the
visual domain, this has been identi ed as an issue associated with semantic concepts
[5,143. In this work, we combat this value imbalance by considering feature values
not only within one item, but also relative to the other values of that feature in the
dataset. Thehresholded selection for each featurd rst determines the signi cance
thresholdor each feature de ned as); = ny + s¢, where ny ands; are the feature
mean and standard deviation across all items, respectively. Then, for each i¥em
we consider only those featureg; that have high values relative to the other items,
i.e., those which surpass their respective signi cance threshold & qg;). The item
is represented by the tops features that pass the threshold, sorted by feature value.

The third method is the TF-IDF selection, inspired by the eponymous time-
tested information retrieval method, which has also been successfully deployed in
concept-based video representatiod#3]. For each featurex; of item X, the TF-IDF
scoret df (x;) is described in Equatiol>( is the feature vector,J Kis the Iverson
bracket, andN is the number of items in the collectionC):

N
tdf x; = x; log 1+ 2 21
f ¢ log oXp | M siK (21)

The TF portion corresponds toXxs, the value of the feature itself. The IDF
portion determines the feature's rarity, representing the ratio of the items in the
collection where the feature is strongly present (using the same signi cance threshold
as in the thresholded selection): the lower the ratio, the more discriminative the
feature is. The features in each item are sorted byf (x¢) in descending order, and
as before, the topi; features sorted by value are selected to represent the item. The
TF-IDF selection takes into account both the feature value itself and the distribution
of the feature values for each feature.

5.3.2 Compression and Decompression

After the feature selection is completed and the tdp features per item are selected,
the data must be compressed. This section describes the compression method used by
Blackthorn, as well as the decompression allowing the reconstruction of the features
as dictated by the second requirement for interactive learning representations.

Sparse encoding means that for each of thefeatures, we must encode the
feature ID and the feature value. The memory required for representing the tdp
features in each modality depends on three parameters: the valug pthe number of
bits required to encode the feature ID (denoted;), and the number of bits required
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Figure 5.2: The ratio representation, encoding the top-valued featurd=(), feature
IDs (1 ), and ratios between subsequent featurds)(

to represent the feature valueb(). The value ofly in turn depends onny, the total
number of features in the original feature sety = rlog, nss The value ofb, depends

on the decimal precisionp required for the recorded valueb, = rp log, 10s. Note

that this assumes feature values between 0 and 1, which can easily be achieved by
normalization.

The straightforward way to sparsely encode features is to directly encode
the feature value in one bit eld and the feature ID in another. Indeed, this is the
paradigm used in the rst version of Blackthorn[L97]. Whilst this poses no problem
for encoding the feature IDs, the selection op is di cult, which raises an important
issue with respect to accuracy and compactness. Wheis too low, many features
fall below the decimal precision ofp and are encoded as zeros, increasing the loss of
information and wasting storage space. Whep is too high, the information drop is
alleviated, but the compactness of the representation su ers. Dynami¢or di erent
items impairs random access to the features per item. Therefore, a di erent solution
is needed.

To alleviate the decimal precision problem, we introduce theatio represen-
tation , schematically depicted in Figur2. The ratio representation uses three bit
elds. The rst eld, F, encodes the feature identi er and value of the strongest
feature directly, as the value of the strongest feature is the starting point of the ratio
representation. The decimal precision of the strongest feature's encoding and the
corresponding bit cost are henceforth denoteg; and b, ;, respectively. For each
successive feature, the bit eld encodes the feature identi ers, and theR bit eld
encodes theaatio between thei-th feature score 2 @ i @ n¢) and the preceding
(i 1)-th feature score. Thus, thep parameter does not determine the maximal
decimal precision of the encoded features anymore, but rather the lowest possible
ratio, or the maximal allowed value drop between any two features. Note that this
makes thep parameter much less constraining, as given that the value drop between
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the features is less thap orders, we are now able to encode feature scores with
arbitrary decimal precision.

The compression operates as follows. Lb§; denote the number of bits
required to encode the top feature score in the bit eld and p; the decimal precision
pertaining to the encoding of the top feature. Further, lef ] denote the rounding
operation, _ the binary OR operation, and! the left bit shift operation. The
construction of theF , 1 , andR bit elds is described by Equation§ 32, 23, arjd P4,
respectively.

F = [10" s]_ (i1! byi) (22)
att

I = (ik! (k 2) b) (23)
k=2
att

R = 10 X 1k 2) b (24)
k=2 Sk 1

Most of the original feature vector can be reconstructed by decompressikg| ,
and R, with the features outside the topps set to 0. Let® denote the binary AND
operation and" the right aritmetic bit shift operation. The feature ID decompression
for the k-th feature is de ned in Equation[25 k = 1) and Equation26 2= k= ty).
The feature score decompression for theth feature is de ned in Equation k=1
and Equation28 & ko ty).

d(in) = F" by (25)

d(i = (1" ((k 2 )~ 22 1 (26)

d(s;)) = F~ 2 (27)
k 2 R" i A by

d(s) = d(s1) ( ) bvl)op o 1 (28)

j=0

Note that d(s,) does not allow for equal-time random access to theth feature
score. This constitutes the computational price for the ratio representation. However,
since the compressed representation is designed to be decompressed sequentially to
obtain the entire feature vector, this is not an issue: we can simply keep the running
feature score in one extra variable whilst decompressing. This very minor memory
demand is more than outweighed by the advantage of arbitrary decimal precision
brought by the ratio representation.
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Figure 5.3: The Ratio-64 representation encoding the visuaM) and text (T') features.
For each modality,F encodes the rst feature value and IDl. andR are
each a collection of 64-bit integers. In thei-th slot, | encodes théd-th
feature ID, while R encodes the ratio between theth and thei 1-th
feature value.

5.3.3 The Ratio-64 Representation

Currently, most machines are 64-bit, making it desirable to match the actual size
of the F,I and R bitelds as de ned by Equations 22[ 2B anfl 34, respectively.
Aligning the bit elds with the 64-bit architecture boils down to choosing ts, p1, and

p accordingly. The selection must be made bearing in mind;, the total number of
features, and the corresponding;.

Encoding F in one 64-bit integer is more than su cient, becauseb, 1 = 64 b
leaves more than enough bits for higtp;: for example, in the case of feature sets
with n; @ 16384 by = 14, which makesb, ; = 50, allowing the encoding of the top
feature score with the decimal precision of 15. Encodinl is straightforward: each
feature ID requires exacthyb; bits, making the total cost of encoding the feature IDs
in | equal tot; by. Encoding R requires checking the decimal precision required
to encode the minimal ratio between any two features in the dataset and setting
b, accordingly. Encoding R in i 64-bit integers boils down to encodingf = t%‘u
feature score ratios per integell. is encoded analogously.

The memory-e cient Ratio-64 representation , depicted in Figur, only
requires 2i + 1 64-bit integers per item and modality. TabI compares the
uncompressed representation with the Ratio-64 representation. With= 1, the
representation is 183.5x smaller than the uncompressed representation and allows
tting 1.25 billion items into 60 GB of memory. The number of preserved features
depends on the values df, and by, which is intrinsically tied to the data itself.
Assuming the space-generous caselpf= b, = 14 (allowing for p = 4 andn; up to
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1item 100M 60 GB
Uncompressed 8.81kB 880.8GB 6.8Mitems
Ratio-64,i = 1 483 B 4.8 GB 1250M items
Ratio-64,i = 5 176 B 17.6 GB 340.9M items
Ratio-64,i= 10 336B 33.6 GB 178.5M items
Ratio-64,i= 15 496B 49.6 GB 120.9M items

Table 5.1:Comparison of the memory cost of Ratio-64 and the uncompressed rep-
resentation: the memory cost of 1 item, the memory cost of 100 million
items, and how many items tinto 60 GB.

16,384),f is then equal to 4, enabling the preservation of tens of features per item.
The ratio paradigm ensures that arbitrarily low values can be preserved. Note that the
features are selectqger itemnot for the entire dataset. Thus, no features get discarded
en bloc based on dataset-wide statistics. The valua &f subject to experimentation in
this work. With its design, the Ratio-64 representation aligns with the requirements
for large-scale interactive multimodal learning set in the introduction.

5.4 interactive learning

The compressed representation is a necessary condition for interactive analytics
on large scale multimedia collections, but not a su cient one. To facilitate large-
scale interactive multimedia analytics, the interactive learning process itself must be
optimized. In this section, we describe the performance optimizations considered in
this chapter.

An interactive multimodal learning session consists of a number ioteraction
roundseach with 3 steps:

1. Aninteractive classi erG (per modality) is trained on a set of examples provided
by the user.

2. Using G, the unlabelled items in the collection are scored.

3. The top r results are returned to the user. Using late modality fusion, this
requires to fuse the rankings across modalities to obtain the nal top

The process requires aimteractivelassi er, i.e., one that can be trained during
each interaction round without violating the requirements outlined in the introduc-
tion, especially interactivity, relevance, and scalability. As a result, not all classi ers
are suitable. For instance, deep nets, which are very much embedded in the state of
the art in multimedia analysis, computer vision, and information retrieval, are out of
the question: they generaly take too long to train on large datasets and require more
than a few judgments provided by the user.
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A user typically produces tens of examples per interaction round at most. As a
consequence, the set of training examples does not scale with the size of the collection
(N). We consider two variants of training. The rst one is training on the original
data, loading the uncompressed features for the training samples on demand. This
approach utilizes the full information contained in the features, but random access
to the le containing the uncompressed features (as they cannot be kept in RAM)
may scale sub-optimally with collection size. The second variant is training on
the decompressed Ratio-64 features. This provides faster access, but the training
algorithm has access to incomplete feature information due to the information loss
incurred by the Ratio-64 representation. The e ect of using the decompressed data
or original, uncompressed data is subject to experimentation in this work.

The time cost of steps 2 and 3 increases dramatically as the collection grows
larger. Compression and e cient implementation do not alleviate this problem
on their own. To tackle this problem, Blackthorn considers two optimizations
of the interactive learning process: an adaptation of the classi er scoring method
exploiting the structure of the compressed dataset, and modality fusion with reduced
computational overhead. Both follow the established good practices in the multimedia
community.

Adapting the scoring method to suit the compressed Ratio-64 representation
means scoring the items directly in the compressed space without expanding each
of the vectors into the original vector space. This is straightforward for classi ers
that employ a dot product of a weight vector and the feature vector to score an
item, such as SVM, perceptron, or linear discriminant analysis. For such classi ers,
the dot product computation can be sped up by iterating only over those feature
coordinates actually recorded in the Ratio-64 representation of the item, instead of
all coordinates of the original feature space. Expanding the compressed vector into
the original feature space yields no bene t, since all non-recorded features are 0 and
iterating over them has no e ect on the value of the dot product. To demonstrate the
speed-up, consider for instance the linear SVM and its scoring function (Equat@ 29,
w is the SVM weight vector andb the bias):

s()=w'x+b (29)

Assuming equal computational cost of addition and multiplication for the sake
of simplicity, this costs2n; + 1 arithmetic operations per item and modality. Given
a semantic representation with 1000 visual concepts and 100 text topics, this amounts
to 2001 operations for the visual modality and 201 operations for the text modality.
Using the Ratio-64 representation, only thd i encoded features carry any value.
Iterating over those features only yields the scoring function in Ratio-64-compressed
space ) de ned in Equation [30}:
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ts

sc()= 7 wyiy d(s) +b (30)
k=1

The feature ID decompressions cost 2 mathematical operations each (cf. Equa-
tion @ except the rst one, which costs 1 operation (cf. Equati5). The feature
score decompressions cost 4 operations each (cf. Equ@n 28), except the rst one,
which costs 1 operation (cf. Equatiohj?). On top of the decompression, the score
computation comprisest; + 1 additions andt; multiplications. This amounts to
8ty 3 mathematical operations per item and modality. Sindg ! ns, sc is faster
than s by up to orders of magnitude. For example, in the case oE 1,f = 6, a
visual concept dictionary of 1000 concepts, and text topic dictionary of 100 topics:
s¢ performs 37.7x fewer operations in the visual modality and 3.7x fewer operations
in the text modality, while producing exactly the same result.

The second aspect requiring attention is late modality fusion, which has been
long established to perform better than early fusiofLlb9]. With a straightforward
approach, this require©(N log N) time, which is higher than theO(N) complexity
of scoring. To reduce the total complexity toO(N), we follow the protocol of the
top-r list rank aggregation 41] in order to obtain the top r relevant results. For
each modality, the top-scoringn (with r @ n ! n) results in that modality are
nominated to the nal ranking by iterating over the data once and checking whether
each respective item quali es for the topr (O(N) time). The multimodal ranking
is obtained by performing rank aggregations on the nominated item®(nlog n)
time). Becausen ! N, modality fusion is essentially computed in sublinear time.
Optimized modality fusion in combination with e cient scoring ensures that all
stages of interactive learning complete i®(N) time.

5.5 experimental setup

In the experimental evaluation of Blackthorn, we aim to answer the following
guestions:

1. What is the overall speed-up of Blackthorn compared to state-of-the-art meth-
ods in the interactive learning setting?

2. How does Blackthorn compare to the state of the art regarding the ability to
produce relevant results?

3. Which combination of Blackthorn's parameters yields the best performance?
4. Does Blackthorn work with dense feature representation as well?

5. How does Blackthorn scale compared to state-of-the-art methods in the inter-
active learning setting?
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Positives Negatives

Suggestions

Figure 5.4:Example items involved in the rst interaction round performed on the
YFCC100M dataset by the actor interested in items from Prague. In
[197], none of the suggestions were regarded as relevant for the evaluation,
despite the semantically similar content.

In order to evaluate the individual optimizations/parameters proposed in this
chapter and their e ect on Blackthorn's performance, the experiments are conducted
on a number of variants of Blackthorn. The Blackthorn variants based on the
optimization used are namedt #FEATSEL_#TRAIMFEATSEIs a label for the
feature selection used (cf. Secti.l), which can have three valwegft for
the top-feature selectionthres for the thresholded selection, antfidf for the
TF-IDF selection. #TRAINs a label for the feature variant used for the training of
the interactive learning classi er (cf. Sectio4), which can have two valuegcmp
whenever the original, uncompressed features were used for the training acwmp
whenever the compressed features were used. Further, we varyitlef. Sectio)
and n (cf. Section) parameters:= t1,5,10,1%,n = t100,500,1000 The f
parameter has been set fo= 6 based on the nature of the data in accordance with
the practice outlined in Section 5.3]3, i. e., checking the decimal precision required
to encodeR.

In the experiments, we compare Blackthorn with two approaches re ecting
the state of the art. The rst one is the standard relevance feedback appro&tj [
(henceforth denotedrf_standard ), which is still being used in the interactive learn-
ing scenario to this day. Given that Blackthorn is essentially optimized relevance
feedback, sacri cing the accuracy of the feature representation for speed, this al-
lows us to evaluate how favourable Blackthorn's accuracy-speed trade-o is. The
second approach uses product quantization3, [79, [19Q] to compress the features.
Product quantization is the most applicable state-of-the-art technique in the con-
text of interactive learning, despite the fact that interactive learning cannot make
use of its e cient search structure. Following [73], we split the feature vectors in
m subvectors, replacing each with the respective cluster ID resulting from a sub-
quantizer partitioning the feature space intd clusters. We opted form = 12 and
k = 1024 This choice is motivated by the good practices outlined in7@3] (large
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k and smallm is better than the other way round). In particularm = 12 ensures
rf_pq is on par with the e cient con gurations on Blackthorn compression-wise,
andk = 1024is reasonable regarding both compression quality (cfZ3], Fig. 1) and
computational speed. As the quantization algorithm we use a randomized quantizer
that establishek random samples from the collection as centroids and assigns each
item to the closest centroid. In other words, we perform 1-step random-initialized
k-means, establishing a Voronoi partition of the feature space. The choice of this
simple algorithm is dictated by the dimensionality of quantizing a large-scale dataset,
which is both time- and memory-consuming. The resulting representation is then
used in a standard relevance feedback setting. This approach is further denoted
rf_pqg . Comparing Blackthorn with rf_pq pits Blackthorn's Ratio-64 representation
against a compressed representation widely used in state-of-thedalNIN search.
Note that the features obtained by product quantization violate the comprehensibility
requirement. Also note that the experiments are meant to gauge the e ciency of
product quantization in the context of interactive learning only, not to evaluate
product quantization as a whole.

As the instantiation of the interactive classi e, we use linear SVM [R9]
for all three approaches. The main reason is that linear SVM still remains the most
widely adopted interactive classi er, appearing in a number of recent state-of-the-art
works, e.g., [85,/116]. As discussed in Secti@A, deep nets, which are currently the
mainstream classi er in multimedia analysis and especially computer vision, take too
long to train and are thus unsuitable in the interactive setting. All approaches are
implemented in C and use the VLFeat implementation of the SVM [172].

Interactive learning in the multimedia analytics context is notoriously di cult
to evaluate, due to the di cult benchmarking of insight-driven analysis. Indeed,
every user proceeds to di erent insights through di erent means, which is di cult to
capture in objective benchmarks. Since this chapter focuses on the learning process
in general, and not on a particular interactive system, a user study is not an option,
as it is very di cult to isolate the e ect of using an improved learning method from
the e ect of the interface on the user. Therefore, the evaluation of Blackthorn's
e ciency is inspired by the Analytic Quality paradigm [[199], employing a large
number of automated computer agents (aactorssimulating user behaviour. These
actors simulate the actions of a human user in the classic relevance feedback scenario:
each round manually selecting relevant and non-relevant items and submitting the
selection to the relevance feedback algorithm, which returns the items deemed most
relevant for the next round of the user's consideration.

Since there are no annotated datasets suitable for multimedia analytics eval-
uation, let alone ones on the order of hundreds of millions of items, we resort to a
custom evaluation task performed on YFCC100M. The evaluation task is to retrieve
items pertaining to a large city in an interactive session bassolelyon visual and
text content. This task is inspired by the MediaEval Placing TasB9, 28], one of the
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main multimedia benchmark challenges revolving around the YFCC100M dataset.
However, note that the task is quite di cult. Its only purpose is to compare the
general interactive learning approaches with each other. In this chapter, we do not
strive to outperform the state-of-the-art localization approaches built for the purpose
of the Placing task.

We de ne the actors that shall interact with the evaluated algorithms as follows.
First, we sort world cities in descending order by the number of associated items in
the 2016 test dataset of the Placing task. Each actor then corresponds to one city in
the top 50, and its set of relevant items is de ned as all items within 1000 kilometers
of the city centre, corresponding to the largest radius considered in the Placing
task. This large radius has been chosen to counter the problem encountered in the
initial iteration of Blackthorn [[197] and illustrated in Figure, where the methods
were penalized for returning reasonable, semantically similar suggestions that did not
come from exactly the same city, but from a culturally and architecturally close city.
For each actor, 50 sessions are conducted. The initial relevance indication in each
comprises 100 uniform random samples from the actor's relevant items as positives
and 200 uniform random samples from the collection as negatives. In each interaction
round, the evaluated algorithm retrains the model and suggests 25 items to the actor,
i. e.,r = 25for all experiments. Those suggestions that are contained in the actor's
relevant item set are added to the set of positives for the next interaction round. The
set of negatives for the next round contains 100 uniform random samples from the
collection.

Two datasets were used for the evaluation: the Placing 2016 test set and
YFCC100M. With 1.5 million items, the Placing test set is rich enough to provide
a challenge for the algorithms and reasonably sized to allow for comparison of
rf_standard with the Blackthorn variants. We experiment on the Placing test set to
answer the rst four experimental questions. The second dataset, YFCC100M, is used
to gauge the scalability of Blackthorn to truly large datasets. Note that YFCC100M is
too big to be handled byrf_standard . A persistent approach with the data stored on
disk is not an option, since the amount of 1/O operations would cripple any attempt
at interactivity.

To provide a broader, general overview of the algorithms' performance, two
di erent semantic representations were used in each of the two modalities for both
datasets. In the visual modality, we extracted the 1000 ILSVRC ImageNet concepts
[145] and the 365 Places2 concept(€], both using a GoogLeNet convolutional
neural network [162]. In addition, we also experiment on the dense 1024-dimensional
features obtained as the output from the average pooling layer of each respective
GoogLeNet. This allows us to showcase Blackthorn on dense features which are
commonly used in the computer vision community. However, we consider the
dense features auxiliary and focus on the sparse concept features in greater detail.
The reason for this is that the average-pooling features violate the comprehensibility
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requirement posited in the introduction: they are meaningless to the interacting user.
In the text modality, we extracted 100 LDA topics directly from the YFCC100M
corpus, as well as 100 topics obtained by applying the LDA model constructed on
the Wikipedia corpus [1]. The LDA extraction was conducted using the Gensim
framework [178].

Bearing in mind the selected feature representations, we instantiate the Ratio-
64 parameterstg, by, by 1, tf, f ,i, cf. Section3.3) as follows. We set these parameters
equally for both modalities for the sake of simplicity. The highest number of features
(n¢) is 1024, corresponding tdy = 10. We seth, = 10as well, as this is su cient for
encoding all ratios in all the datasets. Th® ; parameter is set to 54, which allows
for a very generous encoding precision and uses all 64 bits of the top-valued feature
(F) bit eld. Given the b,, f = 6 and thus, for each modalityt; = 6i + 1.

To gauge the performance of the evaluated algorithms, we report four evalua-
tion measures re ecting the requirements of an analyst:

" Time per interaction round
~ Precision at interaction round
~ Recall after 10 interaction rounds

~ Recall over time

Time per interaction rouislthe alpha and omega of interactivity, not merely
a measure of computational e ciency or convenience for the user. Indeed, for an
algorithm to be interactive, the time per interaction round cannot exceed a couple of
seconds, as dictated by the interactivity requirement. The time per interaction round
encompasses all three steps de ned in Sec PAecision at interaction rouwadcts
the need for the algorithm to produce relevant items in the individual interaction
rounds to engage the analyst. Indeed, if the algorithm goes through long dry spells
with respect to relevance, the analyst quickly loses con dence in its analytic capability,
again increasing the likelihood of the user ending the session prematureRecall after
10 interaction rounds ects the cumulative information gain after the early stage of
the analysis. However, this does not re ect the time needed to arrive at that particular
information gain. Recall over timeaptures both timely analysis and user insight gain.
Indeed, the more relevant items the analyst sees and the earlier she sees them, the
better. We report the algorithmic recall over time, not taking into account the time
required by the user to process the results. This is due to the user processing time
being highly volatile and in uenced by factors beyond the scope of this work, such
as the interface of the system implementing the algorithm.
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imagenet (concepts), yfcc100m precision recall time

rf_standard 0.176  6.6210 4 4.72s
rf_pg (n= 100 0.106 1.6110 4 0.03s
bt_tfidf_ucmp (i = 1,n= 1000 0.191 6.1710 * 0.09s
bt_tfidf_comp (i = 5,n= 1000 0.180 6.1910 4 0.14s
bt_thres_comp (i = 1,n= 100 0.154 46710 % 0.07s
imagenet (concepts), wikipedia precision recall time

rf_standard 0.214 7.9810 4 4.65s
rf_pg (n= 100 0.105 1.6110 * 0.03s
bt_tfidf_comp (i = 1,n= 1000 0.200 7.4410 4+ 0.09s
bt_tfidf ucmp (i= 1,n= 100 0.186  7.0910 4 0.06s
places365 (concepts), yfcc100m  precision recall time

rf_standard 0.184  7.4810 4 3.07s
rf_pg (n= 1000 0.104 1.6810 4 0.05s
bt_tfidf_ucmp (i = 10,n= 1000 0.193 6.6210 4 0.17s
bt_thres_ucmp (i = 5,n= 1000 0.192 6.6710 * 0.10s
bt_thres_comp (i = 1,n= 100 0.154 4.6910 4 0.05s
places365 (concepts), wikipedia  precision recall time

rf_standard 0.211 80710 4 3.07s
rf_pg (n= 1000 0.104 1.6910 4 0.05s
bt_tfidf_ucmp ( i= 1,n= 500 0.202 7.7510 4 0.05s
bt_thres_ucmp (i = 5,n= 1000 0.195 7.9010 4 0.10s
bt_thres_ucmp (i = 1,n= 100 0.194 7.6710 4 0.04s

Table 5.2:Precision, recall at 10 interaction rounds, and time per interaction round
on the placing test dataset, using the sparse concept scores as visual features.

5.6 results and discussion

Table summarizes the precision, recall after 10 interaction rounds, and time per
interaction round using sparse visual features, i.e., the visual concept scores. For the
sake of brevity, we report up to ve results per combination of featuresf_standard ,
therf_pqg con guration with the highest precision/recall, the Blackthorn con gura-
tion with highest precision, the Blackthorn con guration with highest recall (if it
is di erent from the previous one), and nally the fastest Blackthorn con guration.
The results clearly reveal that speed and e ciency are Blackthorn's forte. The fastest
con gurations of Blackthorn consistently complete one interaction round in under a
tenth of a second, which is on par with the slightly fasteff_pq , and yields a massive
speedup of 61.4 77.5 compared td_standard 's barely interactive 3 4.5 seconds.
Blackthorn's speed-up answers the rst experimental question quite convincingly.
Regarding the second experimental question, Ta.2 shows that relevance-
wise, Blackthorn is on par or sometimes better thari_standard and much better
thanrf_pq in all cases. This means that the information loss incurred by the Ratio-64
representation is very modest in the worst case and even turned into an information
gain in the best case, making the information loss-speed trade-o quite favourable.
Out of all four feature set combinations, Blackthorn preserves at least 93% of the preci-
sion achieved byf_standard and increases the precision to 108% of standard 's
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Figure 5.5:Recall over time, Placing test dataset, ImageNet visual features,
YFCC100M LDA topics.

in the best case. Regarding recall at 10 interaction rounds, Blackthorn achieves 89
98% of that achieved byf standard . However, when recall over time is taken into
account, Figur clearly showcases that Blackthorn dominates bothstandard
andrf_pqg already from the early interaction rounds. Note that all highest-scoring
Blackthorn con gurations with respect to precision and recall use either TF-IDF or
thresholded feature selection, validating the feature selection approaches presented in
Section. Thus, the answer to the second experimental question is that Black-
thorn is able to provide relevant results comparable or better than the best baseline,
incurring minimal information loss further alleviated by feature selection.

Figure plots the e ect of the choice of parameters on Blackthorn's perfor-
mance. Each bar corresponds to the average of all results achieved by con gurations
on the given feature combinations with the given parameter (varying the others).
Remarkably, thei parameter has very little impact on precision and recall, and higher
i does not appear to translate to better semantic descriptiveness. This is in line with
the human perception of visual and text information: only a few concepts describe
an image; only a few topics describe the associated text. Given that higheli-
rectly translates into increased time per interaction round, it is overall advisable to
choose low values of. Since the Ratio-64 representation allows easy selectiorf of
minimizing encoding errors, the encoding problems related to the previously free
decimal precision parameteil97] are not an issue. Regarding, higher n tends to
lead to higher recall and mostly also to higher precision (certainly when going from
100 to 500). Similarly to the case df higher n leads to higher time per interaction
round. Thus, n can be viewed as a trade-o parameter. Regarding feature selection,
thresholded selection slightly outperforms top-feature selection on precision and
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Figure 5.6: The e ect of parameter choice on Blackthorn results (Placing test dataset).

recall, while being itself outperformed by TF-IDF selection. Thresholded selection is
noticeably faster than the others. This is due to it introducing additional zeros in the
features and as a result encoding less information in total. Generally, it is advisable to
pick TF-IDF selection for maximizing precision/recall, and thresholded selection for
maximal speed. Regarding the feature variant used for SVM training, using the un-
compressed features tends to have an edge over the compressed features with respect
to precision and time per interaction round. Overall, while some parameters have
higher impact than others, the parameter choices allow customization of Blackthorn
and design choices for the speed-accuracy trade-o axis.

Table summarizes the results of experiments with the dense visual features,
i.e., the outputs of the average-pooling layer of each respective deep net. Blackthorn
results are on par withrf_standard , despite the Ratio-64 representation design
heavily favouring sparse features: Blackthorn achieves 87 96%rbfstandard 's
precision and 85 94% of the recall, whilst maintaining the massive speed-up. Sim-
ilarly to the case of sparse visual featurek,pq is shown to be fast, but inferior
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imagenet (AP), yfcc100m precision recall time
rf_standard 0.191  7.2910 * 4.34s
rf_pg (n= 1000 0.106 1.6910 4 0.05s
bt_thres_comp (i = 5,n = 1000 0.175 6.8710 * 0.13s
imagenet (AP), wikipedia precision recall time
rf_standard 0.208 93710 4 4.15s
rf_pg (n= 1000 0.106 1.7210 4 0.05s
bt_thres_comp (i = 5,n = 1000 0.199 8.5610 4 0.13s
places365 (AP), yfcc100m precision recall time
rf_standard 0.172 59010 * 4.44s
rf_pg (n= 1000 0.103  1.6410 * 0.05s
bt_thres_comp (i = 5,n = 1000 0.150 51210 4 0.13s
places365 (AP), wikipedia precision recall time
rf_standard 0.195 82410 % 4.35s
rf_pg (n= 1000 0.103 1.6410 # 0.05s

bt_thres_comp (i = 5,n= 1000 0.174 7.0210 4 0.13s

Table 5.3:Precision, recall at 10 interaction rounds, and time per interaction round
on the placing test dataset, using the dense average-pooling (AP) visual
features.

with regard to relevance in comparison with both Blackthorn andf_standard .
Interestingly enough, the best Blackthorn results on each combination of features in
the dense case are achieved by the same parameter con guration that suits the dense
features well. Indeedj = 5 accounts for the necessity of recording more features

in the dense case compared to the sparse case favourirg1l. The thresholded
feature selection is the one emphasizing features with exceptional values the most,
which is valuable when we need to discard a large number of feature values per
item. Overall, whilst Blackthorn does not bring information gain when using dense
visual features, we believe the answer to the fourth experimental question is that
even though Blackthorn was not designed for dense features, it performs adequately
on them with respect to relevance while maintaining the speed-up brought by the

e cient Ratio-64 representation.

Regarding scalability, Blackthorn succeeds with respect to interactivity: on
the entire YFCC100M dataset, thé = 1 con gurations take between 0.8 and
1.1 secondsper interaction round. The performance with respect to relevance is
adequate. The precision at interaction round ranges from 0.09 to 0.39. Notably,
the higher values in this range surpass those on the smaller Placing test dataset. We
have two explanations for this. Firstly, the Placing test dataset is speci cally designed
to o er a challenge in determining places around the world, unlike the general
YFCC100M dataset. Secondly, the precision numbers report the performance within
the 25 suggestions each round, i.e., the absolute top of the ranking corresponding
to very early precision. In this case, using the entire YFCC100M dataset o ers a
larger pool of relevant candidates, which in the top-25 case appears to outweigh
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the proportionally increased size of the set of negatives. Indeed, one actor in the
100M setting corresponds to roughly 4.5 million relevant items on average, which

is three times the size of the entire Placing test dataset and we still need only
the top 25, because the user's capacity to process items interactively does not scale
with the dataset. The recall after 10 interaction rounds ranges froh 10 ° to

4 10 °. Note that the apparent small values are caused by the sheer size of the
actors. The parameter in uence on the results on the YFCC100M dataset mirrors
the one on the smaller dataset shown in Figu@ﬁ, with one notable exception:
training on the original uncompressed features (thacmpcon guration) su ers
from crippling feature le random access times, which increase the length of one
interaction round to tens of seconds. Thus, in the large-scale case, the model should
be trained on compressed features at all times. Blackthorn is much stronger than
rf_pg on the large dataset: whilstf_pq is slightly faster than Blackthorn at 0.7
seconds per interaction round, the precision and recall values of Blackthorn are
much higher: rf_pq reaches precision of 0.04 0.05 and recall & 10 ¢ 3 10 °.
These scalability results complement those reported in the previous iteration of
Blackthorn [[197]. In this work, we have increased the tolerance for the distance
from city center, focusing on generally semantically similar results, whereas the
previous results without the increased tolerance correspond to a more specialized,
needle-in-the-haystack approach. Overall, Blackthorn is shown to be scalable, as it
is able to produce relevant results in truly interactive time on large-scale data.

5.7 conclusion

In this chapter, we have presented Blackthorn, an e cient interactive multimodal
learning chapterwork which supports full interactive-learning-based analysis of large-
scale collections with up to 100M multimedia items. The Ratio-64 compression
method of Blackthorn is shown to massively reduce the size of multimodal features.
In addition, it not only preserves most of the information contained in the original
features, but combined with feature selection at times yields better interactive learning
performance than the original features. Blackthorn yields a massive speed-up in
comparison to the competing relevance feedback algorithms. The experiments
further show that Blackthorn is suitable for the analysis of Web-scale datasets. It is
able to learn on the y from the user-provided training samples, and one interaction
round on a collection with 100 million items takes roughly a second. Its high

e ciency and low resource cost would also support multi-category exploration with
proactive suggestions by the system. The analysis can be performed on a single
standard high-end workstation with 64 GB RAM and 16 CPU cores. In order to
foster further research, the Blackthorn software package has been made available
as an open-source tool. In conclusion, Blackthorn is a step forward towards fully
harnessing the wealth of information contained in large-scale multimedia collections.






CONCLUSION

6.1 summary

This thesis investigates the role of the machine multimedia analytica discipline that
combines visual analytics with multimedia analysis algorithms in order to unlock the
potential of multimedia collections as sources of knowledge in scienti ¢ and applied
domains 27]. Speci cally, the central research question of this thesis is how to enable
the machine to assist the user in the knowledge gain objective of multimedia analytics.
The thesis presents four works contributing towards the answer to this question.

Chapter@ focuses on how to connect the theories of the constituent elds of
multimedia analytics into a singlanultimedia analytics mod&he size and importance
of visual multimedia collections grew rapidly over the last years, creating a need
for sophisticated multimedia analytics systems enabling large-scale, interactive, and
insightful analysis. These systems need to integrate the human's natural expertise
in analyzing multimedia with the machine's ability to process large-scale data. The
chapter starts o with a comprehensive overview of representation, learning, and
interaction techniques from both the human's and the machine's point of view. To this
end, hundreds of references from the related disciplines (visual analytics, information
visualization, computer vision, multimedia information retrieval) have been surveyed.
Based on the survey, a novel general multimedia analytics model is synthesized. The
model features semantic navigation of the collection as its key aspect and multimedia
analytics tasks are placed on the exploration-search axis. The axis is composed of
both exploration and search in a certain proportion which changes as the analyst
progresses towards insight. Categorization is proposed as a suitable umbrella task
realizing the exploration-search axis in the model. Finally, the pragmatic gap, de ned
as the di erence between the tight machine categorization model and the exible
human categorization model is identi ed as a fundamental multimedia analytics
topic. Thus, this work structures interactions and techniques from visual analytics
and multimedia analysis into a uni ed model, as well as providing a task model and
challenges for multimedia analytics.
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Chapte@ provides arinstantiation of the multimedia analytics miadbe domain
of venue recommendation. This chapter propose§jty Melange an interactive and
multimodal content-based venue explorer, that allows gaining insight into venues in
a particular city. Our framework matches the interacting user to the users of social
media platforms exhibiting similar taste. The data collection integrates location-
based social networks such as Foursquare with general multimedia sharing platforms
such as Flickr or Picasa. In City Melange, the user interacts with a set of images
and thus implicitly with the underlying semantics. The semantic information is
captured through convolutional deep net features in the visual domain and latent
topics extracted using Latent Dirichlet Allocation in the text domain. These are
further clustered to provide representative user and venue topics. A linear SVM
model learns the interacting user's preferences and determines similar users. The
experiments show that our content-based approach outperforms the user-activity-
based and popular vote baselines even in the early phases of interaction, while also
being able to recommend mainstream venues to mainstream users and o -the-beaten-
track venues to a cionados. City Melange is shown to be a well-performing venue
exploration approach, successfully instantiating the multimedia analytics model in
a domain with highly personal insight resulting from a wide variety of tastes and
preferences of individual travellers.

Chapter@ addresses the question of how évaluatenultimedia analysis algo-
rithms in a multimedia analytics context. A novel paradigm for the evaluation of
machine analysis methods for multimedia analyticanalytic qualit{AQ), is proposed.
AQ complements the existing evaluation methods based on either machine-driven
benchmarks or user studies. It includes the notion of user insight gain and the time
needed to acquire it, both critical aspects of large-scale analysis of multimedia collec-
tions. To incorporate insight, AQ introduces a novel user model. In this model, each
simulated user, omrti cial actor builds its insight over time, at any time operating
with multiple categories of relevance. The methods employ the actors in timed
sessions to evaluate their analytic capabilities in an objective manner. The arti cial
actors interact with each method and steer the course by indicating relevant items
throughout the session based on a pre-de ned ground truthAQ measures not only
precision and recall, but also throughput, diversity of the results, and the accuracy
of estimating the percentage of relevant items in the collection. The resulting mea-
sures are shown to provide a wide picture of analytic capabilities of the evaluated
methods and enumerate how their strengths di er for di erent purposes. Th&Q
time plots provide design suggestions for improving the evaluated method$Q is
demonstrated to be more insightful than the classic benchmark evaluation paradigm
both in terms of method comparison and suggestions for further design.

Finally, Chapter@ focuses on the problem ddcalingautomatic multimedia
analysis algorithms to large-scale collections such that they are both relevant and
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interactive. To that end, Chapteﬂs presents Blackthorn, an e cient interactive multi-
modal learning approach facilitating analysis of large-scale multimedia collections of
up to 100 million items on a single high-end workstation. To reach this performance,
Blackthorn features e cient data compression, feature selection, and optimizations to
the interactive learning process. The Ratio-64 data representation introduced in this
work only costs tens of bytes per item, yet it preserves most of the visual and textual
semantic information with good accuracy. The optimized interactive learning model
scores the Ratio-64-compressed data directly, greatly reducing the computational
requirements. The experiments show that Blackthorn is up to 77.5x faster than the
conventional relevance feedback alternative. Blackthorn is also shown to outperform
the baseline with respect to the relevance of results. It vastly outperforms the baseline
on recall over time, which was presented as an important analytic measure in the
AQ evaluation framework (Chapteﬂl), and reaches up to 108% of its precision. On
the full YFCC100M dataset, Blackthorn performs one complete interaction round
in roughly one second, thus opening multimedia collections comprising up to 100
million items to fully interactive learning-based analysis.

6.2 reflections and future work

Given that the eld of multimedia analytics is still in its early years, we view this
thesis as early work on the topic of the machine's role in multimedia analytics. We
have made the following three distinct contributions to the topic:

~ A theoretical multimedia analytiamodel, connecting visual analytics theory
with multimedia analysis algorithms, presented in Chapt@ 2. We have also
successfully instantiated the model in the domain of venue recommendation,
validating the model empirically (ChapteBS).

An evaluation framewoakowing the designers of automatic multimedia analysis
algorithms to judge the quality of their approach in the multimedia analytics
context, presented in Chapt4.

An e cient large-scale interactive learning framethiatican be directly used

in a relevance feedback or active learning scenario in multimedia analytics
systems, deployable on even the largest collections researched by the multimedia
community (Chapter5).

Bearing in mind these contributions, we believe this thesis constitutes the
rst complete framework for machine algorithms in multimedia analytics: we can
now deploy e cient, highly responsive, and intelligent machine analysis algorithms
in multimedia analytics, we can tackle even very large scale datasets, and we can
evaluate whether we are doing it right.

The topic of the machine in multimedia analytics, however, is far from con-
cluded. In Sectior] 2.4.B (published in a 2014 papé(]), we present a multimedia
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analytics research agenda comprising 12 questions. In this thesis, we provide direct
answers to two research questions in this agenda: how to evaluate multimedia an-
alytics systems (1d) and how can the performance and speed of active learning be
scaled up (3a). Further, we have contributed towards answering question (2c), how
can the heterogeneous data in multimedia collections be leveraged to improve the
semantic quality of the model. The multimedia, computer vision, and information
retrieval communities have provided for a tremendous progress with respect to the
quality of semantics extracted from multimedia content, contributing to research on
the semantic gap. Many questions are still open, and we believe the agenda remains
valid, as the open questions contain necessary steps to truly unlocking the potential
of multimedia analytics.

Out of the many open challenges for the machine in multimedia analytics,
we consider the pragmatic gap and the information bandwidth of interactions the
biggest and most important ones for future work. The pragmatic gap, de ned and
discussed in Chapt2, is the gap between the properties of a categorization task as
performed by the human and the properties of a categorization task as performed by
the machine. To close the gap, multimedia analytics models must become increasingly
exible, moving from mere classi ers to adaptive models that are able to follow the
analyst's train of thought. Bridging the pragmatic gap will require much work
in both constituent disciplines of multimedia analytics, i.e., visual analytics and
multimedia analysis. The reward, however, is accordingly high: versatile, truly
intelligent multimedia analytics tools.

The problem of the information bandwidth of interactions is evident from the
hourglass-like structure of multimedia analytics: various interactive interfaces and
multimedia analysis tools that are connected by a very narrow interaction dictionary,
which most of the time boils down to the user only explicitly marking which images
are relevant and which are not. This is both tedious and slow, as the user essentially
needs to go over the collection sequentially, with the machine component only
determining the order. We have investigated this topic in two works beyond the
scope of this thesis. Firstly, we have analyzed semantic interactions in the context of
e cient querying of multimedia stored in database systems, which is a step towards
scalable multimedia analyticé/[/]. Secondly, we have introduced a wide palette of
sematic interactions in multimedia pivot tables, a multimedia analytics tool bringing
the familiar spreadsheet and pivot table metaphors to image collectidb®79]. Further
developments in interactions that carry information about many items at the same
time would improve the speed, ow, and feel of multimedia analytics as a whole.

Overall, while the road of multimedia analytics is still wide open, as is the role of
the machine in the journey on it, we believe this thesis signi cantly contributes to the
rst kilometers. We hope that the comprehensive multimedia framework presented
in this thesis empowers further research advancing the machine's capabilities in
assisting the user with insight gain, in turn also advancing multimedia analytics.
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SAMENVATTING

de machine in multimedia analytics

In dit proefschrift onderzoeken wij de rol van de machine imultimedia analyticeen discipline

dat visual analytics combineert met multimedia analyse algoritmes om de potentie van
multimedia collecties te openen als bronnen van kennis in wetenschappelijke en toegepaste
domeinen [27]. De centrale onderzoeksvraag van dit proefschrift is hoe de machine te
gebruiken als hulpmiddel voor de gebruiker om kennis op te doen in multimedia analyse.
Dit proefschrift presenteert vier werken die helpen om deze vraag te beantwoorden.

Hoofdstuk@ richt zich op de theorie van gecombineerde velden van multimedia
analyse in een uniformmultimedia analyse modelplaatsen. De grootte en het belang van
visuele multimedia collecties zijn snel gegroeid in de laatste jaren, wat resulteert in een nood
voor slimme multimedia analyse systemen die grootschalige, interactieve, en behulpzame
analyse doen. Deze systemen moeten de natuurlijke expertise van mensen om multimedia te
analyseren integreren met de mogelijkheid van machines om grote hoeveelheden data te
verwerken. Het hoofdstuk begint met een uitgebreid overzicht van de representatie, leren, en
interactie technieken van zowel het oogpunt van de mens als machine. Honderden referenties
van vergelijkbare disciplines (zoals visual analytics, informatie visualisatie, beeldverwerking,
en multimedia informatie herwinning) zijn onderzocht. Op basis van dit onderzoek is
een nieuw generiek multimedia analyse model samengevat. Het model bevat onderdelen
als semantische navigatie van de collectie als het belangrijkste onderdeel en multimedia
analyse taken zijn geplaatst op een exploratie-zoek as. Deze as gaat van exploratie naar
zoek in bepaalde proporties, waarbij de proportie verandert als de analist zich naar inzicht
werkt. Categorisatie is voorgesteld als een geschikte kapstok taak op deze as. Verder is het
pragmatische gat het verschil tussen het vaste categorisatie model van de machine en de
exibele categorisatie model van de mens geidenti ceerd als een fundamenteel multimedia
analyse onderwerp. Samengevat structureert dit werk de interacties en technieken van
visual analytics en multimedia analyse in een verenigd model, en wordt een taakmodel en
uitdagingen gegeven.

Hoofdstuk@ stelt een instantie van het multimedia analyse model voor, in het domein
van plaats aanbeveling. Dit hoofdstuk stellity Melangevoor, een interactieve en multimodale
plaatszoeker, die inzicht geeft in de plaatsen in een speci eke stad. Ons framewerk klikt de
interactieve gebruiker met de gebruikers van sociale media platforms met dezelfde smaak.
De data collectie integreert sociale netwerken met plaatinformatie zoals Foursquare met
generieke multimedia deelplatformen zoals Flickr en Picasa. In City Melange werkt de
gebruiker met een aantal plaatjes en daarmee impliciet met de onderliggende semantiek.
De semantische informatie wordt uit attributen van convolutionele diepe netwerken in het
visuele domein gehaald en uit onderwerpen van tekst informatie gehaald met Latent Dirichlet
Allocation. Deze worden samengevoegd om relevante onderwerpen van gebruikers en
plaatsen te kunnen geven. Een lineair classi catiemodel leert de voorkeuren van de gebruiker
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en bepaalt wie vergelijkbare gebruikers zijn. Experimenten laten zien dat onze aanpak beter
werkt dan aanpakken die gebruik maken van populariteit van plaatsen en van aanpakken die
kijken naar gebruiker activiteiten. Verder is onze aanpak in staat om gebruikelijke plaatsen
voor te stellen aan standaard gebruikers en speci eke plaatsen voor te stellen aan liefhebbers.
City Melange laat zien dat het goed werkt als plaatse aanbeveling aanpak, door succesvol
het multimedia analyse model toe te passen in een domein dat zeer speci eke persoonlijke
inzichten bevat, wat een gevolg is van een grote afwisseling in smaak een voorkeuren van
individuele reizigers.

Hoofdstuk@ behandelt hoe multimedia analyse algoritmggévalueerdoeten worden.
Een nieuwe paradigma voor de evaluatie voor multimedia analyse methoden, genaamd
analytic qualitf AQ), wordt voorgesteld. AQ breidt huidige evaluatiemodellen op basis van
machine-gedreven evaluaties of gebruiker studies uit. De notie van van gebruikersinzicht
wordt toegevoegd en ook tijd die nodig is om dat inzicht te verkrijgen; beiden zijn belangrijke
aspecten in de grootschalige analyse van multimedia collecties. Om inzicht te verkrijgen stelt
AQ een nieuw gebruikersmodel voor. In dit model bouwt een gesimuleerde gebruiker (ook
eenarti cial actorgenaamd) zijn inzicht over tijd door op elk moment met meerdere relevantie
categorieén te werken. De methoden gebruiken de gesimuleerde gebruikers in getimede
sessie om de analytische mogelijkheden van de methoden objectief te kunnen meten. De
gesimuleerde gebruikers werken met elke methode en sturen de methoden bij door aan te
geven wat relevante voorbeelden zijn tijdens de sessie op basis van een vooraf gede nieerde
waarheden.AQ meet niet alleen de precisie en de recall, maar ook doorstroom, diversiteit
van de resultaten, en de precisie van het meten van de ratio van relevante voorbeelden in de
collectie. Deze metingen laten een breed beeld zien van de analytische capaciteiten van de
methoden die worden geévalueerd en laten zien hoe de sterke aspecten van de methoden
verschillen met andere aanpakken. De tijdplots vakQ geven suggesties voor het verbeteren
van de geévalueerde methodenAQ laat zien dat het meer inzicht geeft dan standaard
evaluaties zowel op het gebied van het vergelijken van methoden als het geven van suggesties
voor verbeteringen.

Tenslotte concentreert Hoofdstu@ zich op het probleem van hechaleran automa-
tische multimedia analyse algoritmes naar grootschalige collecties zodat ze zowel relevant
en interactief blijven. Daarom stelt HoofdstuIE}S Blackthorn voor, een e ciént interactief
en multimodaal leeraanpak dat de analyse van grootschalige multimedia collecties (tot 100
miljoen voorbeelden) faciliteert op een enkel sterk werkstation. Om deze werking te verkrij-
gen bevat Blackthorn e ectieve data compressie, selectie van attributen, en optimalisaties in
het interactieve leerproces. De Ratio-64 datarepresentatie die in dit werk wordt voorgesteld
kost slechts tientallen bytes per voorbeeld, maar behoudt het meeste van de visuele en tekstuele
semantische informatie met goede precisie. Het gedptimaliseerde interactieve leermodel
werkt direct op de Ratio-64 representatie, wat de computationele benodigdheden sterk doet
afnemen. De experimenten laten zijn dat Blackthorn tot 77.5x sneller is dan de standaard
relevantie feedback aanpak. Experimenten laten ook zien dat Blackthorn beter werkt dan
de standaard aanpak om de relevantie van voorbeelden te bepalen. Het verbetert sterk de
standaard aanpak op grond van recall over tijd, een aspect dat als een belangrijk meetpunt
geldt in het AQ evaluatie protocol van HoofdstuIE]ﬁl en bereikt tot 108% van de precisie van
de standaard aanpak. Op de volledige YFCC100M dataset verwerkt Blackthorn een gehele
interactieronde in ongeveer een second, wat openingen biedt voor volledige interactieve
interacties met multimedia collecties tot 100 miljoen voorbeelden.
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