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2
Activity Recognition: Related
Work

Traditionally computers are used in a desktop setting for office and study related
tasks such as text processing and spreadsheets. Two developments are moving
computers out of the desktop setting and into our daily lives. First, the miniatur-
ization of computers and the introduction of mobile phones has made computers
available to the user at anytime and anywhere. Second, novel computer systems
are enriched with all sorts of sensors to measure properties of their environment.
This novel computing paradigm is known under a variety of names namely:
pervasive computing, ubiquitous computing, ambient intelligence and context
awareness.

This new trend in computing allows for many different branches of applications
that focus on various aspects of our lives. Applications for these systems rely on
different kinds of contextual information, such as location, identity of the user,
and the activity a user is performing [1]. The location of a user can be the country
that he is currently in, but can also be the room number within a building that
he is in. User identity can involve a single user or multiple users, and can be a
source for other contextual information such as friends and relationships. In this
work, we focus on the activity that a user is performing.

In this chapter, we provide an overview of related work in the area of activity
recognition. We start, in Section 2.1, with a discussion of applications in which
activity is used as contextual information. In Section 2.2, we describe the different
sensing modalities that are used to perform activity recognition. Section 2.3

1The material in this chapter is partly drawn from [69, 70].
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reviews pattern recognition methods for recognizing activities from sensor data.
Section 2.4 gives an overview of various activity recognition datasets.

2.1 Applications using Activities

In this section, we discuss applications that rely on activity recognition. We
discuss surveillance applications, office applications and health applications in
general. These applications show that activity recognition is broadly applicable
and is not only useful for health monitoring. Discussing these applications will
show that there are different forms of activity recognition and this will allow us
to clearly define which form of activity recognition we are interested in for health
monitoring purposes.

2.1.1 Surveillance Applications

The increasing need for safety in our society has resulted in a large number of
video cameras present in many public locations. Because it requires a lot of
manpower to monitor all these cameras, there is a need for surveillance systems
that can automatically recognize suspicious behavior. Such systems can either
automatically sound an alarm, or attract the attention of an operator when sus-
picious activities are taking place. A large variety of potential applications exist
that automatically detect unattended luggage [7, 103, 168], intruders of a building
[23, 60], aggression on a train station [181], car theft or theft of handbags [35, 95],
bank robberies [43] and drowning in a swimming pool [61, 90].

These applications can rely on activity recognition because they need to recognize
activities in order to detect deviations from a regular pattern of behavior. It is
normal for people to open their cars, to visit a bank or leave their luggage
unattended for a short period of time. Detecting deviations from such normal
behavior relies on knowledge of the normal execution of an activity. For example,
smashing the window of a car to open the car door is clearly not normal behavior
for a car owner. Alternatively, these applications can focus directly on detecting
deviations from a normal pattern of behavior, rather than recognizing a set of
activities. If sufficient amount of training data is available, a model can be
trained to distinguish normal behavior from deviant behavior without the need
for interpreting which activities were performed. This means that surveillance
applications do not necessarily require the accurate recognition of individual
activities.

Surveillance applications are generally installed in public places, therefore such
systems should be able to deal with multiple people, who may or may not be
interacting. They can be installed in an outdoor setting or indoors in a public
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building and are likely to allow a lot more unexpected or irregular events than
private spaces. Because the purpose of surveillance systems is to act quickly in
case of an emergency, such systems should process the sensor data in an online
manner. This means that recognition is performed as soon as the sensor data
is observed. The alternative is to process data offline, which means a collection
of data (e.g. a full day) is collected and processed at the end of the day. In
terms of sensors, surveillance application typically use cameras for sensing the
environment. Cameras are already installed in many locations. Furthermore,
the use of cameras allows for a gradual transition from a system that assists a
human operator, to a system that runs completely automatic using an intelligent
algorithm.

2.1.2 Office Applications

The introduction of activity-aware systems in an office setting can result in cost
reduction and a more efficient workflow. An example is an energy-efficient
power-management system. Current energy saving devices, such as motion
activated lights, tend to be disabled by users because they are annoying. Instead,
an activity recognition system could use more targeted information to better
match the expectation of the user. For example, recognizing when someone goes
to a meeting [46, 176].

Meeting rooms also allow for interesting applications. On the one hand, activity
recognition systems can provide support in the form of intelligent lighting and
beamer control. On the other hand, a vision system can be used for automatic
annotation of the meetings to allow powerful querying [18, 99, 144].

These application are clearly designed for indoors and generally need to be able
to deal with multiple people to achieve their full potential. Although offices
often have a public area, the applications described above are mainly targeted
at locations in offices that are restricted to personnel. Such areas typically show
very regular patterns of behavior (e.g. a standard lunch hour) and irregular
events are less common than in public spaces. Due to the interactive nature of
the described applications, sensor data should be processed in an online manner.
In terms of sensors, both cameras and sensor networks are used in an office
setting. Although cameras in an office room might raise some privacy issues,
they are well accepted in hallways.

2.1.3 Health Applications

Besides the health monitoring applications discussed in Section 1.1, activities are
also used in applications for assistive and persuasive technologies.
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Assistive technology refers to applications designed to help people in living
their daily lives. Activity recognition systems are used to assist people suffering
from dementia, who tend to forget certain steps while performing an activity.
For example, when making coffee they might install a coffee filter, but forget
to add coffee powder. An activity recognition system can assist these people
by recognizing the activity they are performing, recognizing which actions are
performed and reminding them which action primitives to perform to complete
the activity. Audio cues can be used to guide the person in performing any
missing steps [50, 104] or a display can be used to show images of the actions
that need to be performed [89, 113].

Persuasive technology motivates people to change their behavior, such as leading
a healthier life style. One way is to provide users with well-timed information
when they have to make decisions concerning their health. For example, to
reduce the chances of obesity, a system can provide diet suggestions when it
detects the user is preparing dinner. The appropriate timing of such a message
is crucial to the success of such a system [56]. Another approach is to use a
reward when the user is living a healthy life style. For example, in a study by
Consolvo et al. [24], users were given an exercise program and a mobile phone
showing the image of a virtual garden. If they spent enough time performing
exercises from the exercise program, they received a visual reward in the form of
flowers appearing in the virtual garden. The amount of time spent on exercises
by users of the persuasive system was compared to participants that did not use
the system. Participants using the system were shown to spend significantly
more time on exercises than participants that did not use the system.

These applications can target both in-home situations as well as a combination of
in-home and outdoors (e.g. completing an exercise program outdoors). Assistive
applications rely on the recognition of which actions are performed and which
actions are skipped in the execution of an activity. This requires a thorough
understanding of how activities are performed. Both assistive and persuasive
applications need to interact with the user and therefore require sensor data to
be processed online. Although it is possible to apply such technology to multiple
people, they are typically designed to assist or persuade a single person. Sensors
used are cameras, sensor networks and wearables.

2.1.4 Conclusions

We have seen that the automatic recognition of activities allows a broad range
of applications and that there are many different forms of activity recognition.
Applications are either single person or multi person oriented. Multi person
activity recognition is more challenging because a source separation task needs
to be performed. This means the system should be able to determine which
person triggered which sensors. In this thesis activity recognition is discussed in
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the context of health monitoring elderly. For this purpose, we assume that a single
person is present in the home at all times. Multiple person activity recognition
would make the health monitoring system more broadly applicable, but single
person households are likely to have a higher need for health monitoring. In a
multi person household, the people might still be able to look after each other.
Furthermore, it is easier to study the effects of recognition when only a single
person is generating sensor events.

Activity recognition can be performed indoors or outdoors. An indoor setting
is generally more constrained than an outdoor setting, making the chance for
irregular events smaller. For the application of health monitoring, we assume all
activities are performed indoors and recognize the activity of leaving the house
as a single activity, regardless of the purpose the person is leaving the house with.
Including outdoor activity recognition is something that can be considered at a
later stage.

Sensors used in the applications are cameras, sensor networks and wearables and
the data obtained from sensors can be processed in an online or offline fashion.
Most applications use online processing because they rely on interaction with
the user. For health monitoring purposes offline processing is sufficient, because
we are monitoring for long term purposes. Sensor data can be collected for
the duration of an entire day, after which the system recognizes which activities
were performed during the day. A system developed for offline processing can
generally be easily adjusted to perform online processing, but this does result in
a decrease in recognition performance. All the results in this thesis are obtained
using offline inference.

2.2 Sensors for Activity Recognition

The type of sensors used is an important aspect of designing an activity recog-
nition system. The following three factors are of interest. First, because we are
sensing inside the private house of a person, it is important to evaluate how
intrusive the inhabitant experiences the sensors. Some sensors need to be worn
on the body, which might be considered inconvenient by the user. Other sen-
sors may simply be considered intrusive because they are constantly in sight,
or because of the amount of privacy sensitive information they record. Second,
the ease of installation is important. Sensors that are easy to install can increase
the acceptance of the system and sensors that can be installed without the need
for a technician can significantly reduce the cost of a system. Third, what the
sensor measures is an important factor. If a sensor is able to sense all possible
action primitives that make up activities, it would provide a good basis for the
recognition of activities.
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In this section we discuss the most commonly used sensing modalities discussed
in the literature of activity recognition. We discuss cameras, wearables, RFID
and wireless sensor networks and discuss the different factors described above
for each of these modalities.

2.2.1 Cameras

Cameras provide high-dimensional image data which are very informative of the
action primitives that make up an activity. However, automatically recognizing
action primitives from video data is hard. There are many surveys available
discussing the recognition of action primitives, actions and activities from image
data [2, 42, 107, 129, 166]. A recent survey on computer vision concluded that the
recognition of action primitives from video data is a very challenging task and
therefore most work in computer vision currently is limited to the recognition of
action primitives rather than actions or activities [107].

Instead of accurately recognizing every action primitive performed, certain fea-
tures related to action primitives can be extracted from images and can be used
as a basis for activity recognition. For example, the location of a person can be
indicative of which activity is performed. In work by Duong et al. multiple cam-
eras installed in the corners of the room observe a person performing activities.
The room is divided into square cells of 1 square meter in size and a multi-camera
tracking module detects movement and returns a list of cells visited by a person.
Some cells contain an object of interest (e.g. fridge or stove) so that when a person
visits a cell it is highly indicative that an action primitive related to the object in
place is performed (e.g. opening the fridge or using the stove). No recognition
of the action primitives is done, but the list of cells visited is used as input for
activity recognition [33]. A similar approach uses a camera with a top down
viewpoint, making it easier to divide the image into squared regions of interest
and detecting the location of a person [119, 160].

Instead of using location, the object a person is using is also a good indicator
of the action primitive a person performs. Typically a single camera is focused
on a particular area of interest where activities are performed, such as the sink
in a bathroom or the kitchen cooking area. In work by Wu et al. image data is
processed to detect which objects a person uses. The detected objects are used
to recognize activities such as making tea or taking medicine [177]. Messing et
al. use various salient visual features extracted from the image and calculate the
velocity of these features to track the movement and position of the hands. This
data allows them to distinguish between actions such as drinking from a cup and
pealing a banana [102]. Instead of using a static camera it is also possible that
a camera is worn on the shoulder to observe the interaction between the hands
of the user and various objects. In such an approach it is possible to observe
activities in multiple locations using a single camera [98, 152].
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The highly informative data obtained by cameras allows for many different kind
of approaches to activity recognition. However, this highly informative data also
contains a lot of privacy sensitive information. Both elderly and their caregivers
have expressed concerns with respect to the use of cameras for home health
monitoring [6, 175].

2.2.2 Wearables

‘Wearables’ refers to the collection of sensors that one wears on the body or in
their clothes. Obtained sensor data is either processed on the sensing board itself
or transferred wirelessly to a computer or mobile phone for further processing.
The most common wearable sensors are 2- or 3-axis accelerometers to measure
the magnitude and direction of acceleration [77, 116, 122, 182]. Often additional
sensors are included such as light sensors, humidity sensors, heart rate sensors,
gyroscopes and compasses [84, 127, 161]. Sensors are typically stored compactly
in a single device that users can carry with them. There are also approaches in
which the sensors are distributed over the body to allow specific measurements
on each limb [93]. While designing a sensor system, there is a trade-off between
user comfort and usability of the obtained sensor data. A study on the acceptance
of the location of wearables considered the wrist, hip, and chest as potential
locations. They found that the hip and the chest were generally considered as
the most acceptable locations [122]. Another study compared the performance of
recognizing various types of movements such as running, walking and standing,
with respect to the location of the wearables [97]. Sensor hardware was placed on
the wrist, the belt, on a necklace, in the right trouser pocket, in the shirt pocket,
and in a bag. Sensors on the wrist and in the bag generally outperformed the
sensors placed in the other locations. To increase the ease of use, sensors can be
integrated into a mobile phone [12] or in clothing [34]. In a jacket specifically
designed for health monitoring, sensors were integrated into the clothing to
perform electrocardiography (ECG) monitoring and capture accelerometer data
for recognizing user activities [143].

The data obtained from wearable sensors mainly provides information about the
pose and movement of a person. This data is typically used to recognize types of
movement, such as running or walking. Due to the limited information about the
location of the user and the objects used, it is very difficult to recognize activities.
Some activities that have very distinctive body movement, such as vacuum-
cleaning the house and drinking from a cup, are recognized using wearables
[127]. To increase the range of activities that can be recognized, the use of
wearables can be combined with additional sensing equipment. For example,
installing ultrasonic listeners in an environment, combined with an ultrasonic
tracker on the body, allows indoor localization [37]. Stiefmeier et al. used this
technique and placed trackers on the hands to recognize maintenance activities
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such as repairing a bicycle [148].

Although the recognition of activities using wearables is challenging, they are
commonly used in fall detection [29]. A potential downside of wearables is that
people might forget to wear the sensing unit or find it uncomfortable to wear
them. The installation of a wearable sensor (i.e. wearing the wearable) needs to
be performed on a daily basis and can be experienced as easy when the sensors
are stored in a compact box, or tedious when sensors have to be distributed over
the body.

2.2.3 RFID

Radio frequency identification (RFID) is a technology for reading information
from a distance from so called RFID-tags. There are two types of tags, passive
RFID-tags and active RFID-tags. Passive tags extract energy from the radio
frequency signal emitted by an RFID reader and use that energy to send a stream
of information back. The amount and contents of information can vary, but
usually contains at least a unique identification string. Active tags are equipped
with a battery used as a source of power for the circuitry of the tag and its antenna.
This makes it possible to read the tags from a much larger distance than passive
tags [28].

Chip manufacturer Intel used RFID technology to develop a sensing method used
specifically for activity recognition. Their product, named the iBracelet [80], is a
RFID reader in the form of a bracelet which the user wears on a single hand or
on both hands. By tagging a large number of objects in the house with passive
RFID tags the iBracelet is able to observe which objects users are holding in their
hands. Objects are very indicative of the action primitive a user is performing,
therefore making activity recognition possible [38]. The task of tagging all objects
in the household may seem tedious, but it is expected that passive RFID tags will
replace barcodes in the future. Because the tags can contain detailed information
about the product they are tagged to, this would allow the iBracelet to easily
observe any product used [108].

A difficulty in using the iBracelet is that it often fails to detect a tag if it is
only briefly in the range of the RFID reader. In a comparison between various
sensing modalities used for activity recognition, the iBracelet performed by far
the worst due to this limitation [88, 150]. RFID readers have been combined with
wearable accelerometers to measure both the objects used and the movement of
a person. This way both sensors can compensate for the shortcomings of each
other, resulting in better activity recognition performance [51, 149].
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2.2.4 Wireless Sensor Networks

A wireless sensor network consists of a collection of small network nodes. Each
node is capable of performing some processing, gathering sensor measurements
and communicating wirelessly with other nodes in the network [147]. Nodes are
designed to be as small as possible and therefore usually have a working memory
of only several kilobytes. Specifically engineered operating systems have been
developed for dealing with such conditions, such as TinyOS [49]. Although the
term ‘wireless sensor network’ is broadly applicable, in this work we use the term
to describe a network of simple sensors with binary output which are installed
in fixed locations.

The nodes generally run on batteries and therefore a lot of research is devoted
to energy efficiency. The communication between these nodes typically requires
little bandwidth and is relatively insensitive to latency, so that energy efficient
communication protocols are possible [27]. It is also possible to save power by
shutting down parts of the node when these are not in use [145]. The use of ad
hoc routing protocols allows the nodes to dynamically form a temporary network
without any pre-existing network infrastructure or centralized administration
[13]. Such routing protocols also allow further power saving schemes, by shutting
down nodes strategically and avoiding them in the network route [179].

A large variety of simple sensors can be incorporated in the network nodes. In
a house setting, it is possible to use various sensors to measure different things:
contact switches for open-close states of doors and cupboards; pressure mats to
measure sitting on a couch or lying in bed; mercury contacts for the movement
of objects such as drawers; passive infrared sensors to detect motion in a specific
area; float sensors to measure the toilet being flushed; temperature sensors to
measure when the stove is used; humidity sensors to measure when the shower
is used [71, 176] and accelerometers to detect when a large object is used [96, 156].
Basically any kind of sensor can be combined with a network node as long as its
output can be converted to a binary output. For example, in work by Fogarty et
al. microphones were attached to water pipes in the basement to record whether
water was flowing [39]. Such an approach requires a minimal installation effort
and allows the system to use an informative property such as when water is
being used.

Wireless sensor networks can be used to determine whether an object is used.
However, in contrast to RFID tags, it is difficult to equip small objects, such as
a tooth brush or a dinner plate, with a sensing node. Wireless sensor networks
can therefore only sense a limited set of action primitives. For example, it is
possible to observe that a cupboard is opened, but not which item is taken from
the cupboard.

Nonetheless, the use of wireless sensor networks in a home setting offers many
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advantages compared to the other sensing modalities. First, the majority of
the sensors can be installed out of sight of the inhabitants, therefore limiting
the intrusiveness of the sensors. Second, the data recorded is anonymous and
contains very limited privacy-sensitive information. Third, installation of the
sensors can be done quickly without any need for the installation of power and
network cables.

2.2.5 Conclusion

None of the sensing modalities discussed above is able to provide information
that can perfectly identify every action primitive that is performed in a house.
In the case of cameras, the processing of raw image data is still too challenging
for detecting all possible action primitives. Wearables simply provide too little
relevant information for the recognition of activities. RFID readers often fail to
observe tags due to their limited sensing range. Wireless sensor networks can
only sense a limited set of action primitives. These limitations are complementary
to a point, however, and the most informative solution would therefore be to
combine several sensing modalities. However, due to issues with intrusiveness
and ease of installation, this is not a suitable solution for home health monitoring.
Instead, in this thesis, we use a wireless sensor network consisting of simple
sensors with binary output to observe the action primitives of volunteers in
their own house. The non-intrusiveness, privacy-friendly nature and ease of
installation make them ideally suited for the use in home health monitoring.

2.3 Pattern Recognition Methods for Activity
Recognition

The use of our proposed wireless sensor network gives us binary temporal data
from a number of sensing nodes that observe the action primitives performed
in a home setting. Recognizing a predefined set of activities from sensor data
is a classification task. In such tasks, features are extracted from the space and
time information present in the sensor data and used to classify the data. Feature
representations are used to map the data to another representation space with
the intention of making the classification problem easier to solve.

In this section, we discuss the most commonly used pattern recognition methods
in activity recognition. We start with a description of feature representations,
then discuss temporal data-mining methods, logic based methods, temporal
probabilistic models and common sense mining. We describe these methods
in detail and explain how they address the challenges in activity recognition,
namely the issues of ambiguity, generalization and segmentation.
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2.3.1 Feature Representations

The sensor data obtained from the wireless network is multivariate and binary
valued, with a continuous time dimension. Such temporal data can either be
represented as a time series or as a sequence of events.

Let a time series be a sequence of data points measured in succession and dis-
cretized using a constant time interval. The data points of a time series are often
referred to as timeslices and in our case each timeslice consists of a binary vector
of sensor readings. We assume that an activity is performed at all times, and
that no two activities can be performed simultaneously, so that each timeslice is
associated with a discrete activity label indicating which activity is performed
during that timeslice. The task of a pattern recognition method is to determine
which activity label should be assigned to a particular timeslice. Choosing a
proper time interval for discretization is important to the recognition process.
Too small an interval will incorporate noise of the signal, while too large an in-
terval will smooth out important details of the signal. For example, a passive
infrared sensor measures changes in infrared radiation and is generally used to
pick up the movement of a human being. We would like the discretization of such
movement to correspond closely to the action primitives that are performed. Dis-
cretizing with a small interval might cause a single action primitive to be broken
down into multiple action primitives, because of small pauses in the movement
of the human being. On the other hand, too large an interval would discretize
multiple action primitives into a single action primitive. In the case of activity
recognition from wireless sensor networks, no existing work provides any theo-
retical or empirical support to favor any interval length. Besides discretization
certain pre-processing steps are often applied to transform raw time series data
to a different representation, which makes recognition of patterns easier [41]. For
wireless sensor network data, there is no known transformation that yields a
better performance in activity recognition, than using the raw sensor data.

Temporal data can also be represented as a sequence of events. In the case of
binary sensor data, every change in state of a binary sensor generates an event.
We can assign a single symbol, to both represent the change in sensor state from
off to on, and from on to off, or use two different symbols for each type of change
in state. The use of events can avoid the need for discretization. If we assume that
the end point of an activity and the start point of the next activity always coincide
with a sensor event, an activity recognition algorithm only needs to process the
events and determine whether an activity ended, and if so which other activity
started. However, this might be an unrealistic assumption and we might want
an activity to start and stop at any point in time (i.e. even if no sensor event took
place). The pattern recognition method will therefore need to be able to deal
with continuous time. Furthermore, since the elapsed time between two events
is not constant, a pattern recognition method will probably need to incorporate
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the duration of an activity to avoid unrealistically long activities.

2.3.2 Temporal Data Mining Methods

Temporal data mining methods are unsupervised pattern recognition methods
that automatically find recurring patterns in sequential data. We discuss two
approaches that are relevant to activity recognition.

The first approach automatically finds templates in noisy sensor data. For ex-
ample, it is possible to automatically detect recurring words in audio speech
data [120]. Such techniques can be applied to automatically detect activities in
sensor data. Typically no prior knowledge is provided to the algorithm about
any template of interest, so that an exhaustive search easily becomes computa-
tionally intractable. The search space can be limited by first transforming the
raw sensor data to a discrete symbolic representation and searching for similar
pairs of subsequences in the symbolic data [21]. In work by Thad et al., this
approach was used to automatically detect activities in sensor data obtained
with wearable sensors. A probabilistic model was trained using the Expectation
Maximization (EM) algorithm to automatically detect recurrent activity patterns
[161].

The second approach looks for correlations between events in a large collection
of data. By finding sensors that often both change state within a certain time
window, it is possible to automatically identify activity patterns. This approach
is used in a technique called T-patterns [94]. In this technique, we assume that
each event is independently and randomly distributed over time. From a given
collection of data, we can calculate the observed average frequency of each event.
Two events A and B form a T-pattern if after an occurrence of A at time t there
is an interval [t + d1, t + d2], with (d2 ≥ d1 ≥ 0), that contains at least one more
occurrence of B than would be expected by chance. When detecting T-patterns in
data every possible pair of symbols is tested, using every possible interval, from
the largest to the smallest one. If a T-pattern is found, the pattern itself is added
to the data sequence as a single event. This allows the detection of hierarchical
T-patterns (i.e. T-patterns formed out of T-patterns). In work by Tavenard et
al., T-patterns were applied to automatically detect movement patterns in sensor
network data [159].

The advantage of these temporal data mining methods is that they automatically
find recurrent patterns without the need for any labeled data. However, because
there is no labeled data to indicate which patterns are of interest to the user it is
unsure whether the patterns found are of any use. These data mining techniques
therefore often speak of activity discovery, rather than activity recognition.
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2.3.3 Logic-Based Methods

Activity recognition in the logic community was first defined as plan recognition,
which aims to infer the plan of an agent from observations of the action primitives
of the agent. For the purpose of our discussion, we can consider the definition
of a plan to be equivalent to our definition of activity. The most popular work in
the area of plan recognition was done by Kautz [73] who formalized the problem
using McCarthy’s circumscription theory and aims to explain a sequence of
observations using a minimal number of plans. For example, consider observing
an action primitive A1 which can be part of plan P1 or P2. If we then observe an
action primitive A2 which can only be part of plan P2 or P3 it follows that A1 and
A2 are both part of P2 [19].

Kautz assumes in his model that the person (agent) performing the activities acts
rationally, therefore his model is not able to deal with noise. We have already
explained how humans can generate noisy sensor readings by opening a wrong
cupboard. People suffering from Alzheimer’s disease are even more prone to
generating noisy sensor data, because they often fail to complete an activity, or
continue to complete a different activity than they initially started performing.
This has led to a large body of work in which logic models perform activity
recognition and assume an irrational agent. Bouchard et al. [11] used lattice
theory and action description logic to recognize patients performing incoherent
activities. Their framework is able to dynamically generate new plausible plans
which were not defined beforehand.

Chen et al. [20] use event calculus to recognize activities and assist inhabitants
in performing the correct action at the correct time and place. The event calculus
ontology consists of events and fluents. An event in this case is the observation
of an action primitive by the sensor network (e.g. add(water, kettle) ), while a
fluent is any property of a world that can change over time (e.g. inside(water,
kettle)). Predicates are then used to define relations between ontology entities
(e.g. initiates(add(water, kettle), inside(water, kettle))). Activities are defined
by combining several predicates. An inhabitant profile is used to define normal
behavior of the inhabitant, if the system detects deviations from this normal
behavior it can activate a reminding service indicating which event should occur.
For example, if an inhabitant typically completes the activity of making tea at a
certain hour each day and the necessary action primitives are at one point not
observed at that hour, it can suggest to use the kettle and add water.

Rather than recognizing normally performed activities, Rugnone et al. [138]
use temporal logic to recognize deviations from normal activity behavior. Their
syntax consists of temporal operators such as S (since) and H (historically), which
are used in combination with a temporal interval to indicate the time constraint
within which an activity is typically performed. For example, the sentence ‘the
subject has been sleeping for the past 8 hours’ can be expressed as H[8]γ1, where



22 Activity Recognition: Related Work

γ1 represents ‘the subject sleeps’. The rules of the system are entered manually
by health care professionals. A visual editor is proposed which allows a more
intuitive method for inputting rules. Deviations are detected by violations of
predefined constraints. These constraints are hard-coded using explicit threshold
value (e.g. no longer than 5 minutes). This approach allows the user to specify
abnormal behavior without the need for specifying normal behavior.

Landwehr et al. [81] are inspired by transformation-based learning, primar-
ily used in natural language processing. Because the structure in natural lan-
guage is more rigid compared to the structure of activities they extend existing
transformation-based learning with more flexible relational transformation based
learning. By manually adding relations expressing time constraints, it is possible
to disambiguate the observed sensor data. For example, close(id, obj, t) means
object obj was observed within t seconds of event id. Using a greedy search
algorithm, rules that minimize the recognition error are iteratively added to the
system.

The advantage of these logic-based methods is that it is very easy to manually
incorporate domain knowledge, therefore reducing the need for annotated train-
ing data. Even if the method is able to automatically learn how to recognize
activities from data, the rules on which this classification is based are still easy to
interpret. An important disadvantage of these methods, however, is that if any
ambiguity remains about which activity is performed the methods are unable to
express which of the activities is most likely.

2.3.4 Temporal Probabilistic Models

Here we consider discrete-time temporal probabilistic models for modeling se-
quential data. A sequence of observations denoted as x1:T denotes a collection of
data observed from sensors. The goal is to infer a matching sequence of hidden
states y1:T, which in our context correspond to the performed activities. Tempo-
ral probabilistic models solve this problem by finding the sequence of states that
maximizes the probability of the activities given the sensor readings, p(y1:T | x1:T).
There are two types of models, generative and discriminative probabilistic mod-
els. Generative models fully define the joint probability p(y1:T, x1:T) and can
be used to generate (sample) data from this distribution, or to perform inference
given a novel sequence of observations. Discriminative models are solely used for
inference and therefore define the conditional probability p(y1:T | x1:T) directly.
We will further highlight the differences between generative and discriminative
models in the upcoming chapters.

The most popular generative temporal probabilistic model is the hidden Markov
model (HMM). It is based on the first-order Markov assumption, which states
that the current state yt only depends on the previous state yt−1. This assumption
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makes it possible to perform inference in the HMM in linear time. A popular dis-
criminative temporal probabilistic model is the conditional random field (CRF).
Applying the Markov assumption to this model gives us the linear-chain CRF.
The HMM and linear-chain CRF have been successfully applied in activity recog-
nition [53, 71, 124, 174]. We will discuss these models and their related work in
Chapter 3.

There exist many extensions to these models in which specific properties of the
data are modeled explicitly. In particular, semi-Markov models explicitly model
the duration of a state. The accurate modeling of the duration of an activity
can be an important property in distinguishing between activities when sensor
data alone does not provide sufficient discrimination. For example, sensors
in the bathroom might observe a person present in the bathroom, but cannot
observe whether this person uses the shower or a tooth brush. Taking a shower
typically takes longer than brushing teeth and therefore the amount of time spent
in the bathroom is indicative of the activity performed. In Chapter 4 we present
the hidden semi-Markov model (HSMM) and semi-Markov conditional random
field (SMCRF) applied to activity recognition and discuss their related work.

Hierarchical models extend on conventional sequential models by explicitly mod-
eling the hierarchical structure in the data. We present a novel hierarchical model
for activity recognition in Chapter 5. This model is based on the hierarchical struc-
ture of activities that was introduced in the introduction chapter of this thesis.

The advantage of temporal probabilistic models is that for many of these models
there exist efficient algorithms that can perform inference in linear time with
respect to the length of the sequence. The disadvantage is that a large amount of
annotated training data is needed to learn the model parameters accurately.

2.3.5 Common Sense Mining

Probabilistic models require large amounts of annotated data to learn their model
parameters. This need for annotated sensor data can be eliminated by using
external information on how activities are performed, for example by using
information obtained from the world wide web. This form of data collection has
only been used with RFID, because RFID provides a precise sequence of used
objects which can be mapped directly to an online description [125, 126, 157, 178].
A probabilistic model is used which calculates the probability of a sequence of
objects indicating an activity. The list of objects involved in a particular activity
are mined from the web using websites containing recipes, user manuals and
‘how-to’ articles. These websites contain explicit step-by-step instructions on
how activities are performed. The objects are filtered out by querying WordNet
for each word and keeping terms that have object or substance as hypernyms.
The probability that an object is used during an activity is calculated using the
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number of search results returned by Google search engine [126]. For example,
in determining whether a cup is used when making tea, the object probability
p(object | activity) is calculated as

p(cup | making tea) =
gc(making tea cup)

gc(making tea)
, (2.1)

where gc(s) is a function return the number of Google search results for the words
in string s.

Wyatt et al. extended this work by not only considering recipes and how-to
sites, but querying a search engine for relevant pages. The webpages found by
the search engine are classified as relevant or not relevant using a support vector
machine. They compare their mining method to learning model parameters from
training data. Their approach sometimes outperforms the learned models, but
overall the learned models do better [178].

Pentney et al. mine their activity definitions from the Open Mind Indoor Com-
mon Sense (OMICS) database. OMICS is a common sense knowledge base to
which all users on the web can contribute. Examples of information stored in
OMICS include ’you eat when you are hungry’ and ’after dinner you wash the
dishes’. Information is stored using predicates (e.g. people(’eat’, ’are hungry’).
Because anyone can add information to OMICS, the authors use the number of
search results returned by a search engine to measure how reliable a particular
proposition is [125].

Tapia et al. showed that a technique called shrinkage can be used to improve
estimates of parameters learned from the web. First, a tree-like ontology of
objects is created using WordNet. The parameters of an object are then updated
by calculating a weighted sum of the leaf nodes of the object in the tree structure.
This shrinkage technique is shown to significantly improve performance in the
recognition of activities [157].

2.3.6 Conclusion

Using time series to represent the sensor data raises questions with respect to the
length of the time interval to discretize the data with, and which transformation
method should be used to best represent the data. The use of events avoids these
questions, but requires the pattern recognition to process timestamps to obtain a
notion of time.

We have seen that temporal data mining methods perform activity discovery,
rather than activity recognition. Logic based methods can be used for recognition
and make it possible to easily include domain knowledge, which reduces the need
for annotated data. However, when the rules of logic cannot decide on a single
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activity there is no measure for expressing which interpretation is most likely.
Temporal probabilistic models provide a way for dealing with such ambiguous
cases, but require large amounts of annotated training data to learn the model
parameters. Common sense mining can be used to learn model parameters from
online data sources, but has only been applied to RFID data because it requires
precise and unambiguous measurements of the used utensils.

In this thesis, we chose to use models that rely on a time series representation.
Several well understood models, such as the hidden Markov model, exist for
this type of representation and this provides a good starting point for applying
temporal probabilistic models to activity recognition.

2.4 Datasets for Activity Recognition

To evaluate the performance of pattern recognition methods for activity recog-
nition, datasets are needed. Ideally real world datasets are used which are fully
annotated with a ground truth. To this end many research groups have created
their own test houses equipped with sensors to record datasets and perform
experiments. In pervasive computing, houses equipped with sensors are called
smart homes.

In this section, we review the smart home projects of various research groups,
discuss the publicly available datasets they produced and describe a sensor and
annotation system used by our research team to record our own datasets.

2.4.1 Smart-Home Projects

The Aware Home1 is a project at the Georgia Institute of Technology. A house
consisting of two identical and independent living spaces was built especially for
the project. Cameras are present in the house for observing the inhabitants and
a smart floor is developed which senses people walking across the floor [74].

At the University of Florida, the Gator-Tech smart-house2 was built as a labora-
tory for research on assisting elderly. The house has many technological features
such as a smart mailbox which senses the arrival of mail and a smart refrigerator
which monitors food usage [47].

MIT’s PlaceLab3 is the most comprehensive smart-home in terms of sensing tech-
nology. The house contains hundreds of sensing components installed in nearly
every part of the home. Cameras, microphones, contact switches, temperature

1Aware Home: http://awarehome.imtc.gatech.edu/
2Gator-Tech: http://www.icta.ufl.edu/gt.htm
3PlaceLab: http://architecture.mit.edu/house_n/placelab.html

http://awarehome.imtc.gatech.edu/
http://www.icta.ufl.edu/gt.htm
http://architecture.mit.edu/house_n/placelab.html


26 Activity Recognition: Related Work

and humidity sensors were all installed during the construction of the home. The
home is occupied by volunteer subjects who agree to live in the home for varying
lengths of time [57].

2.4.2 Publicly Available Datasets

Publicly available datasets are important for a research community to create stan-
dardized testbeds for evaluating the performance of pattern recognition methods.
Unfortunately, due to privacy issues and high annotation costs not many datasets
for activity recognition are made publicly available.

Out of the datasets that are publicly available the majority are recorded in a
laboratory setting. Typically a kitchen is equipped with a large number of sensors
and several subjects are asked to perform a set of activities. Although these
datasets contain interesting examples of how the same activity is performed by
different subjects. They do not provide a good testbed for evaluating real world
activity recognition, in which subjects have the freedom to execute any activity
whenever they want.

A dataset recorded in the MIT PlaceLab does meet this criterion and consists
of four hours of fully annotated activities performed by a researcher of their
team. The researcher was free to perform any activity in any sequence and at any
pace. Cameras installed throughout the house recorded every move, and these
recordings were later used to annotate which activity was performed at which
point in time [57]. In a second recorded dataset a couple stayed in the PlaceLab
for over two months. Unfortunately, there was only enough funding to annotate
one of the two person’s activities [88].

MIT also developed a portable sensing kit allowing them to easily install wireless
sensor networks in existing homes [58]. Two datasets were recorded using this kit.
A large number of sensors was installed throughout the houses and recorded data
for two weeks. Subjects annotated their activities by using a PDA which asked
them every 15 minutes which activity they were performing. Unfortunately,
this annotation method resulted in poor quality labeling of the data, therefore
the researchers used the sensor data to further determine which activity was
performed at which point in time [158].

2.4.3 Our Datasets

The publicly available datasets either contain too little data or contain incom-
plete or poor quality annotation. In this subsection we describe the sensor and
annotation system that we used to record and annotate our own datasets. We
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first describe the sensor system, then the annotation method and finally we give
a description of the houses and the datasets recorded in them.

Sensors Used

In this work we use wireless sensor networks to observe the behavior of in-
habitants inside their homes. After considering different commercially available
wireless network kits, we selected the RFM DM 1810 [135] (Fig. 2.1(a)), because
it comes with a very rich and well documented API and the standard firmware
includes an energy efficient network protocol. Special low-energy consuming
radio technology together with an energy saving sleeping mode result in a long
battery life. The node can reach a data transmission rate of 4.8 kb/s, which is
enough for the binary sensor data that we need to collect. The kit comes with a
base station which is attached to a PC through USB. A new sensor node can be
easily added to the network by a simple pairing procedure, which only involves
pressing a button on both the base station and the new node.

The RFM wireless network node has an analog and digital input. It sends an
event when the state of the digital input changes or when some threshold of
the analog input is violated. We equipped nodes with various kinds of binary
sensors:

reed switches measure whether doors are open or closed. We installed them on
doors within the homes, cupboards in the kitchen and on appliances such
as the refrigerator, freezer and microwave.

pressure mats measure someone sitting on a couch or lying in bed. We installed
them in the bed, couch and on chairs.

mercury contacts detect movement of objects (e.g. drawers) to which the sensor
is attached. We installed them in drawers in the kitchen.

passive infrared detect motion in a specific area. We installed them in the kitchen
and the shower.

float sensors to measure the fluid level in a basin. We installed them in the toilet
basins and in bathroom and kitchen sinks.

Annotation

Annotation was performed by the monitored person and is either done using a
hand written diary or using a bluetooth headset combined with speech recog-
nition software. In both methods, the starting and end time of an activity is
recorded.
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(a) Wireless network node RFM
DM 1810 to which sensors
can be attached.

(b) Bluetooth headset used for annotating
datasets.

Fig. 2.1: Sensing and annotation set used for recording datasets.

In the hand written diary method, the name of the activity together with its start
and end time are written down on a pieces of paper distributed throughout the
house in locations where activities are generally performed. The time at which
the activity started and ended was read off a watch carried by the subject. A
disadvantage of this approach is that writing down the activity and time is rather
time consuming and interrupts the subject in performing the activity.

Annotation using the bluetooth headset method requires the subject to walk
around the house with a headset at all times. When an activity is performed the
subject speaks into the headset which activity is performed and whether it starts
or ends. We used the Jabra BT250v bluetooth headset (Fig. 2.1(b)) for annotation.
It has a range up to 10 meters and battery power for 300 hours standby or 10
hours active talking. This is more than enough for a full day of annotation, the
headset was recharged at night. The headset contains a button which we used to
trigger the software to add a new annotation entry.

The software for storing the annotation is written in C and combines elements
of the bluetooth API with the Microsoft Speech API4. The bluetooth API was
needed to catch the event of the headset button being pressed and should work
with any bluetooth dongle and headset that uses the Widcomm5 bluetooth stack.

The Microsoft Speech API provides an easy way to use both speech recognition
and text to speech. When the headset button is pressed the speech recognition
engine starts listening for commands it can recognize. We created our own speech
grammar, which contains a limited combination of commands the recognition

4For details about the Microsoft Speech API see: http://www.microsoft.com/speech/
5For details about Widcomm see: http://www.broadcom.com/products/bluetooth_sdk.php
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engine could expect. By using very distinctive commands such as ‘begin use
toilet’ and ‘begin take shower’, the recognition engine had multiple words by
which it could distinguish different commands. This resulted in near perfect
recognition results during annotation. The recognized sentence is then read back
to the user, using the text-to-speech engine. Any errors that do occur can be
immediately corrected using a ‘correct last’ command.

Because annotation is provided by the user on the spot this method is very
efficient and accurate. The use of a headset together with speech recognition
results in very little interference while performing activities. This results in
annotation data which requires very little post processing, making this a very
inexpensive method.

Houses

A total of three datasets was recorded in three different houses. Details about the
datasets, the houses they were recorded in and their inhabitants, can be found
in Table 2.1. Floorplans for each of the houses, indicating the locations of the
sensors, can be found in Figure 2.2. These datasets are publicly available for
download from http://sites.google.com/site/tim0306/.

Datasets made public

The increasing interest in pervasive computing applications has caused many
research groups to create their own smart homes or develop easily installable
sensor kits. Due to privacy issues and expensive annotation costs not many real
world datasets are made available to the public. To this end, we developed our
own sensor system and annotation method and recorded three datasets each
consisting of several weeks of data recorded in a real world setting. These
datasets have been made publicly available and have been used to evaluate the
recognition performance of various recognition methods such as the naive Bayes

House House A House B House C
Age 26 28 57
Gender Male Male Male
Setting Apartment Apartment House
Rooms 3 2 6
Duration 25 days 13 days 18 days
Sensors 14 22 21

Tab. 2.1: Information about the datasets recorded in three different homes using a wireless
sensor network.

http://sites.google.com/site/tim0306/
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(a) House A
(b) House B

(c) House C, First floor (d) House C, Second floor

Fig. 2.2: Floorplan of houses A, B and C, the red boxes represent wireless sensor nodes
(Created using http://www.floorplanner.com/).

http://www.floorplanner.com/
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classifier [59], classification using evidence theory [100, 164] and context lattice
[180] and for evaluating a transfer learning method [184]. However, in many of
these works the experimental setup used differs from the setup used in our work.
Changes in the number of activities recognized, the feature representation used
or the performance measure used for evaluation, make it difficult to compare
our work directly to the results published in those works. For that reason, we
have more recently published a benchmark dataset package in which we not only
encourage other authors to compare their performance directly to ours using the
same experimental setup, but we have also released the necessary Matlab code
for reproducing the experiments [67]. Such a benchmark will make quantitative
comparisons between papers easier because the published results all rely on the
same experimental setup and code.

2.5 Conclusions

This chapter gave an overview of related work on activity recognition and all the
elements that make up such systems. We highlighted the importance and broad
use of activities in various surveillance, office and health applications.

The potential of using cameras, wearables, RFID and wireless sensor networks
in a home setting for activity recognition was discussed. Each of these sensing
modalities was evaluated with respect to their intrusiveness, ease of installation
and informativeness with respect to activity recognition. Our choice for wireless
sensor networks was explained and the challenges in recognizing activities were
highlighted.

Various pattern recognition methods for activity recognition were discussed.
Temporal probabilistic models provide a good framework for representing un-
certainty with respect to interpreting the data.

Several smart home projects were described and the need for and lack of real
world datasets was explained. Because very few real world datasets are publicly
available, we recorded three datasets ourselves. These datasets have been made
publicly available and are now actively used by other researchers.




