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3
Markov models

3.1 Introduction

Activity recognition is a challenging task for several reasons: the start and end
time of the activities are unknown, activities can be performed in a large num-
ber of ways and because there is ambiguity and noise in the observed sensor
data. Temporal probabilistic models provide a framework for dealing with the
uncertainty caused by these issues. They are able to make an informed decision
about which activity is taking place based on the evidence that the sensor data
provides.

The hidden Markov model (HMM) is a classic temporal probabilistic model that
has been studied for years and is very well understood. It has been successfully
applied in many sequential data modeling problems such as speech recognition,
handwritten digit recognition and biological sequence analysis. More recently,
the conditional random field (CRF) has been shown to outperform the HMM in
many of these areas when sufficient labeled data is available [44, 78, 79]. Activity
recognition shares many characteristics with these problems and therefore the
HMM and CRF seem suitable candidates for modeling activities using sensor
data.

To apply these models, the sensor data is typically discretized into timeslices of
a constant length. Often, resulting timeslice values are further transformed to
obtain a feature representation that is better suited for classification. Due to the
novelty of the field of activity recognition, there are many open questions with
respect to these pre-processing steps:

1The material in this chapter is largely drawn from [63, 68, 71].
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• With what granularity should the sensor data be discretized? The length
of the timeslices used during discretization has important consequences for
the recognition performance of a model. Too short timeslices will include
too many irrelevant details that can hurt the performance of the model,
while too large timeslices can smooth out important details of the signal.

• What feature representation should we use for the sensor data? A good
feature representation reduces the variability of the data within a particular
class (in our case an activity) and makes the data easily distinguishable
among classes. The choice of feature representation can therefore have a
great impact on the recognition performance of a model.

After preprocessing the data, it can be applied to the probabilistic model. We dis-
tinguish between a learning phase and an inference phase. During learning, the
model parameters are estimated from a collection of training data. By perform-
ing probabilistic inference, we are able to determine the most likely sequence of
activities the model recognizes from a novel sequence of sensor data. In terms of
modeling, we answer the following questions:

• Which model is best suited for activity recognition? The choice of the
model is complicated and depends on issues of recognition performance,
computation time and amount of data needed to learn the model para-
meters. CRFs have outperformed HMMs in other domains, will the same
hold for activity recognition?

• How much training data is needed to accurately learn the model para-
meters? Probabilistic models rely of labeled data to learn the model para-
meters. Collecting labeled data is expensive and therefore it is interesting
to see how the amount of available training data relates to the recognition
performance.

In this chapter, we first discuss related work with respect to HMMs and CRFs in
Section 3.2. Section 3.3 introduces the notation used. Section 3.4 introduces the
HMM and its learning and inference methods, while Section 3.5 does the same
for CRFs. In Section 3.6, we highlight the similarities and differences between
these models. Section 3.7 describes our experiments and presents our results and
in Section 3.8, we discuss these results. Finally, in Section 3.9, we sum up the
conclusions of this chapter.

3.2 Related Work

The first application of the HMM to a challenging task such as speech recognition
was implemented in the 1970s. A paper by Lawrence Rabiner [130], provides
a clear overview and tutorial on the theory of HMMs and their application
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to speech recognition. Since then, the HMM has shown to be an enormously
versatile model with applications in handwriting recognition [128], computer
vision [42] and computational biology [76].

In 2001, CRFs were introduced and quickly grew in popularity as they were
shown to outperform HMMs [78]. CRFs directly model the conditional prob-
ability distribution used during inference, which makes them more robust to
violations of the modeling assumptions [153]. We explain the reason for this
robustness in detail in Section 3.6.2. A consequence of modeling the conditional
distribution directly is that there is often no closed-form solution for estimating
the model parameters from data. Instead the parameters are estimated iteratively
using a numerical method by maximizing the likelihood. Calculating the likeli-
hood involves calculating the conditional probability for all timeslices, making it
a relatively expensive operation. A lot of work has focused on finding efficient
learning algorithms for CRFs. Various first-order derivative numerical optimiza-
tion techniques were proposed, but eventually second-order derivative methods
were used to find the optimal parameters [142, 169].

Hidden Markov models are part of a family of models called generative models,
while conditional random fields are part of the discriminative family of models.
Although discriminative models usually outperform generative models when
large amounts of training data are available, generative models have been shown
to outperform discriminative models when training data is limited [117]. Gener-
ative and discriminative models can be combined into a hybrid model in which
a subset of the model parameters is learned using the generative approach and
another subset of parameters is learned using the discriminative approach. De-
pending on the amount of training data available, hybrid models can outperform
both generative and discriminative model [133].

The application of probabilistic models to activity recognition from wireless sen-
sor networks started with the naive Bayes model [158]. The naive Bayes classifier
is a generative probabilistic model that does not model temporal correlations,
instead, it models each timeslice as a separate data point. Patterson et al. applied
the HMM to activity recognition from RFID data and showed that modeling
temporal correlations results in a strong performance gain [124]. Wilson et al.
modeled activity recognition in a home with multiple inhabitants. Their ap-
proach is similar to Patterson’s in that the HMM was used to model temporal
correlations, however, a particle filter was used to assign sensor readings to each
inhabitant in the home, after which the activity recognition was performed for
each individual separately [173].

Conditional random fields were applied to gesture recognition [109, 171] and
role recognition in a game environment [167]. These tasks are similar to activity
recognition in that they are defined by a combination of simple actions and that
the start and end point of gestures and roles are not known beforehand. CRFs
have been applied to recognize activities such as going to work and visiting a
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friend from GPS data in an outside setting [86]. Hu et al. applied CRFs to activity
recognition in a home setting using wireless sensor networks. They compared
the performance of CRFs to the naive Bayes classifier, showing CRFs outperform
naive Bayes significantly [53]. However, because the naive Bayes classifier does
not model temporal correlations and the CRF does, it is unclear whether the gain
in performance is caused merely by these differences in modeling assumptions.

Hybrid models were applied to recognize activities from wearable sensor data.
Experimental results showed a slight increase in performance for the hybrid
model compared to the discriminative model [84].

In these works, the activity recognition is performed using various kinds of sen-
sors. In terms of wireless sensor networks, none of these works provides any ex-
perimental comparison with respect to the timeslice length for discretization and
the feature representation for classification. Although the HMM and CRF have
both been applied to activity recognition, these models have not been compared
on a single dataset. In this chapter, we compare the recognition performance of
these models on three real world datasets.

3.3 Notation and Discretization

The data obtained from the sensors is discretized into T timeslices of length ∆t. A
single feature value is denoted as xi

t, indicating the value of feature i at timeslice
t, with xi

t ∈ {0, 1}. Feature values can either represent the raw values obtained
directly from the sensor, or can be transformed according to a fixed function. In
Section 3.7.3 we present various feature representations that can be used.

In a house with N installed sensors, we define a binary observation vector ~xt =
(x1

t , x
2
t , . . . , x

N
t )T. The activity at timeslice t, which is the state that the system is in,

is denoted with yt ∈ {1, . . . ,Q} for Q possible states. Our task is to find a mapping
between a sequence of observations x1:T =

{
~x1, ~x2, . . . , ~xT

}
and a sequence of labels

y1:T =
{
y1, y2, . . . , yT

}
for a total of T timeslices.

3.4 Hidden Markov Model

Our goal is to recognize which activities took place given a sequence of sensor
data. That is, we wish to find the sequence of activities y1:T that best explains
the sequence of observations x1:T. In temporal probabilistic models, this prob-
lem corresponds to finding the sequence y1:T that maximizes the probability
p(y1:T | x1:T).
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(a) HMM (b) CRF

Fig. 3.1: The graphical representation of first-order HMM and a linear-chain CRF. The
shaded nodes represent observable variables, while the white nodes represent
hidden ones.

In this section, we present the HMM and describe how we can use this model to
find the sequence of activities that best explains the sequence of observations. We
start with a model definition in which we explain the probability distributions
that make up the model and introduce the set of model parameters underlying
these distributions. Then we explain how the model is used to find the sequence
y1:T that maximizes p(y1:T | x1:T). Finally, we explain how the model parameters
are learned from a collection of training data.

3.4.1 Model Definition

The HMM is a generative probabilistic model which specifies the joint probability
of the activities and sensor data p(y1:T, x1:T | θ), called the likelihood function. This
is a function of the model parameters θ, which is optimized during learning.

There are two dependence assumptions that define this model, represented with
the directed arrows in Figure 3.1(a).

• The hidden variable at time t, namely yt, depends only on the previous
hidden variable yt−1 (first order Markov assumption [130]).

• The observable variable at time t, namely ~xt, depends only on the hidden
variable yt at that time slice.

The joint probability distribution therefore factorizes as follows

p(y1:T, x1:T) = p(y1)
T∏

t=1

p(~xt | yt)
T∏

t=2

p(yt | yt−1). (3.1)

Each of the factors represent a probability distribution:

• Initial state distribution p(y1), represents the probability of starting in state
y1 and is a multinomial distribution with parameter values denoted as
p(y1 = i) ≡ πi.
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• Observation distribution p(~xt | yt), represents the probability that the state
yt would generate observation vector ~xt.

• Transition distribution p(yt | yt−1), represents the probability of going from
one state to the next.

In order to model the distribution of the observation vector exactly, we would
need to consider all possible combinations of values in the vector’s dimensions.
This would require 2N parameters per activity, where N is the number of features.
Which easily results in a large number of parameters, even for small N, and
requires accordingly large numbers of training elements. Therefore, we apply the
naive Bayes assumption, which means that we model each feature independently
of the other features. Applying this assumption requires only N parameters for
each activity. This is a very strong model assumption which most likely does not
represent the true distribution of the data (i.e. it is very likely that two sensors are
dependent on each other with respect to a particular activity). However, naive
Bayes has been shown to give very good results in many domains, even when
the independence assumption is violated [136]. Each feature is modeled by an
independent Bernoulli distribution, where µni is the parameter of the nth feature
for state i. So that p(~xt | yt) =

∏N
n=1 p(xn | yt), with p(xn | yt = i) = µxn

ni (1 − µni)(1−xn).

The transition distribution is modeled by Q multinomial distributions, one for
each activity, where individual transition probabilities are denoted as ai j ≡ p(yt =

j | yt−1 = i). The HMM is therefore fully specified by the parameters A =
{
ai j

}
,

B =
{
µni

}
and π = {πi}.

3.4.2 Inference

The inference problem for the HMM consists of finding the single best state
sequence that maximizes p(y1:T, x1:T). Although the number of possible paths
grows exponentially with the length of the sequence, the best state sequence can
be found efficiently using the Viterbi algorithm. Using dynamic programming,
we can discard a number of paths at each time step, resulting in a computational
complexity of O(TQ2) for the entire sequence, where T is the total number of
timeslices and Q the number of states [130]. This allows us to solve the segmen-
tation problem in linear time. Further details on the Viterbi algorithm can be
found in Appendix A.1.

3.4.3 Parameter Learning

The model parameters are learned by finding the maximum likelihood para-
meters. Given a collection of training data x1:T,y1:T, we want to find those para-
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meters that maximize p(x1:T,y1:T | θ). This is equivalent to finding the maximum
likelihood parameters of each of the factors that make up this joint likelihood.

We assume that our training data is always fully labeled and therefore we can
optimize the parameters of our distributions in closed form. The initial state
distribution is a multinomial distribution whose parameters are calculated by

πi = δ(y1, i) (3.2)

where δ(i, j) is the Kronecker delta function, giving 1 if i = j and 0 otherwise.

The observation probability p(xn
t | y = i) is a Bernoulli distribution whose maxi-

mum likelihood parameter estimation is given by

µni =

∑T
t=1 xn

t δ(yt, i)∑T
t=1 δ(yt, i)

(3.3)

where T is the total number of data points.

The transition probability p(yt = j | yt−1 = i) is a multinomial distribution
whose parameters are calculated by

ai j =

∑T
t=2 δ(yt, j)δ(yt−1, i)∑T

t=2 δ(yt−1, i)
(3.4)

where T is equal to the number of time slices.

We apply Laplace smoothing to the estimation of all parameters, this ensures that
no parameter value will be 0 [40].

3.5 Conditional Random Fields

We have seen how in the HMM, a generative model, parameters are learned by
maximizing the joint likelihood p(y1:T, x1:T | θ). Conditional random fields are
discriminative models, in which we learn the model parameters by optimizing the
conditional likelihood p(y1:T | x1:T, θ), rather than the joint likelihood. Conditional
random fields represent a general class of discriminative models. A CRF using
the first-order Markov assumption is called a linear-chain CRF and most closely
resembles the HMM in terms of structure. In this section we give the definition
of the linear-chain CRF and describe its inference and learning algorithms.

3.5.1 Model Definition

We define our linear-chain CRF as a discriminative analog of our previously de-
fined HMM (see Fig. 3.1(b)). This means that the same dependence assumptions
hold, that is:
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• The hidden variable at time t, namely yt, depends only on the previous
hidden variable yt−1 (first order Markov assumption [130]).

• The observable variable at time t, namely ~xt, depends only on the hidden
variable yt at that time slice.

These assumptions are represented in the model using feature functions, so that
the conditional distribution is defined as

p(y1:T | x1:T) =
1

Z(x1:T)

T∏
t=1

exp
K∑

k=1

λk fk(yt, yt−1, ~xt)

where K is the number of feature functions used to parameterize the distribution,
λk is a weight parameter and fk(yt, yt−1, ~xt) a feature function. The product of the
parameters and the feature function λk fk(yt, yt−1, ~xt) is called an energy function,
and the exponential representation of that term is called a potential function [9].
Unlike the factors in the joint distribution of HMMs, the potential functions do
not have a specific probabilistic interpretation and can take any positive real
value.

The partition function Z(x1:T) is a normalization term that ensures that the dis-
tribution sums up to one and obtains a probabilistic interpretation [153]. It is
calculated by summing over all possible state sequences

Z(x1:T) =
∑

y

 T∏
t=1

exp
K∑

k=1

λk fk(yt, yt−1, ~xt)

 . (3.5)

The feature functions fk(yt, yt−1, ~xt) for the CRF can be grouped as observation
feature functions and transition feature functions. In defining the feature func-
tions, we use a multi-dimensional index to simplify the notation, rather than the
one-dimensional index used above. This gives the following feature function
definitions:

Observation: finv(xn
t , yt) = δ(yt, i) · δ(xn

t , v)

Transition: fi j(yt, yt−1) = δ(yt, i) · δ(yt−1, j)

where v is the value of the feature.

In Section 3.6, we will see that the differences in formulation between CRF and
HMM are largely notational differences. The real difference lies in how the
parameters are optimized.

3.5.2 Inference

Inference in a CRF is done using the Viterbi algorithm, similarly as with HMMs.
The algorithm has a computational complexity of O(TQ2) [153]. A generalized
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version of the Viterbi algorithm that works for both HMMs and CRFs can be
found in Appendix A.1.

3.5.3 Parameter Learning

The parameters θ = {λ1, . . . , λK} of CRFs are learned by maximizing the condi-
tional log likelihood l(θ) = log p(y1:T | x1:T, θ) given by

l(θ) =

T∑
t=1

K∑
k=1

λk fk(yt, yt−1, ~xt) − log Z(x1:T) −
K∑

k=1

λ2
k

2σ2

where the final term is a regularization term, penalizing large values of λ to
prevent overfitting. The constant σ is set beforehand and determines the strength
of the penalization [153].

The function l(θ) is concave, which follows from the convexity of log Z(x1:T)
[153]. A useful property of convex functions in parameter learning is that any
local optimum is also a global optimum. Quasi-Newton methods such as BFGS
have been shown to be suitable for CRFs [142, 169]. These methods approximate
the Hessian, the matrix of second derivatives, by analyzing successive gradient
vectors. Because the size of the Hessian is quadratic in the number of parameters,
storing the full Hessian is memory-intensive. We therefore use a limited-memory
version of BFGS [14, 87]. The partial derivative of l(θ) with respect to λi, is given
by

∂l
∂λi

= −
λi

σ2 +

T∑
t=1

fi(yt, yt−1, ~xt) −
T∑

t=1

∑
yt,yt−1

p(yt, yt−1 | ~xt) fi(yt, yt−1, ~xt)

3.6 Generative vs. Discriminative Models

Generative models such as the HMM are defined by a factorization of the joint
distribution p(y1:T, x1:T). Discriminative models such as CRFs are defined by the
conditional distribution p(y1:T | x1:T). We can rewrite the conditional distribution
in terms of the joint distribution as

p(y1:T | x1:T) =
p(y1:T, x1:T)∑
y p(y1:T, x1:T)

. (3.6)

In this section, we first show that we can formulate the conditional distribution
of CRFs in terms of the joint distribution of the HMM using the formula above.
This will show how closely related these models actually are. We then show the
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differences between these models due to their different optimization criteria used
during parameter estimation. That is, parameters of the HMM are learned by
maximizing the joint distribution, while the parameters of CRFs are learned by
maximizing the conditional distribution.

3.6.1 From HMMs to CRFs

In Section 3.4.1, we introduced the factorized joint distribution of the HMM.
Here, we rewrite the joint distribution using a more generalized notation

p(y1:T, x1:T) = C exp


∑

t

∑
i, j∈S

λi jδ(yt, i)δ(yt−1, j) +
∑

t

∑
i∈S

∑
n∈N

∑
v∈V

µinvδ(yt, i)δ(xn
t , v)


(3.7)

in which C is a normalization constant and δ(a, b) is a Kronecker delta function,
giving 1 if a = b and 0 otherwise. Every HMM can be written in this form by
setting λi j = log p(yt = i | yt−1 = j) and µinv = log p(xn

t = v | yt = i), in which we
have defined p(y1 | y0) = p(y1) for the sake of notational simplicity.

The factors p(yt = i | yt−1 = j) and p(xn
t | yt) of the HMM are probabilities

and therefore constrained to values between 0 and 1. However, in the energy
function framework of CRFs the exponents of these terms are potential functions
and can take any positive real value. The parameters λi j and µinv can therefore
take any real value (positive or negative). This greater flexibility requires us to
add a normalization constant C to ensure the joint distribution is still guaranteed
to sum to 1. Despite this greater flexibility, it can be shown that Formula 3.7
describes exactly the class of HMMs as formulated by 3.1 [153].

To simplify the notation, we replace the Kronecker delta functions by feature
functions fi j(yt, yt−1, ~xt) = δ(yt, i)δ(yt−1, j) and finv(yt, yt−1, ~xt) = δ(yt, i)δ(xn

t , v). By
using a one-dimensional index for all feature functions and their corresponding
parameters, we obtain the joint probability in the following form

p(y1:T, x1:T) = C
T∏

t=1

exp
K∑

k=1

λk fk(yt, yt−1, xt) (3.8)

where C is the normalization term and K is the total number of parameters.
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By applying Formula 3.6, we can calculate the conditional distribution.

p(y1:T | x1:T) =
p(y1:T, x1:T)∑
y p(y1:T, x1:T)

(3.9)

=
C

∏T
t=1 exp

∑K
k=1 λk fk(yt, yt−1, xt)∑

y C
∏T

t=1 exp
∑K

k=1 λk fk(yt, yt−1, xt)
(3.10)

=
1

Z(x)

T∏
t=1

exp
K∑

k=1

λk fk(yt, yt−1, xt), (3.11)

where Z(x1:T) is the observation specific normalization function

Z(x1:T) =
∑

y

T∏
t=1

exp
K∑

k=1

λk fk(yt, yt−1, xt). (3.12)

This gives us the same function for CRFs as we defined in Section 3.5.1. Besides
the difference in notation, it differs from the formula of the HMM for two reasons,
1) we calculate the conditional distribution instead of the joint distribution and
2) we use potential functions instead of probabilities.

3.6.2 Differences in learning parameters

We have seen how closely related the HMM and CRF are. When doing inference
for a novel sequence of observations both models maximize the conditional
distribution p(y1:T | x1:T) to find the optimal sequence of states that fit to the
observations. The true difference between HMM and CRF therefore lies in their
optimization criteria used during parameter estimation. That is, parameters of
the HMM are learned by maximizing the joint distribution, while the parameters
of CRFs are learned by maximizing the conditional distribution.

The difference between these two learning method becomes clear when the mod-
els are based on incorrect modeling assumptions [117]. Models often have incor-
rect modeling assumptions because either we do not know the true underlying
distribution or because the choice of distribution results in fewer parameter
values, therefore requiring less data to learn the model parameters accurately.
For example, while defining our HMM, we explained how the use of the naive
Bayes assumptions is most likely wrong, but is sensible to prevent an exponential
growth in parameters.

Example

To illustrate the impact of incorrect modeling assumptions further, consider an
example involving classes A and B. The data points x for each class are indepen-
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dently and identically distributed (i.i.d.) and both classes y are equally likely to
occur (p(y = A) = p(y = B) = 0.5). We assign a novel data point to one of the
classes by calculating the posterior according to Bayes rule

p(y | x) =
p(x | y)p(y)

p(x)
. (3.13)

The data of class A (p(x | y = A)) is distributed as a Gaussian distribution with
mean 3 and standard deviation 1. Data of class B (p(x | y = B)) is distributed as a
Gaussian with mean 5 and standard deviation 2 (Fig. 3.2(a)).

We model the data using a generative and a discriminative model, both using a
Gaussian distribution with a fixed standard deviation of 1 to model the obser-
vation distribution p(x | y). Because the standard deviation is fixed, the means
of the Gaussians are the only parameters to learn. In the case of the generative
model we learn the means by maximizing the joint probability p(x, y). This is
equivalent to maximizing the observation distribution p(x | y) independently.
The maximum likelihood parameters are learned by calculating the mean of the
data points available for training. Figure 3.2(b) shows the resulting Gaussian
distribution learned from data. We see that a generative model manages to learn
the correct mean of 3 and 5 for the two distributions, but because of the incor-
rect modeling assumption (standard deviation is fixed at 1) a classification error
arises.

In the case of the discriminative model, the parameters are learned by maximizing
the posterior probability p(y | x) directly. No closed form solution is available
for maximizing this function and therefore a numerical method such as gradient
ascent can be used. Figure 3.2(c) shows the resulting Gaussian distribution
learned from data. We see that the model learned an incorrect mean for class B
(mean of 6.35), however, this incorrect mean does result in optimal classification.

This example shows that discriminative models are more robust in dealing with
violations of the modeling assumptions.

3.7 Experiments

In this section, we present the experiments and their results for the comparison of
the HMM and the CRF. We describe the datasets used, the experimental setup, a
number of feature representations and the goal and results of the experiments. A
total of three experiments are done. The first experiment is aimed at finding the
ideal timeslice length for discretizing the sensor data. In the second experiment,
we compare the recognition performance of the feature representations and mod-
els presented in this chapter. Finally, in the third experiment, we determine how
much sensor data is needed to accurately learn the model parameters.
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(b) Distributions obtained using generative model.
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(c) Distributions obtained using discriminative model.

Fig. 3.2: Example of incorrect model assumptions in which discriminative models learn
parameters that correctly classify the data, while generative models learn para-
meters that result in a classification error.
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House A House B House C
Other Other Other
Leaving Leaving Leaving
Toileting Toileting Eating
Showering Showering Toileting
Brush teeth Brush teeth Showering
Sleeping Sleeping Brush teeth
Breakfast Dressing Shaving
Dinner Prep. Breakfast Sleeping
Snack Prep. Dinner Dressing
Drink Drink Medication

Dishes Breakfast
Eat Dinner Lunch
Eat Breakfast Dinner
Play piano Snack

Drink
Relax

Tab. 3.1: List of activities for each home.

3.7.1 Datasets used

Our experiments are done using the datasets we recorded (introduced in Section
2.4.3). There are three datasets corresponding to three different homes. A list of
activities that were annotated for each dataset can be found in Table 3.1. In these
experiments, we consider each dataset separately, and use all annotated activities
of each dataset for evaluation.

3.7.2 Experimental Setup

We split our data into a test and training set using a ‘leave one day out’ approach.
In this approach, one full day of sensor readings is used for testing and the
remaining days are used for training. We cycle over all the days and report the
average performance measure.

We evaluate the performance of our models using precision, recall and F-measure.
These measures can be calculated using the confusion matrix shown in Table 3.2.
The rows show the ground truth labels as provided by a human annotator, while
the columns show the labels inferred by the model. The diagonal of the matrix
contains the true positives (TP), while the sum of a row gives us the total of
ground truth labels (TT) and the sum of a column gives us the total of inferred
labels (TI). We calculate the precision and recall for each class separately and then
take the average over all classes.
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Ground
truth

Inferred
1 2 3

1 TP1 ε12 ε13 TT1
2 ε21 TP2 ε23 TT2
3 ε31 ε32 TP3 TT3

TI1 TI2 TI3 Total

Tab. 3.2: Confusion matrix showing the true positives (TP), total of ground truth labels
(TT) and total of inferred labels (TI) for each class.

It is important to use these particular measures because we are dealing with
unbalanced datasets. In unbalanced datasets, some classes appear much more
frequent than other classes. Our measure takes the average precision and recall
over all classes and therefore considers the correct classification of each class
equally important. To further illustrate the importance of these measures, we
also include the accuracy in our results. The accuracy represents the percentage
of correctly classified timeslices, therefore more frequently occurring classes have
a larger weight in this measure.

Precision =
1
N

N∑
i=1

TPi

TIi
(3.14)

Recall =
1
N

N∑
i=1

TPi

TTi
(3.15)

F-Measure =
2 · precision · recall
precision + recall

(3.16)

Accuracy =

∑N
i=1 TPi

Total
(3.17)

The significance testing between two cases A and B is done at a confidence interval
of 95% using a one-tail student t-test and using matching paired days. This means
that performance in case A for a particular day of the cross validation is compared
to the performance in case B for that exact same day of the cross validation. We
do this because there are large differences in the activities performed throughout
the various days. It can be said that some days are more challenging in terms of
recognition than others. However, a single day will be equally challenging for
both models. Therefore, to allow a fair comparison, it is important to match the
performance of individual days while calculating the significance.
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(a) Raw (b) Changepoint (c) Last-fired

Fig. 3.3: Different feature representations.

3.7.3 Feature Representation

The raw data obtained from the sensors can either be used directly, or be prepro-
cessed into a different representation form. We experiment with three different
feature representations:

Raw: The raw sensor representation uses the sensor data directly as it was re-
ceived from the sensors. It gives a 1 when the sensor is firing and a 0
otherwise (Fig. 3.3(a)).

Changepoint: The change point representation indicates when a sensor event
takes place. That is, it indicates when a sensor changes value. More
formally, it gives a 1 when a sensor changes state (i.e. goes from zero to one
or vice versa) and a 0 otherwise (Fig. 3.3(b)).

Last-fired: The last-fired sensor representation indicates which sensor fired last.
The sensor that changed state last continues to give 1 and changes to 0
when another sensor changes state (Fig. 3.3(c)).

3.7.4 Experiment 1: Timeslice Length

Here, we present our findings for determining the ideal timeslice length for
discretizing the sensor data. Experiments were run using only the HMM, because
for very small timeslice lengths (e.g. 1 second) the CRF would take several
days to find the optimal parameters. We experimented using all the feature
representations, to rule out any bias towards any of the representations.

During discretization both the sensor data and the ground truth activity labels
are discretized using the same timeslice length. Especially when using large
timeslice lengths, it is possible that one activity ends somewhere halfway during
a timeslice, and another activity starts. This means multiple activities appear in
the same timeslice. In this case, we use the activity that takes up most of the
timeslice.

The discretized ground truth labels are used to learn the model parameters.
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(a) House A

(b) House B

(c) House C

Fig. 3.4: F-Measure performance of the HMM for the three houses using different timeslice
length to discretize the data.
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Length House A House B House C
∆t = 1 s 0.0 0.0 0.0
∆t = 10 s 0.2 0.2 0.2
∆t = 30 s 0.6 0.6 0.9
∆t = 60 s 1.3 1.1 1.7
∆t = 300 s 5.9 4.0 8.1
∆t = 600 s 10.6 17.4 13.7

Tab. 3.3: Discretization Error percentages.

Using this discretized ground truth for calculating the performance measures of
the model would result in a bias towards large timeslices. In larger timeslices, the
shorter activities would not survive the discretization process, thus making the
classification task easier. Instead, we evaluate the performance using the original
ground truth (not discretized) which was obtained with a one second accuracy.

The F-measure values for the various timeslice lengths are plotted in Figure 3.4.
We see that for each house no timeslice length achieves consistently the best per-
formance for all feature representations. Furthermore, we see that across all three
homes, no timeslice length significantly outperforms the other timeslice lengths
for a particular feature representation. Although the difference in performance is
not significant, we see that the timeslice lengths of ∆t = 30 seconds and ∆t = 60
seconds give an overall good performance.

Table 3.3 shows the discretization error for each timeslice length. This error
shows the percentage of discretized ground truth timeslices that are incorrectly
labeled compared to the original non-discretized ground truth. This shows how
accurately the discretized ground truth represents the actual ground truth. We
see that the discretization error for timeslice lengths of ∆t = 300 seconds and
∆t = 600 is rather large, while for smaller timeslice lengths the error remains
around 1% or lower.

3.7.5 Experiment 2: Feature Representation and Model

This experiment shows the performance of the HMM and the CRF for the different
feature representations. Data was discretized using the timeslice length of ∆t = 60
seconds. The discretized ground truth was used to calculate the performance
measures. The results for House A are shown in Table 3.4, House B in Table 3.5
and House C in Table 3.6. Feature representations were used standalone and
combined. Combining the feature representations was done by concatenating
the feature matrices.

We first compare the results in terms of feature representations using only the
F-measure. We see that out of the standalone representation, the raw representa-
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Precision Recall F-Measure Accuracy

H
M

M

Raw 38 ± 20 46 ± 20 41 ± 20 59 ± 29
Change 70 ± 16 74 ± 13 72 ± 14 92 ± 6
Last 55 ± 17 70 ± 13 61 ± 15 90 ± 8
Raw&Change&Last 64 ± 17 78 ± 11 70 ± 14 94 ± 4
Raw&Change 47 ± 20 56 ± 20 51 ± 20 61 ± 29
Raw&Last 63 ± 16 77 ± 12 69 ± 13 94 ± 4
Change&Last 67 ± 18 79 ± 12 72 ± 15 94 ± 4

C
R

F

Raw 59 ± 19 56 ± 17 57 ± 17 90 ± 8
Change 74 ± 17 68 ± 16 70 ± 16 91 ± 6
Last 66 ± 16 66 ± 14 66 ± 15 96 ± 2
Raw&Change&Last 72 ± 16 74 ± 13 73 ± 14 97 ± 3
Raw&Change 75 ± 16 72 ± 13 73 ± 14 94 ± 5
Raw&Last 67 ± 15 68 ± 14 67 ± 14 96 ± 3
Change&Last 72 ± 15 74 ± 13 73 ± 14 97 ± 2

Tab. 3.4: Experiment 2, House A: Different feature representations for HMMs and CRFs.

Precision Recall F-Measure Accuracy

H
M

M

Raw 36 ± 12 45 ± 13 39 ± 13 63 ± 25
Change 45 ± 17 60 ± 15 51 ± 16 80 ± 14
Last 36 ± 16 45 ± 20 40 ± 17 48 ± 26
Raw&Change&Last 37 ± 8 49 ± 16 42 ± 10 80 ± 13
Raw&Change 26 ± 11 32 ± 11 28 ± 10 43 ± 25
Raw&Last 33 ± 11 42 ± 14 37 ± 12 74 ± 22
Change&Last 40 ± 9 53 ± 15 44 ± 9 80 ± 15

C
R

F

Raw 36 ± 17 41 ± 13 38 ± 15 78 ± 26
Change 47 ± 10 50 ± 10 49 ± 9 92 ± 7
Last 47 ± 12 48 ± 11 47 ± 11 88 ± 15
Raw&Change&Last 32 ± 18 38 ± 17 34 ± 17 77 ± 20
Raw&Change 32 ± 20 32 ± 19 32 ± 19 62 ± 24
Raw&Last 29 ± 19 33 ± 18 30 ± 19 73 ± 19
Change&Last 38 ± 17 40 ± 16 39 ± 17 85 ± 12

Tab. 3.5: Experiment 2, House B: Different feature representations for HMMs and CRFs.
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Precision Recall F-Measure Accuracy
H

M
M

Raw 13 ± 8 17 ± 8 15 ± 8 26 ± 22
Change 41 ± 8 50 ± 12 45 ± 8 76 ± 17
Last 42 ± 11 53 ± 16 46 ± 12 80 ± 15
Raw&Change&Last 42 ± 12 54 ± 13 47 ± 12 70 ± 24
Raw&Change 42 ± 10 51 ± 12 46 ± 10 73 ± 22
Raw&Last 42 ± 12 53 ± 11 46 ± 11 71 ± 27
Change&Last 36 ± 14 47 ± 19 40 ± 16 48 ± 26

C
R

F

Raw 12 ± 11 16 ± 10 13 ± 10 38 ± 21
Change 35 ± 20 37 ± 19 36 ± 19 78 ± 18
Last 34 ± 17 37 ± 17 35 ± 17 84 ± 12
Raw&Change&Last 44 ± 14 48 ± 11 46 ± 12 82 ± 19
Raw&Change 41 ± 15 43 ± 13 42 ± 14 80 ± 24
Raw&Last 42 ± 16 44 ± 13 43 ± 14 77 ± 22
Change&Last 50 ± 11 52 ± 12 51 ± 11 89 ± 14

Tab. 3.6: Experiment 2, House C: Different feature representations for HMMs and CRFs.

tion gave very poor F-measure performance in all homes and with both models.
The change and the last representations both perform significantly better than
the raw representation in all houses and for both models. The changepoint repre-
sentation performs on average better than the last representation, but this is not
a significant difference. When looking at the combinations of feature representa-
tions, we see that the ‘raw&change&last’ and the ‘change&last’ representations
generally give good performance and in some cases on average perform better
than the standalone change and last representations. The same holds for the
raw representation combined with either the change or the last representation,
however, these differences in performance are not significant.

Next, we compare the results of the models. Comparing the HMM and CRF
in terms of F-measure gives a very mixed result. For some representations,
the HMM is better, for others the CRF. In Houses A and B, the changepoint
representation gives the best or close to the best performance for both models.
For House C, the same holds for the HMM, but for the CRF the ‘change&last’
representation works best in that house. In some cases, there are significant
differences in performance between the HMM and the CRF for a particular feature
representation. For example, the CRF using the ‘raw&change’ representation
applied to House A performs significantly better than the HMM using the same
representation. Such differences occur both in favor of the HMM as well as in
favor of the CRF.

When comparing the model performances in terms of precision and recall, we
see that the CRF on average performs better than the HMM in terms of preci-
sion, while the HMM on average performs better than the CRF in terms of recall.
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True
Model

Other
Leaving

Toileting

Showerin
g

Brush
teeth

Sleeping

Breakfast

Dinner
Snack

Drin
k

Other 915 309 517 401 36 196 61 861 91 820
Leaving 30 19282 12 7 6 0 0 0 0 0
Toileting 46 4 259 13 15 19 0 2 1 6
Showering 7 1 13 229 0 0 0 1 0 0
Brush teeth 5 3 12 3 7 0 0 2 0 0
Sleeping 3 0 44 0 4 10778 0 0 0 0
Breakfast 11 0 3 0 0 1 31 22 9 10
Dinner 13 0 0 0 0 0 12 225 27 10
Snack 6 0 0 1 0 1 2 12 20 0
Drink 5 0 1 1 0 0 1 10 2 29

Tab. 3.7: Experiment 2, House A: Confusion matrix for the HMM using the last-fired
features.

True
Model

Other
Leaving

Toileting

Showerin
g

Brush
teeth

Sleeping

Breakfast

Dinner
Snack

Drin
k

Other 3586 271 16 55 0 178 0 94 0 7
Leaving 8 19319 8 2 0 0 0 0 0 0
Toileting 59 10 220 9 0 63 0 4 0 0
Showering 182 6 6 57 0 0 0 0 0 0
Brush teeth 10 3 17 2 0 0 0 0 0 0
Sleeping 0 0 27 0 0 10802 0 0 0 0
Breakfast 23 0 0 0 0 3 53 0 3 5
Dinner 110 3 2 0 0 0 6 161 3 2
Snack 15 3 0 0 0 0 15 3 6 0
Drink 19 2 3 0 0 0 3 2 0 20

Tab. 3.8: Experiment 2, House A: Confusion Matrix for CRF using last-fired features.

Finally, when comparing the models in terms of accuracy, we see that the CRF
performs on average better than the HMM in almost all cases, and does so signifi-
cantly in a number of them, for example, in the case of the raw and ‘raw&change’
representation in House A.

To further understand the difference in performance between the two models,
we compare the confusion matrices. The confusion matrix for House A, using
the last-fired representation in combination with the HMM is shown in Table
3.7 and in combination with the CRF in Table 3.8. We see that the activities
that take up most timeslices are generally recognized better by the CRF, while
the less frequent activities are recognized better by the HMM. Interestingly
enough, the tooth brushing activities was not inferred once by the CRF. The
HMM recognized 7 instances of the tooth brushing correctly, but misclassified it
many times. Overall, in both models, we see that most of the confusion occurs
among the activities breakfast, dinner, snack and drink. These activities are all
performed in the same room, namely the kitchen. Similarly, we see that there is
confusion among the activities toileting, showering and brush teeth which are all
performed in the bathroom.
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House A House B House C

Learning HMM 1.3s 0.6s 1.0s
CRF 1890.1s 1188.3s 3708.8s

Inference HMM 3.9s 2.4s 3.2s
CRF 4.7s 3.5s 5.2s

Tab. 3.9: Experiment 2: Computation times in seconds for learning and inference in HMMs
and CRFs.

Table 3.9 shows the computation times for performing learning and inference
for each of the models when using the changepoint representation. We see that
the time to learn the model parameters in CRF is a lot higher than learning in
HMMs. In the case of House C, the amount of learning time for the CRF exceeds
one hour, while the parameters of the HMM are learned in one second. This is
because the parameters of the HMM can be learned in closed form, while for the
CRF, we have to use numerical optimization methods. Since learning is generally
performed offline, this does not have to limit the practical use of the CRF.

3.7.6 Experiment 3: Amount of Training Data

In this experiment we measure the effect of the amount of training data used to
learn the model parameters. Different training days provide different amounts of
information for each activity, therefore the days used for training were randomly
sampled from the days available for training. We performed cross validation over
all the days available, by using a single day for testing and sampling the number
of training days needed from the remaining days. For each size, 10 samples
of training days were collected and the model performance was averaged over
these samples, and over all test days used for cross validation. Figure 3.5 shows
the F-Measure for both models and for all three homes. We see that the HMM
on average performs better than the CRF, but that the difference in performance
becomes smaller as more training data is available.

3.8 Discussion

Timeslice Length

Our results from Experiment 1 showed that the recognition performance is not
very strongly affected by the length of the time interval used for discretization.
Timeslice lengths of ∆t = 30 seconds and ∆t = 60 seconds generally give a good
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Fig. 3.5: Experiment 3: F-Measure performance for the HMM and CRF using various sizes
of training data.
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performance and result in a small discretization error. Besides the performance
and error, the memory usage and computation time also play an important role
in discretization. Smaller timeslice lengths result in higher memory usage and
computation time. In Experiment 2, we saw that learning the parameters of the
CRF, using a discretization of ∆t = 60 seconds, can take up more than one hour.
Using a smaller timeslice length would linearly increase this computation time.
Taken all these factors into account a timeslice length of ∆t = 60 seconds is best
suitable for our experiments and we will use that discretization interval for the
remainder of this thesis.

Feature Representations

Our results showed large differences in performance between the different fea-
ture representations. The reason for these differences is best understood by
comparing the representations using an example. Figure 3.6 shows each feature
representation for a selection of sensors of a single day of sensor data. Each plot
also shows at which time which activity was being performed. In the raw fea-
ture representation plot (Fig. 3.6(a)), we see that the bedroom door and bathroom
door sensors sometimes continue to fire even though no relevant activity is taking
place. This is because people do not always carefully close doors behind them.
From a pattern recognition point of view this severely reduces the discriminative
value of that sensor. If the bedroom door sensor fires half of the day without any
sleeping activity taking place, the significance of that sensor is greatly reduced
for recognizing the sleeping activity. A raw sensor representation can, however,
provide important information with respect to the classification. For example,
people tend to be very strict in closing their doors when performing toileting and
bathing activities. If a toilet flushes and the toilet door is closed, this is a strong
indication that the toileting activity is taking place. On the other hand, if the
toilet flushes and the toilet door is open, it is more likely that somebody is, say,
emptying a bucket of water used for cleaning the house.

In the example of the changepoint representation (Fig. 3.6(b)), we see that the
issue of continuous sensor firing is resolved. We see that certain sensors con-
sistently coincide with the start and end point of an activity. For the bedroom
door sensor, this is the case with respect to the sleep activity, and for the front
door sensor, this is the case with the leave house activity. We also see that after
these sensor events, there are long periods in which no sensor fires at all. Also in
areas where no activity is being performed, we see long periods in which there
is no sensor activity. This makes the observation of no sensors firing at all a very
ambiguous one in this representation.

This ambiguity is resolved in the last-fired sensor representation (Fig. 3.6(c)).
The motivation for this representation is that the last sensor that fired is very
indicative of the location of the person in the home. A person that remains in a
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(a) Raw sensor representation
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(b) Changepoint sensor representation
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(c) Last-fired sensor representation

Fig. 3.6: Visualization of sensor data using the (a) raw, (b) changepoint and (c) last-fired
sensor representation. The shaded area indicates an activity was performed, the
label of the activity is shown at the top.
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particular room of a house is only able to trigger sensors within that room. As
soon as the person leaves that room, it is likely that he or she quickly triggers one
of the other sensors outside that room. This representation works best when a
large number of sensors are installed so that there is a high chance that a sensor
fires when a person resides in a room, and there is a high chance that a sensor
fires outside the room once the person leaves the room.

The outcome of the experiments show that the changepoint and the last represen-
tations perform significantly better than the raw representation. Combinations
of representations can sometimes result in a slight increase in performance, but
never significantly outperforms the changepoint and the last representations.

Generative and Discriminative Models

The difference in performance between the generative HMM and the discrimina-
tive CRF is mainly visible in terms of precision and recall. This is caused by the
way each model learns its model parameters. The parameters of the HMM are
learned for each activity separately, while the parameters of the CRF are learned
by optimizing the sequence of training data as a whole. The optimization method
of the CRF therefore favors the correct classification of more frequent classes over
the correct classification of infrequent classes when this would result in misclassi-
fication of the frequent class. This also explain that the activity of tooth brushing
was not recognized at all when using the CRF. A further consequence of this
optimization method is that CRFs generally score better on the accuracy measure.
The accuracy represents the percentage of correctly classified timeslices. Because
CRFs weigh the recognition of frequent classes higher than infrequent classes,
they are more likely to recognize a high number of timeslices. We introduced the
F-measure as an evaluation measure because we value the recognition of each
activity equally important. The reason the F-measures have rather high standard
deviations is because there are large differences between the days used in cross
validation. For example, on a weekday a person spends a lot of time out of
the house, while during the weekend many different activities are performed
in the house. This makes weekends more challenging in terms of recognition.
Although, this difference will also be noticeable in the accuracy measure, it will
be less severe because there will still be many timeslices in which the person is
idle or performing another activity.

Our results show that the ability of the CRF to deal with violations of the model-
ing assumptions does not result in a significant increase in the F-measure perfor-
mance. Rather, the model shifts its recognition focus to the more frequent classes,
at the cost of misclassifying the infrequent classes. Furthermore, we have seen
that the parameter estimation for the CRF takes much longer than learning the
parameters of the HMM.
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For the application of health monitoring, the long learning time does not seem
to be a very significant issue, since parameter estimation only has to be done
once during the installation of an activity recognition system. However, ignor-
ing infrequent classes for classification seems to be of larger concern. In practice,
this could mean the classifier ignores the recognition of taking in medication to
obtain a more accurate classification of the amount of time spent sleeping. On
the other hand, the HMM misclassifies many instances of the frequent classes, to
achieve a few correct classifications of the infrequent classes. It is not clear which
information care givers value more and the F-measure performance has its lim-
itations in that sense. Our results do not clearly show whether misclassification
occurs because an activity is recognized to take up more time than it actually
did (e.g. the subject slept for eight hours, but it is recognized as nine hours) or
whether complete new instances of activities are recognized (e.g. making dinner
was recognized while the subject was pacing idly through the kitchen). Future
work should therefore focus on determining which information about activities
is most informative to care givers and come up with a performance measure
which matches the accuracy of this information.

Amount of Training Data

We have seen that the difference in recognition performance between the CRF and
the HMM decreased as more training data was available. These results are similar
to work by Ng and Jordan [117]. They compared the classification performance
of generative naive Bayes model and the discriminative logistic regression model
in various classification tasks. They found that generative models perform better
when little training data is available, while discriminative models do better when
training data is plenty.

3.9 Conclusions

In this chapter, we explored techniques for preprocessing sensor data, presented
two probabilistic models for activity recognition and introduced four perfor-
mance measures for evaluating the performance of these approaches. Prepro-
cessing the sensor data consists of a discretization step and a transformation
step. Sensor data was discretized using a timeslice of constant length and exper-
iments were run to determine the effect of the timeslice length on the recognition
performance. Three feature representations for transforming the sensor data
were introduced, the raw representation, the changepoint representation and the
last-fired sensor representation.

Two models for activity recognition were presented, the HMM and the CRF. The
HMM is a generative model and the CRF a discriminative model. A comparison
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between generative and discriminative models was provided to highlight the
differences and similarities between these two types of models. The most im-
portant difference between the models lies in the way the model parameters are
estimated. For HMMs, the model parameters are learned by maximizing the like-
lihood of all the distributions that make up the model, this can be done in closed
form. In the case of CRFs, the model parameters are learned by maximizing the
conditional likelihood, which is done using numerical optimization methods. As
a result CRFs are more robust to violations of the modeling assumptions.

We presented four measures for evaluating the performance of our approaches.
A multi-class precision and recall measure was presented and these two mea-
sures were combined in the F-measure. Additionally an accuracy measure was
presented which represents the percentage of correctly classified timeslices.

Our experiments on three real world datasets showed that the recognition per-
formance is not very strongly affected by the length of the time interval used for
discretization. When taking constraints with respect to memory, computation
time and discretization error into account, a time interval of 60 seconds pro-
vides the proper balance between an accurate representation of the data and a
reasonable amount of data needed for this representation.

Experiments on the feature representations compared each feature representation
separately. The results show that the changepoint and the last representations
perform significantly better than the raw representation. Comparisons were also
made between each possible combination of feature representations. Combina-
tions of representations can sometimes result in a slight increase in performance,
but never significantly outperforms the separate use of the change and last re-
presentations.

The comparison between the performance of the models showed that the ability
of the CRF to deal with violations of the modeling assumptions does not result in
a significant increase in F-measure performance compared to the HMM. This is
because the CRF shifts its recognition focus to activities that occur more frequently
in the dataset, at the cost of misclassifying infrequent activities. For this reason
the CRF generally performs better than the HMM in terms of accuracy measure,
since in this measure more frequent activities have a larger weight. On the other
hand, the HMM misclassifies many timeslices of frequent activities to obtain a
few correct classifications of infrequent activities. The results therefore show
that the CRF generally performs better in terms of precision, while the HMM
performs better in terms of recall. Experiments focusing on the effect of the
amount of training data used show that the HMM on average performs better
than the CRF when little training data is available, but that the difference in
performance becomes smaller as more training data is available.




