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Appendix A
Inference Algorithms

In this appendix, we describe the Viterbi algorithms for the different models
discussed. The Viterbi algorithm finds the sequence of states with the highest
probability, given a sequence of observations. In each section, we provide a
generalized version of the Viterbi algorithm that works for both generative and
discriminative models.

A.1 Viterbi Algorithm for Markov Models

The generalized version of the Viterbi algorithm described in this section uses
a factor representation. Two factors are used, an observation factor O and a
transition factor T . When using the hidden Markov model (HMM), the ob-
servation factor is defined as O(i, ~xt) =

∏N
n=1 µ

xn
in (1 − µin)(1−xn) and the transition

factor as T ( j, i) = ai j. We define a special case for T representing the initial state
distributionT (i, 0) = πi. In the case of the conditional random field (CRF), the ob-
servation factor is defined as O(i, ~xt) = exp

{∑
k λk fk(yt = i, ~xt)

}
and the transition

factor as T ( j, i) = exp
{∑

k λk fk(yt = j, yt−1 = i)
}
.

To find the most probable sequence of states, we define the quantity Pt(i), which
represents the best score (be it probability or potential) of ending in state yt = i,
taking the first t observations into account. A bookkeeping variable ζt( j) is used to
store the optimal state to transition from at each timeslice. The Viterbi algorithm
can now be stated as follows:
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1. Initialization: Set the first timeslice.

P1(i) = O(i, ~x1)T (i, 0)
ζ1(i) = 0

2. Recursion: Iterate over timeslices 2 ≤ t ≤ T.

Pt( j) = max
1≤i≤Q

[
Pt−1(i)T ( j, i)

]
O( j, ~xt)

ζt( j) = argmax
1≤i≤Q

[
Pt−1(i)T ( j, i)

]
3. Termination: Determine which state has the highest probability in the final

timeslice.

P∗ = max
1≤i≤Q

[PT(i)]

y∗T = argmax
1≤i≤Q

[PT(i)]

4. Sequence backtracking: Look up the previous state from T to 1.

y∗t = ζt+1(y∗t+1)

A.2 Viterbi Algorithm for Semi-Markov Models

Semi-Markov models consist of two hidden variables at each timeslice, the hidden
state and the duration of that hidden state. For a novel sequence of observations,
the values of both hidden variables are unknown and need to be inferred using
the Viterbi algorithm. We use a factor representation to present a generalized
version of the Viterbi algorithm, applicable to both the hidden semi-Markov
model (HSMM) and semi-Markov conditional random field (SMCRF). We use an
observation factor O, a transition factor T and a duration factorD. When using
the HSMM the observation factor is defined as O(i, ~xt) =

∏N
n=1 µ

xn
in (1 − µin)(1−xn),

the duration factor as D(l, i) = pi(l) and the transition factor as T ( j, i) = ai j. We
define a special case for T representing the initial state distribution T (i, 0) =
πi. In the case of the SMCRF, the observation factor is defined as O(i, ~xt) =
exp

{∑
k λk fk(yt = i, ~xt)

}
, the duration factor as D(l, i) = fk(yt = i, dt = l) and the

transition factor as T ( j, i) = exp
{∑

k λk fk(yt = j, yt−1 = i)
}
.

To find the most probable sequence of states, we define two quantities, Pt(i)
represents the best score (either probability or potential) of ending in state yt = i,
taking the first t observations into account. The quantity PDt (d, i) represents the
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best score of ending in state yt = i, with a state duration of d + 1 timeslices, taking
the first t observations into account. Three bookkeeping variables are needed,
ζt( j) is used to store the optimal state to transition from at each timeslice. The
variable ζDt (d, j) stores the optimal state to transition from, considering a state
duration of d + 1 timeslices. Finally, υt(i) stores the optimal duration for state i at
time t. The maximum duration that a state can take is defined beforehand in a
variable D. We use the variable l to represent the duration of a state. The Viterbi
algorithm can now be stated as follows:

1. Initialization: Set the probabilities of the initial states, for lengths l = 1 : D,
and states i = 1 : Q.

P1(i) = T (i, 0)D(1, i)O(i, ~x1)

P
D

l (l, i) = T (i, 0)D(l, i)
l∏

t=1

O(i, ~xt)

ζDl (l, i) = 0

2. Recursion: At each timeslice, first iterate over all possible durations. For
timeslices t = 2 : T, lengths l = 1 : D and states j = 1 : Q.

P
D

t (l, j) = max
1≤i≤Q

[
Pt−l(i)T ( j, i)

]
D(l, j)

t∏
m=t−l+1

O( j, ~xm)

ζDt (l, j) = argmax
1≤i≤Q

[
Pt−l(i)T ( j, i)

]
Then determine which duration gives the highest probability.

Pt(i) = max
1≤l≤D

P
D

t (l, i)

υt(i) = argmax
1≤l≤D

P
D

t (l, i)

ζt(i) = ζDt (υt(i), i)

3. Termination: Determine which state has the highest probability in the final
timeslice.

P∗ = max
1≤i≤Q

[PT(i)]

y = argmax
1≤i≤Q

[PT(i)]

l = υT(y)
t = T
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4. Sequence backtracking: Backtrack from there, looking up the duration and
previous state, until t = 0.

y∗t−l+1:t = y
y = ζt(y)
t = t − l
l = υt(y)




