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5
Caption Bias in Interleaving Experiments

In the previous chapter we focused on the theoretical properties of interleaved compari-
son methods. Here, we focus on applying these methods to obtain feedback in a real-live
setting, web search. When we apply interleaved comparison methods for online eval-
uation, or online learning to rank in a search setting, we typically expect to obtain an
estimate of the relative quality of rankers in terms of how they rank relevant results. In-
terleaved comparison methods have been developed to obtain such estimates in the face
of position bias. Beyond compensating for position bias, these methods assume that user
clicks reflect relevance, although this relation may be noisy.

While interleaved comparison methods promise to reflect true user preferences, their
reliance on user clicks makes them susceptible to click bias1 (cf., §2.3.2) when the as-
sumptions that these methods are based on are violated. For example, users have been
previously shown to be more likely to click on results with attractive titles and snip-
pets (Clarke et al., 2007; Yue et al., 2010b). An interleaved comparison where one ranker
tends to generate results that attract more clicks (without being more relevant) may thus
detect a preference for the wrong ranker.

This is the problem that we address in this chapter: How are interleaving outcomes
affected by differences in result presentation in practice? On the one hand, as previous
work has assumed, caption bias may affect rankers equally. This would increase variance
when computing interleaved comparison outcomes but not introduce bias. On the other
hand, typical ranker optimization changes may affect captions (for example, by favoring
titles with more highlighting), thereby creating a systematic effect on click behavior.
When interleaving methods are applied to measure preferences between rankers, it is
important to identify when caption bias may be occurring, and to be able to avoid it or
compensate for it. Specifically, we address the following three research questions:

RQ 8 (How) does result presentation affect user clicks (caption bias)?

RQ 9 Can we model caption bias, and compensate for it in interleaving experiments?

RQ 10 (How) does caption bias affect interleaving experiments?

1We use click bias to refer to any characteristic of a search result that systematically influences click behav-
ior in such a way that a result receives more or fewer clicks than would be warranted by the item’s content-based
relevance to the query alone. We use caption bias to refer to forms of click bias related to the visual presentation
of results on a search result page.
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5. Caption Bias in Interleaving Experiments

We address these questions as follows. First, we introduce a general probabilistic,
feature-based approach for modeling caption bias in user clicks. We propose two types
of features to instantiate this model based on (1) an assumption that caption bias indepen-
dently affects clicks on each document, and (2) modeling interactions between caption
effects on nearby documents. Next, we show that the developed caption-bias models
can be integrated with existing interleaved comparison methods, by devising alternative
estimators for TD and PI-MA. Finally, we apply this approach to real interleaving ex-
periments, finding that the method identifies caption bias when expected and produces
de-biased interleaving outcomes.

The results of our analysis have implications for how and in what cases interleaving
methods can be applied in practice. In particular, the work presented in this chapter
contributes to a better understanding of IR evaluation using interleaving methods, and to
making them more reliable and robust.

The remainder of this chapter is organized as follows. We detail our approach for
modeling and compensating for caption bias in §5.1. Our experiments give insights into
the types of features that are most effective for modeling caption bias, the effectiveness
of our models for predicting click behavior and user preferences, and the effect of caption
bias on interleaved comparisons. They are presented and discussed in §5.2. We conclude
in §5.3.

5.1 Method

Our method is based on the following idea: when assigning credit for clicks to rankers
in an interleaving experiment, the credit can be reweighted to reflect the likelihood of
the user clicking on the result based on just caption bias. This is similar to the ideas
by (Chapelle et al., 2012; Yue et al., 2010b), although here we focus on improving the
fidelity rather than the sensitivity of interleaving experiments.

We reweight clicks by the inverse of their caption-based click odds. This means
that results that are very likely to be clicked due simply to their visual characteristics
receive a low weight, while higher weights are assigned to results whose representation
is less likely to attract clicks. Thus, clicks on relatively less “clickable” results are taken
to provide a more reliable indication of relevance, while more “clickable” results are
considered prone to attracting clicks unwarranted by their relevance and receive a lower
weight. This principle is implemented in the following 3-step approach: (1) model the
probability of a click as a combination of position, relevance and caption bias, (2) learn
the weights of this model using observations of past user behavior, and (3) factor out
the caption bias component from interleaving evaluations to make clicks better reflect
relevance. Below, we detail our caption bias model (§5.1.1) and features (§5.1.2), as well
as our approach for reweighting clicks in interleaved comparison methods (§5.1.3).

5.1.1 Modeling Caption Bias
Goal of our model is to relate a set of observations x (here: features that encode charac-
teristics of a document in a result list) to the probability of that document being clicked
by a user. A natural model of such a relation, with minimal assumptions, is the logistic

74



5.1. Method

regression model (Friedman et al., 2001). Such a model ensures that predictions are in the
form of a probability distribution, and it allows a straightforward interpretation of trained
regression weights in terms of their effect on the likelihood of an outcome. Because our
hypothesis is that a model that includes caption bias features can more accurately pre-
dict click probabilities than one with only relevance and position features, we explicitly
formulate our model in terms of relevance features xr, position features xp, and caption
features xc. This results in the following model:

P (C|xr,xp,xc) =
1

1 + e−β0−βrxr−βpxp−βcxc
. (5.1)

Here, P (C|xr,xp,xc) denotes the probability of a click on a result document, that is
characterized by relevance features xr, position features xp, and caption features xc.
The parameters of the model — the intercept β0, and the coefficients βr, βp, and βc —
are estimated from training data using maximum likelihood estimation. While a model
that takes into account nonlinear combinations of bias features may produce more accu-
rate results, this model is easy to interpret, less prone to overfitting than more complex
models, and we find it to perform well when validated on the task of predicting clicks
(cf., §5.2.2).

The weights obtained after training the model in Eq. 5.1 can be interpreted in terms
of the effect of the corresponding feature on the click odds, a characteristic we make
use of when applying the trained model to reweight clicks as shown in §5.1.3. Note
that only caption features xc are used for reweighting, to compensate for caption bias.
The remaining features are included during model training only, to remove effects of
document relevance and position. In this way we obtain a model of a document’s click
likelihood given its presentation. The caption features used in this study are detailed
in §5.1.2. Relevance and position features are described below.

The relevance level of a document d to a query q is modeled by xr = φr(d|q) as
a vector of five binary features. They represent 5-point relevance judgments that range
from “not relevant” to “highly relevant”. Our position features xp = φp(d|q) follow the
formulation in (Yue et al., 2010b). Specifically, we use six binary indicator features that
indicate whether each document was presented at rank 1, 2, 3, 4 to 5, 6 to 9, or 10 and
below.

In a preliminary study, we also considered two alternatives to the model described
above. First, we assessed document-wise models that do not take into account relevance
information, but simply model caption bias using visual and position features. However,
we found that models that do take relevance into account model click behavior more ac-
curately. Second, we evaluated a pairwise model that predicted which of two documents
was more likely to be clicked, based on features that captured visual differences between
them (i.e., predicting which of two documents is more likely to be clicked, similarly to
the approaches by Clarke et al. (2007) and Yue et al. (2010b)). Here, we found the per-
document formulation in Eq. 5.1 to be much more effective in explaining click behavior.
Therefore, we focus on this model in the rest of this chapter. Nevertheless, we found that
pairwise features, that capture the relationship between the document for which clicks
are predicted and its neighboring documents, can be combined with our per-document
model to further improve performance (implemented as pairwise features, cf., §5.1.2).
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5. Caption Bias in Interleaving Experiments

5.1.2 Caption Bias Features

We use two types of visual features to model caption bias: per-document features and
pairwise features (both are encoded in the caption feature vector xc = φc(d|q)). Both
types of features are detailed below. For all features, we assume a standard result page
of a web search engine, where results are displayed with their title, URL, and a snippet
that shows how each document relates to the user’s query.

Per-Document Caption Features

Our per-document features are designed to capture characteristics of individual search
result captions, and model aspects that may make them likely to attract (or discourage)
clicks. We started with the features investigated in Clarke et al. (2007), such as short
snippet, term matches in the title, and URL length.

From the initial set of features, we restricted our features to those that we believe may
capture visual characteristics relevant to our task, yet are not likely to be strongly affected
by document relevance. In an initial study, we found a statistically significant effect of
e.g., the number of query term matches with the document title, and the number of phrase
matches with the snippet on click behavior. However, we think that these observations
were strongly affected by the rankers used to collect our training data. E.g., a ranker
may over- or under-emphasize the importance of matches in the document title, while
the 5-point relevance judgments (cf., §5.1.1) used to remove major effects of relevance
may not be sufficiently fine-grained to compensate for these ranker effects. To avoid
contamination of our caption bias model with such ranker effects, we removed features
for which these were a concern.

We binarized all per-document features to avoid cases where our caption bias model
would be dominated by individual unbounded values. For each “raw” feature (e.g., title
length), we started with natural thresholds, such as the first and third quartile, the mean,
and points identified by visual inspection of the feature’s histogram. Next, binary fea-
tures representing these bins were added to a model of document relevance and position,
which was then trained using logistic regression. The thresholds were then manually
tuned to maximize the model’s fit to the training data (i.e., thresholds were increased and
decreased and the model re-trained, until the magnitude of the residuals from the fitted
model did not decrease further).

Finally, all constructed binary features were combined in one model, and features
that did not have a significant effect on the models’ prediction (measured using a χ2 test,
and p < 0.001) were removed from the model. In this step we reduced the number of
features from 25 to the final set of 10 per-document features.

Our per-document features are presented in Table 5.1. The feature deep links refers
to links to subsections of a website that are grouped under a main title result as illustrated
in Figure 5.1. We included this feature because a strong relation with click behavior was
found, and this type of presentation is common to most major web search engines. The
length-related features short URL, short title, long title, short snippet, and long snippet
were converted to binary values as described above. For longer URLs, the number of
slashes was found more informative than the number of characters. Similarly, for title
length, the number of words was more informative than the number of characters. For
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5.1. Method

Feature Description
Deep links The result is presented with deep links
Short URL The length of the displayed URL is 30 or less characters
URL slashes The URL of the presented result contains more than 5 slashes
URL bold The presented URL has more than 1 highlighted section
Short title The presented title consists of less than 3 words
Long title The presented title consists of more than 7 words
Title start The title begins with an exact match of the query
Title bold The title contains more than 2 highlighted sections
Short snippet The displayed snippet is shorter than 40 characters
Long snippet The displayed snippet is longer than 170 characters

Table 5.1: Per-document features for capturing visual characteristics of individual result
captions.

Figure 5.1: Example search results of two commercial web search engines, with deep
links included in addition to the title link.

snippet length, the threshold for short snippets corresponds to roughly half a line of text,
while the threshold for long snippets corresponds to a length where the text would flow
onto a third line.

Here, we list only the final features and exclude features where no significant effect on
click behavior was detected (e.g., highlighting in the snippet). In addition to those listed,
we initially tested the following features proposed in earlier studies (Clarke et al., 2007):
the number of query term matches with the title, snippet, and URL respectively, and the
respective number of phrase matches. However, because our models were developed to
specifically capture changes in click behavior due to visual characteristics, we removed
these features that may be more strongly affected by document content.

Pairwise Caption Features

Our second set of features considers not individual documents, but pairs of documents.
The intuition behind these features is that documents presented in response to a query
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5. Caption Bias in Interleaving Experiments

Feature Description
∆ URL length above / below The difference between the length of the URL of

the current document and of the document ranked
immediately above it / immediately below it

∆ URL slashes above / below The difference in the number of slashes in the URL

∆ URL bold above / below The difference in the number of words highlighted
in the URL

∆ title length above / below The difference in title length (in characters or
words)

∆ title bold above / below The difference in the number of highlighted words
or sections in the title

∆ snippet length above / below The difference in the length of the snippet (in char-
acters or words)

∆ snippet bold above / below The difference in the number of highlighted words
or sections in the snippet

Table 5.2: Pairwise visual features for capturing caption bias.

attract clicks not only based on their own representations, but also depending on other,
surrounding documents. For example, a somewhat attractive result may attract clicks
when placed next to a poorly presented result, but may not get much attention when
placed next to a result with a better presentation. Although we found per-document
models to perform better individually, we hypothesized that click behavior could best be
captured by a combination of characteristics of a document’s own representation, and
those of surrounding documents.

As for our per-document features, we avoided unbounded features to prevent individ-
ual features from dominating the model (this may happen when e.g., directly including
the difference in URL length). We achieved this by encoding all pairwise features as
ternary values (i.e., with possible values (−1, 0, 1). Thus, e.g., the feature ∆ URL length
above would be −1 if the URL length of the current document is less than that of the
document ranked immediately above it, 0 if there was no difference, and 1 if the URL
was longer than that of the document ranked above it.

A complete list of the investigated pairwise features is provided in Table 5.2. The
features ∆ title bold above / below (in words) and ∆ snippet bold above / below (in
words) are designed to capture relationships between neighboring documents that are as
close as possible to those explored in (Yue et al., 2010b), so that effects found here can be
compared to this earlier work. In addition, we include features that capture differences in
highlighting of the URL, and consider the number of highlighted sections (e.g., phrases)
in addition to that of individual words. Finally, we add features that capture the length
differences of URL, title, and snippet. As for the document-wise features, we exclude
features based on term matches, to focus on visual aspects of the search result captions.

78
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5.1.3 Reweighting Clicks
In this section we detail how we apply the caption bias models developed in §5.1.1 to
interleaved comparison methods to compensate for caption bias. The key idea is to
reweight observed clicks on result documents by the change in click odds for that doc-
ument that is due to caption bias. We base our method on two interleaved comparison
methods, TD (Radlinski et al., 2008b) (cf., §2.3.1) and PI-MA (Chapter 4). Extensions to
other interleaved comparison methods are straightforward following the same procedure.

We start from the interleaved comparison outcomes TD and PI-MA, and their esti-
mators of comparison outcomes (the sample mean as defined in Eq. 4.1 for TD, and our
estimator in Eq. 4.5 for PI-MA). To make explicit how comparison outcomes are com-
puted given an observed interleaved result list l, clicks c, and assignments a by these
estimators we rewrite comparison outcomes o as2

o =

len(l)�

r=1

c[r]a[r]−
len(l)�

r=1

c[r]ā[r], (5.2)

where len(l) is the length of l, r is the rank of a document in l, and c[r] ∈ {0, 1} indicates
whether the document l[r] was clicked. For brevity of notation, we take a[r] ∈ {0, 1}
to indicate whether l[r] was contributed by ranker l1, with its complement ā[r] ∈ {0, 1}
indicating whether it was contributed by ranker l2. Thus c[r]a[r] evaluates to 1 iff l[r] was
clicked, and contributed by ranker l1, and to compute o, we simply take the difference in
the number of clicks that were contributed by l1 and l2.

Based on the formulation of o in Eq. 5.2 we correct for caption bias using the coeffi-
cients βc obtained from the trained model in Eq. 5.1. The exponential of the coefficient
for a feature can be interpreted as the change in the click odds of a document, given that
the feature is present (for binary features; coefficients for real-valued features are inter-
preted as the change in click odds ratio for one unit change). It is an approximation of
the change in click probability attributed to that feature.3 We exploit this relationship by
reweighting each observed click on a document by the effect of the documents’ caption
features on its click odds, eβc·xc , where xc = φc(d, q) is the caption feature vector for
the clicked document.

For an example of how click reweighting is applied, consider a result with a very
short URL (i.e., short URL is true), and 3 highlighted sections in the displayed result title
(title bold). Also, assume that the estimated weights for these features, obtained from the
trained caption bias model, are 0.4 and 0.7. Then, due to how the result was presented,
it was e1.1 ≈ 3 times as likely to be clicked than an equally relevant document presented
at the same rank and average presentation (i.e., with medium-length URL and less high-
lighting). Then, the observed click is reweighted with the inverse of this change in click

2In contrast to previous chapters, we define the outcome in terms of the click difference, instead of the sign
of the click difference. This formulation makes it easier to see how individual clicks are reweighted below. The
resulting TD estimator (without bias compensation) is equivalent to the aggregation method called ∆click in
(Chapelle et al., 2012).

3While the change in click odds only approximates the change in click probability (relative risk) under
caption bias, it has the advantage that it can be estimated from non-random samples using logistic regression.
It is considered a good approximation of relative risk under the “rare disease assumption,” in particular when
the relative risk is small (Schmidt and Kohlmann, 2008). Because clicks are relatively rare and the odds ratios
we observe are small, we consider these assumptions reasonable.
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5. Caption Bias in Interleaving Experiments

odds, to correct for the attractive presentation and decrease the click’s contribution to the
outcome of the interleaving experiment.

Applying the resulting click weights to the estimator for TD, and after substituting
Eq. 5.2 in Eq. 4.1, we obtain the following alternative estimator, which reweights clicks
to compensate for caption bias:

ÊW−TD[O] =
1

n

n�

i=1




len(l)�

r=1

c[r]

eβcφc(l[r],q)
a[r]−

len(l)�

r=1

c[r]

eβcφc(l[r],q)
ā[r]



 . (5.3)

Thus, instead of weighting each observed click equally, this estimator for weighted TD
weights each observed click by its change in click odds due to caption bias.

The corresponding estimator for PI-MA is obtained by substituting Eq. 5.2 in Eq. 4.5
and again applying click reweighting:

ÊW−PI [O] =
1

n

n�

i=1

�

a∈A




len(l)�

r=1

c[r]

eβcφc(l[r],q)
a[r]−

len(l)�

r=1

c[r]

eβcφc(l[r],q)
ā[r]



P (a|li, q).

(5.4)
Our method for modeling caption bias is experimentally validated in the next section,

and we apply the resulting model to interleaving experiments in §5.2.4.

5.2 Experiments and Results
In this section we detail our experimental setup and results in three parts. First, we
focus on training caption bias models (5.2.1). Results of this step give insights into
the features that were found to be useful for explaining click behavior and their relative
importance. Second, we assess the quality of the trained models, by comparing their
predictions to observed click behavior (5.2.2). Third, we show how our caption bias
models can be applied to infer user preferences from clicks (5.2.3). Finally, we apply our
best-performing caption-bias model to interleaving experiments and analyze its effect on
experiment outcomes (5.2.4).

5.2.1 Modeling Caption Bias
In our first experiment, we train several instantiations of our caption bias model as defined
in Equation 5.1. Analyzing which visual features contribute to explaining click behavior,
and what their relative importance is in each of the models, allows us to better understand
the observed caption bias. In this experiment, we consider the following instantiations of
our model:

• highlighting - uses only pairwise highlighting features, similar to Yue et al. (2010b)

• document-wise - uses the per-document features in Table 5.1

• pairwise - uses only the pairwise features listed in Table 5.2

• combined - considers all visual features in Tables 5.1 and 5.2
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5.2. Experiments and Results

All four models were trained using standard logistic regression (with the function
glm) in R.4 The training data was obtained from a large commercial web search engine.
The data is a random sample of queries and result pages collected on February 16, 2012.
To account for the effect of relevance, the log data was intersected with a large set of
previously collected relevance judgments. This intersection resulted in approximately
420,000 (non-unique) query–URL pairs.

A limitation of our setup is that, because we use query–URL pairs for which relevance
assessments were available, our training data set does not constitute a random sample.
Rather, the use of previously collected judgments introduces bias, as more judgments
were available for, e.g., frequent queries, and for documents that were previously ranked
highly by the search engine. However, this bias only affects our training data, and not the
data sets used for evaluation and analysis.

The weights for our trained models are shown in Table 5.3. Recall that when we
apply our model of caption features to reweighting clicks, we only use the weights of
the caption features to determine the relative change in click attractiveness, and ignore
position and relevance features (cf., §5.2.1). Therefore, we only report and analyze the
regression weights for these visual features.

For the highlighting model, we find a relatively weak effect for all included features.
URL bolding has a positive effect (i.e., more bold increases the click likelihood of a re-
sult), but only when compared to the document ranked below. Increased highlighting
in the title always increases click probabilities, and this effect is stronger than that of
highlighting in the snippet (in agreement with (Yue et al., 2010b)). For increased high-
lighting in the snippet, a small negative effect is detected, which may be caused by easily
identifiable caption spam.

For the document-wise model we identify several features that have a strong corre-
lation with click behavior. The highest regression weight is obtained for our deep links
feature. This result matches our observation that results with deep links tend to attract
more clicks (even on the title link), perhaps because they take up more space on the result
page. For highlighting in the result title, a much stronger effect is observed than for the
pairwise version of this feature. Finally, click probability is found to decrease for URLs
with many slashes, and for short snippets, as expected.

Results for the pairwise model are similar, although the trained weights are smaller
in magnitude. For URL length, a negative impact is detected when the current result has
a longer URL than the document above, however this effect is reversed when the URL is
compared to the result below.

Finally, in our combined model we find that all per-document features found to be
statistically significant previously again have a statistically significant impact, even when
combined with pairwise features. However, significant effects are also found for addi-
tional pairwise features, suggesting that the click behavior observed in our training data
can best be explained when document-wise and pairwise features are combined. The
pairwise features that had a statistically significant effect when included in the combined
model are ∆ URL slashes below, ∆ title length below, as well as all highlighting features
for result title and snippet.

4Obtained from http://www.r-project.org/.
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5.2. Experiments and Results

To summarize, per-document features were found to be the most useful for predicting
click behavior from visual characteristics. A weaker impact was identified for pairwise
features, but a combined model best explains observed click behavior.

5.2.2 Evaluating Caption Bias Models
Above, we presented four models of caption bias given visual features. Here, we compare
the performance of these models by applying the models to predict user clicks on a new
data set.

The data for this experiment was again obtained from a commercial web search
engine, but was collected several days after the training data. We obtained three non-
overlapping random samples (by user), from February 23 to 26, 2012. Each data set
consists of queries, the presented search results, and the observed clicks. Below, we refer
to these evaluation sets as A, B, and C.

The task on which we evaluate the trained models of caption bias is to predict whether
a given document will be clicked or not, based on its visual characteristics and its position
in the result list. As ground truth, we use the actually observed clicks.

We measure performance in terms of perplexity, a measure that is typically used
to compare the quality of the predictions of a probabilistic model to observed outcomes,
e.g., to evaluate click prediction methods (Dupret and Piwowarski, 2008). It is formulated
as 2−

�n
i=1

1
n log2 P (ci), where ci are observed events (here, whether a document was

clicked or not), P (ci) is the probability of an observed event predicted by our model, and
n is the number of observations. Intuitively, perplexity captures the degree of “surprise”
that remains after a predictive model is applied. When applying an ideal model that
can accurately predict all observed events, no surprise remains, and perplexity is 1. A
uniformly random model would obtain a perplexity of 2, indicating that the model would
not provide any information as to whether or not a result document is clicked.

In addition to the four models discussed in the previous section, we add a baseline
model, that does not take any visual features into account (but is trained using relevance
and position features, and predicts click behavior using document position alone). Our
results are presented in Table 5.4.

data set baseline highlighting document-wise pairwise combined
A 1.664� 1.675� 1.578� 1.650� 1.552
B 1.627� 1.640� 1.540� 1.627� 1.521
C 1.646� 1.656� 1.565 1.633� 1.540

Table 5.4: Results (evaluating caption bias models): Perplexity of all caption bias mod-
els when predicting clicks. Statistical significance is indicated in comparison with the
combined model.

Surprisingly, we find that the least predictive model is not the baseline (without any
visual features), but the highlighting model. It performs worse than the baseline in all
cases, even though it better explained click behavior on the training data. This suggests
that the highlighting model may be overfitting the training data. The pairwise model is
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little better than the baseline, suggesting that pairwise features alone may not be able
to accurately represent users’ click decisions. Better performance is achieved by our
document-wise model. The best performance (lowest perplexity) over all data sets is
obtained by our combined model. Apart from data set C, where the document-wise model
is not statistically different from the combined model, all other models on all other data
sets perform significantly worse than our best-performing model. Our results suggest
that a combined model of visual features, that takes both document-wise and pairwise
features into account, is the most successful at modeling users’ click decisions.

To better understand how well our combined model captures caption bias, we conduct
a more detailed analysis of its performance on different segments of queries drawn from
data set B. We analyze prediction performance by (1) query frequency, and (2) the type
of the information need expressed by the query.

Table 5.5 shows the perplexity of the baseline and combined models, split by query
frequency. We divide queries into three groups: head, which consists of the 20% most
frequent queries, body, which consists of queries between the 20th and 80th frequency
percentile, and tail, which consists of the 20% least frequent queries.

Segment baseline combined
Head 1.105� 1.111
Body 1.400� 1.347
Tail 2.057� 1.855

Table 5.5: Perplexity of the baseline and combined models, split by query frequency
segment. Statistical significance is indicated in comparison with the combined model.

We find that on head queries, perplexity is best for both models, and that the per-
formance of the combined model is lower than that of the baseline. The reason is that
these very frequent queries are typically “easy”, because many users search for the same
things, usually with a clearly identifiable goal. For this type of query, users are likely to
recognize target result pages, e.g., by the URL. Thus, caption bias is low for this type of
query, as reflected in our results. For the less frequent body queries, perplexity is higher
for both models. Here, the performance of the combined model is significantly better
than that of the baseline model, indicating that caption characteristics play a role here.
The trend continues for the tail query segment. For this segment, the baseline performs
worse than random, which indicates that result position is not a good predictor of clicks
for these queries. The performance of the combined model is significantly better. The
large improvement of 10% suggests that users’ click decisions on this most difficult query
segment are particularly strongly affected by caption characteristics.

Table 5.6 shows the results obtained when splitting queries by the type of informa-
tion need. Here, we use two sources of information to categorize queries. First, we use
information provided by the search engine used for data collection. For queries with
one predominantly clicked result, this top result is given more space on the result page.
Our log data provides information on which queries were treated with such “enhanced
navigational” results, and we use queries marked as such as our first category. For the re-
maining queries, a simple click-entropy based classifier divides queries into navigational
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and non-navigational.

Segment baseline combined
Enhanced Navigational 1.143 � 1.149
Navigational 1.357 1.339
Non-navigational 1.924 � 1.744

Table 5.6: Perplexity of the baseline and combined models, split by the type of informa-
tion need. Statistical significance is indicated in comparison with the combined model.

We observe a similar pattern to that obtained using query frequency. For enhanced
navigational queries, perplexity is lowest, and the baseline model performs better than
the combined model. As for the head queries above, results for these queries are the least
likely to suffer from caption bias. These queries have one main target result, and this
result is easy to identify on the result page, so caption bias is expected to play a small
role here. For both navigational and non-navigational queries perplexity is higher for
both models but the combined model performs significantly better in both cases. Again,
the performance improvement of the combined over the baseline model is largest for
non-navigational queries, where caption bias is expected to be strongest.

To summarize, we validated our models of caption bias on the task of predicting
clicks on interleaved result lists. Our combined model, which includes both document-
wise and pairwise features to model caption bias, performed best overall. We also found
that our model worked best on queries where caption bias is expected to affect clicks the
most, namely infrequent, non-navigational queries.

5.2.3 Predicting Preferences
In the previous subsections, we presented our results for training and evaluating caption
bias models, and found that our combined model predicted observed click behavior best.
In this section, we show how applying this model to reweight clicks affects interleaving
scores on individual results, and show how such a reweighting can be used to predict user
preferences.

To show how compensating for caption bias affects interleaved comparisons in detail,
consider Table 5.7. For the query “today in two minutes”, four search results are shown.
The first has a visual representation that results in a weight of 1.003, which is close
to the average (i.e., the result is about as likely to be clicked as a result for which all
visual features are false / zero). Click probability increases, e.g., due to the short title,
and highlighting in the URL, but decreases due to the missing snippet and the lack of
highlighting in the title. Overall, the result is relatively unlikely to be clicked based
on attractiveness alone. In contrast, the lower-ranked results look more attractive, and
consequently receive lower click weights. In this result list, the two results with the
lowest weights (i.e., the most attractive visually) were clicked by the user. This suggests
that click behavior may have been affected by caption bias.

We can now compare the outcomes that would be obtained in the above example
when inferring a TD outcome with and without applying our model of caption bias.
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We observe that both clicked results were contributed by ranker A, leading to a win of
2 clicks over B. When applying the caption bias model, the low click weights of the
clicked results are taken into account, leading to a much smaller win of 0.617. This
example shows how the caption bias model decreases the impact of clicks that may have
been biased towards more attractive results.

As an additional proof-of-concept, we applied our caption-bias weighting scheme to a
small sample of search result impressions for which two different URLs had been clicked
by different users. When a model predicted a lower weight for one of the clicked URLs,
this URL would be inferred to be more likely to be clicked due to its presentation, and
the URL with the higher click weight would be inferred to be preferred due to its content.
For this small data set, we asked human annotators to judge which of two landing pages
(for the two competing URLs) they would prefer for a given query.

Table 5.8 shows how often our model predictions agree with the human preference
judgments. For the baseline model, no preferences can be inferred, as both URLs were
clicked for the given query. Prediction quality of the pairwise model is the same as
a random model would achieve, while accuracy for the document-wise and highlighting
models are slightly higher. The best preference predictions are obtained by our combined
model.

baseline highlighting document-wise pairwise combined
0 / 86 / 0 44 / 1 / 41 43 / 11 / 32 43 / 0 / 43 47 / 0 / 39

Table 5.8: Preference predictions by caption bias models. For each model we include the
number of correct / no preference / incorrect predictions.

5.2.4 Interleaving Outcomes

In this section, we investigate whether and how interleaving outcomes can be affected
by differences in result presentation in practice. To this end, we apply our best caption
bias model (the combined model, as shown in Table 5.3) to interleaved comparisons
conducted on live web search traffic using the reweighting schemes introduced in §5.1.3,
and analyze how the inferred interleaving outcomes are affected by bias compensation.

We conducted six interleaving experiments (referred to as E1-E6 below), selecting
experiments that represented small changes in ranking quality that are typical of incre-
mental ranker improvements at major web search engines. We also selected pairs such
that the competing rankers used methods for applying previously collected clickthrough
data, and different weights to make the influence of clicks weaker or stronger. Select-
ing ranker pairs in this way increased our chances of detecting changes in interleaving
outcomes due to caption bias. If caption bias affects interleaving outcomes beyond in-
creasing noise, then we expect that compensating for caption bias results in outcome
changes of different magnitudes for these experiments. On the other hand, if caption
bias affects all rankers equally, then all experiment outcomes should be affected by bias
compensation equally. The direction of all experiments is chosen such that a baseline
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ranker (l1) is compared to a treatment ranker (l2). The hypothesis for all six interleaving
experiments is that the treatment ranker improves over the baseline ranker.

The interleaving experiments were run on a sample of live traffic from the same web
search engine as used in the previous two sections. These experiments were run within
three weeks of collecting the data sets for model training and evaluation, so that no ma-
jor changes in click behavior are expected. Interleaved result lists were generated using
TD.5 After observing user clicks, four different scoring methods were applied to compute
interleaved comparison outcomes using the original TD (Eq. 4.1) and PI-MA (Eq. 4.5)
scoring schemes (without compensating for caption bias) and our caption-bias reweight-
ing schemes (Eqs. 5.3–5.4) (with the combined caption bias model). Note that in earlier
work, click preferences were recentered to let a value of 0.5 denote “no preference”
(i.e., the rankers are inferred to perform equally well), as shown in Eq., 4.2 (defined on
page 42). Then, the treatment ranker is detected to win the comparison if the estimated
outcome is statistically significantly higher than 0.5. Here we follow the same conven-
tion, and report all scores centered around 0.5.

Table 5.9 gives an overview of the interleaved comparison outcomes obtained with
TD and PI-MA, before and after caption bias reweighting. We can see that scores are gen-
erally close to 0.5. These scores reflect the incremental ranker changes typically tested
at major web search engines (e.g., changes that affect a small percentage of queries).
Despite the relatively small changes in ranking, most experiments detect a statistically
significant difference between the rankers.

Experiment TD PI-MA
Unweighted Weighted Unweighted Weighted

E1 0.5033� 0.5017� 0.5018� 0.5011�

E2 0.5040� 0.5020� 0.5024� 0.5016�

E3 0.5017� 0.5010� 0.5008� 0.5006�

E4 0.5031� 0.5005� 0.5010� 0.5000
E5 0.5018� 0.5014� 0.5008� 0.5008�

E6 0.4999 0.4998� 0.5000 0.4999�

Table 5.9: Results (interleaving): Interleaving scores using TD (PI-MA) before (un-
weighted, Eqs. 4.1 and 4.5) and after (weighted, Eqs. 5.3 and 5.4) applying caption-bias
models to six interleaved comparison experiments. Outcomes marked with � or � de-
tected significant gains or losses of the treatment ranker in comparison with the original
ranker.

We first compare the outcomes obtained under TD and PI-MA (cf., the “unweighted”
columns in Table 5.9). Outcomes for all experiments agree in direction and in whether the

5As a result, the implementation of PI-MA used here is a variant of the method described in §4.2.2. In par-
ticular, we use the same interleaving process as TD (that is, we do not interleave probabilistically) to minimize
effects on user experience. However, we compute comparison outcomes as if PI had been used for interleaving.
This results in comparisons that weight clicks by the magnitude of the difference in position between rankers.
For example, a ranker would gain a small win (in terms of weighted click) for moving a document up by one
rank, and a large win when the clicked document was moved up from a much lower rank.
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difference is statistically significant. However, the magnitude of outcomes differs. E.g.,
the change in comparison outcomes between TD and PI-MA smaller for E1 than for E4.
The reason is that, under TD, individual comparison outcomes are binary, independent of
the magnitude of the difference between rankers. Under PI-MA, outcomes are weighted
by the rank distance of clicked documents. E.g., if a click was observed on a document
placed at ranks 3 and 4 by the competing rankers, the magnitude of the interleaving
outcome would be much smaller than if one ranker had placed the document at rank 1
and the other at rank 10. Thus, for experiments where there is a large absolute difference
between TD and PI-MA outcomes, a large portion of the differences detected under TD
is expected to be caused by relatively small differences between rankings (e.g., E4).

After applying reweighting (cf., the “weighted” columns in Table 5.9), we find that
the detected interleaving gains are generally smaller than under the original scoring meth-
ods. This suggests that a portion of the observed clicks was on results with low weights
(i.e., with high click probability). In most cases, experiments for which significant differ-
ences between rankers were detected before reweighting, are still significantly different
after reweighting (E1, E2, E3, E5). However, most importantly, we see differences in the
strength of the effects of reweighting.

One example where comparison outcomes appear to be strongly affected by caption
bias is ranker pair E4. For this pair, the original comparison using TD results in a sta-
tistically significant gain for the treatment ranker (0.5031, a relatively big difference in
typical ranker evaluations). After reweighting, a much smaller (but still significant) im-
provement of 0.5005 is observed, indicating that most of the gain observed under TD
may be due to caption bias. Comparing to the outcome obtained under the probabilistic
method, we find that another portion of observed improvements is due to only small rank-
ing changes. After our model of caption bias is applied to PI-MA, no difference between
the rankers can be detected. This suggests that the initially detected improvement was
due to small ranking changes and caption bias, and that there is no true improvement in
ranker quality. We further analyzed the ranker pairs used in our interleaving experiments,
and found that the treatment ranker in E4 relied on click data the most. This suggests that
this experiment is particularly likely to be affected by caption bias.

For experiment E6, the comparison outcome changes from non-significant to signif-
icantly worse when caption bias reweighting is applied. Here, the original comparison
would support the conclusion that the compared rankers are equivalent. However, the
reweighted outcome indicates that the treatment ranker was really significantly worse
than the baseline ranker, when rank distances and caption bias are taken into account.

Our results support the hypothesis that caption bias can affect the outcomes of inter-
leaving experiments. The assumption that caption bias may affect both rankers equally,
leading to a mere increase in noise, is not supported, because our experiments showed
different behaviors when caption bias was compensated for. In experiments E1, E2, E3,
and E5 the direction of the interleaving outcomes and their statistical significance were
maintained after applying caption bias reweighting. In E4 and E6 the inferred outcomes
changed, in E4 (where the treatment ranker strongly relied on click signals) from a signif-
icant improvement to a tie, in E6 from a tie to a significant loss for the treatment ranker.
We conclude that caption bias can affect the outcomes of interleaved comparison experi-
ments, and that, if caption bias is not compensated for, it can lead to drawing the wrong
conclusions about the relative quality of result rankings.

89



5. Caption Bias in Interleaving Experiments

5.3 Conclusion
In this chapter, we addressed the problem of caption bias in interleaving experiments.
Interleaved comparison methods promise to capture user preferences, because they rely
on interactions of actual users. However, when click behavior is systematically biased
by, e.g., the visual appearance of search results, interleaved comparison methods may
detect differences between rankers that are not related to true ranker quality in terms of
document relevance, or they may fail to detect true differences between rankers. Here,
we presented models of caption bias, and investigated how caption bias can affect click
behavior and interleaving outcomes.

We started our investigation of caption bias by introducing a set of models designed
to model bias using per-document features that capture visual characteristics of individ-
ual result documents, and pairwise features that capture relationships with neighboring
documents. We evaluated these models by using them to predict clicks. We found that
overall, per-document features were more successful in capturing click behavior than
pairwise features. However, best results were achieved using a combined model that
uses both feature sets. We also found that the combined caption bias model was the
most successful at predicting click behavior in cases where caption bias is expected to
be strongest (such as non-navigational queries). Finally, the combined model was the
most accurate in predicting judged preferences between pairs of documents. We con-
clude that the appearance of document captions and neighboring captions significantly
affects users’ click behavior.

We derived two extensions of the interleaved comparison methods TD and PI-MA
to integrate probabilistic caption bias models such as the one devised in this chapter to
compensate for caption bias. We showed that, when caption bias can be modeled accu-
rately, integrating the resulting model with interleaved comparison methods is possible
and leads to unbiased estimates of comparison outcomes.

Finally, we applied our best (combined) caption bias model to six interleaving ex-
periments conducted on live search traffic of a major commercial web search engine.
We found that compensating for caption bias led to small changes in all experiment out-
comes. Most importantly, there were differences in the magnitude of the effects. In one
experiment, an originally large and statistically significant difference between rankers
was nullified after rank differences and caption bias were taken into account. The out-
come of a second interleaving experiment changed from “not significant” to detecting
a significant loss for the treatment ranker. Our results show that the outcomes of inter-
leaving experiments can be affected by caption bias, and that without compensating for
caption bias wrong conclusions can be drawn.

The results of this chapter impact the research in online evaluation and online learn-
ing to rank as follows. While work on interleaved comparison methods was based on the
assumption that caption bias would affect rankers in an interleaving experiment equally,
thus leading to noise but not bias, we found that this is not always the case. With only
a small number of interleaving experiments we were able to identify cases where inter-
leaved comparison outcomes changed when caption bias was compensated for. However,
we also showed that probabilistic models of caption bias can be integrated with inter-
leaved comparison methods to compensate for caption bias. This means that in practice,
unbiased interleaved comparisons are possible and can be used for online evaluation and

90



5.3. Conclusion

learning to rank for IR.
The models of caption bias developed in this chapter were shown to predict click

behavior more accurately than models without caption features. However, they consti-
tute only a first step towards capturing the complex effects that visual aspects of search
engine result pages may have on click behavior. An important direction for future work
is to develop more accurate models of caption bias, possibly taking into account recent
work on click modeling (Dupret and Piwowarski, 2008). Particularly, models that can
generalize across queries (Zhu et al., 2010), and that separate perceived relevance from
judged relevance (Zhong et al., 2010) are promising in this context.

In this and the previous chapters we focused on interleaved comparison methods as
a way of inferring feedback from natural user interactions in an online setting. These
methods are important by themselves, for online evaluation experiments, e.g., to evaluate
new retrieval technologies. However, in this thesis we are mainly interested in these
methods as a component of online learning to rank for IR systems. In Chapter 6, we
will focus on the principles that allow learning from interleaved comparisons. We also
compare them to approaches that learn from document-pairwise feedback.
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