
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

Fast and reliable online learning to rank for information retrieval

Hofmann, K.

Publication date
2013

Link to publication

Citation for published version (APA):
Hofmann, K. (2013). Fast and reliable online learning to rank for information retrieval. [Thesis,
fully internal, Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:27 May 2023

https://dare.uva.nl/personal/pure/en/publications/fast-and-reliable-online-learning-to-rank-for-information-retrieval(3b83ab17-72f0-4f95-9ec9-2f54b087bcf1).html


7
Reusing Historical Interaction Data for

Faster Learning

In our final research chapter, we investigate whether and how historical interaction data
can be reused to speed up online learning to rank for IR. This chapter builds on the results
of Chapter 4, in particular our interleaved comparison method for historical data reuse,
PI-MA-IS.

Learning quickly from the limited quality and quantity of feedback that can be in-
ferred from user interaction is a main challenge in learning to rank for IR. Learning
speed is particularly important in terms of the number of user interactions. The better
the system’s performance is after a smaller number of interactions, the more likely users
are to be satisfied with the system. Also, the more effective an online learning to rank
algorithm is, the more feasible it is to adapt to smaller groups of users, or even individual
users. Furthermore, user feedback is limited because the learning algorithm should be
invisible to system users, i.e., feedback is inferred from natural (noisy) user interactions.

A limitation of current online learning to rank approaches for IR is that they utilize
each observed data sample (consisting of a query, the displayed results, and observed
user clicks on the result list) only once. This was necessary because it was not clear
how feedback from previous user interactions (that were collected with different rankers)
could be reused. The interleaved comparison method PI-MA-IS that we developed in
Chapter 4 allows data reuse for ranker evaluation. It was found to be effective for making
ranker comparisons more reliable, especially when large amounts of historical data were
available. In this chapter, we investigate whether and how this evaluation method can
be integrated with online learning to rank approaches, and whether and in what way
these additional (historical, and possibly noisier or biased) evaluations can lead to faster
learning.

The central research question addressed in this chapter is:

RQ 14 Can previously observed (historical) interaction data be used to speed up online
learning to rank?

To answer this question, we develop the first two learning approaches for reusing
historical data in online learning to rank for IR: reliable historical comparisons (RHC),
which uses historical data directly to make feedback more reliable, and candidate pre-
selection (CPS), which uses historical data to preselect candidate rankers. In extensive
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7. Reusing Historical Interaction Data for Faster Learning

experiments, we investigate whether and how historical data reuse can speed up online
learning to rank and lead to higher online performance. In addition, we analyze our
results to answer the following more detailed questions:

RQ 15 Is historical data more effective when used to make comparisons more reliable
(as in RHC), or when used to increase local exploration (as in CPS)?

RQ 16 How does noise in user feedback affect the reuse of historical interaction data for
online learning to rank?

We find that historical data can be effectively reused to speed up online learning to rank
for IR. Particularly effective is the CPS approach, which reuses historical data to preselect
candidate rankers, and can thereby compensate for noise in user feedback. Our results
directly impact the effectiveness of online learning to rank approaches, especially in
settings where feedback may be noisy.

The remainder of this chapter is organized as follows. We detail our two approaches
for reusing historical data in online learning to rank for IR in §7.1. We present our ex-
periments and results in §7.2 and §7.3, and provide further analysis in §7.4. We conclude
in §7.5.

7.1 Method
In this section, we detail our two approaches for online learning to rank for IR with reuse
of historical data. Both are based on our problem formulation of online learning to rank
as a contextual bandit problem (§3.1). Our methods are based on the listwise learning
algorithm DBGD (§2.5.2), and on our probabilistic interleave methods PI-MA and PI-
MA-IS (Chapter 4). Below, we detail our RHC method for reusing historical data for
reliable comparisons (§7.1.1) and our CPS method for candidate preselection (§7.1.2).

7.1.1 Reliable Historical Comparison
Our first method is based on the idea of using historical interaction data to supplement
live comparisons. This can improve the quality of interleaved comparisons in two ways.
When a live comparison resulted in a tie (e.g., because no clicks were observed, or all
clicks were on documents that were placed at the same ranks by both rankers), a ranker
difference may still be detected on the historical interactions. In cases where live compar-
isons are noisy, they can be compared with comparisons on historical interaction data to
improve reliability. The main challenge of such an approach is how to properly combine
live and historical estimates. Here, we present an approach that combines estimates ob-
tained using PI-MA and PI-MA-IS. We call this approach reliable historical comparison
(RHC).

We define RHC as an extension to a listwise linear learner, such as DBGD (see Algo-
rithm 5 on page 30) that uses PI-MA for ranker comparisons (Algorithm 7 on page 51).
To enable historical data reuse in DBDG, we set λ > 0 (Algorithm 5, lines 1 and 11–14).
Then, we use the collected historical data h to supplement the interleaved comparisons
based on live data as shown in Algorithm 12. This algorithm replaces line 13 (computing
live comparison outcomes) in Algorithm 7.
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7.1. Method

Algorithm 12 (RHC) Probabilistic interleaved comparison with reuse of historical data
for use in DBDG (Algorithm 5). This algorithm computes combined comparison out-
comes, e.g., as a replacement of line 13 in Algorithm 7.

1: Input: oL(l,a, c), oH(l1, l2, l�,a�, c�), l1, l2, l, a, c, h = n× (l�i,a
�
i, c

�
i)

2: oL ← oL(l,a, c) // compute live outcome following Eq. 4.5
// compute historical outcome, biased (Eq. 4.5) or unbiased (Eq. 4.10)

3: oH ← []
4: for (l�i,a

�
i, c

�
i) ∈ h do

5: append(oH , oH(l1, l2, l�,a�, c�))
6: βL ← 1
7: βH ← var(oH)
8: oC ← (βL ∗mean(oH) + βH ∗mean(oL))/(βL + βH)
9: return oC

RHC takes as input two functions for computing outcomes: oL(·), which accepts
data from one live observation, and oH(·), which accepts as input the current target lists
as well as one historical observation. Furthermore, RHC takes as input the target lists l1
and l2 to be compared, one live observation, i.e., the interleaved list l, assignments a, and
clicks c observed on the interleaved list. In addition, it accepts n historical data points
that were observed in previous comparisons of other, original, result lists l�1 and l

�
2. The

algorithm first generates the live outcome oL as in the live setting, using the live outcome
method oL(·) (line 2). Then, additional outcome estimates oH are computed using the
historical data and oH(·) (lines 4–5).

In this chapter, we instantiate oH(·) in two ways to explore the effects of bias and
variance on this approach. In Chapter 4, we showed that applying PI-MA directly to his-
torical data results in biased estimates of comparison outcomes. The alternative method
PI-MA-IS, which compensates for bias using importance sampling, is unbiased but can
suffer from high variance when only little data is available. In the online evaluation set-
ting we investigated in Chapter 4, we found that both methods are similarly effective for
relatively small amounts of data, while for large amounts of data the unbiased method is
more reliable. In contrast, in the online learning to rank task addressed here, we expect
the effect of bias and variance to be relatively small, because the amounts of historical
data are small, and because subsequent ranker pairs are more similar to those used to
obtain the historical samples than in the evaluation setting addressed previously.

Our first (biased) instantiation of oH(·) uses PI-MA to estimate outcomes for the
target lists l1 and l2 given historical data (Eq. 4.5). It uses the historical l� and c

� to com-
pute comparison outcomes (and marginalizes over all possible assignments a ∈ A), but
uses the target distribution PT (based on the current target lists) to compute P (a|li, qi)
(Eqs. 4.6–4.8).

The resulting comparison method computes outcomes based on historical data but
may be biased. Under the current target rankers, document distributions may be differ-
ent from those under which the historical data was collected. This means that it is not
guaranteed that each target ranker has an equal chance of contributing its highly ranked
documents to the interleaved list, and to obtain clicks on these documents. As a result,
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7. Reusing Historical Interaction Data for Faster Learning

the target list that is more similar to the historical lists has an advantage over the less
similar one.

Our second instantiation of oH(·) uses PI-MA-IS to compensate for bias using im-
portance sampling (Eq. 4.10). As in the biased scoring method, it uses the historical l�
and c

� to compute comparison outcomes. In contrast to the biased method, each outcome
is then weighted by its probability of occurring under the target distribution (PT ) versus
the original (historical) distribution (PS). Intuitively, this means that observations that are
more likely under the target distribution, and less likely under the original distribution,
obtain a high weight and vice versa. As shown in Theorem 4.2.2, PI-MA-IS produces
unbiased estimates of the comparison outcomes under the target distribution from his-
torical data (collected under the source distribution). While this approach is unbiased, it
may suffer from high variance when the target and source distributions are very different
from each other, which may lead to unreliable outcome estimates.

After computing the live and historical estimates oL and oH , they are combined into a
final estimate oC using the Graybill-Deal estimator (Graybill and Deal, 1959) (line 6–8).
This combined estimator weights the two estimates by the ratio of their sample variances.
It was shown to result in a minimal variance combined estimate when the variances of the
individual estimators are known, and to have strictly lower variance than either individual
estimate when their variances are estimated on samples of size n > 10 (Graybill and
Deal, 1959). Here, the true variance of the estimators are unknown. For the historical
estimator, we can use the sample variance as an estimate of the true variance (line 7).

A limitation of combining historical and live estimates according to Algorithm 12
is that for any given comparison we only have one live data point collected under the
current target rankers, so that the variance of the live outcome(s) cannot be estimated.
Here, we set the weight of the live outcomes to βL = 1 (line 6).1 Our experiments in
§7.2 investigate whether this approximation is sufficient for improved performance. We
hypothesize that the reliability of comparisons can be improved using RHC, leading to
faster learning.

7.1.2 Candidate Preselection
Our second approach for reusing historical data to speed up online learning to rank for
IR uses historical data to improve candidate generation. Instead of randomly generating
a candidate ranker to test in each comparison, it generates a pool of candidate rankers
and selects the most promising one using historical data. We hypothesize that historical
data can be used to identify promising rankers and that the increased quality of candidate
rankers can speed up learning. We call this second approach candidate preselection
(CPS).

Like RHC, CPS is designed as an extension to DBGD (Algorithm 5). Again, we set
λ > 0 to collect historical data. However, CPS uses the collected historical data, not
during the comparison step, but for selecting candidate rankers.

Our implementation of CPS is shown in Algorithm 13, which replaces the method
generate candidate(·) in DBGD. As input, it takes a comparison function oH(·) that

1We also experimented with batches of comparisons where the same original pair was used for several
subsequent comparisons. However, the performance loss due to the resulting smaller number of updates out-
weighed the gain due to improved variance estimates.
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Algorithm 13 (CPS) Generating candidate rankers with preselection, for use as g(δ,wt)
in Algorithm 5.

1: Input: oH(l1, l2, l�,a�, c�), wt, δ, η, ζ, h = n× (l�i,a
�
i, c

�
i)

2: e = []
// generate candidate pool

3: for i in (i = 1..η) do
4: append(e, generate candidate(δ,wt))

// compare and eliminate candidates using historical data
5: while len(e) > 1 do
6: p ← sample(e, 2)
7: oH ← []
8: for i (i = 1..ζ) do
9: (l�i,a

�
i, c

�
i) ← sample(h, 1)

10: append(oH , oH(l(p[1].w), l(p[2].w), l�,a�, c�))
11: if mean(oH) < 0 then
12: remove(e,p[2])
13: else if mean(oH) > 0 then
14: remove(e,p[1])
15: else
16: remove(e, sample(p, 1))
17: return e[0] // return remaining candidate

estimates comparison outcomes using historical data, a current weight vector wt, the step
size δ, arguments η and ζ that determine the size of candidate pools and the number of
historical comparisons to conduct per ranker pair, and a vector of historical observations
h.

The algorithm is called when a new candidate ranker is requested. It first generates
a pool of η candidate rankers by calling the original generate candidate(·) function
(Algorithm 6) (lines 3–4). The most promising ranker is determined in rounds, where
in each round a randomly selected pair of rankers (line 6) competes. For each pair,
ζ comparisons are performed on historical data points randomly sampled from h with
replacement (8–10). After the individual historical estimates are obtained, their mean
is used to determine which ranker to eliminate from the pool. If there is a winner (i.e.,
oH �= 0), the losing ranker is removed. Otherwise, one of the rankers is selected to be
removed at random. When only one element remains in the candidate pool, it is returned
as the most promising candidate.

Our candidate selection approach ensures that a single candidate is selected after a
finite ((η− 1)× ζ) number of comparisons. Because only the best candidate needs to be
selected, the randomized approach is expected to provide a good balance of effectiveness
and efficiency. In cases where the compared candidates perform equally well, only one
candidate needs to be retained (chosen randomly).

Like in §7.1.1 above, we investigate the effect of bias and variance on this approach
by implementing the comparison method oH(·) in two different ways. First, we instanti-
ate oH(·) as PI-MA (Eq. 4.5), which has low variance but may result in biased estimates
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of comparison outcomes under historical data. Second, we instantiate oH(·) as PI-MA-
IS (Eq. 4.10), which removes bias using importance sampling, but may be affected by
variance more strongly.

We hypothesize that CPS can substantially improve the quality of candidate rankers
available for online learning, leading to faster learning than using live data only. Regard-
ing the biased and unbiased version of CPS, we expect only small performance differ-
ences, as the amount of historical data reused per live comparison is small.

7.2 Experiments

Our experiments are designed to investigate whether online learning to rank for IR can
be sped up by using historical data. We use the same experimental setup as in Chapter 6,
detailed in Chapter 3. Again, we run our experiments on the 9 LETOR 3.0 and 4.0 data
sets. Click data is generated using the perfect, navigational, informational, and almost
random click models as shown in Table 3.1. Online performance is measured in terms of
discounted cumulative NDCG with discount factor γ = 0.995.

We compare the following three baseline runs and four experimental runs:

BI Baseline – learning with live data only, using BI (Joachims, 2003; Radlinski et al.,
2008b) for interleaved comparisons as detailed in Algorithm 1 on page 20 (Chap-
ter 2).

TD Baseline – learning with live data only, using TD (Radlinski and Craswell, 2010;
Radlinski et al., 2008b) for interleaved comparisons as detailed in Algorithm 2 on
page 21 (Chapter 2).

PI Baseline – learning with live data only, using PI-MA for interleaved comparisons as
detailed in Algorithm 7 (with Eq. 4.5) on page 51 (Chapter 4).

RHC-B Uses historical data to infer more reliable feedback (Algorithm 12, §7.1.1), with
biased comparison outcome estimates (PI-MA, Eq. 4.5).

RHC-U Uses historical data to infer more reliable feedback (Algorithm 12, §7.1.1), with
unbiased comparison outcome estimates (PI-MA-IS, Eq. 4.10).

CPS-B Uses historical data for candidate preselection (Algorithm 13, §7.1.2) with bi-
ased comparison outcome estimates (PI-MA, Eq. 4.5).

CPS-U Uses historical data for candidate preselection (Algorithm 13, §7.1.2) with un-
biased comparison outcome estimates (PI-MA-IS, Eq. 4.10).

For each data set, we run experiments over 1000 iterations (i.e., simulated interac-
tions), and repeat each experiment 25 times and average results over all folds and repe-
titions. Parameters for the DBGD learning algorithm are selected to match those found
to work best in previous work (w0 is initialized to zero, α = 0.01, δ = 1, cf., (Yue
and Joachims, 2009)). For the remaining parameters, we report results on one setting
(for CPS, η = 6, ζ = 10, and λ = 10; for RHC, λ = 10). The sensitivity to specific
parameter settings is analyzed in §7.4.
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7.3. Results

7.3 Results

In this section, we present the results of the experiments described in §7.2, to answer
the main research question of this chapter: Can historical interaction data be reused to
speed online learning to rank? In addition to our main question, we also investigate how
historical data can best be reused (i.e., to improve the reliability of evaluations, as in our
RHC approach, or to improve the quality of candidate rankers, as in CPS), and whether
and how historical data reuse is affected by bias and variance in outcomes estimated from
historical data.

Table 7.1 shows the online performance obtained on all LETOR 3.0 and 4.0 data sets,
for the four click model instantiations specified in Table 3.1, the three baseline runs BI,
TD, PI, and the four experimental runs RHC-B, RHC-U, CPS-B and CPS-U. For reasons
discussed below, TD outperforms the other baseline methods. Therefore, we use TD as
our baseline for significance testing.

Overall, we see that the highest online performance is achieved by our CPS method
for all data sets and click models. The observed improvements over TD are statistically
significant and substantial. For example, for the data set HP2003, the highest perfor-
mance under the perfect click model is 116.85 (using biased estimates of comparison
outcomes), which constitutes an improvement of 7.3% over the best-performing baseline
method TD (cf., row 1). There are only four cases in which the observed improvements
are not statistically significant: for OHSUMED and MQ2008 under the informational
click model (rows 25 and 27), and for MQ2007 and MQ2008 under the almost random
click model (rows 35 and 36). In these cases, small improvements over the baseline are
observed, but they are not statistically significant.

To put the obtained absolute online performance scores in perspective, recall that we
measure discounted cumulative reward, i.e., high online performance is obtained when a
method both learns well (i.e., it achieves high offline performance, in terms of NDCG),
and it learns quickly, i.e., after a small number of interactions. In our experimental setup,
a method that presented perfect result lists (with NDCG = 1) on all interactions could
obtain an online performance of 200.0, while a method that would obtain no reward on
the first 500 interactions and perfect results after would achieve an online performance of
only 15.0. Scores obtained by our methods fall between these two extremes, indicating
that good rankers are learned within a few hundred simulated interactions.

For the baseline methods, which learn from live data only, we find that online per-
formance of BI and TD is very similar, while that of PI is significantly lower for most
data sets and click models. To understand why, we compare the offline performance
and learning speed of these methods (cf., the offline performance on data set NP2003 in
Figure 7.1).2 We see that the final offline performance is very similar (differences are
not statistically significant), and that they also learn equally fast. Thus, PI learns as well
as BI and TD but loses online performance due to the increase in randomization during
interleaving. Compared to the evaluation setting, where PI was shown to outperform
BI and TD when applied to compare rankers over large amounts of data, PI performs
worse (Chapter 4). PI provides fine-grained information about the magnitude of ranker

2We present offline performance plots for only one data set, because plots for the remaining data sets are
qualitatively similar.
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BI TD PI RHC-B RHC-U CPS-B CPS-U
perfect click model

1 HP2003 107.84 108.94 97.62� 89.43� 96.54� 116.85� 114.60�

2 HP2004 99.82 99.72 89.72� 81.75� 88.25� 108.87� 107.44�

3 NP2003 97.94 98.15 88.67� 81.93� 87.36� 108.50� 105.25�

4 NP2004 102.96 102.72 93.50� 88.25� 93.04� 114.95� 112.41�

5 TD2003 40.38 38.81 36.21� 29.84� 33.34� 46.93� 45.31�

6 TD2004 36.19 35.87 34.55� 27.62� 30.65� 44.71� 43.04�

7 OHSUMED 70.68 70.14 68.29� 61.51� 63.86� 75.11� 74.80�

8 MQ2007 59.87 60.18 58.23� 56.09� 57.96� 63.12� 63.73�

9 MQ2008 79.03 77.98 75.57� 76.67 77.28 84.18� 83.44�

navigational click model

10 HP2003 83.84 85.90 76.61� 78.05� 83.80 112.20� 110.42�

11 HP2004 75.32� 80.02 68.91� 64.00� 73.45� 104.14� 99.92�

12 NP2003 77.90 79.99 72.06� 72.36� 77.22 105.81� 102.97�

13 NP2004 83.18� 86.79 75.25� 78.51� 84.37 111.09� 108.22�

14 TD2003 31.74� 33.92 30.41� 27.01� 29.60� 43.63� 42.09�

15 TD2004 31.12 31.05 29.19� 24.98� 27.72� 40.38� 39.20�

16 OHSUMED 67.50 67.64 65.18� 62.24� 61.79� 71.33� 71.76�

17 MQ2007 56.56 57.06 55.78� 55.33� 55.40� 59.60� 59.98�

18 MQ2008 74.14 74.51 72.78� 74.45 73.11 80.46� 79.12�

informational click model

19 HP2003 55.63 55.65 46.87� 42.25� 64.04� 104.87� 100.16�

20 HP2004 42.99 45.02 37.52� 35.91� 55.60� 92.05� 81.10�

21 NP2003 53.38 52.88 45.38� 43.80� 63.59� 101.83� 98.64�

22 NP2004 58.31 57.62 52.32� 47.80� 72.70� 105.46� 98.18�

23 TD2003 22.11 21.99 21.74 19.46� 24.53� 39.43� 37.00�

24 TD2004 23.66 22.87 21.60 20.87� 21.74 28.49� 27.25�

25 OHSUMED 63.39 64.91 60.48� 59.80� 57.06� 63.27 65.39
26 MQ2007 55.29 54.58 53.99 52.20� 54.77 56.41 56.82�

27 MQ2008 73.14 71.83 70.42 70.99 70.38 74.56 73.12

almost random click model

28 HP2003 38.27 40.90 36.32� 49.58� 58.02� 96.73� 89.29�

29 HP2004 35.35 35.60 33.27 41.38� 49.76� 79.82� 80.10�

30 NP2003 39.71 37.07 37.26 47.84� 60.01� 93.94� 92.22�

31 NP2004 40.20� 45.57 41.33 54.67� 65.20� 90.78� 92.72�

32 TD2003 17.41 18.81 19.46 21.53� 24.96� 35.36� 34.02�

33 TD2004 18.92 19.23 18.90 20.14 19.63 27.92� 25.42�

34 OHSUMED 56.41 56.43 57.14 58.35 53.80� 55.52 61.78�

35 MQ2007 52.54� 53.96 52.27� 52.77 52.31� 54.70 54.52
36 MQ2008 69.36 69.75 69.02 70.29 69.15 71.02 71.47

Table 7.1: Online performance (in terms of discounted cumulative reward) when learning
with interleaved comparison methods. Statistical significance is indicated in comparison
with the baseline method TD.
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differences, which leads to more accurate comparisons when outcomes are aggregated
over repeated samples. However, in the online learning to rank setting with live data
only, ranker comparisons are based on a single data sample, and information about the
magnitude of ranker differences is lost. Developing online learning methods that exploit
this additional information is a direction for future work.

Under the almost random click model, where the level of noise is highest, the online
performance achieved under BI, TD, and PI is equivalent. In one case (TD2003, row
32), PI even improves significantly over the baseline TD. Examining the offline perfor-
mance for PI under this noise model (shown for NP2003 in Figure 7.1(d)), we see that
PI performs significantly higher than BI and TD. This suggests that learning with PI is
more robust to noise than when using the other baseline methods. Most likely, the lack
of fidelity shown for these methods in Chapter 4 gets magnified under noise, leading to
slower learning for these methods.

Our methods that learn from historical data are enabled by PI, meaning that to im-
prove performance over the best-performing baseline, TD, the methods need to learn
substantially faster, to overcome the initial performance loss incurred by the randomiza-
tion inherent to PI. For the CPS method, we see that this is the case. The method achieves
much higher online performance than any of the methods that learn with live data only.
Furthermore, the performance gain for reusing historical data is particularly big when
click feedback is noisy, with gains of up to 104.5% under the informational click model
(HP2004, row 20), and up to 153.4% under the almost random click model (NP2003,
row 30). Looking at offline performance (Figure 7.1), we observe that CPS learns faster
than methods that learn from live data only. In particular, the speed-up increases with
noise in the click model, suggesting that CPS can effectively limit the effect of noise in
click feedback.

Performance for RHC is generally lower than that obtained by CPS or the baselines
that only take live data into account. However, with bias correction (RHC-U) and under
noisier feedback, performance of this method increases. First, under all click models,
we see that RHC-U generally outperforms RHC-B. This performance improvement is
statistically significant in most cases (rows 1–8, 10–15, 19–23, 26, and 28–32). In only
two cases, RHC-U performs significantly worse than RHC-B (on OHSUMED, rows 25
and 34), and in the remaining cases, the performance of the two variants of RHC is
equivalent. This performance improvement under RHC-U indicates the importance sam-
pling component used to correct for bias is effective. The resulting unbiased estimates
of comparison outcomes under historical data not only provide a good estimate of the
relative ranker quality, but also indicate how reliable these estimates are so that they can
be properly combined with live estimates.

Looking at the performance of RHC under the perfect click model, we see that its
performance is significantly worse than for the baseline TD on all data sets. Under the
slightly noisier navigational click model, the performance of RHC-B is still worse than
the baseline for most data sets, but that of RHC-U is equivalent to the baseline on six
data sets. Under the informational click model, performance of RHC-U improves sig-
nificantly over the baseline for five data sets (rows 19–24). Finally, under the almost
random click model, the online performance of both variants of RHC improves signifi-
cantly over the baseline for five data sets (rows 28–32), and is statistically equivalent for
the remaining four data sets (rows 33–36). Comparing again to offline performance, we
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Figure 7.1: Offline performance of the baseline and RHB and CPS online learning to rank
methods on the data set NP2003 in terms of NDCG after up to 1,000 user impressions
with varying click models.

find that RHC learns as quickly as the baseline methods, but cannot make as effective use
of the learned rankers, similar to PI. However, when feedback is noisy, the method does
succeed in making comparisons more reliable (cf., Figure 7.1(c)–7.1(d)). When feedback
is at its noisiest, even the biased method RHC-B learns significantly faster than any of the
baseline methods. Thus, we conclude that RHC can effectively leverage historical data to
make ranker comparisons more reliable, but this results in performance gains only when
click feedback is indeed noisy.

For CPS, the biased version of the method performs slightly better than CPS-U under
perfect clicks (the differences are statistically significant in 4 cases, in rows 1, 3–4, and
6). However, as feedback becomes noisier, these differences become smaller and fewer
differences are statistically significant. Under the navigational click model, results for
three data sets are statistically significant (rows 11–13), under the informational click
model, this is true for two data sets (rows 20 and 22), and under the almost random click
model, this is true for only one data set (row 34). It appears that, in contrast to RHC,
where historical estimates of interleaved comparison outcomes are combined with live
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estimates, accurately compensating for bias in CPS does not lead to further performance
improvements. Instead, correcting for bias using importance sampling increases the noise
of estimates, which may cause small drops in performance, especially when feedback is
very reliable otherwise. While this trend can be observed in our results, performance
differences between CPS-B and CPS-U are small. Therefore, the differences between
these two variants of CPS should be explored in more detail in the future.

Our main results show consistently high performance for our CPS method, which can
achieve significantly and substantially higher online performance than all other methods
tested. We find that reusing historical data using CPS allows faster learning than with
current online learning to rank methods that take only live data into account. For RHC,
we found that the method can reduce noise and improve online performance substantially,
but only when click feedback is noisy. In the next section, we analyze our results in more
detail.

7.4 Analysis
In this section, we first compare the performance of our methods to supervised learning
to rank approaches (§7.4.1). Then we compare our methods’ sensitivity to parameter
settings (§7.4.2 and 7.4.3).

7.4.1 Offline Performance
Most previous work on learning to rank for IR focused on supervised approaches, and
measured the offline performance achieved by learners after all training data had been
processed. Our approach is fundamentally different, as it learns online, from relative
feedback observed on the result lists presented to users. Despite this more limited form
of feedback, we showed in Chapter 6 that effective learning is possible. The algorithms
developed in this chapter further improve on the learning speed of baseline learning al-
gorithms.

To allow for some comparison with supervised learning to rank approaches, we show
the offline performance achieved by CPS-U in terms of NDCG at different cutoffs on the
perfect and informational click models in Table 7.2.3 Note that this implementation of
NDCG differs from that used in the LETOR benchmark (as discussed in §3.5), however
at cutoff 1 (NDCG@1) the two metrics are equivalent.

Performance of CPS is competitive with the supervised learning to rank approaches
included in the LETOR benchmark (Liu, 2009). For all included data sets, CPS with
perfect feedback beats a simple regression approach. In addition, CPS beats more than
half the included (supervised pairwise and listwise) approaches in terms of NDCG@1
on the data sets HP2003, NP2004, and TD2003. On one of these, NP2004, CPS im-
proves over the offline performance of all supervised methods reported in (Liu, 2009)
(best NDCG@1 achieved there is 0.533, while CPS achieves an NDCG@1 of 0.566).
This demonstrates that competitive offline performance can be achieved by CPS, despite

3Results differ slightly from those reported in Hofmann et al. (2013a), as some errors were corrected. The
corrected results are better, but show the same trend (in terms of the relative performance of the method under
perfect and informational feedback).
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perfect informational
N@1 N@3 N@10 N@1 N@3 N@10

HP2003 0.701 0.740 0.771 0.673 0.711 0.742
HP2004 0.590 0.682 0.732 0.529 0.613 0.663
NP2003 0.541 0.657 0.712 0.533 0.643 0.699
NP2004 0.566 0.682 0.738 0.535 0.647 0.700
TD2003 0.326 0.301 0.296 0.262 0.263 0.266
TD2004 0.402 0.359 0.309 0.291 0.272 0.239
OHSUMED 0.484 0.454 0.424 0.437 0.407 0.385
MQ2007 0.321 0.327 0.364 0.288 0.295 0.333
MQ2008 0.348 0.389 0.486 0.309 0.350 0.454

Table 7.2: Offline performance after 1,000 iterations in terms of NDCG and cutoffs 1, 3,
and 10 for CPS-U under the perfect and informational click models.

the limited feedback, after only 1,000 iterations. Further improvements are possible for
longer run times.

The offline performance of CPS remains relatively high under the informational click
model. The reason is that the method compensates for some of the click noise. The
biggest drop in NDCG@1 is observed for the data set TD2004, with a decrease in offline
performance by 28% (from 0.427 to 0.307). The smallest decrease is observed for the
data set NP2003. There, offline performance under the informational click model is
only 1.5% lower (0.533) than under perfect feedback (0.541). Overall, our results show
that good offline performance can be achieved by CPS, even when feedback is noisy.

7.4.2 CPS – Sensitivity to Parameter Settings
Above, we reported results for only one set of parameters. Here, we investigate the
sensitivity of CPS to changes in these parameters. CPS has three parameters: the history
length λ (default: 10), the size of the candidate pool η (default: 6), and the number of
historical comparisons per candidate pair ζ (default: 10). The algorithm is linear in η

and ζ per live update (O(ηζ)). An increase in λ does not significantly affect the run time
of the algorithm, but determines the number of historical samples kept in memory, from
which the samples for candidate comparisons are selected.

Figure 7.2 (parts a–c) shows the online performance achieved by CPS-U under the
navigational click model on the data set NP2003 when varying one parameter at a time.
The online performance of CPS-U in this setting with default parameter settings is 102.97,
as shown in Table 7.1 (row 12). Decreasing η, the size of the candidate pool, to η = 2
leads to a decrease in performance of 12.3% percent (to 90.29). Increasing the number
of candidates to 10 increases online performance to 104.24, a much smaller change of
1.2%. This suggests that the performance reported above (§7.3) can be further increased
by using larger candidate pools. However, returns are expected to diminish as ever more
candidates are used.

For the number of repetitions performed to compare candidate rankers using histori-
cal data (ζ, default setting: ζ = 10), effects are much smaller. We observe a small change
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Figure 7.2: Online performance (min, max, and mean with standard error) after 1,000
iterations for different settings of parameters (a) η, (b) ζ, and (c) λ for CPS and (d) λ for
RHC on the NP2003 data set and the navigational click model. (Note the differences in
scale of the y-axes between plots (a)–(c) and (d).)

in mean online performance when changing the setting to ζ = 5, but the change is not
statistically significant. Increasing the number of repetitions to ζ = 15 results in a small
but significant drop in performance, likely because additional comparisons increase noise
without providing additional information. These results suggest that investing additional
computational resources in increasing ζ is less beneficial than increasing η, as shown
above.

Increasing the history length to λ = 100 significantly decreases the performance of
CPS-U. The reason is that the more recent historical samples used with a smaller λ are
collected on ranker pairs that are more similar to the current candidate rankers. When
older samples are used instead, the variance of historical outcome estimates increases
(under CPS-B, bias would increase), leading to diminished performance.

Overall, we find that performance under CPS can be further improved by increasing
the size of the candidate pool. For the remaining parameters, performance is relatively
stable and decreases gracefully when less optimal settings are used. Finally, our analysis
indicates that additional computational resources are best spent on increasing the size of
the candidate pool (η). Although the linear increase in computation is expected to lead to
sub-linear performance gains, developers of deployed applications are typically willing
to invest in additional computing time when it translates to even small performance gains
(while in a scientific setting computational resources limit what experiments are feasible
to run).

7.4.3 RHC – Sensitivity to Parameter Settings
RHC has only one parameter, the history length λ (cf., Algorithms 5 and 12, default: 10).
This parameter determines how many historical data points are kept in memory, and are
used to compare the current best ranker wt to the candidate ranker w�

t. This method is
linear in λ per live update.

The sensitivity of RHC-U to changes in λ is shown in Figure 7.2, part (d). Setting
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λ = {5, 15} has no significant effect on online performance. The slightly lower perfor-
mance of the original setting of λ = 10 is likely due to noise. We can conclude that
the performance of this algorithm is relatively robust to changes in λ (thus, investing in
additional resources to increase λ is not recommended).

7.5 Conclusion
In this chapter, we investigated whether and how historical data can be reused to speed
up online learning to rank for IR. We proposed two approaches for integrating estimates
based on historical data with a stochastic gradient descent algorithm for online learning to
rank. Our first approach, RHC, uses historical comparison estimates to complement live
comparisons and to make them more reliable. Our second approach, CPS, uses historical
data for preselecting candidate rankers, thereby improving the quality of the rankers that
are evaluated in live interactions with search engine users.

Our experimental evaluation of the proposed methods, based on the nine LETOR data
sets and four click models that allowed us to investigate online performance of the meth-
ods under varying levels of click noise, yielded several insights. First, we found that CPS
can substantially and significantly speed up online learning to rank for IR. We observed
high gains in online performance over methods that use live data only for all click mod-
els. Second, performance gains of CPS were particularly high when click feedback was
noisy. This result demonstrates that CPS is effective in compensating for noise in click
feedback. Third, RHC was found to make ranker comparisons more reliable. However,
positive effects on learning were observed only under noisy feedback and performance
gains were lower than those obtained by CPS. Finally, we found that compensating for
bias in click feedback substantially improved the performance of RHC, where histori-
cal estimates of interleaving outcomes are combined with live outcomes, but had small
(negative) effects on the performance of CPS.

This work is the first to show that historical data can be used to significantly and sub-
stantially improve online performance in online learning to rank for IR. It also demon-
strates that our interleaved comparison methods PI-MA and PI-MA-IS open up new di-
rections for collecting and using interaction data in online learning to rank for IR. In-
terestingly, best results were obtained by improving the quality of the candidate rankers
using CPS. This finding suggests that developing more complex sampling and explo-
ration schemes is a promising direction for follow-up work.

This chapter concludes our investigation of the principles under which online learning
to rank for IR can be reliable and efficient. In the next chapter (Chapter 8), we draw
conclusions from all research chapters and present our main findings and directions for
future work.
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