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A
Software

The software used to run the experiments described in Chapters 4, 6, and 7 is made avail-
able as the online learning framework OL2R on http://ilps.science.uva.nl/

resources/online-learning-framework. OL2R contains all software required to
run the experiments, following the experimental setup detailed in Chapter 3.

Below, we describe the prerequisites for running OL2R (§A.1), and give short step-
by-step instructions for running evaluation and learning to rank experiments (§A.2).
Then, we detail the contents of the package, and finish with a brief outline of possible
extensions of this software (§A.3).

A.1 Prerequisites
OL2R is implemented in python, and has the following prerequisites:

• Python - version 2.7 or higher
• PyYaml
• Numpy - version 1.6.1 or higher

A.2 Getting Started
OL2R is provided as an archive in tar format on http://ilps.science.uva.nl/

resources/online-learning-framework. After downloading and extracting the
archive, two types of experiments can be run: online evaluation experiments replicate the
experimental setup of Chapter 4, and online learning experiments replicate the experi-
mental setup of Chapters 6–7.

Setting up and running both evaluation and learning experiments requires the follow-
ing four steps:

1. prepare the data
2. create a configuration file
3. run the experiment
4. summarize experiment outcomes

We provide an example for evaluation experiments in §A.2.1, and an example for learning
experiments in §A.2.2.
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A. Software

A.2.1 Running Evaluation Experiments

1. Data. OL2R accepts input data in SVMLight format.1 The MSLR-WEB10K and
LETOR 3.0 and 4.0 data sets are provided in the required format and can be obtained
from http://research.microsoft.com/en-us/projects/mslr/ and http://

research.microsoft.com/en-us/um/beijing/projects/letor/, respectively.
For example, download the MQ2008 data set of LETOR 4, and note the location of the
data as $DATA DIR. All tools accept input files in either plain text format, or compressed
using gzip.

For evaluation experiments, data files need to be split in individual files per query –
to enable fast randomization of the queries during the experiment. For this purpose, a
script is provided with the package. It is called as follows:

Listing A.1: Splitting SVMLight data by query.
python src/python/split-query-file.py \

$DATA_DIR/INPUT_FILE $DATA_DIR/MQ2008-SPLIT $FEATURE_COUNT

2. Configuration. To set up an evaluation experiment, prepare a configuration file in
yml format.2 For example, start from the template provided in Listing A.2, and save it as
config-eval.yml (replace DATA DIR and OUTPUT DIR as appropriate).

Listing A.2: Example configuration for evaluation experiments.
query_dir: $DATA_DIR/MQ2008-SPLIT

feature_count: 46

num_runs: 10

num_queries: 1000

result_length: 10

# cascade model with 5 relevance grades
user_model: environment.CascadeUserModel

# for p-click and p-stop provide mappings from relevance grades to
# probabilities (here: perfect click model)
user_model_args:

--p_click 0:0.0, 1:0.2, 2: 0.4, 3: 0.8, 4:1.0

--p_stop 0:.0, 1:.0, 2:.0, 3:.0, 4:.0

# method names can be arbitrary strings and have to be unique
live_evaluation_methods:

- BI

- TD

- DC

- PI-MA

# provide arguments per method in matching order
live_evaluation_methods_args:

- # BI
--class_name comparison.BalancedInterleave

--ranker ranker.DeterministicRankingFunction --ranker_args None

--startinglist random

1For details, see http://svmlight.joachims.org/. A tool for converting whitespace or
comma separated files to SVMLight format is available at http://www.soarcorp.com/svm_
light_data_helper.jsp.

2PyYaml accepts input in Yaml version 1.1. See http://yaml.org/spec/1.1/ for details.
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A.2. Getting Started

- # TD
--class_name comparison.TeamDraft

--ranker ranker.DeterministicRankingFunction --ranker_args None

- # DC
--class_name comparison.DocumentConstraints

--ranker ranker.DeterministicRankingFunction --ranker_args None

--startinglist random

- # PI-MA
--class_name comparison.ProbabilisticInterleave

--ranker ranker.ProbabilisticRankingFunction --ranker_args 3

output_dir: $OUTPUT_DIR/experiment-1

output_prefix: evaluation-test-MQ2008

# set to False to avoid accidentally overwriting previous experiments
output_dir_overwrite: True

Note that all interleaved comparison methods that are compared to each other should be
configured to run in the same experiment. This ensures that all methods are run on the
same random sample of queries, which reduces variance in experiment outcomes.

3. Running the experiment. Evaluation experiments are run using configuration files
as follows:

Listing A.3: Running evaluation experiments.
python src/python/evaluation-experiment.py -f config-eval.yml

The experiment output is stored in yml files in the output directory provided in the con-
figuration file.

4. Summarizing experiment outcomes. The output files produced by an evaluation
experiment can be summarized using the script provided with OL2R:

Listing A.4: Summarizing online evaluation experiments.
python src/python/summarize-evaluation-experiment.py --fold_dirs \

$OUTPUT_DIR --metrics live_outcomes.BI live_outcomes.TD \

live_outcomes.DC live_outcomes.PI-MA -t 1 5 10 50 100 500 1000 \

--print_every 10 --output_base $OUTPUT_DIR/experiment-1

Results are aggregated over runs and folds, and arbitrarily many folds can be listed
per experiment. Output is produced in the form of space separated files, one every
print every runs, that can be further processed using e.g., gnuplot. The produced
files provide the accuracies and lower and upper bounds of the 95% binomial confidence
intervals for all compared interleaved comparison methods after t1 . . .tn queries:

Listing A.5: File format of evaluation experiment summaries.
<line> .=. <query_count> <metric_mean> <lower_bound> <upper_bound>

... <metric_mean> <lower_bound> <upper_bound>

<query_count> .=. <integer>

<metric_mean> .=. <float>

<metric_lower_bound> .=. <float>

<metric_upper_bound> .=. <float>
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A. Software

A.2.2 Running Learning Experiments
1. Data. Data for online learning to rank experiments needs to be pre-processed to
normalize feature values per query. When using LETOR data sets, a normalized version
of the data is already provided in the QueryLevelNorm version of the data. For data sets
that are not normalized per query, we provide a script for pre-processing. Like all other
scripts provided with OL2R, this script accepts files in SVMLight format (as plain text
or compressed using gzip).

Listing A.6: Normalizing data sets per query.
python src/python/normalize-per-query.py \

$DATA_DIR/INPUT_FILE $DATA_DIR/OUTPUT_FILE $FEATURE_COUNT

2. Configuration. The configuration files for learning experiments are similar to those
for evaluation experiments. For example, a test experiment on the MQ2008 data set can
be configured as follows:

Listing A.7: Example configuration for learning experiments.
test_queries: $DATA_DIR/MQ2008/Fold1/test.txt

training_queries: $DATA_DIR/MQ2008/Fold1/Fold1/train.txt

feature_count: 46 # 64 for .Gov, 46 for MQ*, 136 for MSLR
num_runs: 10

num_queries: 500

# cascade model with 3 relevance grades
user_model: environment.CascadeUserModel

# for p-click and p-stop provide mappings from relevance grades to
# probabilities (here: perfect click model)
user_model_args:

--p_click 0:.0, 1:1.0, 2:1.0

--p_stop 0:.0, 1:.0, 2:.0

# baseline listwise learning system with team draft interleaving and
# deterministic rankers
system: retrieval_system.ListwiseLearningSystem

system_args: --init_weights zero --comparison comparison.TeamDraft

--delta 1.0 --alpha 0.01 --ranker_tie random

--ranker ranker.DeterministicRankingFunction

output_dir: $OUTPUT_DIR

output_prefix: MQ2008-Fold1

# set to False to avoid accidentally overwriting previous experiments
output_dir_overwrite: True

In contrast to online evaluation experiments, online learning to rank experiments are
configured for one method at a time (here: baseline listwise learning system with TD).

3. Running the experiment. Learning experiments are run using configuration files as
follows:

Listing A.8: Running online learning to rank experiments.
python src/python/learning-experiment.py -f config-learn.yml
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A.3. Package Contents and Extensions

4. Summarizing experiment outcomes. The output files produced by a learning ex-
periment can be summarized using the script provided with OL2R:

Listing A.9: Summarizing online learning to rank experiments.
python src/python/summarize-learning-experiment.py --fold_dirs \

$OUTPUT_DIR > $SUMMARY_FILE

Arbitrarily many folds can be listed per experiment. Results are aggregated over runs and
folds. The output format is a space separated text file that can be further processed using
e.g., gnuplot. The output files contain the mean and standard deviation of the offline and
online performance after n queries.

Listing A.10: File format of learning experiment summaries.
<line> .=. <query_count> <offline_mean> <offline_stddev> \

<online_mean> <online_stddev>

<query_count> .=. <integer>

<offline_mean> .=. <float>

<offline_stddev> .=. <float>

<online_mean> .=. <float>

<online_stddev> .=. <float>

A.3 Package Contents and Extensions

Apart from the scripts demonstrated above, the OL2R consists of 8 packages that imple-
ment its functionality as follows:

comparison interleaved comparison methods for comparing rankers using
click data; contains the baseline interleaved comparison methods
described in §2.3.1, the probabilistic interleave methods devel-
oped in Chapter 4, and the RHC method developed in Chapter 7

environment click models for simulating user interactions

evaluation evaluation metrics (NDCG)

experiment entry level classes for learning and evaluation experiments

query parse and provide access to collections of queries (with document
features and relevance judgments)

ranker deterministic and probabilistic ranking functions

retrieval system online learning retrieval systems, e.g., for pairwise and listwise
learning to rank; contains the baseline learner DBGD (§2.5.2), the
methods for balancing exploration and exploitation developed in
Chapter 6, and the CPS method developed in Chapter 7

utils various utility functions
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The code is intended to be extended with new interleaved comparison methods and meth-
ods for online learning to rank for IR. The most obvious points for extension are:

• comparison – extend AbstractInterleavedComparison to add new interleaving or
inference methods.

• environment – extend AbstractUserModel to enable evaluation under different as-
sumptions about user behavior.

• evaluation – extend AbstractEval to add evaluation metrics.

• retrieval system – extend AbstractLearningSystem to add a new mechanism for
learning from click feedback.
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