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Introduction
One of the functions of theoretical economics is to provide fully
articulated, arti…cial economic systems that can serve as laboratories
in which policies that would be prohibitively expensive to experiment
with in actual economies can be tested out at much lower cost. (...) Our
task as I see it (...) is to write a FORTRAN program that will accept
speci…c economic policy rules as "input" and will generate as "output"
statistics describing the operating characteristics of time series we care
about, which are predicted to result from these policies.
Robert E. Lucas (1980)
In December 2011, Thomas J. Sargent and Christopher A. Sims were awarded
the Sveriges Riksbank Prize in Economic Sciences in Memory of Alfred Nobel.
They received the prize "for their empirical research on cause and e¤ect in the
macroeconomy". Hereby, the Economics Prize Committee rewarded Sargent and
Sims for giving us the tools to overcome one of the major limitations that macroeconomics has to face (also expressed in the above quote by Robert E. Lucas):
the fact that it can be very costly to learn how the economy works by conducting
controlled experiments. If a chemist wants to know what happens when one combines substance A with substance B, he can simply do so at a relatively low cost
(provided that the combination of A and B is not explosive). However, when an
economist wants to know what happens when, say, a decentralized way of allocating resources is exchanged for a centralized one, the costs of actually brining this
idea in practice can be huge (recall the communist "experiment").
Because it is so di¢ cult to capture the actual macroeconomy in a controlled
environment, economists build their own laboratories in the form of macroeconomic models which they employ to investigate what happens after a certain
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policy change. If the underlying theory is any good, the model outcome should
have a positive correlation with what would happen if the policy change were to
be implemented in reality.
However, since simplifying assumptions are a de…ning characteristic of any
economic model, all theories have their limitations. Consequently, it takes a good
model (if any) to beat information obtained through actual experiments. This
thesis therefore visits the borders of the Lucas-Sargent-Sims program by considering cases in which experimentation is actually possible and/or present (be it
deliberate or accidental). In particular, the …rst three chapters (which have a
more theoretical focus) analyze how deliberate experimentation should be carried
out in various settings, while the last two chapters develop empirical methods via
which one can exploit an accidental natural setting that is helpful in analyzing the
e¤ects of monetary policy shocks.
First of all, experimentation is possible and present when it comes to implementing economic reforms. In such a setup, experimentation can be both deliberate as well accidental. China for example consciously installed special economic
zones to investigate how these regions would react to market forces, while experimentation in many Central and Eastern European countries was of a more
accidental nature: in those countries some reforms were started prior to others
due to political hurdles, as a result of which both policy makers and the public
had the possibility to learn from the outcomes of the early reforms. Chapter 1 of
this thesis (which is joint work with Sweder van Wijnbergen) analyzes this learning
process for voters who are uncertain on whether they will bene…t or su¤er from a
certain reform proposal. In it, we provide an explanation for the puzzling observation that many reforms that start o¤ successfully (in a sense that the reformed
…rms/sectors turn out to bene…t from the reform), often lose majority support
along the way. We argue that this may be due to the fact that the process of revealing reform outcomes is an example of sampling without replacement: when it
is revealed that individual X is a winner, other individuals who remain uncertain
on their identity realize that this implies that there is one winning place less left
where they can end up in. Consequently, they become more pessimistic on the
probability that they will turn out to be a reform winner. In Chapter 1, we show
that this may lead to a situation in which the median voter becomes so pessimistic
that he ends his support to the reforming government, which may explain why
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successful reformers are often kicked out of o¢ ce. In addition, the chapter also
deals with the optimal speed of reforms and provides an explanation for why the
gradual reform strategy has worked well for China, while this is much less so for
Latin American and Central and Eastern European countries.
Chapter 2 goes one step further by actually modeling the process of conscious
experimentation. In particular, it applies the "optimal experimentation"-concept
to the global warming debate. Although there is little doubt left among climatologists that global warming is anthropogenic, many policy makers still claim to be
uncertain on the causes of climate change. Starting from that premise, Chapter 2
shows that these skeptical decision makers obtain an experimentation motive. In
particular, it gives them an incentive to reduce greenhouse gas emissions. The reason is that such a more aggressive policy eases their learning process on whether
global warming is anthropogenic or not, which is valuable to know. Although an
increase in emissions would also facilitate learning, that option su¤ers from the
fact that emitting greenhouse gases is irreversible. Since this implies that even
climate skeptics should reduce emissions, the policy implications of the di¤erent
positions in the global warming debate turn out to coincide - thereby diminishing
the importance of this debate from a policy perspective.
Chapter 3 analyzes the process of optimal experimentation at the microeconomic level. In that chapter, I consider a price-setting seller who is uncertain on
the time-varying slope of his demand curve. This seller does however realize that
he can learn the value of this slope parameter from self-generated observations (by
regressing the quantity he sells every period on his relative price). Since the estimation of a regression equation is facilitated by the presence of somewhat more
extreme observations, it becomes optimal for this seller to experiment with his
price. It turns out that the optimal pricing strategy prescribes the alternation of
periods in which a high price is quoted, with occasional mark-downs of a rather
…xed size. Consequently, the model is able to replicate the discrete pricing pattern
that is observed around sales, which has proved to be a major challenge to most
price setting models. Simultaneously, the model’s learning dynamics are able to
reconcile individual price ‡exibility with an aggregate price level that moves more
gradually in response to shocks.
When it comes to analyzing the e¤ects of monetary policy shocks, similar
issues play a role: since monetary authorities typically respond to economic devel-
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opments, true monetary shocks (changes in the policy instrument that are orthogonal to economic circumstances) are hard to …nd. Consequently, cause and e¤ect
are di¢ cult to disentangle. One could therefore argue that monetary authorities
should consciously perturb the economy in a random way, to facilitate their learning process on how the economy works. Others have however characterized such
a form of policy experimentation as immoral, since it subjects the public to an
experiment from which they cannot escape.
As I argue in Chapter 4 of this thesis, the existence of dollarized countries
forms a useful natural experiment that can help us in analyzing the e¤ects of
true US monetary shocks. The reason is that dollarized countries import US
monetary policy just as genuine US states do, but the Fed only responds to developments in US variables when designing its policy. Consequently, changes in
the US monetary policy instrument are much more likely to be orthogonal to economic circumstances in the dollarized countries, than to those in the US - thereby
decreasing the need for traditional ways of shock identi…cation.
Chapter 5 (which is joint work with Alessandro Gobbi) exploits the same
setting, but tries to identify US monetary shocks through sign restrictions. Here,
the presence of the dollarized countries brings two advantages. First, the fact
that the dollarized economies are not perfectly integrated with the US economy,
reduces the risk of the procedure confounding two di¤erent shock-types: due to
the imperfect integration, non-monetary US shocks are unlikely to a¤ect variables
in all countries considered simultaneously (only monetary US shocks do that).
Second, the use of dollarized countries enables one to place the restrictions on
variables in the dollarized countries only. Consequently, the researcher can stay
agnostic with respect to all US variables - including the US price level. The latter
is a key variable on which there is no consensus yet as to how it responds to a
monetary policy shock (cf. the "price puzzle"-debate).
The approach taken in both Chapters 4 and 5 leads to the conclusion that
prices tend to fall after a monetary contraction (so there is no "price puzzle"),
while output does not show a clear response. Based on these results, monetary
neutrality thus cannot be rejected.

Chapter 1

Learning Dynamics and the
Support for Economic Reforms:
Why Good News Can Be Bad
Down here it’s just winners and losers and don’t get caught on the
wrong side of that line.
Bruce Springsteen, Atlantic City (1982)

1.1

Introduction

Why have gradual economic reforms worked out well for China, while this is much
less so for most Latin American and Central and Eastern European countries? And
how is it possible that so many reforms that started successfully while enjoying
majority support, subsequently lost this support, while there are simultaneously
examples of reforms that did not start o¤ that well, but nevertheless managed to
maintain momentum among voters?
The most dramatic example of a reformist government that lost majority support despite impressive economic performance, is probably that of Slovakia in
2006. Back then, the Wall Street Journal Europe wrote:1
"Imagine you’re the leader of a country where economic growth
0
1

This chapter is based upon joint work with Sweder van Wijnbergen.
See Robin Shepherd, “The Dzurinda Revolution,”Wall Street Journal Europe, June 12 2006.
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is running at 6.3%, your government has been praised by the World
Bank as the best market reformer in the world [and] unemployment
has fallen to a record low of 10.6% from around 20% in just four years.
[...]
With this record in mind, now consider that you face parliamentary elections this Saturday at which, unless the opinion polls change
dramatically, you risk annihilation by a leftist opposition party with
no experience of government and a policy agenda …lled with populist
rhetoric.
Welcome to the world of Mikuláš Dzurinda, prime minister of Slovakia, who for the past eight years has led what can reasonably claim
to have been the most successful neo-liberal government of the 21st
century so far."
Indeed, Dzurinda lost the 2006 elections and his government was replaced by a

much more conservative one led by Robert Fico of the SMER-party (a breakaway
party from the SDL, the successor to the original Communist Party of Slovakia).
In an attempt to explain these puzzling support dynamics, this paper constructs a learning model that tries to provide more insight into the dynamics of
public support for gradual economic reforms.2 We believe that learning behavior
plays a key role in determining the support dynamics for reforms, but so far the
literature has remained relatively silent on this issue: although there are many informal discussions of learning from reform outcomes, formal treatments are much
scarcer.3
The model we construct captures the fact that reforms typically generate
reform winners and reform losers, but (as emphasized in the seminal paper by
Fernandez and Rodrik (1991)) these winners and losers cannot be identi…ed up
2
Here, "gradual" can, but should not necessarily, be interpreted as opposing "big bang". As
for example noted by Gupta, Ham and Svejnar (2008), even reforms that were supposed to be "big
bang" (such as the Balcerowicz reform in Poland), were not completed instantaneously. Instead,
it is almost inevitable that some parts of the reform are completed prior to others (introducing a
sequential dimension). This is the notion of "gradualism" we have in mind in this paper. In this
sense, all reforms are thus gradual, but some reforms are "more gradual" than others.
3
The papers by Van Wijnbergen (1992, where voters learn about the e¤ects of price reform),
Dewatripont and Roland (1995, where the public uses the outcome of one reform to learn about
the expected outcome of another one) and Veldkamp (2009, where laid-o¤ workers learn about
their re-employment chances) are three exceptions.
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front. Consequently, voters update their beliefs on whether they will end up in
the winner-group (or in the group of losers) as the reform progresses.
To see how such a learning process can lead to the aforementioned paradoxical
situation in which successful reforms lose support along the way, consider the
classic Fernandez-Rodrik case in which there is no aggregate uncertainty. In that
setup the public knows that, say, 68 percent of the population will gain as a result
of the reform, but ex ante no one knows the identity of these winners. Now let
us start the reform: after reforming the …rst n …rms (or sectors), it turns out that
all individuals involved with these …rms have gained from the reform. Hence, to
the outside observer, the reform is a big success. However, to those who remain
uncertain on the e¤ects of the reform on their payo¤s, this success is actually
pretty bad news: after all, they know that 32 percent of the population is going
to carry the losses of the reform, and none of these losers were among the …rst
n reformed …rms. Consequently, the probability that these uncertain individuals
are among the losers has gone up - thereby making them less eager to continue
the reform process. We show that these dynamics can even lead to a situation in
which the median voter at some point starts opposing a reform of which he used
to be supportive, in which case the reforming government suddenly loses majority
support.
All this follows from the fact that the process of revealing reform outcomes is
an example of sampling without replacement (an observation that seems to have
been overlooked in the previous literature) and shows that good news can, in a
sense, thus be bad. We emphasize that these e¤ects result from rational economic
thinking and that they come into play as soon as a reform is believed to generate
some losers whose identity is ex ante unknown - an assumption that we see as being
in accordance with many economic reforms in reality (also see the discussion in
Fernandez and Rodrik (1991) on this).
The possibility of such a loss of support nuances the commonly expressed view
that one should start with reforming the …rms or sectors that are most likely to
bene…t from the reform (so as to increase public support for it). In fact, we show
that such a policy may very well decrease support for the reform!
In our model we formalize the underlying logic of the above considerations. To
the best of our knowledge, this is the …rst formal treatment of an economic model
where agents are learning from realizations that are sampled without replacement,

4
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which may be of independent interest to some readers. Compared to the example
sketched earlier, our model is however more general as it encompasses the case
with aggregate uncertainty, where voters are also uncertain on the exact share of
the population that will bene…t from the reform. In that setup we show that the
"sampling without replacement"-e¤ect is more important when voters believe that
the sequencing of the reform is strategic (and hence non-random), or when they
have a rather tight prior belief on the aggregate fraction of winners (as a result of
which Bayesian updating in that dimension occurs rather slowly).
Although the learning mechanism potentially applies to many reform types
(such as the phasing out of subsidies, the abolition of price controls, or the reduction in trade barriers), we will often make the link with privatization. Next to the
fact that privatization is a nice example of a reform where learning dynamics may
be important, it is currently also one of the most topical reforms. Both several
Southern European countries as well as important countries in the Arabic world
(such as Iraq), are privatizing signi…cant parts of their economies at this very
moment.
Our results question the political feasibility of the so-called "sectoral gradualist" approaches. Those strategies have for example been advocated by the World
Bank through its plea for the "case-by-case" approach to privatization (Welch and
Frémond, 1998). This case-by-case approach, also favored by János Kornai in his
in‡uential 1990 book, has been applied to many countries in both Latin America
and Central and Eastern Europe, as well as to the UK during its liberalization
phase. It implies that one sector (or …rm) is reformed after the other. Berg and
Blanchard (1994) nicely describe how this process evolved in Poland. At p. 53
they write:

"Progress on the microeconomic front was slow. Progress on privatization in particular was uneven, both in 1990 and in 1991. Once
new local governments were in place in the spring of 1990, privatization of retail shops proceeded steadily, mostly through leasing. By the
end of 1991, it was largely achieved. A comprehensive privatization
law was passed in July 1990, after intense political debate. And, as
a result, some progress was also made in the privatization of smalland medium-…rms, usually through lease-to-buy arrangements. But,
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in sharp contrast, there was in e¤ect no progress in the privatization
of large …rms. The law envisaged privatization of these large …rms
mainly through case-by-case sales."

Further on, at p. 63, when discussing the privatization of large …rms, they
note:

"The results, at least for large …rms, have been very limited. Not
before November 1990 were the …rst …ve …rms sold through public
o¤erings. At the end of 1991, …ve more …rms had been sold in the same
manner, and another sixteen had been sold through public tenders or
auctions."4

By following such a gradual, sequential strategy, one may however su¤er from
the "sampling without replacement"-e¤ect sketched before, which may explain
why practitioners have experienced political di¢ culties with the case-by-case approach to privatization: Lipton and Sachs (1990, p.298) for example note that "in
almost all countries where privatizations have been attempted, there have been
major political obstacles to the case-by-case approach", while Boycko, Shleifer
and Vishny (1993, p. 148) state that reforms that proceed at a rather slow pace,
are likely to reach a deadlock. As we will argue in Section 4 of this paper, "spatial gradualism" (reforming one region after another, as China for example did)
can avoid the "sampling without replacement"-problem under some conditions thereby contributing towards the political feasibility of the reform process.
The itinerary of this paper is as follows. First, Section 2 describes various
examples of reforms for which support dynamics have been counterintuitive. In
Section 3 we construct a learning model that provides an explanation for these
puzzling dynamics. Section 4 will then deal with the question why gradualism
worked quite well for China, while this is much less so for most Central and
Eastern European and Latin American countries. Finally, Section 5 concludes.
4
As noted in Berg (1994), only 11 percent of Polish state enterprises had been privatized or
commercialized (the step prior to privatization) two years after the start of the reform.
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The support dynamics for economic reforms

Next to the case of Slovakia (discussed in the Introduction), there are many more
examples of economic reforms that lost support despite the fact that they progressed in a successful manner (and vice versa). In this respect, a volume edited
by Stokes (2001) provides a thorough analysis of public support dynamics around
various reforms. In the volume, several authors examine the public’s reactions to
economic reforms in Spain, East Germany, Poland, Mexico, Peru and Argentina.
In her summary of the study, Stokes (2001, p.25) notes that "[the] most startling
result is that in every country people sometimes reacted to economic deterioration
by supporting the government and its economic program more strongly. Conversely, they sometimes reacted to economic improvement with pessimism and
opposition". Similar …ndings are reported by Tucker (2000), who analyzed election
data from …ve post-communist countries and found that support for incumbents
tends to decrease with economic performance.
Stokes (2001) gives various speci…c examples of these counterintuitive dynamics. For example, in all three Latin American countries studied (Mexico, Peru and
Argentina), economic expansion (measured by either wage or GDP growth) was
followed by pessimism about the future and opposition to the reform program.5
In East Germany, high in‡ation rates during the early phases of the transition
fed optimism about the future and increased support for the incumbent Kohl government, while increased real wages in Poland did not generate support for the
reforms, but created agnosticism instead.
With respect to the latter case, Rodrik (1995, p. 404) has also expressed his
surprise. When discussing the return to power of the former Polish communist
party in 1993, he writes that "why this should be so is not so easy to understand
[...] By most standards, Poland must be judged a success case, even though much
else remains to be done (particularly on the mass-privatization front)".6
Next to the cases studied in Stokes (2001), there are also several other examples
of countries that have had similar experiences. Puzzled by Latin American experi5
In a broader sample of 12 Latin American countries, Remmer (1991) …nds similar paradoxical
results.
6
Poland did have a high unemployment rate at the time, but as Rodrik (1995, p. 405) notes
it is not clear whether that is to blame for the deadlock: the unemployed are too small a group to
be decisive in national elections, while it is also not straightforward that their interests are best
served by policies that slow down the reforms.
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ences, Tommasi and Velasco (1996) for example ask: "Why did Venezuelans riot,
twice attempt to overthrow and eventually impeach a president (Carlos Andrés
Pérez) who in 1990-92 brought them an average growth rate of 7.8% (the highest
in Latin America), while Peruvians massively reelected Alberto Fujimori, under
whose stewardship consumption dropped by 15.3% in 1990?" Similarly, Iglesias
(1994, p. 497-498) notes: "In my country (Uruguay), which is growing by 11.5
percent, where unemployment and in‡ation are down, and where reserves are up,
the popularity rating of the president is 12 percent. That’s why the administration lost its bid to privatize the telephone company".7 A similar story holds with
respect to India: notwithstanding the successes of the Indian liberalization policies
adopted in the 1990s, "India is a place that has fallen out of love with reform" (as
stated in The Economist of March 24th 2012, p. 14) and is currently struggling
to get new reforms implemented. More generally, Sachs and Warner (1995) have
documented how many countries slowed down (or even reversed) their liberalization policies in the 1960s and 70s, even though economic performance under the
more liberal regime was impressive.
In Europe, Slovenia faced similar di¢ culties in its post-communist reform
process - despite the fact that it already had quite a few positive experiences
with market forces from the past (Pleskovic and Sachs, 1994). And although the
1968 Hungarian reforms started o¤ successfully, they subsequently ran into di¢ culties in the mid-1970s when the country went through periods of recentralization
(Qian and Xu, 1993). Similarly, after the second wave of reforms following the
demise of communism, the reformist Hungarian government lost the 1994 elections
and the former communist party came back in power (very much like in Poland
and later on also Slovakia) - a pattern that led Kornai (2000) to conclude that the
gradual reform strategy may not be that feasible from a political point of view.
With respect to the general experiences of Central and Eastern Europe, Fidrmuc (2000, p. 1491) notes: "The collapse of communism occurred amidst overwhelming popular support for fundamental economic and political reforms. However, only a few years later the pendulum swung back and the reformers were
7

In 1994, Luis Alberto Lacalle (of the Partido Nacional) was president of Uruguay. After
taking o¢ ce in 1990, he started with signi…cant economic reforms (in the sphere of both taxation
and liberalization), but later his initiatives lost support (despite the successes; cf. Iglesias’quote).
Subsequently, he lost the elections and was replaced by Julio María Sanguinetti of the rivaling
Partido Colorado in 1995.
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voted out." In a similar spirit, Blanchard, Froot and Sachs (1994, p.6), speak of
"reform fatigue" plaguing most reformist post-communist governments some years
into the reform.
From all these examples, it thus seems that a successful reform start is by no
means a su¢ cient condition for the reform to maintain majority support along the
way - an observation that is at odds with the conventional belief that a favorable
start facilitates continuation.
At the other side of the spectrum, however, there are the gradual economic
reforms in China. There, the government installed certain Special Economic Zones
in 1980, after which the economies of those regions started booming. Very much
in contrast to the experiences of Central and Eastern Europe and Latin America,
the successes of these initial Chinese reforms only seem to have increased support
for further reforms over there (see Litwack and Qian (1998) and Qian, Roland and
Xu (1999, 2006)).
In the next section, we develop a model that is able to rationalize the confusing
support dynamics in Latin America and Central and Eastern Europe, while it is
simultaneously able to explain why the initial Chinese reform successes did not
invoke such a paradoxical public response.

1.3

Model

In this section we spell out our model, which builds upon Fernandez and Rodrik
(1991). To obtain a better insight into the underlying mechanisms and set the
stage for our full model, we …rst consider the standard Fernandez-Rodrik setup in
which there is only individual uncertainty, but no uncertainty in the aggregate.
That is: in Section 3.1 individuals know what fraction of the population will gain
from the reform, but ex ante they do not know yet who these winners will be.
In Section 3.2 we then augment the standard Fernandez-Rodrik setting with
aggregate uncertainty: individuals are also not sure what fraction of the population
will gain from the reform (a feature of reality that has been stressed before by
Dewatripont and Roland (1995)).
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9

Without aggregate uncertainty

To illustrate our point without aggregate uncertainty, we make a dynamic extension to the model developed in Fernandez and Rodrik (1991). In particular, time
is discrete, the horizon in…nite and there is a large number of risk neutral voters
aligned uniformly between 0 and 1. We assume that these individuals are fully
rational and forward looking.8 They are faced with a reform proposal R , which
is to replace the status quo. The latter is assumed to leave everyone with a net
present value payo¤ of 0. Reform R , on the other hand, is known to bene…t a
fraction

>

1
2

of the population with certainty (yielding them a net present value

payo¤ of S > 0); the losing fraction (1
negative payo¤ of
generality).9

) is assumed to receive a symmetric

S (where the symmetry simpli…es the algebra, without loss of

This implies that there is no aggregate uncertainty and since

>

1
2

the reform is e¢ ciency-enhancing and would always be welcomed by a majority
ex post.
The public does face individual uncertainty however: although there is a fraction

t

that has already been reformed at time t and has found itself among the

winners, and a fraction
and

t

t

that has found out to be among the losers (with

< 21 ), the remaining fraction (1

t

t)

t

<

1
2

does not know at time t whether

they will gain or lose from the reform. Consequently, that fraction will base its
decision upon the expected value of the reform for them. If we sort all individuals
(indexed by i) such that the
left of the interval and the (1

ex post winners of the reform are located on the
) losers on the right, we get the con…guration

shown in Figure 1.

γ

αt
0

βt

1/2

1

Figure 1.1: Graphical illustration of the setup
8
Whether voters are for- or backward looking is somewhat debated. While especially the
early papers on this issue report that voters are myopic and backward looking (see e.g. Kramer
(1971)), more recent studies tend to …nd that rational forward looking behavior dominates (cf.
MacKuen, Erikson and Stimson (1992) and Fidrmuc (2000)).
9
Note that the distribution of winners thus follows a binomial distribution with success probability .
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Voters with i <

with i >
1

know that they are among the reform winners, while voters

know that they are among the losers. The agents in between

and

are uncertain about their identity and do not know whether they will be a

reform winner or a reform loser. Since the identity of more and more individuals is
revealed as the reform progresses over time,
have a time index;

and

become time-varying and thus

on the other hand is a structural parameter characterizing

the reform and therefore time-invariant.
In this setup, the expected value of the uncertain individuals (i.e. those with
i 2 ( t; 1

t ))

equals:

E fR ji 2 ( t ; 1

t )g

=(

t)

S + (1

t)

( S)

(1.1)

Individuals in that group follow the decision rule:

t

Here,

t

8
< 1 if E fR ji 2 ( ; 1
t
=
: 0 if E fR ji 2 ( t ; 1

t )g

>0

t )g

0

(1.2)

is a support indicator that takes the value 1 if the uncertain group

votes in favor of the reform, and zero otherwise. Since

t

and

t

are both smaller

than 12 , the median voter is located in this uncertain group.
The insight of Fernandez and Rodrik (1991) was that the expected value of this
uncertain group (expressed by (1)) can be negative for a wide range of parameter
combinations - thereby making all (1
reform package ex ante. Because

t

<

t
1
2

t)

uncertain individuals oppose the

this implies that the reform does not

enjoy majority support up front, even though it would be welcomed by a majority
ex post (since

> 12 ).10 As Fernandez and Rodrik emphasize, this argument does

not rely on risk aversion, irrationality, or hysteresis due to sunk costs.
Here, one sees how the presence of individual uncertainty can prevent an
e¢ ciency-enhancing reform from being accepted. In particular, there are currently ex post winners blocking the reform ex ante, because they do not know
that they will be among the ex post winners! Since individual uncertainty is at
the core of the problem, one may think that reducing individual uncertainty by
10

Here, one should note that the Fernandez-Rodrik model assumes that it is not possible
to compensate the losers ex post. Given the well-known di¢ culties that governments face in
committing to future policies, this assumption may not be that unrealistic.

1.3 Model

11

revealing some additional winners (i.e. increasing

t

to

t+1

=

t+

t+1 ;

bring-

ing it closer to ) would make a yes vote more likely. This turns out not to be
true, opening a perspective on intriguing voter dynamics.
To see this, consider how the expected value for the uncertain individuals
changes with :
@Et fR ji 2 ( t ; 1
@ t

t )g

=

S<0

(1.3)

So, a decrease in individual uncertainty (brought about by the revelation of
some additional winners), will make the individuals who remain uncertain only
more negative about their chances of gaining from the reform. The reason is that
in the absence of aggregate uncertainty, increasing
t+1

t

to

t+1

implies that there are

fewer gaining places left for those individuals who remain uncertain (since

the revelation of reform outcomes is an example of sampling without replacement)
- thereby making them more pessimistic about their chances of gaining from the
reform. And since the median voter is located within this uncertain group, he also
becomes more pessimistic.
Revealing some losers on the other hand (that is: increasing
t

+

t+1 ),

t

to

t+1

=

will increase the expected value of the reform for those who remain

uncertain:
@Et fR ji 2 ( t ; 1
@ t

t )g

=S>0

(1.4)

At this stage, one should note that there is a wide range of values for
and

where changes in uncertainty will not change the outcome of the vote.

For example, if the vote is "No" to begin with, increases in
Et fR ji 2 ( t ; 1

t )g

will only make

more negative and the median voter will continue to op-

pose the package.
But there is an intriguing possibility if the median voter initially supports the
full reform package. To see this, hold

t

constant at

for a moment11 and let us

assume that the government tries to complete the reform gradually.12 Then, if the
11

The same argument applies, mutatis mutandis, to changes in t if the median voter initially
opposes reform. However, in that case the reform cannot be started along democratic lines.
12
This choice for gradualism could either be the result of a conscious political decision (for
example due to the fact that there are transitional adjustment costs as in Aghion and Blanchard
(1994)), or simply by the fact that a true big bang reform (in which all reforms are completed
simultaneously, before voters can update beliefs on their chances of bene…ting from the reform)
is practically infeasible (recall footnote 2).
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increase in

is small enough,

will remain 1 and the median voter continues to

vote "Yes", pushing the overall vote in favor. But because of the e¤ect captured
by (3), one can de…ne a critical value for
series of increases brings
rejection of the

above

package.13

, call it

, such that if a subsequent

, the median voter swings around, causing a

The critical value

is thus the point at which the

median voter starts opposing a reform that he used to support. Mathematically,
is de…ned as that value of

for which E R ji 2

we can derive that:

=2 +

= 0, so from (1)

;1

1

(1.5)

More formally, one can now see that if the median voter initially favors the reform (i.e.

t

= 1), the total supporting fraction (given by

will remain constant if

increases to an
=0,

t+1

if: (i)

t

(ii)

t+1

<

=

=

t+

1

t

t)

. Hence:
t+1 (1

t)

=0

=1
t

+

In this case, the revelation of
the critical value

t+1

t

t+1

t+1

<

additional winners does not make

. When we increase

cross

, there are more individuals sure to

vote "Yes" (since they have now found out that they are among the winners of
the reform), but the uncertain block (which also supports the reform in this case)
shrinks one-for-one with the increase in

. On balance, total support for the

reform remains una¤ected.
But as

continues to increase, it will eventually exceed

at which point the

median voter switches sides and will start to oppose the reform package that he
used to support. A sudden loss of majority support for the reforming government
results:
t+1

=

1

if: (i)

t

=1

(ii)

t

<

t

13
The last part of this statement of course assumes that
we will return to in the next section.

+

t+1

< 0:5 - a crucial condition to which
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This opens up the possibility of a reform that starts o¤ well (individuals involved with reformed …rms/sectors turn out to be better o¤), but as individual
uncertainty continues to decrease, the "sampling without replacement"-e¤ect captured by (3) eventually causes the median voter to swing against the package.
Hereby, the model manages to reproduce support dynamics that are very much
like the experiences that many reformist governments have had in practice (recall
Section 2 of this paper).
Hence, when one takes into account that the process of revealing reform outcomes is an example of sampling without replacement, the conventional sequencing
wisdom that one should start by reforming sectors that are most likely to bene…t
from the reform (in order to generate public support) is heavily challenged.
This conventional wisdom is for example expressed in Roland (1994, p. 1164).
There he writes that "if the best …rms get privatized …rst [...] the likelihood of
a successful economic performance will be higher. Initial economic successes for
privatized …rms will enhance support for privatization and build constituencies
for further reforms." Similarly, when discussing the ongoing reforms in Cuba, The
Economist of March 24th 2012 writes about the opposition the Cuban reform
process is currently experiencing. The Economist then states that, in order to
increase public support for the reform process, "Raúl Castro urgently needs to
create some winners" (p. 20). This line of reasoning however overlooks the "sampling without replacement"-e¤ect. By taking this e¤ect into account, the present
paper points out that Raúl Castro may very well decrease support for reforms
even further by revealing winners.

1.3.2

With aggregate uncertainty

Now let us introduce aggregate uncertainty. In this case, voters do not know the
true value of

(the fraction of individuals that will bene…t from the reform ex

post) with certainty. In fact, they even do not know whether
than

1
2

is smaller or greater

(i.e. whether the proposed reform is e¢ cient or not). Instead, the public

holds beliefs about . Let us use bt to indicate the beginning of period t estimate

of . Additional information that becomes available during period t will lead to

an updated estimate, bt+1 (where updating occurs by application of Bayes’rule).
Voters hold a prior belief on

that is given by a Beta ( ; )-distribution. As

for example set out in Greenberg (2008), this distribution is a natural choice as
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it is the conjugate prior of the binomial distribution which underlies the present
model (cf. footnote 9). In this case, we have that for
t estimate of

=

t

and

=

t,

the time

equals:
bt =

Expression (6) is intuitive: (
we have gathered so far, while

t
t

+

t
t
t)

(1.6)

+

t

represents the total sample of outcomes

is the number of winners in this sample. The

ratio of these two, is the time t estimate of .
After revealing

t+1

additional winners and

t+1

additional losers during

period t, Bayes’ rule implies that the posterior estimate of

(which is the prior

at the beginning of period t + 1) equals:

Since beliefs about

bt+1 =

t
t

+

+

t+1

t+1

+

t

(1.7)

+

t+1

can change over time, the critical value for

(

) also

becomes time-varying. In particular, after plugging (6) into (5) we obtain that:
t

= 2bt +

t

1=

2 t
t+

+

t

1

(1.8)

t

Now, the key question is going to be: can we get

t

1
2

before

t

t?

If this

is the case, the government is able to reveal that the median voter is a reform winner, before this pivotal voter starts opposing the reform package. Subsequently,
the government can complete the reform with no risk of losing majority support
along the way (which only happens when

t

t

<

1
2 ).

When analyzing this

question, we make the following assumption on the sequencing within the reform:
Assumption 1 Sequencing is such that the reform starts by revealing the ex post
winners.
This assumption is motivated on two grounds. First, it can result from a
situation of asymmetric information where the government does know ex ante
who will bene…t and who will lose from the reform (but is, like in Perotti (1995),
unable to transmit this information credibly to the public).14 Especially in our
14

In this sense, the government in our model is thus a bit like Monty Hall in the "Monty Hall
problem": he also knows ex ante behind which doors the gains and losses are located. Note that
the counterintuitive solution to the Monty Hall problem also follows from the fact that sampling
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privatization example this assumption seems realistic, as the government (being
the incumbent owner of the …rms that are to be privatized) has inside information
on …rm pro…tability, future policies that may bene…t or harm each …rm, etc. etc. If
this government then follows the conventional wisdom and starts with reforming
the winners, Assumption 1 materializes. Studies like Carlin and Mayer (1992),
Frydman, Rapaczynski and Early (1993), Marcincin and Van Wijnbergen (1997)
and Gupta, Ham and Svejnar (2008) all present evidence that such a selection
bias indeed is present in reality.
Second, in the light of our application to privatization, Assumption 1 can also
be the natural outcome resulting from the fact that better …rms tend to …nd buyers
more rapidly (Roland, 2000: p. 248).15
In the Appendix we explore the alternative case in which the government is
not able to identify winners and losers up front either. That case is probably more
relevant to trade reforms, as such a reform does not come with a selection process
like the one described in footnote 15, while it is also not clear that the government
has superior knowledge relative to the public on the identity of the winners and
losers in that setting. Then, reform outcomes are just sampled randomly from the
true underlying distribution. Crucially, the Appendix shows that the "sampling
without replacement"-e¤ect captured by equation (3) continues to be present under random sampling. In particular, that speci…cation leads to two regions in the
( ; )-space where the dynamics are anomalous (i.e. favorable reform outcomes
decreasing support for the reform and vice versa). More generally, the importance
of the "sampling without replacement"-e¤ect is increasing in the tightness of the
prior belief on : the tighter the prior on

is, the less responsive voters’beliefs on

are to news, and the more dominant the "sampling without replacement"-e¤ect
becomes (since the latter works independently of the tightness of ’s prior). In
the limit, as the prior on

converges on a point, the model essentially collapses

to the one discussed in Section 3.1 (without aggregate uncertainty).
Turning to the setting in which Assumption 1 does hold, the following proposition shows that all e¢ ciency-enhancing reforms can be completed if the public
takes place without replacement.
15
This point has also been recognized by policy makers: according to Egyptian government
o¢ cials in the New York Times of June 27 2010, Egypt suspended its privatization program
in 2009 because "most of the likely candidates had already been either privatized or dissolved,
leaving hard-to-sell industries that were technologically outdated and oversta¤ed with ill-trained
workers".
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does not take the selection bias into account.
Proposition 1 If an e¢ cient reform (i.e. a reform for which

>

1
2)

enjoys

majority support at its start, it can always be completed gradually without loss of
majority support if the winners are reformed …rst, without the public taking this
selection bias into account.
Proof. After the revelation of winners, voter beliefs about

are revised upwards

by Bayes’rule:
@bt
=
@ t
(

t
t

+

2
t)

>0

The reform is assumed to enjoy majority support at its start (call this "time 0"), so
b0 > 21 . Simultaneously, the fact that @bt =@

t

> 0 implies that bt only increases

as long as the government continues to reveal reform winners. Consequently, the
location of the critical value

t

will increase as well (see equation (8)), thereby

allowing the government to reveal that the median voters is a reform winner (which
is possible because

> 1=2) before

t.

t

Subsequently, the reform can be

completed with no risk of losing majority support.
The reason that the government is able to complete the reform without a loss
of support along the way, lies in the fact that it is assumed that the reform follows
a strategic, selective path - without the public taking this into account. That is:
favorable outcomes are revealed …rst, and as the public (wrongfully) believes that
these outcomes are randomly selected from the true underlying distribution, their
estimate on

will only be revised upward.

This case however imposes an unrealistically high degree of naivety on voters:
they think that the sequencing of reforms is truly random and do not take into account that the government (or nature, recall our discussion following Assumption
1 and footnote 15) starts with reforming the winners.
Consider therefore the more realistic case in which the public does take the
selection bias into account. Then, the revelation of additional outcomes provides
no valuable information since the public realizes that these draws do not come
from the true underlying distribution, as a result of which Bayes’ rule can no
longer be applied.16 Consequently, agents cannot update their estimate of
16

After all, the only thing that is revealed if

t

is increased to

t+1 ,

is that

t+1 .

and

However,
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bt remains constant at b0 ; 8t (where b0 is the exogenously given belief on
0")).17

the time of the start of the reform (which we refer to as "time

at

This leads

to the following results:

Proposition 2 If the public believes that the reform starts with reforming the ex
post winners, and if it believes that the reform is "su¢ ciently e¢ cient" (in a sense
3
4

that b0

1
2 0 ),

the reform can still be completed gradually by revealing only

winners from time 0 onwards.
Proof. From equation (8) it follows that b0

winners (hence keeping
0

1
2

constant at

t

0)

3
4

1
2 0

,

implies that

over time. This implies the threshold

1
2

t

1
2.

0
t

Revealing only

remains constant at

8t, as a result of which the

reforming government can reveal that the median voter is a reform winner before
this voter starts opposing the reform (i.e. the government can push
t

t

1
2

before

t ).

Corollary 3 If the public believes that the reform starts with reforming the ex
post winners, but if b0 <

1
2 0,

3
4

(i.e. reforms for which b0 >

1
2)

even reforms that are believed to be e¢ cient

can never be completed gradually by revealing only

winners from time 0 onwards.
Proof. From (8) it now follows that b0 <

3
4

1
2 0

,

0

< 12 . This implies that

the reform is not believed to be "su¢ ciently e¢ cient" (as de…ned in Proposition
2). Revealing only winners (hence keeping

t

constant at

0)

then decreases the

expected value of the median voter via (3) and since constancy of
constancy of

t

(at

0

<

1
2 ),

t

0

before

t

1
2

t

again implies

and majority support is lost

before the reform is completed.
Hence, those reforms on which beliefs are such that b0 2

1 3
2; 4

1
2 0

can

no longer be completed gradually by revealing only winners. Do note that this
result arises even if the reform enjoys majority support at its start, and despite
the fact that all of these reforms are believed to be e¢ cient (in a sense that they
are believed to generate more winners than losers, i.e. b0 > 12 ).

under Assumption 1 this is by no means informative on whether there are still any winners located
beyond t+1 .
17
Similarly, 0 ( 0 ) is the number of winners (losers) that has already been revealed at the
start of the reform. This number can be equal to 0, but this does not necessarily have to be the
case. It is perfectly possible that some …rms already operate under the new regime before the
reform starts (for example as a remnant of uncompleted past reform attempts).
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The intuition for what is going on is exactly as in Section 3.1: because the

public does not update its beliefs in response to the revelation of new reform
outcomes (as it realizes that these outcomes do not carry any information since
they are selected and do not re‡ect the true underlying distribution; cf. footnote
16), every additional winner revealed only reduces the perceived probability of
ending up as a winner for those who remain uncertain. At some point, the median
voter will therefore start opposing the reform that he used to support.
Similar dynamics will arise in the setup considered in the Appendix (where
Assumption 1 is dropped and voters do apply Bayes’rule to update their estimate
of the aggregate state) if the prior belief on the aggregate state is relatively tight.
In that case, the updating process in the aggregate dimension will proceed at a
rather slow pace, as a result of which the "sampling without replacement"-e¤ect
will get to dominate.
Moving back to the setup in which Assumption 1 does hold, revealing losers is
no longer e¤ective (in sharp contrast to the case without aggregate uncertainty).
Proposition 4 If the public believes that the reform starts with reforming the
ex post winners, reforms that are believed to be welfare-enhancing lose majority
support as soon as a loser is revealed before

t

1
2.

The proof simply follows from the fact that the public expects the government
to start with revealing favorable reform outcomes. If an unfavorable reform outcome shows up, the public thinks that all winners have already been revealed and
that those individuals who are still uncertain on their identity will all be losers. If
this happens when

1.3.3

t

< 21 , majority support is immediately lost.

Summarizing

The main lesson from Fernandez and Rodrik (1991) was already pretty dramatic:
reforms that are welfare-enhancing may not enjoy majority support at their start
because the reform winners cannot be identi…ed upfront.
In a way, the message of this paper is even more depressing: even welfareenhancing reforms that do enjoy majority support at their start (as a result of
which they can get started along democratic lines), may not come to completion
because of the learning dynamics that enter the story. In particular, by revealing
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only winners the government su¤ers from the "sampling without replacement"e¤ect as a result of which it will at some point lose majority support if b0 <

3
4

1
2 0,

while revealing losers immediately ends support. The reforming government thus
…nds itself trapped and destined to lose majority support - irrespective of what
action it takes.

1.4

How can the loss-of-support problems be avoided?

The depressing message from the previous section makes one wonder whether there
is anything reformers can do to overcome the loss-of-support problems. In this
respect, especially the Chinese reform experience suggests that there does exist
a route towards successful gradual reform. After all, China also followed a more
gradual path - and with quite some success: in sharp contrast to the experiences
of many Latin American and Central and Eastern European countries (described
in Section 2 of this paper), the initial Chinese reform successes only seem to have
increased support for further reforms (see Litwack and Qian (1998) and Qian,
Roland and Xu (1999, 2006)). This raises the question why the experiences with
gradualism have been so di¤erent across countries.
In this respect, however, it is crucial to note that the Chinese gradual reform strategy is quite di¤erent from the Latin American and Central and Eastern
European approaches: while most countries in the latter regions tried to reform
gradually along the sectoral dimension (which implies that one …rm or sector is
reformed after the other; cf. our discussion of the "case-by-case" approach to
privatization in the Introduction), China reformed gradually along the spatial dimension. In particular, China introduced market forces in Shenzhen, Zhuhai,
Shantou and Xiamen by designating those areas as Special Economic Zones in
1980 (soon to be accompanied by other regions, such as Hainan).
By reforming gradually along the spatial dimension, Chinese policy makers
allowed the Chinese public to learn about the e¤ects of the proposed reforms by
looking at reform outcomes in these Special Economic Zones. Of course, voters
will only …nd the information acquired via the spatial dimension useful if the Special Economic Zones are somewhat representative for the rest of the country. And
it was in this respect that China had a major advantage over many other countries: as set out in Qian, Roland and Xu (2006, p. 394), the Chinese economy
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is organized along territorial lines. This implies that all Chinese regions are relatively self-contained, in a sense that these regions can be seen as rough miniature
versions of the Chinese economy as a whole. The former Soviet Union on the
other hand was organized along industrial lines with high degrees of industrial
concentration (mainly because of ideological reasons as argued in Qian and Xu
(1993)), as a result of which each region was much more specialized, dependent of
other regions, and less representative of the Union as a whole.
Consequently, China had (in contrast to the countries that emerged from the
Soviet Union) the possibility to take more or less representative samples of the
entire Chinese economy (in the form of certain regions), which they could then
use to show voters where the gains and losses of the proposed reform are likely
to occur - thereby reducing individual uncertainty (the root of all problems).18
Crucially, this approach does not su¤er from the "sampling without replacement"e¤ect expressed by equation (3). The reason is that this is a form of sampling from
a di¤erent, smaller urn (where the distribution of balls in the smaller urn was
sampled randomly from the distribution of balls in the larger urn that represents
the rest of the country). For this strategy to work, it is however crucial that agents
who know that they will be among the winners (i.e. those with i <

t)

cannot

self-select into the Special Economic Zones, since that would imply that the zone
becomes less representative of the country as a whole. Strikingly, this is exactly
what the Chinese "hukou" system (which restricts the mobility of citizens within
China) achieves. So although one could debate the fairness of this system (just
like one could debate fairness of mobility restrictions between di¤erent countries),
it does seem to play an economic role in the Chinese reform process.
Finally, this view on Special Economic Zones shines a new light upon their
raison d’être: in a static setup, Hamilton and Svensson (1982) show that Special
Economic Zones are actually welfare decreasing in a second-best world where the
suboptimal regime continues to apply outside the zone. This raises the question
why governments bother installing them in the …rst place. In this respect, the
present paper argues that Special Economic Zones could produce large dynamic
18

In the former Soviet Union this strategy would not work: over there, reform outcomes in one
region were less relevant to those in other regions due to the higher degree of spatial heterogeneity.
Simultaneously, the higher degree of concentration would give any spatial reform strategy a
sectoral ‡avor: after all, if certain sectors are concentrated in certain areas, reforming one area is
equivalent to reforming one sector. Then, the "lack of replacement"-e¤ect would enter the story.
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gains, as they may facilitate the implementation of reforms that bring the entire
country closer to the …rst-best.
Summarizing, we can thus conclude that when countries …nd themselves in
the fortunate situation in which it is possible to experiment by …rst implementing
the reform in a region that is somewhat representative for the rest of the country,
gradualism along this spatial dimension may greatly facilitate the reform process.
In this sense, there is an important di¤erence between sectoral and spatial gradualism and this di¤erence may be the key as to why the gradual reform strategy
has worked for China, while this is much less so for many other countries.

1.5

Conclusion

This paper makes a previously overlooked observation, namely that the process of
revealing reform outcomes is an example of sampling without replacement. In the
presence of individual uncertainty, we show that this implies that the revelation
of reform winners early on in the process, makes those who remain uncertain on
their identity more pessimistic about their chances of ending up as a winner.
This "sampling without replacement"-e¤ect challenges the standard view that
sequencing should be such that favorable reform outcomes are revealed …rst and is
consistent with the puzzling experiences that many reformers have had in practice:
there are numerous examples of reforms that were started while enjoying majority
support, but subsequently lost this support - even though they were progressing
in a successful way.
Next to that, this paper has outlined a strategy that is able to overcome the
problems related to the learning process. In particular, if a country happens
to be organized along territorial lines (such that individual regions are rough
miniature versions of the entire country), the "sampling without replacement"e¤ect can be avoided by reforming gradually along the spatial (rather than along
the sectoral ) dimension. This is the approach China has taken and implies that
policy makers …rst introduce the reform proposal in certain regions of the country
that are thought to be representative for the country as a whole. Subsequently,
the public can look at reform outcomes in these regions to get an idea of where the
gains and losses of the reform are going to be located. This enables the reforming
government to reduce individual uncertainty (the root of all problems) without
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running the risk of losing majority support due to the lack of replacement in the
sampling procedure.
On a more general level, this paper has constructed a model in which agents
are learning from realizations that are sampled without replacement. To the best
of our knowledge, this has not been modeled before in the economics literature,
despite the fact that many economic problems take this form (the process of
revealing the identity of banks in a …nancial crisis (good or bad?) is a clear
example). The model developed in this paper could therefore also be applied to
di¤erent problems that entail sampling without replacement.

1.6 Appendix

1.6
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Appendix

Although there are certain reform-types (such as privatization) for which the government is likely to have an ex ante idea on where the gains and losses of the
reform are going to be located, there are probably also cases in which the reforming government does not have this information. Therefore, this Appendix
explores the properties of our model when we drop the assumption of the reform
being sequenced in a non-random, selective way.
Instead, here we will assume that the government cannot identify the reform
winners and losers up front either. In addition, we will assume that there is
no natural selection process present that could lead to a non-random sequencing
of events. Consequently, reform outcomes are just sampled randomly from the
true distribution. Moreover, we will also assume that the public believes that
these outcomes are sampled randomly, as a result of which they perceive new
observations to be informative and apply Bayes’rule to update their estimate of
(the aggregate fraction of winners) in response to new information.
Since we feel that this case may deserve a closer study in its own right, we leave
a full analysis for future work, but present some main results in this Appendix. In
particular, we show here that the "sampling without replacement"-e¤ect discussed
in the main text continues to be at work in this alternative setting.
The core of the model is una¤ected and the critical value for

(

) is still

given by:
t

=

2 t
t+

+

t

1

(A1)

t

Using expression (A1), one can analyze how the distance between
fraction of sure-winners) and

t

(the cut-o¤ level for

t

t

(the

above which the median

voter starts opposing the reform) varies with the revelation of additional winners
and losers. In particular, one can verify that:
@(

t)

t

@

t

=

2 t
( t + t )2

1

Here, the …rst term shows that the revelation of winners pushes up

(A2)

t

(since

it leads to an upward revision of bt through application of Bayes’rule), while the

second term (" 1") captures the fact that the revelation of winners simultaneously
makes those who remain uncertain more pessimistic on their individual chances of
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ending up as a winner. In particular, this term re‡ects the fact that revealing a
reform outcome is an example of sampling without replacement. From (A2), one
can derive that as long as

p

2

t

t

<

t;

(A3)

the "sampling without replacement"-e¤ect dominates. Under condition (A3), the
estimate of

(bt ) increases less than one-for-one with

< 0 , @bt =@

t

t

(mathematically: @ (

t

t ) =@ t

< 1) and the median voter becomes more pessimistic as more and

more favorable reform outcomes are revealed. Hence, under this condition the
revelation of additional winners produces an increase in bt that is insu¢ cient to
compensate for the fact that sampling takes place without replacement.
Similarly:

@(

t)

t

@

=

t

2
( t+

t
2
t)

+ 1;

(A4)

captures the exact same two e¤ects for the revelation of losers. In this case,
the median voter becomes more optimistic when additional losers are revealed
(i.e. @ (

t

t ) =@ t

> 0) as long as
p

2

t

t

<

t

(A5)

Conditions (A3) and (A5) yield two non-overlapping regions of ( ; )-combinations,
displayed as the shaded areas in Figure 2, where one can characterize the learning
dynamics as anomalous. That is: in region A3, good reform outcomes decrease
support for the reform, while the revelation of bad reform outcomes increases
support for reform in region A5.
Now, one can ask: is the government able to complete the reform without a
loss of support along the way? As the sequencing of the reform is random in this
case (since the government (or nature) is no longer able to select the winners up
front), it is no longer possible to analyze this question analytically. Instead, one
would have to simulate the reform process and the answer to the question would
depend upon the amount of time a typical simulation spends in the shaded areas
of the state space. As we feel that this issue would deserve a full discussion in its
own right, we leave this for future work.
The main point to take away from this Appendix is that the "sampling without
replacement"-e¤ect continues to be present when reform outcomes are revealed in
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a truly random fashion. This then leads to two regions in the ( ; )-space where
the support dynamics can be characterized as "anomalous".
0.5

A5
0.4

beta

0.3

0.2

0.1

0
0

A3
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0.3

0.4
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Figure 1.2: Region where favorable reform outcomes decrease support for the reform (A3)
and vice versa (A5).
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Chapter 2

Optimal Learning on Climate
Change: Why Climate Skeptics
Should Reduce Emissions
Uncertainty is worse than knowing the truth, no matter how bad.
The Magazine of Wall Street (1929)

2.1

Introduction

Although most climatologists agree that the upward trend in the average temperature of the Earth’s atmosphere is driven by man-made emissions of greenhouse
gases, policy makers, as well as many members of the public, are less convinced of
the link with human activities: according to a 2007/8 survey conducted by Gallup
Polls, 97 percent of all US adult citizens say to be aware of global warming, but
only 49 percent of them believe that it is anthropogenic. Similarly, in 2006, the US
president of that time (George W. Bush) expressed his concerns on global warming, but simultaneously stated that "there is a debate over whether it is man-made
or naturally caused".1 Corresponding views can be heard among Chinese policy
makers: there, Xie Zhenhua (China’s lead negotiator in the last three UN Climate Change Conferences) has said that China is keeping an "open attitude" on
1

See http://georgewbush-whitehouse.archives.gov/news/releases/2006/06/20060626-2.html.
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the causes of global warming.2 Other examples of countries that have had openly
climate skeptic leaders in the recent past include Australia (in the form of their former (1996-2007) prime minister John Howard), the Czech Republic (their current
president Václav Klaus) and Russia (Vladimir Putin). More generally, virtually
all countries have their climate skeptical political parties, Members of Parliament,
et cetera.
Since the climate skeptic position is so widely represented in reality, this paper
investigates what the optimal policy for these skeptics actually looks like.3 In
practice, skeptical policy makers typically argue that the possibility that global
warming is caused by exogenous factors (such as increases in solar activity) implies
that we should not take additional action towards reducing greenhouse gas emissions: Australia for example has a political party named "No Carbon Tax Climate
Skeptics", while Mitt Romney (currently running to become the Republican candidate for the 2012 US elections) has made similar arguments. In October 2011 he
stated that "we do not know what is causing climate change on this planet" and
that "the idea of spending trillions and trillions of dollars to try to reduce CO2
emissions is not the right course for us".4 Since this position opposes that of "climate believers" (who are convinced of the anthropogenic nature of climate change
and therefore argue in favor of emission reductions), these contrasting views on
the causes of global warming have led to a …erce policy debate.
Although the argument that uncertainty on the causes of global warming weakens the case for emission reductions seems to make intuitive sense at …rst sight,
this paper shows that it is fallacious. More speci…cally, it is shown that the policy
implications of the di¤erent positions in the climate debate actually coincide. The
reason is that the typical argument put forward by skeptics neglects the production of information and the accompanying learning process on how our climate
functions. Once this learning process is taken into account, it is shown that even
skeptical policy makers have an incentive to reduce greenhouse gas emissions rel2

See "Skeptics turn up the heat" in the China Daily of February 2, 2010. The article also
mentions a Chinese study that debates the link between global warming and human activity.
3
I de…ne a climate skeptic as someone who is uncertain on the causes of global warming. Note
that this is di¤erent from someone who is 100 percent certain that global warming is exogenous.
This extremer position is relatively rare among policy makers (cf. the aforementioned quotes,
where they all talk about "a debate" or "an open attitude").
4
See "Mitt Romney Embraces Climate Denial: ’We Don’t Know What’s Causing Climate
Change’" in The Hu¢ ngton Post of October 28, 2011.
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ative to current levels - the reason being that current emission levels are in their
eyes apparently not informative enough on the nature of climate change.
In such a situation, reducing greenhouse gas emissions facilitates the learning
process on whether global warming is anthropogenic.5 Since the optimal policy
di¤ers depending on whether this is the case or not, the causes of global warming
are valuable to know. Although an equally-sized increase in emissions could be
just as informative, that strategy su¤ers from the fact that emitting these gases
is irreversible. Consequently, there is the risk that decision makers cannot adjust their policy to the additional knowledge that they have acquired over time
- thereby rendering this information useless. After all, if we (after consciously
emitting more greenhouse gases) learn that global warming indeed is caused by
this channel, we cannot undo the previous policy by removing the gases (of which
we have by then found out that they are harmful) from the atmosphere.
A cautious policy on the other hand leaves all options open and is therefore
more robust to misspeci…cation: if this policy teaches us that there indeed is a
link between the atmospheric stock of greenhouse gases and global temperature,
the prudence was justi…ed. On the other hand, we can always increase future
consumption of greenhouse gases if the cautious policy tells us that there is no
such link. So under the cautious strategy, the information that is produced over
time is actually useful in a sense that decision makers can improve their future
actions by exploiting this information.
Summarizing, this paper thus shows that uncertainty on the impact of a control
variable gives agents an incentive to experiment by taking somewhat more extreme
actions. Simultaneously, the irreversibility induces them to experiment "in the
safe direction". In this sense, the present paper also develops a theory of optimal
experimentation under irreversibilities (an issue that has not been studied before
to the best of my knowledge), which may be of independent interest.
At this stage, I wish to emphasize that this paper intentionally abstracts from
political-strategic considerations: I take policy makers for their word if they claim
to be climate skeptic and assume that they are genuinely uncertain on the causes
of climate change (rather than pretending to be climate skeptic because that might
5

Do note that this learning process will take some time due to the lag with which the average
temperature of the Earth’s atmosphere responds to human activities. I will return to this issue
in Sections 3 and 5.
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be easier to sell to voters). Subsequently, I ask what the optimal policy for such
skeptics looks like, and …nd that even they should reduce emissions relative to
current levels. Ironically, this reduces the political attractiveness of the climate
skeptic position, while it simultaneously brings consensus in the policy debate.
The remainder of this paper is structured as follows. After linking this paper
to the existing literature in Section 2, Section 3 will illustrate that the learning
process on the causes of global warming is facilitated by emitting either more
or less greenhouse gases relative to some "confounding" (uninformative) emission
level. Section 4 will then show that an optimizing agent who is faced with the
irreversibilities related to the emission of greenhouse gases, prefers to experiment
by reducing emissions. Section 5 discusses this result and its implications, after
which Section 6 concludes.

2.2

Related literature

This paper applies the concept of "active learning" (also referred to as "optimal
learning" or "optimal experimentation") to the climate change debate. The idea
of this concept is that a decision maker optimally balances the trade-o¤ between
estimation and control of a system. In particular, active learners realize that they
are learning from self-generated observations. Consequently, they optimally take
the production of information into account when setting their control variable.
This is what is typically referred to as the "experimentation e¤ect".
Active learning was …rst developed in the engineering literature (where it is
known as "dual control") and was subsequently brought to the economic sciences
by MacRae (1972) and Prescott (1972). Since then, it has for example been applied to a monopolist who wants to learn his demand curve (Rothschild, 1974;
Aghion et al. (1991)), experimental consumption of medicinal products (Grossman, Kihlstrom and Mirman, 1977), as well as to a monetary authority who wants
to learn the relevant parameters of an economy it tries to control (Bertocchi and
Spagat, 1993).
This paper analyzes how the learning process on the causes of global warming
can be optimized. In this sense it also relates to Kelly and Kolstad (1999), as
they investigate how active management of greenhouse gas emissions can teach
us more on the functioning of our climate. In their paper, however, the decision
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maker is already convinced of the anthropogenic nature of global warming. Consequently, Kelly and Kolstad’s decision maker only wants to increase the precision
of his estimate of the sensitivity of global temperature to the atmospheric stock of
greenhouse gases. Motivated by the observation that many policy makers in practice still question the link between global warming and human activities (recall
the Introduction), this paper analyzes the problem of a policy maker who keeps
an open mind to the possibility that global warming is not caused by the emission
of greenhouse gases.
Next to the active learning literature, this paper also builds upon studies that
have investigated the consequences of irreversibilities in environmental settings.
Starting with the seminal contributions of Arrow and Fisher (1974) and Henry
(1974), many papers have pointed out that there exists a so-called "quasi-option
value" to maintaining ‡exibility if the quality of information increases over time
(see Heal and Kriström (2002) for a survey of this voluminous literature).
The di¤erence between the present paper and the traditional irreversibility
literature is twofold. First and foremost, these earlier contributions assume that
information arrives exogenously with the passage of time, while the key of this
paper is that the acquisition of information is endogenized. Second, papers along
the Arrow-Fisher-Henry lines typically compare the optimal decision rule under
exogenous learning with the decision rule that would be optimal in the absence of
learning and investigate whether the prospect of learning leads to more cautious
…rst period decisions. This paper, on the other hand, compares a skeptic’s optimal
active learning rule to his passive learning rule (i.e. the rule that neglects the
experimentation motive), as well as to the policy rule of a decision maker who is
convinced that global warming is anthropogenic.

2.3

Learning the causes of climate change

To see how the active learning process on the causes of climate change evolves,
this section develops a simple and tractable learning model that will be employed
in the policy maker’s decision problem in Section 4.
Say that the change in global temperature

from period t

1 to period t
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t

t

t 1)

is given by:6
t

=

+ ct + " t

(2.1)

Here, ct is the period t emission of greenhouse gases, while the intercept

rep-

resents the possibility that global temperature is increasing because of exogenous
factors unrelated to greenhouse gas emissions. Hence,

represents potential long

run trends in forces that might a¤ect the Earth’s climate. Examples are the forces
that have created ice ages in the past (whatever they might have been caused
by - there is no consensus on that yet) or a trend in solar activity (cf. Solanki
et al. (2004) who argue that solar activity has been exceptionally high over the
past 70 years). The slope parameter

on the other hand captures the possible

relationship between changes in global temperature and greenhouse gas emissions.
Finally, "t is a noise term representing other shorter-lived phenomena that temporarily a¤ect global temperature (such as a hot summer in Latin America). It is
assumed that the noise " is i.i.d. and that it is drawn from a uniform distribution
with known, bounded support, i.e. "

U [ "; "]. As we will see later on, this

assumption implies that learning is discrete (either nothing is learned, or the full
truth is learned), which delivers analytical convenience without losing generality
(cf. Bertocchi and Spagat (1993), from whom I copy this approach). Relaxing this
assumption would not a¤ect the experimentation incentives (see the Appendix),
but doing so greatly increases analytical complexity because of the nasty form
Bayesian updating then takes.
The key is that the true values of both

and

are unobserved. It is how-

ever known that there are only two possible states of the world (let us refer to
the accompanying parameter values as

1

and

2 ).

State 1 represents the IPCC

scenario in which increases in global temperature are driven by the emission of
greenhouse gases, while there is no upward trend due to exogenous factors (such
as solar activity). Hence,

1

=

= 0;

=

, with

> 0.

In state 2 on the other hand, the upward trend in global temperature is completely exogenous to human behavior and the emission of greenhouse gases does
Pt
Pt
Integrating (1) leads to t = 0 + t +
j=1 cj , where
j=1 cj is the atmospheric stock of
greenhouse gases at time t (potentially relative to a certain base level c0 , which I have normalized
to zero for convenience). This expression for the time t temperature level is relatively standard
in the literature (up to the inclusion of the potential exogenous trend ), cf. equation (1a) of
Kelly and Kolstad (1999).
6
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not play a role. Hence,

2

=f = ;

= 0g, with

t ( 1)

=

ct + " t

t ( 2)

=

+ "t
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> 0. We thus have:

The remainder of this section shows that these two cases are easier to distinguish from each other for more extreme emission levels ct .

Intuitively, in

the limiting case where we stop emitting greenhouse gases altogether (i.e. set
ct+k = 0 8k > 0), the upward trend in global temperature should slow down if

the IPCC is right (as illustrated in Figure 1 of Solomon et al. (2009)). On the

other hand: if the Earth continues to heat up at a constant rate well after we
have stopped emitting greenhouse gases, global warming is likely to be driven by
exogenous factors.
A similar reasoning can be followed for upward experimentation: if temperature increases

do not accelerate after pumping a lot of greenhouse gases into

the atmosphere, the IPCC is probably wrong, while the IPCC’s case is supported
if the Earth’s temperature would start to increase at a faster rate.
Do note that this learning process is likely to take a while, due to the lags
associated with global temperature dynamics: typically, it takes about 10 years
before changes in greenhouse gas emissions start to have noticeable e¤ects on
global temperature (Heal and Kriström, 2002: 11). Consequently, a period in the
model should be thought of as about a decade in reality. As pointed out in Wigley
(2005), it takes much longer (perhaps as long as a century) before the e¤ect of a
higher atmospheric stock of greenhouse gases is fully incorporated into the Earth’s
temperature level due to the fact that it takes time to heat up the oceans (the socalled "ocean thermal lag"). However, after about 10 years the initial …rst-round
e¤ect becomes visible.
Moreover, as argued by Solomon et al. (2009), it can take even as long as 1,000
years before global temperature actually starts falling signi…cantly if man-made
emissions were to cease immediately. However, this is not what we need to wait for
in order to see the IPCC-case con…rmed. For that, any response in temperature
dynamics following a change in emission levels (such as a change in the rate at
which temperature increases, as visible in the simulation underlying Figure 1 of
Solomon et al. (2009)) would do.
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The workings of such an "active learning by doing" strategy have already been

illustrated in the past, namely in the acid rain debate:7 during the 1960s, an
increasing number of streams and lakes in Norway were reported to be acidic.
Initially, it was debated whether these changes were anthropogenic or not, but
nevertheless governments decided to reduce sulfur emissions in a drastic manner.
After some years (again due to the time lag with which nature tends to respond
to human activities), the level of acidity in Norwegian waters fell, as a result of
which there is nowadays little doubt left that the changes were in fact man-made.
Consequently, we are still careful with emitting sulfur today, so the aggressive
sulfur reduction policies followed by governments in the 1970s and 80s did produce
valuable information.8
To formalize this reasoning for the global warming case, we can exploit the
assumption that the noise term " has bounded support (i.e. that " 2 [ "; "]).
Consequently, we know with certainty that:
t ( 1)

2

t ( 2)

2 [

ct
";

"; ct + "

(2.2)

+ "]

(2.3)

Graphically, this can be visualized as in Figure 1.
Now the key is to observe that learning is complete if ct < c or ct > c . In
those cases, the regions for

t ( 1)

and

t ( 2)

are non-overlapping as a result

of which we immediately …nd out which state we are in.
We can actually derive analytical expressions for these cut-o¤ values. In particular, c is de…ned by:
c +"=
while c

2"

;

solves:
c

7

",c =

"=

+",c

=

+ 2"

See Seip (2001) for an overview of this debate with a particular focus on Norway.
In principle, the same information could have been produced by increasing sulfur emissions,
but that strategy would have caused irreversible damage to Norwegian nature - thereby making
the acquired information less valuable (since there would have been less nature left to preserve).
As will be shown in Section 4, this line of reasoning makes the policy maker want to experiment
"in the safe direction".
8
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Figure 2.1: Graphical representation of the learning process

In the overlap region for which ct 2 [c ; c ], learning is probabilistic: if you are

lucky enough to receive a (
t ( 1)

or

t ( 2)

t ; ct )-observation

that lies outside the range of either

(as de…ned by (2) and (3)), you learn the full truth. Exploiting

the uniformity on ", the probability of learning the truth for all ct 2 [c ; c ] can

be shown to equal:

P =

ct

(2.4)

2"

Note from equation (4) that P = 1 if either c or c

is chosen (so you always

learn the complete truth if you choose the revealing emission levels (which is
consistent with the way they are de…ned)), while P = 0 for c = = . Hence, for
ct = = the endogenous and exogenous warming case are indistinguishable. The
reason is that this is the so-called "confounding" emission level (i.e. that level of
emissions where the two lines intersect). So from an informational point of view,
this is the emission level you want to avoid, as it does not teach you anything
about how our climate functions.
Also observe that the function P is symmetric around this confounding emission level: the production of information only depends on ct
sgn ct
tive ones.

=

=

(not on

), so positive deviations of ct from = are as informative as nega-
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The fact that positive deviations of ct from

=

are exactly as informative

as negative ones is due to the assumption that equation (1) is linear. Although
this assumption is relatively standard in the literature (cf. footnote 6), assuming
that (1) is non-linear could make a di¤erence. In this respect, climate studies
suggest that the temperature response to an emission reduction might be faster
than that to an increase in emissions (due to the fact that oceans tend to cool
down more rapidly than they warm up).9 Since this non-linearity increases the
attractiveness of downward experimentation relative to upward experimentation
for reasons other than the irreversibility (namely learning speed), this modi…cation
would only strengthen the …ndings that this paper will arrive at.

2.4

Optimizing model

Now that we are familiar with the active learning process on the causes of climate
change, we can investigate how this process a¤ects decisions related to the emission
of greenhouse gases. I do this through a simple three period model, in which the
experimentation motive is going to interact with the fact that emitting greenhouse
gases is irreversible. In the model, period 0 characterizes the current state of
a¤airs. Given this current state, the present paper asks what the optimal policy
for a climate skeptic looks like. That is: what kind of policy would be implemented
by a social planner who is uncertain on the causes of global warming if he were to
take over power at the beginning of period 1? In this respect, period 1 represents
the learning phase, while period 2 captures the remaining future.
In particular, I consider a decision maker who derives utility from the consumption of greenhouse gases ct in each period t. Upon consuming a unit of c, it
is emitted into the Earth’s atmosphere. Consumption of greenhouse gases is free,
but the presence of these gases in the atmosphere may prove to be harmful in
the future (if it turns out to cause global warming). Furthermore, greenhouse gas
consumption is irreversible: once emitted, it is not possible to remove greenhouse
9

See Stou¤er (2004): any development that heats the ocean surface makes the oceans more
stable, isolating the deeper waters from the surface. Any development that tends to cool the
ocean surface on the other hand, makes the oceans more unstable - thereby promoting mixing
between the surface and deeper (cooler) waters. As a result, cooling the oceans down is easier
than warming them up. Given the tight link between oceanic temperatures and the average
temperature of the Earth’s atmosphere, climatologists believe that the atmospheric temperature
response to an emission decrease is faster than that to an increase in emissions.
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gases from the atmosphere again (apart from natural decay).
At the beginning of period 0, the Earth is endowed with an exhaustible stock
G of greenhouse gases that resides beneath the Earth’s surface (think of this as
oil in situ). Since this stock is depleted over time, future consumption choices are
constrained by the amount of gases consumed in the past. In particular:
c0 2 [0; G]

(2.5)

c1 2 [0; G

c0 ]

c2 2 [0; G

c0

(2.6)
c1 ]

(2.7)

I assume that the pay-o¤ function (the sum of the utility generated by the
consumption of greenhouse gases and the disutility of global warming) is concave.
For concreteness I will take it to be logarithmic in greenhouse gas consumption
and linear in temperature changes, but as long as their sum is concave other speci…cations would yield the same qualitative result. Abstracting from discounting
and natural decay of atmospheric greenhouse gases to lighten notation, the pay-o¤
function (conditional on the realizations of , and the "’s, indicated by b , b and

b
" respectively) is given by:10

U (c0 ; c1 ; c2 ; b ; b ; b
") =

=

2
X

t=0
2
X
t=0

[log(ct )
log(ct )

t]

3b

b

2
X
t=0

ct

2
X
t=0

b
"t

How and whether the decision maker …nds out which state we are actually in
(i.e. what the true values of

and

are), will be di¤erentiated in the following

subsections. In particular, those subsections will show how di¤erent assumptions
on the model’s information structure a¤ect the optimal decision rule.

10
In this speci…cation all three periods receive the same weight. Since the …nal period is meant
to capture the in…nite future, that period should actually obtain a larger weight (for example
proportional to 1=(1
); with representing the discount factor). However, as this would
only a¤ect the optimal level of experimentation (which is an issue that is not analyzed in this
paper, since it would require a more realistic model to start from), I neglect this for analytical
convenience.
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2.4.1

Characterization of past policy

In order to be able to compare the optimal climate policy to actual policies followed
by most countries in the recent past, we …rst need to characterize the latter in
terms of our stylized model.
I believe that past policy has been characterized by two notable features. First,
the possibility that future decision makers may have better information on the
causes of global warming does not seem to have in‡uenced recent policy. The
reason for this is probably political: because the learning process on the causes of
climate change takes a while, the bene…ts of better future information are likely to
accrue to a di¤erent group of policy makers. Consequently, current policy makers
neglect this positive informational spillover when determining current policy.
Second, three of the most important countries when it comes to emitting CO2
(China, Russia and the United States11 ), all have (or had in the recent past) climate skeptical policy makers in o¢ ce (recall the Introduction to this paper). In
addition, prior to the increased scienti…c consensus on the anthropogenic nature
of global warming (which was achieved in the 1970s and communicated to a wider
audience through the …rst IPCC report in 1990), basically all governments determined climate policy while being uncertain on the costs of emitting greenhouse
gases (just like climate skeptics claim to be nowadays).
Consequently, it seems reasonable to assume that recent policy has been shaped
by skeptical decision makers who neglected the positive informational spillover. If
we denote their belief that global warming is endogenous by
problem reads:
max log(c0 ) + log(c1 ) + log(c2 )

3E0 f g

max log(c0 ) + log(c1 ) + log(c2 )

3 (1

c0 ;c1 ;c2

=

c0 ;c1 ;c2

2 (0; 1), their

E0 f g [c0 + c1 + c2 ]

)

[c0 + c1 + c2 ] ;

subject to (5)-(7).
The accompanying …rst-order conditions are given by:
1
ct
11

= 0 for t = 0; 1; 2;

(2.8)

According to the United States Department of Energy’s Carbon Dioxide Information Analysis
Center, these three countries are responsible for about 50 percent of all anthropogenic CO2
emissions.
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Consequently, the solution to this problem for the current period ("period 0")
reads:
c0 =

1

(2.9)

Now, if climate skeptics want to claim that they are genuinely uncertain on the
causes of global warming (rather than just trying to be politically cunning), it has
to be the case that these recent emission levels are "confounding" (uninformative)
in their eyes. This view is for example expressed by Todd Myers (a prominent
climate skeptic). He has stated that "climate models indicate that the impact of
current CO2 concentrations on the climate is slight, within the noise level in the
data. In other words, according to the climate models, we are at levels in which
it is hard to distinguish the CO2 impacts from natural forces".12
As shown in Section 3, the confounding emission level equals = so apparently
the values of

and

that climate skeptics like Todd Myers have in mind, are such

that the exogenous and endogenous global warming case are di¢ cult to distinguish
from each other around current emission levels. Consequently, the following must
hold (at least approximately):
c0 =

(2.10)

After all, if this would not be the case, climate skeptics could not claim to be
genuinely skeptic.

2.4.2

Characterization of optimal policy

Current climate policy as characterized in the previous subsection is however suboptimal given the fact that learning considerations (and the associated informational spillovers) are not taken into account. Let us therefore investigate what the
optimal policy looks like. That is: what policy would be implemented by a social
planner (who does incorporate that the quality of information may increase over
time) if he were to take over power at the beginning of period 1?
Complete certainty
First consider the extreme case of an omniscient social planner who knows at the
beginning of period 1 already whether global warming is exogenous or endogenous.
12
See "Climate Data That Sounds Meaningful...But Isn’t" (published by the Washington Policy
Center).
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If we normalize the stock of greenhouse gases in situ at the beginning of the …rst
period (at which point there is G

c0 left) to 1, his problem reads:

max log(c1 ) + log(c2 )
c1 ;c2

subject to (6) and (7).
Here, b = 0 and b = (b =

2b

b [c1 + c2 ] ;

and b = 0) for a social planner who knows that

global warming is endogenous (exogenous). The …rst-order conditions then imply:

cCC
=
t

8
<
:

1
2
1

if warming is exogenous

for t = 1; 2;

(2.11)

if warming is endogenous

where the superscript "CC" indicates that this is the solution under complete
certainty.13
Skepticism, passive learning
As set out in the Introduction to this paper, many policy makers in practice do not
adhere one of the extreme positions covered by (11), but hold a skeptical attitude
towards the causes of global warming instead.
Consider therefore a skeptical social planner who does not know the true values
of

and

at the beginning of period 1, but who knows that he will get to observe

these values with probability P at the beginning of period 2. Assuming that
the costs of global warming are incurred in the …nal period (so that they are
contained in the indirect utility functions V ( ), which is analytically convenient),
the optimization problem can be written as:
max log(c1 ) + P E1 V (cSL
2 ) + [1
c1 ;c2

L
P ] E1 V (cSN
) ;
2

subject to (6) and (7).
Here, the fact that learning is discrete (as a result of which Bayesian updating
13

This solution implicitly assumes that > 2. For
2; the possibility of endogenous global
warming is no longer "binding" and there is no value to learning the true causes of climate change
anymore. After all, in that case the optimal policy does not depend on whether global warming
is endogenous or exogenous (then cCC
= 1=2 for t = 1; 2 in both states) and there is nothing to
t
argue about for policy makers. Judging from the existence of a …erce policy debate accompanying
the question which state we are actually in (exogenous or endogenous global warming?), this does
not seem to be the case in reality. Consequently, I assume that > 2.
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takes a particularly simple form) pays o¤ in terms of tractability. After all, at the
beginning of period 2 there are only two possibilities: either the decision maker
has learned the true state of nature (which happens with probability P ), or not.
In the latter case his period 2 problem reads:

max

c2 2[0;1 c1 ]

log(c2 )

2 (1

)

[c1 + c2 ] ;

and he sets:
L
cSN
=
2

1

;

(2.12)

where "SN L" indicates that this is the solution to a skeptic’s problem who
has not learned the causes of global warming. Following this strategy brings him
L ).
indirect utility V (cSN
2

For a skeptical decision maker who has learned the causes of global warming
by the end of period 1 (indicated by "SL"), the period 2 problem reads:

max

c2 2[0;1 c1 ]

Hence:
cSL
2

8
< 1
=
:

log(c2 )

c1
1

2b

b [c1 + c2 ]

if warming is exogenous

;

(2.13)

if warming is endogenous

and the decision maker attains utility V (cSL
2 ).
Observe that we can rewrite the objective function as:
max log(c1 ) + P E1 V (cSL
2 )
c1

Here E1 V (cSL
2 )

L
L
V (cSN
) + E1 V (cSN
)
2
2

(2.14)

L ) represents the expected utility gain from learnV (cSN
2

ing whether global warming is anthropogenic or not.
By substituting the optimal decision rules (12) and (13) into the pay-o¤ function it follows that:
8
< log (1
V (cSL
)
=
2
: log

c1 )

2
c1

if warming is exogenous
1 if warming is endogenous

;

(2.15)
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and:
L
V (cSN
)=
2

8
<
:

log

2

log

c1

if warming is exogenous
1

(2.16)

if warming is endogenous

Given prior belief , the expected value for a decision maker who does not
know what causes global warming at the beginning of period 2 reads:
L
E1 V (cSN
) =
2

c1

log

2 (1

)

1

(2.17)

Similarly, the expected value added of learning the causes of global warming
at the beginning of period 2 equals:
E1 V (cSL
2 )

L
V (cSN
) = log ( ) + (1
2

Using that 1=

(1

) 1 + log

c1 ) (by feasibility) and

+ log (1
log ( )

c1 )

1= <

(2.18)
1 (since

2 (0; 1)), a comparison of equations (15) and (16) shows that:
E1 V (cSL
2 )

L
V (cSN
) >0
2

This means that knowing whether emitting greenhouse gases is damaging or
not is valuable, which is intuitive: after all, once we know which state of the world
we are in, we can condition our decision and implement the optimal policy for
that state. If we remain uncertain on the other hand, we cannot condition. In
that case, we would have to work with some kind of average rule (in this paper’s
context given by (12)), which works well in expectation, but is suboptimal for
either state realization.
However, do observe from (18) that:
L)
@E1 V (cSL
V (cSN
2 )
2
=
@c1

1
1

c1

0

(2.19)

This expression is key to the results in this paper. It tells us that the expected
bene…t from learning the truth is decreasing in …rst period consumption c1 . The
intuition for this is that a higher choice of c1 reduces the action space of the
decision maker in the second period, as a result of which he has less room to
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actually use the information that he acquired during the …rst period. In the limit,
if the decision maker decides to consume the complete resource stock in period 1,
he is very likely to …nd out whether global warming is endogenous or not, but he
has no freedom left to exploit this information: irrespective of what the outcome
of his learning process is, there is nothing left to consume.
By using (17) and (18), one can rewrite the objective function (14) as:
max log(c1 ) + P log ( ) + (1

) 1 + log( ) + log(1

c1

+

c1

log

2 (1

)

c1 )

1

Hence, the accompanying …rst-order condition reads:
1
c1

P (1
)
1 c1

= 0;

(2.20)

which can be solved to yield:

L
cSP
1

=

(1

)P +

+1

q

(1
2

)P +

+1

2

4

;

(2.21)

where "SP L" indicates that this is the solution for a skeptical policy maker
who learns in a passive fashion.14

Skepticism, active learning
Just taking into account that additional information may arrive over time, is
however not enough to make a skeptical policy maker implement the optimal
policy. The reason is that last section’s passive learner neglects the fact that
the probability of learning the truth P is actually endogenous. In particular, the
passive learner fails to realize that he is learning from self-generated observations
and erroneously sees the probability of learning the truth as an exogenous constant
(that is: he thinks that dP=dc1 = 0). The truth is however that P is given by
equation (4) and is hence a function of the …rst period decision c1 . Consequently,
the fully rational active learner takes the e¤ect of …rst period consumption choices
14
As for any quadratic equation with a non-zero discriminant, there is a second solution but
L
that one is not feasible in this paper’s setting as it implies cSP
> 1.
1
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on the probability of learning the truth into account. The …rst-order condition of
a fully optimizing agent therefore reads:
dP
1
+
c1
dc1
with

L
c1 =cSP
1

dP
=
dc1

c1
c1

E1 V (cSL
2 )

P (1
)
1 c1

L
V (cSN
)
2

= 0; (2.22)

2"

This …rst-order condition characterizes the optimal period 1 consumption choice
under the active learning rule (cSAL
). Unfortunately, it is not possible to solve
1
this equation explicitly for cSAL
, but we can determine the direction of experi1
mentation by comparing (22) with the …rst-order condition of the passive learner
(20).
When doing so, it should be noted that E1 V (cSL
2 )

L ) > 0 (as set out
V (cSN
2

in the previous section, information is valuable), while dP=dc1 jc1 =cSP L =
1

L <
0. The reason for the latter is that cSP
1

=

=2" <

(this follows from comparing

(20) with equations (8) and (10)), which places us to the left of the confounding
emission level in Figure 1. In that part of the state space the probability of
learning the truth is decreasing in emission levels, so the active learning motive
induces the decision maker to reduce emissions. A skeptical policy maker thus
has an experimentation motive, while the irreversibilities associated with emitting
greenhouse gases make him want to experiment "in the safe direction" (recall the
discussion following (19)).
Hence, even climate skeptics have an incentive to reduce emissions relative to
current (in their eyes uninformative) emission levels. A failure to do so can be
explained by political motives (such as the fact that future generations, who would
bene…t if we were to introduce some policy experimentation, cannot vote), but is
hard to justify upon grounds of optimality.
So once learning considerations are taken into account, the policy implications
of the various positions in the climate debate turn out to be surprisingly consistent,
thereby reducing the relevance of this (currently heated) debate: both "climate
believers" as well as climate skeptics should argue in favor of a more cautious
policy. The former, trivially, because they are convinced that emitting greenhouse
gases is damaging (which is/was not taken into account by many current/recent
policy makers), while the latter (who apparently …nd current emission levels not
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informative enough on the causes of climate change) should do so for learning
considerations.15
In fact, if the value to knowing the truth (given by E1 V (cSL
2 )
is large, it can even be the case that cSAL
< 1=
1

L) )
V (cSN
2

(the emission level set by a

social planner who is convinced that global warming is anthropogenic; cf. (11)).
Hence, it is even possible that a skeptical policy maker should actually argue for
a lower emission level than a policy maker who is convinced that global warming
is anthropogenic. Whether this is the case for reasonable calibrations should
be investigated with more sophisticated models of climate change, but it is a
theoretical possibility.

2.5

Discussion

Central to this paper is the learning process on the causes of climate change. As
pointed out in Section 3, this process is likely to take some time, since it takes
about 10 years before changes in greenhouse gas emission levels start to have a
noticeable e¤ect on global temperature. Do note in this respect that I did not
have to assume anything on the length of a period in my model. As long as some
information is produced over time by more extreme emission levels, and as long as
society attaches an epsilon-positive weight to the well-being of future generations,
a certain extent of policy experimentation becomes optimal - no matter how long
the learning process takes. The actual degree of experimentation would of course
be a¤ected (Should emissions be reduced by 5% or by 50%? And for how long?),
but to give a serious answer to those questions takes a less stylized model (and
is perhaps more a task for climatologists rather than for economists). This paper
only intends to point out the direction in which current policy should move if we
want to get it closer to the optimum emission level.
Section 4 also showed that calls against greenhouse gas reductions by climate
skeptics are di¢ cult to rationalize in an optimizing framework unless one refers
to myopia or strategic motives. It would therefore be interesting to consider the
politico-economic aspects of climate politics (such as lobbying and intergenerational issues), the analysis of which I leave for future work. In this respect, the
15

Only policy makers who are 100 percent sure that global warming is exogenous would implement the optimal policy (given their model) by increasing emissions. However, as noted in
footnote 3, this is not what policy makers typically claim in practice.
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aforementioned acid rain case deserves closer study, as policy makers were able to
set strategic issues and myopia aside to combat that problem in a way that looks
very much like the "active learning by doing" strategy proposed by this paper.
Another issue is how emissions ought to be reduced. Broadly speaking, there
are two options: implement a carbon tax and leave it to the market, or adopt
regulation that for example requires the installation of abatement capital. Next
to the general objections that exist against regulation-based solutions (such as
the fact that …rms may …nd a way to get around it), Kolstad (1996) presents a
strong case against the forced installation of abatement capital. He notes that
this requires irreversible investment, which may turn out to be wasted if global
warming turns out to be exogenous. This introduces a second option value that
makes emission reduction less attractive. In this respect, implementing a carbon
tax brings two important advantages: …rstly, it does not introduce any direct
irreversibilities, and secondly it gives …rms complete freedom as to how to respond
to the changed incentives. If Kolstad’s option value indeed is important in practice,
…rms may choose to abstract from installing irreversible abatement capital and
they could pass the carbon tax on to consumers via prices (directly leading to less
greenhouse gas consumption).
For policy makers who are convinced that the IPCC scenario is the truth, the
next step may be to increase the precision of their estimate of the responsiveness of
global temperature to greenhouse gas emissions. As argued by Kelly and Kolstad
(1999), this process is facilitated by increasing emissions. Given the irreversible
nature of this strategy, experimenting by pumping more gases into the atmosphere
is pretty risky since this responsiveness may turn out to be high. (For the same
reason, this paper’s skeptical policy maker prefers to experiment "in the safe
direction", i.e. by reducing emissions.) Consequently, one may want to take model
uncertainty and explicit concerns for robustness into account when analyzing the
question of how to learn the so-called "climate sensitivity parameter" optimally.
In this respect, Cogley et al. (2008) have already shown that these considerations
tend to decrease experimentation incentives for a monetary authority who is trying
to learn the Phillips curve in an active manner and it would be interesting to see
whether this result carries over to the environmental setup.
Finally, although this paper is written with the climate change debate in mind,
the underlying idea could also be applied to other environmental problems. As
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pointed out in Section 3, the workings of the "active learning by doing" strategy have already been illustrated in practice in the acid rain debate, while this
approach could also be of value to future problems that are yet to arise. More
generally, this paper has developed a theory of optimal experimentation under
irreversibilities, which may have applications outside environmental economics.
One application that comes to mind is optimal consumer experimentation with
potentially addictive goods/experiences, such as hard drugs, Facebook or Apple
products.

2.6

Conclusion

Given the popularity of the climate skeptic position among policy makers, this
paper has analyzed what the optimal climate policy for these skeptics looks like.
Typically, climate skeptics argue that the possibility that global warming is exogenous implies that it is optimal not take additional action towards reducing greenhouse gas emissions. This paper has however shown that the conclusion should
actually go in the other direction: if climate skeptics want to implement the optimal policy, they should argue for lower emissions relative to current levels. Hence,
unless one refers to myopia or political motives, calls of climate skeptics against
reductions in greenhouse gas emission levels are hard to justify upon grounds of
optimality.
The reason is that if climate skeptics are genuinely uncertain on the causes
of climate change, they apparently …nd the available emission/temperature data
not informative enough on this issue. Since there is a positive value to knowing
the true causes of global warming, this implies that these skeptical policy makers
should argue for a policy that moves us away from current (in their eyes uninformative) emission levels. They can do this by either in- or decreasing greenhouse
gas emissions, but the option of upward experimentation is unattractive since the
irreversibilities associated with emitting greenhouse gases erode the value added
of the information produced. Hence, uncertainty on the causes of global warming
gives skeptical decision makers an incentive to experiment, while the irreversible
nature of emitting greenhouse gases induces them to experiment "in the safe direction". Theoretically, it is even possible that the experimentation motive is so
strong that a skeptical policy maker should argue in favor of lower emissions than
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a policy maker who is convinced of the anthropogenic nature of global warming.
So once learning considerations are taken into account, the heated question
whether one is a "climate believer" or a climate skeptic becomes of subordinate
importance from a policy point of view. After all, the policy implications of the
di¤erent positions turn out to be surprisingly consistent: both "climate believers"
as well as climate skeptics should argue in favor of a more cautious climate policy. The former, trivially, because they are convinced that emitting greenhouse
gases is damaging (which is/was not taken into account by most current/recent
policy makers), while the latter (who apparently …nd current emission levels not
informative enough on the causes of climate change) should do so for learning
considerations.
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Appendix

In the main text it was assumed that the noise term " has bounded support. As a
result, leaning was discrete and Bayesian updating took a particularly simple form
- thereby maintaining analytical tractability. This appendix shows that the fact
that extremer emission levels facilitate the learning process on the causes of global
warming (with negative deviations from the confounding emission level being as
informative as positive ones) continues to hold in a model where the noise term "
has in…nite support. Assuming that "t is Gaussian, the model is given by:
=

t

+ ct + " t

"t

N (0;

2
")

As before, there are two possible states: either the IPCC is right (in which
case
and

= 0 and

=

> 0), or the skeptics are right (which implies

= 0). Consequently,

t

=

>0

(the time t belief that the IPCC is right) is equal to

the relative probability of observing a particular (

t ; ct )-observation

under that

regime. Bayes’rule now implies that:
t 1 exp
t

=
t

1 exp

0:5

[

0:5

[

2

ct ]

t
2
"

2

ct ]

t
2
"

+ [1

From (A1), it is easily veri…ed that

t

t

=

1 ] exp

t 1

0:5 [

]2

t

(A1)

2
"

if the decision maker sets ct =

= . Hence, at the confounding emission level = , no information is produced as
to how our climate functions, as a result of which beliefs cannot be updated. Any
deviation of ct from

=

does produce valuable information - thereby enabling

agents to update their beliefs. Since the term

t

ct only enters (A1) in a

squared fashion, the direction of the deviation does not matter.
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Chapter 3

Actively Learning by Pricing:
A Model of an Experimenting
Seller
Taniyama was not a very careful person as a mathematician. He
made a lot of mistakes, but he made mistakes in a good direction, so
eventually he got the right answers. I tried to imitate him, but I found
out that it is very di¢ cult to make good mistakes.
Goro Shimura on Yutaka Taniyama

3.1

Introduction

This paper investigates the extent to which the active learning motive of a seller
who faces uncertainty on the slope of his demand curve can reconcile the volatile,
discrete pattern followed by individual prices, with the sluggishness observed in
the aggregate price level.
With the arrival of studies analyzing higher-frequency data on prices at the
micro level (such as Bils and Klenow (2004)), the type of questions economists
have tried to answer has undergone a remarkable twist: while many early contributions tried to explain why …rms are so reluctant to change their prices (see e.g.
Greenwald and Stiglitz (1989) and the …xed/sticky price literature), the micro
data have shown us that the real puzzle may rather be why …rms reprice their
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products so often (Eden and Jaremski, 2010). In particular, Kehoe and Midrigan
(2010) and Eichenbaum, Jaimovich and Rebelo (2011) report that posted retail
prices tend to change once every two to three weeks. Figure 1, which shows some
prices posted by a large US retailer at the weekly frequency, nicely illustrates this.
However, next to the aforementioned studies that document the ‡exibility of
individual prices, there is also evidence that the aggregate price level responds
sluggishly to shocks (cf. Christiano, Eichenbaum and Evans (1999)).
Lately, the profession has made considerable progress in bringing these two
(seemingly con‡icting) observations together. On the one hand, papers like Gertler
and Leahy (2008), Nakamura and Steinsson (2010) and Kehoe and Midrigan (2010)
manage to replicate these dimensions of the data by re…ning the standard menu
cost model. On the other hand, others have pointed out that informational imperfections may also play a role in this: Nimark (2008) for example shows that
higher order expectations can reconcile individual price ‡exibility with aggregate
price stickiness, while Maćkowiak and Wiederholt (2009) and Matµejka (2010a,b)
can match these observations by modeling attention as a scarce resource (following
Sims (2003)).
However, high-frequency price data have also shown that individual prices are
characterized by at least one other interesting feature: next to their ‡exibility,
they simultaneously show a rigidity. This rigidity however does not take the form
of price stickiness in the traditional sense, but rather implies that prices tend to
bounce back and forth between only a few rigid values - thereby showing a lot of
discreteness (see Figure 1). Matching this dimension of the data with "continuous"
models (i.e. models without an exogenous preference towards discreteness), turns
out to be more challenging. In fact, from the aforementioned papers that manage
to reconcile individual price ‡exibility with aggregate price stickiness, only the ones
by Matµejka (2010a,b) yield discrete pricing patterns from a continuous setup.1
This paper therefore develops a di¤erent explanation for the aforementioned
micro-macro con‡ict in pricing behavior - one that is also able to generate individual price series that show a lot of discreteness. It starts by relaxing the strong (but
standard) assumption that …rms can observe their entire demand curve. Instead,
…rms are uncertain on the slope of the demand curve for their product.
1
Gabaix (2011) also obtains discreteness, but he does not analyze his model’s ability to reconcile individual price ‡exibility with aggregate price stickiness.
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Figure 3.1: Prices posted by a large US retailer for various goods (source: Eichenbaum,
Jaimovich and Rebelo (2008)).

Given this uncertainty, …rms try to learn the true value of this parameter thereby endogenously generating an estimate of their demand curve. The way in
which this learning process is modeled, however di¤ers from the passive approach
that Sargent (1999) for example used to analyze the Fed’s learning process on the
Phillips curve. Under that strategy, the estimation stage is separated from the
control stage as a result of which the resulting learning rule is not optimal.
The present paper on the other hand does optimize the learning rule by taking the links between estimation and control into account. It does so by letting
…rms learn actively about their demand curve. Under active learning, a seller
realizes that he is learning from self-generated observations (i.e. that he is like
an econometrician who has the luxury of being able to generate his own data
points). Consequently, he recognizes that there is a link between the actions he
takes, and the amount of information that is generated on the parameters he is
trying to learn about. As a result, this seller becomes willing to take somewhat
more extreme actions that are suboptimal in the short run, because he realizes
that these actions generate information - thereby enabling him to achieve higher
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pay-o¤s in the future.
Through this channel, the present paper provides a rationale for the occurrence
of sales. This phenomenon has lately received a lot of attention from macroeconomists, as their prevalence has raised the question whether sales are important for
the dynamics of the aggregate price level. Other recent papers have explained the
existence of sales by referring to the formation of implicit contracts between buyers and sellers (Nakamura and Steinsson, 2011), the presence of consumers with
di¤erent price elasticities (Guimarães and Sheedy, 2011), information processing
constraints (Matµejka, 2010a,b) or by assuming that price adjustment costs for a
sale are lower than those accompanying a regular price change (Kehoe and Midrigan, 2010). The (complementary) motive proposed in this paper is that sales
result from the desire of …rms to obtain more information on the slope of their
demand curve (which enables them to achieve higher pro…ts in the future).
If this learning motive indeed plays a role for putting items on sale in reality,
one would expect that the frequency of sales is increasing in the uncertainty on
demand. And as documented by Pashigian (1988), this actually is the case. Next
to that, there is also more direct evidence that sellers experiment with their price.
Einav et al. (2011) for example …nd that experimentation is extremely common
on eBay: of the 100 million listings appearing on eBay on a given day, more than
half will reappear again as a separate listing, often with modi…ed sale parameters
(such as price). Consequently, they state: "Particularly interesting from an economic viewpoint is the possibility that sellers engage in active experimentation to
improve their business practices" (p.25). Campbell and Eden (2010) in turn analyze scanner data from US supermarkets and report that grocers deliberately seem
to select extreme prices which they then quickly abandon. This suggests to them
that "sellers extensively experiment with their prices" (p.1). Their hypothesis
is con…rmed by survey evidence from the marketing literature: in a questionnaire
held among 32 large US retailers, 90 percent of them say to price-experiment (Gaur
and Fisher, 2005).2 The fact that an increasing number of sellers has started to
2

In September 2000, Amazon.com actually made the headlines with its experimental behavior:
users found out that the same DVDs were simultaneously o¤ered to di¤erent buyers at di¤erent
prices. Amazon stated that these di¤erences were due to price experimentation, but critics
suggested that they were based on consumer pro…ling. Since the latter is perceived as being
unfair, Amazon promised to refrain from cross-sectional price experimentation in the future leaving only the time-series dimension to do so. See "Have They Got a Deal For You" in The
Washington Post of June 19, 2005 for more on this case.
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use pricing optimization software (algorithms that tend to take the experimentation motive explicitly into account - very much like in this paper’s model), only
adds to this.3
More generally, the marketing literature tells us that retailers are well aware
of the challenges associated with optimal price setting in the face of demand
uncertainty. Retailers themselves for example name "measuring the impact of
pricing decisions" as their top operational business challenge,4 in response to which
the revenue management literature has produced a large number of papers that
looks at exactly this problem (see Araman and Caldentey (2009) for an example).
In this paper, I show that the price paths resulting from the active learning
process contain a lot of discreteness: despite the fact that the model consists of
continuous equations, prices bounce back and forth between only a few rigid values,
just as in the data (cf. Figure 1). The reason is that the price setting rules under
active learning take the form of a step function: there is a low price platform
(associated with low demand) and a high one (for high demand), separated by
a sharp kink (which serves to avoid the posting of uninformative prices). In
simulations, the resulting price paths look very much like those generated by
Matµejka’s (2010a,b) rationally inattentive seller and consumer models, as they
also manage to produce discrete pricing patterns without having an exogenous
preference towards it.5
In sum, this paper shows that modeling the seller as an optimal experimenter
is able to replicate three aspects of the data: the experimentation motive generates
volatile pricing patterns that show a lot of discreteness, while the fact that there
still is some learning going on makes the aggregate price level respond sluggishly
to shocks. Hence, once one considers a model that optimizes the learning process
itself, it turns out that learning is not only able to match the aggregate dimension
of the data (which is sort of well-known by now), but that it is also capable of
3

According to the 2004 "Retail Horizons"-survey conducted among 300 US retailers, 36 percent
of the responding retailers used pricing optimization software (notable users include Walmart and
7-Eleven, as well as all major hotel and airline companies). In their 2002 survey, this number was
only 12 percent. If this trend (along with the increasing importance of online selling) continues,
the active learning process of sellers is likely to become even more important in the future as both
developments greatly facilitate the practical implementation of optimal price experimentation.
4
See the RSR-report "Getting Back to Good: Retail Pricing 2010".
5
As I will explain later on, the discreteness that arises in the present paper is not exact, but
looks very much like it. In the rational inattention papers of Matµejka (2010a,b) on the other hand,
the discreteness is exact. See Matµejka and Sims (2010) for a general discussion of discreteness in
models with rationally inattentive agents.
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reproducing important micro-elements of it. Do note that this result is not driven
by some form of irrationality: sellers in the model are just responding optimally
to the fact that they face a demand curve with an unobserved slope that varies
over time.
The remainder of this paper is structured as follows. First, Section 2 provides
a short, non-exhaustive overview on the use of active learning in economics (see
Kendrick, Amman and Tucci (2011) for a broader survey). Section 3 then describes the model, after which Section 4 explains the solution method. Section
5 contains the calibration and model results, after which a discussion (Section 6)
and conclusion (Section 7) complete the paper.

3.2

Relation to the literature

Active learning was …rst introduced in the economics literature by MacRae (1972)
and Prescott (1972).6 They both considered general optimal control problems
in the presence of an experimentation motive.

Subsequently, active learning

has for example been applied to experimental drug consumption (cf. Grossman,
Kihlstrom and Mirman (1977)), investment and growth under uncertainty (Bertocchi and Spagat, 1998) and to optimal monetary policy (see Wieland (2000b; 2006),
Ellison and Valla (2001) and Svensson and Williams (2007)).
The …rst application of the active learning-concept to a monopolist who tries
to learn his demand curve can be found in Rothschild (1974). He framed the
learning process as a two-armed bandit problem and noted that this problem
contains a trade-o¤ between long and short run pro…t maximization (the former
calling for price experimentation, while the latter goal is achieved by posting the
price that present information indicates is most pro…table). Subsequently, several
papers have derived important analytical results in this context: Tre‡er (1993) for
example establishes results that determine the direction of experimentation, while
Keller and Rady (1999) investigate how the experimentation incentives vary with
the discount rate and the persistence of the demand curve.7
6
The concept of active learning is also referred to as "optimal experimentation" (Wieland
(2000a), Cosimano (2008)) or "optimal learning" (Wieland, 2000b). It originated in the engineering literature, where it is known as "dual control".
7
Contemporaneous work by Bachmann and Moscarini (2011) also analyzes a model in which
sellers have an experimentation motive, but they mainly use their model to show that macroeconomic ‡uctuations can generate ‡uctuations in uncertainty (as measured by price dispersion). I
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Following advances in computational power, the present paper is able to take
a more practical approach that visualizes the experimentation motive. In this
sense, it also relates to Kiefer (1989), who solved Rothschild’s (1974) two-armed
bandit version of the problem numerically and analyzed how the properties of
the value and policy functions varied with the discount factor. In contrast to the
present paper, he however did not analyze what this implies for the paths followed
by individual and aggregate prices, nor did he establish the link with sales (a
phenomenon that did not seem to be of much interest to macroeconomists at the
time).
In line with most of the aforementioned contributions, this paper will assume
that …rms are using their pricing strategy only to learn about the slope of their
demand curve. In sharp contrast, there is assumed to be no learning motive on
the intercept term.8 Balvers and Cosimano (1990), which is another important
predecessor to the present paper, consider the other polar case in which …rms are
only trying to learn the intercept of their demand curve in an active manner. They
show that this provides …rms with an incentive to mute their price adjustments
in response to changes in demand. Under their speci…cation, active learning thus
implies the absence of price changes. Consequently, their model can replicate the
delayed response of the aggregate price level in response to shifts in demand, but is
unable to match the recently uncovered observation that individual prices change
so frequently. This paper’s speci…cation on the other hand, in which …rms are
learning the slope of their demand curve in an active way, turns out to be able to
reproduce both dimensions of the data (see Section 5).

3.3

Model

Consider a price-setting seller i who operates in a monopolistically competitive
market.9 He sells his product i in period t at price pi;t and serves whatever
will return to the relevance of Bachmann and Moscarini’s work for the present paper in Section
6.
8
Due to the dimensionality curse associated with the solution method, solving the full problem
in which …rms are learning on both slope and intercept is very di¢ cult. See Section 6 for a further
discussion of this issue and an idea on how the addition of a learning motive for the intercept
would a¤ect the results.
9
The retailer I consider sells his product at only one location. If he would posses multiple
selling points, he could in principle also use the cross-sectional dimension to experiment. However,
if market power di¤ers between di¤erent locations (for example due to the fact that store A does
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quantity is demanded at that price. There are no price adjustment costs, so pi;t is
set on a period-by-period basis in a fully ‡exible way. The seller faces a marginal
production cost that is equal to c, which is assumed to be known and constant
over time. Indicating period t demand for his product by qi;t and using

to denote

the discount factor, his pro…t maximization problem reads:
max E0
pi;t

(1
X

t

[pi;t

c] qi;t

t=0

)

(3.1)

He believes that demand for his product follows a linear speci…cation.10 In
particular:
qi;t =

t

i;t [pi;t

t

i;t ri;t

pt ] + qi;t

+ qi;t

1

1

(3.2)

Here, pt represents the aggregate price level. Its value lies beyond the control
of each individual …rm, but can be observed without error. Furthermore, ri;t
pi;t

pt is the …rm’s relative price,

is common to all …rms, and

i;t

t

is the aggregate demand component that

is the slope of the demand curve for the good

under consideration. This slope expresses the degree of product di¤erentiation
perceived by consumers (do consumers see any close substitutes to variety i?), as
a result of which it operates over …rm i’s relative price. Following evidence from
the marketing literature (cf. Gordon, Goldfarb and Li (2011) and the references
therein), this parameter will be time-varying.
There are numerous reasons why the perceived degree of product substitutability can vary over time: it may be due to aggregate conditions (consumers becomhave a nearby competitor, while store B does not), it is not clear whether there is much to
learn for A from B and vice versa. Moreover, supermarkets in some countries (such as the
UK) have made agreements with authorities to follow a "national pricing policy", which implies
that the same price is charged at all selling points. In practice, retail chains also do not always
share information among all sellers, for example due to the fact that di¤erent stores have di¤erent
owners (franchising). Finally, experimenting cross-sectionally is di¢ cult in an online environment
(recall footnote 2).
10
Whether this belief is correct or not is not important (in this paper it will be correct though,
so that there is no misspeci…cation bias). The linearity assumption is not essential either (cf.
Keller and Rady (1999)): the only thing that matters is that the seller estimates a regression
equation in his learning step that contains a price sensitivity term which operates over the relative
price he posts. The linear demand curve (2) satis…es this requirement, as does the CES demand
curve (the other popular demand speci…cation).
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ing more price sensitive in recessions), store-speci…c ones (a competitor opening
a nearby store, increasing the price sensitivity of shoppers), while brand-speci…c
conditions may also play a role (think of a successful advertising campaign making
consumers less price sensitive towards your product, or bad press establishing the
reverse). In this paper, all of these factors are captured by the stochastic process
for

i;t

(to be speci…ed below).

As both the industrial organization and marketing literature have generated
substantial evidence that consumer behavior is subject to some form of brand
loyalty (cf. Klemperer (1995), Chintagunta, Kyriazidou and Perktold (2001) and
the references therein), I allow for the formation of good-speci…c habits via the
parameter .11 The value of this parameter is assumed to be constant and known
to the seller. It should however be stressed that the experimentation motive
would still be present without any form of habit formation, so from that point
of view its inclusion is not essential (see e.g. Kiefer (1989), Wieland (2000a) and
Bachmann and Moscarini (2011) who analyze active learning problems without
a lagged dependent variable). As will be explained in Section 5 of this paper,
the presence of good-speci…c habits does play a role in generating individual price
volatility.
The crucial di¤erence with the standard model is the seller’s information set.
Whereas the standard model makes the rather strong assumption that sellers can
perfectly observe their entire demand curve, this paper relaxes this assumption
and keeps the intercept

and slope

t

i;t

unobserved to the seller. Apart from the

(p; q)-point he is producing at every period, the seller thus faces uncertainty on
the demand curve for his product. Instead, the seller only knows the stochastic
processes that

t

and

i;t

follow.

Although in practice both the intercept and slope of the demand curve are
estimated to be persistent, this paper makes the simplifying assumption that aggregate demand

t

follows an i.i.d.-process with known mean , hence:
t

=

+

t;

with

t

N (0;

2

)

(3.3)

Consequently, there is no learning motive for the intercept term (since it has no
11

To keep the analysis clear, I abstract from the time-consistency issues that are central to
Nakamura and Steinsson (2011). As a result, the commitment-channel they emphasize is not at
work in the present paper.
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persistence its expected value is always equal to ). This keeps the number of state
variables to a minimum, thereby facilitating the process of …nding a numerical
solution to the model (see Section 6 for a more detailed discussion of this issue).
The unobserved process for

is assumed to be persistent. As a result, sellers

i;t

in the model do have an incentive to learn more about the actual value of that
parameter. I assume that

i;t

(where the

follows an AR(1) around known mean

latter is common to all sellers, representing aggregate economic conditions):
i;t

= 1

+

i;t 1

+

i;t ;

with

i;t

N (0;

2

)

(3.4)

The timing and informational structure of the model are as follows: at the
beginning of period t, …rms have prior beliefs regarding the unobserved parameter
they are trying to learn about,

i;t .

These prior beliefs can be described by a

conditional normal distribution:
p

i;t j i;t 1

Here, notation is such that Et

= N bi;tjt
1

From this expression one can see that
beliefs, contains two elements: bi;tjt

1

bi;tjt

i;t
i;t 1 ,

and

b
i;tjt 1

1;

1

and vartjt

1

i;t

b
i;tjt 1 .

the vector of state variables describing
b
i;tjt 1 .

Given these beliefs, …rm i sets its relative price ri;t , after which all shocks
materialize and the …rm gets to observe realized demand qi;t . With this new
information, the …rm then updates its beliefs via Bayes’rule, which states that:
p

i;t j i;t

=

p qi;t j

i;t ; ri;t ;

i;t 1

p (qi;t jri;t ;

p

i;t j i;t 1

i;t 1 )

Hence, we can write the Bayesian updating equations as (cf. Zellner (1971)):

bi;tjt = bi;tjt

b
i;tjt

=

1

b
i;tjt 1

b
i;tjt 1 ri;t
2
ri;t bi;tjt 1 + 2
2
b
2
ri;t
i;tjt 1
2
b
2
ri;t
i;tjt 1 +

qi;t

qi;t

1

+ bi;tjt

1 ri;t

(3.5)

(3.6)

Finally, in order to translate the posterior at the end of period t into the prior
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for the beginning of period t + 1, we have that:
bi;t+1jt =
b
i;t+1jt

1
2

=

b+
b
i;tjt

+

2

bi;tjt

(3.7)

;

(3.8)

Apart from the fact that these updating equations are non-linear functions
of qi;t and ri;t , one should also note that they establish a link between di¤erent
periods since actions taken in the past a¤ect (the quality of) future beliefs. This
adds a dynamic dimension to the …rm’s problem.
Furthermore, active learning endogenizes the model’s information structure.
In particular, the …rm’s speed of learning, which is given by the Kalman gain-like
expression

b
i;tjt 1 ri;t =

2
ri;t

b
i;tjt 1

+

2

in equation (5), can be a¤ected by the

…rm’s decisions. More precisely, it is a function of the relative price ri;t …rm i sets.
The reason is that by setting its relative price in an "informative way", a …rm
can generate more information on the system it is trying to learn about - thereby
facilitating the learning process. This contrasts with standard signal extraction
problems, such as the one in Lucas (1973), in which the speed of learning is simply
a function of the exogenously given signal-to-noise ratio.
In the present setting on the other hand, sellers can choose to receive more
precise signals by letting the control ri;t take on more extreme values.12 After
all, if one estimates a regression that has the form of equation (2) (which the
sellers in this model are doing), one would like to have somewhat more extreme
observations of ri;t so as to obtain better information on its coe¢ cient

13
i;t .

And

since the explanatory variable of the regression also happens to be the control of
the system, this can actually be achieved: the experimenting seller realizes that
he is like an econometrician who has the luxury of being able to generate his own
data points.
12
In this respect, active learning also has an interesting relationship with Sims’(2003) idea of
rational inattention: while both concepts endogenize the signal-to-noise ratio, rational inattention
achieves this by endogenizing the amount of noise in the system, while active learning on the
other hand endogenizes the signal.
13
To see this, note from (5) and (6) that one would not learn anything about i;t if ri;t
would remain constant at zero over time. Equation (8) then implies that uncertainty about the
true value of i;t will grow with 2 (the variance of the slope innovation) every period. The
reason is that posting the average price is not informative on the perceived degree of product
di¤erentiation. More formally, when ri;t = 0, i;t ceases to play a role in the demand curve (2) thereby introducing an identi…cation problem with respect to this parameter.
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Solving the model

The seller’s problem is given by (1) subject to equations (2)-(8). As shown by
Kiefer and Nyarko (1989), this type of problem still admits a contraction mapping
argument. In particular, the problem satis…es Blackwell’s su¢ ciency conditions of
monotonicity and discounting, as a result of which it has a …xed point (being the
value function). Consequently, it can be solved by dynamic programming. The
n
o
problem has three state variables ( qi;t 1 ; bi;tjt 1 ; bi;tjt 1
fqi;t 1 ; i;t 1 g) and
the Bellman equation can be written as:

V (qi;t

1;

i;t 1 )

2

= max 4
ri;t

(qi;t

1;

i;t

1 ; ri;t ) +

f (qi;t jqi;t

1;

R

V (qi;t ;

i;t 1 ; ri;t ) dq

i;t )

3
5

This equation nicely shows the trade-o¤ between estimation and control that
…rms face: on the one hand, they want to maximize current period pro…ts

i;t ,

but on the other hand they also have to take the expected continuation value into
account (the second term). The latter contains the potential improvements in
future performance that may result from past price experimentation and is therefore increasing in the absolute value of ri;t . The fact that price experimentation
is costly in terms of current period pro…ts, prevents the seller from posting prices
that are "too extreme" (even though such actions could reveal the true value of
i;t ).

Hereby, the pro…t maximizing objective of sellers imposes an endogenous

bound on the precision of the signals they choose to receive. Hence, in this paper’s setup, optimizing behavior ful…lls a similar role as the exogenous information
processing constraint does in rational inattention models.
The model is solved by iterating over the Bellman equation until the value
function converges. The exact algorithm is described in Beck and Wieland (2002).
It implies that, starting from an initial guess of the value function, one updates
the latter by maximizing the right-hand side of the Bellman equation. There,
the conditional expectation is evaluated using Gauss-Hermite nodes (since the
dependent variable q is normally distributed). To speed up convergence, policy
iterations are carried out after each value iteration.
Since these type of control problems are typically characterized by multiple
local maxima (see Amman and Kendrick (1995) and footnote 17 of this paper),
the algorithm starts with a rough grid search, after which a golden section search
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is carried out to compute the maximum more precisely.

3.5

Price setting under active learning

We are now in the position to solve the problem set out in Section 3, and see what
the introduction of active learning implies for the price setting behavior of …rms.
In order to do so, Section 5.1 …rst discusses the model’s calibration, after which
Section 5.2 describes the model outcomes.

3.5.1

Calibration

As this paper deals with higher-frequency price movements, I calibrate the model
at a weekly frequency. Table 1 summarizes the calibration. The weekly discount
factor

is set to imply a standard value for the quarterly discount factor of 0:99.

The parameter capturing good-speci…c habits ( ) equals the estimate of Ravn,
Schmitt-Grohé and Uribe (2006) converted to a weekly frequency. The marginal
cost of production c is normalized to zero.
I will simplify the analysis by looking at the partial equilibrium case in which
the aggregate price level pt is exogenous. In particular, I will just set it equal to
a constant, hence pt = p 8t (the same assumption is e¤ectively made in Matµejka
(2010a)).

The actual value of p, along with the values of the other two parameters that
determine the location of the demand curve (the average intercept

and average

slope ), are however di¢ cult to calibrate as their values cannot be estimated that
easily. Consequently, these parameters are set in order to ensure two things: i)
that sales qt do not go negative in simulations and ii) that the average price a …rm
posts over time approximately equals p (so that individual and aggregate prices
are internally consistent in the model). I have found values of
p=

= 0:38;

= 6 and

1:8 to work well for these purposes. Since this is a partial equilibrium model,

these values do not have direct economic interpretations (they only determine the
location of the demand curve), so the negative value for the price level has no
meaning here.
Whereas the actual value picked for
certainty that

is not that important, the relative un-

is surrounded with, is key. The reason is that this determines the

seller’s experimentation incentives. This relative uncertainty can for example be
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measured by the t-statistic on

t.

The latter has recently been estimated in the

marketing literature by Gorden, Goldfarb and Li (2011). Using household panel
data running from January 2001 up to December 2006, they come up with an
average t-statistic of about 6 across all 19 grocery categories in their study. This
implies that

should get a unit standard deviation, which requires

2

to equal

0:0199.
Symbol

Interpretation
Average aggregate demand
Average slope of demand curve
Marginal production cost
Habit formation coe¢ cient
Discount factor
Aggregate price level
AR-component in -process
Variance of intercept innovation
Variance of slope innovation

c

p
2
2

Value
0:38
6
0
0:9875
0:9992
1:8
0:99
0:0164
0:0199

Table 3.1: Calibration.

The autoregressive parameter for
who estimate their equivalent of

i;t

is based upon Smets and Wouters (2007),

to equal 0:89 on quarterly US data. This leads

to a weekly value of 0:99.
Finally, the variance of aggregate demand

(

2)

is set equal to the variance

of the natural log of linearly detrended US nominal GDP from 1947q1 to 2011q1
(taken from the St. Louis Fed).

3.5.2

Model results

To see what each separate step contributes to the …nal solution, I will start by
reducing the problem described by equations (1)-(8), to two simpler problems.
First, one can derive the policy rule for the standard case in which …rms live in
a perfect information world where they can observe the true values of

t

and

i;t

without error. In that case, the problem under consideration reduces to a simpler
one and one can show that the pro…t maximizing price equals:
pi;t = p +

1
2

t
i;t

+

i;t (c

p) + qi;t

1

Et

qi;t+1
2 i;t+1

(3.9)
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Here, both the forward looking term ( Et qi;t+1 =2
term ( qi;t

1 =2 i;t )

i;t+1

) as well as the lagged

result from the dynamic link that is established by the for-

mation of good-speci…c habits. In particular, this equation shows the trade-o¤
(described in Klemperer (1995)) sellers face between setting a low price to lock
consumers into their speci…c product (which is what the forward looking term
captures) and setting a high price to harvest pro…ts by exploiting consumers who
are already "addicted" due to past consumption (this is what is expressed by the
lagged term).
Next, we can move on to the speci…cation in which

t

and

i;t

cannot be

observed, as a result of which agents have to learn their true values. In that case,
…rms could follow the so-called "passive" policy rule. It is however key to note
that this rule is not optimal as it implies that the seller does not realize that
he is learning from self-generated observations. Consequently, he disregards the
link between current and future beliefs (i.e. in the optimization step he neglects
equations (5)-(8)), as a result of which this learning rule lacks any experimentation
motives: although passive learners do update their beliefs as more observations
arrive over time, they do not actively seek for better information through price
experimentation.
For this case, the passive price setting rule can be shown to equal:14

pi;t = p +

1
2bi;tjt

+ bi;tjt
1

1 (c

p) + qi;t

1

Et

qi;t+1
2bi;t+1jt

(3.10)

Deviations of the active learning rule from this passive one, measure the extent
of price experimentation.
Unfortunately, it is not possible to obtain an analytical expression for the
price setting rule under active learning in the model under consideration. We can
however characterize an important characteristic of it, namely that the optimal
action under active learning will always be more extreme than the one under the
passive policy rule. This is done in Proposition 1, which builds upon the following
two lemmas. The proofs of these statements can be found in the Appendix.
14

Note that the passive policy rule is equal to the certainty equivalent one (i.e. the rule that
one obtains if one replaces actual values by estimates in equation (9)). Also see Balvers and
Cosimano (1990, p. 887) on this.
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Lemma 1

Uncertainy on

is decreasing in the squared deviation of the

control variable from zero, that is: @

b =@
i;tjt

2
ri;t
< 0.

Lemma 1 formally establishes the previously stated notion that the presence
of more extreme observations of the explanatory variable, facilitates the learning
process on the unknown coe¢ cient

t.

Lemma 2 shows that this information is

actually valuable.15
Lemma 2
that is:

V qi;t

The value of the …rm is non-increasing in the uncertainty on
1 ; bi;tjt 1 ;

b
i;tjt 1

=

b
i;tjt 1

,

0.

With help of these two lemmas, we can prove Proposition 1:
y
Proposition 1 The relative price set under active learning (call it ri;t
) is

always more extreme than the price chosen under the passive learning strategy,
y
i.e. ri;t
> ri;t .

To gain more insight in the e¤ects of active learning, we can numerically solve
for the optimal policy rule using the Beck-Wieland algorithm set out in Section 4
of this paper. This was done in order to generate Figure 2. That …gure plots the
active learning pricing rule and compares it with the passive policy for di¤erent
combinations of beliefs b;

b

.16

The …gure clearly shows the experimentation motive: while the passive price
setting rule is just a linear, increasing function of demand, the rule resulting from
the active learning process contains a kink. This non-linearity shows up in that
part of the state space where posting the less extreme, passive learning price would
be uninformative on the perceived degree of product di¤erentiation,

i;t .

Hence,

the discontinuity simply serves to avoid uninformative actions (that is: it avoids
posting a relative price ri;t close to zero).17
15
Note that this lemma does not require di¤erentiability of the value function. The reason is
that the latter is not always guaranteed in active learning problems (cf. Balvers and Cosimano
(1994, upon which the proof of this lemma (and that of Proposition 1) is inspired)).
16
Note that the perfect information price setting rule (9) equals the passive learning rule (10)
for bi;tjt 1 = i;t (this is the certainty equivalence property). Consequently, the passive learning
and perfect information rules would coincide in Figure 2 as a result of which I have not included
the latter explicitly in the …gure.
17
More technically, the reason lies in the fact that the value function is twin-peaked. This is
due to the fact that it is a combination of a concave function in ri;t (static pro…ts) and a convex
one (the continuation value). The continuation value is increasing in the absolute value of ri;t as
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The fact that the policy functions tend to ‡atten out away from the discontinuity, shows that there is less price experimentation when demand for variety i
is either relatively high or low. The reason is that in these extremer parts of the
state space the relative price picked by the passive policy (which is the optimal
one if one neglects the learning motive) has already moved away from zero, due
to the fact that demand is so high/low. Consequently, posting the passive price
is not that bad anymore from a learning perspective, thereby reducing the need
for additional price experimentation (which is costly as it lowers current period
pro…ts). As a result, the active learning rule converges towards the passive one as
conditions get more extreme.
Therefore, the optimal price setting rule is shaped like a step function, and
prices tend to jump between two rather rigid values: when demand is low, …rms
post a low price, while an increase in demand above a certain threshold makes
them post the higher price. This can be seen as an endogenous form of "local"
price stickiness: as long as the model dynamics do not push a seller from the high
to the low price platform of his policy function (or vice versa), he is relatively
unresponsive to shocks.
Consequently, the experimentation motive is able to replicate the empirical
observation (displayed in Figure 1) that individual prices follow a rather discrete
pattern over time. This is illustrated in the upper panel of Figure 3, which contains
a simulated series (spanning a period of approximately two years) for the control
variable ri;t under active learning.18 Since the optimal price set under active
learning varies a bit with beliefs bi;tjt

1;

b
i;tjt 1

, and since the upper and lower

platforms of the price setting rules are not entirely ‡at, the resulting price pattern
is not exactly discrete. However, it looks very much like it. The reason is that
the policy function under active learning actually has a rather ‡at slope in all
dimensions of the problem. With respect to the bi;tjt
is similar to that for the qi;t

1 -dimension:

1 -dimension,

the intuition

less conscious price experimentation is

needed when conditions are more extreme (i.e. when

i;t

is believed to be either

more extreme relative prices are more informative. This generates two local maxima (one where
ri;t < 0 and one where ri;t > 0), from which the max-operator in the Bellman equation selects the
one yielding the highest value. This leads to an avoidance of the region where the continuation
value is minimized, i.e. that region where ri;t is "too close" to zero.
18
This particular …gure was constructed by giving the seller correct initial beliefs about the
true value of 1 , but with an initial uncertainty b1j0 = 0:595. The typical pattern arising in
simulations is robust to choosing di¤erent initial beliefs.
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Var(b) = 0.595
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Figure 3.2: Comparison of active and passive price setting rules for di¤erent beliefs.

very high or very low). In those circumstances the passive learner already posts a
relative price that has moved away from zero (thereby making it more informative)
and the active learner does not have to undertake so much costly action on top.
With respect to

b
i;tjt 1 ,

the fact that the slope parameter is time-varying (which

is motivated by evidence from the marketing literature; cf. Gordon, Goldfarb and
Li (2011)) implies that uncertainty continues to renew itself and that the learning
process never stops. Consequently, uncertainty on the estimate of

i;t

remains

relatively stable over time and the slope in that dimension only gets to play a
subordinate role.
Adding a small menu cost would probably increase the degree of discreteness in
Figure 3 as the small price changes that can be observed in the current simulation
would then no longer be worthwhile (a "region of inaction" would arise). Moreover,
a menu cost could also be helpful in decreasing the frequency of price changes:
in the model, prices tend to change from high to low (or vice versa) about once
every two weeks, which is slightly more often than (but close to) the …ndings of
Kehoe and Midrigan (2010) and Eichenbaum, Jaimovich and Rebelo (2011) (both
studies report that posted prices tend to change about once every three weeks in
their data sets).
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The price path arising under active learning bears similarity to the one obtained by Matµejka (2010a). Sellers in his model have limited information capacity,
as a result of which it becomes optimal for them to pay attention to a source of
information that provides a small number of di¤erent signals only. Such a signal
could be the …rst digit of unit input costs and since a digit can only take a few
di¤erent values, there are only a few di¤erent signals in his framework - leading
to the discreteness.19
In the present paper, the (near-)discreteness arises purely from the active learning process: apart from the latter, the model is a rather standard pro…t maximization problem without price adjustment costs. This can also be seen by looking
at the two lower panels of Figure 3. Those show the price paths in response to
the same series of shocks under both passive learning as well as under perfect
information (the case in which sellers can simply observe the true values of
i;t ).

t

and

As one can see, these series no longer show any discreteness (a result of the

fact that the passive and perfect information policy rules are not kinked).
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Figure 3.3: Simulated paths for the relative price posted under active learning, passive
learning and under perfect information.

Also note that passively learning sellers have no problems with posting a rel19
In Matµejka (2010b), the discreteness follows from modeling the consumer as being rationally
inattentive.
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ative price that is close to zero, as they do not realize that this obstructs their
learning process on the degree of product di¤erentiation,

i;t .

Sellers who are

learning in the optimal active manner do realize this, as a result of which they
avoid posting a zero relative price (this is what the kink in the policy function
takes care of). Consequently, learning is faster in the active speci…cation. This
is illustrated by Figure 4, which was generated by giving a seller incorrect initial beliefs on the value of

(namely that its value equals 7 instead of 6), after

which both an active and a passive learner start updating their beliefs. During
this learning process, all shocks were shut down to illustrate the process of convergence towards the truth. As can be seen from the …gure, learning is much faster
when it is done in an active manner, since an active learner consciously generates
more extreme (and thereby more informative) observations.
7

Active learning
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Figure 3.4: Learning process on under both active and passive learning. Initial estimate
is 7, while the true value of equals 6.

Turning back to Figure 3, one can see that the model is also able to replicate
the empirical observation that sellers alternate between posting the high and the
low price. This would not happen if there were no good-speci…c habits. The reason is that, from an informational point of view, a low price is just as informative
as a high one with the same distance from the aggregate price level. As noted by
Bachmann and Moscarini (2011), what matters is the absolute deviation of pi;t
from p, not its sign. In the most standard setting sellers would therefore just post
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the high (or low) price, and stick to that choice ever after (this happens in Bachmann and Moscarini (2011)). But with good-speci…c habits, the demand curve
contains a lagged dependent variable which introduces an additional dynamic link:
a seller who posts an above average price in period t (i.e. someone who has set
ri;t > 0) will sell less units in that period (cf. the demand curve (2)) as a result of
which he faces a lower endogenous state variable (the stock of habits qi;t ) in the
next period. Consequently, he is pushed towards the lower platform of his policy
function at time t + 1, where it is optimal to post the lower price.
Figure 3 also illustrates that the experimentation motive introduces additional
volatility in the price series (driven by the combination of the seller’s preference for
more extreme observations, with the aforementioned dynamics due to good-speci…c
habits). In this sense, it may be an explanation for the observation that prices
are more volatile than underlying marginal costs (as documented by Eichenbaum,
Jaimovich and Rebelo (2011) and Carlsson and Skans (2011)). Time-variation
in the slope of the demand curve already helps (due to this, prices under perfect
information and passive learning are also more volatile than marginal costs (which
are constant in this paper)), but the experimentation motive gives this channel an
extra kick.
Related to this, it also links to Golosov and Lucas (2007) (and the large literature following that paper), who argue that the relatively large idiosyncratic
price movements observed in the data indicate the presence of large idiosyncratic
shocks. This paper however shows that it do not necessarily have to be large
shocks driving these movements; instead, it could be that much smaller shocks are
being ampli…ed by the endogenous, idiosyncratic experimentation process of each
individual seller. In this respect, De Graeve and Walentin (2011) actually provide
evidence that idiosyncratic shocks are not as large as previously thought (thereby
questioning the Golosov-Lucas calibration), while Nakamura (2008) argues that
the large shocks to manufacturers’ productivity assumed by Golosov and Lucas
(2007) would generate substantial comovement across prices for the same good at
di¤erent stores, which is not observed in the data.
Finally, one can analyze how the aggregate price level in the active learning
model responds to aggregate shocks, and compare this response to the ones obtained under passive learning and perfect information. Following Matµejka (2010a),
I do this by simulating, and averaging over, the behavior of a large number of
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agents. Although this paper’s partial equilibrium setup is not ideal to study this
issue (since an aggregate shock will change the aggregate price level p, which is
assumed to be constant in the model), I believe it does capture the core of the
underlying learning dynamics that play a role here.20
To tackle this question, we need to make a slight modi…cation to the model
considered so far. In particular, we need to introduce aggregate risk with respect
to the slope of the demand curve. In the benchmark model, aggregate conditions
were captured by the common mean value of the process for

(indicated by ).

There, this mean was however assumed to be known and kept constant over time,
which is going to be relaxed in this section.
The most insightful way to do this, and simultaneously illustrate the accompanying learning dynamics that are at play, is to assume that the economy can
be in two regimes: a boom or a recession. Associated with these two regimes, are
two values for the long run average of the slope parameter:
recession) and

L

H

(applicable in a

(applicable in a boom). I will assume that consumers are more

price sensitive in recessions (i.e.

H

>

L ),

which is intuitive and also line with

empirical …ndings of Gordon, Goldfarb and Li (2011). The actual realisations of

t

will however remain unobserved to the sellers in the model (making it a two-state
hidden Markov problem), so they have to learn which regime the economy is in.
Related to this learning process, the two-state Markov assumption implies
that beliefs are conveniently characterized by only one additional state variable:
i;tjt 1

= Pri (

t

=

H );

which is seller i’s prior time t belief that the average price

elasticity is high. This limits the dimensionality curse associated with the solution
method, while still capturing the notion of aggregate risk (see Ellison and Valla
(2001) for a similar approach).
The cost of introducing Markov switching is that it is no longer possible to
assume that idiosyncratic shocks

i;t

enter a persistent AR(1)-process. The reason

is that Bayesian updating in a mixed AR(1)/Markov switching model no longer
admits an analytical solution. Instead, simulation methods such as the Gibbssampler must be employed (cf. Kim and Nelson (1999)), which is not feasible
20

In fact, if anything I believe that allowing p to change following aggregate shocks would
only strengthen the conclusions that are to follow if p is unobserved as well. The reason is that
sellers then have to learn about an extra parameter (and potentially form higher order beliefs as
in Nimark (2008)), which complicates their learning process - thereby reinforcing the upcoming
results (which are driven by the sluggishness stemming from the learning process).
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within this model’s framework.
Consequently, I proceed by assuming that all persistence comes through the
mean value for

. Since idiosyncatic movements in the slope parameter would

cancel out in the aggregate (irrespective of the issue whether they are persistent
or not), and since this speci…cation still contains an active learning motive with
respect to the slope term, I believe that this assumption does not seriously limit
the generality of the exercise that is to follow.
With respect to the persistence of the mean value for

, the parameter

expresses the conditional probability of staying in the current regime (so
Pr(

t+1

=

Jj t

=

J );

J 2 fH; Lg). In the simulation I set

=

= 0:998 (as in

Matµejka (2010a)), which implies that there is a 10 percent probability that the
aggregate state changes in any given year.
Summarizing, the process for the slope parameter can be described by:
i;t

=

t

2

t

+

i;t ;

H;

L

with

2

N (0;

i;t

)

(3.11)
(3.12)

By working on Bayes’rule, one can show that the belief updating process now
depends on the relative probability of observing the actual signal in either of the
two regimes:

i;tjt

=

with P (qi;t j

i;tjt 1 P (qi;t j t

i;tjt 1 P (qi;t j t
t

=

J)

Since there is a (1

=

= exp

H)

+ 1

0:5 [qi;t

=

H)

i;tjt 1

+

P (qi;t j

J ri;t

qi;t

t

=

L)

2
2
1] =

;

(3.13)

; J 2 fH; Lg.

) probability that the regime switches in going from the

end of period t to the beginning of period t + 1; we have that:
i;t+1jt

=

i;tjt

+ (1

) 1

i;tjt

(3.14)

Compared to Section 3, the other elements of the setup (as well as the calibration) are left unchanged so I do not repeat them here.
The results of this exercise are shown in Figure 5. That …gure shows the posted
price averaged over 5,000 sellers. During the simulation, all individual sellers
were hit by two types of disturbances: idiosyncratic shocks (all sellers have their
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individual series for

i;t ,

for example representing the popularity of the particular

brand they are selling) and aggregate ones (all these individual series for
around a common mean slope of

i;t

evolve

, capturing aggregate economic conditions).

For the …rst 9 weeks, the common mean value of

i;t

is set equal to 6:5. Then,

in the 10th week, a positive aggregate shock to the economy suddenly makes all
consumers less price sensitive, as a result of which

falls to 5:5.21

Several things are to be noted from the …gure. First observe that although
individual prices show a lot of variation due to the experimentation motive (recall
Figure 3), the aggregate price level evolves smoothly in the absence of aggregate
shocks. The reason is that all experimentation is idiosyncratic to each individual
seller, as a result of which it cancels out in the aggregate. Although this is probably
an exaggeration of the amount of idiosyncrasy observed in reality, the dataset
analyzed in Nakamura (2008) does hint in this direction, as she reports that only
16 percent of all price variation is common to di¤erent stores selling an identical
product.
However, when the aggregate shock hits in period 10, the price level does
respond in all three speci…cations. In particular, it goes up, which re‡ects the
increase in market power for sellers associated with the decrease in the average
price sensitivity of consumers. Next to that, all three models also produce a humpshaped response to the shock. This is due to the existence of good-speci…c habits:
consumers are "addicted" to the speci…c good they have been consuming in the
past, as a result of which sellers temporarily obtain the power to charge prices
that lie above their new long run values.
The persistence of this hump shape however di¤ers between the three models.
In particular, the fact that the squared line in the upper panel of Figure 4 converges rather quickly to its new value shows that habit formation in itself (that
is: without the help of informational imperfections) does not manage to generate
much persistence. As the circled response shows, assuming that the true values
of

i;t

and

t

cannot be observed, helps in this respect. The reason is that the

learning process implies that …rms only gradually …nd out that the mean value
of the slope parameter has changed. Because a regime change is not that likely
21

The size of the imposed shock probably is unrealistically large (especially given the fact that
it is assumed to take place within a week), but considering a more gradual, persistent change
from H to L would only increase the sluggishness in the responses of aggregate prices - thereby
strengthening the …ndings that emerge from Figure 5.
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Figure 3.5: Average posted price (top panel) and average beliefs (bottom panel) under
active learning, passive learning and under perfect information.

a priori, sellers initially attribute the "anomalous" observations they receive to
transitory factors to which they do not wish to respond. Only as they continue
to receive observations that are di¢ cult to reconcile with the old regime, they
gradually become convinced that a regime switch has occurred.
The circled response was however generated under the assumption that learning takes place in the suboptimal passive manner. That is: …rms post the certainty
equivalent price and update their beliefs with whatever information this pricing
strategy happens to generate.
Under active learning in contrast, …rms internalize this learning process and
consciously use their pricing strategy to this end. Consequently, learning is faster
compared to the passive case (see the lower panel of Figure 5), as a result of which
the aggregate shock is propagated to a somewhat lesser extent. However, average
beliefs still need time to converge to the new value of

, so the aggregate price

level continues to move in an inertial way. Hence, one can conclude that the active
leaning process of sellers who are trying to …gure out the true value of their slope
parameter, is not only able to replicate the volatile, discrete pattern followed by
individual prices, but is also consistent with the idea that the aggregate price level
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responds sluggishly to aggregate shocks. In this respect, we can thus conclude that
individual price ‡exibility does not translate into aggregate price ‡exibility when
individual price changes are driven by the experimentation motive of a seller who
is learning the slope of his demand curve.

3.6

Discussion

Active learning problems rapidly become quite challenging to solve. In order to
advance, this paper therefore had to abstract from several interesting issues.
First, the analysis in this paper is only partial equilibrium in nature. In this
respect, contemporaneous work by Bachmann and Moscarini (2011) forms an important contribution. In order to generate "endogenous uncertainty", they manage
to place the experimenting seller in a dynamic stochastic general equilibrium environment. Although this requires them to simplify in some dimensions (they for
example reduce the problem to a two-armed bandit setting, where the price elasticity of demand can take on only two values: high or low), the main idea underlying
the present paper should carry over to their setup. Investigating whether it is possible to construct a general equilibrium active learning model that is consistent
with the behavior of prices at both the micro and macro level, would therefore be
a logical next step along this line of research. Subsequently, one could investigate
to what extent the experimenting seller model is able to replicate the quantitative
aspects of the data.
Second, this paper simpli…es by assuming that …rms are using their pricing
strategy to learn about only one of the parameters of the demand curve. This
avoids the dimensionality curse that is inherent to the solution method.22 In
particular, I have assumed that …rms are only using their pricing strategy to
facilitate the learning process on their slope parameter. The full problem, in which
…rms are simultaneously learning on both slope and intercept of an equation that
has the form of (2), is studied in Wieland (2006) - although in a very di¤erent
context: he analyzes a central bank that is trying to learn the Phillips curve in
22

The problem in which sellers are actively learning about both the intercept and slope of the
demand curve would have six state variables: qi;t 1 , two estimated means, two variances and one
covariance estimate. At a weekly frequency (which implies a discount factor close to one), the
model becomes very di¢ cult to solve. Potentially, such a bigger problem could be tackled with
faster algorithms that approximate the original problem (such as the one in Cosimano (2008)).
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an active manner. There he actually …nds that the extent of experimentation is
greater if learning takes place with respect to both intercept and slope, rather than
just with respect to the slope (although the di¤erences are small).23 This suggests
that the results obtained in the present paper are robust to the more general
setting in which …rms are learning simultaneously on multiple parameters of the
demand curve, although this of course remains to be veri…ed for the particular
problem under consideration.
Third, I see this paper’s sale motive as only part of the complete story, since
generating information on demand is unlikely to be the only reason for …rms to
hold sales. It is however important to note that the experimentation motive is fully
complementary to other sale motives o¤ered by the literature (such as Matµejka
(2010a,b), Guimarães and Sheedy (2011) and Nakamura and Steinsson (2011)), so
the channel emphasized by this paper is by no means at odds with these earlier
contributions. In addition, this paper abstracts from potential forces at work in
reality that make …rms want to abstain from price changes. Menu costs are an
obvious example, while there may also exist information-related reasons for this
(see e.g. L’Huillier (2011) where sellers want to delay price adjustments to keep
consumers uninformed).
Fourth, consumers behave rather passively in this paper (the consumer side is
simply represented by the demand curve (2)). Consequently, consumers do not
take into account that sellers have an experimentation motive. If consumers would
be aware of this, strategic interactions between the two sides of the market might
arise - the analysis of which I leave for future work.
Fifth, I do not consider changes to marginal costs. Eichenbaum, Jaimovich and
Rebelo (2011) suggest that the latter are important, as price changes very often
coincide with cost changes in their data set. Although there does not seem to be
a consensus view on this issue yet,24 adding cost shocks to the model could be an
interesting next step. This modi…cation would not eliminate the experimentation
motive with respect to the slope term, but if costs are imperfectly observed as well,
23

Because Wieland (2006) is not interested in the higher frequency features of the data, he
can calibrate his model at a yearly frequency. This allows him to set the discount factor equal
to 0:95, which greatly facilitates the convergence of the value function. Nevertheless, he reports
that solving his model still takes 3 days on a 2.21 GHz AMD processor with 1.48 GB of RAM.
24
Nakamura’s (2008) results for example suggest that cost shocks only play a minor role in
explaining high-frequency price movements; similarly, Chevalier and Kashyap (2011) document
that prices in Dominick’s data set are also often adjusted without movements in costs.
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it does give the seller an incentive to produce more units as that would improve the
precision of his cost signal (see Gal-Or (1988)). In addition, changes in marginal
costs might also produce shifts in the pricing band, just as we observe in the data
where the high and/or low price occasionally settle at new levels.
Finally, since both this paper’s approach (recall footnote 12) as well as its
results are rather similar to that of certain papers in the rational inattention literature, it may be worth pointing out some interesting di¤erences. First, the model
developed in this paper does not predict a sharp distinction between a seller’s
response to aggregate and idiosyncratic shocks. This contrasts with Maćkowiak
and Wiederholt (2009), where sellers allocate most of their attention to idiosyncratic conditions. As a result, sellers in their model quickly react to changes in the
latter, while responding rather sluggishly to aggregate developments. Although
Boivin, Giannoni and Mihov (2009) and Maćkowiak, Moench and Wiederholt
(2009) present evidence that this indeed is the case in reality, the recent papers
by De Graeve and Walentin (2011) and Carlsson and Skans (2011) question this.
They …nd that …rms respond sluggishly to both aggregate and idiosyncratic conditions - a …nding that is more in line with a learning model in which sellers face
uncertainty on the persistence of both shock types. Hopefully, future work can
shed more light on these contrasting views.
Second, compared to the rational inattention approach, active learning imposes
somewhat more discipline on the model builder: since active learners behave in
a fully rational way, the model does not contain a free parameter whose value is
di¢ cult to calibrate (like the information processing constraint in rational inattention models). Instead, in this paper’s setup, the costs of more precise signals
are determined endogenously by the amount of pro…ts a seller has to give up to
experiment. However, despite the absence of such a degree of freedom, the model
is still able to produce rather similar results as the rational inattention models in
this literature.

3.7

Conclusion

The standard model makes the rather strong assumption that sellers can observe
their entire demand curve. This paper relaxes this assumption by making the
demand curve unobserved and analyzes the optimal pricing strategy of a seller that
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operates in such an environment. It is shown that when learning is modeled in an
optimal way, one can not only match the behavior of aggregate variables (a point
that has been made before already), but one is also able to replicate certain microdimensions of the data (a …nding that is new to the best of my knowledge). In
particular, as achieved by Matµejka (2010a,b), the model constructed in this paper
manages to generate all of the following three stylized facts that seem present in
reality:
1. Individual prices change frequently.
2. Individual prices tend to move back and forth between only a few rigid
values.
3. The aggregate price level responds gradually to aggregate shocks.
Note that the model’s ability to replicate these facts is not due to some form
of irrationality: all results are driven by the rational behavior of sellers who are
responding optimally to the fact that they cannot observe their entire demand
curve. Given that more and more retailers are using sophisticated price optimization software (of which this paper’s model is essentially a mini-version; also recall
footnote 3), rational price setting can not only be thought of as an important
optimal benchmark that approximates the real economy and is worth analyzing
(like rational expectations), but also as actually materializing to a …rst degree in
practice.25
The model can match stylized fact #1 because the introduction of active learning gives …rms an incentive to experiment with their price. Next to the fact that
price experimentation is optimal for sellers facing uncertainty on the slope of their
demand curve, there is also empirical evidence that this type of behavior plays a
role in reality (see Pashigian (1988, who documented a positive impact of demand
uncertainty on the frequency of sales), Campbell and Eden (2010, who analyzed
US scanner data), Einav et al. (2011, who looked at eBay-listings) and Gaur and
Fisher (2005, who held a survey among large US retailers)). Experimentation
could also be the reason why prices are more volatile than marginal costs in the
25

In this respect, one can also take the idea of this paper one step further and develop a new
class of macroeconomic models with actual pricing algorithms at its core. Since these algorithms
determine prices for such a large share of the economy, it may be interesting to investigate how
the prices they set respond to typical economic shocks.
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data. Simultaneously, it nuances the point of view (expressed by Golosov and
Lucas (2007), among many others) that the large idiosyncratic variations in prices
observed in the data indicate the presence of large idiosyncratic shocks; instead,
this paper shows that these large movements could also stem from the endogenous
experimentation motive of individual sellers.
In addition, the experimenting seller model can go a long way in reproducing
the discreteness of individual prices observed in reality (stylized fact #2). Replicating this feature of the data has proved to be a major challenge to most price
setting models. Although the discreteness arising in this paper is not exact, it
looks very much like it. The reason is that the experimentation motive shapes the
price setting rules like a step function: they have a high price platform (associated
with high demand) and a low one (associated with low demand), separated by a
sharp kink. Consequently, the model displays a form of endogenous, local price
stickiness (despite the absence of price adjustment costs): as long as a shock does
not move a seller from the high to the low platform (or vice versa), it is optimal
for him to keep his price rather …xed - even if demand varies locally.
Finally, notwithstanding the ‡exibility of individual prices under active learning, the aggregate price level still responds sluggishly to shocks. This is due to the
fact that average beliefs change only gradually over time. Consequently, the model
is also able to capture the inertia found in prices at the aggregate level (stylized
fact #3).26 To the extent that price changes at the individual level are driven
by the experimentation motive of a seller who is actively learning the slope of his
demand curve, the ‡exibility of prices at the micro stage thus does not translate
into aggregate price level ‡exibility.

26

In conversations, I always liked to simplify the message of this paper as follows: this paper
presents a model of "active learning". The "active"-part of the setup delivers the volatility and
(near-)discreteness of individual prices, while the fact that there is still some "learning" going
on, generates the sluggish responses of prices to aggregate shocks.
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which is strictly negative.
Lemma 2 The value of the …rm is non-increasing in the uncertainty on
that is:
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leaving the ri;t+j -sequence unchanged. Call the as-
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(where

the last argument expresses that the ri;t+j -sequence continues to be based upon
b
i;tjt 1 ). Now
qi;t 1 ; bi;tjt 1 ; bi;tjt 1 .

the old level of uncertainty
value function V

compare this value to the optimized

To do so, …rst observe from the pro…t function in equation (1) that current
period pro…ts are not a¤ected by the change in uncertainty. Furthermore note
that the change in uncertainty does not a¤ect future pay-o¤s either, since the …rm
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continues to set its control based upon the old level of uncertainty
sequently, W qi;t
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tion, optimization implies that V qi;t
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Putting these two results together tells us that
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so …rm value is non-increasing in uncertainty on .
y
Proposition 1 The relative price set under active learning (call it ri;t
) is

always more extreme than the price chosen under the passive learning strategy,
y
i.e. ri;t
> ri;t .

Proof. First, consider the case for which ri;t > 0. Take any ri;t < ri;t . Note that
this cannot be optimal since ri;t maximizes current period pro…ts, while ri;t is also
more valuable for future periods by Lemmas 1 and 2 (since it is more extreme).
y
Hence, ri;t

ri;t is required for optimality.

y
By an envelope theorem argument it then follows that ri;t
> ri;t . After all,

starting from ri;t , variations in ri;t only a¤ect current pro…ts to a second order
(since ri;t maximizes current period pro…ts), while increasing ri;t increases the
value of the …rm to a …rst order by Lemmas 1 and 2.
The proof for the opposite case in which ri;t < 0 follows analogously, mutatis
mutandis.

.

Chapter 4

Using Dollarized Countries to
Analyze the E¤ects of US
Monetary Policy Shocks
4.1

Introduction

Since monetary policy is typically not executed in an erratic fashion, identifying
random disturbances to the monetary instrument (the so-called "monetary policy
shocks") is di¢ cult. For this reason, the present paper has a di¤erent focus than
the standard VAR exercise. Instead of trying to …nd the perfect shock identi…cation scheme, this paper starts by asking: if shock identi…cation is so di¢ cult, can’t
we …nd a natural setting that reduces the consequences of the almost inevitable
misidenti…cation of monetary shocks?
The natural setting I exploit is the existence of dollarized countries. These
countries import US monetary policy, but, as I will argue below, they are not
perfectly integrated with the US economy. Non-monetary US shocks therefore
do not survive the transmission process to these client economies undamaged.
Consequently, the setting works a bit like an ideal …lter that reduces the e¤ects
of any mistakenly included non-monetary shocks on dollarized country variables,
while leaving the e¤ects of the true monetary shocks untouched.
The fact that shock identi…cation is di¢ cult might explain the presence of
0

The Appendix accompanying this paper is available on my website.
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some ongoing debates in the structural VAR literature. Next to the fact that
there is no consensus on the e¤ects of monetary shocks on output, many studies
…nd that prices increase after a monetary contraction, which goes against the
predictions of most standard macroeconomic theories (such as the New Keynesian
one). Even though this price response can be rationalized through the working
capital channel,1 it is generally referred to as "the price puzzle".
Currently, there are three popular explanations for the positive response of
prices to an interest rate increase. First, some have argued that the working
capital channel indeed is important and that prices do go up after a monetary
tightening. If this is true, then the price puzzle is not a puzzle and incorporation
of the cost channel into standard macroeconomic models seems desirable.2
Second, it has been argued that the price puzzle re‡ects the fact that the
estimated VAR contains less information than available to the monetary authority.
The idea is that when the monetary authority knows that in‡ation is about to
arrive and contracts in response, prices will still rise, but by less than they would
have without the contraction. Sims (1992) tries to correct for this by adding
a commodity price index to the VAR and shows that this decreases the puzzle.
Recently, however, this solution has been questioned. Hanson (2004) for example
fails to …nd a correlation between the ability of variables to forecast in‡ation and
the ability to reduce the price puzzle. Moreover, Hanson shows that including
commodity prices in the VAR does not work for an early sample period, running
from 1959 to 1979. These …ndings thus suggest that either the price puzzle is not
a puzzle (it is just the working capital channel at work), or that there is a di¤erent
problem.
In this light, it might also be the case that the necessary identifying restrictions
are not met in practice and play a distorting role. A popular way of identifying
VARs is to assume that some variables do not respond to certain shocks within
the period. But as for example argued in Canova and Pina (2005) and Carlstrom,
1

With a working capital channel in place, …rms need to borrow funds in order to be able to
pay for their production factors. Consequently, the interest rate becomes a determinant of real
marginal costs. Cf. Van Wijnbergen (1983), who obtained the price puzzle - avant la lettre - in
such a model.
2
This development has actually started already: Barth and Ramey (2001, p. 199-200) state
that "cost-side theories of monetary policy transmission deserve more serious consideration".
Christiano, Eichenbaum and Evans (2005) did this by adding a working capital channel to their
model. Ravenna and Walsh (2006) discuss how the cost channel a¤ects the optimal monetary
policy.
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Fuerst and Paustian (2009), these inertial restrictions may not hold in reality as
a result of which shocks can be misidenti…ed and resulting IRFs (such as the one
for prices) can get the wrong sign.
This paper focuses at this last problem. Hereby, it tries to shed light on
the question whether economic theory should take the price puzzle seriously, or
whether it is just an artifact of shock misidenti…cation. As I acknowledge the
potential of the working capital channel to explain the price puzzle, I do not take
a prior position on what the price e¤ects of monetary policy shocks should be.
This distinguishes my approach from the sign restriction procedure employed by
for example Uhlig (2005). That approach dismisses the cost channel and identi…es
a contractionary monetary shock as a shock that (among other things) does not
increase prices.
To circumvent the use of sign restrictions, this paper takes advantage of a convenient natural setting: it uses output and price data from dollarized countries (all
located in Latin America). By unilaterally adopting the US dollar, these countries have established a so-called "informal monetary union" with the US. From
a monetary perspective, the client countries are therefore not that di¤erent from
genuine US states as they import US monetary shocks just as normal US states do
(cf. Stockman (1993): he constructs a two-country model of international transmission of monetary shocks and shows that there is a perfect spillover if there is
no ‡exible exchange rate between the two countries, which is intuitive). After all,
dollarized countries also use the US dollar as legal tender (just like, say, Idaho
does), without having the possibility to deviate from US monetary policy, as there
is no local currency to de- or revalue. Consequently, these countries rapidly import US monetary shocks (primarily via the …nancial channel; see Canova (2005)),
while there are no exchange rate considerations at play. Hence, from this paper’s
perspective, dollarized countries can be seen as US states that are not represented
in the Federal Reserve System. The fact that the monetary union is only "informal" (thereby contrasting with formal monetary unions, such as the euro zone),
does not matter in this respect.
Taking this geographical detour has three advantages. Firstly, the resulting
econometric restrictions enable one to analyze the e¤ects of US monetary shocks in
the client economies, without imposing inertial or sign restrictions on the variables
of interest.
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Secondly, the working capital channel is believed to be more important for

dollarized countries than it is for the US (as short-term bank …nancing typically
plays a bigger role in the former). Consequently, dollarized countries are a good
candidate to test whether this channel is really capable of generating a price
increase after a monetary tightening. If we would …nd that these countries are
free of the price puzzle, this would therefore be a strong result.
Finally, and most importantly, basing conclusions upon the responses of variables in dollarized countries makes this paper’s …ndings less prone to the major
concern any structural VAR exercise has to face: misidenti…cation of the US monetary shock. This is the case because the dollarized countries that are going to
be considered (Ecuador, El Salvador and Panama) are only imperfectly integrated
with the US economy. In particular, the economies of Ecuador and El Salvador
are only moderately open in terms of trade-to-GDP ratios,3 which is probably a
result of the fact that these countries were rather late with decreasing their trade
barriers (Sachs and Warner, 1995). In addition, to the extent that these dollarized economies do trade internationally, most of it takes place with other countries
than the US.4 Consequently, non-monetary US shocks can be expected to produce
only rather limited output- and price ‡uctuations in these countries - especially
at short horizons.5
Lindenberg and Westermann (2010) investigated this issue empirically and
they indeed …nd that Latin America does not share its business cycle with the
US.6 This suggests that these cycles are not driven by the same shocks, or that
3
As reported by the CIA World Factbook, the ratio of exports (imports) to GDP equaled 0.250
(0.249) for Ecuador in 2009. For El Salvador, these numbers are 0.183 and 0.318 and for Panama
they equal 0.441 and 0.523. To compare: for a textbook open economy, such as Singapore, these
ratios are 1.550 and 1.358, while the corresponding US numbers equal 0.073 and 0.110.
4
According to the Factbook, 66 percent of Ecuadorian exports (73 percent of their imports)
went to (came from) other countries than the US in 2009. For El Salvador, these numbers are 56
percent for exports and 70 percent for imports. Finally, Panama exported 82 percent (imported
88 percent) of their total to (from) non-US trading partners.
5
Non-monetary shocks are typically transmitted through the time-consuming trade channel,
as a result of which they need a while to arrive at a di¤erent region. Monetary shocks, on the
other hand, are transmitted fully and quickly through …nancial markets. This idea has a longstanding tradition in international economics, going back to at least Dornbusch (1976), and is
con…rmed in the empirical exercise by Canova (2005).
6
Lindenberg and Westermann (2010) report that the correlation in growth rates between the
US and El Salvador (Panama) equals only 0.23 (0.12). Ecuador is not included in their study,
but in own calculations this correlation equals 0.30. To compare: for Canada and Mexico the
correlations with US growth rates equal 0.77 and 0.73, respectively. A similar result is reported
by Alesina, Barro and Tenreyro (2002): they also show that output comovement between the US
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the shocks are only transmitted with a delay. By looking at the already dollarized
economies of El Salvador and Panama, they are also able to reject the hypothesis
that business cycle synchronization is "endogenous", as they …nd that the business
cycles of these countries do not show a bigger comovement with the US cycle than
those of non-dollarized countries. In line with this, Canova (2005) even …nds
that non-monetary US shocks do not tend to produce signi…cant output or price
‡uctuations in Latin America at all.
So all this suggests that even if the identi…ed "monetary policy shock" includes some non-monetary US components, the consequences of this mistake are
contained in the dollarized countries, as the transmission of these non-monetary
US disturbances to Latin America is not instantaneous and perfect. Although this
approach is certainly not ‡awless (for that one needs to …nd a dollarized economy
that is fully shielded from non-monetary US shocks, which the countries I look
at probably aren’t), it works at least a bit like an ideal …lter, as it reduces (or at
the very minimum: delays) the e¤ects of any non-monetary US shocks on client
country variables, while leaving the e¤ects of true monetary shocks una¤ected.
The results of this exercise are univocal: when one analyzes the e¤ects of a contractionary US monetary shock through dollarized economies, prices in all client
countries fall quickly and signi…cantly - so the price puzzle disappears. Quantitatively, the data suggest that prices in the economies considered were pretty ‡exible
over the sample period. Output does not show a clear response, so monetary neutrality cannot be rejected.

4.2

Identifying monetary policy shocks

To identify structural shocks, one has to start with the estimation of a reduced
form VAR with p lags for a vector of variables Zt :7
Zt =

p
X

Bi Zt

i

+ ut ;

(4.1)

i=1

0

0 ; R ; X0
0
with Zt = X1;t
t
2;t . Here, X1;t is a (k1

1)-vector whose contempora-

0 (of
neous values are assumed to be in the information set of the central bank. X2;t

and the dollarized countries under consideration is not that high.
7
This section draws upon Christiano, Eichenbaum and Evans (1999).
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dimension (k2

1)) on the other hand contains those variables whose contempo-

raneous values are not in the information set of the monetary authority (its lags
are though).
The B-matrices in equation (1) can be estimated by OLS, after which one can
calculate the reduced form errors ut , with Eut u0t =

. However, there is nothing

that ensures that the residuals are contemporaneously uncorrelated, as a result of
which we cannot give them a structural economic interpretation. We can do this
once we have transformed the variance-covariance matrix of the residuals into a
diagonal one.
This can be achieved by premultiplying the reduced form (equation (1)) with
A0 , a (k

k)-matrix that captures the contemporaneous relations between the

variables in Zt . This gives us the structural form representation of (1):
A0 Zt =

p
X

Ai Zt

i

+ "t ;

(4.2)

i=1

with Ai = A0 Bi ; i = 1; :::; p; and "t = A0 ut . "t is a (k

1)-vector of structural

(that is: uncorrelated) shocks with E"t "0t = I. It then follows that

0

= A0 1 A0 1 .

As shown in Christiano, Eichenbaum and Evans (1999, henceforth CEE), it is
possible to identify the monetary policy shock (under certain assumptions, to be
discussed below) by assuming that A0 has the following, lower-triangular structure:
2
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A matrix that has this form, is the Choleski decomposition of

(4.3)

.

Next to the fact that the structure imposed by (3) is consistent with the
informational assumption made about the central bank before, it also implies that
the monetary policy instrument Rt (taken to be the federal funds rate, as in
Bernanke and Blinder (1992)) has no contemporaneous impact on the variables in
X1;t : it can only a¤ect these variables with a lag. Any variables in X2;t on the
other hand, can be a¤ected within the period.
A popular way to identify monetary policy shocks, employed by CEE (1999),
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is to assume that X1;t includes output and prices, while the X2;t -vector is either
assumed to be empty or contains monetary aggregates. Economically, this implies
that the monetary authority is able to react to changes in output and prices within
the period, while the output and price e¤ects of monetary shocks can only show
up after one period.
Alternatively, one can also go down the lines of Sims and Zha (2006) and assume the opposite by allowing for impact e¤ects of monetary shocks, but assuming
that contemporaneous values of output and prices are not in the Fed’s information
set. This assumption is motivated by the fact that gathering and processing the
necessary data takes time, as a result of which monetary policy may not be able
to respond to changes in these variables within the period.
The degree of realism of both restrictions can however be questioned: the majority of existing theoretical models imply that output and prices already respond
on impact of a shock (which the CEE-scheme does not allow for), while the availability of now- and forecasts makes the Sims-Zha approach debatable. As Canova
and Pina (2005) show, the imposition of both of these type of restrictions may
lead to shock misidenti…cation, as a result of which IRF coe¢ cients can get the
wrong sign (which may remind some of the price puzzle).
Summarizing, there thus seems to exist a trade-o¤: on the one hand, one
could use the CEE-scheme, which gives the monetary authority the most realistic
information set, but this comes at the cost of having to assume that other variables
in the VAR cannot respond to these shocks within the period. On the other hand,
one could also follow the Sims-Zha approach (which does allow for impact e¤ects of
monetary shocks) but this comes at the expense of having to restrict the monetary
authority’s information set.
As will be argued in the following section, dollarized countries can o¤er a
solution to this conundrum by essentially allowing us to combine the best of both
approaches.

4.3

Dollarized countries to the rescue

To address the issues set out in the previous section, this paper does not look at
the responses of US output and US prices to federal funds rate shocks (henceforth
referred to as Y U S ; P U S and RU S , respectively), but uses their counterparts
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from dollarized countries instead (Y D and P D ). Econometrically speaking, this
approach has two advantages. First, it allows us to combine the dominant existing
approaches in a convenient way: we can identify US monetary shocks in the US
block of the system (with the contemporaneous values of Y U S and P U S in the
Fed’s information set), while we can analyze the impact of these shocks by looking
at the responses of output and prices in the dollarized economies, without imposing
inertial or sign restrictions on these variables of interest.
Second, inferring from responses of dollarized country variables makes the
procedure less vulnerable to possible misidenti…cation of the monetary shock in
the US block of the system. As Canova (2005) reports, the transmission of nonmonetary US shocks to Latin American countries is far from perfect. This implies
that if the identi…ed "monetary policy shock" contains a non-monetary component
in the US block of the system (for example because the imposed inertial restrictions
are not met in practice), that non-monetary component does not survive the
transmission process to the client country undamaged and, ideally, only the e¤ects
of the true monetary shock remain. In this sense, the present paper thus rests with
the idea that perfect shock identi…cation is probably not possible, and moves on
to the exploitation of a natural setting that reduces the consequences of shock
misidenti…cation instead.
Related to this, the setting considered also has the ability to "convert" endogenous policy responses to non-monetary disturbances, into monetary policy
shocks. To see this, consider the following example:8 say that the US is hit by a
non-monetary shock, in response to which the Fed immediately raises the interest
rate. At this stage, US variables are moved by both the direct e¤ect of the nonmonetary shock, as well as by an indirect e¤ect, being the endogenous response
of the monetary authority. But as this response took place within the period,
the sum of the two e¤ects will look like a monetary policy shock to the observer
in standard VAR-speci…cations, which is wrong as there never was a monetary
shock in reality (only the endogenous response to the non-monetary shock). However, output and prices in dollarized countries are unlikely to be moved within
the period by the non-monetary US shock. Hence, the direct e¤ect gets killed in
the transmission process and the full, unexpected interest rate increase is a true
monetary policy shock from the perspective of the dollarized countries. So where
8

I owe this example to Wouter den Haan.
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standard VAR exercises need random variations in the monetary policy instrument, the current setting is able to provide us with monetary shocks (through the
eyes of the client countries) even if the Fed just responds in a perfectly predictable
way to unpredictable US developments (under the proviso that the latter are not
immediately transmitted to the dollarized economies).
As noted before, I am aware that the client economies considered are probably
not fully insulated from non-monetary US shocks (especially at longer horizons),
and that next to those, there may also be aggregate world-wide shocks a¤ecting
both the client countries and the US simultaneously. To address the latter point,
the Appendix shows that results are robust to the inclusion of a commodity price
index, which could be seen as an indicator of aggregate economic conditions. More
generally, it seems reasonable to assume that the exploited setting at least reduces
the consequences of shock misidenti…cation somewhat (a conjecture that will be
investigated in greater detail in Section 5).
Another point of potential concern is the fact that the client countries considered were a¤ected by idiosyncratic factors over the sample period, while they have
also followed di¤erent …scal policies. These issues however also apply to standard
VAR exercises performed on the US or the euro area (cf. the di¤erences in …scal
policy between Northern and Southern Europe, while every euro area country/US
state is also hit by idiosyncratic shocks), so these concerns are not unique to the
alternative route taken by this paper.
When estimating the system, this paper exploits the fact that the US economy
can be taken to be exogenous to the dollarized economies (as the latter are all
small). In particular, one can make use of the fact that the Fed does not pay
any attention to economic conditions in these client countries when designing its
monetary policy. Building upon Lastrapes (2005), the remainder of this section
sets out an estimation and identi…cation strategy that exploits this convenient
natural setting.

4.3.1

Estimation

Let Qt be a vector stochastic process that is assumed to be generated by:
C0 Qt =

q
X
i=1

Ci Qt

i

+

t

(4.4)
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Here

t

is a normalized, white noise vector process such that E

0
t t

= I. To

simplify notation, I suppress the constant and linear time trend that are also
included in the analysis. Since the data on dollarized countries are not seasonally
adjusted, I also include quarterly dummies in the client country block to remove
any possible seasonality in these series.
The corresponding reduced form of this model is:
Qt =

q
X

Fi Qt

i

+ vt ;

(4.5)

i=1

with Fi = C0 1 Ci ; i = 1; :::; q, vt = C0 1

t

and Evt vt0 =

0

= C0 1 C0 1 .

In estimating the reduced form, I impose two over-identifying restrictions.
First, regarding the absorption of shocks, I assume that the correlation between
output and prices in the client countries is solely due to their joint dependence
on the US variables.9 This makes it possible to estimate the system e¢ ciently
by OLS (see Lastrapes (2005)). As one could debate the reasonableness of this
assumption, I show in the Appendix that the results are robust to dropping this
restriction (in which case one must estimate the system by seemingly unrelated
regressions).
Second, with respect to the emission of shocks from dollarized countries, I
assume that US variables are block exogenous with respect to the variables in the
dollarized countries. That is: whatever happens in the client country is assumed
to have no impact on the US economy, as the former is too small to a¤ect the
latter.
Econometrically, these assumptions amount to the following: organize Qt such
0

U S , where QD = (Y D ; P D )0 and QU S = (Y U S ; P U S ; RU S )0 .10
that Qt = QD
t ; Qt
t
t
t
t
t
t
t
S with respect to QD then implies that all C-matrices will
Block exogeneity of QU
t
t

be upper-triangular. That is:
0

Ci = @
9

Ci;11 Ci;12
0

Ci;22

1

A , i = 0; :::; q

(4.6)

That is: the equation for Y D (in casu P D ) only contains its own lags (and lags of Y U S ; P U S
and RU S , of course). So lagged values of P D do not enter the equation for Y D and vice versa.
10
Note that the empirical results that are to follow are invariant to the ordering of the output
and price variables within each block, as I am only going to look at a shock to RtU S .
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The assumption regarding the absorption of shocks implies that Ci;11 is diagonal.
Partitioning the VAR into a dollarized country- and a US-block gives:
0
@

QD
t
S
QU
t

1

q
X

A=

i=1

0
@

Fi;11 Fi;12
Fi;22

0

10
A@

QD
t i
S
QU
t i

1

A+@

Equivalently, the associated variance-covariance matrix
into:

0

=@

11

12

0
12

22

0

v1;t
v2;t

1
A

(4.7)

can be partitioned

1
A

S with
As set out in Hamilton (1994, pp. 309-313), block exogeneity of QU
t

respect to QD
t implies that (7) can be re-parameterized and separated into two
independent parts, least squares estimation of which is fully e¢ cient:
q
X

QD
=
t
S
QU
t

i=1
q
X

=

Fi;11 QD
t i+

q
X

S
Gi QU
t i + et

i=0

S
Fi;22 QU
t i + v2;t ;

i=1

with G0 =

12

1
22

Gi = Fi;12
Eet e0t =

4.3.2

G0 Fi;22 , Fi;12 = Gi + G0 Fi;22 ; i = 1; :::; q

11

12

1
22

0
12

Identi…cation

Once the system is estimated, one still has to identify the structural form (given
by equation (4)). The vector moving average representation of the latter is:
Qt = (C0

C1 L

:::

Cp Lp )

1

t

= H0 + H1 L + H2 L2 + :::

t

(4.8)

Equivalently, the vector moving average representation of the reduced form
(equation (5)) equals:
Qt = (I

F1 L

:::

Fp Lp )

1

vt = (I + J1 L + J2 L2 + :::)vt

(4.9)
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The goal now is to identify the H-matrices in equation (8), as these represent

the system’s impulse response functions (Hk =

@Qt+k
@ t ).

This can be done as

follows.
Using that vt = C0 1

t

in equation (9) and comparing with (8) shows us that:
H0 = C0 1

(4.10)

Hk = Jk H0 ; k = 1; 2; :::

(4.11)

By Hamilton (1994,p. 260) the solution to the inverted lag polynomial in (9)
is:
J0 = I

(4.12)

Jk = F1 Jk

1

+ ::: + Fp Jk

p;

k = 1; 2; :::

(4.13)

1
and that
Moreover, given the imposed restrictions, we know that H0;11 = C0;11

H0;21 = 0. Through equation (10) one then obtains that

= H0 H00 . Partitioning

this matrix as before (and using that H0;21 = 0) yields:
0
@

11
0
12

12
22

1

0

A=@

0
H0;11 H0;11

+

0
H0;12 H0;12

0
H0;22 H0;12

0
H0;12 H0;22
0
H0;22 H0;22

1
A

(4.14)

From (14), one can fully identify H0 - and hence Hk by using (11)-(13). Note
that block exogeneity of QU S implies that H0;22 (which is where the US monetary
policy shock lives) can be identi…ed in isolation from the QD block. Consequently,
one can copy the attractive feature of the CEE-approach and allow for contemporaneous values of US variables in the Fed’s information set by assuming that
H0;22 is lower triangular. However, as set out in Section 2, this approach does
not allow for a contemporaneous impact of US monetary shocks on US prices and
output, which is hard to defend in reality. But this is where the dollarized countries come in handy: because the Fed does not pay any attention to conditions in
these countries when designing its monetary policy, there is no need for an inertial
assumption here. Consequently, we can just feed the US monetary policy shock
(fully located within the US block of the system) through the estimated system
for the dollarized economy, without imposing inertial or sign restrictions in the
latter.
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However, this is still no guarantee that the US monetary policy shock is identi…ed correctly. But, as argued before, the fact that the dollarized countries considered are only imperfectly integrated with the US economy reduces the role played
by any included non-monetary disturbances. Consequently, the route taken by
this paper is less prone to misidenti…cation of the monetary shock in the US block
of the system.

4.4

What are the e¤ects of monetary policy shocks?

By now, we are in the position to analyze the e¤ects of US monetary shocks on
output and prices in dollarized economies. Quarterly output and price data are
available for three of the largest dollarized countries: Ecuador (dollarized since
2000q1), El Salvador (dollarized since 2001q1)11 and Panama (dollarized since
1904, data available since 1996q1). For these countries, the left panels of all
…gures that are to follow display the IRFs of output and prices to a one standard
deviation, contractionary US monetary shock. Note that these IRFs are obtained
without imposing any restrictions on these variables. For comparison purposes,
the right panels of all …gures contain the IRFs of US prices and output to the same
shock - a procedure that does need to impose a zero response on impact under the
current identi…cation scheme.
Following Bernanke and Mihov (1998), I use data on the implicit GDP de‡ator
and real GDP as proxies for US prices and output, respectively. The federal funds
rate is taken to be the monetary policy instrument. All US data are from the St.
Louis Fed website. For the dollarized economies the GDP de‡ator is not available
and the CPI (taken from the IMF’s IFS database) is used instead.12 Data on real
GDP is obtained from the central banks of Ecuador and El Salvador and from
the Instituto Nacional de Estadística y Censo for Panama. All series (except the
federal funds rate) are logged before they enter the VAR.
11

Prior to o¢ cial dollarization in 2000, Ecuador was already e¤ectively dollarized as its residents
had started to use the US dollar for daily transactions in the mid-1990s and made increasing
use of US dollar denominated loans and deposits since then (Beckerman, 2001). The former El
Salvadorian currency (the colón) had already been pegged to the US dollar in 1993. So in practice
both Ecuador and El Salvador had already been importing US monetary policy for some years
before they dollarized o¢ cially in the early 2000s.
12
This only strengthens this paper’s …nding that the price puzzle disappears once one analyzes
the e¤ects of monetary shocks through dollarized countries, as Hanson (2004, p. 1390) reports
that the price puzzle is most severe when the CPI is used to measure the price level.
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Results are based upon a VAR(2), where the lag-length was selected by Schwarz’s

Information Criterion. The reported 95 percent con…dence bands are obtained via
a Monte Carlo procedure (with 5,000 replications), in which arti…cial data was
generated by bootstrapping the estimated residuals. As shown in the Appendix,
results are robust to dropping the time trend and to adding M2 or a commodity
price index to the VAR.

Ecuador Figure 1 shows the result of this exercise for Ecuador, where the
VAR was estimated on data running from 2000q1 to 2010q3. Its right panel
con…rms the …ndings of many earlier studies in this literature: following a monetary
tightening, the US price level increases signi…cantly in a very persistent way, which
is hard to reconcile with existing theories.13 In addition, US output goes up as
well, so one could also speak of an "output puzzle" here.

Percent

GDP Ecuador
0.75
0.5
0.25
0
-0.25
-0.5
-0.75
1

GDP US
0.5
0.25
0
-0.25

5

10

-0.5
1

5

Percent

P Ecuador
1

0.5

0.5

0.25

0

0

-0.5

-0.25

-1
1

5

10

-0.5
1

5

Percentage points

R US
1

1
0.5

0

0

-0.5

-0.5
5

10
Quarters

10
R US

0.5

1

10
P US

1

5

10
Quarters

Figure 4.1: IRFs to a contractionary monetary policy shock for Ecuador and the US

But as shown in Canova and Pina (2005), these puzzling results may just be
13

As noted before, the price puzzle can be rationalized through the working capital channel,
but this channel only predicts a short-lived increase in the price level after a contractionary shock,
which is inconsistent with the picture shown here.
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due to shock misidenti…cation - caused by the fact that the imposed zero impact
restrictions, necessary to obtain these IRFs, are not met in practice.
As set out before, including data from a dollarized country allows us to analyze
the e¤ects of this shock without imposing the zero response on impact, while it
also helps to …lter out the e¤ects of any non-monetary elements of the identi…ed
shock. The results of this exercise are shown in the left panel of Figure 1.
Three things are to be noted about this. First, the puzzling price response of
the standard approach is now reversed: the Ecuadorian price level falls quickly
and signi…cantly after a monetary contraction. Second, although output does not
move signi…cantly, the point estimate indicates that it is depressed for about a year
following the contraction. Finally, observe that the negative response of prices is
quite large: after three quarters, prices have for example already fallen by 0.45
percent. This suggests that prices were rather ‡exible in Ecuador over the sample
period, which might explain why output does not show a clear and signi…cant
response.

El Salvador Figure 2 contains the results of the same exercise, now applied
to El Salvador (in which case the dataset runs from 2001q1 to 2010q3).
The right panel again shows the puzzling picture that emerges for the US
variables, where both prices and output increase after a monetary tightening.
However, if one looks at the IRFs of the dollarized country, one concludes that
prices fall after a contractionary monetary shock. Although GDP is depressed for
the …rst two quarters, it goes up afterwards and even shows an output puzzle at
longer horizons.14
The latter …nding may be reminiscent of the results in Uhlig (2005): he …nds
that there are quite a few "contractionary monetary shocks" (identi…ed with sign
restrictions on US prices and monetary variables) that do not lead to a subsequent
fall in output, which leads him to conclude that "contractionary monetary policy
shocks do not necessarily seem to have contractionary e¤ects on real GDP" (p.
385).
14

One should however keep in mind that this paper’s procedure is less suited for analyzing the
responses at longer horizons, as part of the possibly included non-monetary US shocks might
have spilled over to the client countries by then.
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Figure 4.2: IRFs to a contractionary monetary policy shock for El Salvador and the US

Panama The results of applying the procedure to Panama (estimated on
data running from 1996q1 to 2010q3) are depicted in Figure 3.15
The …ndings are largely in line with those for Ecuador and El Salvador: prices
fall after a monetary tightening (although the response is never statistically different from zero), while output again does not show a signi…cant response (the
point estimate is insigni…cantly negative on impact, after which it becomes insigni…cantly positive in the third quarter after the shock).
Summary The results for the dollarized countries thus strongly suggest that
the price level falls after a monetary contraction. This result is robust in a sense
that it shows up across all countries as well as across di¤erent speci…cations (see
the Appendix). Output, on the other hand, does not show such a clear response:
the results for Ecuador suggest that output is depressed (insigni…cantly) for about
a year after a monetary contraction, El Salvador shows an output puzzle, while the
(insigni…cant) result for Panama lies somewhere in between. Therefore, one cannot
15
Restricting the analysis to the post-1999 sample (so as to exclude the international debt crisis
of 1997-1998) yields very similar IRFs.
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Figure 4.3: IRFs to a contractionary monetary policy shock for Panama and the US

reject monetary neutrality based on these …ndings. In this light, the …ndings are
quite similar to those reported by Faust, Swanson and Wright (2004) and Uhlig
(2005), as they also …nd that contractionary monetary shocks do not seem to
have clear contractionary e¤ects on real GDP. Corresponding results by Boivin
and Giannoni (2006) indicate that this might be a characteristic of the sample
period used, as they fail to …nd clear e¤ects of monetary shocks on GDP once
they restrict their analysis to the post-1980 period;16 before 1980, they do …nd
a clear contractionary e¤ect, which suggests that the output e¤ects of monetary
shocks have gone down over time.
Lessons for dollarized countries Next to the fact that Figures 1-3 tell us
something about the e¤ects of monetary policy shocks in general, they are also
informative for countries that are (considering to become) dollarized. First, the
results show no evidence for an important role of the working capital channel in
the analyzed economies. This suggests that these countries do not have to be
greatly concerned with possible stag‡ationary e¤ects of monetary contractions, as
16

In some speci…cations they also …nd an output puzzle (see their Figure A1).
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for example warned for in Cavallo (1977) and Van Wijnbergen (1982).
Second, the analysis indicates that dollarized economies should be prepared
for large spillovers from US monetary shocks on their price level. There is no
evidence for a clear spillover e¤ect on output, however. This might be due to the
fact that prices in the client countries seem to have been quite ‡exible over the
sample period, as a result of which these countries were close to a situation of
monetary neutrality.

4.5

Why are the results di¤erent?

A key question the reader is probably left with at this stage, is why the IRFs to
the same monetary policy shock look so di¤erent for the US and the dollarized
countries. A …rst and easy explanation is that the economies of the US on the one
hand and those of Ecuador, El Salvador and Panama on the other, are so di¤erent,
that they respond in completely opposite ways to a monetary shock. This would
be the case if the working capital channel would be more important for the US,
than it is for these dollarized countries. This is however hard to imagine. First,
if anything, the working capital channel is probably more important for emerging
economies than it is for the US, as short-term bank …nancing tends to be more
important in the former (Van Wijnbergen, 1982: p. 134).17 Second, the fact that
the responses of US variables are di¢ cult to reconcile with any existing theory,
makes them hard to believe (cf. footnote 13).
A second possible reason for the di¤erences is shock misidenti…cation. As
shown by Carlstrom, Fuerst and Paustian (2009, henceforth CFP), the "monetary
policy shock" identi…ed via the CEE-scheme may very well include non-monetary
components. In particular, they algebraically show that in a New Keynesian
model, the CEE-procedure actually identi…es a combination of the true innovation in monetary policy and a negative technology shock (the latter is CFP’s
explanation for the price puzzle). However, for all dollarized countries for which
data are available, the results do not show any evidence for this type of shock
17

Also see Rabanal (2007): he estimates a DSGE-model on US data using Bayesian methods
(allowing for a role for the working capital channel), but …nds that the posterior probability of
observing an increase in in‡ation after a monetary tightening is zero - thereby suggesting that
the working capital channel is not that important for the US. Results by Gobbi and Willems
(2011) (brie‡y discussed in 6 of this paper) con…rm this.
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confusion.18 After all, in all client economies, the identi…ed shock (i) increases
the federal funds rate, (ii) decreases the price level, and (iii) has no clear e¤ect on
output.
Apart from a contractionary monetary shock, it is hard to think of a shock
that can have these three properties. In particular, CFP’s negative technology
shock would increase the price level, which is inconsistent with (ii). Additionally,
a negative technology shock is inconsistent with (iii), as one would then expect a
clear negative e¤ect on output. On the other hand, the lack of a clear response in
output to a monetary shock is in line with a standard model in which prices are
rather ‡exible (as suggested by (ii)).
What may play a role here are the …ndings of the earlier cited study by Canova
(2005), who reports that non-monetary US shocks do not seem to produce signi…cant output or price ‡uctuations in the client economies considered. Consequently,
even if there are other disturbances present in the identi…ed "monetary policy
shock", the fact that the non-monetary components of this shock do not seem
to survive the transmission process undamaged, acts like a convenient …lter that
leaves us more or less with what we are interested in.
If one has a strong faith in the …ltering capacity of the employed setting,
any attempt to identify the US monetary shock (currently done via the Choleski
approach as in CEE (1999), to allow for contemporaneous values of output and
prices in the Fed’s information set) is not essential. After all, if non-monetary US
shocks are indeed not transmitted to the dollarized countries, then the reduced
form innovations to the Fed’s policy rule should produce very similar responses in
these countries.
And as can be veri…ed by looking at Figure 4, this is indeed the case: if one gives
a one standard deviation, reduced form "monetary policy innovation" (which certainly is a combination of all sorts of structural shocks) to the dollarized countries,
the IRFs of especially Ecuador and El Salvador are very similar to the original
ones. For Panama, the di¤erences between the various IRFs are a bit larger, but
this is consistent with the fact that Panama’s economy is more open than those of
Ecuador and El Salvador and therefore less capable of …ltering out non-monetary
18

If anything, the IRFs of output and prices in especially El Salvador look more like the
response to a positive technology shock. This is, however, not only inconsistent with what is to
be expected from theory (cf. CFP (2009)), but also with the response of the US price level as
that should fall after a positive technology shock, which it does not.

102

4.6 Are the results informative for the US?
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Figure 4.4: IRFs in dollarized countries to a "Choleski identi…ed" US monetary policy
shock and to an innovation to the Feds reaction function

4.6

Are the results informative for the US?

As set out in the Introduction, this paper makes no attempt to identify the US
monetary policy shock in the US itself; instead, it exploits the …ltering capacity
of dollarized countries to analyze the e¤ects of monetary shocks in the latter. As
I will argue below, I believe that this exercise is informative on especially the
sign of the e¤ects of monetary shocks in general. As usual, however, there is no
free lunch: the obvious cost of this approach is that one may be left wondering to
what extent this paper’s …ndings carry over to the US economy. To answer this
question, one may want to distinguish between the qualitative and quantitative
messages of this paper.
Qualitatively, results indicate that prices in dollarized countries fall after a
contractionary monetary shock. This is a strong result, as many previous studies
(starting with Cavallo (1977)) have emphasized the potential importance of the
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working capital channel for exactly these economies (in which case one would
expect a price increase after a monetary contraction). Given that the price puzzle
does not even emerge for these dollarized countries, it is, as said before, hard to
imagine that this result would not carry over to the US (where short-term bank
…nancing, and hence the cost channel, are less important).
Potential concerns that monetary policy a¤ects, say, the agricultural sector of
the economy in the complete opposite way as it a¤ects the service sector (whatever
the reason for that may be), are unlikely to be a major issue here: as Table 1 shows,
the sectoral structure of the dollarized economies is not that di¤erent from that of
the US. In all countries, the lion’s share of production occurs in the service sector
(with the industrial sector following at a considerable distance).19

Agriculture
Industry
Services

US
1.2%
21.9%
76.9%

Ecuador
6.8%
35.7%
57.6%

El Salvador
11.1%
28.2%
60.7%

Panama
6.3%
18.2%
75.5%

Table 4.1: Composition of GDP by sector. Source: CIA World Factbook, 2009

Regarding the size of the e¤ects of monetary shocks, a key issue is how degrees of price stickiness compare between the considered client, and US economies.
Based on evidence from Brazil, Chile, Colombia and Mexico, Morandé and Tejada
(2008) conclude that emerging economies typically exhibit more price ‡exibility
than the US.20 If this …nding carries over to the countries considered in this paper,
the e¤ects of monetary shocks on output (prices) might be a bit larger (smaller)
in the US. Di¤erences in other rigidities (such as those in the labor market), may
also play a role in this respect.
Related work by Gobbi and Willems (2011) however suggests that the present
paper’s conclusions do tend to carry over to the US economy itself - both qualitatively and quantitatively: when they identify US monetary shocks by putting
19

Data on a more disaggregated industry level (where the various countries undoubtedly do
di¤er substantially) are not available to the best of my knowledge. Recent evidence however
contradicts the hypothesis that di¤erent industries respond in opposite ways to monetary policy
shocks: Boivin, Giannoni and Mihov (2009) do a factor-augmented VAR-analysis using price
indices for over a hundred US industries and report that there is relatively little heterogeneity in
the disaggregated responses (p. 367).
20
Morandé and Tejada (2008) …nd an average price duration of approximately 1.5 months for
Brazil and Mexico, while prices in Chile and Colombia tend to change once every 3 months. For
the US, Bils and Klenow (2004) report a median price duration of 4.3 months.
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sign restrictions on prices in the client countries only (thus leaving the responses
of US output and prices unrestricted), they also …nd that US prices tend to fall
after a monetary contraction. This suggests that the working capital channel does
not play a signi…cant role in the US either. In line with this paper’s results for
the dollarized countries, US real GDP also does not show a clear response in their
study.

4.7

Conclusion

This paper has presented an alternative way of analyzing the e¤ects of US monetary policy shocks. The approach is akin to the exploitation of a natural experiment - formed by the fact that there exist countries that have established an
informal monetary union with the US (thereby importing US monetary shocks),
while being only imperfectly integrated with the US economy (as a result of which
non-monetary US shocks are not transmitted fully and instantaneously).21 Consequently, basing conclusions upon the responses of variables in these dollarized
economies, makes the procedure less vulnerable to misidenti…cation of the monetary shock in the US block of the system. In this sense, the natural setting that
this paper exploits thus works a bit like a convenient …lter.
Results obtained in this way are univocal: all dollarized economies are free
of the so-called price puzzle, as prices fall immediately after a monetary contraction. The working capital channel thus does not seem to have played a major
role over the sample period in any of the analyzed client economies. This is a
strong result as many previous studies have emphasized the potential importance
of this channel for exactly these economies. Hereby, this paper gives support to
the sign restriction procedure, as it provides empirical evidence that prices indeed
fall immediately after a contractionary monetary shock (which tends to be a key
identifying assumption in this literature). More generally, obtaining a better insight into the sign of the price response to monetary shocks is important since this
determines whether monetary policy is able to stabilize the economy or not. After
all: if prices would really go up after a monetary contraction, the conventional
policy of increasing the interest rate to …ght in‡ation would be like throwing oil
21

The question why these countries chose to dollarize despite the fact that they do not seem
to form an optimum currency area with the US (cf. Lindenberg and Westermann (2010)) goes
beyond the scope of this paper.
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on …re.
Quantitatively, results indicate that the price e¤ects of monetary shocks are
large and show up quickly. This suggests that prices were relatively ‡exible in
the dollarized economies over the sample period. Consistent with this, monetary
policy shocks do not seem to have had a clear e¤ect on output in the considered
countries. Investigating to what extent the magnitudes of these …ndings carry over
to the US economy itself, could be a fruitful topic for further research.
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Chapter 5

Identifying US Monetary
Policy Shocks Through Sign
Restrictions in Dollarized
Countries
5.1

Introduction

Following the seminal work by Faust (1998), Canova and De Nicoló (2002) and
Uhlig (2005), the use of sign restrictions has become a popular way to identify
structural shocks in the vector autoregressive (henceforth: VAR) literature. Although this approach has much intuitive appeal, it has not yet managed to bring
consensus in the debate on what the e¤ects of monetary policy shocks are. Canova
and De Nicoló (2002) for example …nd that contractionary monetary shocks lead
to a decrease in output, while Uhlig’s (2005) agnostic identi…cation procedure
("agnostic" since he leaves the response of output unrestricted) fails to detect a
clear e¤ect. Actually, Uhlig (2005) even …nds that GDP tends to go up in response
to the majority of the contractionary shocks that satisfy the imposed restrictions
(see his Figure 3). As this is inconsistent with all theoretical models we know of,
one could dub this an "output puzzle".
0
This chapter is based upon joint work with Alessandro Gobbi. The Appendix accompanying
this paper is available on my website.
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The reason for this surprising result may lie in the fact that a number of
di¤erent shocks can satisfy a certain set of restrictions. For example, with sign
restrictions on the responses of US prices and monetary variables (as in Uhlig
(2005)), it is possible that one confuses a positive technology shock with a contractionary monetary shock. After all, if one wishes to stay agnostic with respect
to the sign of the output response, a contractionary monetary and a positive technology shock can only be distinguished by the response of monetary variables in
a standard monetary VAR-speci…cation.1 But if the monetary authority is not
able to recognize technology shocks in real time (which seems plausible given that
researchers cannot even agree on what they look like ex post; compare Galí (1999)
with Christiano, Eichenbaum and Vigfusson (2003)), the identifying restriction on
these monetary instruments is not that useful anymore and the procedure might
confuse the two shocks, possibly contributing to the output puzzle.
In addition, Paustian (2007) shows that the agnostic identi…cation procedure is
only able to uncover the correct sign of the unconstrained response if one restricts
a large enough number of variables.
In this paper, we try to address these two concerns by including price data
from four dollarized countries, all located in Latin America. We argue that this
approach has two advantages. First, it simply exploits the fact that these countries
contain useful information for the identi…cation of monetary US shocks: dollarized
countries also use the US dollar as legal tender (just like Ohio or any other US state
does) and hence import the same Federal Reserve policy as normal US states do.
By unilaterally adopting the US dollar, these countries have established a so-called
"informal monetay union" with the US. Consequently, US monetary policy should
not only a¤ect US variables, but also those in the client countries (see Stockman
(1993), who constructs a two-country model of international transmission of monetary shocks and shows that there is a perfect positive spillover if there is no ‡exible
exchange rate between the two countries). The fact that the monetary union is
only "informal" (rather than formal, such as the euro zone) is irrelevant in this
respect. Hereby, one obtains more variables to place sign restrictions upon, which
should help to identify the monetary shocks more precisely. In particular, since
1

Both shocks are supposed to decrease the price level, but after a positive technology shock
monetary policy should respond in an expansive way, which distinguishes it from a contractionary
monetary shock (see Table 2 in Paustian (2007)).
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we require the restrictions to be satis…ed in all dollarized countries, our analysis
is less likely to be polluted by country-speci…c factors.
Second, including data from other countries makes the procedure less vulnerable to the possible confusion of di¤erent types of shocks. This stems from the
fact that the US economy is not perfectly integrated with those of the dollarized
countries (see Willems (2011)). Consequently, the transmission of non-monetary
US shocks to the client countries is anything but perfect.2 In particular, a nonmonetary US shock is unlikely to a¤ect prices in all dollarized countries contemporaneously, as these shocks generally need some time to be transmitted. Monetary shocks, on the other hand, are transmitted rapidly through …nancial markets
(Canova, 2005). This gives the sign restriction procedure an additional criterion
to distinguish a monetary US shock from a non-monetary one: the former does
a¤ect the price level in the dollarized countries at short horizons, while the latter
is unlikely to do so.3
Next to this, it is also possible that the traditional sign restriction procedure
misidenti…es monetary shocks because the latter do not lead to an immediate drop
in prices. This result actually shows up quite often in non-sign restricted VARexercises, where it is known as the "price puzzle" (cf. Sims (1992)). In fact, the
sample period underlying this paper also contains a price puzzle if one uses the
popular Choleski scheme to identify the monetary shock (see the Appendix).
The initial price increase after a monetary contraction is seen as "puzzling"
as it is inconsistent with most theoretical models used by economists, such as the
standard New Keynesian one. It is however perfectly consistent with models in
which cost-side considerations play a role: if …rms need to borrow working capital
in order to be able to pay for their production factors, the interest rate becomes a
determinant of real marginal costs and prices will show a short-lived increase after
2

In fact, Canova (2005) …nds the even stronger result that non-monetary US shocks do not
produce signi…cant output and price responses in Latin American countries at all.
3
Similarly, a non-monetary shock emanating from any of the dollarized countries is unlikely
to a¤ect prices in all other countries that use the US dollar (especially at short horizons). This
makes them distinguishable from a US monetary shock as well. Our procedure would have
di¢ culties with an aggregate world-wide technology shock, as that would a¤ect prices in all
included countries instantaneously in the same direction as a US monetary shock would. But
given the evidence in Gabaix (2011), who shows that many "aggregate US shocks" are actually
idiosyncratic shocks to large US …rms, one can question how common "aggregate world-wide
technology shocks" are. Moreover, as we will show in Section 5, our results are robust to the
inclusion of a commodity price index (which could be seen as an indicator of aggregate world-wide
conditions).
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a contractionary monetary shock.4 However, studies employing sign restrictions
typically do not allow for the working capital view of monetary shocks, as they
tend to de…ne contractionary monetary shocks as shocks that (among other things)
decrease the price level as of impact already.
Given the importance of understanding how prices respond to policy shocks
(after all, the price response determines whether a certain action will manage
to stabilize the economy or not), this paper tries to remain more agnostic on
this issue: in our benchmark speci…cation, we identify US monetary shocks by
placing sign restrictions on the federal funds rate and on prices in the dollarized
countries only. So while Uhlig’s (2005) procedure only leaves the response of
US output unrestricted (and avoids the US price puzzle by construction), we
leave both US output and prices unrestricted. In addition, we only impose the
negativity restrictions on prices in the dollarized countries after several months,
to allow for a short-lived price increase following a monetary contraction (which
would materialize if the cost channel plays a non-negligible role).
The results of this exercise however strongly suggest that US prices fall immediately after a monetary contraction. Despite our agnosticism on this issue, we
hardly …nd any shocks that satisfy the working capital view on monetary policy
in the US. In the dollarized countries we …nd more shocks that are consistent
with this view, suggesting that the working capital channel is somewhat more
important for emerging economies than it is for the US.
Additionally, we fail to …nd a clear e¤ect of US monetary shocks on US output,
so we cannot reject monetary neutrality. This …nding is robust to restricting the
response of US prices, while restricting the response of US output shows that it
is quite di¢ cult to …nd shocks that satisfy the standard New Keynesian view of a
monetary policy shock.

4
See Van Wijnbergen (1983), who obtained the price puzzle in such a model avant la lettre,
and Barth and Ramey (2001), who call for a more serious consideration of the cost channel;
Christiano, Eichenbaum and Evans (2005) come up to Barth and Ramey’s call, as they construct
a DSGE-model which is able to replicate the price puzzle through the working capital channel.
Ravenna and Walsh (2006) discuss the consequences of the cost channel for optimal monetary
policy.
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Approach

We start with the estimation of a reduced form VAR with p lags for a vector of
variables Zt , which is of size (m

1):

Zt =

p
X

Bi Zt

i

+ et

(5.1)

i=1

0

In this equation, Zt = ZtU S ; ZtD1 ; ZtD2 ; :::; ZtDn , where ZtU S is a (m1
vector containing US-variables and

ZtDj

is a (m2

1)-

1)-vector with data from the

j th dollarized country. The Bi ’s are the coe¢ cient matrices and et is the reduced
form error with variance-covariance matrix

.5

When estimating this system, we impose some additional structure on the Bmatrices. First, we follow (among others) Cushman and Zha (1997) and assume
that the US economy is exogenous with respect to the small economies of the dollarized countries. That is: whatever happens in the dollarized countries is assumed
to have no impact on the US variables, as the former are assumed to be too small
to a¤ect the latter. Second, the variables in all dollarized countries are assumed
to be independent of each other, conditional on the US variables. So whatever
happens in dollarized country h is assumed to have no impact on the variables in
dollarized country j 6= h. This assumption keeps the VAR parsimonious (it makes
the south-east block of all B-matrices diagonal), but has the drawback that we

probably miss some of the interdependencies between the dollarized countries.
However, since trade linkages between the dollarized countries are rather minor,
we disregard them in our empirical approach.6
Econometrically, these assumptions boil down to estimating the following system:

5

A constant term that is also included in the analysis is omitted here for notational simplicity.
As reported in the CIA World Factbook (2011), the strongest trade link is the one between
Ecuador and Panama: in 2010, 6.3% of all Panamese exports went to Ecuador, while 4.1% of
all Panamese imports came from Ecuador. For all other country pairs these numbers are even
smaller.
6
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It is apparent that regressors di¤er per equation, thus making OLS estimates
ine¢ cient. We therefore estimate the whole system using the seemingly unrelated
regressions procedure (cf. Zellner (1962)).
We identify shocks by imposing sign restrictions on the impulse responses.
Since a structural VAR with sign restrictions is not exactly identi…ed (see Fry and
Pagan (2007)), we look for the set of structural VARs that satisfy the restrictions
while sharing the same, estimated reduced form representation. To do so, we …rst
invert the VAR to get the VMA(1) representation:
Zt = C(L)ut
Here, ut = P

1e
t

are orthonormal shocks, C(L) = (I

is the lower triangular Choleski decomposition of

B(L))

(such that

P 0P

1P ,

and P

=

). The

coe¢ cients of the matrix polynomial C(L) = C0 + C1 L + : : : correspond to the
orthogonalized impulse response functions, which, in general, do not satisfy the
desired sign restrictions. The idea of the sign restrictions procedure then is to
generate a large number of orthogonal matrices Q(i) and check whether each alternative structural representation
Zt = C(L)Q(i)0 Q(i) ut = C(L)Q(i)0

(i)
t

= D(i) (L)

(i)
t

corresponds to impulse responses that are consistent with the sign restrictions.7
To generate the Q(i) -matrices we use the algorithm of Rubio-Ramirez, Waggoner and Zha (2010). This algorithm exploits the fact that for a given square
7

Note that since the Q(i) -matrices are such that Q(i)0 Q(i) = Q(i) Q(i)0 = I, the rotated
(i)
(i) (i)0
shocks t are orthogonal with unit variance, as E( t t ) = Q(i) P 1 E (et e0t ) P 10 Q(i)0 =
(i)
1
0
10 (i)0
Q P PP P Q
= I:
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matrix M , its QR decomposition M = QR is formed by an orthogonal matrix Q
and a triangular matrix R. Hence, we can get one orthogonal matrix Q(i) after
drawing a random normal square matrix M (i) .
Note that we only place restrictions on the responses after an impulse to the
equation for the monetary policy instrument in ZtU S . If the restrictions are satis…ed
for all K periods, we keep the structural representation D(i) (L) and label the
corresponding shock

(i)
r;t

(where r is the position of the monetary policy instrument

in ZtU S ) as a "monetary policy shock". If not, the candidate shock is discarded.

5.3

Data and VAR speci…cation

We have been able to obtain data on prices for four dollarized countries: Ecuador,
El Salvador, Panama and Puerto Rico.8 The major obstacle to the practical implementation of our approach, is the limited length of some of the time series used.
Although Panama and Puerto Rico have been dollarized for over a hundred years
already (with data available since 1974 and 1989, respectively), we are constrained
by the fact that Ecuador became o¢ cially dollarized in 2000, while El Salvador
only introduced the US dollar in 2001.9 Therefore, we keep the VAR parsimonious
and only include the essential variables in our benchmark speci…cation. In particular, we use data (taken from the St Louis Fed website) on US real GDP, the
GDP de‡ator, the federal funds rate, and prices in the four dollarized economies
considered. However, as will be shown in Section 5 of this paper, results are robust
to including other variables in the VAR (such as reserves or monetary aggregates).
Following Uhlig (2005), we estimate the VAR on monthly observations. As the
series for GDP and the GDP de‡ator are only available at the quarterly frequency,
we interpolate these variables using the method described in Chow and Lin (1971).
For GDP, we do this using the industrial production index, while the de‡ator is
interpolated with help of the CPI and PPI. For the dollarized countries, the GDP
8

Although we will sometimes refer to it as "country", one should note that Puerto Rico is
actually not a country, but a US associated free state.
9
However, El Salvador’s former currency (the colón) was already pegged to the US dollar since
1993. Similarly, Ecuador was already e¤ectively dollarized in the mid-1990s, by which time its
residents had switched to using US dollars in their daily transactions and had the majority of
their deposits/loans denominated in dollars (Beckerman, 2001). So in practice both Ecuador and
El Salvador had already been importing US monetary policy for some years, when they dollarized
o¢ cially in the early 2000s.
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de‡ator is not available at all, as a result of which we work with the monthly series
of the local CPI’s instead, taken from the IMF’s IFS database.10
To reduce the risk of misspeci…cation, we estimate the VAR on post-1989:1
data. This is motivated by the …ndings of Bagliano and Favero (1998), who report
evidence of a structural break in the US monetary policy rule in 1988 (just after
Greenspan succeeded Volcker as chairman of the Board of Governors of the Federal
Reserve). We have also estimated the VAR on samples with di¤erent starting dates
(both earlier and later), but found nearly identical results (see Section 5.2).
Since data for the dollarized economies are relatively scarce, we exploit all
available time series up to their full length. This implies that we estimate the
VAR-coe¢ cients for the US, Panama and Puerto Rico on a sample running from
1989:1 to 2010:7,11 while the coe¢ cients for Ecuador and El Salvador are estimated
on samples running from 2000:1 to 2010:7 and 2001:1 to 2010:7, respectively (as
these countries have only been o¢ cially dollarized since the early 2000s).12 In our
estimation we account for the unequal number of observations among countries
by using the so-called "usual" estimator for the variance-covariance matrix (see
Schmidt (1977)). All variables are logged before they enter the VAR (except for
the federal funds rate, which enters in levels). Finally, we chose the number of
lags for each country block based on Akaike’s information criterion, which results
in selecting three lags for the US, …ve for Ecuador, one for El Salvador, three for
Panama and six lags for Puerto Rico.

5.4

Results

This section describes the …ndings obtained by applying sign restrictions to a
VAR which also includes variables from dollarized countries. As argued in the
10

Although there also exist quarterly data on real GDP for Ecuador, El Salvador and Panama
(not for Puerto Rico), we do not include them here for two reasons. First, one can question the
usefulness of these data if one wishes to stay agnostic with respect to the response of output
(especially if one wants to keep the VAR parsimonious). Second, there are no monthly indicators
of real activity available for these countries, as a result of which it is di¢ cult to obtain imputed
series for GDP at the monthly frequency.
11
Recall that the starting date follows Bagliano and Favero (1998).
12
See Canova (2005) for a similar approach. In the Appendix we show that restricting the
analysis to the US, Panama and Puerto Rico (so that all coe¢ cients can be estimated on data
covering the same sample period from 1989:1 to 2010:7) does not signi…cantly a¤ect the results.
In addition, our …ndings are also robust to restricting the analysis to the much shorter post-2001
sample, during which all countries considered in this paper were o¢ cially dollarized.
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Introduction, this allows us to restrict a larger number of variables, which helps
to identify the US monetary policy shock more precisely (Paustian, 2007).
In addition, the economies of the US on the one hand, and those of the dollarized countries on the other, are only imperfectly integrated with each other (cf.
Willems (2011)). This gives us an additional criterion to distinguish monetary US
shocks from non-monetary ones, as the former are transmitted rapidly to the client
countries via …nancial markets, while the transmission of non-monetary US shocks
to these countries is far from perfect (Canova, 2005). In particular, non-monetary
shocks typically need more time to be transmitted, as this mainly occurs through
the time consuming trade channel.13 Consequently, they are unlikely to induce
responses of variables in dollarized countries at short horizons, which distinguishes
them from monetary US shocks.
As emphasized before, we also try to acknowledge the idea that the price
"puzzle" might actually be a fact, as it could just be caused by the working
capital channel. Consistent with this mechanism, we therefore allow for a shortlived price increase after a contractionary shock by imposing the restrictions on
prices only as of the fourth month after the shock has hit.14
Section

4.1

4.2

US GDP

4.3
0

US GDP de‡ator

0

0

Federal funds rate

0

0

0

Dollarized CPIs (4 )

0

0

0

Table 5.1: Summary of imposed sign restrictions in di¤erent sections. An
asterisk (*) indicates that this restriction is only imposed as of the fourth
month after the shock has hit.
Table 1 summarizes the di¤erent sets of sign restrictions we will impose to try
to identify the US monetary policy shocks with. In our benchmark speci…cation,
we impose the restrictions until one year after the shock (that is: K = 12).15 The
13
This observation has a long standing tradition in international economics, going back to at
least Dornbusch (1976).
14
Considering di¤erent starting periods for the sign restrictions on prices produces very similar
results (see the Appendix).
15
This implies that the restrictions on prices are only imposed from the fourth month after the
shock has hit up to and including the twelfth month.
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…gures that are to follow display the median, as well as the 16 and 84 percent
quantiles for the sample of impulse responses. Unless stated otherwise, these
…gures were constructed by generating 100,000 candidate shocks.

5.4.1

A somewhat more agnostic identi…cation procedure

When we include the CPI’s of the four dollarized countries in the analysis, we
can …rst try to identify monetary US shocks by placing restrictions on the federal
funds rate and on prices in the dollarized countries only. In particular, we can
de…ne a contractionary US monetary policy shock as a shock that does not lead
to an increase in the price level in all dollarized countries, and does not lead to
a decrease in the federal funds rate. Since we require the price level to fall in all
dollarized countries, our analysis is less likely to be polluted by country-speci…c
factors than exercises that look at data from only one country.
Note that this identi…cation strategy allows us to stay agnostic with respect to
the response of both US output and prices. Compared to Uhlig’s (2005) "agnostic
procedure", we thus not only leave the response of US GDP unrestricted, but also
that of the US GDP de‡ator (which is why we refer to it as "a somewhat more
agnostic identi…cation procedure"). In this case, we do not avoid the price puzzle
in the US by construction and allow prices to go up after a monetary contraction,
if the data want this to be. We still have to restrict prices somewhere, but this is
what we use the dollarized countries for. To allow for a role of the cost channel
over there, we only restrict the sign of the price responses in these countries as of
the fourth month after the shock has hit.
However, Figures 1 and 2 suggest that most shocks satisfying the restrictions
tend to decrease prices as of impact already. In particular, Figure 2 shows that
only a minor share of the identi…ed contractionary shocks increase the US price
level. We thus do not …nd much evidence for a signi…cant role of the working
capital channel in the US. Here, we stress that this is not imposed by construction: under this speci…cation the US price level is left unrestricted at all horizons,
but nevertheless nearly all impulse responses indicate that prices fall after the
shocks we have identi…ed. For Ecuador and El Salvador on the other hand, the
cost channel seems to be somewhat more important, as there are more "contractionary monetary policy shocks" that increase their price levels on impact. This
is consistent with the view that the working capital channel is more important for
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Figure 5.1: Impulse responses to those shocks that decrease prices in all dollarized countries, while increasing the federal funds rate. The shaded bars indicate the variables and
periods where the sign restrictions are imposed.

emerging economies than it is for the US, as short-term bank …nancing tends to
play a bigger role in the former (cf. Van Wijnbergen (1982, p. 134)).
Second, we …nd relatively little inertia in the price responses, which suggests
that prices were pretty ‡exible over the sample period: in all countries, the price response reaches its maximum (in absolute value) at very short horizons. Comparing
the sizes of these responses suggests that prices in the dollarized economies were
more ‡exible than those in the US. This is in line with the micro-level evidence
presented in Morandé and Tejada (2008), who report that emerging economies
typically exhibit less price rigidities than the US.
Finally, we fail to …nd a clear e¤ect of a monetary contraction on US output:
there are still quite a few "contractionary US monetary policy shocks" that do not
depress US real GDP. This already shows from Figure 1 (where a zero response is
contained in the 16 to 84 percent quantile band), but can also be seen by looking
at the distribution of all impact impulse responses for US GDP (Figure 2), which is
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Figure 5.2: Distribution of the impact impulse responses underlying Figure 1.

almost symmetric around zero. We thus cannot reject monetary neutrality, which
is consistent with our …nding that prices seem to have been rather ‡exible over
the sample period.

5.4.2

An agnostic identi…cation procedure

One can also increase the number of restrictions by restricting the response of the
US price level as well. This speci…cation is thus essentially the exercise in Uhlig
(2005), augmented with price data from the four dollarized countries. In this case,
we de…ne a contractionary US monetary policy shock as a shock that does not lead
to an increase in prices in all dollarized countries and the US, and does not lead
to a decrease in the federal funds rate.16
As Figure 3 shows, the additional restriction hardly a¤ects our previous results.
16

As in the previous section, we only impose the restrictions on prices after four months, to
allow for a short price increase after a monetary contraction as predicted by models with a
working capital channel.
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Apparently, nearly all shocks that increase the federal funds rate and decrease
prices in the dollarized countries, also decrease the US price level. Hence, the
additional restriction placed on US prices does not seem to add much information.
This is consistent with our underlying idea that a true monetary policy shock
should decrease the price level in all countries that use the US dollar. Again,
output fails to show a clear response.
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Figure 5.3: Impulse responses to those shocks that decrease prices in all dollarized countries and the US, while increasing the federal funds rate. The shaded bars indicate the
variables and periods where the sign restrictions are imposed.

As can be seen by comparing Figure 4 with Figure 2, the distributions of
impact impulse responses are also hardly a¤ected by the additional restriction.

5.4.3

A not-so-agnostic identi…cation procedure

Finally, we restrict the sign of the response of the …nal unrestricted variable (US
real GDP) and de…ne a contractionary US monetary policy shock as a shock that
does not lead to an increase in US prices and output, does not increase prices in
all four dollarized countries, and does not lead to a decrease in the federal funds
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Figure 5.4: Distribution of the impact impulse responses underlying Figure 3.

rate. This de…nition of a contractionary monetary policy shock is consistent with
a standard New Keynesian model.17
Of course, now the approach is no longer agnostic, but it is still interesting
to see what this exercise produces. In particular, it gives an answer to the question: "How di¢ cult is it, to …nd shocks that satisfy the standard New Keynesian
de…nition of a monetary policy shock?"
We have found it to be pretty di¢ cult. In this case, only 0.81 percent of all
candidate shocks satis…ed the imposed restrictions (against 4.77 percent in Section
4.2 and 4.90 percent in Section 4.1).18 Hence, there do not seem to be a lot of
shocks in the data that look like the standard New Keynesian monetary policy
shocks that we encounter so often in our models.
17
Here, we strictly follow the canonical New Keynesian model (which does not feature a working
capital channel) and impose the restrictions on prices as of impact already. Again, the results
are almost identical to those obtained when we remain slightly more agnostic by leaving prices
initially unrestricted for some months.
18
Given the small acceptance rate of the candidate shocks in this case, we increased the number
of candidate draws for M from 100,000 to 1,000,000.
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Figure 5.5: Impulse responses to those shocks that decrease prices in all dollarized countries, prices and output in the US, while increasing the federal funds rate. The shaded
bars indicate the variables and periods where the sign restrictions are imposed.

5.5

Robustness

We have found the results reported in the previous section to be very robust to
other sample periods, di¤erent VAR speci…cations and to changes in the duration
of the imposed restrictions. In this section, we will describe some of the robustness
checks that we have conducted. As most of the graphs resulting from the checks
are very similar to the original ones, we do not include the …gures in the main
text, but rather refer to an Appendix. Unless stated otherwise, results that are to
follow apply to the somewhat more agnostic identi…cation procedure, in which the
restrictions are imposed for one year after the shock (so K = 12). Again, when
we restrict prices, we only do this as of the fourth month after the shock has hit
(unless stated otherwise) to allow for the working capital view of monetary shocks.
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Figure 5.6: Distribution of the impact impulse responses underlying Figure 5.

5.5.1

VAR speci…cation

First, we investigated the robustness of our results to di¤erent speci…cations of
the VAR. We for example reproduced Figures 1 and 2 when we include a linear
time trend. As one can see in the Appendix, this hardly a¤ects the results. Similarly, one can verify that following Giordani’s (2004) suggestion by estimating
the VAR on the output gap and in‡ation (rather than on their levels, as is done
in the benchmark speci…cation) yields a very similar picture. Adding the IMF’s
commodity price index (which could be seen as an indicator of aggregate economic
conditions) does not a¤ect our conclusions either. Finally, we also checked that
our results are robust to the inclusion of either a monetary aggregate like M2 (as
this is argued for by Leeper and Roush (2003) and Favara and Giordani (2009)
among others) or to the inclusion of nonborrowed reserves (which was called for
by Christiano, Eichenbaum and Evans (1996)).19
19
When we use the speci…cation with nonborrowed reserves, we need to end the sample in
2007:12. Because of the …nancial crisis that followed, this variable turned negative from 2008:1
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Sample

As set out in Section 3, the benchmark results were generated by estimating
the VAR-coe¢ cients on samples of di¤erent lengths, so as to use all available
information for each country. In the Appendix we show that the results are fully
robust to limiting the analysis to the US, Panama and Puerto Rico only, in which
case all coe¢ cients can be estimated on data running from 1989:1 to 2010:7.
Moreover, the Appendix also contains results that were generated by restricting
the sample to the post-2001 period, during which all countries in our study were
o¢ cially dollarized. If we estimate the VAR over this period, we throw away the
available data points for the US, Panama and Puerto Rico from 1989:1 to 2000:12,
but as one can verify this does not seriously a¤ect the results either.
In addition, one can also consider di¤erent start and end dates for all variables
without signi…cantly a¤ecting the results. As reported in the Appendix, repeating
the analysis on data starting in 1984:1 (just after the Volcker disin‡ation period),
or in 1974:1 (when our series for Panama’s CPI starts) does not really change
anything. Similarly, the results are also robust to excluding the …nancial crisis
of the late 2000s from the sample (in that case, we end the dataset in 2007:12 when the Great Recession started according to the NBER Business Cycle Dating
Committee)

5.5.3

Sign restrictions

Finally, we also checked the robustness of our results by varying the number of
periods during which the sign restrictions are imposed (K). Uhlig (2005) …nds the
somewhat surprising result that the distribution of impulse responses for GDP
moves up with K (so the longer the sign restrictions are imposed, the bigger the
output puzzle becomes).
As Figure 7 however shows, this is not the case in the present setting. Instead,
the output impulse responses hardly change as we vary the duration of the restrictions. The impulse responses of the other variables are virtually una¤ected by our
choice of K as well (not reported).
Our results are also robust to imposing di¤erent starting periods for the sign
restrictions on prices. In our benchmark setting, we only impose the restrictions
to 2008:11 (which prevents us from taking logs).
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Figure 5.7: Impulse responses of GDP to those shocks that decrease prices in all dollarized countries, while increasing the federal funds rate for di¤erent durations of the sign
restrictions.

on prices as of the fourth month after the shock has hit (to allow for the working
capital view of monetary policy shocks). Of course, this is rather arbitrary, as
economic theory only suggests that the cost channel is unlikely to play a role "at
longer horizons" (without specifying the exact length of the horizon). However, as
shown in the Appendix, waiting with the imposition of the restrictions on prices
until eight months after the shock has hit, or imposing them as of impact already,
produces very similar results.

5.6

Conclusion

This paper has extended the traditional approach of identifying US monetary policy shocks through sign restrictions on US variables with additional information.
In particular, we have exploited the fact that certain Latin American countries
have dollarized their economies - thereby establishing an informal monetary union
with the US. Consequently, US monetary policy also a¤ects variables in those
client countries, as a result of which we have added price data from the latter to
the analysis. This makes it possible to place sign restrictions on more variables

5.6 Conclusion

125

(which should help to identify the shocks more precisely), while it is also useful in distinguishing monetary from non-monetary US shocks, as the former are
transmitted rapidly to the client countries via …nancial markets, while the latter
typically need more time to arrive in a di¤erent region.
Once we have included dollarized countries in the analysis, we identify US
monetary shocks by imposing sign restrictions on the federal funds rate and on
prices in the dollarized countries only. This approach thus allows us to remain
agnostic with respect to the response of both US output and prices. The fact that
one is able to remain agnostic on the response of the US price level has some value
if one is sympathetic to the working capital view of monetary policy shocks (as
Barth and Ramey (2001), Christiano, Eichenbaum and Evans (2005) and Ravenna
and Walsh (2006) are, among others). After all, if one believes that the working
capital channel is important (so that …rms need to borrow funds in order to be able
to pay for their production factors), the interest rate becomes a determinant of real
marginal costs and prices may show a short increase after a monetary contraction.
In that case, one misidenti…es the true monetary shock if a short-run positive price
response is ruled out by construction. Given the importance of understanding how
prices respond to policy shocks (after all, the price response determines whether
a certain action will manage to stabilize the economy or not), the current paper
is more agnostic on this issue and leaves the response of US prices unrestricted,
while the sign restrictions on prices in the dollarized countries are only imposed
after several months.
The results of this exercise however suggest that the working capital channel
does not play a big role in the US: nearly all shocks that we identify decrease US
prices as of impact already. So according to this …nding, the US price puzzle does
not seem to be an empirical fact that is to be matched by theoretical models. It
rather seems to be a consequence of monetary policy shock misidenti…cation (as
argued in Canova and Pina (2005) and Carlstrom, Fuerst and Paustian (2009)).
For Ecuador and El Salvador on the other hand, there is more evidence that the
working capital channel plays a role. This is consistent with the idea that the
cost channel is more important for emerging economies than it is for the US, as
short-term bank …nancing typically plays a bigger role in the former.
Finally, we …nd Uhlig’s (2005) conclusion that monetary shocks do not seem
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to have a clear e¤ect on real GDP, to be very robust.20 So besides detecting
only very few innovations that satisfy the working capital view of monetary policy
shocks in the US, we do not …nd many shocks that are in line with a standard
New Keynesian model either.
For future work, one can think of extending the current analysis with even
more variables. As this reduces the parsimony of the VAR, this calls for a factor
augmented VAR-approach. Amir Ahmadi and Uhlig (2009) already do this with
US variables, which allows them to impose a large number of sign restrictions on
the latter. However, as argued before, variables in dollarized countries are subject
to the same monetary shocks as their US equivalents. Consequently, they also
contain useful information on US monetary policy. Adding data from dollarized
economies to a factor augmented VAR might therefore be a logical next step along
this line of research.

20

The sign restrictions study by Faust, Swanson and Wright (2004) also fails to …nd a clear
e¤ect of contractionary US monetary policy shocks on US GDP (despite the fact that they are
less agnostic and restrict the output response to be non-positive on impact).

Chapter 6

Conclusion
Although conscious policy experimentation would be welcomed by the econometricians in most of us, the fact that there is no escaping from experiments …red
at the macroeconomy makes policy makers hesitant to look for more information
in an active manner. There are however cases in which policy experimentation is
both possible and present and it are these cases that this thesis has focused at.
Chapter 1 considered the learning process of voters who are undergoing an
economic reform. Since reforms tend to take place gradually (e.g. due to political
constraints or due to the fact that a true "big bang" reform would be too costly in
terms of adjustment costs), they naturally tend to obtain a sequential dimension.
As a result, voters who are uncertain on the e¤ect the policy will have on their own
well-being, can exploit this sequential dimension to update their beliefs on this.
In Chapter 1, it is shown that good news on the completed parts of the reform
can actually be detrimental to the probability of the reform being completed. The
reason is that the process of revealing reform outcomes is an example of sampling
without replacement: if it is revealed that a certain agent other than you is a
winner, there is one winning place less left where you can end up in. If updating
on the aggregate dimension of the problem is insu¢ cient to make up for this "lack
of replacement e¤ect", the revelation of winners early on in the reform makes
the median voter more negative on his own chances of ending up as a winner.
Chapter 1 shows that this e¤ect can even lead to a loss of majority support for
the reforming government. In practice, there are many examples of reforms that
started o¤ successfully (all the reformed …rms/sectors turned out to be winners),
but nevertheless the reforming governments were kicked out of o¢ ce before the
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reform was completed - a counterintuitive observation that could be explained by
the mechanism underlying Chapter 1 of this thesis.
Chapter 2 has shown that uncertainty on the causes of climate change (as
present with climate skeptics), gives policy makers an experimentation motive. In
particular, it gives them an incentive to experiment by emitting less greenhouse
gases. The reason is that such a policy eases the learning process on the cause of
global warming (which is valuable to know), while this strategy is simultaneously
robust to misspeci…cation. Hereby, it is shown that even climate skeptics have
an incentive to reduce greenhouse gas emissions relative to current levels, as a
result of which the question whether one is a "climate believer" or a climate
skeptic becomes of subordinate importance from a policy point of view. After all,
the policy implications of the di¤erent positions are surprisingly consistent: both
"climate believers" as well as climate skeptics should argue in favor of a more
cautious climate policy. The former, trivially, because they are convinced that
emitting greenhouse gases is damaging (which is/was not taken into account by
most current/recent policy makers), while the latter (who apparently …nd current
emission levels not informative enough on the causes of climate change) should do
so for learning considerations.
In Chapter 3 I have analyzed the optimal pricing strategy of a seller who faces
uncertainty on the time-varying slope of his demand curve. Such a form of uncertainty makes it optimal for this seller to experiment consciously with the relative
price he posts. Resulting price patterns show a lot of discreteness (as observed in
the data), which has proved to be a major challenge to most price setting models.
The model’s learning dynamics are able to reconcile individual price ‡exibility
with aggregate price sluggishness, while the experimentation motive may be an
explanation for the presence of many idiosyncratic price changes in the data and
the observation that prices are more volatile than costs.
The …nal two chapters of this thesis (Chapters 5 and 6) exploited the existence
of a natural setting that is convenient when it comes to analyzing the e¤ects of
US monetary policy shocks. The setting consists of the fact that there are certain
countries that use the US dollar (and thereby import US monetary policy) just like
genuine US states do, without being perfectly integrated with the US economy.
Consequently, non-monetary US shocks are not transmitted instantaneously and
perfectly to these countries (in sharp contrast to the monetary shocks) as a result
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of which this natural setting works a bit like an ideal …lter.
This …ltering capacity was exploited in Chapter 4. The idea is to turn the focus
of the typical structural VAR exercise upside-down. Where the standard study
in this literature tries to …nd the perfect shock identi…cation scheme, this chapter
asks: if shock identi…cation is so di¢ cult, can’t we …nd a natural setting that
reduces the consequences of the almost inevitable misidenti…cation of monetary
shocks? It is then argued that the fact that the dollarized countries considered are
not perfectly integrated with the US economy, is such a natural setting. Because of
the imperfect economic integration, non-monetary US shocks are not transmitted
perfectly and instantaneously to the client countries. Monetary US shocks on the
other hand, are transmitted quickly via …nancial markets as a result of which they
are likely to dominate the responses of variables in dollarized countries (at least
at short horizons). It is shown that the "price puzzle" disappears via this route
without making any changes to the standard monetary VAR speci…cation. Output
on the other hand does not show a clear response, so monetary neutrality cannot
be rejected.
Chapter 5 tried to identify US monetary policy shocks by placing sign restrictions on variables in dollarized countries. This enables us to use all available
information, restrict more variables and leave the responses of US output and
prices unrestricted (to allow for the working capital view of monetary shocks).
We …nd only little evidence for the latter in the US, as prices fall immediately
after most contractionary shocks that we identify. Again, monetary shocks do not
seem to have a clear e¤ect on real GDP.
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Chapter 7

Summary in English
If you put two economists in a room, you get two opinions. Unless
one of them is Lord Keynes, in which case you get three opinions.
Winston Churchill
For a long time already, economists are criticized for not being able to reach
a consensus view on important policy issues. Although some exaggerate this accusation to a great extent, there is an element of truth in it: opinions on the
e¤ectiveness of the two most important business cycle stabilization tools (…scal
and monetary policy) for example widely di¤er.
The reason for this lack of consensus lies in the fact that it is not easy to
investigate "the economy" in a scienti…c way: when a chemist wants to know what
happens when he mixes two substances, he can simply conduct an experiment most often without fatal consequences. However, when an economist wants to
know what happens when a decentralized economic structure is substituted for a
centralized one, the costs of conducting such an experiment can be huge (recall
the communist "experiment").
Because experimenting on actual economies can therefore be classi…ed as immoral, and because it is practically infeasible to capture the entire economy in a
laboratory environment, economists took a di¤erent route: instead of experimenting on actual economies, they started to build mathematical models (that often
take the form of computer programs) that mimic the real economy. Subsequently,
we can …re all possible experiments at these models (which can be thought of as
virtual approximations to the real world), without endangering our real economy.
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The crucial question then however becomes: to what extent do the model
predictions coincide with what would happen if the policy change would be implemented in reality? In this respect, the necessary assumptions every model has
to make are crucial: depending on these assumptions, the model will give di¤erent
answers as a result of which di¤erent economists in a room can get to di¤erent
conclusions. Some of these assumptions will be innocent, while others could lead
to the wrong conclusion.
Since we do not know ex ante which assumptions deserve the label "innocent"
(as a result of which we are uncertain on which model is "the correct one"), information extracted from actual economies continues to be valuable - especially when
this information is generated by experiments. This thesis therefore focuses at the
analysis of experimental behavior. Because despite the objections that are associated with experiments, there are environments in which experimentation is both
possible and/or optimal, while experimental data are sometimes also generated in
a more or less accidental fashion.
First of all, experimentation is possible (and present) around economic reforms. In such an environment, experimentation can be both conscious as well
as accidental. China for example consciously established Special Economic Zones
in the 1970s where they experimented with market forces. Experimentation in
transition countries on the other hand was of a more accidental nature: because
of political constraints, some reforms were started earlier than others, as a result
of which both policy makers and voters had the opportunity to learn from the
early reforms. Chapter 1 of this thesis analyses the learning process for voters
who are uncertain on whether they will bene…t from a certain reform or not. The
chapter shows that the process of revealing reform outcomes is an example of sampling without replacement: when it is revealed that individual X is a winner, all
the other uncertain individuals realize that this implies that there is one winning
place less left for them to end up in. Consequently, they become more pessimistic
on their own chances of gaining from the reform which may even lead to a situation
in which they suspend their support to the reforming government. Herewith, this
chapter provides an explanation for the puzzling observation that many reformist
governments are voted out of o¢ ce, even though (or maybe it is better to say:
because of) their reform started o¤ successfully.
Inspired by the observation that many policy makers (as well as members of
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the public) still question the link between man-made emissions of greenhouse gases
and recent increases in global temperature, Chapter 2 investigates what kind of
policy these climate skeptics should favor. First, the chapter shows that a skeptical
decision maker obtains an experimentation motive, so as to speed up his learning
process on the causes of global warming. In particular, it is shown that it gives
skeptics an incentive to reduce greenhouse gas emissions. The reason is that such
a more aggressive policy eases their learning process on whether global warming
is anthropogenic or not, which is valuable to know since the optimal policy depends on the answer to this question. Although an increase in emissions would
also facilitate learning, that option su¤ers from the fact that emitting greenhouse
gases is irreversible - thereby leaving downward experimentation as the most favorable option. Consequently, the question whether one is climate skeptic or not,
becomes irrelevant from a policy perspective: whatever position in the debate one
has, one should argue for a reduction in emissions relative to current levels. For
"climate believers" this follows trivially from the fact that they are convinced that
emitting greenhouse gases is damaging (which was/is not taken into account by
most recent/current policy makers), while climate skeptics should argue in favor
of lower emissions for learning considerations.
Chapter 3 analyzes the optimal pricing strategy of a seller who is uncertain
on the slope of this demand curve (which varies over time). As a result of this
uncertainty, the seller obtains an incentive to experiment with his price, as such
a pricing strategy generates more information on the unobserved demand curve.
In such an environment, it turns out to be optimal to let the price of a product
alternate between a "high" and a "low" price. Hereby, the model is able to replicate
the empirical observation that prices tend to bounce back and forth between two
more or less rigid values (a "normal" price and a "sale" price), which has proved to
be a challenge to most models of price setting. In addition, the model shows that
price ‡exibility at the individual level does not necessarily translate into aggregate
price ‡exibility, which is an important issue for monetary authorities.
Insofar the analysis of the e¤ects of monetary policy is concerned, comparable
experimentation motives arise. Since monetary authorities typically respond to
economic developments, it is di¢ cult to separate cause and e¤ect: when the ECB
lowers the interest rate to combat a …nancial crisis, it is not clear whether the
resulting change in production is due to the underlying crisis, or due to the policy
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change of the ECB.
Consequently, economists are continuously looking for unpredictable, exogenous changes in monetary policy: after all, around those events there are no other
disturbing factors present, as a result of which any response in economic variables
should be due to the change in monetary policy.1 One way to generate such exogenous disturbances is conscious experimentation. The ECB’s board could for
example agree to base their interest rate decisions on, say, the outcome of a game
of roulette: if a black number comes up, the interest rate goes up by 0.25 percentage points, while a red number makes them decrease the rate by the same
amount.2 Although such a policy could learn economists a great deal about how
the economy works, there are legitimate objections to such a strategy: it subjects
the inhabitants of this monetary union to a (potentially costly) experiment, from
which there is almost no escaping.3
The last two chapters of this thesis therefore look at an accidental situation
that is able to avoid the cause-e¤ect problem, namely the existence of dollarized
countries. These are countries such as Ecuador, which no longer have their own
currency but use the US dollar instead for their daily transactions. Hereby they
import US monetary policy in the same way as, say, Texas does. However, when
the Federal Reserve sets the interest rate, it does not pay attention to economic
circumstances in these dollarized countries (instead, the Fed only looks at domestic
conditions). Seen from the dollarized countries, it looks therefore as if the Federal
Reserve determines its monetary policy by a game of roulette: in any case, US
policy does not respond to developments in these dollarized countries, as a result
of which it is easier to identify the causal e¤ect because there are less disturbing
factors present.
Chapter 4 fully relies on the aforementioned …ltering capacity of the dollarized countries: the idea is that the unpredictable changes in monetary policy (the
1

This can be compared to the use of randomized experiments in e.g. the medical sciences,
where one also wants to eliminate sources of noise. The death rate in hospital Y for example
does not say anything about the hospital’s quality: it is after all perfectly possible that hospital
Y receives patients that face tougher diseases compared to other hospitals (this is an example of
noise). Only once the patients are allocated over the various hospitals in a random manner, the
death rate in hospital Y becomes informative of its quality.
2
This would more or less be the economic equivalent of the randomized patient allocation
referred to in the previous footnote.
3
To continue the analogy with the medical sciences: this would be comparable to adding a
substance with unknown e¤ects to our drinking water, to …nd out what this substance actually
does to us.
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so-called monetary policy shocks) immediately a¤ect variables in dollarized countries (transmission of monetary shocks occurs almost instantaneously via …nancial
markets), while non-monetary shocks need time for this. Consequently, we are
able to get an idea of the true causal e¤ect of an exogenous change in monetary
policy (at least at short horizons). Such an analysis suggests that prices fall after
a monetary contraction, while there is no clear e¤ect on production.
Finally, Chapter 5 also exploits the information available in dollarized countries, but uses sign restrictions to identify the monetary shocks. Sign restrictions
are a way to incorporate prior knowledge (for example derived from theoretical
models) into the analysis. In this respect, there is for example consensus among
most economists that a monetary contraction is associated with an increase in the
interest rate and a decrease of the price level in the medium run. The short-run
response of prices is debated, however: although the standard model predicts that
prices fall immediately after a monetary contraction, it is possible that this only
happens after a short period of in‡ation. This could be due to the fact that the
interest rate is part of production costs, as a result of which an increase in the
interest rate also implies an increase in production costs (this is also referred to
as the "working capital channel"). If this cost increase is then passed on to consumers, in‡ation is a fact. In order to stay agnostic with respect to the debated
short-run response of the price level, the method developed in Chapter 5 does
not place any restrictions on the short-run response of prices, while it also leaves
the US price response unconstrained. Instead, the method obtains its information
from the dollarized countries. Despite the agnosticism on the short-run response
of prices, the results of this chapter indicate the prices tend to fall after a monetary contraction. Hence, the working capital channel does not seem to be of great
importance. Just like in Chapter 4, there is no clear e¤ect of monetary shocks on
output visible.
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Chapter 8

Summary in Dutch
Wanneer je twee economen in één kamer stopt, krijg je twee meningen. Tenzij één van hen Lord Keynes is; dan krijg je er drie.
Winston Churchill
Sinds jaar en dag wordt economen verweten dat ze niet in staat zijn consensus te bereiken omtrent belangrijke beleidsvraagstukken. Alhoewel sommigen dit
verwijt schromelijk overdrijven, zit er ergens een kern van waarheid in: wanneer
het bijvoorbeeld gaat om de twee belangrijkste instrumenten die ingezet worden
in het stabiliseren van conjunctuurgolven (…scaal en monetair beleid), lopen de
meningen over de e¤ectiviteit hiervan scherp uiteen.
De reden voor dit gebrek aan overeenstemming ligt in het feit dat de economie
zich niet gemakkelijk op wetenschappelijke wijze onder handen laat nemen: wanneer een scheikundige wil weten wat er gebeurt wanneer hij twee substanties
samenvoegt, kan hij simpelweg een experiment uitvoeren - meestal zonder al te
grote gevolgen. Echter, wanneer een econoom wil weten wat er gebeurt wanneer
een decentraal georganiseerde economie wordt ingewisseld voor een centraal geleide
economie, kunnen de kosten van het in de praktijk brengen van een dergelijk idee
enorm zijn (denk aan het communistische "experiment").
Omdat het experimenteren op de werkelijke economie hierdoor als bezwaarlijk kan worden aangemerkt, en omdat het onmogelijk is de volledige economie in
een laboratoriumomgeving te vangen, zijn economen in andere weg ingeslagen: in
plaats van te experimenteren op de werkelijke economie, bouwen ze wiskundige
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modellen (vaak in de vorm van computerprogramma’s) die de economie nabootsen. Op een dergelijk model (wat je kunt zien als een virtuele benadering van de
werkelijke economie) kunnen vervolgens alle experimenten afgevuurd worden waar
economen in geïnteresseerd zijn, zonder dat onze echte economie hierbij gevaar
loopt.
De cruciale vraag wordt dan echter: tot op welke hoogte komen de voorspellingen van het model overeen met wat er zou gebeuren wanneer het voorstel in de
praktijk gebracht zou worden? In dit opzicht zijn de noodzakelijke aannames die
elk model moet maken cruciaal: afhankelijk van de aannames waar een modelbouwer zich op baseert, zal zijn model verschillende antwoorden geven waardoor
verschillende economen in een kamer tot verschillende conclusies kunnen komen.
Sommige van deze aannames zullen onschuldig zijn, terwijl andere tot de verkeerde
conclusie kunnen leiden.
Aangezien we vooraf niet weten welke aannames het predicaat "onschuldig"
verdienen (en daardoor in het duister tasten over de vraag welk model nu "het
juiste" is), is informatie verkregen uit werkelijke economieën nog altijd waardevol vooral wanneer deze informatie door experimenten is gegenereerd. Het analyseren
van experimenteel gedrag is dan ook de focus van dit proefschrift. Want ondanks
de bezwaren die er aan experimentatie kleven, zijn er wel degelijk omgevingen
waarin experimentatie mogelijk en/of wenselijk is, terwijl het soms ook op min of
meer toevallige wijze tot stand komt.
Zo is experimentatie allereerst mogelijk (en ook aanwezig) bij het doorvoeren
van economische hervormingen. In een dergelijke omgeving kan experimentatie
zowel bewust als toevallig zijn. Zo heeft China in de jaren ’70 bijvoorbeeld bewust speciale zones ingesteld waarin geëxperimenteerd werd met marktwerking.
Experimentatie in de voormalig oostblok landen had een meer accidenteel karakter: in die landen werden sommige hervormingen nu eenmaal eerder gestart dan
andere (bijvoorbeeld door politieke obstakels), waardoor zowel beleidsmakers alsook kiezers de mogelijkheid hadden om te leren van de vroege hervormingen.
Hoofdstuk 1 van dit proefschrift analyseert het leerproces voor kiezers die onzeker
zijn of de hervorming gunstig voor hen uitpakt, of juist niet. Het hoofdstuk laat
zien dat het onthullen van hervormingswinnaars en -verliezers een voorbeeld is
van "trekking zonder teruglegging": wanneer onthuld wordt dat individu X een
winnaar is, realiseren alle andere onzekere individuen zich dat dit betekent dat er
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één winnaarsplek minder over is. Hierdoor schatten zij de kans dat zij eveneens
zullen pro…teren van de hervorming lager in en kunnen ze zelfs zo pessimistisch
worden dat ze de steun aan de regering opzeggen. Hiermee geeft dit hoofdstuk
een verklaring voor de verrassende constatering dat veel hervormingsgezinde overheden weggestemd worden, zelfs (of misschien beter gezegd: vooral) wanneer de
hervorming tot dan toe een succes is.
Geïnspireerd door de observatie dat veel beleidsmakers (alsmede "het publiek") de link tussen broeikasgasuitstoot en de opwarming van de aarde nog altijd
in twijfel trekken, bekijkt Hoofdstuk 2 wat voor een beleid dergelijke klimaatsceptici eigenlijk zouden moeten voorstaan. Het hoofdstuk laat allereerst zien dat
sceptici een reden hebben om te experimenteren, om zo hun leerproces aangaande
de oorzaken van klimaatverandering te faciliteren. Meer speci…ek wordt aangetoond dat sceptici broeikasgas emissies zouden moeten terugdringen. De reden
is dat een dergelijke strategie hun leerproces omtrent de vraag of de recente opwarming gedreven is door menselijk handelen of niet bespoedigt. Aangezien het
optimale beleid afhangt van het antwoord op deze vraag, zijn de oorzaken van klimaatverandering waardevol om te weten. Alhoewel een verhoging van de uitstoot
dit leerproces eveneens zou faciliteren, heeft die optie als nadeel dat het uitstoten
van broeikasgassen onomkeerbaar is. Hierdoor blijft neerwaartse experimentatie
als de meest attractieve optie over. Een gevolg hiervan is dat de vraag of men
klimaatsceptisch is of niet, irrelevant wordt in de beleidsdiscussie: welke positie
men ook inneemt, men zou moeten pleiten voor een vermindering van broeikasgasemissies. Voor "klimaatgelovers" volgt dit direct uit het feit dat zij geloven
dat het uitstoten van broeikasgassen schadelijk is (hetgeen niet in overweging is
genomen door veel van de huidige/recente beleidsmakers), terwijl klimaatsceptici
dit zouden moeten doen uit leeroogpunt.
Hoofdstuk 3 analyseert de optimale prijsstrategie van een ondernemer die
onzeker is omtrent de helling van zijn vraagcurve (welke varieert over de tijd).
Door deze onzekerheid krijgt de ondernemer een prikkel om te experimenteren
met zijn prijs, aangezien een dergelijke strategie meer informatie genereert over
de (onzichtbare) vraagcurve. In zo’n omgeving blijkt het optimaal te zijn om de
prijs van een product te laten alterneren tussen een "hoge" en een "lage" prijs.
Hierdoor repliceert het model de empirische observatie dat prijzen heen en weer
stuiteren tussen twee min of meer rigide waardes (een "normale" prijs en een
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"aanbieding"), hetgeen een uitdaging is voor de meeste prijsmodellen. Daarnaast
laat het model zien dat prijs‡exibiliteit op individueel niveau zich niet noodzakelijkerwijs vertaald in algehele prijs‡exibiliteit, wat een belangrijk punt is voor
monetaire autoriteiten.
Wanneer het gaat om het analyseren van de e¤ecten van monetair beleid,
komen vergelijkbare experimentatie motieven om de hoek kijken. Aangezien monetaire autoriteiten normaliter reageren op economische ontwikkelingen, is het moeilijk om oorzaak en gevolg uit elkaar te houden: wanneer de ECB de rente verlaagt
om een …nanciële crisis te lijf te gaan, is het niet duidelijk of de resulterende verandering in productie nu door de onderliggende crisis komt, of door de rentewijziging
van de ECB.
Daarom zijn economen voortdurend op zoek naar onvoorspelbare, exogene veranderingen in monetair beleid: bij zulke wijzigingen zijn er immers geen andere
verstorende factoren, waardoor iedere reactie wel door het monetaire beleid móet
komen.1 Één manier om dergelijke exogene veranderingen te genereren is bewuste
experimentatie. Zo zou de Raad van Bestuur van de ECB bijvoorbeeld af kunnen
spreken de rentebesluiten te laten beïnvloeden door, zeg, een draai aan een roulettewiel: wanneer er een zwart nummer valt gaat de rente met 0.25 procentpunt
omhoog, terwijl een rood nummer de rente met 0.25 procentpunt doet dalen.2
Alhoewel een dergelijk beleid economen zeer veel zou leren over de werking van
de economie, kleven er terechte bezwaren aan een dergelijke strategie: het onderwerpt de inwoners van deze monetaire unie immers aan een (mogelijk kostbaar)
experiment waar haast geen ontkomen aan is.3
Daarom kijk ik in de laatste twee hoofdstukken van dit proefschrift naar een
toevallige situatie die het oorzaak-gevolg probleem kan omzeilen, namelijk het
bestaan van gedollariseerde landen. Dit zijn landen zoals Ecuador, die geen eigen
munt meer hebben maar de Amerikaanse dollar gebruiken in hun dagelijkse mon1

Dit is vergelijkbaar met het gebruik van gerandomiseerde experimenten in bijvoorbeeld de
medische wetenschappen, waar men eveneens verstorende factoren uit wil schakelen. Zo zegt
het sterftecijfer in ziekenhuis Y niets over de kwaliteit ervan: het kan immers zo zijn dat de
patiënten die naar ziekenhuis Y worden gebracht ernstigere aandoeningen hebben dan die in
andere ziekenhuizen (dit is een voorbeeld van een verstorende factor). Pas wanneer de patiënten
op een willekeurige wijze over de ziekenhuizen worden verdeeld (zodat verstorende factoren worden
uitgeschakeld), zegt het sterftecijfer in een ziekenhuis iets over de kwaliteit.
2
Dit is het economische equivalent van de willekeurige patiënttoewijzing uit de vorige voetnoot.
3
Om de link met de medische wetenschappen nogmaals te maken: dit is vergelijkbaar met het
toevoegen van een stof waarvan we de werking nog niet goed kennen aan het drinkwater om zo
te leren wat deze stof nu eigenlijk met ons doet.
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etaire transacties. Hierdoor importeren ze het Amerikaanse monetaire beleid op
eenzelfde wijze als, zeg, Texas dat doet. Echter, wanneer het Amerikaanse stelsel
van centrale banken haar rentebesluit neemt, let zij hierbij niet op de economische omstandigheden in de gedollariseerde landen (hiervoor kijkt ze alleen naar de
eigen Amerikaanse economie). Daardoor is het vanuit de gedollariseerde landen
bezien net alsof de Amerikaanse centrale bank haar monetaire beleid bepaalt met
behulp van een roulettewiel: in ieder geval reageert het Amerikaanse beleid niet op
ontwikkelingen in de gedollariseerde landen, waardoor er daar minder verstorende
factoren aanwezig zijn en het makkelijker is het causale verband bloot te leggen.
Hoofdstuk 4 vaart volledig op de bovenstaande …lterende werking van de gedollariseerde landen: het idee is dat de echte onvoorspelbare wijzigingen in monetair beleid (de zogenaamde monetaire schokken) onmiddellijk variabelen in gedollariseerde landen beïnvloeden (de transmissie van monetaire schokken geschied
immers vrijwel direct via …nanciële markten), terwijl de conjunctuurschommelingen met een niet-monetaire oorzaak hier tijd voor nodig hebben. Daardoor kunnen
we (in ieder geval op de korte termijn) een redelijk goede indicatie krijgen van wat
nu het causale e¤ect is van een onvoorspelbare monetaire beleidswijziging. Een
dergelijke analyse suggereert dat prijzen dalen na een monetaire verkrapping, terwijl er geen duidelijk e¤ect op productie zichtbaar is.
Hoofdstuk 5, tenslotte, buit eveneens de informatie die aanwezig is in gedollariseerde landen uit, maar gebruikt tekenrestricties om de monetaire schokken te
identi…ceren. Tekenrestricties zijn een manier om voorkennis (bijvoorbeeld verkregen via theoretische modellen) in de analyse te betrekken. Zo is er een consensus
onder de meeste economen dat een monetaire verkrapping gepaard gaat met een
verhoging van de rentestand en een daling van het prijsniveau op de middellange
termijn. Het gedrag van prijzen op de korte termijn wordt echter nog hevig betwist: alhoewel het standaardmodel voorspelt dat prijzen onmiddellijk dalen na
een monetaire verkrapping, is het theoretisch ook mogelijk dat er eerst een korte
periode van in‡atie aanbreekt. Dit kan zijn omdat de rentestand deel uitmaakt
van de productiekosten, waardoor een verhoging van de rentestand ook een verhoging van de productiekosten impliceert (dit wordt ook wel het "werkkapitaal
kanaal" genoemd). Wanneer deze verhoging vervolgens wordt doorberekend aan
consumenten, is in‡atie een feit. Om agnostisch te blijven wat betreft het gedrag
van prijzen op de korte termijn, plaatst de methode ontwikkeld in Hoofdstuk 5
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geen restricties op de korte termijn reactie van het prijsniveau en wordt ook het
prijsniveau in de VS niet beperkt in haar reactie. In plaats daarvan haalt de
methode informatie uit de gedollariseerde landen. Ondanks het agnosticisme aangaande de korte termijn reactie van prijzen, geven de resultaten aan dat prijzen
meestal dalen na een monetaire verkrapping. Het werkkapitaal kanaal lijkt dus
niet erg belangrijk te zijn. Net als in Hoofdstuk 4, is er geen duidelijk e¤ect van
monetaire schokken op productie zichtbaar.
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