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Chapter 4 The normativity of inaccessible 
obligations 
 
 
 
 
 
4.0 Introduction 
 
The previous chapter argued that neither the principle that ‘ought’ implies 
‘can’, nor the commonly offered justifications for this principle, provide 
grounds for rejecting the possibility of inaccessible obligations. In this chapter, 
I examine a different suggestion for what the problem with inaccessible 
obligations (and inaccessible rights and wrongs) might be, namely, that 
inaccessible obligations have no ‘normative force’. If inaccessible obligations 
have no normative force, then those defending the view that there are such 
things as inaccessible obligations appear to face a serious problem: plausibly, 
normativity is essential to our understanding of moral obligation, and of 
deontic status more generally. We might say that if inaccessible obligations 
indeed lack normative force, they do not deserve to be called ‘obligations’. 
Somewhat more conspicuously, the objection can be understood as resting on 
the claim that there is no such thing as a ‘non-normative obligation’; if 
inaccessible obligations are not normative, that just means that there are no 
inaccessible obligations. We can call this ‘the objection from failed 
normativity’ against inaccessible obligations.  

As a first step towards assessing the cogency of the objection from 
failed normativity, I start by giving it a more careful formulation in section 
(4.1). Normativity, I suggest, can be understood in terms of reasons; the 
objection, thus understood, turns on the possibility that there is not (or at 
least, not always) sufficient reason to comply with inaccessible obligations. In 
this section, I also outline some ways of supporting this contention, which turn 
on the question of whether there are any epistemic conditions on 
‘reasonhood’. Section (4.2) discusses the thesis that if a fact is a reason to act 
for an agent, the agent in question must be aware of that fact. Section (4.3) 
discusses the weaker thesis that if a fact is a reason to act for an agent, that 
fact must be accessible to the agent in question. I argue that we can reasonably 
reject both these claims: there are positive considerations that count against 
them, and in addition, the considerations which may look like sources of 
support for these claims–considerations having to do with the explanatory 
role of reasons, the role of reasons in deliberation, and the relation between 
reasons and rationality–do not in fact provide the needed support. Section 
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(4.4) summarizes the main moves made in this chapter, and offers some 
concluding remarks.  
 
 
4.1. The objection from failed normativity 
 
4.1.1. Normativity  
 
There is more than one thing we may try to convey in saying that moral 
obligation (and deontic status more generally) is ‘essentially’ or ‘inherently’ 
normative. I follow the common and, I believe, quite plausible approach of 
taking claims about normativity to be, or at least to be capable of being 
reformulated as, claims about reasons.1 As Joseph Raz has put it at one point, 
‘[t]he normativity of all that is normative consists in the way that it is, or 
provides, or is otherwise related to reasons’ (1999: 67); comparable 
statements can be found in the works of many other contemporary writers on 
the subject of normativity.2 Raz may be overstating the case here: perhaps not 
all normativity can be understood in terms of reasons (more on this below), 
but even if that is so, the question ‘are inaccessible obligations normative?’ can 
plausibly be understood as asking ‘do we have reason to comply with 
inaccessible obligations?’ even if we conclude that answering the latter 
question only answers the former in part, and more can (and perhaps needs to 
be) said for a full answer.3 

                                                             
1 The leading alternative is to explicate the notion of normativity in terms of ‘ought’ 
(see, e.g., Gibbard 2003, among others). Regarding (moral) obligations to act, the claim 
that such obligations ‘are normative’ amounts, on this interpretation, to the claim that 
necessarily, if A is obligatory for S, then S ought to do A. I find this way of interpreting 
attributions of normativity considerably less helpful than the one that is discussed in 
the text, because (a) it is highly plausible that ‘ought’ has a non-normative sense (as in 
‘the train ought to be here by now’), so we still need a way of identifying the 
normative sense of ‘ought’, and (b) a very plausible way to do so is to maintain that 
the normative sense of ‘ought’ is the one connected to reasons. Furthermore, (c) it is 
not clear what, if any, prima facie plausible principles regarding the concept OUGHT 
that we can appeal to which do not reduce to those already discussed about the 
concept OBLIGATION, whereas with respect to the concept REASON, there are widely 
accepted ideas about their role in explanation and deliberation which may appear to 
provide grounds for the conclusion that reasons are (and have to be) accessible, and 
therefore, obligations are as well. Thus if anything, my construal of what normativity 
involves helps those who push this objection.  
2 See Schroeder (2007: 81) for further references, and some discussion of the point. 
3 For instance, John Broome writes that while reasons ‘are undoubtedly important, … 
normativity has other important features’; besides reasons, ‘the normative world 
contains features of a different sort, which I call “normative requirements”’ (2004; cf. 
Broome 1999). In later work, however, Broome expresses skepticism about whether 
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We have more than one option for spelling out what it means for 
moral obligations to ‘be normative’ in terms of reasons. An action’s being 
morally obligatory or required is, it is plausible to think, no light matter; as a 
first pass, we might therefore try the following: 
 

1’. Necessarily, if doing A is obligatory for S, then A is the action, of those 
available, there is most reason to perform for S. 

 
Many find (1’) an attractive idea, because they believe that an action’s being 
obligatory either itself is, or merely entails, the existence of, a decisive 
(overriding, authoritative, etc.) reason to perform that action.4 No matter what 
reasons for not doing the act that is one’s duty there are in certain situations, 
there is always a stronger reason to do what one morally ought to do–this, the 
suggestion goes, is simply (part of) what it is for an action to be morally 
required.5 At the same time, many others find (1’) utterly implausible, and 
hold instead that at least sometimes, and perhaps quite often, there is 
sufficient reason to refrain from doing what one morally ought to do.6 If there 
are situations in which we are under a moral obligation to, say, give up our 
own life for that of others, abandon a project that is central to our identity, 
save the greater number even if that means letting our own children (spouses, 
parents, etc.) die, and so on, then perhaps we do not always have most reason 
to do what we are morally obligated to do. When there is enough at stake that 
matters from a personal point of view, the reasons to do what one is morally 
obligated to do can be outweighed.7 These are interesting questions, but they 
are not our concern here; perhaps we can sidestep the question of whether 

                                                                                                                                                           
these requirements–which he there dubs ‘requirements of rationality’–really are 
normative, noting that he ‘can find no ground for thinking that rationality is 
normative’ (2007 b; cf. Broome 2005). See section (4.2.4) for further discussion of the 
relation between reasons and rationality. 
4 As this disjunctive formulation indicates, I take no stand on whether there being a 
moral obligation itself is or provides a reason, or only entails that there is a reason (or 
set of reasons), to perform the obligatory action.  
5 Kant is plausibly understood as holding this sort of view; see especially chapters 1 
and 2 of the Groundwork.  
6 Such is the upshot of Sidgwick’s ‘dualist’ view of practical reason; see the concluding 
chapter of The Methods of Ethics (Sidgwick 1981 [1907], cf. Parfit [2011: 130-149]).   
7 A different conclusion that one could draw instead is that we were not morally 
required to do these things in the first place, as the ‘personal point of view’ is, and 
must be, accommodated ‘within’ the moral point of view, so to speak. This idea is 
developed in detail by Samuel Scheffler (1994, especially chapter 3), for example. This 
move would obviate the need for modifying (1’) into (1), at least in so far as this 
modification is motivated by concerns about clashes between what morality requires 
and ‘the personal point of view’.  
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doing what is morally obligatory is always supported by the total balance of 
reasons by modifying (1’) in the following way: 
 

1. Necessarily, if doing A is obligatory for S, then A is the action, of those 
available, there is most moral reason to perform for S. 

 
Thus modified, the resulting view about the relationship between obligation 
and practical reasons leaves open whether there are other, and possibly 
weightier non-moral (personal, prudential, etc.) reasons that bear on what to 
do in the situation; we therefore no longer find ourselves in obvious conflict 
with a great many of the intuitions that underlie the rejection of (1’).  

However, the proposed modification immediately invites the question 
‘what makes a reason a moral reason’? And it is not clear whether there is a 
satisfying answer to this question. Be that as it may, I am inclined to think we 
can make do without an answer here. None of the cases we have considered so 
far involved a (real or apparent) conflict between the agent’s basic or 
‘grounding’ projects, continued existence, special relations, etc. on the one 
hand and the demands of morality on the other; all of the considerations 
relevant to the options agents face in the cases that interest us can safely be 
assumed to be moral considerations, whatever being a ‘moral consideration’ 
exactly turns out to involve. Demarcating the moral from the non-moral, 
which may be a pressing task in some contexts, is not, I think, an issue that we 
need to get clear on in order to conduct the present enquiry–the qualifier 
‘moral’ in (1) simply flags that the question of whether or not we always have 
all-things-considered sufficient reason to comply with the moral obligations 
we are under is left open. For this reason, then, we can (also) sidestep the 
question ‘what makes a reason a moral reason?’8 
 Assuming this modification deals adequately with the worries about 
(1’) just noted, various considerations can nevertheless be adduced for 
rejecting the necessary connection between moral obligations and moral 
reasons that (1) claims to hold. If (1) is true, and understood along the lines 

                                                             
8 While I will make no attempt to provide a clear account of what makes a reason a 
moral reason, one point regarding the qualification introduced by (1) deserves some 
clarification. Some philosophers talk about the reasons we have relative to some 
perspective or system of norms, and leave open whether this perspective or system of 
norms has any normative force (see, e.g., Sarah Stroud 1998, or Foot 1978 for an 
earlier statement): for instance, we could say that one has ‘reasons of etiquette’ to use 
one’s knife and fork in a certain way, but that doesn’t mean one has a reason to do so 
simpliciter. This is not how I understand the qualification that (1) introduces: moral 
reasons are reasons simpliciter, that count in favor of acting for anyone to whom to 
they apply. All that I mean to allow for is that they are pro tanto, and thus do not 
necessarily always carry the day, in case there are other, non-moral reasons which 
outweigh or undercut them. 
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just sketched, we would like to be able to explain why it is true.9 I will make no 
attempt to do so here, though, and will simply grant (1) at this point; I myself 
find it a plausible assumption, and furthermore, I believe that the real problem 
with the objection from failed normativity is not its reliance on this claim, but 
rather its next step.  
 
 
4.1.2. The objection 
 
With (1) in place, the next step should be obvious: the claim that inaccessible 
obligations ‘fail to be normative’ can now be understood as the claim that the 
entailment that (1) posits fails to hold for such obligations. More precisely: 
 

2. If doing A is obligatory for S, and the fact that A is obligatory for S is not 
deliberatively accessible to S, then possibly, doing A is not what there is 
most moral reason to do for S. 

 
Note that (2) does not claim that whenever the fact that A is obligatory for S is 
inaccessible to S, it is not the case that doing A is what there is most moral 
reason to do for S. If there are, or could be, situations in which the antecedent 
of (2) is satisfied, then in some of these situations, the balance of moral 
reasons may still favor S’s doing A. This may be quite often, or even nearly 
always the case. The claim (2) makes is merely that this not so in all situations. 

Now, (2) by itself does not need to be in conflict with (1), for it could 
be impossible that the antecedent of (2) is true, even though (2) itself is true. 
(That is, one could maintain that when it is properly formulated, (2) receives a 
qualification, and reads ‘If, per impossible, doing A is obligatory …’). There is, 

                                                             
9 Most obvious probably is that, on the assumption that whether an action is morally 
obligatory is independent of the desires (aims, goals, etc.) of the agent for whom the 
action is an option, then if we also hold, as Neo-Humeans do, that whether an agent 
has a reason to perform an action always depends on her desires (etc.), it seems to 
follow that either (1) is false, in case we infer that the antecedent can be true when the 
consequent is not, or that (1) is only vacuously true, in case we infer that no action is 
obligatory. (However, see Schroeder [2007: chapter 6] for a Neo-Humean theory 
which tries to avoid this upshot.) I don’t think the Neo-Humean view is true, but since 
the proponent of the argument from failed normativity, who affirms (1), is likely to 
agree on this point, we need not pursue it further here. Secondly, note that (1) does 
not claim that the entailment holds in the other direction as well: that is, it does not 
follow that if there is most moral reason to perform an action, the action is obligatory. 
Thus, it is compatible with the view that there are supererogatory actions, which 
presumably are actions there is most moral reason to perform yet which are not 
obligatory. If we hold that there are in fact no such actions (and note that standard, 
maximizing forms of consequentialism entail that this is the case, for example), we can 
strengthen (1) into a bi-conditional.  
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therefore, no fully-fledged objection to the possibility of inaccessible 
obligations on the table, if all we have is (1) and (2) in its current, unqualified 
formulation. Those who believe that there could be inaccessible obligations 
are also going to want to maintain the following claim: 
 

3. Possibly, doing A is obligatory for S, and the fact that A is obligatory for S 
is not deliberatively accessible to S. 

 
Presumably, if one believes that there could be inaccessible obligations, one 
will also be attracted to a logically stronger claim, viz., that there actually are 
situations in which both of the conditions contained in (3) are satisfied. But 
since this stronger claims entails (3), if (3) is false, then so is the stronger 
claim; there is no harm, therefore, if we focus primarily on (3).  

With (3) in place, we do have sufficient materials for an objection, 
because (1), (2), and (3) form an inconsistent triad: from (2) and (3), we can 
infer the negation of (1), from (1) and (3), the negation of (2), and from (1) 
and (2), the negation of (3). It appears, therefore, that something has to give. If 
the objection from failed normativity against inaccessible obligations 
succeeds, then (3) is what must be rejected: there are no, and cannot be, 
inaccessible obligations. Those who hold that there could be inaccessible 
obligations will have to reject either (1) or (2). 

Since (1) is common ground between me and those who think the 
objection from failed normativity against inaccessible obligations is sound, I 
will not consider the merits of rejecting this claim in what follows. The choice 
we face at this juncture is a choice between (2) and (3); my aim in this chapter 
is to motivate a choice for (3) over (2). The next section is devoted to 
formulating some preliminary steps in a possible defense of (2), so as to single 
out the main thesis to be discussed in what follows; after that, in section 
(4.1.4), I introduce what I take to be the most prominent ways of motivating 
this thesis, which will in turn be examined in detail in the sections that follow. 
 
 
4.1.3. Preliminary steps 
 
Why believe (2)? Part of an intuitively compelling line of thought leading up 
to (2) goes, I suppose, something like this. Some or all of the considerations 
that count in favor doing A which would be (or provide–I’ll omit this in what 
follows, and treat these two expressions as equivalent) reasons to do A for S 
if the fact that A is obligatory were accessible to S fail to be reasons 
whenever this fact is deliberatively inaccessible to S. These considerations 
fail to be reasons for S to do A, though, because (a) these considerations are 
not accessible, and (b) a consideration must be accessible to an agent if it is 
to count as a reason for that agent. Being inaccessible, they are not, we might 
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say, ‘part of the normative landscape’ for S. Let us take a closer look at this 
line of thought. 

What are the moral reasons to do A for S that, given (1), exist 
necessarily, if A is obligatory for S? I can think of two plausible candidates: 
either (a) the fact that A is obligatory is or provides a decisive reason for S to 
do A, or (b) the facts in virtue of which A is obligatory for S are or provide the 
(jointly decisive) reasons for S to do A.10 If neither (a) nor (b) identifies the 
relevant reasons, it is hard not to look at the necessary connection (1) posits 
as being rather mysterious: we know that trivially, an action is obligatory if it 
is obligatory, and (slightly less trivially) that there are facts in virtue of which 
an obligatory action is obligatory–the ‘deontically relevant facts’. And this, it 
seems, is all we know about the actions covered by (1). If there is anything 
that can be said at this general level about what the reasons are that 
necessarily exist when an action is obligatory–and I take it to be clear that we 
need to say something, in order to avoid making (1) look like a complete 
mystery–then it seems that (a) and (b) exhaust our options.  

If this impression regarding what the relevant reasons are is correct–
and I will assume that it is–then it is not hard to show that the candidate 
reasons are inaccessible when the corresponding obligation is. Regarding (a), 
the inaccessibility of this fact follows trivially from the assumption that it is 
inaccessible. Regarding (b), note that if all of the deontically relevant facts 
were accessible, then the deontic status of A would be accessible as well, given 
that we have assumed from the outset that (c) agents are acquainted with 
whatever are the relevant deontic principles, and (d) that there are no 
problems of ‘epistemic transmission failure’ that need to concern us here (see 
Chapter 1). That is, if all deontically relevant facts are accessible, then so is 
deontic status; given that the deontic status of A is inaccessible, at least some 
of the deontically relevant facts are inaccessible as well. 

I take it that the second step is eminently plausible, given these two 
assumptions. Now, if there are (and thus, as (3) claims, there could be) 
inaccessible obligations, and if obligations entail reasons, as (1) claims, then 
either the inaccessible fact that an action is obligatory constitutes a decisive 
reason for S to do A, or the (at least partially) inaccessible set of facts in virtue 
of which the action is obligatory together constitute a decisive reason. What 
those who press the objection from failed normativity will need to make 
plausible is that neither of these options is defensible. And a straightforward 
way to do this is by defending the thesis that reasons are deliberatively 
accessible: that is, the thesis that if some fact F is a reason for an agent, then F 

                                                             
10 I do not mean to suggest there is a distinct class of ‘decisive reasons’, which exist in 
addition to the reasons that are jointly decisive; it is only for ease of exposition that I 
formulate the thesis in this way. 
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must be deliberatively accessible to that agent. But why would one believe 
that reasons are deliberatively accessible?  
 
 
4.1.4. Motivating access and awareness conditions 
 
In examining possible motivations for an accessibility constraint on practical 
reasons, we could of course turn to variations on the arguments already 
considered in the previous chapters, but if those would exhaust the 
possibilities for defending an accessibility constraint on practical reasons, 
then the argument from failed normativity would not really be adding 
anything to what we have already seen so far. But it would be a mistake, I 
believe, to conclude straightaway that nothing is added to the case against the 
possibility of inaccessible obligations by turning to the connection between 
reasons to act and moral obligation; the concept of a reason to act is plausibly 
taken to have some dimensions that our deontic concepts do not possess 
(except in a derivative sense, because of their intimate relation to the concept 
of a reason). There are several possibilities that we need to explore.  
 
(i) Perhaps the most intuitively attractive way of supporting the thesis that 
reasons are accessible goes something like this. Good (or ‘genuine’) practical 
reasons on the one hand justify our actions: an action is justified only if it is 
supported by the balance of reasons. Yet there is more to practical reasons 
than justification, for it seems compelling that practical reasons are, as we 
might put it, for being acted on (or for being acted for, if you like). I take this to 
mean, roughly, that if some fact F is a reason for S to do A, then it must at least 
be possible that F is the reason for which S does A (or, alternatively, it must be 
possible that F is S’s reason for doing A). Part of what it means for F to be the 
reason for (or on the basis of) which S does A is, many have held, that F 
explains, or at least figures in an explanation of, why S does A. Michael Woods 
remarked some forty years ago that ‘[i]t has been generally recognised that 
the concept of a reason for an action stands at the point of intersection, so to 
speak, between the theory of the explanation of actions and the theory of their 
justification’ (1972: 189, emphases added).11  

                                                             
11 This dual concern with justification and explanation can be found not just in the 
debate over the nature of reasons, but also in discussions of decision theory; for a 
book-length discussion of whether decision theory can live up to both demands (e.g., 
that of justifying and explaining action), see Bermúdez (2009). It is much less common 
to suppose outright that moral facts (e.g., facts about what is obligatory, and so on) 
have to live up to some explanatory standard, at least insofar as what needs to be 
explained is why people act in certain ways, but see Gauthier (1991: 16) for an 
exception to this rule. Whether moral facts can explain our moral judgments is, though, 
much debated; see Harman (1977: chapter 1) for an influential negative assessment. 
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Good or genuine practical reasons on the one hand tell us what can be 
said in favor of an action–reasons should be capable of justifying an action–
and on the other, they must be capable of figuring in an explanation of why an 
agent performed an action. Not every action is done for a good reason, of 
course, but presumably at least some actions are, and the possibility of acting 
for good reasons imposes constraints on what can and cannot count as a 
reason to act for an agent. The problem with inaccessible practical reasons, it 
could be suggested against this background, is that such reasons cannot be 
acted on, and therefore cannot explain why an agent acted. The fact that, for 
example, Sally has broken her leg clearly seems to count in favor of John’s 
calling an ambulance, but if this fact is inaccessible to John, it also seems clear 
that this fact cannot be his reason for calling an ambulance. If John does end up 
calling an ambulance, and we then ask why he did so, the answer ‘because 
Sally had broken her leg’ would not be satisfactory–the fact that Sally broke 
her leg is not (or does not figure in) a satisfactory explanation of his action, 
given that this fact was inaccessible to him at the time of action.12 In brief, 
inaccessible reasons cannot explain action, and thus fail to be reasons. We can 
call this line of argument ‘the argument from explanation’. 
 The requirement that reasons are capable of playing both a justifying 
(‘counting in favor of’) and an explanatory (‘being acted on’) role has driven a 
large part of the philosophical debate over the nature and preconditions of 
practical reasons in the last few decades, leading to diverging views both on 
the appropriateness and on the implications of this requirement.13 Much of the 
debate has focused on the question of whether the capacity to explain actions 
requires that practical reasons entail the presence of (and perhaps consist of) 
desires, or more generally, pro-attitudes. On the face of it, it seems that the 
explanatory requirement on practical reasons also bears on whether there are 
epistemic conditions for ‘reasonhood’: if reasons can explain why agents act in 
the way they do, then perhaps reasons must be capable of being known by the 
agents for whom they are reasons.14 
 

                                                             
12 As I note below (4.2.2), it actually seems that something stronger is the case, 
namely, that a fact can only be one’s reason on an occasion if one is in fact aware of 
that fact, on the occasion. Inaccessibility entails absence of awareness, of course, so 
the observations made here should be unproblematic (even though the argument 
building on this observation is not at all unproblematic, as I will explain in due 
course). 
13 As the Woods-quote from 1972 given in the text indicates, the history of the idea 
that reasons must both justify and explain goes back further. However, it seems 
plausible to maintain that Williams’ (1981) paper put the idea, and the way it is 
commonly understood in the contemporary literature, on most people’s radar.  
14 Or stronger, perhaps facts must be known by agents if those facts are reasons; this 
is a possibility discussed at length below. 
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(ii) Another prominent way one could motivate an accessibility constraint is 
by way of appeal to the idea that there is an intimate connection between 
practical reasons and practical reasoning, viz., the process of deliberating 
about what to do. Not all deliberation about what to do needs to involve 
thoughts about the reasons to act there actually are for one, but it does not 
seem unreasonable to think that when an agent is reasoning well, ‘the kinds of 
thing about which [she] should be thinking are [her] reasons’ (Schroeder 
2007: 26). If this is on target, practical reasons ought to be capable of figuring 
in good practical reasoning; call this ‘the deliberative constraint’ on practical 
reasons. The deliberative constraint, like the explanatory constraint, had been 
wielded in discussions of whether reasons entail the presence of desires, but it 
too seems on the face of it something that can play a role in examining 
whether there are any epistemic conditions for reasonhood. One could argue 
that  inaccessible reasons fail to meet this constraint in roughly the following 
way: if one is unaware of an inaccessible fact, this is surely no defect in one’s 
reasoning; one’s practical reasoning is capable of being good while being 
ignorant of such a fact whatever the standards for good reasoning exactly turn 
out to be. And when one is unaware of some fact, this fact will not figure in 
one’s deliberations about what to do at that point. Putting these points 
together, it can now be argued since one will be unaware of inaccessible facts 
when reasoning as well as one could be asked to do, such facts do not figure in 
good deliberation in the context the agent is in, and therefore, inaccessible 
facts cannot be a genuine reason to act. We can call this ‘the argument from 
deliberation’. 
 
(iii) A third possible strategy centers on the ontology of reasons. Up to this 
point, I have talked about reasons in a way that strongly suggests that reasons 
are facts, writing things such as ‘the fact that Sally has broken her leg as a 
reason for John to call an ambulance’, or ‘the fact that A is obligatory for S is a 
reason for S to do A’. On this ‘factualist’ view of what reasons are, the question 
of whether facts have to be accessible if they are to be eligible as reasons 
makes good sense, and looks like a substantial issue over which disagreement 
is possible, at least in principle. And the same can be said if we hold that 
reasons are true propositions (viz., abstract objects that represent or 
correspond to facts), it seems.15 

                                                             
15 Some hold that reasons are the contents of mental states, instead of the states 
themselves (see Miller 2008, among others). If we hold that the contents of the 
relevant states are propositions, as most philosophers do, then the question whether 
the propositions which are reasons must be known (etc.) is, I believe, a substantial 
question: while something’s being the content of a mental state, on this view, entails 
that it is a proposition, something’s being a proposition surely does not entail that it is 
the content of a mental state, and so if being the content of a mental state is a 
necessary condition for reasonhood, this condition does not follow from the ontology 
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It could be objected that the whole issue at hand, when formulated in 
this way, rests on a category mistake, because reasons are not facts (or true 
propositions); rather, they are mental states: it is, say, a state of believing, 
knowing, or desiring, or some combination of these states, that constitutes a 
reason to act.16 On any view according to which practical reasons are 
(combinations of) mental states or attitudes, what any of us has reason to do 
depends squarely on our psychology, and if a view about the ontology of 
reasons according to which reasons are mental states is correct, then the 
conclusion that we do not necessarily have sufficient reason to comply with 
inaccessible obligations can strike one as unavoidable, and perhaps even 
obviously correct. Yet this would be missed entirely, if we start out with a 
conception of what reasons are which takes reasons to be (non-mental) facts 
or truths that can, at least in principle, be external to an agent’s perspective. 
 If reasons are mental states, as this line of objection claims, then what 
there is reason to do for us depends wholly and directly on our psychology; it 
would, in that case, be inexplicable if we always have sufficient reason to 
comply with obligations that hold independently of the mental states we have 
or are in at the time of action. I assume this impression is correct; at the same 
time, however, it is not clear whether this really amounts to an independent 
objection to the view that I am trying to defend in the pages that follow.17 

There are several options one can pursue in defending the thesis that 
reasons are mental states, yet most (if not all) of these options require first 
establishing the claim that there being reasons for agents entails that these 
agents are in, or have, certain mental states.18 To illustrate, one possible 

                                                                                                                                                           
of reasons alone on this sort of account (and this sets it apart from the psychological 
view). That is, one can hold that reasons are propositions and end up with a view that 
does not at all resemble psychological views, according to which reasons are mental 
states (see Scanlon (1998: chapter 1) for an example). On the other hand, though, if 
the idea one starts out with is just that reasons are the contents of mental states, and 
accepts that they are propositions on that basis, one’s resulting view will in certain 
important respects be equivalent to the view that reasons are mental states. 
16 The locus classicus for this view is Davidson (1980: chapter 1). Note, though, that 
Davidson has a peculiar understanding of what the justificatory role of reasons is–
namely, one which leaves little room for a critical assessment of the pros and cons of 
someone’s action from a third-person point of view.  
17 Nor does it amount to a persuasive objection, if psychologism, viz., the view that 
reasons are mental states, is untenable. While I believe that the psychological view 
about the ontology of reasons is incorrect (roughly for the reasons Jonathan Dancy 
(2000: chapter 5) discusses), we need not insist on any other problems with this view 
if the sketch of the dialectic offered in the text is on target. 
18 John Gibbons for instance notes that if one accepts the view that what reasons there 
are for one depends on the mental states one is in (what he calls ‘the agent’s 
perspective’), then ‘it’s quite natural, though perhaps not mandatory, to accept what is 
known as psychologism’ (2010: 339). It seems reasonable to take this as an 
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argument for the view that practical reasons are mental states goes something 
like this: there being a reason to act requires that the agent for whom there is 
a reason has, or is in, some relevant mental state(s); the best explanation of 
this being so is that reasons are mental states; therefore, reasons are mental 
states.19 The first premise is, though, part of what is at issue here: if it is false, 
this argument can be ignored. Furthermore, if this claim is defensible, it seems 
immaterial whether reasons are mental states, or merely entail that we have 
or are in certain states (without consisting of those states). If, for instance, 
there is or can only be a reason for me to bring an umbrella when it rains if I 
know (believe, justifiably believe, etc.) that it rains, then nothing at all seems 
to be added to the problem faced by those who, like me, want to maintain that 
there is no such condition for the existence of reasons if we then go on to insist 
that my reason for bringing an umbrella is my mental state of knowing (etc.) 
that it rains, instead of the (known) fact or truth that it rains. 
 While the matter is not always as straightforward as it is in the above 
case,20 defenses of ‘psychological’ views in the ontology of reasons, the truth of 
which would admittedly pose a rather serious problem for the claims about 
the connection between reasons to act and (inaccessible) obligations that I am 
trying to defend in these pages, can plausibly be taken to get off the ground 
only after a crucial thesis, a thesis that is in and of itself already sufficient to 
undermine some of the claims I offer, has already been established. If this is 
so, there is no independent problem posed by psychological views. As I believe 
the antecedent to be true, I do not think we need to consider this dispute 
about the ontology of reasons as a further potential source of trouble for the 
claims about reasons that I am trying to defend (and reject) on this chapter. It 
should suffice to assess the pros and cons of the weaker thesis, viz., that 
reasons entail (and thus require) the presence of certain mental states, 
without committing ourselves to the view that reasons are, or are not, those 
states themselves; if that thesis turns out to be indefensible, the ontological 
view can be considered to be unacceptable as well. I will discuss the thesis 
that reasons are known facts first, in the next section; the main considerations 
that can be adduced for it are for the most part the same as those that can be 

                                                                                                                                                           
expression of the acknowledgement that the entailment thesis is ‘dialectically prior’ 
(so to speak) to the ontological thesis. 
19 Dancy (2000: chapter 6) discusses something very close to this argument. 
20 Other arguments for the psychological view turn in a more direct way on the 
capacity of reasons to explain action, for instance, one could hold that we can fully 
explain why an agent acts without reference to anything beyond the agent’s mental 
states. As Dancy notes (2000: 103), this may well be correct, but it leaves obscure how 
reasons could ever justify our actions in a robust sense, e.g., by making an action ‘the 
thing to do’ (as opposed to making it intelligible that an agent acted in a certain way, 
what Davidson calls ‘rationalizing’.)  
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offered in support of the view that reasons are accessible (but not necessarily 
known), viz., considerations concerning explanation and deliberation.  

In section (4.2.4) I consider a further line of argument that could be 
offered in its support, which turns on what we are to say about the relation 
between reasons and rationality if we allow for unknown facts as reasons. 

 
 

4.2. Does reasonhood entail awareness? 
 
A claim that I identified as a crucial step in the objection from failed 
normativity can be summarily stated as follows:  
 

Reasons Are (Deliberatively) Accessible (RAA): For any fact F, agent S, and 
action A, necessarily, if F is a reason for S to do A, then F is deliberatively 
accessible to S 

 
The notion of ‘deliberative accessibility’ in RAA is understood in the same way 
as before; recall the definition from Chapter 1:  
 

Deliberative Accessibility: a fact or truth X is deliberatively accessible to an 
agent S with respect to an action A that S can perform at time ti just in case 
X is epistemically accessible to S at a time tj, where tj ≼ ti 

 
Note that RAA claims only that the facts which are reasons to act are 
deliberatively accessible to the agents for whom those facts are reasons to act; 
it does not claim that the fact that F is a reason must also be accessible. But a 
further condition on reasonhood requiring just that could be easily added if 
this seems necessary, of course. I explained why, if RAA is true, inaccessible 
obligations fail to entail practical reasons, and thereby fail to be normative. 
When we couple this result with the assumption that there is no such thing as 
a non-normative obligation, it would follow that there is no such thing as an 
inaccessible obligation. At the end of section (4.1.4), we also came across the 
following, logically stronger claim: 
 

Reasonhood Entails Awareness (REA): For any fact F, agent S, and action A, 
necessarily, if F is a reason for S to do A, then S is aware of F 

 
REA too makes no claim about whether agents also should be aware of the fact 
that F is a reason if F indeed is a reason for that agent, but again, we could add 
such a requirement to our account. Now, if we take the expression ‘S is aware 
of F’ to be a mere notational variation on ‘S knows that F’ (as I have been doing 
throughout), then given that we have defined ‘accessibility’ in such a way that 
any known fact counts as an accessible fact (see Chapter 1), REA entails RAA, 
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but the reverse does not hold. Given this entailment, the truth of REA of course 
also suffices for drawing the conclusion that inaccessible obligations fail to be 
normative in the sense defined, and (again, given the assumption that there is 
no such thing as a non-normative obligation) for drawing the conclusion that 
there is no  such thing as an inaccessible obligation. Both of these claims, 
therefore, need to be rejected if we want to defend the view that there could 
be (and perhaps even are) inaccessible obligations. REA is the focus of this 
section; RAA will be considered in (4.3).21 
 
 
4.2.1. Prima facie plausibility 
 
If only those facts that agents are aware of are capable of being reasons to act 
for those agents, then whenever agents are ignorant of or mistaken about 
some apparently crucial feature of the situation, those features fail to be or 
provide them with reasons. Is this implication plausible? I think not; we can 
take a look at a well-known example from Bernard Williams (1981) to see 
what is wrong it.22 
 Alfred wants to drink a gin and tonic, and would enjoy drinking one. 
Alfred believes that the stuff in the bottle he is holding right now is gin, when 
in fact, this stuff is petrol. Since the stuff in the bottle is petrol, it seems ‘very 
odd’ to maintain that Alfred has a reason to mix this stuff with tonic, and take 
a sip (Williams 1981: 102). Intuitively, we are not–or at least, I am not, and I 
take it that my intuitions are not exceptional in this regard23–inclined to say 
that Alfred has a reason to mix the stuff in the bottle with tonic and take a sip, 

                                                             
21 I should note that examining whether certain entailments hold does not need to be 
based on a rejection of the idea that reasons are a conceptual primitive, as e.g. Scanlon 
(1998) holds. For all I say in what follows, what it takes to be a reason cannot be 
defined except in a circular or otherwise uninformative way, but just like we can 
examine, say, whether knowledge entails truth while at the same time accepting that 
‘knowledge’ is a conceptual primitive (compare Spicer [2008] on this point), we can 
examine whether reasonhood entails awareness or accessibility while accepting 
‘reasonhood’ is primitive. 
22 The example that follows is intended to bring out that intuitively, awareness is not a 
necessary condition for reasonhood, because a lack of awareness does not appear to 
undermine the status of a fact as a reason. Note that in this case, awareness of the 
relevant fact is not incompatible with its being a reason. In section (4.3.2) I discuss a 
case where awareness of the fact in question does appear to be incompatible with its 
being a reason, so that the fact’s being a reason requires that the agent for whom it is a 
reason is unaware of that fact. In the context in which this example appears, it is 
directed at weak formulations of the explanatory requirement on reasons, but if it is 
successful, the example further bolsters the case against RAA.  
23 Richard Joyce writes that ‘[c]ommon sense demands a distinction between reasons 
that an agent is aware of and those he is ignorant of’ (2001: 53, emphasis added). 
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precisely because the stuff is petrol instead of gin. That is, the fact that the stuff 
is petrol counts against his mixing it with tonic and taking a sip; it counts in 
favor of his tossing the stuff. Alfred’s ignorance of the fact that the stuff is 
petrol does not appear to conflict with its constituting a reason for him to 
refrain from mixing it with tonic and taking a sip (or, if you will, with its 
capacity to undercut or outweigh the force of whatever reason he does have 
for mixing the stuff with tonic and taking a sip, or its being a reason to toss the 
stuff).24 If REA is true, however, the fact that the stuff is petrol is not an 
element of the set of reasons to act that there are for Alfred; it is, we might say, 
normatively irrelevant given Alfred’s epistemic situation. 

We can further draw out what is implausible about this verdict by 
considering some of the other things a proponent of REA needs to accept 
regarding this situation. If I were to say to Alfred, ‘if this stuff is petrol, that is a 
reason to toss it’, I would be speaking falsely if REA is true: the mere fact that 
the stuff is petrol is not a reason for Alfred to toss the contents of his glass, 
because it is only a reason if Alfred becomes aware of it. Furthermore, I would 
also be speaking falsely if I said instead ‘if this stuff is petrol, that would be a 
reason to toss it’, unless we took this statement to be elliptical for ‘if this stuff 
is petrol, and you were to find out that this is so, that would be a reason to toss 
the contents of your glass’. I take it to be clear that this is an unnatural way of 
expanding the former statement; worse, it arguably also renders the 
statement false, for Alfred could properly respond to the latter statement by 
saying something along the lines of ‘regardless of whether I find out that this 
stuff is petrol; if it is, that is a perfectly good reason to toss it’.  
 There is a closely related problem: if only the facts that we are already 
aware of are reasons to act for us, as REA claims, then Alfred cannot embark 
on an investigation into whether there is, at that time, any reason for him to 
toss the stuff in his glass. I find this implication wildly implausible. If I know 
that the stuff is petrol, and I say to Alfred, ‘there is a reason for you to toss the 
stuff in your glass’, I would be speaking falsely if REA is true, unless I create a 
reason for him by telling him that there is one. But that is surely not a prima 
facie plausible way of describing what is going on here: on the face of it, I 
report on there being a reason, a reason that is already there, so to speak; I am 
not in the business of creating a reason.25 Furthermore, if a reason for Alfred 

                                                             
24 If you find this case inadequate because it is lacking in ‘moral flavor’, imagine that it 
is not Alfred who wants (and would enjoy) a gin-tonic, but his friend Belinda; Alfred is 
still the one holding the bottle containing what he believes is gin (but which in fact 
contains petrol), and Belinda has asked him to fix her a drink. Does Alfred have a 
reason not to mix the stuff in the bottle with tonic, and offer a glass to Belinda?  
25 This is not to say that we are never capable of create reasons, or (better perhaps) 
capable of giving people reasons to do things by saying or doing something: most 
conspicuously, if I ask you to do something, I may be giving you a reason to do the 
thing I asked you to do. (Whether this picture can be maintained is controversial; see 
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comes into existence when I tell him that there is one because I created this 
reason by saying that there is one, the reason to toss the stuff that now exists 
would be the fact that I have told Alfred that there is a reason to do so, not the 
fact that the stuff is petrol. Things get even worse, for if I say to Alfred that 
there is a reason for him to toss the stuff, he could not then go on to find out 
what that reason is that I am talking about. Here is why: (a) Alfred either 
already knows what this reason is, if I have succeeded at creating a reason for 
him by saying that there is one, for in this case the reason would be the fact 
that I told him that there is a reason, a fact that he already is aware of; or (b) if 
I did not succeed a creating a reason to act for Alfred merely by saying that 
there is one, there is (as of yet) no reason for him to toss the stuff, and so there 
is also no reason for him to do so that he can find out about. Neither option is 
at all attractive. 

The account of Alfred’s situation that the proponent of REA is 
committed to, then, is flawed (or at least, deeply problematic) in several ways. 
First of all, the account implies that the fact that the stuff is petrol is not a 
reason for Alfred to refrain from taking a sip; this is already implausible. 
Second, such an account cannot really make sense of what happens when 
someone informs Alfred that there is a reason to toss the stuff; at most it could 
allow that I would create such a reason by telling him that there is one. But 
plausibly, there already exists a reason that I refer to when I say that there is 
one; the reason that I refer to when I say that there is one is surely not the fact 
of my saying that there is one, but instead the fact that the stuff is petrol. 
Third, contrary to what such an account implies, it seems that Alfred could 
engage in an investigation into what the reason is that I tell him exists. If he 
were to ask me what the reason is that I am talking about, I would not answer 
‘well, the reason is that I just told you that there is a reason, what did you 
think it was?’ unless I was deliberately trying to annoy Alfred. Provided I am a 
cooperating participant to the conversation, I would answer that the reason is 
that the stuff in his glass petrol; when I give Alfred this answer, he would 
then–and, it seems, only then–have found out what the reason to toss the stuff 
was that I was talking about. All of this counts strongly against REA. 

In a later article about practical reasons, Williams writes that, 
regarding the case of Alfred, he would ‘say, as any reasonable person would say, 
that [Alfred] does not have reason to drink what is in the glass, even though he 
thinks he has’ (1995: 36, emphasis added).26 However, in his original 

                                                                                                                                                           
Enoch [2011] for an excellent discussion.) The claim here is merely that this does not 
seem to be an instance of that phenomenon: I don’t give Alfred a reason to toss the 
stuff by telling him that there is a reason, rather, it seems that I report on a reason that 
is already there. Things might be different if I ask him to toss it, because, say, it is 
offensive to drink in front of the recovering alcoholic friend that I brought along.  
26 To be precise, Williams is officially concerned at this point with the question 
whether false beliefs can be (or provide) reasons, not with whether ignorance defeats 
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discussion of the case, Williams seemed to be open to the possibility that there 
might be theoretical considerations which are weighty enough to lead us to 
reject our intuitive verdicts about cases such as that of Alfred, where an agent 
is mistaken about or ignorant of relevant matters of fact, and ‘lead us just to 
legislate’ (1981: 102) that (e.g.) the fact that the stuff in the bottle is petrol is 
not a reason to refrain from mixing it and taking a sip, or, for that matter, a 
reason for him to toss the stuff. Let us examine the most salient candidates.  
 
 
4.2.2. The argument from explanation 
 
One consideration that might lead one to reject the intuitive verdicts on cases 
such as that of Alfred, and the one Williams himself takes to be of crucial 
importance, concerns the possibility of a reason being an agent’s own reason 
for acting. (I introduced this idea in [4.1.3] above as a consideration that might 
support an accessibility condition on practical reasons, but it should be clear 
that it can, at least potentially, also figure in a defense of an awareness 
condition). Practical reasons are, one could say, ‘for being acted on’; whatever 
practical reasons are, therefore, they must be the kind of thing that is capable 
of being the (or at least, of being among the) reason(s) for which an agent acts.  
And whenever this is the case–that is, whenever the agent acts for the reason 
in question, in the way this reason supports–a reason must explain, or at least 
be part of an explanation, of why the agent acts. In Williams’ words:  
 

If something can be a reason for action, then it could be someone’s reason 
for acting on a particular occasion, and it would then figure in an 
explanation of that action (1981: 106).  

 
I consider whether this explanatory requirement is defensible below (4.3.2), 
but for the moment, let us simply grant the thesis, viz., that for any fact F, if F is 
a reason for an agent S to perform an action A, then it must be possible that F 
is the reason for which S does A, in which case F explains (or figures in an 
explanation of) why S did A on the occasion.27 Call this ‘the explanatory 
requirement’ on practical reasons.28 

                                                                                                                                                           
reasonhood. I am of course concerned with the latter, not the former question, but I 
assume we can take Williams’ stance on the former to extend to a stance on the latter: 
otherwise, the upshot is that while there is no reason for Alfred to take a sip, there is 
also no reason for him to toss the contents of his glass. But I assume that ‘every 
reasonable person’–including Bernard Williams–would agree that there is a reason for 
him to do so.  
27 I set aside the worry that on the face of it, a fact can explain why an agent acted 
without being the reason for which an agent acted: viz., the fact that I have a headache 
might explain why I was rude to a student, but the reason for which I acted rude was 
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Williams never goes on to elaborate why adherence to the explanatory 
requirement may lead one to ‘just legislate’ that the fact that the stuff is petrol 
is not a reason for Alfred. This section offers an attempt at an elaboration, 
sketching what the argument might be, without pretending that this is what 
Williams (or anyone else, for that matter) is in fact committed to.29 I suppose 
the second step in an argument that builds on the explanatory requirement 
would be to point out that it seems plausible that if some fact is an agent’s 
reason for acting on a certain occasion (viz., if that fact is the reason for which 
the agent acts), and the fact explains why the agent acted on that occasion, 
then the agent in question must be aware of the relevant fact for such an 
explanation to succeed. If, for example, Harry calls an ambulance for the 
reason that Sally’s leg is broken, and we attempt to explain why he did so by 
citing the fact that Sally’s leg is broken, it seems Harry must have been aware 
of Sally’s plight if this explanation is to be at all convincing. If Harry was 
utterly oblivious to Sally’s being injured, the fact that she is cannot be the 
reason for which he calls an ambulance; it would be unsatisfactory at best if 
we explained why he acted by citing this fact. It seems, therefore, that a fact 
can only be the reason for which an agent performs an action, and thus can 
only explain why an agent acts in a certain way, if the agent in question is 
aware of this fact. In a slogan, we could say that ‘explanatory capacity requires 
awareness’. (I note an objection to this idea in a footnote.30) When we put 

                                                                                                                                                           
that the student asked an uninformed question. Talk about facts figuring (or of ‘being 
capable of figuring’) in the explanation of action is to be understood as concerned only 
with instances where ‘F explains why S did A’ is understood as merely a different way 
of expressing ‘F was the reason for which S did A’. We could always resort to 
formulating the requirement under consideration here without making use of the 
(possibly misleading) term ‘explanation’, and talk simply about whether a reason can 
be acted on (or for) by the agent for whom this reason is (claimed to be) a reason. 
28 The label derives from Dancy (2000: 101). Note that Dancy is interested mainly in 
the ontology of reasons, and wields this requirement in a discussion of what sort of 
thing reasons are; I leave that matter aside here. 
29 The position under consideration is not very popular, so the arguments for it that 
are discussed in what follows are mostly of my own making, expressing what I 
imagine proponents of this view might say in its defense. Most philosophers who 
write on practical reasons allow for unknown facts or truths as reasons (but see 
Gibbons [2010] for an exception; I discuss his main arguments in [4.2.4] below). Note 
that while many either explicitly reject REA (e.g., Parfit 2011: 32) or defend some view 
that entails the negation of REA, most leave matters at that, remaining silent about 
whether a weaker epistemic thesis (such as RAA) is true. 
30 Besides the worry mentioned in note 27, one could object that awareness is not 
necessary for explanatory potency given that I take ‘S is aware of F’ as equivalent to ‘S 
knows that F’, because merely believing that F, or perhaps justifiably believing that F, 
is sufficient for F’s being the reason for which S acts. However, I do not think requiring 
knowledge is too strong; for defenses of the claim that if a fact is an agent’s reason for 
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these two ideas together, we can now summarily state the argument from 
explanation for REA as follows: 
 

The argument from explanation for REA31 
For any fact F, agent S, and action A, 
1. Necessarily, if F is a reason for S to do A, then F can figure in an 
explanation of why S does A. 
2. Necessarily, if F can figure in an explanation of why S does A, then S is 
aware of F. 

 
Therefore, 
 

3. Necessarily, if F is a reason for S to do A, then S is aware of F. 
 
On what I believe is the most natural interpretation, this argument is invalid. 
To see why this is so, we need to explicate the argument’s premises a little 
further; we can start with the first premise. In possible world-terms, we can 
spell out what (1) states as follows: in every possible world in which F is a 
reason for S to do A, F can figure in an explanation of why S does A. Put 
differently, from every possible ‘reason world’ WR(F) where F is a reason for S 
to do A, an ‘explanation world’ WE(F) in which F explains or is part of an 
explanation of why S does A for the reason that F (alternatively, a world in 
which F is the reason for which S does A) is accessible, given some 
understanding of the accessibility relation (more on this relation in a 

                                                                                                                                                           
acting, the agent must have known that this fact obtains, see Hyman (1999) and 
Hornsby (2008). Second, one could also object that an agent need not even be 
consciously aware at all of F in order for it to be correct to say that F is the reason for 
which this agent acted in a certain way; the idea here is, roughly, that we can respond 
to facts in sub- or unconscious ways, and when someone does so, we can correctly 
describe the agent in question as acting with those facts as their reasons (See, e.g., 
Arpaly 2003 for a recent example of this view). Perhaps this is true, but even then the 
facts that are the reasons for which agents act still need to impinge on the mental life 
of the agent in question: we may or may not choose to describe this as a state of 
awareness of the fact, but there is some causal influence either way. The cases that I 
am ultimately interested in concern facts that do not, and even cannot, impinge on the 
mental life of the relevant agents. So while this observation may well be correct, it will 
not really help in building a case for the position I am trying to defend (viz., that facts 
can be reasons even if no one ever will come to know them, or even be ‘impinged’ by 
them in some sub- or unconscious way). I will therefore leave this point aside, 
proceeding as if there is no problem with the assumption as it stands. 
31 I assume that all three of these claims, if true, are true as a matter of conceptual or 
metaphysical necessity – they are either claims about the nature of ‘reasonhood’, or 
about the concept REASON (in case of [1] and [3]) or about the nature of, or concept for, 
a ‘reason explanation’–hence the ‘necessarily’.  
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moment). The second premise, (2), can be understood to state that whenever 
F figures in an explanation of why S does A, S is aware of F. I take this to mean 
that every possible ‘explanation world’ WE(F) in which F is the reason for which 
S does A is an ‘awareness world’ WA(F) in which S is aware of F; it is, in other 
words, not possible that F figures in an explanation of the relevant sort of 
what S did if S is unaware of F, and thus there is no world in which this is the 
case. The conclusion that is drawn from these two premises is that whenever F 
is a reason for S to do A, then S is aware of F: that is, every ‘reason world’ in 
which F is a reason for S to do A is an ‘awareness world’ in which S is aware of 
F. In brief, (3) states that, for any possible world W and fact F, if WR(F) then 
WA(F). This is not a valid argument, because all that we are entitled to infer 
from (1) and (2), thus understood, is that for any world WX and fact F, if it is 
true of WX that WR(F) then there is some world WY of which it is true that WA(F) 
that is accessible from WX. Assuming that the accessibility-relation is not (and 
equivalent to) the identity-relation, we are surely not entitled to infer that WX 
= WY. Yet only if this further inference were licensed would the argument from 
explanation succeed at providing support for REA. The point can also be 
expressed in a simpler way. With ‘⟶’ for strict implication, ‘RF’ for ‘F is a 
reason for S to do A’, ‘EF’ for ‘F explains why S does A’, ‘AF’ for ‘S is aware of F’, 
‘□’ for ‘necessarily’, and ‘◊’ for ‘possibly’, the argument from explanation as I 
initially spelled it out looks as follows: 
 

1. □(RF ⟶ ◊EF) 
2. □(EF ⟶ AF) 

 
Therefore, 
 

3. □(RF ⟶ AF) 
 
This is not a valid argument; all that follows from (1) and (2) is (3’)32:  

                                                             
32 This much, it seems to me at least, can be ascertained without having a worked-out 
semantics for the possibility operator figuring in (1), (3), and (3’). We should note, 
though, that the necessity operator in these claims need not express the same type of 
modality as the possibility-operator in (1), (3), and (3’), for the former concerns 
conceptual or metaphysical necessity (see previous note). Whatever we exactly make 
of the sense in which it must be possible that a fact explains why an agent acts, though, 
it seems that conceptual or metaphysical possibility would be too weak, at least in the 
eyes of those who would want to push an argument relying on the explanatory 
requirement on reasons–yet just what the relevant sense of ‘possible’ is, is part of 
what is at stake both in the discussion here and in section (4.3.2). The formalization of 
the argument offered in the text should does not make explicit that the modal 
operators used may have different semantics; we could do just that of course, by 
superscripting the operators for example, so that (1) would read as follows: □1(RF ⟶ 



137 
 

 
3’. □(RF ⟶ ◊AF) 

 
But surely (3’) is not a way of representing REA–rather, (3’) is a way of 
representing RAA. We will consider whether the explanatory requirement 
provides support for RAA in more detail in section (4.3.2). Here, we should 
note that in order to save the argument from explanation for REA, its 
proponent must insist that the offered interpretation of one or both of the 
premises does not adequately capture what she had in mind. I suppose that 
my rendering of (2) would be the main target of such an objection.33 To start, 
let me concede immediately that I did not make much of the occurrence of 
‘can’ in the above explication of the second premise. I took this premise to be a 
claim about what is the case in the worlds in which F figures in an explanation 
of when S does A. Instead of taking this premise to state that all of the worlds 
in which F figures in a reasons-explanation of why S does A are worlds in 
which S is aware of F, we could interpret (2) as stating that if it is possible that 
F explains why S does A in a world W, then S is aware of F in W. Thus 
understood, (2) is a statement about the conditions under which the possible 
world(s) in which F explains why S does A count as accessible, from a given 
world W; what it asserts is that only those worlds in which S knows 
everything that S knows in W count as accessible, in the sense relevant to the 
argument, from W. On this way of reading the second premise, the argument 
does come out as valid, for now we are entitled to infer that any world in 
which it is true that F is a reason for S to do A is also a world in which S is 
aware of F. That is to say: if, from every ‘reason world’ WR(F), at least one 
‘explanation world’, WE(F), is accessible, as premise (1) asserts, and if an 
‘explanation world’ is accessible from W only if W itself is an ‘awareness 
world’, as we now take (2) to assert, it does follow that every ‘reason world’ is 
an ‘awareness world’, just like (3) asserts. Using the symbolism introduced 
above, the second premise of the argument from explanation for REA must be 
represented as (2’), not as (2): 

                                                                                                                                                           
◊2EF), and likewise for the other claims. For more on the point, see note 61 below; also 
see the remarks in the previous chapter regarding OIC and the two transfer principles 
discussed in section (3.1); in particular, see notes 1, 13, and 16 of that chapter. 
33 A critic could, in principle, also object to my rendering of (1): she might hold that a 
fact is a reason to act for an agent only if it is part of the best explanation of why an 
agent acts, not just when it possibly explains why an agent acts. This, though, would 
make the explanatory requirement on reasons, which the first premise of the 
argument intends to express, too strong even for those who believe it is a ‘deep’ truth 
about reasons, for on this way of spelling it out, the requirement entails that there are 
no reasons for which an agent does not act , yet surely there are such reasons–more 
precisely, I assume there are both (a) reasons for actions we do not perform, and (b) 
reasons for actions we do perform yet that we do not act on (or for).  
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2. □(EF ⟶ AF) 
2’. □(◊EF ⟶ AF) 

 
When (2) is replaced with (2’), and conjoined with (1), (3) does follow. Well 
and good–but why are we supposed to understand the second premise of the 
argument as (2’) instead of (2)? The intuitively plausible idea informing the 
premise, noted above, was that whenever you act for a certain reason, you are 
aware of the fact that is your reason. This idea, which is plausible enough to 
my mind, only gives us (2), but not (2’): in every world in which it is true that 
some fact explains why you act in the way you do (i.e., every world in which 
that fact is the reason for which you act), you are aware of that fact. If 
someone were nonetheless to insist that it is possible that a fact explains why 
an agent acts only if the agent is already aware of the fact, it is not clear what 
this insistence would be based on. It is true enough that an explanation of why 
an agent acts in a certain way will not go through, if the agent remains 
unaware of the fact claimed to be a reason. But this point by itself does not 
show that it is possible for the explanation to go through only if the agent is 
already aware of it. If Jimmy is not actually aware of the fact that his bike has a 
flat tire, and, as a matter of contingent fact, he will not become aware of it 
either, I can acknowledge that while this fact will not explain why he takes his 
bike to the repair shop (were he to do so), while also maintaining that the fact 
could perfectly well explain why he takes it, were he to do so: if it is possible, 
in the actual world, that Jimmy becomes aware of the fact that his bike has a 
flat tire (even though this will not in fact happen), then it also is possible that 
this fact explains why he acts in one way rather than another. The intuitive 
idea behind the second premise is not a thought about when a certain thing is 
possible, given how things are; rather, it is a thought about what will also have 
to be the case, when something else is the case. Now, we could of course 
simply stipulate that that only worlds in which the agent knows what she 
presently knows are worlds that count as accessible from the actual world; 
(2’) then either expresses, or is entailed by, this stipulation about what counts 
as a ‘relevant possibility’. But what would be the motivation for this 
stipulation? The mere observation that whenever an agent S acts for the 
reason that F, S is aware of F is of no help here; the claim that only scenarios 
where we keep constant what S is and is not aware of count as ‘relevant 
possibilities’ needs to be motivated on some independent ground. Absent 
motivation, the suggested alternative interpretation of the second premise can 
be set aside without cost. 
 None of this amounts to a positive ground for rejecting the explanatory 
requirement on reasons, understood in the way that the argument from 
explanation tries to show that we should. There is, though, at least one more 
thing that can be noted in favor of rejecting the idea that we should 
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understand the second premise as (2’), and thus the explanatory requirement 
in such a way that it entails REA. If we allow ourselves to consider the matter 
at hand a little more informally, we could say that what this premise (thus 
understood) expresses is the idea that epistemically, ‘everything needs to be 
on the table’ for a successful explanation in which a fact figures, in order for 
that fact to be a reason. Yet this surely is not a plausible demand on reasons 
when we look at other dimensions of reasons. Consider a simple example. If I 
get $1 if I push the button in front of me, then this fact is a reason for me to 
push the button. If I get $1000 if I do not push it, then that fact is a reason for 
me not to push. Imagine that I am aware of these facts, and that nothing else is 
at stake. Assuming that the marginal utility for me is the same for every extra 
dollar I receive, the fact that I would get $1 if I push the button is reason for 
me to push that is clearly and massively outweighed by my reason not to push, 
and so this fact can only explain why I in fact push the button if I am irrational. 
Given that it is massively outweighed, the fact that I will receive $1 if I push 
the button can only explain why I push the button consistent with my being 
rational in some range of counterfactual situations (e.g., in situations where I 
receive more when I push than if I do not), but not in the actual world. Yet the 
fact is still a reason for me to push the button. 

The point generalizes: if explanations of why agents act with certain 
facts as their reasons are to be consistent with these agents being rational, 
then for every reason that is outweighed or undercut by other reasons, we 
need to move to a counterfactual situation, where the other reasons are 
assumed not to exist, or be less weighty than they are. In this light, demanding 
that ‘everything is on the table’ for a successful explanation in the actual world 
is, then, inconsistent either with (a) agents being rational when the 
explanation goes through, whenever a reason does not carry the day, or with 
(b) there being reasons that are outweighed or undercut by other reasons. 
Neither of these options is at all appealing, and so what needs to go is the idea 
that the actual situation needs to contain everything that a successful 
explanation requires, if the facts of that situation constitute reasons to act. But 
once we are allowed to move to counterfactual situations in order to save the 
explanatory demand on reasons that are outweighed or undercut, why is this 
move not allowed for reasons that agents are unaware of? Without a 
satisfactory answer to this question, the argument from explanation for REA 
can, I submit, be set aside. 
 It is perhaps worth pointing out that what I am rejecting here is 
merely the claim that we should interpret the explanatory requirement on 
reasons in a strict way, that is, as demanding that ‘everything is on the table’ 
for a successful explanation of why an agent acts that involves the fact that is 
claimed to be a reason. This leaves open the possibility of accepting a 
different, less demanding variant of this requirement: that is, we do not need 
to deny that reasons can be acted on, and are thus potential explanations, if we 
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reject the above way of arguing for REA. This is good news, for it means 
rejecting REA is easy–doing so does not require rejecting a claim about 
practical reasons that many find compelling. For all I have said, there is a 
defensible version of the explanatory requirement, and that version may turn 
out to be capable of supporting RAA. Before we look into whether that is so (in 
section [4.3.2] below), let us first examine other putative sources of support 
for REA. 
 
 
4.2.3. The argument from deliberation 
 
If considerations of explanation do not provide support for restricting 
reasonhood to known facts only, perhaps considerations of what figures 
practical deliberation do: some find it plausible that there must be some kind 
of connection between (good) reasoning about what to do, and (good) reasons 
for action. As I formulated it above, the idea here could be that if one is 
reasoning or deliberating (I use these terms interchangeably) well, then the 
things that one is thinking about, or the things that one is reasoning from 
(towards a conclusion about what to do), are one’s reasons.34 Can this idea be 
appealed to in an attempt to support REA?  

We could try to get an argument for REA off the ground in a similar 
way as we did with the explanatory constraint: we can start by maintaining 
that, if F is a reason for S to do A, then it must be possible that F figures in the 
reasoning of S about whether to do A, provided S is reasoning well. Next, we 
can note that it seems plausible that a fact can only figure in good reasoning if 
the agent is aware of the fact; taking the fact that F as a reason to do 
something arguably requires knowing that F. So one can only be reasoning 
well from F if one is aware of F (i.e., if one knows that F is the case).35 But if we 
then proceed to infer the conclusion that therefore, F is a reason for S to do A 
only if S is aware of F, we would be making exactly the same mistake, of 
course: either the argument is invalid, or we have gone beyond the intuitively 
plausible claim that underlies the second premise, viz., that if F figures in good 

                                                             
34 My formulation of the deliberative constraint draws on Schroeder (2007: chapter 
2); also see Setiya (2007: chapter 1) and Hare (2011, but see my [2012] for some 
criticism of the use that Hare makes of the deliberative constraint). The constraint is 
usually wielded as a consideration that poses a problem for Neo-Humean accounts of 
practical reasoning: if, as seems plausible, one’s desires do not typically figure in good 
practical deliberation, why would one maintain that desires are reasons? For why this 
may not be the most effective strategy for resisting the Neo-Humean position, see 
Schroeder (ibid.) and, in a somewhat different vein, Gibbons (2010). 
35 For a defense of this thesis, see Hawthorne & Stanley (2008). The view is not 
uncontroversial (see, among others, Littlejohn [2009] for criticism), but if it is false, 
then so much the better for my rejection of the line of argument sketched in the text. 
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reasoning as undertaken by S, S is aware of F. This way of appealing to what I 
dubbed ‘the deliberative constraint’ in supporting REA, therefore, does not 
work.  

But one could appeal to this constraint in a slightly different way, 
which I already hinted at in section (4.1.4) above. Imagine that Harry is 
deliberating about what to do; he is, say, considering whether or not he should 
buy a ticket for the movies. As it turns out, Sally has just been hit by a car 
around the corner from where Harry is pondering his options, but Harry is 
unaware of this. Is he reasoning badly if he does not take the fact that Sally is 
injured and needs a ride to the hospital into account, but instead is thinking 
only about whether the new James Bond movie will be worth his time and 
money or not? It does not seem implausible to maintain that his reasoning is 
just fine. Provided he indeed is oblivious to Sally’s condition, and not 
deliberately ignoring it or according it no weight in his deliberations despite 
being aware of it, Harry’s reasoning looks in order. If so, then it seems agents 
can be reasoning perfectly well without thinking about facts that they are 
unaware of; their ignorance, in other words, does not affect the quality of their 
practical deliberations. But if that is correct, one might think, then the facts 
that such agents are unaware of are not reasons for them at all: if an agent S 
can deliberate perfectly fine about whether to do A without taking F, some fact 
that S is unaware of, into account in deliberating about whether to do A, then 
why would one think that F is a reason for S to do A under these conditions? 
Without an answer to this question, REA may look plausible. 

There is more than one thing I want to say in response, but one thing 
worth noting straight away is that even if one finds the line of thought just 
sketched persuasive, it does not quite support REA. While not thinking about 
some seemingly relevant facts that one is unaware of may not affect the quality 
of one’s deliberations, intuitively this does not extend to all such facts. Imagine 
that Jim is unaware of the fact that Melinda needs a ride home. If REA is 
correct, this fact is therefore not a reason for him to pick her up; the present 
line of thought tries to motivate that verdict by appeal to the claim that Jim’s 
practical reasoning, in which this fact does not figure (given that he is 
unaware of it), is perfectly in order. But it is quite easy to imagine 
circumstances in which the latter claim is implausible. If Jim is Melinda’s 
father, and Jim knows both that Melinda gets out of school at three in the 
afternoon and needs him to drive her home, and that it is almost three p.m., 
but he has not put these two pieces of information together, his reasoning 
does not look just fine if the fact that Melinda needs to be picked up from 
school plays no role in his reasoning about what to do right now. Not having 
put the two pieces of information together, Jim does not know that Melinda 
needs a ride home, but not only does this appear to be a good reason for him 
to get into the car, it also looks like his reasoning is not in good standing 
precisely because this fact plays no role in it.  



142 
 

The more general idea that I am appealing to by way of the above 
example is that there can be facts that an agent ought to become aware of 
when deliberating, and when the agent is not aware of them, and remains 
ignorant when deliberating, then her ignorance does affect how good or bad 
her deliberations are.36 Deliberating well about whether to do A is not merely 
a matter of giving the proper weight to the facts one is, at that moment, aware 
of; at least on the face of it, it also requires becoming aware of certain facts. 
Jim’s case illustrates the point in one, quite limited way, as all Jim needs to do 
is put two pieces of information he already possess together, but it seems 
eminently plausible that in order to deliberate well, an agent must sometimes 
obtain further information by way of performing actions. If (say) I am your 
doctor, and I do not bother to read your chart before making a decision on 
what (if any) treatment to give you, then it seems that I am deliberating rather 
poorly; my ignorance of your situation undermines the quality of my 
reasoning about how to treat you, but remedying my ignorance requires 
undertaking an action, not just drawing inferences from what I already know. 
If so, it are not just facts that one can deduce from what one already knows 
that can be facts  the ignorance of which is capable of affecting the quality of 
one’s deliberations; we can include facts one can only become aware of 
through information-gathering activities. 

If these observations are on target, then it is not the case that all facts 
one is unaware of can be properly ignored in good practical reasoning: 
sometimes at least, there are facts which ought to figure in an agent’s 
deliberations, irrespective of whether the agent is in fact aware of them; in 
such cases, one is not reasoning well when these facts play no role in one’s 
thinking about what to do. The general principle here can be formulated thus: 
for any fact F, if F is a fact bearing on whether to do A that S ought to be 
(become, or have been) aware of, then F’s absence in S’s deliberations about 
whether to do A marks a defect in those deliberations. If we accept this 
principle (and I believe we should, in light of the examples given), then we 
cannot move from intuitions about the quality of practical reasoning to REA, 
for this move requires the claim that all facts an agent is unaware of can fail to 
play a role in good deliberation on the agent’s part. It is only then that we can 
help ourselves to the conclusion that all facts an agent is unaware of fail to be 
reasons for that agent by appealing to the deliberative constraint in the way I 
sketched here. As the relevant claim is not plausible, this argument fails. 

The principle just offered can be accepted even if one takes the 
question raised above (viz., why, if some fact F can properly be ignored by an 

                                                             
36 While we can sometimes truthfully say that there are facts that agents ought to be 
aware of, the ‘ought’ in such statements is typically not the ‘ought’ of ‘has (most) 
reason to’, as I explain in (4.2.4). For the moment, all I need is that my critic shares the 
intuition that there are at least some true statements of this form. 
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agent S who is deliberating well about whether to do A, we should think that F 
is a reason for S to do A) as posing a challenge for the views on what can and 
cannot be a reason to act that I am trying to defend here. All I have tried to 
show so far is that even if that question poses a challenge that my view cannot 
meet, that does not mean we have uncovered grounds for believing that REA is 
correct. For all I have said, there are facts that agents are unaware of, facts 
which I want to claim are nonetheless reasons for those agents, which can 
properly fail to be play a role in excellent reasoning about whether to perform 
an action. But other such facts, though, are not like that; their absence in a 
deliberative process means that this process falls short of being good, even 
when agents are unaware of them. This observation suffices to take the sting 
out of the challenge, at least when our concern is with whether or not we 
should accept REA; it obviously does not suffice for setting aside the 
deliberative constraint as a potential source of trouble for the broader view 
defended in these pages. 

Either way, the upshot is that regarding the deliberative constraint, as 
was the case with the explanatory constraint, rejecting REA again turns out to 
be quite easy: we do not need to deny that when an agent is deliberating well, 
what the agent is thinking about are her reasons, if we want to deny REA; this 
is so not just because denial of REA is compatible with acceptance of the 
deliberative constraint, but also because the latter does not provide support 
for the former. We will return to the deliberative constraint in section (4.3.3), 
where I will examine whether it supports RAA. 
 
 
4.2.4. Reasons and rationality 
 
For the most part, published discussions of REA (and closely related claims) 
have been sketchy at best, merely hinting at how an argument in support of it 
may go. The previous two sections have spelled out two possible lines of 
argument, the elements of which were pieced together from such hints, and 
concluded that both of them fail. It would be premature to conclude that there 
is nothing more to say, though, since John Gibbons has recently (2010) offered 
an explicit defense of the idea that ‘reason[s] … are determined by [one’s] 
perspective’, where what is part of one’s perspective is a matter of what ‘you 
know, or are in a position to know, or are justified in believing, or believe’ (p. 
335).37 In this section, I will focus primarily on the negative part of this idea, 
viz., that facts which are ‘external’ to an agent’s perspective, in the sense of 
being facts that the agent is unaware of, fail to be reasons for that agent. So as 
to avoid introducing discontinuity in the discussion, I will continue to assume 
that awareness requires knowledge, but much the same considerations would 

                                                             
37 Unattributed page references in this section are to Gibbons (2010).  
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apply if we instead took it to require only belief, or justified belief. The 
positive part of Gibbons’ view–viz., that the things an agent believes, or 
justifiably believes, are or at least can be, reasons to act for that agent, even if 
these beliefs are false-will be noted only in passing. 

Gibbons’ main line of argument38 runs as follows. If you hold a view of 
practical reasons on which there are, or at least can be, facts (or truths) which 
are reasons to act for agents that these agents are unaware of, you have to 
maintain that what there is reason to do for an agent can come apart from what 
it is reasonable or rational to do for that agent, as it is exceedingly plausible 
that the latter is not determined by facts that agents are unaware of.39 
According to Gibbons, though, it is not plausible that reasons and rationality 
(or reasonableness) can come apart; we see why it is not once we appreciate 
two points (p. 345). First, there is no plausible story to tell about what reasons 
are supposed to do, if they are not the sort of things that ‘make actions 
rational.’ Second, the view that unknown facts can be reasons at best leaves us 
in the dark with respect to what we should do in situations of conflict, e.g., 
when the reasons there are point in one way and what it is rational to do 
another. (Worse, the view may give the wrong answer.)  

I’ll start with a brief sketch of why reasons and rationality have to be 
able to come apart if we maintain that facts which agents are unaware of are 
eligible to be reasons to act for them; after that, I’ll discuss the grounds for 
rejecting the idea that these things can come apart that Gibbons offers in 

                                                             
38 Gibbons also suggests one could argue from the claim that our epistemic reasons 
depend on our perspective to the claim that our practical reasons are as well, as it 
should be the default view that practical and epistemic reasons share their general 
features (pp. 335-36). Assessing this suggestion would require developing a view on 
the nature of epistemic reasons, which is not something I will do here, as this chapter 
is long enough already as it is. Furthermore, Gibbons seeks to show that two 
considerations that seem to support the view that what reasons there are is not 
dependent on our ‘perspective’ do not fact provide support for this view (pp. 353-60). 
The first of these, which concerns the elements of proper practical deliberation, 
focuses on the rejection of psychologism in the ontology of reasons; this is an issue I 
have set aside in (4.1.4) above, and will continue to ignore. With respect to the second 
of the considerations that Gibbons discusses, which concerns the possibility of 
advising less-than-fully-informed agents, I have already said everything that I wanted 
to say in section (4.2.1).  
39 Which is not to say that it is determined only by the facts or truths that an agent is 
aware of; one could add that whether it is reasonable or rational to do something 
depends as well on the falsehoods an agent believes, or (perhaps) the falsehoods an 
agent believes with justification. As I noted in the text, my concern is not with the 
positive thesis (that believed falsehoods, or justifiably believed falsehoods, are or 
provide reasons), but only with the negative thesis (that facts or truths agents are 
unaware of are not, or do not provide, reasons). 
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turn.40 I end with a brief discussion of what reasons we have to get better 
informed if facts can be reasons even if we are not aware of them.  
 
(i) How reasons and rationality come apart.  Many who, like me, hold the view 
that reasons to act are facts or truths of which the agent for whom these facts 
or truths are reasons need not be aware combine this view of reasons with the 
view that rationality is a matter of an agent’s beliefs, or her justified beliefs, 
and perhaps of her desires or preferences as well. Somewhat more precisely, 
these philosophers tend to hold that whether or not acting in a certain way is 
rational or irrational for a given agent depends, at least in part, on the 
(contents of the) beliefs that this agent holds.41 And much the same can be said 
about whether the forming or having of a certain belief, preference, intention, 
etc. is rational or irrational for an agent. 

What motivates introducing a distinction along these lines, with 
reasons being (provided by) the facts of the situation, irrespective of the 
agent’s awareness of them, and rationality being a matter of the agent’s 
mental states, or some subset of these states? One central motivation, I think, 
is that we want to be able to distinguish between cases where agents act in 
ways that strike us as reasonable given their beliefs and cases where they do 
not, even though the facts of the situation are identical in both cases. Imagine, 
for instance, that Belinda and Charlene are both holding a glass that contains 
gin and tonic, and both desire, and would enjoy, drinking what is in the glass. 
Both of them, we can thus suppose, have a reason to take a sip, and both of 
them do so. However, Belinda (correctly) believes the glass contains gin and 
tonic, while Charlene (incorrectly) believes the glass contains petrol and 
tonic–perhaps, say, she has read a little too much Bernard Williams recently, 
and she has gotten paranoid about the possibility of being handed a glass of 
petrol and tonic as a result.42 There surely appears to be something amiss with 
what Charlene does (viz., take a sip) given her beliefs, but there is nothing 

                                                             
40 While there is a large and growing body of critical discussions of the various details 
of specific accounts of rational requirements, concerning things such as their logical 
form or their normative force, Gibbons’ article is the only discussion I am aware of 
that outright rejects the basic idea that reasons and rationality can come apart; this is 
why this article is the focus of the present section.  
41 For a representative statement of the view, see Parfit (2011: chapter 5). Others, 
such as Broome (2001), hold a more restrictive view, according to which rational 
requirements apply only to our mental states, without extending to actions, so that at 
most an intention to do A can be irrational on Broome’s picture. 
42 It may be objected that this description entails that Charlene’s belief about the 
contents of her glass are irrational, and so her beliefs fail to make it irrational for her 
to take a sip. If you happen to find yourself with such intuitions, and are therefore 
inclined to reject the verdict, imagine instead that a normally reliable friend has told 
Charlene that the host of the party is pulling some practical joke on his guests, etc. 
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amiss with what Belinda does. We need to have some terminology to capture 
the difference here, and preferably some terminology that conveys that 
something can be said against what Charlene does. Likewise, if we instead 
imagine that both of their glasses in fact contain petrol and tonic, and Belinda 
is aware of this while Charlene is not, then it would strike us as weird if 
Charlene tosses the contents of her glass–even though she has excellent 
reason to do so, given what the glass contains, and we (with our superior 
knowledge) would advise her to do just that. It would, however, not at all 
strike us as weird if Belinda tossed the contents of her glass, given our 
assumption that she is aware of the fact that the stuff it contains is petrol, 
instead of gin. Again, we need some vocabulary to mark the intuitive 
distinction between the two scenarios; preferably terminology that conveys 
that there is something amiss with Charlene’s behavior that is not amiss with 
Belinda’s. And the terms ‘rational’ and ‘irrational’ give us precisely what we 
need (p. 345).  
 This way of using ‘rational’ and ‘irrational’, which ties their conditions 
of application to the mental states of agents, fits to a considerable degree with 
our ordinary way of using the terms (cf. Scanlon 1998: 25-30). The question 
we need to answer here is whether accepting that rationality and irrationality 
depend on agents’ mental states, while maintaining that reasons are not so 
dependent, is a defensible combination. A first observation Gibbons makes is 
that when we consider the matter in the abstract, it ‘certainly seems … that the 
notion of a reason and the notion of what’s reasonable are in the same 
normative ballpark’ (p. 336), and the same can be said about rationality (see, 
e.g., p. 342). Regarding the probative force of this sort of observation, I agree 
with John Broome: 
 

There are certainly connections between the words ‘rational’ and ‘reason.’ 
For one, they have the same Latin root. But, although etymology can be 
suggestive, it gives no real ground for thinking there is a connection 
between the concepts [these words express] (Broome 2007 b: 165).  

 
Second, Gibbons notes that if you ‘drive a wedge between reasons and 
rationality,’ then ‘none of the ordinary, commonsense things that you want to 
say about the relation between reasons and rationality will be compatible with 
your theory’ (p. 342). Among the things Gibbons wants to say about this 
relation are, first, that ‘you’re rationally required to be reasonable’, second, 
that ‘being reasonable is responding to reasons’, and third, ‘if you have all the 
reason in the world to [perform A] and no reason not to, you’re rationally 
required to [perform A]’ (ibid.). If we take ‘rational’ and ‘reasonable’ to be 
different terms for the same thing (as we have been doing), then the first 
claim, ‘you’re rationally required to be reasonable’ can be translated into 
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‘you’re rationally required to be rational’. This is a tautology,43 and therefore 
surely something we can still say, no matter what we say about the relation 
between reasons and rationality. 

Gibbons is correct in noting that we cannot maintain that ‘being 
rational is responding to reasons’, for one can be rational even if one does not 
respond (correctly) to the reasons there are, for instance when one is ignorant 
of (some or all of) those reasons. But is it a problem if we have to reject these 
claims? No: situations where agents are ignorant of (some of) their reasons 
precisely serve to show what is wrong with this claim. And the same goes for 
the third claim: you are not rationally required to perform an action if the 
balance of reasons favors that action, for you can be ignorant of your reasons, 
and when you are, you need not be irrational if you do not perform the action 
that the balance of reasons supports.44 

None of this amounts to an actual argument, of course. Yet if one is not 
already convinced that there are no reasons one can be ignorant of, everyday 
examples should be capable of swaying one to the view that there are. And 
once that happens, one can see that these purported ‘platitudes’ (ibid.) about 
the relation between reasons and rationality are false. There is no great 
theoretical embarrassment in having to reject these claims; in fact, I find it 
somewhat incredible to think that they are ordinary, commonsense claims. 
Speaking for myself, I have no pre-theoretical intuitions whatsoever about 
what rationality does and does not consist in, and thus no intuitions about this 
subject that I believe should constrain our theorizing about reasons and 
rationality. Whatever it is that rationality turns out to consist in is something 
that will fall out of the correct account of rationality, not something that can 
constrain what the correct account can be. Evaluating accounts of rationality 
will at various points involve testing it against pre-theoretical intuitions, but 
prima facie, this is not one of those points. 

Gibbons appears to be aware of the weakness of this line of argument, 
as he also develops two more elaborate objections designed to show what is 
wrong with taking reasons and rationality to be–by and large–a separate 
affair. To these objections I now turn.  

                                                             
43 Aren’t there cases of ‘rational irrationality’? No, or at least, not really: there may 
well be cases where it is rational to cause oneself to behave irrationally, but that 
doesn’t make the resultant behavior rational, let alone both rational and irrational (cf. 
Parfit 1984). There may also be cases where it is morally right to develop dispositions 
that will lead one to act wrongly on certain occasions, but that doesn’t make the 
actions that flow from those dispositions right, let alone both right and wrong (cf. 
Railton 1984). 
44 For an extensive discussion of the second claim, leading up to the very same 
conclusion that I put forward here, see Broome (2007 a). This paragraph summarizes 
Broome’s ‘quick argument’ for why rationality does not consist in correctly 
responding to reasons.  
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(ii) What do reasons do?  Gibbons’ first objection to the view that reasons and 
rationality can come apart runs as follows. If what there is reason to do for an 
agent in a situation is not always what it is rational to do for that agent in that 
situation, then ‘whatever positive normative status is conferred [on actions] 
by … [the] reasons [that support it], that status cannot be rationality’ (p. 345). 
But if the reasons there are favor, on balance, a certain action, then 
necessarily, ‘there is something to be said’ in favor performing that action, and 
‘the question what there is to be said is the question of what positive 
normative status is conferred by … reasons’ (ibid.). Gibbons considers two 
candidates for the relevant status: according to the ‘value-based conception of 
reasons, to say that you have a … reason to [perform A] is … to say that it 
would be a good thing if you [performed A]’. According to ‘the omniscience-
based conception of reasons, to say that you have a … reason to [perform A] is 
… to say that [performing A] would be reasonable if you knew all the facts’ (p. 
346). He then argues that neither candidate is attractive, and concludes that 
the only genuine candidate for the positive normative status that reasons 
confer on actions is ‘reasonableness’ or, which we are assuming is the same 
thing, ‘rationality’. 
 The general problem with this line of argument is that it rests on the 
mistaken assumption that there is something that reasons must do, where 
‘doing something’ is understood as ‘conferring a positive normative status’. 
There are reasons which do not confer any positive status on anything, 
namely, reasons that are outweighed or undercut. If I get $1 if I push the 
button in front of me, and $1000 if I do not, the fact that I get $1 if I push the 
button is a reason to push the button, albeit one that is massively outweighed. 
This fact surely is a reason to push, but it does not confer any positive 
normative status on the action of pushing the button, provided the notion of a 
‘normative status’ is understood in an all-things-considered way. ‘Being 
reasonable’ is, I take it, a type of all-things considered normative status that 
actions might have, just as ‘being obligatory’ or ‘being rationally required’ 
are.45 So we can assume that it is some all-things-considered normative status 

                                                             
45 More precisely, I take them to be all-things-considered putatively normative 
statuses; whether all of them really are normative is a substantive question, to which I 
turn at the end of this section. It could be objected that the assumption that they are 
all-things-considered statuses is not harmless. Admittedly, we can also use both 
‘rational’ and ‘reasonable’ as gradable and not just as binary adjectives, as we can 
judge actions as more or less rational (irrational) or reasonable (unreasonable). To 
illustrate, if we modify the example just given a little bit, so that now I get $1 if I push 
the red button in front of me and $1000 if I push the green button next to it, and I get 
nothing if I push neither, and I know all of this to be the case, then although I would 
indeed be irrational if I push the red button, I would be even more irrational if I push 
neither button, since getting $1 is better than getting no money at all. So, it could be 
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that Gibbons has in mind when he is offering this argument. But no all-things-
considered status is conferred on actions by reasons that are outweighed or 
undercut by other reasons. So there are reasons which do not ‘do’ anything in 
the relevant sense. Therefore, this first objection fails.  
 One could try to salvage the idea that reasons must confer some 
normative status on actions by holding that reasons which are outweighed or 
undercut would confer a certain normative status on actions that they support 
or tell against, were it not for their being outweighed or undercut in the 
situation at hand. However, once we allow counterfactual scenarios here, we 
obviously open the door to another simple reply: if counterfactual scenarios 
are allowed to save the suggestion that reasons must confer a positive status 
for reasons that are outweighed or undercut, then surely we can with equal 
justification propose a move to counterfactual scenarios along epistemic 
dimensions (i.e., it would be rational to toss the contents of the glass if the 
person holding it were aware of the fact that the stuff it contains is petrol, and 
so on). In brief: either we have to keep everything as it is, in which case it must 
be conceded that not all reasons confer any normative status whatsoever on 
the actions that they favor, or we are allowed to consider counterfactual 
situations, in which case the claim that facts that actual agents are unaware of 
fail to be reasons (because they fail to make actions rational or reasonable) 
gets no support, as long as we can construct some counterfactual scenario in 
which they do precisely that. No matter which option we choose, the objection 
fails.46 

                                                                                                                                                           
objected, the outweighed reason that there is for pushing the red button, which exists 
because I would get $1 if I push it, does ‘do’ something: despite being outweighed, this 
reason ‘makes’ pushing the red button a less irrational action than that of pushing 
neither button. And, a critic could continue, what this shows is that, contrary to what I 
have suggested, we should not construe the notion of ‘doing something’ here as 
‘conferring an all-things-considered (putatively) normative status’. If this is correct, 
then admittedly, my rejection of the claim that reasons must be capable of ‘doing 
something’ would be in trouble, but the more general view I am trying to defend is 
not. The view that facts that we are unaware of can be reasons for us is not in trouble 
because the outweighed reasons that agents are unaware of can also ‘do’ something: 
we could hold that these facts confer something like the status of ‘not completely 
unsupported by reasons’ on actions. 
46 Let me point out here that if we were to take the second option, we are not forced to 
move to counterfactual scenarios in which agents are fully informed. All we need is 
some counterfactual scenario in which it would be reasonable for the agent to perform 
the action that the reason supports; constructing such a scenario may in some cases 
require that we only partially idealize the epistemic state of the agent. This means that 
we can still avoid the ‘conditional fallacy’-type objection that Gibbons raises to the 
omniscience-based account (see pp. 348-50). For a statement of this objection, see 
Johnson (1999); see Van Roojen (2000) for the claim that we need only partially 
idealize agents. Note, though, that this may not deal with the worry completely; I’ll 
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 Perhaps all of this is uncharitable. Granted, individual reasons do not 
always confer any positive (or negative) normative status on action, but when 
combined, they do: if the balance of reasons supports doing A, this means that 
A has some positive normative status–this follows from the meaning of ‘being 
supported by the balance of reasons’ and our assumption that ‘normativity’ 
can be understood, at least in part, in terms of reasons. Well then, what is this 
positive normative status that actions have, when they are supported by the 
balance of reasons? It is, admittedly, not that of being rational, or reasonable. 
Rather, I would suggest, it is the status of being supported by the balance of 
reasons. Sometimes actions that are supported by the overall balance of 
reasons are morally obligatory; perhaps this is always the case, but I have 
explicitly allowed for the possibility that this is not so (when we moved from 
[1’] to [1], in spelling out the objection from failed normativity above). 
Sometimes such actions are prudent. And there may well be other possibilities 
(sometimes such actions will be reasonable, or rational, for instance). At an 
abstract level, though, it seems certainly possible that there is nothing more 
helpful that can be said, meaning we are stuck with the characterization I just 
offered. One may find this to be disappointing, but since ‘the action that is 
supported by the balance of reasons has the positive normative status of being 
supported by the balance of reasons’ is almost tautological–for one could, 
perhaps, reject the claim that this really is a normative status,47 yet I find it 
hard to see what ground one could have for doing so; to my mind, ‘being 
supported by the balance of reasons’ is a normative status an action can have, 
if anything is–it is not a claim that stands in need of much, if any, defense. And 
being almost tautological, it is also a claim that it is hard, if not impossible, to 
refute.  
 
(iii) When reasons and rationality conflict. Gibbons second line of objection 
starts with noting that ‘without knowing very much about the positive 
normative status allegedly conferred by … reasons, we can ask … what 
happens when that status conflicts with another positive normative status: 
being reasonable’ (p. 351). To address this issue, he introduces the following 
pair of claims: 
 

A. If you have most (good) reason to [do A], you ought to [do A] 
B. If it’s unreasonable for you to [do A], you shouldn’t [do A] 

                                                                                                                                                           
offer some further remarks when discussing examples of conflicts between reasons 
and rationality below. Note as well that even if this maneuver cannot save all of the 
claims about unknown reasons that we might want to make, it still suffices for a 
rejection of REA, as it entitles us to rule in a wide variety of unknown reasons. 
47 Gibbons suggests this regarding the omniscience-based conception (see p. 351), but 
I must confess it looks like he is just insisting in different words that the view that 
reasons do not make actions rational is incorrect. 
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If you are ignorant of (some of) your reasons, what you have most reason to 
do is not necessarily identical to what it is reasonable or rational for you to do, 
at least on the picture that I endorse. If the consequents of (A) and (B) use 
‘ought’ and ‘shouldn’t’ in the same, unequivocal way, something needs to go.48 
And if we take normativity to be fundamentally a matter of what there is and 
isn’t reason to do, it seems that we need to give up (B): you shouldn’t, in the 
most fundamental sense, do A just in case the balance of reasons tells against 
doing A, but it’s being unreasonable or irrational to do A does not entail that 
the balance of reasons tells against doing A, and so it’s being unreasonable to 
do A doesn’t entail that you shouldn’t do A. 

Against this proposal, Gibbons suggests that ‘we should prefer a view 
consistent with both of these ideas to a view that forces us to choose between 
them’ (ibid.); this requires that what there is reason to do and what it is 
reasonable or rational to do coincide. Other things equal, I agree that 
coincidence would be preferable, but I also believe other things are not equal, 
and that we cannot have it both ways. So the question is: can we give up (B), or 
is doing so unacceptable? Gibbons tries to convince us that giving up (B) is a 
mistake; if it is agreed that (A) is non-negotiable, then would Gibbons’ 
argument succeed, we must accept that reasons and rationality coincide. In 
defending (B), Gibbons starts out with noting that ‘be reasonable’ is a 
‘categorical imperative’ which ‘applies to all agents regardless of their 
contingent desires’ (p. 352). Indeed, this imperative is categorical in form, but 
so are the imperatives issued by the rules of etiquette, among other things; by 
itself, this shows nothing about their force.49 Gibbons adds the following:  
 

If a code of conduct says that you ought to [do A] in circumstances in which 
it would be obviously and completely irrational for you to [do A], then you 
are rationally required to ignore that code of conduct … If you are 
rationally required to be reasonable, and if rational requirements are 
genuine requirements (even if they’re not the only genuine requirements) 
then denying (B) is out of the question (ibid.).  

 

                                                             
48 One could propose that ‘ought’ in (A) and ‘shouldn’t’ in (B) have different meanings. 
For example, if we take (A) to be equivalent to ‘if you have most good reason to do A, 
then the balance of reasons favors doing A’ and (B) to be equivalent to ‘if it is 
unreasonable (i.e., irrational) for you to do A, you are rationally required not to do A’ 
we can easily accept both, no matter what else we believe about reasons or rationality. 
Gibbons objects to such a move (p. 352), but as far as I can tell, what he says merely 
amounts to noting that whatever conflicts with rationality is something one is 
rationally required to reject. I criticize this suggestion in the text.  
49 Compare Foot (1978). 
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Obviously, for any code of conduct C, no matter what its contents are, if 
obeying C conflicts with conforming to the requirements of rationality in some 
situation, then rationality requires that one not obey C in that situation. But 
exactly the same can be said about code C, of course: if conforming to the 
requirements of rationality conflicts with obeying C in some situation, then C 
will require one to not conform to the requirements of rationality in that 
situation. And if, as we have been doing all along, we take ‘reasonable’ and 
‘rational’ to amount to the same thing, then it turns out that to say that ‘be 
reasonable’ is a requirement of rationality is merely to say that rationality 
requires one to be rational, which is a tautology. The real question is whether 
the requirements of rationality are indeed ‘genuine’ requirements, by which I 
take it Gibbons means that they are normative.50 

How are we to go about answering this question? If we take 
‘normativity’ to be a matter of what there is reason to do, the question here is 
whether there is reason to be rational, i.e., reason to conform to the 
requirements of rationality. Unlike the question ‘is there reason to do what the 
balance of reasons favors?’, this question has an ‘open feel’: different, 
incompatible answers to it seem possible.51 If one thinks that this way of 
phrasing the issue stacks the deck in favor of the view that I am trying to 
defend here, we can instead take ‘normativity’ to be a matter of ‘complying 
with the requirements of rationality’. On this view, the question of whether 
rationality is normative asks what we are rationally required to do, in which 
case we know that the answer has to be ‘yes’: of course we are rationally 
required to comply with the requirements of rationality; saying that we are is 
simply saying the same thing twice over. In this case, it will instead be the 
question of whether we are rationally required to do what we have most 
reason to do which has an ‘open feel’.  

Two points are worth making. First, note that on the second construal, 
we may come to the conclusion that (A) has to be given up–nothing precludes 
this possibility (unless it is already ruled out on independent grounds), and so 
if we accept this construal, we are still at quite some distance from the 
conclusion that both (A) and (B) are true, and thus that reasons and rationality 
coincide. 

 Second, I have been working on the assumption that the first 
construal is preferable, that is, that normativity is fundamentally a matter of 
what there is and isn’t reason to do. I may not be able to convince someone 

                                                             
50 Merely noting that we can and do refer to them as requirements does not suffice for 
concluding that they are; see Broome (2007 c) for this point. 
51 For an influential discussion of this question, which leads up to the conclusion that 
we do not have reason to be rational, see Kolodny (2005); also see Broome (2005, 
2007 b), among others. I assume that other things equal, it is preferable to be able to 
maintain that rational requirements have (derivative) normative force; see note 58 
below for some further comments.  
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who does not already agree of the truth of this assumption, but if that is so, 
then presumably the reverse holds as well. Or at the very least, nothing 
Gibbons says shows otherwise.52 Insofar as the assumption that reasons are, 
as we might put it, ‘normatively fundamental’ is defensible, so too is allowing 
for the possibility that reasons and rationality do not always coincide. Abstract 
reflections on allowing or disallowing the possibility that they then will point 
in different directions in particular cases do not provide grounds for ruling out 
the conclusion that reasons and rationality can diverge. And thus so far, we 
have not uncovered a ground for treating the upshot of having to reject (B) as 
a strike against the view that unknown facts can be reasons to act. 
 
(vi) Getting informed about what reasons there are. There is one last issue 
regarding the rejection of REA that deserves attention in this context, namely, 
the question of what reasons there are to get informed about what reasons 
there are. The worry here could be put as follows: if facts that we are unaware 
of can be reasons to act for us, why should we get informed about them, when 
we could also simply perform the actions that these reasons justify, while 
remaining unaware of our reasons? If what is asked is merely that we account 
for the intuitively plausible idea that there sometimes are reasons to get 
informed, the task is not very challenging.53 Say that some fact F is a reason for 
me to do A, but I am presently unaware of F. The mere fact that F is already a 
reason for me surely does not all by itself preclude there being some reason 
for me to become informed about F (why would it?). Moreover, we can easily 
identify some fact which provides me with a reason to get informed: the fact 
that I am presently ignorant of F could well be a reason to get informed about 
whether F is the case–for on the face of it, this fact can surely count in favor of 
my getting informed, and that, we could hold, suffices for it to count as a 

                                                             
52 A third option would be to take ‘ought’ to be the primitive normative term, and ask 
whether we ought to do what we have most reason to do, and/or ought to do what we 
are rationally required to do. I have explained why I find this way of construing the 
issue unsatisfactory in note 1 above. Note, finally, that we also have the option of 
treating reasons and rationality as irreducible, distinct types (or ‘sources’, if you like) 
of normativity. On this view, if some feature (such as ‘being obligatory’) is a normative 
feature, that must mean either that its presence is or entails that there is a reason, or 
that whatever has this feature is rationally required. This sort of disjunctive view of 
normativity (suggested in Broome 1999, 2004, but rejected in Broome 2007 a) 
appears to easily generate conflicts that seem to admit of no obvious solution, given 
the assumption of irreducibility. That seems to me to be an excellent reason for 
thinking either reasons or rationality has to enjoy primacy.  
53 It may be a challenge for some ‘omniscience-based’ conceptions of reasons, viz., 
those that identify what one has reason to do with what one would do, or what it 
would be reasonable or rational to do, if one were fully informed, as Gibbons correctly 
points out (pp. 348-349). However, we are not driven towards accepting such a 
conception of reasons when we reject REA, so its shortcomings need not bother us. 
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reason for getting informed (Dancy 2000: 69; 2002: 236-37). If this suggestion 
is deemed unsatisfactory, there are various other candidate facts we can cite.54 

First, the fact that, were one to get informed about what reasons to act 
there are, one would consequently be doing the right thing for the right reason, 
is a candidate reason to get informed, for arguably, there is value in doing the 
right thing for the right reason. This sort of explanation of what reasons there 
are for getting informed about what reasons there are is, I think, most 
plausible when the reasons are of a moral kind: morally right actions that are 
done for the right reasons have moral worth, and arguably, there is value in 
acting in morally worthy ways. Second, acting in a condition of ignorance or 
uncertainty can produce anxiety, and given that anxiety is a highly unpleasant 
state, one well worth avoiding, the fact that one will experience such a state if 
one makes a decision while remaining uninformed can be a reason to get 
informed. Third, getting informed can be a way of increasing the likelihood that 
one will in fact do what one has most reason to do, and so the fact that one 
increases the likelihood can be a reason to get informed.55 If, for example, 
there is now most reason for me to go to the train station, but I do not know 
which bus will take me there, by getting informed about which buses go to the 
station and which do not, I will make it more much likely that I will in fact go 
where I need to go (and thereby do what there is most reason to do) than if I 
do not obtain this information. And that fact, we can maintain, is an excellent 
reason for me to get informed.  

Furthermore, the scenario described illustrates what is actually a more 
general phenomenon, not one that is confined merely to the issue of what 
reason we have for getting informed. Often enough, there is now good reason 
for me to reduce the chance that I will not do what I have most reason to do 
later. If, say, I now know that I will not (or that I am unlikely to) work on my 
dissertation tomorrow if I drink a bottle of wine tonight, then there is good 
reason for me right now to make sure I will not drink a bottle of wine tonight, 

                                                             
54 The further facts I cite as reasons need not compete with the fact that one is 
ignorant; these can also be taken as explaining why and when the fact that one is 
ignorant constitutes a reason to get informed. 
55 By ‘likelihood’, I mean objective probability, or chance. I am not convinced that we 
have reason to make it more likely that we will do something when we understand 
likelihood as denoting epistemic (evidential) or purely subjective (Bayesian) 
probability, apart from the reasons that anticipated anxiety provide; objective 
probability facts, if there are any, are on the other hand excellent candidate reasons. 
By contrast, what we are rationally required to do may well be a function either of our 
beliefs or our evidential situation; if we can defend the view that what it is rational to 
do depends on the probability distribution generated by our beliefs or our evidence, 
such probabilities properly play a role in determining the rational status of an action. 
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so as to make it more likely that tomorrow, I will do what there will then be 
most reason to do, i.e., write all day.56 

 While it is not very hard to defend the claim that there is often some 
reason to get informed about what reasons there are if REA is rejected, it is a 
further question whether we can also defend the claim that often, getting 
informed about what reasons there are is what there is most reason to do for 
us. The problem is that there is often some cost involved in getting informed, 
the incurring of which is not outweighed by corresponding benefits. The 
problem can be illustrated by an example. David, a graduate student living on 
a tight budget, is considering buying a second hand car, and has his eye on a 
decent-looking Volvo that fits his criteria. Given what he knows about the car’s 
model, make, and mileage, his credences are divided equally between the 
possibilities that the car is in good enough shape (and thus worth the price 
asked, say $1500) and that the car is in poor shape (and thus not worth the 
price). He can take it to a mechanic to have it inspected prior to buying it, in 
order to find out what shape the car is in. However, taking it to the mechanic 
will cost him $200. If the car is in good enough shape, he could save this 
money (a non-negligible sum, given his budget) by buying it immediately; this 
would be far preferable to spending $200. If the car is in poor shape, then he 
will be better of saving this money as well. David would, in short, be better off 
buying the car immediately (if it is in good enough shape) or not buying it 
immediately (in case it is in a bad enough shape), without ever bothering to 
take the car to a mechanic.  

Facts about the shape that this car is in give David reasons to either 
immediately buy it or to immediately not buy it, depending on what these 
facts are exactly, and given the significant costs involved in getting informed, it 
would seem that buying or not buying immediately is what there is most 
reason to do for him. If he were to get informed about the car’s shape, that 

                                                             
56 There is at least one possible ground for objection here: while it should be 
uncontroversial that I should take steps to avoid getting drunk tonight when it is true 
that I cannot work on my dissertation tomorrow were I to get drunk tonight, there is 
at least room for holding that if I am perfectly capable of writing all day tomorrow, but 
just will not do so, were I to get drunk, then (provided there is value in drinking a 
bottle of wine tonight) perhaps what I have most reason to do is both drink the wine 
and work all day tomorrow, in which case I do not now have most reason to prevent 
myself from drinking. I discuss this issue elsewhere (in my forthcoming); there, I 
conclude that at least from an objective consequentialist perspective, our ‘avoidable 
imperfections’ do not affect what we have most reason to do. Note, though that the 
argument offered there does allow for the judgment that there is often some reason to 
take one’s future failings into account, and at this point, the latter claim is all we are 
trying to establish. Furthermore, as I explain in the text below, there is independent 
reason for accepting that we typically do not have most reason to get informed, so 
nothing really hangs on the matter here, I think. 



156 
 

would not be a way of doing what there is most reason to do for him, or a way 
of making it more likely that he will go on to do what there is most reason to 
do; rather, getting informed is a way of making sure that he will not do what 
there is most reason to do. We might want to suggest that the costs of getting 
informed are outweighed, by the benefits of avoiding the anxiety David would 
experience were he to simply go ahead and either buy it or not, but if we 
stipulate that his anxiety would be mild, and that having $200 means quite a 
lot to David given his financial situation (perhaps he needs it to pay his 
monthly bills, say), it is hard to see how the reasons that are generated by 
avoiding a state of anxiety could put sufficient weight onto the scale to tip it 
towards getting informed. And furthermore, if we accept that he would not be 
doing what he has most reason to do, then there is also no hope of appealing 
to the value of doing the right for the right reasons, for he would not be doing 
‘the right thing’ were he to get informed. And David’s case is not, it seems, 
atypical: often there are costs involved in getting informed, and perhaps 
equally often, those costs are not outweighed, and getting informed is not a 
way of either ascertaining or making it more likely that one will do what one 
has most reason to do. In every situation that meets these conditions, the 
balance of reasons will, then, tell against getting informed, and in favor of 
simply acting in the way the (unknown) reasons support. This is a rather 
unwelcome implication, for intuitively, getting informed quite often seems to 
be the thing to do.57 
 I am inclined to accept this implication: often enough, we indeed do 
not have most reason to get informed about what reasons there are; this is 
what rejecting REA leads to. However, we can try and make this a more 
palatable upshot, by trying to show that rationality nonetheless requires us to 
get informed, even if the balance of reasons does not support doing so. So far, I 
have tried to defend the view that reasons and rationality can come apart; if 
this is correct, then there is no general issue about allowing a difference 
between what our reasons dictate we do and what rationality requires of us. 
Arguably, though, there is a local problem regarding how they should come 
apart in situations such as that of David, and all others like it. The point is that, 
assuming David is aware of the fact that the balance of reasons supports either 
buying or not buying the car, we would have to claim that one can be 
rationally required to do what one knows is not what there is most reason to 
do, if we want to hold that he is rationally required to get informed. And it 
could be objected that, whatever one’s view is about the relation between 
reasons and rationality, it cannot conflict with this claim: 

                                                             
57 Gibbons, on (p. 349), offers a more convoluted example with a similar structure to 
make this point. This is why I noted that the ‘ought’ figuring in claims of the form ‘S 
ought to become aware of F’ that I relied on in the previous section may not be the 
‘ought’ of ‘has most reason’. 
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What Rationality Cannot Require: Whatever rationality exactly requires, it 
cannot require that one knowingly does something one knows is not 
supported by the balance of reasons 

 
If rationality cannot require that one knowingly does something that one 
knows is not supported by the balance of reasons, then rationality cannot 
require of David that he takes the car to a mechanic, and the same goes for all 
situations that resemble his in the relevant structural respects (i.e., those 
where there are non-outweighed costs to getting informed). Why, though, 
should we believe What Rationality Cannot Require? I suspect that whatever 
attractiveness this claim enjoys stems from the thought that, if reasons and 
rationality can come apart, as I have claimed they can, requirements of 
rationality must be understood by reference to the contribution that 
complying with them makes to doing what there is most reason to do. In other 
words, the shape and content of all requirements of rationality must stem 
from their instrumental value; they are what we have to go by whenever we 
do not know what there is most reason to do. If this rough sketch of what 
rational requirements are in the business of doing is on the right track, it 
would seem to be impossible that we can sometimes be rationally required to 
do things we know will in no way contribute to doing what there is most 
reason to do (but which rather are a way of not doing what there is most 
reason to do). 
 This objection to the attempt to vindicate the claim that we are often 
rationally required to get informed about what reasons there are has part of 
the truth, but it is overstated.58 The truth in it is the suggestion that, insofar as 
rational requirements make sense if reasons are the basic ‘building blocks’ of 

                                                             
58 The reply that I sketch here is indebted to the discussion of comparable problems 
facing objective accounts of obligation in Graham (2010); also see Bykvist (ms.). Both 
of these authors argue that a morally conscientious agent will do wrong knowingly, if 
the wrong in question is not too serious, and committing it is a way of preventing 
oneself from committing a serious wrong.  

It is worth noting that, instead of challenging how exactly we should 
understand rational requirements along instrumental lines, we could instead propose 
some other way of making sense of such requirements. Kolodny (2005) is probably 
the most well-known attempt to do just that; his alternative account, though, leads 
him to conclude that there is no reason to be rational. It seems to me that we have 
grounds for wanting to avoid the conclusion that there is no reason to be rational, 
because part of the project here is to accommodate intuitions about cases that conflict 
with the view that unknown facts can be reasons, and one way of doing is maintaining 
that these intuitions may be intuitions about what is rationally required. This would 
counts as a form of ‘accommodation’ only if being rationally required ‘counts for 
something’, so to speak. 
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normativity, so to speak, rational requirements must be understood in an 
instrumental way. The mistake lies in thinking that compliance with rational 
requirements makes sense only if compliance is a means to doing what there 
is most reason to do. While I take it to be a conceptual truth that we ought to 
do (in the fundamental, most important sense of ‘ought’) what there is most 
reason to do, when we are engaged in practical deliberation, considering what 
to do, our concern is not merely with succeeding at doing what we ought to do, 
and justifiably so. There can be different ways of failing to do what one ought 
to do, and these are often not all on a par–in general, it is not true that ‘a miss 
is as good as a mile’. Not every failure (be it a moral wrong, or some other type 
of failure) is equally serious, and when our evidence leaves open the 
possibility that an action may be either what we ought to or constitute a very 
serious failure, rationality may require that we choose some less serious 
failure, to avoid running the risk of doing something seriously defective. We 
can put this by saying that while rational requirement indeed exist to aid us in 
doing what there is most reason to do, they also have the purpose of aiding us 
in avoiding doing what we have very weighty reasons not to do. Sometimes 
these requirements will point us towards doing something that is not 
supported by the balance of reasons, so as to minimize the risk of doing 
something that is has much more counting against it than what we are 
rationally required to do. Therefore, What Rationality Cannot Require is false, 
and we can maintain that we are often rationally required to get informed, for 
getting informed is often the only rational strategy available for avoiding 
doing something much more seriously defective, in terms of where the 
balance of reasons lies. The case of David illustrates the point: while it is a 
mistake to spend the money on getting the car inspected, it is a much more 
serious mistake to buy it when it is about to fall apart; getting the car 
inspected is a way of making sure (or making it less likely) that he avoids 
making this mistake, although it comes at the price of making a less serious 
one.59 

                                                             
59 It should be acknowledged at this point that, even if it is granted that rational 
requirements need not only be instrumental in or towards doing what there is most 
reason to do, but also in avoiding doing what there is overwhelming reason not to do, 
we have not yet secured the desired result, viz., that evidential probabilities should 
partially determine what we are rationally required to do. (It is only then, it seems, 
that can we really accommodate intuitions about cases where getting informed is 
possible at some cost: the expected pay-off must be sizeable enough.) To put the point 
in terms of familiar decision rules, if the suggestion I made in the text is on the right 
track, then rationality requires neither that we adopt a maximax nor a maximin 
decision rule, but rather something in between–yet this ‘in between’ need not be 
expected utility. Be that as it may, it is progress if we have uncovered ground to reject 
What Rationality Cannot Require, and furthermore, what I say here at least does not 
rule out that what rationality requires can be modeled on expected utility theory. 
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 Summing up, I have argued here that although (a) it is true that what 
there is most reason to do is often not the action of getting informed about 
what reasons there are, (b) getting informed is nonetheless often rationally 
required, even in cases where we know that by getting informed, we will not 
be doing what there is most reason to do, because (c) rational requirements 
do not just serve to point us towards what there is most reason to do, they 
also serve to point us away from actions that are seriously defective (in terms 
of what reasons there are against their performance).   

This completes my discussion of REA. I have argued that there are 
good reasons for rejecting this claim (in 4.2.1), and that there are no sound 
arguments from explanation or deliberation that can provide it with 
theoretical support. Finally, I argued that it is no embarrassment to hold that 
what there is most reason to do is not identical to what it is rational to do. 
With REA out of the way, it is time to move on to RAA. 
 
 
4.3. Are reasons deliberatively accessible? 
 
The previous section argued against the thesis that only those facts an agent is 
aware of are eligible as reasons to act for that agent. While rejecting that 
thesis is not without importance, we also need to look at a weaker thesis about 
reasons and awareness: 
 

Reasons Are (Deliberatively) Accessible (RAA): For any fact F, agent S, and 
action A, necessarily, if F is a reason for S to do A, then F is deliberatively 
accessible to S 

 
As noted, RAA is strong enough to get the objection from failed normativity 
against the possibility of inaccessible obligations off the ground. While RAA is 
a view that I have often been presented with in conversation, I am not familiar 
with any explicit defense of it in print. I will start with some brief comments 
on RAA’s prima facie plausibility, and then examine arguments for the thesis 
that draw on the explanatory and the deliberative constraints on reasons. I 
argue that not only is neither of these constraints strong enough to support 
RAA, both of them turn out to face challenges from a variety of 
counterexamples, and thus can be rejected at little to no cost. This way of 
proceeding will not establish the positive claim that there are in fact 
inaccessible reasons, but it does pave the way for the conclusion that if an 
account of moral obligation entails that there are (or could be) such reasons, 
this entailment is not an embarrassment for such an account, for it does not 
conflict with the normativity of moral obligation.  
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4.3.1. Prima facie plausibility 
 
As with REA, we could try to gauge the intuitive, prima facie plausibility of 
REA by seeing how well its implications for specific cases mesh with our 
intuitive verdicts. Take the case discussed in (4.2.1) again: Alfred is holding a 
bottle containing gasoline, while thinking it contains gin; I suggested that it 
seems outlandish to deny that the fact that the stuff is gasoline is a reason for 
him to refrain from mixing it and taking a sip (instead, it seems a reason for 
tossing it). When I introduced the original case, I made no mention of whether 
the fact that the stuff is gasoline is accessible to Alfred; the scenario described 
can be expanded easily so as to make intuitions about it relevant to RAA, by 
adding the stipulation that the relevant fact is inaccessible. Does our intuitive 
response regarding the case change upon this addition?60 Speaking only for 
myself, it still seems that the fact that the stuff is petrol is a reason for Alfred; 
some of those to whom I have presented the case with the explicit assumption 
of inaccessibility report that they are no longer inclined to say that this fact is 
normatively significant for Alfred, even if they share my response to the initial 
scenario. What this indicates is, I take it, that we cannot put the burden of 
proof on the shoulders of the defendant of RAA as easily as we did with 
respect to REA.  
 Nonetheless, perhaps to some degree defending a rejection of RAA is 
easier than defending its acceptance. What supports this thought is this: those 
who accept RAA take on the responsibility of explaining why this claim is true: 
since this claim is not obviously and unequivocally supported by intuitions 
about cases, nor itself strongly supported by intuition, it stands in need of 
some kind of defense. As RAA is nowhere near as deeply in conflict with 
intuitions about cases as REA, the bar for success here is, I grant, significantly 
lower than for REA, but we are nonetheless entitled to some considerations 
supporting this claim: unexplained necessities which are, on the face of it at 
least, not needed for accounting for any uncontroversial intuitive data points 
do not just come for free.  

If this is a fair characterization of the dialectic, the proponent of RAA 
cannot simply rest content with noting that there are no major, obvious 
intuitive difficulties with this claim; she needs to offer some kind of positive 
rationale in its support. The sections that follow examine a few of the possible 
avenues that she might take when doing so.  
 
 

                                                             
60 I do not think the fact that we can elicit the intuition against REA (viz., that the fact 
that the stuff is petrol is a reason) without specifying whether the fact that the stuff is 
petrol is accessible to Alfred tells us much about the plausibility of RAA; reasoning 
from (beliefs based on) intuitions is plausibly taken to be non-monotonic.  
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4.3.2. The argument from explanation 
 
The obvious place to start is, again, with an appeal to the explanatory 
requirement on reasons. In section (4.2.2) I rejected an argument for REA 
drawing on the explanatory requirement; I left open whether the requirement 
is plausible in its more intuitive formulation, and whether it can support RAA. 
I noted in passing that the argument from explanation that we considered 
there is perhaps better understood as an argument for RAA than as an 
argument for REA. If we accommodate the observations about logical form 
that were the ground for setting aside the original argument, let us therefore 
consider the following variation on the original argument from explanation:  
 

The argument from explanation for RAA61 
For any fact F, agent S, and action A,  
1. Necessarily, if F is a reason for S to do A, then F could figure in an 
explanation of why S does A. 
2. Necessarily, if F figures in an explanation of why S does A, then S is aware 
of F. 

 
Therefore, 
 

3. Necessarily, if F is a reason for S to do A, then S could be aware of F. 
 
We can briefly recall the explication of these three claims offered in (4.2.2.): 
(1) states that every ‘reason-world’ is a world from which at least one 
‘explanation world’ is accessible; (2) is best understood as stating that all 
‘explanation-worlds’ are ‘awareness worlds’; the conclusion, (3), that we now 
draw from this is that, therefore, every ‘reason-world’ is a world from which at 
least one ‘awareness-world’ is accessible. The current argument from 
explanation does not have the same problem that plagued its previous 

                                                             
61 It is worth bearing in mind the remarks made in note 32 above regarding the 
possibility that we should not take the two modal operators to have the same ‘modal 
flavor’: these claims, if true, are presumably all true as a matter of conceptual 
necessity. Yet the sense in which it must be possible that a fact explains why an agent 
acts is, it seems safe to assume, not that of ‘not conceptually or metaphysically 
impossible’. I do not have the complete story about the sense in which it is supposed 
to be possible that a fact explains why an agent acts–that is, I do not have an account 
of when an ‘explanation world’ counts as accessible, for I am simply not sure how 
those who accept the explanatory requirement on reasons want it to be understood. 
For reasons given in (4.2.2), I do of course want to make the negative claim that the 
relevant accessibility-relation is not such that a world W1 stands in it to a second 
world W2 only if W2 is identical to W1 with respect to the epistemic status of the agents 
existing in both worlds (or those agents in W1 who have a counterpart in W2). 
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incarnation, course: given that the conclusion of this argument states merely 
that it must be possible that S is aware of F if F is a reason for S to do A, the 
second premise does not need to be understood in a way that is not supported 
by the intuitive idea that underlies it in order to get a valid argument. This 
does not mean there are no problems with the present argument, though.  

First, RAA is formulated in terms of deliberative accessibility; this is a 
quite demanding way of understanding the conditions under which it is 
deemed possible for an agent to be able to come to know that some fact 
obtains (see Chapter 1). If the above argument is to be an argument for RAA, 
then ‘S could be aware of F’ in (3), and thus also in (1), needs to be understood 
as employing this idea of the conditions under which we deem it possible for S 
to become aware of F. However, it is not at all clear why we should be 
supposed to understand (1) in this way: the explanatory requirement is 
introduced in a more intuitive fashion, without offering an interpretation of 
the possibility operator in its consequent. If we accept the requirement 
understood as this intuitive suggestion, then the argument shows only it must 
be possible in some sense that S becomes aware of F, not that this must be 
possible in the demanding, ‘deliberatively accessible’-sense of ‘possible’. For 
all the argument shows, it may be sufficient that it is not logically impossible 
that the agent is aware of F. Absent any further considerations, the argument 
from explanation does, therefore, not support RAA, but at best the conclusion 
that awareness of facts that are reasons must, in some sense, be possible. 
 At the same time, if this point is conceded, and it is acknowledged that 
awareness of facts that are reasons is possible only in some less demanding 
sense than deliberative accessibility, the conclusion that the reasons to 
perform obligatory actions are always in some sense accessible to the agent 
that is under the obligation is an unwelcome result. While it is perhaps a 
somewhat meager victory for critics of the view that I am trying to defend 
here, it is still a victory. Let us therefore take a closer look at the explanatory 
requirement.  
 The basic thesis, recall, is that ‘practical reasons can be acted on’. This 
sounds plausible, but it is not an altogether unproblematic idea. A variety of 
authors has offered counterexamples to this thesis; I will discuss one such 
example, due to Mark Schroeder, which is of particular interest given present 
concerns.62 Schroeder invites us to consider ‘the case of Nate, who hates all 
parties except for successful surprise parties thrown in his honor’ (2007: 33). 
Imagine Nate’s friends have joined together in his living room on Nate’s 
birthday, and they have so far succeeded in keeping both their plan to throw a 
surprise party for Nate, and their presence in his living room, a secret for the 

                                                             
62 For (somewhat contrived) examples with the same upshot, see David Sobel’s 
discussion of what he calls ‘fragile’ and (especially) ‘super-fragile’ reasons in his 
(2001); also see Robertson (2003) and Sobel (2003). 
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guest of honor. Given how much Nate loves successful surprise parties, and 
how much he would enjoy being there, etc., it seems that the fact that his 
friends have gathered in his living room constitutes a good reason for Nate to 
go home and enter the living room. But, as Schroeder notes, the fact that his 
friends have gathered in secrecy in his living room ‘is not a reason that Nate 
could know about or act on’ (ibid.), for if Nate were to find out that his friends 
have gathered in his living room in honor of his birthday, the surprise party 
would fail to be successful (qua surprise party), and thereby fail to be 
something that counts in favor of Nate’s going home and entering the living 
room: Nate, let us suppose, would not at all have a good time at the party if he 
knew ahead of time what awaited him in the living room, and his lack of 
enjoyment would ruin the whole thing for everyone. The fact that his friends 
have gathered in his living room may even be a reason not to go home if Nate 
is aware of it, given how much he dislikes unsuccessful surprise parties. 
 If the fact that his friends have gathered in his living room is a reason 
for Nate to go home,  then there are reasons that cannot be acted on: since this 
fact would lose its status of being a reason if Nate becomes aware of it, if Nate 
were indeed to become aware of it (and we assume awareness is necessary for 
the fact to be the reason for which Nate acts), it would no longer be a reason 
for him to go home, and so he wouldn’t be going home for the reason that this 
fact now provides him with. In brief, if this is a genuine example of a reason 
that cannot be acted on, then the explanatory requirement has to go. 
Schroeder writes that ‘this is not a reason that Nate could know about’; this 
may suggest that the case also provides a direct counterexample to RAA. This 
impression is mistaken, though: the fact that there is a surprise party is, we 
can stipulate, a fact that Nate could come to know about; what is impossible is 
that he is aware of the fact and the fact is a reason to act. Given how I 
formulated RAA, the case does not provide a direct counterexample to that 
thesis (it is only a direct counterexample to REA). The example undermines 
one important motivation for RAA, but not the thesis itself, for if the relevant 
fact is a reason, then while that shows that not all practical reasons can be 
acted on, it does not show that it is false that all reasons are accessible.63  
 We can strengthen the grounds for rejecting the explanatory 
requirement by observing that there appear to be reasons that cannot be 
acted on, but not because awareness of these facts is incompatible with their 

                                                             
63 Is it not also true that this case undermines the motivation for RAA in a more direct 
way? For why would one hold on to the view that facts (or truths) which are reasons 
must be accessible to the agent for whom they are reasons, even if the agent’s 
awareness of some such facts would directly conflict with their status as a reason? 
Perhaps accepting the verdict on this case does directly challenge RAA–while I do 
think the question the case raises poses a serious challenge for the defendant of RAA, I 
do not want to put too much weight on this point at this stage, for perhaps some other 
motivation can be offered for RAA.  
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being a reason. Rather, the problem in such cases is that successfully engaging 
in the activities that are supported by these reasons requires not engaging in 
them with a certain intention, or (more broadly) while being focused on their 
aim or goal. To take a well-known example, while it seems that I can have 
excellent reasons to fall asleep right now–imagine that it is quite late already, I 
need to get up early in order to give a presentation, and if I am going to give a 
solid presentation, I need to be well-rested when I show up–yet I will surely 
not succeed at falling asleep at the moment if I were to intend to do so, nor, for 
that matter, if I remain focused on my reasons for falling asleep. I can, though, 
be perfectly well aware of my reasons for falling asleep, but it seems clear that 
I cannot act on or for these reasons.64 Or take another homely example: the 
fact that I would enjoy playing a game of tennis gives me a reason to play 
tennis. But my enjoying myself is not a reason on which I can act while 
playing, since consciously aiming at enjoying myself would, let us suppose, 
conflict with my playing the game in a competitive fashion, yet I will only 
enjoy myself if I play competitively. I need to set myself another aim (say, 
winning) in playing than the fact which gives me a reason to play. That aim 
will be the reason for which I play, but it is not the reason that there is for me 
to play if, say, I am indifferent towards winning; this means that I cannot play 
the game for the reason that there is for me to play.65 
 What these two examples bring out is that there is more than one way 
in which it can be true that a certain reason cannot be acted on, in the sense 
that the agent cannot perform the action this reason supports for that reason. 
Those insisting on the truth of the explanatory requirement can of course 
deny that the facts I cited as reasons in these different cases really are 
reasons,66 but broadening the range of situations serves to highlight that the 
counterintuitive implications of the requirement are not restricted to the issue 
at hand, nor to the (perhaps somewhat fanciful) example that I borrowed from 
Mark Schroeder. Facts that, on the face of it at least, clearly seem to count as 
good reasons, yet which cannot be acted on, are ubiquitous. Denying that 

                                                             
64 Provided we take falling asleep to be an action that I can perform; this last point 
could be disputed. It seems significantly less problematic to deny that falling asleep is 
an action I can perform than to deny that the facts that I need to get up early and be 
well-rested are reasons for me to fall asleep right now. Yet this move is not altogether 
without cost, though, for then one owes us an explanation of what these reasons are 
reasons for, if they are not reasons for action, and why reasons for activities-which-
are-not-actions are not reasons that we need to be able to ‘act on’ in a broad sense–
that is, by, e.g., responding to them by engaging in the activity the reasons supports 
engaging on grounds of our recognition of the reason.  
65 The example illustrates a general phenomenon, viz., that pleasurable states are 
generally not achieved by aiming at them; this is known as the ‘paradox of hedonism’.  
66 As Jon Elster seems to do for instance, in discussing what he calls ‘essential by-
products’ (1983: chapter 2).   
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there are no reasons that cannot be acted on therefore comes at the price of 
denying a whole range of intuitive judgments about reasons. That price is high 
enough, in my estimation, to make it reasonable to reject the explanatory 
requirement, and accept that there are reasons that cannot be acted on. 
 If the explanatory requirement on reasons can be reasonably rejected, 
the argument from explanation collapses even on its weakest interpretation: 
not even a watered-down version of RAA, which holds merely that reasons are 
(and must be) in some sense accessible to us, can be defended in this way. And 
that in turn means that those who push the objection from failed normativity 
against the view that there are inaccessible obligations as of yet cannot claim 
even the meager victory of having established that obligations are (and must 
be) accessible in some sense.  
 
 
4.3.3. The argument from deliberation 
 
The second option for defending RAA that I want to examine is that of 
appealing to the deliberative constraint on reasons. To see how such an appeal 
might go, it might help to briefly recall the earlier discussion of this constraint. 
In section (4.2.3), I argued that an agent who is deliberating well will, as part 
of a fully good deliberative process, become aware of certain facts, either by 
inferring these facts from what she already knows, or by engaging in 
information-gathering activities. A process of practical deliberation will fail to 
be fully good if the agent does not become aware of these facts, and so it looks 
like there are facts that need to figure in good deliberation in a situation which 
agents can be unaware of (on the assumption that these agents can fail to 
draw the relevant inferences or engage in the relevant activities). This is why 
a deliberative constraint on reasons does not support REA. I noted that we can 
refer to the relevant facts as ‘the set of facts that an agent ought to become 
aware of’ in a fully good deliberative process; if we take this sense of ‘ought’ to 
entail ‘can’, this set of facts is, of course, deliberatively accessible to the 
agent.67 Now, if all of the facts that need to figure in fully good deliberation in a 
situation are facts that the agent either is or ought to become aware of, then 
there are no deliberatively inaccessible facts which need to figure in fully good 
deliberation. When we combine this result with the claim that figuring in fully 
good deliberation in a situation is a necessary condition for being a reason to 
act in that situation, we get RAA: a fact is a reason only if it is deliberative 
accessible to the agent for whom it is a reason. 

                                                             
67 Let me note once again that the sense of ‘ought’ that is used here is may not be 
expressing ‘has (most) reason’, but rather should be taken to express ‘rationally 
required’ (see section 4.2.4 for discussion). 
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To resist this line of thought, we must reject one or more of the 
following claims: (a) all of the facts that figure in fully good practical 
deliberation in a situation are facts that the agent either is, or ought to become, 
aware of when deliberating about what to do; (b) all of the facts that agents 
ought to become aware of if their practical deliberations are to count as fully 
good are facts these agents can become of, when deliberating about what to 
do; (c) a fact is a reason for an agent in a situation only if this fact is a fact that 
figures in fully good practical deliberation in that situation. I will limit the 
present discussion to (a) and (c); both of these claims can, I believe, be 
reasonably rejected. 

Are there facts such that their absence in an agent’s deliberation 
constitutes a deliberative defect, yet of which it is not true that the agent ought 
to become aware of them when deliberating? Intuitively compelling examples 
of facts meeting these conditions are, I assume, facts that the agent can no 
longer become aware of, but which were once accessible to that agent, and 
which the agent ought to have taken notice at that time. Consider a doctor 
who, as of t, cannot access a certain patient’s records, and who needs to decide 
on whether to continue a certain treatment. At some time prior to t, she could 
easily have accessed the patient’s records, but failed to do so. Had she done so, 
she would have obtained information that would have put her in a position to 
determine that the treatment has become ineffective and positively harmful, 
and that it is in the patient’s best interest to discontinue it. Despite the lack of 
access to this information at t, it still seems that its absence constitutes a 
defect in the doctor’s deliberations at, and onwards from, t: her deliberations 
about whether to continue the treatment are less than fully good, precisely 
because she is unaware of (and thus does not rely on) the information 
contained in the patient’s file which bears on the issue at hand. In order for the 
doctor’s deliberations about whether to continue the treatment to count as 
fully good, the information has to be part of her deliberative process at t; its 
absence entails that, and explains why, this process fails to be fully good. 
 The intuition that the doctor’s deliberations in the above scenario are 
less than fully good can be supported by noting that it is supported by an 
attractive idea of what fully good deliberation consists in. So far, I have not 
said anything regarding how to fill this notion out any further, but one natural 
suggestion is to take ‘fully good deliberation’ to be the deliberations a fully 
virtuous agent would go through in the situation. And we can safely assume 
that a fully virtuous agent would have the information that the doctor in the 
example lacks: such an agent surely would not find herself ignorant of the 
contents of the patient’s file, and thus would rely on the information it 
contains in determining whether or not to continue the treatment. The 
underlying idea here is, of course, that a fully virtuous agent will not find 
herself in some of the conditions that less than fully virtuous agents find 
themselves in. This observation underlies one of the well-known objections to 
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virtue ethical accounts of right action, which define right and wrong in terms 
of what a fully virtuous agent would do: given that there are situations we can 
find ourselves in but which are not situations that a fully virtuous agent would 
end up in, all of the alternatives in such situations lack a deontic status, 
because there is no action that a fully virtuous agent would perform, but 
intuitively, the alternatives we face in these situations do have a deontic 
status.68 But we are not directly concerned with such accounts here; in the 
present context, this observation helps bolster the case for the suggestion that 
fully good practical deliberation will involve making use of information that is 
no longer accessible to actual deliberating agents, because if this suggestion 
about what fully good deliberation consists in is correct, there is no argument 
from a deliberative constraint on practical reasons to RAA.69  

In addition, we can note that this view on what it takes to deliberate in 
a fully good way has some structural similarities to a view John McDowell 
sketches when discussing Bernard Williams’ famous argument against 
motivationally inert practical reasons. Williams (1981) defends the view that 
there must be a ‘sound deliberative route’ from one’s present collection of 
motives (one’s ‘subjective motivational set’) to the conclusion that one has 
reason to act in a certain way, if it is true that one has a reason. On such a 
view, it seems that the set of motives one starts out with will circumscribe the 
range of what one can end up with; if there is no ‘sound deliberative route’ 
from one’s current motives to the conclusion that one has reason to do A, one 
does not have a reason to do A.70 McDowell objects that Williams’ account 
rests on a mistaken view of the relation between practical reasons and good or 
proper practical deliberation, and proposes an alternative take on the matter 
which does not have the restrictive implications of Williams’ account. 
McDowell writes that, on (what he takes to be) a more plausible view of the 
relation between reasons and deliberation,  
 

                                                             
68 For a clear and recent statement of this problem, see Svensson (2010: 259-260).  
69 One response to this line of argument would be to reject the characterization of 
‘fully good deliberation’ in terms of virtue, and instead put forward a procedural 
account of fully good practical deliberation, where one lives up to the highest standard 
just in case one complies with all rational requirements on combinations of mental 
states, transitions from one set of states to another, and (perhaps) transitions from 
mental states to bodily movements. But on such a view of what fully good deliberation 
amounts to, the thought of there being any intimate connection between deliberating 
well and what reasons there are seems already to have been given up on; see for 
instance Broome (2005, 2007 a, 2007 b), also Kolodny (2005).  
70 Whether Williams’ account really imposes any restrictions on what we have reason 
to do in an issue that has been widely disputed. See the first part of Finlay (2009) for a 
comprehensive overview of these debates, and see the second part of the same paper 
a suggestion for a different way of understanding Williams’ views.  



168 
 

… there is no implication, as in Williams’ [account], that there must be a 
deliberative or rational procedure that would lead anyone from not being 
so motivated to being so motivated. On the contrary, the transition to being 
so motivated is a transition to deliberating correctly, not one effected by 
deliberating correctly; effecting the transition may need some non-rational 
alteration such as conversion (1998: 107, emphases in original). 

 
McDowell’s account retains the connection between deliberating well and 
being motivated by one’s reasons, but it emphatically rejects the suggestion 
that one must be able to arrive at a state of being motivated by way of a 
deliberative process from any given starting point whatsoever. By construing 
the relation between reasoning well and being motivated by one’s reasons 
differently, the account is able to reject the implication that one’s motivational 
starting point can circumscribe the range of possible deliberative outcomes 
without denying that there is an intimate connection between good reasoning 
about what to do and reasons to act. 

Taking our cue from this, the analogous idea is that a transition from 
not thinking about the facts that are reasons that one is not aware of to 
thinking about these facts is to be conceived of as a transition to fully good 
practical deliberation, quite irrespective of whether this is a transition that 
can be achieved in or by way of deliberation. One’s practical deliberations fall 
short of being fully good as long as one is not thinking about all of the relevant 
facts71; what is required for one to come to think of these facts is a wholly 
separate matter however, the details of which have no bearing on whether 
these facts are reasons or not. The resulting view can accommodate the idea 
that what an agent will be thinking about when she is deliberating in a fully 
good way are her reasons, yet it is clearly compatible with a rejection of RAA, 
for it is silent on how, if at all, a fully good deliberative process is to be brought 
about within an agent as she actually is, and it makes what counts as fully 
good deliberation in the circumstances independent of what the agent is, or 
can become aware of, given her actual circumstances.  
 If some view along these lines is defensible, we can reject (a): it is just 
not true that all of the facts that figure in fully good practical deliberation in a 
situation are facts that the agent either is, or ought to become, aware of when 
deliberating about what to do. There are facts that would figure in fully good 
deliberation that an agent can sometimes no longer become aware of, and with 
respect to such facts, it is therefore not (or at least, no longer) true that she 
ought to become aware of them. This suffices for undermining the argument 

                                                             
71

 Thinking about (all) of the relevant facts presumably does not exhaust the criteria 
for deliberating well, of course; in order to deliberate well one must also, as we might 
put it, be thinking about them in the right way, e.g., take these facts as reasons, and 
according them the proper weight in one’s deliberations, and so on.  
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from deliberation for RAA. But once again, the considerations adduced may 
appear to support the idea that reasons have to be accessible in some sense. 
Even a fully virtuous agent will not be aware of facts that were at no point 
accessible to her, so if we were to maintain that it is a necessary condition for 
reasonhood that a fact figures in the deliberations of a fully virtuous agent, a 
weaker epistemic restriction seems well-supported. In order to block this 
inference, we need to reject a further claim; it is (c) that I think is false. 
 Schroeder’s example of the surprise party that I appealed to in 
rejecting the explanatory constraint on reasons also shows why the 
deliberative constraint needs to go. Nate loves successful surprise parties, but 
detests unsuccessful surprise parties. The fact that his friends have gathered 
in his living room in honor of his birthday is a reason for Nate to go home only 
if he is unaware of it. This is not just a fact that cannot figure in the 
explanation of why Nate goes home while retaining its status as a reason for 
him to do so; it is also a fact that cannot figure in his deliberations about 
whether to go home while retaining that status. If figuring in his deliberations 
entails that he is aware of it (which seems plausible, and either way is a claim 
that those who want to push this line of argument against inaccessible reasons 
require), then if it figures in his deliberations, it would not be a reason for him 
to go home. Imagine that Nate is fully virtuous; assuming this does not conflict 
with his preferences regarding surprise parties, it looks like the fact that his 
friends have gathered in his living room would not figure in his deliberations 
about whether to go home while at the same time being a reason for him to go 
home. And that means there are facts which are reasons which do not figure in 
the deliberations of a fully virtuous agent: their being a reason to do A is 
incompatible with their figuring in deliberations about whether to do A, given 
that meeting the latter condition entails that the agent is aware of the fact in 
question. Therefore, figuring in the deliberations of a fully virtuous agent is 
not a necessary condition for something’s being a reason. If by ‘fully good 
deliberation’ we mean to refer to whatever process of deliberation a fully 
virtuous person would go through in the situation at hand, the upshot is that 
there are facts that are reasons to act which do not figure in fully good 
deliberation; therefore, (c) is false.  
 Once again, we can bolster the case for this conclusion by noting that 
there are other facts that cannot figure even in fully virtuous deliberation 
about whether to perform an action, but which nonetheless seem to be 
reasons to perform those actions, where the problem with their playing a role 
in deliberation is not due to a switch of the fact’s normative valence upon 
awareness. There are many worthwhile things that we can only achieve when 
acting spontaneously, without deliberation about whether to perform the 
actions required to obtain them. Making the right moves in a game of soccer 
would be an example: the possible results of performing the right moves give 
us reasons to perform them, but were we to deliberate about whether to 
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perform them, the desirable results would be beyond our reach. It is 
presumably not the case that we cannot at any point be aware of these results 
or their desirability; rather, the point is that practical deliberation of any kind 
prior to performing the required actions that would interfere with our 
obtaining the desired results. It is not plausible to infer that, therefore, there 
actually are no reasons to perform actions that can only be performed 
successfully if one acts spontaneously, without deliberation; rather, it is the 
deliberative constraint on reasons that needs to go. 
 It could be objected that the above attempt to bolster the case for 
rejecting the deliberative constraint fails, because regarding the range of cases 
appealed to, what we can do (and would do, if we were fully virtuous) is 
deliberate about whether to adopt a certain policy or strategy. Obviously, a 
successful soccer player will not deliberate about how exactly to kick the ball 
if he is presented with an opportunity to make a goal, but he can deliberate 
about whether to let himself be guided by instinct or intuition (or whatever) 
on the field, knowing both that he has honed his skills at making the ball end 
up exactly where he wants it to be if he does so, and that thinking about what 
to do will interfere with the successful exercise of his skills. There is, 
therefore, a deliberative process about which policy or strategy for dealing 
with certain situations to adopt, and the actions in the relevant situations are 
performed when, and because, the agent executes this strategy; the reasons 
for action there are for the agent do (or at least, can) play a role in 
deliberations about what strategy to adopt. And that suffices for these reasons 
to count as things that will play some role in good deliberations about 
whether to perform the actions in question.  
 I am not convinced. What figures in the deliberations of the soccer 
player who settles on not thinking about what to do when confronted with an 
opportunity for scoring a goal but instead going by his instincts or intuitions 
are not the facts that give him reasons to kick the ball in such-and-such way 
right now (the current position of the keeper, his own position, the speed and 
direction of the ball, etc.). But those facts are among the reasons for him to 
kick the ball in such-and-such way right now, with a certain velocity, and in a 
certain angle, and so on. If these facts did not obtain, he would not have good 
reason to make the movements that he needs to make in order to score a goal 
at this moment. As these facts are surely not among those he has been thinking 
about in the locker room or during training, these facts did not play any role in 
his deliberations about whether to let himself be guided by his instincts or 
intuitions in the field. But as they nonetheless are reasons to act for him in this 
very moment, there are facts that are reasons for him that do not play a role in 
his deliberation even if the process of deliberation was fully good. While 
indeed we can deliberate about what policy or strategy to adopt in those 
situations where deliberation would interfere with acting in a way that 
secures the desirable result which provides the reason for action, what figures 
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in our deliberations at those points simply does not exhaust the reasons for 
performing the relevant actions. The fact that if our soccer player kicks the 
ball in such-and-such way right now, it will hit the back of the net is of course 
only a reason to do so given that scoring a goal contributes to winning the 
game and that winning the game is something desirable (and so on), but it is 
only these latter facts that will be part of the deliberative process prior to 
entering the field (no matter how good that process is), not the facts of the 
situation–yet these facts are reasons to act in a certain way as well. 
 Alternatively, it could be objected that the examples rely on a far too 
exalted view of what ‘deliberation’ is. The soccer player’s response to the facts 
of the situation constitutes deliberation, simply because he responds aptly to 
those facts upon becoming aware of them. But if one wants to water down 
one’s view of what deliberation is to something that makes the soccer player 
count as someone who deliberates, it is no longer clear that the deliberative 
constraint is distinct from the explanatory constraint, for the latter requires 
merely that facts are capable of playing a role in the explanation of what an 
agent does on an occasion, without requiring that the agent deliberates (in a 
more substantial sense) about what to do. The details of the situation will 
presumably play a central role in the explanation of why the soccer player 
makes the move he makes, and so if this is how we understand ‘deliberation’, 
this case is no counterexample. However, if the deliberative constraint is to 
add anything, it must be distinct from the explanatory constraint; 
furthermore, I have already argued against the explanatory constraint, and so 
if we these constraint to amount to the same thing, we can reject them both. 
 Even if this attempt to bolster the case fails (because this response is 
inadequate), examples of reasons that favor certain action only if the agent is 
unaware of them tell against the requirement of figuring in fully good (fully 
virtuous) deliberation; this, to my mind, by itself suffices for rejecting the 
deliberative constraint. And with that constraint thrown out, not even the 
meager victory of establishing that reasons to act are accessible in some sense 
has been obtained, because the crucial step in the argument leading up to this 
conclusion–the deliberative constraint–is incorrect, or at least, something that 
we can reasonably reject. And with that, the second major possible source of 
support for RAA drops out of the picture. 

This concludes the discussion of the possible lines of argument 
supporting RAA that I have been able to come up with. I will leave it to those 
who find this thesis attractive to formulate a different defense of their view, 
either by showing that it in fact does not need any support, or that it can be 
supported by some as-of-yet unknown argument. For the moment, I conclude 
that we are entitled to rejecting RAA. I have not offered much by way of direct 
support for its rejection, but the task I had set myself was to show that 
rejecting it is reasonable, and I hope to have succeeded at showing that this is 
indeed reasonable. The last section of the chapter will summarize the moves 
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made along the way to this conclusion, and connect it to the worry about 
inaccessible obligations we started out with. 

 
 

4.4 Summary and conclusion 
 
In this chapter, I have addressed the worry that inaccessible obligations fail to 
be normative. The claim that obligation is a normative phenomenon us, I 
suggested, plausibly understood as the claim that obligations entail reasons. 
More specifically, the claim is that necessarily, if an action is morally 
obligatory, then there is most moral reason to perform this action (i.e., the 
balance of moral reasons favors an action that is obligatory). The worry that 
inaccessible obligations fail to be normative can then be understood as 
claiming that the entailment fails to hold for inaccessible obligations–it is, in 
other words, possible that the balance of moral reasons does not favor actions 
that are (claimed to be) obligatory, and where the deontic status of these 
actions is inaccessible to the agents for whom they are obligatory. I examined 
two claims that can be offered to support this contention: either one can 
maintain that reasonhood entails awareness, in the sense that if a fact is a 
reason to act for an agent, then that agent has to be aware of this fact (REA), or 
one can maintain that reasons to act are necessarily accessible, in the sense 
that if a fact is a reason to act for an agent, that agent has to be able to become 
aware of this fact (RAA). If either of these claims is correct, the reasons there 
are to act in a certain way cannot be inaccessible, in which case agents are 
always able to determine what the balance of reasons favors in a given 
situation. And if that is the case, then agents also are always able to determine 
whether an action is obligatory for them; this of course contradicts the claim 
that inaccessible obligations are possible.  
 After having clarified the objection in this way, I examined REA and 
RAA in turn. I argued, first, that REA cannot be successfully supported by 
appeal to either ‘the explanatory constraint’ or ‘the deliberative constraint’. 
That is, if one holds that reasons must be capable of explaining why an agent 
acts on a certain occasion, or that reasons figure in good deliberation, neither 
of these claims will help in motivating the claim that reasonhood entails 
awareness. I also argued that the fact that accepting that unknown facts can be 
reasons brings with it accepting that it can be irrational or unreasonable to do 
what one has most reason to do is not an embarrassment. Rather, we should 
embrace the possibility that reasons and rationality diverge, for the view that 
only facts that agents are aware of can be reasons has wildly implausible 
implications.  
 Second, I argued that while both the explanatory and the deliberative 
constraint appear to hold out some promise for supporting the view that 
reasons must, in some sense, be accessible, both of these constraint can be 
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reasonably rejected. Counterexamples to both are easily generated, and 
additionally, there is a diverse range of cases which cannot be reconciled with 
either of these proposed constraints on reasons. With the two main possible 
sources of support for an accessibility constraint on reasons out of the picture, 
accepting that there is no such constraint is reasonable; this in turn means 
that there is no obstacle to accepting that there are reasons that are 
inaccessible, not just deliberatively, but in any sense. And if that is so, then 
inaccessible obligations do not fail to be normative–or at the very least, we 
have not seen any ground for doubting that such obligations are normative, in 
the sense of entailing that the balance of (moral) reasons favors the 
performance of the relevant actions. 
 The main purpose of this chapter was to answer a possible objection 
to the idea that there can be inaccessible obligations. The exploration of 
whether considerations familiar from discussions of whether the existence of 
practical reasons requires the presence of desires should be of some 
independent interest as well. Putative epistemic conditions on reasonhood 
have not received anything close to the amount of attention that has been 
given to conative conditions, even though the former are arguably as 
important as the latter for the question of whether reasons to act should be 
thought of as being ‘subjective’ or ‘objective’. I argued that what initially may 
have looked like considerations capable of supporting quite strong epistemic 
constraints (e.g., awareness or deliberative accessibility) turn out to be 
incapable of doing so, not just because they fail to support anything but the 
weakest possible epistemic constraint once they are properly understood, but 
(more fundamentally) because these considerations themselves cannot 
withstand scrutiny. While I have not shown that there cannot be a successful 
defense of epistemic conditions for reasonhood, I take it that negative results 
are of interest even if they do not amount to an impossibility proof. 
 This concludes my examination of possible justifications for the claim 
that the deontic status of actions is deliberatively accessible. The next and 
final chapter of this essay will review what has been shown so far, and 
indicate what still needs to be shown. 




