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Chapter 1

General Introduction

The availability of computer technology in hospitals leads to opportunities for improving

the health-care process, especially in data-rich environments like the Intensive Care Unit

(ICU). One direct application of computerized devices in the ICU is the continuous mon-

itoring of the patients’ health status. These devices record substantial amounts of data

over time about each patient. Such repeatedly measured data over time can be referred

to as temporal (or longitudinal) data, to contrast it with static data, which is recorded

only once. The medical staff is often unable to cope with the amount of collected tem-

poral data of multiple variables. This calls upon automated tools to make more sense of

these data to clinicians. Two particular challenges facing clinicians and clinical managers

in the ICU are (1) obtaining a summary of the progression of the health status of their

patients and (2) acquiring a daily updated prognosis of the survival status of their patients

upon discharge from hospital. These tasks are currently not supported and it is the main

objective of this thesis to investigate methods that can adequately perform these tasks.

Our approach is based on summarizing health status progression over time by discovering

frequently occurring patterns in the temporal data and developing prognostic models that

use these patterns for prediction of patient survival probability at hospital discharge. In

this thesis we focus on one type of data in the ICU: daily organ failure scores, but the an-

alytic approach should be applicable to various medical and non-medical domains. Below
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we introduce organ system measurement in the context of scoring systems in the ICU,

and present our approach for developing prognostic models based on patterns of organ

system scores.

ICU scoring

Much of the collected ICU data is in the form of integer scores. These scores are con-

structed from different data types (physiological, demographic) and are indicators of the

patients health status. A score from the Simplified Acute Physiology Score (SAPS) [1]

family or the Acute Physiology and Chronic Health Evaluation (APACHE) [2] family is

calculated once per patients stay and indicates the general severity of illness of a patient

upon admission to the ICU. These scores are also meant for making probabilistic predic-

tions using the logistic regression framework. Other scores such as the Sequential Organ

Failure Assessment score (SOFA score) [3] are calculated daily. The SOFA score measures

the degree of organ dysfunction for each admitted patient and is calculated as the sum of

six individual scores, one for each of the following organ systems: respiratory, coagulation,

hepatic, circulatory, central nervous and renal. Unlike other scores, the SOFA score was

not specifically developed to assist mortality prediction.

Organ dysfunction and the challenge of prognosis in ICU

Patients are admitted in the ICU due to their severe medical condition reflected by their

level of organ failure. These patients require special medical attention to stabilize, support

and restore their functions. Most people are discharged from the unit once their organs

are functional again, with the recovery process continuing in other regular wards. An

example clearly indicating the strong link between organ function and ICU is respiratory

failure. Respiratory support is only provided in the operating rooms and the ICU and

most patients are discharged as soon as they are able to breathe autonomously if no other

critical factors impede it. Our hypothesis is that the daily quantification of the degree

of organ dysfunction, as is done by the SOFA scoring scheme, holds prognostic value
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beyond that available in static scoring schemes. Specifically, the SOFA scoring scheme

maps for each of the 6 organ systems its degree of dysfunction to an integer between 0

and 4. A value of 0 indicates normal functioning and the higher the value the greater the

dysfunction, there is also consensus that the values of 3 and 4 indicate organ failure. In

consequence the SOFA score, the sum of the 6 organ scores, is positively proportional to

the amount of general organ dysfunction.

Although the daily collection of the SOFA score provides the opportunity to describe

the evolution of organ dysfunction over time, its predictive potential has not been fully

exploited in prognostic research. As described in [4] the majority of existing research

using SOFA for prediction relies on simple summaries like the mean SOFA value, total

maximum score (TMS), the difference in SOFA score between different pre-specified days

etc. [5, 6, 7, 8, 9, 10]. These measures abstract away much of the temporal information

available in the SOFA score (and sub-scores) over time. We expect that this temporal

information provides a positive effect on the quality of predictions and contributes to a

better understanding of the phenomenon of organ (dys)functioning.

Extracting temporal information from data and using it for prediction calls upon suit-

able data representations for this information and adequate strategies for generating and

evaluating predictive models. The rest of this chapter will introduce the essential prereq-

uisites pertaining to Intensive Care, SOFA scores, patterns capturing organ dysfunction

progression, prognostic models, and their evaluation. Thereafter we state our research

questions and show how they map to the other chapters of this thesis.

1.1 Prerequisites

Intensive Care

Intensive Care is a special form of care delivered in ICUs in which patients with life

threatening health conditions are admitted. Patients are continuously monitored and

treated by physicians (intensivists) and nurses who are assisted by various computer-
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based devices. These devices are used to measure and to influence the vital functioning

of organ systems of patients. For example there are devices to measure the heart rate

and others to determine the tidal volume required by patients on respiratory support.

The introduction of computerized data acquisition facilitates the collection and storage

of historical patient data. A system designed for the collection and storage of electronic

patient records is the Patient Data Management System (PDMS), which is currently in

use in various ICUs. Aside from information manually entered by clinicians, this system

also often records information originating from several bedside monitoring and treatment

devices it is coupled with.

Intensive care is one of the most expensive forms of care, especially due to the presence

of a relatively large number of care providers at all times. Patients are admitted to the

ICU in the belief that it will be beneficial to them and decisions about treatment and

discharge are influenced, implicitly or explicitly, by their survival chances as estimated

by clinicians. This emphasizes the need for understanding the relationship between the

patients condition over time and probability of patient outcome such as survival or read-

mission. This relationship can be captured in the form of a prognostic model that takes as

input patient information and delivers as output a probability of the adverse event under

consideration (death or re-admission). Much of the patient information is already avail-

able in the PDMS, which includes static data collected at admission as well as temporal

data collected daily such as the Sequential Organ Failure Assessment score.

Sequential Organ Failure Assessment score

The data gathered in the ICU consists of demographic (e.g. age, gender), physiology

(e.g. heart rate, body temperature), laboratory (e.g. measurements of substances in the

blood), and outcome data (e.g. mortality, length of stay, re-admission). In 1996 the SOFA

score was introduced and is currently widely used to quantify and record the degree of

organ dysfunction. Recall that SOFA is the sum of 6 individual scores, one for each of the

following organ systems: respiratory, coagulation, hepatic, circulatory, central nervous,
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and renal systems. It ranges from 0, indicating normal functioning, to 24, representing

the worst possible dysfunction of organs.

Figure 1.1: SOFA scoring scheme. “Dopa” is Dopamine, “Dobu”is Dobutamine, “Norepi” is Nore-
pinephrine.

Figure 1.1 illustrates the SOFA scoring scheme for the six underlying organ systems.

Scores of 3 and 4 are considered to indicate organ system failure. Associated with each

organ system are one or more clinical parameters whose values determine the score. For

example when Bilirubin is < 1.2 mg/dl then the Hepatic score becomes 0, but when

Bilirubin is≥ 6 and < 12 mg/dl then the score becomes 3. For each day those measured

values of the clinical parameters indicating the worst dysfunction are used in the calculation

of the score. The scores are often generated automatically by a computer and are validated

by the medical staff.

There are various options for using the SOFA score in prediction. First, one should

decide on how to capture organ (dys)function development over time. For example, this
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can be captured quantitatively (like average change per day) or qualitatively (like indicating

whether there is increase or not in the score). Second, one should decide on whether to

use the individual sub-scores in the model or the general SOFA score. Third one should

decide on which other covariates should be included in the prediction model. For example,

multiple organ failure (MOF) consists of the leading cause of death in critically ill patients,

and it is hence interesting to investigate whether the temporal information provides added

predictive value beyond the number of failing organs.

Patterns of organ function

A temporal pattern represents a temporal association among different measurements from

one or multiple variables over time, such as sequences of daily SOFA scores. An example

of a complex association is the increase in one sub-score followed by a decrease in another.

One can consider patterns that are either predefined by a human analyst or discovered

from data. Pre-defined patterns may benefit from the pre-existing knowledge about the

relevance of the pattern for the prediction task at hand. However, this approach may

miss unknown relevant patterns. Discovered patterns, in contrast, can reveal new rele-

vant temporal associations. However, one should state constraints on the form and/or

frequency of these patterns lest the complexity of the search becomes prohibitive or the

number of discovered potentially relevant patterns becomes too large. A common prac-

tice in pattern discovery is to retain only patterns having a relative frequency exceeding a

predefined minimum frequency (called support).

Prognostic Models in Intensive Care

Prognostic models in the Intensive Care often predict the probability of mortality (or other

events like re-admissions) for a given patient. Mortality may refer to hospital mortality,

ICU mortality, or mortality within some time interval (e.g. 30 days after admission).

Prognostic models are developed on the premise that they can be useful for their intended

purpose. The traditional use of prognostic models in the ICU is benchmarking in which
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quality of care is compared among a set of ICUs. In this use the model should adjust for

differences in patient case-mix. Predictions of prognostic models can also be used for risk

stratification in clinical trials (e.g. to enroll or exclude high or low risk patients). Another

potential use of prognostic models, which we are mainly concerned with here, is informing

treatment decisions in individual patients. Existing models from the SAPS and APACHE

families are mainly used for benchmarking purposes and for this reason they solely rely on

data known at the time of ICU admission. Like these models, we use hospital mortality

as our outcome and logistic regression as the form of our prognostic model. However, we

include discovered patterns as possible predictors of outcome.

Model evaluation

In order to assess the credibility of a prognostic model it is imperative to evaluate its

performance (often referred to as validating the model). The evaluation should be per-

formed on a dataset other than the one used for developing the model otherwise the

measured performance may be inflated. Relevant measures of predictive performance in-

clude discrimination (the ability to differentiate between those with different outcomes)

and calibration (the ability to provide predicted probabilities that are equal to the rela-

tive frequencies of events). In this thesis we use the Area Under the Receiver Operating

Characteristics Curve (AUC) as a measure of discrimination, and the Brier score, which

possess both elements of discrimination and calibration.

Prognostic methods versus prognostic models

When evaluating or comparing predictive performance, one can distinguish between prog-

nostic models and prognostic methods. A prognostic model is the result of applying an

inductive predictive method. A method concerns the algorithm used to learn the model

from a given training data. Comparing models originating from two different methods

does not provide sufficient evidence for making conclusions about the quality of the cor-

responding inductive methods. In order to compare methods, one should account for

the inherent sources of variation caused by e.g. the random splits that a method pre-
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scribes for obtaining the data for training and for testing a model. An important modality

for accounting for the possible sources of variation is the use of resampling techniques.

In essence, the variability provided by these resamples from the given sample resembles

the variability provided by drawing independent samples from the population. There are

several resampling techniques available such as cross-validation and bootstrapping. In

this thesis we make use of a bootstrap-based technique [11] in which a given inductive

method, or in case of comparison two, are applied to each resample. Various statistics,

such as (difference in) performance measures or the set of frequent patterns, are then

obtained from each sample. This provides a distribution, the bootstrap distribution, of

these statistics. This distribution can then be used for further inference (such as testing

whether the differences in performance between two inductive methods are statistically

significant).

1.2 Thesis Research Questions and organization

The contents of this thesis address the following Research Questions:

Research Questions

Question 1: How can sequential organ function data be integrated, in a symbolic

representation, into models for predicting hospital mortality of ICU patients?

Question 2: How can one systematically evaluate methods for prediction, correct-

ing for sources of variation in the model construction process?

Question 3: What is the increase in predictive performance when patterns of se-

quential organ failure assessment score are incorporated into prognostic models, and how

do these models compare to the predictive abilities of ICU physicians?
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Thesis structure

Chapter 2: Discovery and inclusion of SOFA score episodes in mortality prediction

Context: The existing predictive models in the ICU rely solely on data describing each

patients severity of illness at arrival in the unit. The role of the daily SOFA score has not

yet been well exploited in outcome prediction. If we can generate daily predictions for

the eventual hospital survival status then the utility of predictive models for counseling

patients and supporting clinicians in making informed decisions about withholding or

withdrawing treatment may increase.

Addressed research questions: This chapter addresses question 1 and question 3.

Approach: A retrospective single-centre study in which we use the collected data to

discover frequent sequential patterns (in the chapter sequential patterns are referred to as

episodes) of SOFA scores. These patterns are subsequently used as potential predictors

together with admission information to develop logistic regression models for predicting,

at each day of stay, the hospital mortality risk. We investigate the predictive performance

of the newly devised prognostic models and compare them to the traditional SAPS-II

models, which are first re-calibrated to the same dataset used to fit the models with the

frequent patterns. For example for day 5 of stay both models are fit on the same sample

of patients staying at least 5 days.

Chapter 3: Discovery and integration of univariate patterns from daily individual organ-failure

scores for Intensive Care mortality prediction

Context: The SOFA score is an aggregate score, and relies on six individual organ failure

scores. The prognostic value of these individual scores has not been investigated before,

although models enriched with patterns of individual scores may boost the prognostic

accuracy of the models.

9



Addressed research questions: This chapter addresses question 1 and question 3.

Approach: : A single-centre study in which we develop logistic regression models

using a variable selection strategy from covariates including SAPS-II score, a summary

of the SOFA score, and patterns from sequences of individual organ dysfunction scores.

The patterns are obtained by a data-driven discovery algorithm performed for every day

of prediction and for each of the 6 organ systems on temporal data from the day of

admission up to and including the prediction day. Model performance is assessed in terms

of the AUC and the Brier score and is used to establish the added value of temporal

patterns to the quality of predictions compared to existing prognostic approaches.

Chapter 4: Frequent single and multiple organ failure in the Intensive Care: prevalence, persis-

tence and prognostic value over days of stay

Context: Multiple organ failure (MOF) occurs when at least 2 individual organ systems

fail (SOFA ≥ 3) at the same day. MOF increases mortality risk. The prevalence of

frequent single and multiple organ failure over the course of time has not yet been

investigated. In addition it is unclear whether the type of failing organ(s) improves predic-

tive performance compared to models using only the number of organ failures on each day.

Addressed research questions: This chapter addresses question 1 and question 3.

Approach: Single and multiple organ failure patterns are discovered from all available

single centre patient data. The patterns are used together with admission information

as candidates for inclusion in daily logistic regression models for predicting hospital

mortality up to day 7 of stay. The association of the MOF patterns to hospital mortality

is investigated. The predictive performance (AUC and Brier score) of models including

MOF patterns were compared to that of models using only the daily number of failures.

A bootstrap based technique was used for the selection of the most predictive patterns,
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the candidates for model inclusion, as well as for the evaluation of the models prognostic

performance.

Chapter 5: Learning Predictive Models that use Pattern Discovery – A Bootstrap Evaluative

Approach Applied in Organ Functioning Sequences

Context:: In previous chapters we applied pattern-based inductive methods to data

and obtained daily models for predicting hospital mortality. The performance of these

models was then compared to that of the static models using only admission information.

Although this evaluation provides some evidence to the superiority of the pattern-based

models on the static models, it does not directly demonstrate the superiority of the

inductive method generating them.

Addressed research questions: This chapter addresses question 2.

Approach: We propose a setup for addressing the problem of prognostic method

evaluation. The approach is based on resampling, in particular a variation of bootstrap

called .632, for estimating the discrimination and calibration of pattern-based methods.

The setup for evaluation implies repeating all steps of an inductive method under inves-

tigation on the bootstrap samples. The evaluation of a methods accuracy is based on

the combined performance of its models on the original dataset and on the data not used

for training (“out-of-bag” cases) at each bootstrap iteration. The evaluation method

can also be used for comparing prognostic methods where the difference in performance

measures is calculated per bootstrap iteration. A case study is presented for comparing

the inductive method based on frequent temporal sequences of organ functioning to a

traditional inductive method that does not use patterns. The case study also illustrates

the insights gained by the analyst into the discovered frequent patterns from the bootstrap

samples.

11



Chapter 6: Assessing and Combining Repeated Prognosis of Physicians and Temporal Models

in the Intensive Care

Context: The prognostic models generated so far were compared to the static models,

exemplified in this work by SAPS-II. This gives an indication of the benefits of using

patterns in mathematical models for prediction. However, physicians subjective mortality

estimates remain the only source of temporal prognosis in use in the ICU. They have

access to a larger variety of data to support their predictions and quickly react to chang-

ing situations but the temporal models are more consistent in making predictions. It is

intriguing to investigate how the predictive performance of the mathematical models and

the physicians‘ compare.

Addressed research questions: This chapter addresses question 3.

Approach: A prospective study where we compare the quality of repeated predic-

tions on each day of stay, which were obtained for the same patients of an ICU, by

temporal models and by physicians. Specifically we developed three types of temporal

models. In addition to models using SAPS-II as baseline and the SOFA-patterns as

temporal information, we considered a second type which enriches the patterns-based

models with predictors representing SOFA summary measures such as the mean, max-

imum and delta SOFA (differences in the score). In the third model type we add to

the covariates of the second model also subjective information consisting of summaries

from the physicians‘ predictions such as mean, maximum and delta in expert opinion.

Calibration and discrimination for all three temporal models and the experts estimates

were assessed. To put the results in perspective we also fitted a classification tree model

on the same data.
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Chapter 7: Discussion and Conclusions

In this last chapter we summarize our findings per research question, and reflect on the

strengths, weaknesses and significance of our work. We then delineate some important

future work.
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Abstract

Predicting the survival status of Intensive Care patients at the end of their hospital stay is useful for

various clinical and organizational tasks. Current models for predicting mortality use logistic regression

models that rely solely on data collected during the first 24 hours of patient admission. These models

do not exploit information contained in daily organ failure scores which nowadays are being routinely

collected in many Intensive Care Units. We propose a novel method for mortality prediction that, in

addition to admission-related data, takes advantage of daily data as well. The method is characterized

by the data-driven discovery of temporal patterns, called episodes, of the organ failure scores and by

embedding them in the familiar logistic regression framework for prediction. Our method results in a set

of D logistic regression models, one for each of the first D days of Intensive Care Unit stay. A model

for day d ≤ D is trained on the patient subpopulation that stayed at least d days in the Intensive Care

Unit and predicts the probability of death at the end of hospital stay for such patients. We implemented

our method, with a specific form of episodes, called aligned episodes, on a large dataset of Intensive

Care Unit patients for the first 5 days of stay (D = 5) in the unit. We compared our models with ones

that were developed on the same patient subpopulations but which did not use the episodes. The new

models show improved performance on each of the five days. They also provide insight in the effect of

the various selected episodes on mortality.

Keywords: Temporal patterns, Pattern discovery, Logistic regression, Prognosis, Intensive Care, Organ

dysfunction scores.
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2.1 Introduction

Reliable clinical predictions of future events are useful in supporting various clinical and

managerial tasks such as optimizing workload schedules, and assessing quality of care [1].

In the Intensive Care (IC), where patient survival forms an important indicator for the

effectiveness of care, prognostic models to predict the probability of the survival status

of patients upon discharge are commonplace. The most common application of prognos-

tic models is in comparative audit among IC units (ICUs). In this setting a prognostic

model for predicting mortality of ICU patients at their discharge from hospital is developed

based on retrospectively collected data of all participating ICUs. These data depict the

demographics and severity of illness of the patient during the first 24 hours of patient

admission to the ICU. The model is then used to predict mortality of new patients based

on prospectively collected data to each ICU. Discrepancies between the predicted and ac-

tual mortality, measured in terms of the Standardized Mortality Ratio, is used to rank the

performace of the various ICUs. Because the predictions adjust for the severity of illness of

the patients, which is called case-mix adjustment, discrepancies between the predicted and

the actual mortality is assumed to be attributed to the quality of delivered care. Regular

application of comparative auditing contributes to assessing and improving ICU quality

of care. Current ICU prognostic models such as the Simplified Acute Physiology Score

(SAPS-II) [2] and the Acute Physiology And Chronic Health Evaluation (APACHE) [3]

summarize admission data in terms of severity-of-illness-scores, which take integer values

where a higher score indicates a more severe health condition of the patient. These scores

are then used as covariates in a logistic regression model (see appendix) to predict the

probability of the survival status of a patient at discharge from the hospital.

Intensive Care is, however, a dynamic medical environment where patients’ health status

can change rapidly in either direction. Capturing and analyzing such dynamics can provide

better insight in patients’ health status over time. Recently a growing number of ICUs

have started collecting, in addition to the static data, Sequential Organ Failure Assess-
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ment (SOFA) [4] scores to assess the incidence of organ dysfunction. A SOFA score is

a daily quantitative assessment of the patient’s organ dysfunction during ICU stay. The

SOFA score is an integer ranging from 0 to 24, where a greater value corresponds to

worse organ function derangement. Its value is the sum of 6 individual organ system

scores, each ranging from 0 to 4. The process of documenting SOFA scores generates

much temporal information which calls upon computer aided tools to analyze it as it has

been demonstrated that doctors have difficulty in interpreting temporal information [5].

Although not specifically developed to assist mortality prediction, it was natural to inves-

tigate the predictive value of SOFA scores. There are many studies demonstrating that

non-survivors have a significantly higher mean SOFA score than survivors [6]. However,

such observations do not provide a model for predicting mortality of a given patient on

a given day. Almost all current work on SOFA-based mortality prediction rely solely on

simple pre-specified summaries, such as the mean, in the patient’s SOFA score sequence

known prior to the day upon which prediction is to be made. The prognostic merits of

SOFA sequences that preserve the temporal evolution of organ functioning over time, are

unclear and have been hardly investigated.

Prognostic models adjusting for the raw SOFA scores of patients are not meant to be

used in the same way as the static ones for comparative auditing among ICUs. This is

because a SOFA score is influenced by treatment. For example, the SOFA score of a

severely ill patient at admission in a well performing ICU could be the same as that of a

relatively healthier patient that is receiving sub-optimal therapy. Mortality predictions of

both patients will be the same, blurring the effect of treatment. However, SOFA-based

prognostic models provide insight into the dynamics of organ failures and their relation

to mortality, and they are useful for other tasks. First, they can be used to compare per-

formance of the same ICU over time. Second, accurate probabilities can help physicians

to proactively decide on intensifying interventions for patients with worsening prognosis.

Third, predictions can be used to help managers to better plan capacity e.g. of nursing

services. The purpose of this work, however, concerns the development and performance
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of the temporal predictive models and not their clinical and managerial application.

The objective of this paper is to propose a method for the representation, selection and

inclusion of SOFA score patterns, called episodes, in mortality prediction. These episodes

are meant to be used in addition to the SAPS in order to be able to investigate their

added predictive value. The application of this method results in a set of D models,

called temporal models, {Md}, 1 ≤ d ≤ D, one for each of the first D days of ICU stay.

At day d ≤ D of stay, model Md predicts for the patients that stayed at least d days in

the ICU, the probability of death at the end of their hospital stay.

In a nutshell, our approach is based on the discovery of frequent qualitative episodes of

SOFA scores. This is done for each day on which prediction of the eventual vital status is

to be made. These non-prespecified episodes are easily interpreted as the temporal evolu-

tion of patients’ health status during their stay in the ICU. To use them in prediction, the

frequent episodes are represented as indicator variables for possible inclusion in a logistic

regression model predicting the probability of mortality. In this way episode discovery is

integrated into the current solid logistic regression framework for prediction. This also has

the advantage of providing a fair comparison with the existing static logistic regression

approaches allowing to make a judgement about the added value of SOFA episodes in

prediction. The method was applied to data from an adult ICU of a teaching hospital.

We obtained temporal models for mortality prediction in each of the first five days since

admission. For comparison we also developed similar five models that used only the static

data obtained on the day of admission. The resulting temporal models reveal the quan-

titative and qualitative associations between the selected episodes and mortality. Model

validation shows that the obtained temporal models provide better predictions than the

static ones on the validation set.

The paper is organized as follows: Section 2.2 describes the data and our method in terms

of a workflow consisting of four tasks. We present our results in Section 2.3. Section 2.4

discusses our results in the context of related work and concludes the paper.
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2.2 Materials and Methods

The proposed method for the development and evaluation of the prognostic models is

conveniently described in engineering terms as consisting of the following tasks: Data

preprocessing; Discovery of frequent episodes from SOFA scores; Development of prog-

nostic models using frequent episodes; and Evaluation of the resulting models. These

tasks are interrelated in the workflow model shown in Figure 2.1 and are described below.

The description of these tasks is illustrated by a real world application in the IC.

Temporal knowledge discovery and 
Model development

Categorized 
SOFA scores

ICU DB 
Temporal + Data Frequent episode 

discovery

Cleans and categorizes data

Discovers frequent episodes from 
temporal data using an Apriori-like 
search algorithm  

Static 
Data

extractor/
Preprocessing  

discovery

Prognostic Model 
induction

Model 
evaluation

Static data
Frequent episodes

Contains time stamped 
and admission/discharge  

ti t d t

T models

S modelsinductionpatient data
Builds T and S predictive models:
T models based on static and temporal data
S models based on static data alone

Evaluates and compares 
temporal and static models

S models

Figure 2.1: Workflow showing the four primary tasks in our approach.

2.2.1 Data and data preprocessing

The application considered in this paper concerns ICU patient data from the OLVG, a

teaching hospital in Amsterdam. The data was collected between July 1998 and August

2005 and includes all consecutive 6,865 ICU admissions in that period. The data contains

demographic information such as age and sex, and physiological and laboratory informa-

tion collected during the first 24 hours of admission. From this information one calculates

the commonly used severity-of-illness-score SAPS-II (hereafter SAPS in short) for all pa-
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tients, without applying the SAPS exclusion criteria, because the SAPS is not the focus

in this study. In addition, contrary to the SAPS exclusion criteria, in case patients were

readmitted to the ICU (which occurred in 5.4% of the cases) only their last readmissions

were kept due to their relevance to predicting the outcome. The SAPS scores, and the

models derived solely from them will be referred to as static data and static models, re-

spectively. In addition to the static data, the database includes daily SOFA scores. For

each patient there corresponds a sequence of SOFA score values, one value for each day

of stay. To exemplify, a patient’s ICU stay of three days may correspond to the SOFA

sequence 13–11–10 which indicates a slight improvement in organ functioning during this

period. The SOFA scores, and the models derived from them (including also static data)

will be referred to as temporal data and temporal models, respectively.

There were some artifacts induced by data collection. Missing SOFA score values, amount-

ing to 79 cases, were imputed by the mean value of their adjacent SOFA scores. Cases

with at least 2 consecutive values missing, amounting to 12 cases, were not considered in

the analysis. After removing earlier readmissions and correcting for these artifacts, 6,276

of the original 6,865 admissions were retained for further analysis.

Table 2.1: Static data descriptive statistics
Survivors Non Survivors

N 5587 689

Admission Type (%)
Medical 16.4 70
Urgent 9.4 15
Planned 74.2 15

Mean age 64 68
± SD (years) ± 14.3 ± 14.6

Sex
Male/Female (%) 66.7 / 33.3 59 / 41

Median LOS 0.93 2.18

Table 2.1 characterizes the survivor and non-survivor patients. There are 5,587 sur-

vivors and 689 non-survivors (corresponding to 11% hospital mortality). Hospital mortality
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refers to deaths in the hospital during, or after, stay in the ICU. Admission type describes

the reason for admitting the patient: due to medical reasons, or due to a prior surgery

(urgent or planned) necessitating subsequent ICU stay. Length of stay (LOS) denotes the

total number of days a patient stayed in the ICU until discharge.

Every patient receives a SOFA score at admission, at 6:00 am of every morning

during ICU stay, and at discharge. This means that the number of LOS in days may

not exactly correspond to the number of SOFA scores assigned in the patient’s record.

For a patient that is admitted just a couple of hours before 6:00 am will have a SOFA

score at admission and another one at 6:00 am. Based on medical expert knowledge

it was decided that only periods of at least six hours between admission and 6:00 am,

and between 6:00 am and discharge “deserve” a SOFA score. For simplicity of analysis

and presentation we will consider from now on this adjusted number of SOFA scores as

representing the number of days that a patient has stayed in the ICU, disregarding the

exact number of hours. This means that patients with one SOFA score are considered as

staying one day in the ICU even if they have stayed only for half a day.

Table 2.2: Summary statistics of SAPS and SOFA scores in patients staying at least one day (1 SOFA
score) and the patients staying at least 5 days (5 SOFA scores)

Survivors Non Survivors

Mean SOFA ± SD
LOS ≥ 1 7.3±1.8 10.4±3.2
LOS ≥ 5 8.5±2.6 10 ± 2.9

Mean SAPS ± SD
LOS ≥ 1 31±12 60±20
LOS ≥ 5 49±15 57±17

N
LOS ≥ 1 5587 689
LOS ≥ 5 444 144

Table 2.2 shows the mean SOFA and SAPS scores for patients staying at least one day

(all patients) and for the subpopulation that stayed at least 5 days (i.e. received at least

five SOFA scores). Note the higher mean of SAPS and SOFA scores in non-survivors than
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survivors. Moreover, for patients staying longer in ICU (at least five SOFA values) the

mortality is higher than for the sample of all patients (24% versus 11%). This provides

some evidence to the theoretical utility of SOFA scores in prediction. These summaries

however do not help quantify the association between SOFA sequences and probability

of death nor whether the SOFA scores have added value beyond the information already

residing in the SAPS.

The next step in preprocessing the data consists of categorizing the SOFA scores in a

few qualitative categories. This data reduction is necessary for the next task of episode

discovery. Instead of a large number of low frequency episodes in the raw SOFA score

sequences, one obtains markedly fewer but much more frequent episodes of the categorized

SOFA sequences. It also has the advantage of making the categorized sequences easily

interpretable by a human analyst. In our application we have chosen for three categories:

LOW (L), MEDIUM (M), and HIGH (H) based on the 3-quantile grouping of SOFA scores.

Quantiles divide ordered data into equally sized data subsets. In the sequel we will refer

to the qualitative SOFA score as qSOFA. The 3-quantile division of the SOFA resulted in

the following categorization rules:

1. if SOFA score ∈ {0, . . . , 6} then it is coded as LOW (L)

2. if SOFA score ∈ {7, 8} then it is coded as MEDIUM (M)

3. if SOFA score ∈ {9, . . . , 24} then it is coded as HIGH (H).

For example the SOFA sequence 12–7–10–8–5 will be recoded as HMHML in both training

and test sets.

2.2.2 Frequent episodes

We define an episode as a sequence of consecutive qSOFA scores. This is in line with the

definition of a serial episode in [7]. The qualitative SOFA values are vertical (contem-

poraneous) data abstractions [8] or State Temporal Abstractions [9] where an interval of

values is abstracted in a new data point in our case a SOFA category.
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Patient 1: M H M L L M L

Patient 2: H M L H  H

Patient 3: H H H M M L

For d=4, episode ML occurs in patient 1 but not in patient 2 and patient 3:

Figure 2.2: Episode aligned to prediction day d=4.

In this paper we investigate a special type of episodes called aligned episodes (Fig-

ure 2.2) in which the last qSOFA value in the episode belongs to the day at which

prediction is to be made. For example, if the episode ML is said to be aligned to the fourth

day of stay it means that the L qSOFA score was obtained on the fourth day and the M

on the third day. Such episodes can be used to make predictions at discharge time (e.g.

which is unknown and can be for example on day 12) using information available until

prediction time (e.g. here in day 4). The choice for episode alignment is motivated by

our hypothesis that the days closest to prediction time are more relevant to the outcome

than those earlier in the score evolution. This Markovian-like hypothesis is endorsed by

the clinician involved in this study. We focus on episodes that are frequent in the data.

This will greatly reduce the computational burden and boost the stability of the prognostic

model variable selection process described shortly. For the development of models that

are meant to predict mortality of all patients, and not e.g. for a subgroup of patients at

very high risk, high frequency patterns are likely to be the most dominant in the model.

24



Algorithm 1 Frequent aligned episodes discovery algorithm for day d

• d - integer denoting the day at which prediction is to be made

• Elm - set of all elementary episodes, in this paper {L, M, H}

1: PATd ⇐ set of patients who stayed at least d days in ICU

2: E ⇐ {} /* Initialize E. It will include all frequent aligned episodes*/

3: S1 ⇐ set of all frequent elementary episodes in PATd when aligned to d

4: j ⇐ 1

5: while not empty (Sj) do

6: E ⇐ E ∪ Sj /*Add to E the frequent episodes of length j*/

7: SB ⇐ Extend each element in Sj backwards with one element from Elm

8: j = j + 1

9: Sj ⇐ set of all episodes in SB that are frequent in PATd when aligned to d

10: end while

We developed a discovery algorithm, implemented in JAVA, that searches for frequent

aligned episodes for any given day at which prediction is to be made. An episode aligned

to day d is said to be frequent when its frequency rate in the subset of patients staying at

least d days exceeds a pre-specified threshold (e.g. 5% of cases) referred to as minimum

support rate. A pseudocode of the algorithm, which is a specialization of that proposed

in [7], appears in Algorithm 1. To illustrate our algorithm, suppose that we are to find

the frequent episodes for the third day of stay (d=3). We must only consider the patients

that stayed at least 3 days in the ICU because the outcome is already known for the

patients who died or left the ICU prior to the third day. The search algorithm starts by

generating all episodes of length 1 – these will be L, M and H. For each episode it will

count how often it occurred in the patients’ qSOFA sequence on the third day. It will

retain only those episodes occurring frequently enough. Suppose only L was retained.

The process is repeated, extending the retained episode backwards by one element at

each step resulting in LL, ML, and HL. Each of these episodes will be matched against

the patients’ qSOFA scores at the second and third day of stay. The process is repeated
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by retaining only the frequent episodes of length 2 and extending them backward until

no more frequent episodes are found. This process is based on the A-priori property [10]

which, in our case, states that a length-k + 1 episode cannot be frequent if its length-k

sub-episode is infrequent. In our application we have set the minimum support rate at

5%. The discovered frequent episodes can themselves be of interest to the clinician as

they can enhance the insight in the patient population. However, they do not include any

association with mortality yet. Below we discuss how to further put these episodes into

use in the task of mortality prediction.

2.2.3 Model fitting strategy

For each day at which a prediction is to be made a separate model will be developed. In this

work we will develop a model for each day of the first 5 days of ICU stay: Md, 1 ≤ d ≤ 5.

For Md two components are required: the data from the training set corresponding to

the first d days of stay (for patients that stayed at least d days), and the set of frequent

episodes that were discovered for that day as described in the previous subsection. The

inclusion of static data (i.e. SAPS) in the models that use frequent episodes is motivated

by the fact that this allows us to assess the added prognostic value of temporal information

in the context of the static models (SAPS only).

The model of choice in our method is logistic regression. This has the advantage of

integrating temporal information in the already existent framework for building static

prognostic models. Besides, the coefficients of the logistic model have an intuitive meaning

(see appendix for a short description of the logistic regression model). In order to show

the added value of the episodes, the temporal models will always include the severity-

of-illness-score SAPS as one of the covariates. To include the frequent episodes in the

model we will code them as binary indicator variables to be considered as candidate dummy

variables in the logistic regression model. A dummy variable describes whether the episode

it represents is present (value 1) or not (value 0) in a patient’s qSOFA sequence aligned

to the day when prediction is required. For example, consider a patient with the first five
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days qSOFA sequence LMHHM. When developing the model M5 the value of the dummy

variables of the frequent episodes HM and HHM for this patient will be 1. However they will

be 0 for a patient with a sequence beginning with MHHMM. For the frequent episode M the

value of the dummy variable will be 1 for both patients.

Often the size of the set of all possible models created based on the frequent episodes

belonging to any Md, beyond the first day, is quite large. This would compromise the

validity of a model created by exhaustive search because of the increasing likelihood of

selecting sub-optimal episodes. For example if for d=5 a set of 19 frequent episodes were

discovered, the number of all possible models created with these will be 219 ' 5.2·105.

This problem would only become more difficult by using all possible episodes instead of

only the frequent ones just for d=5 a number of 363 potential episodes being available.

Beyond the induced computational burden the bigger the search space the higher the

likelihood to, by chance, select in the models variables that are not significant (Type I

error) generating unstable models due to overfitting.

On the other hand not all frequent episodes are expected to be important in a model. For

each Md, a model fitting strategy, not suffering of the drawbacks of an exhaustive search,

should be applied for selecting the best covariates by searching for the most important

dummy variables in the space of all candidate dummy variables belonging to day d. One

can use stepwise approaches for including or excluding covariates, one by one, and select

the “best” model. The common practice of using significance testing based on p-values

for model selection is not appropriate because the obtained p-values are meant to be used

only for a pre-specified model [11]. The problem is only exacerbated when there is a large

set of candidate covariates.

In our approach we avoid using significance testing for model selection and propose using

an information-theoretic measure. In particular we will use Akaike’s Information Criterion

(AIC) [12] to evaluate the models. The AIC is defined as −2logL(θ) + 2k where L(θ) is

the maximized likelihood [13] of the model and k is the number of free parameters in the

model. Hence the AIC trades off predictive performance for parsimony by penalizing for
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the number of variables included in the model. Parsimony is important in order to avoid

overfitting. To select the subset of the covariates resulting in the best model (i.e. with

minimum AIC) it is common to fit a model including all candidate covariates and then to

eliminate the least predictive covariate – the one associated with the highest AIC– one by

one until the AIC cannot be decreased.

Applying this model fitting strategy has however a disadvantage, which is present in our

case, when there is strong collinearity between the covariates. Collinearity is a situation in

which at least one of the covariates can be predicted well from the other covariates [11].

An example of an obvious type of collinearity occurs when, for any given day d, one episode

logically entails another, e.g. MH logically entails H (recall that episodes are aligned and MH

implies that the patient had a qSOFA score of H on day d). During model selection the

covariates compete for a place in the model. When there are collinear covariates, stepwise

selection may make an arbitrary choice between them. This might result in biased models

by omission of predictive variables from the model. In addition, the interpretation of the

model’s coefficients (see appendix) will not be straightforward because it is based on the

idea of studying a change of a covariate in isolation. But if covariates are collinear it is

not possible to change only one covariate without affecting the other collinear covariates.

To deal with collinearity we will not include at once all candidate covariates of episodes

of various lengths in the stepwise method: first only dummies of episodes of length 1

are included. Only those that survive the AIC based backward selection procedure will

be included with dummies of episodes of length 2, etc. It makes sense to start with the

most recent data prior to the day at which prediction is to be made, and include dummies

of longer episodes incrementally. This “Markovian-inspired” choice infuses background

knowledge in the process.

In addition, we do not allow for the type of collinearity in which an episode is logically

entailed by any other. Whenever there is a set of logically entailed covariates in a model

we will search for the best model, in terms of AIC, having no logically entailed covariates.

For example, if the model includes, among others, H, LH and MH as covariates, two models
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will be assessed: one with H (without LH, MH because they will otherwise logically entail

H) and one with LH and MH (without H). The model with the lower AIC will be retained.

Algorithm 2 shows the pseudocode for the model fitting strategy. Each episode in E has

an associated element in B which is an indicator variable. The indicator variable takes the

value 1 when the episode, aligned to the day of prediction, occurs in a patient’s sequence.

The indicator variables are considered as dummy covariates for possible inclusion in the

logistic regression models. The function binaryToEpisode() takes a dummy variable and

returns the episode it represents. For predicting mortality at day d, all dummy variables

of frequent episodes of length 1 to d will, incrementally, be considered.

Algorithm 2 Model fitting strategy for day d

• d - day at which hospital mortality prediction is required

• E - set of frequent episodes - length 1 to d

• B - set of indicator variables for episodes in E, used as candidate dummy covariates

• binaryToEpisode: B → E, returns the episode associated with a dummy candidate covariate

1: Cov ⇐ {SAPS} /*initialize the covariates set with the SAPS*/

2: for j = 1 to d do

3: Cands⇐ Cov ∪ {b ∈ B | length(binaryToEpisode(b)) = j}

/*add to the covariates dummies associated with episodes of length j*/

4: fullModel⇐ fitLogReg(Cands) /*the full logistic regression model*/

5: Cov ⇐ variableSelection(fullModel, type = “back”,method = “AIC”) /*stepwise backward

variable selection using the AIC*/

6: if collinears(Cov) then

7: Cov ⇐ eliminateCollinears(Cov)

/*eliminate logical entailment collinearity between covariates if it exists*/

8: end if

9: end for

10: Model⇐ fitLogReg(Cov)

/*the final prognostic model is fitted using the selected covariates*/
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We implemented the algorithm in S-Plus statistical environment where we used the

MASS library with its stepAIC method [14].

2.2.4 Evaluation

The models are validated on an independent test set. In our application, the test set

consists of all records of 30% of randomly selected patient. As with the training set,

a separate test set is created for each day d. An important performance aspect of a

probabilistic model is its calibration ability, that is, the prediction of “faithful” probabilities,

which are close to the true (unknown) probabilities of an event. To take this aspect into

account we will apply the commonly used Brier score defined for two classes as:

1

N

N∑
i=1

(P (Yi = 1 | xi)− yi)2

where N denotes the number of patients, and yi denotes the actual outcome for patient

i. The vector xi represents the covariate values for patient i. The Brier score is a measure

of error. It is a strictly proper scoring rule [15] which means it is optimal (lowest value)

only when the true probability of the event is provided. In contrast, the area under the

(ROC) curve (the AUC) is not strictly proper scoring rule meaning that its optimal value

(highest AUC value) can be obtained in cases with probabilities different than the true

ones [15, 16]. The AUC only considers the ranking of subjects with or without the event

and will not penalize models that under- or over-predict the probability as long as the

relative order between subject remain the same. As a simple example, the AUC obtained

by a set of predictions will be equal to that obtained by squaring these predictions. In this

sense the AUC can make models “look” better than they actually are in terms of providing

the true probabilities. This is not the case when a proper scoring rule, like Brier, is used.

The performance of each of the five temporal models is compared to its corresponding

static model – the model based only on SAPS – on the same corresponding test set.

To test whether the difference between Brier scores of any static-temporal model pair is

statistically significant on the corresponding test set we used the bootstrap method [17]
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with 1000 bootstrap samples. This is a non-parametric method that does not make

distributional assumptions about the parameter under investigation.

2.3 Results

2.3.1 Frequent aligned episodes

Mining the data for the first five days resulted in five sets of frequent aligned episodes

with the following sizes: 3, 8, 15, 14 and 19, respectively.

Table 2.3: Discovered frequent episodes for day 5
Support Mortality Support Mortality

Episode % rate (%) Episode % rate (%)
L 26 13 LLL 12 13
M 25 32 MMM 11 38
H 49 43 HHM 6 26
LL 18 10 HHH 38 43
ML 7 17 LLLL 10 14
MM 16 33 MMMM 6 36
MH 5 46 HHHH 35 45
HM 7 29 LLLLL 7 10
HH 42 42 MMMMM 5 35

HHHHH 34 45

Table 2.3 exemplifies the frequent episodes discovered for the 5th day (using data of

the first 5 days of patients staying at least 5 days in the ICU). In addition, for each episode

we show its support (in terms of frequency rate) in the data and the mortality rate of

patients having the episode (aligned at the fifth day).

2.3.2 Model development

Table 2.4 shows the five obtained static and temporal models, one for each day. The

models are described by their logit where the dummy variables are denoted by the episode

they represent.

For example the logistic regression temporal model for day 3 is:
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Table 2.4: The temporal and static models, described by their logit
Day Temporal model logit Static model

logit

1 -6.3 + 0.1·SAPS + 0.1·M + 0.6·H -6.4 + 0.1· SAPS

2 -4 + 0.06·SAPS - 0.5·L - 0.8·HM + 0.3·H -4.4 + 0.06·SAPS

3 -3 + 0.04·SAPS -0.7·L -1.5·HHM + 0.5·HHH -3.5 + 0.05·SAPS

4 -3.2 + 0.03·SAPS + 1·M + 1.1·H -2.7 + 0.04·SAPS

5 -2.7 + 0.02·SAPS + 1.1·M + 1.3·H -2.2 + 0.03·SAPS

p(Y = 1 | SAPS,L,HHM,HHH) =
e−3+0.04·SAPS−0.7·L−1.5·HHM+0.5·HHH

1 + e−3+0.04·SAPS−0.7·L−1.5·HHM+0.5·HHH

Using this formula, the probability of death for a patient with a SAPS score of say, 40,

and the episode HHH is 0.29. For a patient with a SAPS of 40 but with the HHM episode

the probability of death is merely 0.052. A patient can only have one of the episodes L,

HHM, or HHH, because they imply a qSOFA on day 3 of L, M, or H respectively and the

patient must have one of these mutually exclusive values.

Table 2.5 describes the episodes that were selected in the models (appearing in Ta-

ble 2.4) and the training datasets corresponding to each of the first five days. The table

reports the data support of an episode, the mortality rate in patients having it, and the

odds ratio (see appendix) for those having the episode in comparison to those not having

it.

2.3.3 Model evaluation

Table 2.6 shows the Brier scores obtained on the corresponding independent test sets

for each of the models. It also reports on whether the models developed using frequent

episodes won from the SAPS model. An asterisk indicated that the difference in the Brier

scores was statistically significant at the 0.05 level. It is apparent that all temporal models

outperform the reference models based on SAPS alone.
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Table 2.5: Description of the covariates: SAPS and the frequent episodes
Day Covariate Support Deaths in Sample size Death Odds ratio

% Episode % #patients %
1 H 23 33 1.8

M 48 5.3 4389 11 1.1
SAPS - - 1.1

2 L 34 9 0.6
H 36 41 1.35
HM 8 16 1236 23 0.45

SAPS - - 1.06

3 L 28 13 0.5
HHM 6 8 0.22
HHH 35 49 791 30 1.65

SAPS - - 1.04

4 M 28 32 2.72
H 46 41 578 31 3

SAPS - - 1.03

5 M 25 32 3
H 49 43 444 32 3.67

SAPS - - 1.02

Table 2.6: Brier scores: Temporal vs. static models
Day Brier Win

Temp Static
1 0.058 0.059 Yes
2 0.128 0.132 Yes*
3 0.161 0.170 Yes
4 0.171 0.180 Yes*
5 0.166 0.182 Yes*

2.4 Discussion and Related Work

In this paper we suggested and applied a new method for exploiting temporal informa-

tion in intensive care prognosis. The novelty of the method stems from adapting and

integrating an existing technique for mining frequent temporal episodes within probabilis-

tic predictive modeling. The integration is achieved by representing frequent episodes in

terms of dummy variables in a logistic regression model that is obtained by using a model
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selection strategy based on an information-theoretic measure and avoidance of logically

entailed collinear covariates. Our real life case study demonstrated the added value of

these episodes in survival state predictions of intensive care patients by generating more

accurate models. We did not evaluate the applicability of these results in terms of the

clinical or managerial tasks that can be supported such as adapting treatment or work-

load scheduling. These form new research topics to be investigated. The method can

be applied in various probabilistic prediction problems in temporal domains. However, in

any application of the method, various choices are to be made in order to tailor it to the

problem at hand. Below we discuss the results of our method followed by a discussion of

our approach.

2.4.1 Discussion of Results

Analysis of the selected discovered frequent episodes, like those shown in Table 2.3 for day

5, provide insight into their relation to mortality and into the patient population. Consider

the episode ML. It occurred in 7% of the patients, meaning that their qSOFA improved

from M on the fourth day to L on the fifth day. Only 17% of these patients eventually

died. Compare this with the mortality rate of 45% among patients with H on all five days.

The longer frequent episodes (length 3 on) seem to mostly describe constant trends like

HHHH. One reason for the emergence of such episodes is the choice for only three cate-

gories. This results in their relative high frequency especially in categories covering a large

range of values. For example, a decrease from a SOFA score of 13 to a value of 12 or

10 on the following day will belong in either case to the episode HH. Allowing for more

categories would capture smaller changes from one day’s score to another at the risk of

compromising support.

We also note that patients staying a relatively long number of days in the ICU are asso-

ciated with higher SOFA scores. Within these patients, the support of episodes like HHHH

is higher than the other equally long episodes. Intuitively the relatively constant trend

in mortality asssociated with the logically entailed episodes (e.g. L, LL, LLL, LLLL,
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LLLLL) is due to the fact that there is a big overlap between the respective patient groups

and because the last days are the most associated with mortality. The effect of the shorter

episodes on prediction will be dominant due to the relatively large number of patients as-

sociated with them.

Our predictive models creation approach makes use of a variable selection strategy based

on an information-theoretic criterion. The obtained results depicted in Table 2.4 call upon

some explanatory remarks. A first observation is that only a very small fraction of frequent

episodes have been selected in the models. For example out of the 19 frequent episodes

of day 5 which appear in Table 2.3 only M and H have been retained. A second obser-

vation is that elementary episodes (L,M, and H) are common in the models appearing

in Table 2.4. This observation is partially due to our decision not to allow for collinear

covariates. This means for example that while the episodes LH and MH might coexist in a

model, the episodes H and MH cannot, as MH logically entails H.

An advantage of using a logistic regression model is the interpretability of its coefficients

and their associated odds ratios. The odds ratios presented in Table 2.5 are in concor-

dance with clinical knowledge. Episodes indicating low scores or a decrease in SOFA scores

correspond to odds ratios < 1 and contributing to a higher probability of survival. For

example, the episode HHM selected in the model for day 3 occurred in 6% of the patients

that stayed at least 3 days (791 patients with a mean mortality of 30%). Only 8% of the

patients having this episode died. The odds ratio of 0.22 (calculated from the model in

Table 2.4 by e−1.5) means that the odds for dying for patients with this episode is only

0.22 times of that for patients not having this episode (alternatively, the latter patients

have 4.5 times the odds of dying compared to patients who had the episode). For episodes

indicating high scores, like HHHH, the odds ratios are > 1 reinforcing the belief that they

diminish the survival chances.

Table 2.6 showed the performance of both model types, temporal and static, measured

by the Brier score. Smaller values of the Brier score mean better accuracy, which includes

elements of discrimination as well as calibration (see [15]). Models, in our case the tem-

35



poral models, cannot be “proven” correct but one hopes to get incremental evidence for

their validity or superiority. In our case the evidence for the validity and superiority of the

temporal models consists of the the following. First, the selected covariates in the model,

using the AIC criterion, included the episodes. Second, on an independent test set, the

temporal models performed better than the static ones in every of the 5 days, although

one should not forget that the data on later days is dependent on data of earlier days.

Third, based on bootstrapping, in 3 out of the 5 days the difference between the Brier

scores turned out to be statistically significant (denoted by the asterisk (“*”)). Recall

that a statistical significant test measures the improbability of an obtained statistic (e.g.

difference between Brier scores) assuming that the null hypothesis (e.g. that the models

performances are equal) is true. Not rejecting the null-hypothesis should not be inter-

preted as accepting it. To summarize, there is ample evidence that the temporal models

learnt on the given training set are superior to the static ones when tested on the given

test set. This is hence no claim to the superiority of our method in general. Such claims

require a different design as described later on in this section.

2.4.2 Discussion of approach

Below we discuss the merits and limitations of the choices made in our approach and

illustrate them in the context of our application in the intensive care.

Categorization

When dealing with continuous or integer valued variables one should decide on the number

of categories and the categorization method. Too many categories would not have enough

support in the data. Too few ones could blur important distinction between values. This

tradeoff is discussed in the context of association rules in [18] where incremental joining

of adjacent intervals is suggested. We have chosen for only three categories in our appli-

cation and did not consider creating new categories of adjacent basic categories (e.g. the

category encompassing the L and M categories). Further work will investigate the merits
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of using more categories and joining them adaptively as discussed in [18].

We have chosen for equally sized quantiles of SOFA scores for categorization as suggested

in [18]. Quantilization forces the proportion of the most frequent values to reside in dif-

ferent categories. This mitigates the domination in the episodes of categories associated

with frequently occurring values in a narrow interval. For example if 95% of the SOFA

scores where in the interval [9, 10] then there will only be one frequent category. However

the resulting categories from quantilization are not necessarily meaningful nor guaranteed

to be the most useful in prediction. Further work consists of investigating clinically mean-

ingful categories and other ways for categorization. One such categorization method that

takes the outcome into consideration is based on the entropy of the outcome that the

categories imply as described in [19]. A practical way to do this is to take a summary

measure for the SOFA scores of each patient (e.g. the maximum) and fit an entropy-based

classification tree for the outcome.

Discovery of frequent episodes

Using only frequent episodes for model development has several advantages. First, they

are representative of the relatively significant subpopulations of patients. Second, they

strongly simplify the model selection process because the non-frequent episodes, which

comprise the majority of episodes, are unlikely to be selected in the model. Indeed, the

selected episodes in the models in our applications tend to have relatively high support.

However, future research should investigate the inclusion of evaluation measures pertain-

ing to the task at hand, here prediction, other than frequency, especially if one is seeking

interesting patient subgroups, instead of seeking a global predictive model. One way to

go about this is the extraction of high confidence Association Rules having mortality as

the sole variable on the right-hand side of each rule.

Our choice for episodes which are sequential temporal episodes aligned to the day of pre-

diction makes them easy to interpret and does not burden the modeler with pre-specifying

various types of episodes. However, more expressive episodes and those motivated by
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the domain at hand should be further explored. For example one could allow for sequen-

tial episodes that solely provide the relative order between the qSOFA scores without

constraining the scores to correspond to consecutive days. An example of a clinically

motivated episode type is one in which also trends can be expressed.

Considering the SOFA sub-scores for six individual organ systems in the analysis seems

a natural extension to our method. One could use the sub-scores separately or seek a

custom combination thereof by e.g. using a weighted summation of their values where

higher weights are given to the most predictive score. The predictive capabilities of each

organ system score could be assessed with a univariate analysis. Other clinically intuitive

abstraction are also possible such as the inclusion of the number of organ failures on the

day of prediction or its mean in the last days prior to prediction.

Model development

Using logistic regression as the formalism of choice for prediction has the advantage of

employing an established and well understood framework. The coefficients of the model

have a meaningful interpretation. The use of Akaike’s Information Criterion (AIC) for

variable elimination overcomes several drawbacks of methods depending on p-values and

at the same time penalizes the models for their complexity in terms of the number of

selected covariates. In the evaluation of these models we only used the split-sample

design and used the Brier score. This provides evidence that temporal models are superior

to the static models for this test set. This is however no claim for the general superiority of

the temporal models on other test sets, and indeed not a claim for the general superiority

of the learning algorithm. The algorithmic evaluation of our method consists of further

work that we are currently undertaking. This evaluation requires a different design in

which multiple models, not just one, are created on more days and evaluated on various

test sets with different performance measures. This evaluation also requires more data

than used in this work.
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Intensive Care literature

The relatively few related work in the intensive care literature that investigates the SOFA

scores in the context of mortality prediction is focused on showing a positive correlation

between the SOFA scores and mortality, e.g. [6]. This is usually done by showing that

non-survivors have significantly higher SOFA scores than survivors in different patient

subpopulations. Work which does explicitly include abstractions of SOFA scores would

usually employ simple statistics, as typified by [20, 21], such as the ∆ (difference between

admission score and maximum score during stay) or maximum score at admission or at the

last day of stay. There is some work that investigates pre-specified temporal trends defined

as changes over time, such as “increase” or “decrease”. Such work is limited to considering

a very short number of days (e.g. first 2-4 days) [22, 23, 24]. Our work is different in the

sense that it uses data-driven discovery of episodes. Moreover it investigates the added

value of frequent episodes in relation to the static information.

Data Mining literature

Related work in Data Mining focusses on computational and complexity aspects of algo-

rithms for the discovery of patterns [25] and using them in various forms of association

rules. Other uses of patterns includes clustering them in a hierarchy as described in

e.g. [26]. Our discovery algorithm is based on that described in [7] except that episodes

are discovered for a specific day, the day of prediction, and in addition they are aligned

to it. This means that we do not assume a stationary process generating the time series.

From a datamining perspective the novelty of the proposed method is showing a new way

to use patterns in predictions, beyond their traditional use in association rules.

Perhaps the most similar works to ours, in their general aim and application, are those

described in [27] and [28]. In [27] patterns are discovered from multivariate series in

order to predict mortality in the intensive care in six consecutive periods in the future.

That work is different in various ways than ours in terms of the assumption of stationarity

(see [29] for discussion) of the time series, the non Apriori-like generation of patterns, the
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assessment of patterns based on their discriminative ability (in terms of the area under

the ROC curve). Like in [27], our episodes have various lengths and in this sense non sta-

tionarity is assumed. However we also allow for a second source of non-stationarity in our

work by requiring alignment of the episodes to the day on which prediction is made, this

means for example that the frequency of episodes relies on the positioning of the episode

in the time-series. More important differences reside however in three other elements.

First, the work of Kayaalp et al. does not use a standard static model, as in our case,

in order to assess the added value of patterns. Second, it uses a patient-specific model:

only patterns identified in a patient test case are ranked and the best ones are used for

prediction. The other discovered patterns in the training set are not used in the ranking.

This is an interesting idea that we did not explore in our work. Third, the patient-specific

selected patterns are combined using the Naive Bayes Classifier. To provide probability

estimates, the Naive Bayes approach assumes the independence of patterns conditioned

on the outcome (e.g. P (ptt1, ptt2|Y = 1) = P (ptt1|Y = 1) · P (ptt2|Y = 1)). It is

demonstrated in the machine learning literature that this assumption is often (mildly)

violated but that it usually results in adequate classification models (e.g. to survival or

death). However if one is interested in the exact probabilities of the event, as we aim at

in our work, and not just the predicted events themselves, the conditional independence

assumption can lead to poor probability estimates. Poor estimates will also go undetected

when a non-proper scoring rule, such as the AUC, is used. In our specific case of using

aligned episodes, the (conditional) independence assumption would be severely violated

due to the presence of logically entailed episodes: they are clearly very much dependent

on each other. Our use of episodes inside logistic regression does not only allow for inte-

grating new methods into the established framework in IC prediction, but also takes into

account the inter-dependency between all covariates.

In [28] four temporal measurements of variables, some of which are also used for calcu-

lating the SOFA scores, are summarized to obtain what is referred to as adverse events

which correspond to extreme values of the variables and can span over a relatively long
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period of time. A number of 12 new variables are constructed, 8 describing the daily

average number of events and critical events (events with larger duration or even more

extreme values of their measurement) and 4 describing the daily averages time span, in

minutes, of each of the 4 types of critical events. The adverse events information is fed

into a neural network (NN) and a logistic regression model for predicting ICU mortality.

This information consists of the logarithmic transformations of the daily averages of the

number of the events’ occurrences and durations. The SAPS-II model was included in

the analysis and the SAPS-II score was a covariate in some setups together with the ad-

verse events. The NN and logistic regression using temporal information were shown to

have better performance in terms of discrimination ability compared to the other models,

measured as the AUC. The approach followed in [28] assumes a much stricter form of

stationarity since the mean value of adverse events is taken to characterize the process.

This approach hence disregards the measurement time and abstracts away from the ex-

plicit temporal evolution in the data. In contrast, capturing this evolution comprised one

of the starting points in our work.

In summary, our aim in this paper was the development of a method that captures the

temporal evolution of organ functioning and, at the same time, embeds it in the current

logistic regression modeling framework. We expected that the integration of temporal

data will bear fruit as increasing the predictions’ accuracy. We attain this goal by propos-

ing, and applying a method for integrating a data-driven approach for mining of frequent

patterns (called episodes) in the current logistic regression framework for probabilistic

predictions. Our results in intensive care mortality prognosis can be regarded as a proof of

concept of the merits of this method. The noticed concordance with the results of similar

works (e.g. in [27, 28]) is another reinforcing reason for research on the usage of temporal

data for prediction. Further work consists of investigating the effects of alternative choices

or tuning of settings for categorization, type and quality of episodes, model fitting strat-

egy, and performance measures. We are currently conducting a comparative evaluation

study in our IC application domain addressing the questions of when and whether the
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method, not just the specific models developed in this paper, is superior to the method

that trains models to each day of prediction but does not use temporal patterns.
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Appendix

Logistic Regression

A logistic regression model [30] is a parametric model specifying the conditional probability

of a binary outcome variable Y , given the values of the covariates of the model. In our

case, Y = 1 indicates the occurrence of a death event. The logistic model has the

following form:

p(Y = 1 | x) =
eg(x)

1 + eg(x)

where x = (x1, ..., xm) is the covariate vector. For m covariates (also called predictors,

input or independent variables) the logit function which is defined as log( p(Y=1 | x)
1−p(Y=1 | x)) is

equal to g(x) which has the following linear form:

g(x) = β0 +
m∑
i=1

βi · xi

where βi, i = 1, ...,m, denote the coefficients of the m covariates. In the temporal

models in this paper, one of the covariates is the SAPS, the other covariates are dummy

variables denoting frequent episodes. One reason for the popularity of the model is the

interpretation that is given to each βi in terms of an odds ratio. Suppose the logit function

is β0 + β1 · SAPS + β2 ·Ep where Ep = 1 for patients having some specific episode and
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0 for patients not having the episode. The odds of dying for those having the episode,

odds(Ep = 1), is P (Y = 1|Ep = 1)/P (Y = 0|Ep = 1) and for those not having the

episode, odds(Ep = 0), is P (Y = 1|Ep = 0)/P (Y = 0|Ep = 0). The quantity eβ2

turns out to be equal to the odds ratio odds(Ep = 1)/odds(Ep = 0). If there is no

difference between the odds for those with the episode and those without it, assuming all

other variables (in this case only SAPS) have the same values, the odds ratio will be 1.

A higher value indicates higher risk to die for those having the episode, and a lower value

than 1 indicates higher risk for those who do not have it. The interpretation of eβ1 is

similar, it indicates the odds ratio between a group of patients who have a SAPS of one

unit more than the other group, averaged on those with or without the episode denoted

by Ep.
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Abstract

Objectives: The current established mortality predictive models in the intensive care rely only on patient

information gathered within the first 24 hours of admission. Recent research demonstrated the added

prognostic value residing in the SOFA (Sequential Organ Failure Assessment) score which quantifies on

each day the cumulative patient organ derangement. The objective of this paper is to develop and study

predictive models that also incorporate univariate patterns of the six individual organ systems underlining

the SOFA score. A model for a given day d predicts the probability of in-hospital mortality.

Materials and methods: We use the logistic framework to combine a summary statistic of the historic

SOFA information for a patient together with selected dummy variables indicating the occurrence of

univariate frequent temporal patterns of individual organ system functioning. We demonstrate the appli-

cation of our method to a large real-life data set from an Intensive Care Unit (ICU) in a teaching hospital.

Model performance is tested in terms of the AUC and the Brier score.

Results: An algorithm for categorization, discovery, and selection of univariate patterns of individual organ

scores and the induction of predictive models. The case-study resulted in 6 daily models corresponding

to days 2 to 7. Their AUC ranged between 0.715 to 0.794 and the Brier scores between 0.161 to 0.216.

Models using only admission data but recalibrated for days 2 to 7 generated AUC ranging between 0.643

to 0.761 and Brier scores ranged between 0.175 to 0.230.

Conclusions: The results show that temporal organ failure episodes improve predictions’ quality in terms

of both discrimination and calibration. In addition, they enhance the interpretability of models. Our

approach should be applicable to many other medical domains where severity scores and sub-scores are

collected.

Keywords: Prognostic models, frequent episodes, temporal patterns, Intensive Care, organ failure scores.
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3.1 Introduction

The prediction of patients’ outcomes such as mortality and length of stay in the intensive

care unit (ICU) receives much attention in the medical as well as in the AI in medicine

communities. The importance of prognostic models stems from their usefulness in sup-

porting decision making at both the individual patient as well as the group levels [1]. The

established prognostic models, which are primarily used for quality of care benchmarking

among ICUs, predict the probability of patient death based on information collected within

the first 24 hours of patient admission. The summaries, such as the APACHE-II [2] and

SAPS-II [3], attempt to quantify the severity-of-illness of a patient and are used as covari-

ates in a logistic regression model to predict the probability of mortality (see appendix).

For example the SAPS-II model predicting the probability of mortality outcome is defined

in the literature as follows:

P (Y = 1|SAPS) = e−7.7631+0.0737·(SAPS)+0.9971·log(SAPS+1)

1+e−7.7631+0.0737·(SAPS)+0.9971·log(SAPS+1)

where Y = 1 indicates death, and SAPS is the SAPS-II severity-of-illness score ranging

from 0 to 163. The expression in the exponent, in the above model

−7.7631+0.0737 ·(SAPS)+0.9971 · log(SAPS+1), is called the linear predictor which

characterizes a logistic regression formula.

The introduction of electronic patient record systems, most pronounced in the last

decade, facilitated the collection of data during the patient’s stay in the ICU. In particular,

some ICUs started collecting the Sequential Organ Failure Assessment (SOFA) scores [4]

on each day of ICU stay. A SOFA score is an integer ranging from 0 to 24 that quantifies

the derangement of all organs of a patient on a given day, the higher the score the greater

the derangement. The SOFA score is calculated as the sum of 6 individual organ system

failure (IOSF) scores, each ranging between 0 and 4. These individual organ systems are:

respiratory, coagulation, hepatic, cardiovascular, central nervous system, and renal.

SOFA and IOSF scores were originally meant to merely describe a patient population,

although there is an emerging perception about the benefit in systematically analyzing
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them. Such analysis should be assisted by a computer as there is much data and there is

evidence showing that physicians have problems in interpreting information residing in such

temporal data [5]. In our work we are particularly concerned with the use of such temporal

data in the following problem: for a given day d of ICU stay, predict for patients staying

at least d days, the probability of their eventual survival status at discharge from the

hospital1 (regardless of when this happens). Figure 3.1 illustrates the prediction problem.

Figure 3.1: One patient’s temporal data, SOFA and IOSF scores, used for prediction. Given prediction
day d only the data from the first d days, the boxed data, are used for prediction.

In recent work [6] we proposed a new method to address this problem in which SOFA

scores are integrated in a logistic regression model to generate daily predictive models,

one model for each day d. The method, more elaborated on in the next section, is

based on the idea of using frequent temporal patterns, called episodes, of SOFA cat-

egories as covariates in the logistic model. For inclusion in the prognostic model, an

episode will be represented by an indicator variable coding its presence in a patient data.

1hospital mortality includes deaths in the ICU and in the hospital after an ICU stay.
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For example, consider the episode <High,High,High> of categorized SOFA scores. It

corresponds to a pattern of high SOFA values in 3 consecutive days. An example of

a linear predictor of a logistic regression model using this episode is: LP=β0 + β1·

I[<High,High,High>] where I[<High,High,High>] represents the indicator variable of

the episode <High,High,High>. The variable will take the value 1 if the episode occurs

in the patient, and otherwise 0. For notational simplicity we will use in the sequel the

episode itself in the linear predictor instead of the indicator variable I(·).

Although the SOFA episodes improved predictions, the use of only SOFA scores gave no

insight into the qualitative and quantitative contribution of the individual organ systems to

mortality. In fact it is unclear whether the IOSF scores would further improve the quality of

predictions because these scores are correlated with the SOFA scores. For example, in our

case-study the correlation between the SOFA score and its IOSF components ranged from

0.45 (with the cardiovascular system) to 0.55 (with the coagulation system). Correlation

among the various IOSF scores ranged between 0.01 (the central nervous and the renal

systems) and 0.33 (the respiratory and the cardiovascular systems). A preliminary analysis

reported in [7] suggested that IOSF information has the potential to further improve the

predictive performance compared to the aggregate SOFA score alone. In this paper we

extend and elaborate on the work reported in [7] in terms of the method and the case-

study. The enhancements include using an improved SOFA summary statistic in the

models; the addition of a new kind of SOFA model; the application of a data-driven

discretization approach to the organ failure categories; the inclusion of ROC analysis for

investigating the discriminative ability of the models; the addition of a new dataset that

became available from the same ICU; and the extension of the analysis for predictions to

days 6 and 7, hence generating models for each day of prediction d, d ∈ {2, 3, ..., 7}.

In our approach we address the issue of correlation between the SOFA and IOSF

scores by summarizing the historic SOFA information in one statistic and by capturing

the evolution of individual organ system failure status (see below for the definition of

“failure” and “non-failure”) in frequent temporal patterns (called frequent episodes). We
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use a weighted mean of the SOFA scores where more weight is assigned to values closer to

day d providing them with larger influence since they describe the most accurate patient

condition known at that time. This summary statistic and the organ failure (OF) frequent

episodes are used as covariates in the familiar logistic regression framework. We report on

the application of our method to a large real-world data set and demonstrate the added

value in interpreting the models and in their improved predictive performance.

The rest of the paper is organized as follows. Section 3.2 describes the proposed

method to induce models based on the organ failure episodes and the data types it

operates on. It also reports on the results of the preprocessing stages such as the dis-

cretization of SOFA and organ failure scores. Section 3.3 describes the case-study used

for demonstrating the method and reports on the obtained prognostic models and their

performances. We discuss our method in Section 3.4 and put it in perspective by relating

it to other work.

3.2 Data and methods

3.2.1 Data

We deal with two kinds of data. The first concerns the static data collected during the

first 24 hours of admission. In this paper we will always summarize this information by

means of the score SAPS-II [3] (in short just SAPS). The second kind of data concerns

the temporal data represented by the SOFA score and its 6 components (IOSF scores)

each describing the organ dysfunction level in one of the following organ systems: respira-

tory (Resp), coagulation (Coag), hepatic (Hepa), cardiovascular (Cardio), central nervous

system (CNS), and renal (Ren). The SOFA score and its components are collected for

each patient in the ICU on daily basis.

Table 3.1 shows an example of data for a patient who stayed for 4 days in the ICU

before dying on the fifth day.
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Table 3.1: Example of available temporal data for an ICU patient admitted for 4 days. The SOFA scores
indicate a constant deterioration in organ functioning.

Day SOFA Resp Coag Hepa Cardio CNS Ren Outcome
1 10 4 2 0 0 1 3
2 12 4 1 2 1 2 2
3 14 4 2 2 0 4 2
4 15 4 1 2 1 4 3
5 – – – – – – – died

The available data used in our case-study originate from the adult ICU of the OLVG

hospital, a large teaching hospital in Amsterdam. In line with the established SAPS

exclusion criteria, patients admitted after cardiac surgery, patients admitted with severe

burns and patients younger than 18 years were excluded from the analysis (see details

about data preprocessing in [6]) where a smaller data set was used but without applying

these exclusion criteria. Applying the exclusion criteria resulted in a population of 2928

patients. Missing values occurred simultaneously for SOFA and its IOSF scores (in 226

cases) and were imputed using the maximum of the left and right adjacent SOFA or IOSF

score (28 cases), or the adjacent value itself when the first or last days are missing (198

cases). Ten cases were dropped since 2 or more consecutive values were missing. Table 3.2

summarizes the main characteristics of the available data included for the analysis.

The hospital mortality rate in the sample was 24% and the median length of stay

(LOS) in the unit was larger in the non-survivors. The descriptive statistics show in

essence that not only the static data represented by the SAPS and the SOFA score give

an indication about the mortality but also the IOSF scores. The mean values of the organ

failure scores, SOFA and IOSF, are to various extents larger in the non-survivors than

survivors. In medical terms the score values of 3 and 4 are regarded as organ failure.

The mean number of organ failures shown in Table 3.2 reinforces our expectation that

the non-survivors tend to have a more serious medical condition. However this does not

explain how to put the information residing in the IOSF scores into use for prediction and

how good can they perform this task. To this end we need to rely on prognostic models.
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Table 3.2: Descriptive statistics of the patient sample. The (C.I.) represents the 95% confidence interval
of the bootstrapped mean.

Survivors Non Survivors

N 2200 728

Admission Type (%)
Medical 55 77
Urgent 21 14

Planned 24 9

Mean age ± SD (years) 61 ± 17 68 ± 14.5

Sex
Male/Female (%) 60 / 40 62 / 38

Median LOS 1.75 3

Mean SAPS (C.I.) 39 (38.73, 40.01) 61 (59, 61.97)

Mean SOFA (C.I.) 7.3 (7.21, 7.32) 9.6 (9.5, 9.68)

Mean # org. fail. 4.4 9.8

Mean Resp (C.I.) 3.5 (3.48, 3.51) 3.75 (3.73, 3.77)

Mean Coag (C.I.) 0.8 (0.78, 0.83) 1.03 (0.99, 1.07)

Mean Hepa (C.I.) 0.26 (0.24, 0.27) 0.46 (0.43, 0.49)

Mean Cardio (C.I.) 1.61 (1.6, 1.63) 1.86 (1.84, 1.88)

Mean CNS (C.I.) 0.32 (0.3, 0.34) 1.11 (1.06, 1.16)

Mean Ren (C.I.) 0.76 (0.73, 0.78) 1.36 (1.32, 1.40)

3.2.2 Methods

In this paper we will refer to the following types of prognostic models, each will be trained

for any specific day of prediction:

• The static model : a model based only on the SAPS. The form of its linear predictor

= α0 + α1 (SAPS) + α2 log(SAPS + 1).
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• The SOFA-model : a model using the SAPS together with SOFA episodes (as de-

scribed in [6]).The form of its linear predictor =

αS,0 + αS,1 (SAPS) + αS,2 log(SAPS + 1) +
∑

i=1(βS,i SOFA.Episodei).

• The wSOFA-model : a model using SAPS and the a weighted average of SOFA

scores. The form of its linear predictor =

αwS,0 + αwS,1 (SAPS) + αwS,2 log(SAPS + 1) + αwS,3wSOFA.

• The OF-model : a model using all of the following three elements: SAPS, a weighted

average of SOFA, and organ failure episodes. The form of its linear predictor =

αF,0+αF,1 (SAPS)+αF,2 log(SAPS+1)+αF,3wSOFA+
∑

i=1(βF,iOF.Episodei).

The OF-models, which form the major interest in this paper, will be compared to the

other models for assessing the prognostic merits of the OF-episodes relative to the static

SAPS data, and SOFA summaries and episodes.

Previous work [6] introduced an approach for inducing SOFA-models using the logistic

regression framework. This method can be described as a generic process defined by the

following steps:

1. Categorization of scores

2. Discovery of frequent episodes in the categorized scores

3. Model fitting using the frequent episodes

4. Evaluation of the models

This generic process forms the backbone for the induction of the SOFA-models and

the OF-models in this paper and is described below. We will use the split-sample design

for training and testing. The original data set will be split once (in the ratio of two thirds

for training and one third for testing). Model fitting and hence the episodes discovery

are based on patient cases in the training set for the corresponding day of prediction

(i.e. patients that stayed in the ICU at least up to the day of prediction) and the model

performance will be evaluated on cases from the corresponding test set. For each day of
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prediction d there is one prognostic model. It is built in one run on the corresponding

training set and tested once on the test set to obtain the performance measures. The

training and test sets for day d are the sub-sets of records of length d for patients staying

at least d days. No temporal information is used beyond day d for training and testing

the models.

Categorization

The temporal data is transformed from its original quantitative representation to a qual-

itative one for better interpretability as well as for accommodating the next steps of the

method. In [7] we adopted an IOSF score categorization based exclusively on medical

knowledge. This resulted in two categories: non-failure (NF) for IOSF scores values

{0, 1, 2} and failure (F) for the values {3, 4}. In this work we opt for creating two cate-

gories for each organ system score based on the median value: values below the median

value of an organ system are assigned to the first category (c1) and those greater than

the mean are assigned to the second category (c2). This allows for a flexible cut-off point

depending on the availability of data so c1 and c2 can vary for the various organs systems.

The median of an organ system is calculated from the scores of that organ in all available

days. This means that once the categories are derived, their value is fixed across all days

to facilitate interpretation. We will still refer to the categorization as organ failure (OF)

categorization although the categories do not necessarily correspond to the {0, 1, 2} and

{3, 4} categorization.

In the OF categorization, all the training data, regardless of the day of prediction, were

used (see the Discussion section for an alternative approach in which the categorization

is performed per day). The resulting OF categories were:

1. Respiratory system - category 1 (c1) for values in {0, 1, 2, 3} and category 2 (c2)

for value 4

2. Coagulation system - category 1 (c1) for value 0 and category 2 (c2) for values in

{1, 2, 3, 4}
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3. Hepatic system - category 1 (c1) for value 0 and category 2 (c2) for values in

{1, 2, 3, 4}

4. Cardiovascular system - category 1 (c1) for values in {0, 1, 2} and category 2 (c2)

for values ∈ {3, 4}

5. Central nervous system - category 1 (c1) for value 0 and category 2 (c2) for values

in {1, 2, 3, 4}

6. Renal system - category 1 (c1) for values ∈ {0, 1} and category 2 (c2) for values in

{2, 3, 4}

The SOFA score values were categorized in three equal groups based on quantiles. The

SOFA transformation is reused from our previous work [6]. The cutoff points were {6, 9}

resulting in the three categories: Low (L) for values in {0, ..., 6}, Medium (M) for values

in {7, 8, 9}, and High (H) for values > 9.

Frequent episode discovery

The discovery of frequent temporal patterns called frequent episodes is performed on the

data in their qualitative representation (i.e. the categories obtained after discretization).

The discovery is data-driven and is performed on the training set using only the data

available until and for the day of prediction d. We mine for a specific kind of episodes:

those aligned to the day of prediction and including consecutive days. For example, given

the patient’s sequence c2,c2,c1,c2,c1 starting at admission day, then for d=2 the

episode <c2,c2> occurs in the patient data because aligning the episode at day 2 (i.e.

positioning the last c2 in the episode at the second element in the patient’s sequence) it

matches the subsequence c2,c2 in the patient sequence. However, for d=4 the episode is

not aligned to the patient’s sequence. The decision to use aligned episodes is motivated

by the belief that the days before prediction are more relevant than information at earlier

days.

The discovery procedure is based on the A-priori episode mining algorithm [8] that we

adapted to the problem of consecutive aligned episodes. An episode is said to consist
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of a sequence of events. The algorithm makes use of the downward closure property [9]

which implies that a length-N episode cannot be frequent if, in our case, its length-N −1

sub-episode is not frequent. For example if the OF-episode <c1,c2,c2,c1> is frequent

then <c2,c2,c1> must be frequent too because the occurrence of the first implies the

occurrence of the second. This is because the episode <c1,c2,c2,c1> is obtained by

extending backwards <c2,c2,c1> with the event c1. The downward closure property

allows the pruning of the search space. In general, an episode aligned to day d is said

to be frequent when its frequency rate in the subset of patients staying at least d days

exceeds a pre-specified threshold (e.g. 5% of cases) referred to as minimum support rate.

The discovery process continues until no more frequent episodes are encountered. The

procedure is an iterative process as formalized in Algorithm 3.

Algorithm 3 Discovery of frequent consecutive and aligned episodes, for SOFA and OF, given day d of
prediction

• d - day at which hospital mortality prediction is required

• E - set of frequent episodes - length 1 to d

• Ecurrent - set of frequent episodes discovered in the last iteration

• Events - set of events representing all possible values in an episode. For SOFA the set of events is
{L, M, H}. For OF the set of events for each organ system is {c1, c2}

• Cand - set of candidate episodes to be assessed for frequency

1: i ← 0, E ← {}, Cand ← Events
2: repeat
3: i ← i+1
4: Ecurrent ← all frequent episodes in Cand

/* SOFA example for i=2: Ecurrent = { < L, H >,< M, M >, ...} */
/* OF example for i=2: Ecurrent = {< c1, c1 >,< c2, c1 >, ...} */

5: E ← E ∪ Ecurrent
/*SOFA example for i=2: E = {<H>, <M>, <L>, <L,H>, <M,M>, ... } */
/* OF example for i=2: E= { <c1>, <c2>, <c1,c1>, <c2,c1>,...} */

6: Cand ← extend backwards each element in Ecurrent
/* Example: extending the SOFA episode <L,H> results in <L,L,H>, <M,L,H>, and <H,L,H> */
/* Example: extending the OF episode <c1,c1> results in <c1,c1,c1>, <c2,c1,c1> */

7: until (Ecurrent={} or i=d)

The frequent episode discovery strategy is used to obtain both SOFA and OF frequent

episodes. The SOFA events consist of L, M, and H and the events for the OF episodes
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consist of c1, and c2 (recall that c1 and c2 may refer to different organ scores depending

on the specific organ system).

Model fitting

Not all the frequent OF or SOFA episodes are relevant for prediction and their excessive use

can lead to overfitting. Our feature selection is founded on an iterative backward variable

elimination strategy where at each step the least predictive variable is removed from the

model’s covariate list. The decision on the least predictive variable in each iteration is

based on an information-theoretic measure, the Akaike’s Information Criterion (AIC) [10]

which avoids several drawbacks related to the common stepwise variable selection using

statistical significance testing based on p-values [11]. A strategy based on using p-values is

believed to be appropriate only for a pre-specified model. The problem is only exacerbated

when there is a large set of candidate covariates.

The AIC is defined as −2logL(θ) + 2k where L(θ) is the maximized likelihood [12] of

the model and k is the number of free parameters in the model. Hence the AIC trades off

predictive performance for parsimony by penalizing the number of variables included in the

model. Parsimony is important in order to avoid overfitting. The covariate subset resulting

in the best model (i.e. with minimum AIC) is searched for heuristically by fitting a model

including all candidate covariates and then eliminating the least predictive covariate – the

one associated with the highest AIC– one by one until the AIC cannot be decreased. In

the iteration with N variables, models based on all subsets of size N − 1 are considered

and the process continues only if at least one model with N − 1 variables further reduces

the AIC.

A problematic aspect during model selection is the phenomena of collinearity. This is

a situation where a covariate in the model can be well predicted by other variables of the

model [11]. This leads to instability of the model and jeopardizes the interpretability of the

β coefficients in the logistic model (see appendix) since the interpretation is based on the

idea of studying a change of a covariate while fixing the others. However, due to collinearity
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they cannot be considered as being fixed. While in [6] we embedded in the model selection

a strategy for eliminating a special case of collinearity called logical entailment, in the

current work we will make use of a simpler collinearity reduction plan both for the OF-

model and SOFA-model induction. We say that OF (aligned and consecutive) episode

<c1,c2,c2> logically entails episode <c2,c2> since the occurrence of the first in a patient

implies the occurrence of the second episode. To eliminate the logical entailment we

included a ranking step in the modeling stage. For each one of the six organ systems,

all its discovered frequent OF episodes are ranked, from those with smallest (best) AIC

value to the largest, based on an univariate analysis between mortality and the episode

as depicted in Algorithm 4. Given an organ system, for each of its frequent episodes, a

linear model for mortality prediction is fit using as independent variable the episode itself.

The AIC of the resulted model will be used for assigning a rank to the episode. For each

organ system we retain only its highest ranked frequent episode. This eliminates logically

entailed episodes and provides simple models. There is the risks of eliminating other

possibly useful episodes but with only 2 categories (c1 and c2) any two aligned episodes

are at least partially correlated. The retained episodes are then fed into the AIC-based

feature elimination strategy described above.

Finally, we use background (medical) knowledge to eliminate model’s covariates having

coefficients not compliant with clinical expectations. This is revealed by the association

between the episodes in a model and their coefficients’ signs.

For the OF episodes we eliminate those having:

1. a negative β for episodes ending in c2

2. a positive β for episodes ending in c1

For example the length 2 aligned episode <c2,c1> with a positive coefficient in a model

will be eliminated and so will be the episode <c2,c2,c2> with a negative coefficient in a

model.
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In the case of SOFA episodes we remove the episodes in the logistic regression model

described by:

1. a negative β for a SOFA episode ending in H or for episodes ending in a worsening

of the medical condition up to day of prediction (e.g. <L,M>)

2. a positive β attached to low (L) SOFA values or recovery up to day of prediction

e.g. <H,M>.

Keep in mind that a negative coefficient reduces the probability of mortality, and a

positive one increases it. A similar idea was introduced in [13] under the name “sign OK”

defining variable selection based on the plausibility of the sign of the regression coefficient.

In Algorithm 4 a summarized description of the above model fitting method is provided.

Algorithm 4 Description of the OF-model fitting strategy for day of prediction d.

• I[e] - indicator variable coding for the occurrence of episode e aligned to day d in the patient data

1: BestEpisodes← {}
2: for (organ system i; 1 ≤ i ≤ 6; i+ +) do
3: EcurrOrg ← frequent episodes of organ system i
4: BestEpisodei ← argmine∈EcurrOrg

extractAIC(LP = βi,0 + βi,1I[e])
5: BestEpisodes← BestEpisodes ∪BestEpisodei
6: end for
7: model ← fitLogReg (LP = SAPS+log(SAPS+1)+wSOFA+BestEpisodes, type =“backward

variable selection”,method =“AIC”)
/* fitting a logistic regression model for mortality using backward variable elimination with the AIC
criterion. The initial covariates are SAPS, log(SAPS+1), weighted SOFA and the best OF episodes
in BestEpisodes */

8: covariates← SelectVariables(model, type = “KB”, method =“signOK”)
/* Knowledge based elimination of covariates not complying with the “sign OK” criterion */

9: finalModel ← fitLogReg(SAPS + log(SAPS + 1) + wSOFA + covariates, type =“backward
variable selection”, method =“AIC”)

For each SOFA- and OF-model the corresponding static-model is fit by using the SAPS

as the only variable and the wSOFA-model is fit by using the SAPS and the weighted SOFA

as covariates. The weighted SOFA mean in a patient for the day of prediction d is given

by the following expression:
∑d

i=1(wi·SOFAi)

d
where SOFAi denotes the SOFA score value

of the patient at day i of stay and wi represents the weight associated with it. The used

weighting scheme establishes the following relations for day i, i ≤ d: wi = i · w1, and

w1 = 1∑d
i=1 i

.
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Evaluation

For each day of prediction d a test set for that day is created by selecting patients, from the

randomly drawn test set of patients, that stayed at least d days in the ICU. We evaluate

the model predictions on two aspects: the calibration of probabilities and discrimination

between survivors and non-survivors. Together they provide more insight than each of

these aspects alone.

We use the accuracy measure of the Brier score defined as 1
N

∑N
i=1(P (Yi =

1 | xi) − yi)
2, where N denotes the number of patients, and yi denotes the actual

outcome for patient i. The vector xi represents the covariate values for patient i. The

Brier score is sensitive to the calibration of the probabilities. It is a strictly proper scoring

rule [14] which, unlike measures such as the Area Under the (ROC) Curve (AUC), means

it is optimal only when the true probability of the event is predicted. The Brier score

ranges from 0 to 1 with lower values indicating more accurate predictions. A non-skilled

model giving all subjects a 50% chance of the event results in a Brier score of 0.25.

To test for statistical significance in performance differences between models we used

the non-parametric bootstrap [15] method with 1000 bootstrap samples of differences

in the Brier score for each patient. The 1000 mean differences generate a bootstrap

distribution. The approximate 95% confidence interval is obtained from the 2.5% and

97.5% quantiles. Hence, a statistically significant difference at the 0.05 level corresponds

to the case where the confidence interval excludes 0.

The AUC is the measure we use to characterize the discrimination performance of the

models. A non-discriminating model (e.g. giving all subjects the same probability) will

result in an AUC of 0.5. An AUC > 0.8 is considered good, and an AUC between 0.6

and 0.8 is considered moderate, a value below 0.6 is considered poor (for example when

the classes are hardly separable and/or the model is poor). Compared to the Brier score,

the AUC describes how good the model separates between the two classes of patients,
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the survivors and the non-survivors, in terms of assigning larger probabilities to the non-

survivors than to survivors. The statistical significance, at the 0.05 level, of the differences

in the AUC (one for each model) from different types of models was assessed using an

implementation of the non-parametric approach described in [16] by DeLong et al. This

test is based on the asymptotic convergence to the AUC of the U-statistic for comparing

distributions of values from two samples. For the statistical significance of the difference

between two AUCs a jackknife approach to estimate the covariance between them is

applied.

3.3 Results

Based on the method described above, OF-models corresponding to the ICU days 2–7

(day 1 can not show temporal evolution), were built for predicting hospital mortality. The

size of the training and testing sets decreases with the day of prediction (because patients

may die or leave the ICU on each day). In our setup we had for day 2 to 7 the following

sizes, respectively, of the training-testing sets:

{1281, 549}, {952, 408}, {702, 301}, {554, 238}, {431, 185}, and {349, 150}. Although

the original data set was split in the ratio of two thirds for training and one third for

testing (corresponding to 1952 and 976 patients) this ratio is not necessarily obtained for

the days from 2 to 7. The ratio per day is dependent on the number of patients in the

original split that happened to stay at least that number of days. The number of frequent

episodes, with a threshold of 5% for minimum support rate, of each type and for every

day of prediction is depicted in Table 3.3.

To illustrate the episodes, Table 3.4 shows the SOFA and OF frequent episodes dis-

covered for prediction day 4.

Each OF-model is to include the SAPS covariates (SAPS, log(SAPS+1)) from the

original SAPS-II models and, potentially, after variable selection the weighted average

SOFA and frequent OF episodes. For comparative purposes the same training set was

used to induce the static-, SOFA- and wSOFA-models for the given day.
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Table 3.3: Number of SOFA and OF frequent episodes discovered for each day of prediction. In episode
discovery only data til day d is considered of the patients staying at least d days.

Day 2 Day 3 Day 4 Day 5 Day 6 Day 7
SOFA 8 16 20 21 25 28
Resp 5 7 10 15 15 21
Coag 4 6 8 10 12 14
Hepa 3 4 5 6 7 8
Cardio 4 5 6 7 8 9
CNS 5 9 9 10 12 14
Ren 4 6 7 9 12 14

Table 3.4: Consecutive and aligned SOFA and OF frequent episodes for d=4. The episodes are discovered
from the first 4 days of data of patients with length of stay ≥ 4.

Episode Type Discovered episodes

<L,L>, <M,L,L>, <H,H>, <H,M>, <L,L,L,L>,

SOFA <H,H,H>, <H,H,M>, <M,M,M,M>,

<M,H>, <M,M>, <M,L>, <M,M,M>, <M,M,L>, <H,M,M>,<H>,

<M>, <L>, <H,H,H,H>, <H,H,H,M>, <L,L,L>

<c1,c1>, <c2,c2>, <c2>, <c2,c1>,

Resp <c2,c2,c2,c2>, <c2,c2,c2,c1>, <c1>,

<c1,c1,c1>, <c2,c2,c2>, <c2,c2,c1>

<c2>, <c1>, <c2,c2>, <c1,c1,c1>,

Coag <c1,c1,c1,c1>,<c1,c1>, <c2,c2,c2,c2>,

<c2,c2,c2>

Hepa <c1,c1,c1>, <c2>, <c1>,

<c1,c1>, <c1,c1,c1,c1>

Cardio <c1,c1>, <c2>, <c1,c1,c1>,

<c1>, <c2,c1,c1,c1>, <c1,c1,c1,c1>

<c2,c1,c1>, <c1,c1>, <c2>, <c1>,

CNS <c2,c2,c2>, <c1,c1,c1>, <c1,c1,c1,c1>,

<c2,c2>, <c2,c2,c2,c2>

Ren <c1,c1,c1>, <c2,c2>, <c1,c2>, <c1,c1>,

<c2>, <c1>, <c1,c1,c1,c1>

64



Table 3.5: Temporal and static models for days 2–7 of ICU stay described by their linear predictors (LP s).

Day Model type Linear predictor

2 static -7.48 +0.038·SAPS +1.15·logSAPS
SOFA -6.03 +0.029·SAPS +0.87·logSAPS +0.69·<H,H> -0.45·<L>
wSOFA -7.96 +0.023·SAPS +1.12·logSAPS +0.3·wSOFA
OF -8.83 + 0.01·SAPS +1.60·logSAPS +0.19·wSOFA+0.90·CNS<c2,c2>

3 static -9.31 +0.022·SAPS +1.85·logSAPS
SOFA -8.33 +0.005·SAPS +1.77·logSAPS +1.06·<H> -0.54·<L>
wSOFA -10.82 -0.002·SAPS +2.02·logSAPS +0.72·wSOFA
OF -9.83 -0.003·SAPS +1.9·logSAPS +0.5·wSOFA +1.1·CNS<c2>

4 static -11.58 -0.003·SAPS +2.75·logSAPS
SOFA -9.07 -0.013·SAPS +2.43·logSAPS -1.82·<L> -0.8·<M,M>
wSOFA -13.67 -0.031·SAPS +3.09·logSAPS +1.04·wSOFA
OF -13.12 -0.039·SAPS +3.29·logSAPS +0.66·wSOFA

+1.28·CNS<c2> -0.37·Ren<c1,c1>

5 static -9.68 +0.0049·SAPS +2.21·logSAPS
SOFA -7.45 -0.001·SAPS +1.71·logSAPS +0.71·<H>-0.85·<L>
wSOFA -11.53 -0.02·SAPS +2.55·logSAPS +1.01·wSOFA
OF -11.27 -0.02·SAPS +2.76·logSAPS +0.66·Resp<c2,c2,c2,c2,c2>

+0.65·Coag<c2> -0.95·Cardio<c2,c1,c1,c1,c1> +1.25·CNS<c2> +0.76·Ren<c2>

6 static -8.38 +0.007·SAPS +1.84·logSAPS
SOFA -7.93-0.004·SAPS +1.64·logSAPS +1.01·<H>+0.76·<M,M,M>
wSOFA -10.79 -0.017·SAPS +2.35·logSAPS +1.15·wSOFA
OF -8.98 -0.024·SAPS +2.85·logSAPS+0.67·Coag<c2>

+1.46·Cardio<c2> -1.17·CNS<c1,c1> -1.05·Ren<c1,c1>

7 static -14.5 -0.034·SAPS +3.94·logSAPS
SOFA 12.27 -0.036·SAPS +3.39·logSAPS +0.86·<H> -0.80·<L>
wSOFA -16.47 -0.057·SAPS +4.24·logSAPS +1.57·wSOFA
OF -11.98 -0.031·SAPS +3.24·logSAPS+0.72·Resp<c2,c2,c2>

+1.01·Cardio<c2>+1.37·CNS<c2>-0.89·Ren<c1,c1,c1>

Table 3.5 shows the resulting models described by their linear predictor (LP ). The term

logSAPS represents log(SAPS + 1) (used in compliance with the original SAPS model)

and the wSOFA is the weighted SOFA mean as defined previously. The organ failure

episodes are labeled to identify their type of organ system. For example Resp<c1,c1>

represents a frequent episode containing 2 consecutive events from the first category of

the respiratory organ system (i.e. here c1 contains organ system failure score values < 4).

65



The SOFA-models use the events L,M, and H to describe frequent SOFA episodes e.g.

<H,M>.

Table 3.6: Model covariates, their coefficients and odds-ratios (eβi) in the OF-models for day 2 and day
5 of ICU stay.

Day Covariate β eβ

2 SAPS 0.01 1.01
logSAPS 1.6 4.95
wSOFA 0.19 1.2
CNS<c2,c2> 0.9 2.45

5 SAPS -0.02 0.98
logSAPS 2.76 15.79
Resp<c2,c2,c2,c2,c2> 0.66 1.93
Coag<c2> 0.65 1.91
Cardio<c2,c1,c1,c1,c1> -0.95 0.38
CNS<c2> 1.25 3.49
Ren<c2> 0.76 2.13

Table 3.6 exemplifies the interpretation in terms of odds-ratios (equal to eβ) of the

OF-model coefficients for days 2 and 5. For example, for day 5, after adjusting for the

other variables, the odds of dying for patients with the episode Cardio<c2,c1,c1,c1,c1>

is 0.38 times the odds for those without it. The episode shows hence improvement in the

survival chance when there is a decrease from a higher value event (c2) to a lower one

(c1) which is then maintained over the next days. The OF-models shown in Table 3.5

were evaluated on an independent test set for day 2 till day 7 of ICU stay and compared

to the static-, SOFA- and wSOFA-models. The models’ evaluation using the Brier scores

(the lower the better) and AUC (larger area means better discrimination) are shown in

Table 3.7.

The statistical significance of the differences in performance was assessed for each pair

of models and is shown in Table 3.8 for the Brier score and in Table 3.9 for the AUC.

Note that discrimination becomes more difficult after the second day because most

patients either die or leave the ICU within 2 days. The rest includes many patients who

are neither too ill to die nor fit enough to leave the ICU within the first 2 days.
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Table 3.7: Prognostic models performance evaluation – Brier score and the AUC. Values showing better
prognostic performance are represented in bold.

Day Brier score AUC
static SOFA wSOFA OF static SOFA wSOFA OF

2 0.175 0.168 0.166 0.161 0.761 0.786 0.794 0.794
3 0.181 0.170 0.175 0.166 0.746 0.780 0.771 0.785
4 0.198 0.195 0.199 0.187 0.692 0.713 0.699 0.727
5 0.199 0.183 0.190 0.175 0.660 0.737 0.709 0.740
6 0.215 0.206 0.210 0.195 0.643 0.690 0.672 0.738
7 0.230 0.211 0.224 0.216 0.645 0.722 0.664 0.715

Table 3.8: The statistical significance of the difference in the Brier scores among models. A “Yes”
denotes a statistically significant difference at the 0.05 level.

Brier score static SOFA wSOFA OF
static - Yes (days 2,3,5 ) Yes (days 2) Yes (days 2,3,5)
SOFA - No (all days) Yes (day 2)
wSOFA - Yes (days 3,4,5)
OF -

3.4 Discussion

In this section we discuss the results, our approach in relation to others, delineate further

work, and conclude the paper.

3.4.1 Discussion of results

Table 3.3 illustrates the rapidly increasing number of found frequent episodes. This

stresses the necessity of applying an effective model selection strategy. A brute force

search through the space of all frequent episodes is not only computationally expensive

but may result in models overfitting the data. The increase in the number of discovered

Table 3.9: The statistical significance of the difference in the AUC. A “Yes” denotes a statistically
significant difference at the 0.05 level.

AUC static SOFA wSOFA OF
static - Yes (days 2,3,5-7) Yes (days 2,5) Yes (days 2,3,5-7)
SOFA - Yes (day 7) No (all days)
wSOFA - Yes (day 3,4,6)
OF -
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frequent episodes is explained by the increase in the number of candidates (possible fre-

quent episodes) with the day of prediction d coupled with the simultaneous decrease of the

minimal number of occurrences needed for a candidates episode to pass the 5% thresh-

old. Recall that there are less patients in day d of ICU stay relative to the populations

supporting a day i, where i < d.

In this paper we posed the central question whether OF information can improve

mortality prediction. This focus means that we left out many other risk factors that could

influence mortality such as blood glucose levels. Table 3.7 ascertains that the usage of

OF information in the form of episodes can indeed improve predictions: the OF-models

performed better than all the other models including the SOFA-models on all days except

the last one. Our hypothesis is that the result on day 7 is due to the relatively small

data set available for training and testing in patients staying at least 7 days (only 349

patients for training and 150 patients for testing). It is true that categorization of SOFA

in the SOFA-models has lead to information loss; this is the cost for increasing support for

the patterns and enhancing their interpretability. It is possible that other ways to exploit

the SOFA information in the SOFA-models could improve their performance. In any

case, both kinds of temporal models (SOFA and OF) were consistently better, sometimes

with statistically significant differences as depicted in Table 3.8 and Table 3.9, than the

traditional but recalibrated static-model (SAPS based model). This provides reasonable

evidence for the improvements in prognosis due to using the temporal patterns: not only

that the patterns survived a selection strategy that penalizes model complexity, but they

also improved performance on an independent test set. However, a limitation of our design

is that we do not control for the various sources of variation in the training and test sets.

Hence, although our findings do show evidence for the added prognostic value of temporal

information, there is a need for extensive testing based on resampling approaches before

we can claim that our method for model induction is superior to the static model induction

method. We are planning to conduct such stringent resampling-based evaluation methods

once we can obtain more data from the ICU.
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The results show the usefulness of the coefficients’ qualitative and quantitative interpre-

tations of organ derangement (see Table 3.5). The most dominant prognostic information

comes from the central nervous system, which is dominant in the models. The nervous

system scores are inherently subjective but patients in category c1 turned out to be those

with no derangement at all (SOFA score = 0) , and those in category c2 are those

with any derangement. This mitigates the sensitivity of scoring especially that there are

only few patients with Glasgow Coma Scale of 13 and 14 (corresponding to the adjacent

SOFA score of 1 point for the central nervous system). The renal and cardiovascular

organ systems were the next best predictors included in four, respectively three models.

In related work, when the central nervous system was considered for analysis [17, 18, 19]

it was indeed a good discriminator of mortality, otherwise, as in [20, 21, 22], the cardio-

vascular system emerged as a strong predictor. When considering the selected frequent

episodes we note that those denoting repeating values (e.g. Resp<c2,c2,c2,c2,c2> or

Ren<c1,c1,c1>) turned out to be dominant as covariates. Similar findings about such

patterns have been also reported by [23]. We hypothesize that the dominance of these

patterns is rooted in the high support they enjoy in the data: individual scores are not

likely to change often between the only two categories discerned.

Table 3.6 also provides quantitative and qualitative interpretations. For example, in the

model for day 5 the central nervous system episode <c2> is associated with the odds-ratio

of 3.49: the odds of dying given a dysfunction (score values > 0) of the central nervous

system on day 5 (day of prediction) is 3.49 times the odds of dying if the central nervous

system would have had a 0 score on that day. In the case of the cardiovascular episode

<c2,c1,c1,c1,c1> the odds-ratio is < 1 (corresponding to a negative coefficient in the

LP ) indicating a beneficial effect on the survival outcome. In particular, the odds to die

for patients having this episode is 0.38 times the odds for patients with it.

The models based on SOFA episodes include many episodes of length 1, describing

the SOFA score value at the day of prediction. This situation is probably due to the large

data support these episodes enjoy and also because of the collinearity reduction procedure
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with episode ranking based on univariate analysis. For example the episodes <H> and

<H,H,H,H> cannot occur in the same model. However the experimental results reveal

that the SOFA-models based on length one episodes had better prognostic performance

than the wSOFA-models when evaluated on both the Brier score and the AUC. This

can be explained by the fact that, unlike the SOFA episodes, the weighted SOFA mean

has a much limited ability to describe the evolution of medical condition in a patient.

For example, the same weighted mean value can be obtained from a multitude of SOFA

sequences regardless if some show recovery from high SOFA values and others present an

aggravation in patient’s health. While the summarized SOFA masks the daily development

in the patients health condition, the episodes have the ability to present more detailed

information on the health evolution which proves to have a higher prognostic value.

Another noteworthy finding is that, starting from day 5 of prediction, the models do

not include the weighted mean of the SOFA score anymore. A possible reason for this

is that the importance of the latest days is somehow “diluted” by the early days, which

might be less important for prediction, even if later days are assigned higher weights. In

contrast, the appearance of the OF episodes in the OF-models provides evidence for their

prognostic merits.

In sum, the OF-models seem to outperform the other temporal and static models

in terms of performance measures sensitive to calibration and discrimination. We note

that despite the superior statistical performance of the models, the implication for clinical

medicine is not necessarily significant and needs further work. Moreover, the IOSF (and

hence SOFA) scores are determined by the worst values of their underlying variables in

the last 24 hours, and hence are dependent on the sampling frequency. Some variables

are continuously measured (like blood pressure and inspiratory oxygen fraction) while lab

values are typically collected once to 8 times per day. Hence, the results may depend,

albeit weakly, on the sampling frequency of the respective variables.
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3.4.2 Related and future work

In this work we introduced a method for prognostic models induction using temporal data

described by frequent episodes. The paper extends the approach in [6] by incorporating

individual organ system failure scores, a new model fitting strategy based on univariate

episode ranking according to log-likelihood and the “sign OK” principle, and the use of

data-driven categorization of the individual organ failure scores.

The paper also extends the work presented in [7]. The main differences consist of: (1)

the availability of additional data for analysis; (2) the usage of a weighted SOFA mean to

summarize the aggregate temporal information where days closer to the outcome receive

higher weights in the computation of the summary; (3) the addition of models based only

on the weighted mean SOFA; (4) the inclusion in the analysis of models, of all types, for

days 6 and 7; (5) the use of a data-driven abstraction scheme for the transformation of

the data from the quantitative to the qualitative representation; and (6) the inclusion of

the ROC analysis investigating the discriminative ability of the models.

The categorization we adopted can be characterized as vertical (contemporaneous)

data abstraction [24] or State Temporal Abstractions [25]. The use of the median for

the categorization can result in flexible categories dependent on the data distribution but

they are not necessarily intuitive nor the most useful ones in prediction. The cutoff points

both for SOFA and IOSF scores are obtained from the whole population of patients (in

the training set) staying at least 2 days in the ICU. We also investigated the sensitivity of

the cutoff points in case categorization was repeated for each day of prediction d on the

data of patients staying at least d days in the unit. The results did not show any change

in the IOSF score cutoff points and only a very slight change in days 4 and 6 in one of

the cutoff points of the SOFA score: 7 instead of 6. The use of one set of cut-off points

for all days is hence robust and provides a uniform interpretation of the categories over all

days. Future work concerning categorization includes the use of the outcome (mortality)

information in choosing the categories, e.g. by using entropy-based categorization [26].
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The frequent episodes are discovered in a data-driven manner. In using these episodes

we are implicitly applying various non-stationarity assumptions: the episodes are aligned

to the prediction day, and can be of different lengths. These two properties distinguish

our work from the work appearing in the intensive care literature in which pre-specified

summaries (e.g. maximum value, average value during ICU stay) or qualitative trends

of IOSF scores are used [19, 21]. This is also in contrast to the methodological work

described in [27] which assumes a strict form of stationarity where the mean value of

adverse events (highly abnormal values of medical measurements in a patient) is used to

summarize the temporal process.

Valuable future work consists of investigating more expressive episodes like those described

in [28] where a pattern includes a multivariate set of attributes. This will allow one to

capture complex interactions between the IOSF scores in one pattern instead of having

various univariate episodes as describes in this paper.

In [23] patterns similar in nature to ours are discovered but instead of using frequency

for their selection their discriminative capabilities (Area Under the Curve) was used. This

idea forms an interesting future work in our approach. In [23] the most predictive patterns

were then used in a Naive Bayes Classifier method. Given the nature of our episodes, the

Naive Bayes approach combined with an assessment geared towards discriminatory model

capabilities does not provide incentive to predict reliable probabilities. This is because our

particular episodes are correlated and because of the overlap between SOFA and IOSF

information, clearly violating the conditional independence assumption used in the Naive

Bayes approach.

Our variable selection strategy relies on the AIC criterion, which has been advocated

in e.g. [10]. However investigating other model selection penalty schemes such as the

Bayesian Information Criterion (BIC) merits further research.

Making use of logistic regression allows a fair comparison between our method and that

currently used in the ICU. It also generates coefficients with meaningful interpretation as

demonstrated above. The coefficients’ interpretability is enhanced by the application of a
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logical entailment elimination step by means of the AIC based ranking procedure. In [27]

a comparison of various methods showed that in a given setting, different than ours, the

logistic regression model was slightly outperformed only by the neural network model in

terms of accuracy. Whether neural networks will lead to better calibrated results in our

case is unclear, but if one is also interested in the interpretability of the models then

the logistic regression model is a good choice. Future work could investigate how hybrid

methods can be employed in prognosis. For example in [29] a classification tree based on

baseline information was used to stratify patients into homogeneous subgroups, then on

each of these subgroups a logistic regression model was fit to predict mortality. A similar

idea could be applied for temporal data.

3.4.3 Conclusions

This paper proposed a method for inducing predictive models based on the integration of

the information residing in baseline data with the temporal information concerning organ

system functioning into the logistic regression framework. The results are encouraging as

the temporal organ failure episodes improve predictions’ quality and interpretability. The

ubiquity of scoring systems in medicine for baseline and repeated measurements suggests

the wider applicability of our approach to other domains.
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Appendix: Logistic Regression

A logistic regression model [30] specifies the conditional probability of a binary outcome

variable Y , given the values of the covariate vector x = (x1, ..., xm): p(Y = 1 | x) =

eLP (x)

1+eLP (x) . For m covariates the natural logarithm of the odds (logit) is equal to the linear

predictor LP (x): log( p(Y=1 | x)
1−p(Y=1 | x)) = LP (x) = β0 +

∑m
i=1 βi · xi where βi, i = 1, ...,m,

denote the coefficients of the m covariates. A coefficient (βi) can be interpreted in

terms of an odds-ratio. Suppose the linear predictor is β0 + β1 · SAPS + β2 · Ep where

Ep = 1 for patients having some specific episode and 0 for patients not having the

episode. The odds of dying for those having the episode, odds(Ep = 1) is P (Y =

1|Ep = 1)/P (Y = 0|Ep = 1) and for those not having the episode, odds(Ep = 0),

is P (Y = 1|Ep = 0)/P (Y = 0|Ep = 0). The quantity eβ2 is equal to the odds-ratio

odds(Ep = 1)/odds(Ep = 0). A positive coefficient corresponds to an odds-ratio > 1

and indicates that, when adjusting for all other variables (here SAPS), the odds of the

event is higher for those with the episode compared to those without it.
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Abstract

Background: Organ failure (OF) is associated with increased mortality risks in the intensive care unit

(ICU). However, little is known about the exact prevalence and risks of death associated with single and

multiple OF during ICU stay. The objective of this study was to identify frequent single and multiple OF

occurring at the ICU, and investigate their utility to predict risks of death.

Materials and Methods: Data were collected between July 1998 and February 2007 in an 18-bed

mixed general-surgical Intensive Care Unit of a teaching hospital. The Simplified Acute Physiology Score

II (SAPS-II) exclusion criteria were applied. Based on daily Sequential Organ Failure Assessment (SOFA)

scores, frequently-occurring OF-patterns were discovered. These patterns were subsequently used as

candidate covariates in mortality prediction models for the first 7 days of ICU stay. Resampling methods

were used to select the most predictive patterns for the final models and to evaluate the prognostic

performance of the resulting models.

Results: From 9,103 admissions, 2,928 adhered to the SAPS-II inclusion criteria and were used in the

analysis. From these, 2,678 (91.5%) experienced OF at least once during their ICU stay. Single OF was

more common (n=1,413 cases, 48.3%) than multiple OF (n=1,265 cases, 43.2%), and the large majority

of patients (n=1,291 cases, 91.4%) with single OF had only respiratory failure. From all occurrences of

multiple OF, n=2,581 (79.8%) involved exactly two organs. The most frequent combination of two or

more failing organs includes the respiratory and central nervous systems (21.7% of all admissions and

48.8% of all occurrences of MOF). 56.4% of patients having multiple OF including a failing nervous

system did not survive. Replacing the OF count in prognostic models by patterns of frequently-occurring

OF yields a small and statistically significant increase in predictive performance. AUC-values of the

pattern-based models ranged from 0.814 at day 1 to 0.722 at day 6. Single OFs were never selected in

the final models. Respiratory and neurological failure appeared both in various combinations in six out

of seven models.

Conclusions: Most occurrences of multiple OF in the ICU pertain to two organ systems. Mortality

predictions benefit from including OF patterns instead of OF counts in logistic regression models. Patterns

of multiple OF have a larger predictive value than single OF patterns.
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4.1 Introduction

Prognostic models have various applications in medicine including benchmarking; strat-

ification and triage; clinical decision support; and for informing patients and their fami-

lies [1, 2].

Most prognostic models currently used in the intensive care unit (ICU) predict the

risk of hospital mortality based on a quantification of the severity of illness of a patient

at ICU admission. This family of models includes the Simplified Acute Physiology Score

II (SAPS-II) model [3] and the Acute Physiology and Chronic Health Evaluation II and

III (Apache-II, Apache-III) model [4, 5] and they are mainly used for benchmarking the

quality of care in different ICUs, using mortality as a quality indicator. The Sequential

Organ Failure Assessment score (SOFA) was introduced in the mid 1990s and measures

organ function derangements not only on the day of admission but also on each other day

of ICU stay [6]. The SOFA score quantifies the degree of organ dysfunction (from 0 to

4) for six major organ systems: respiratory (Resp), coagulation (Coag), hepatic (Hepa),

circulatory (Circ), neurological (Neuro), and renal (Ren). The value 0 represents normal

function, values 1 and 2 indicate increasing levels of organ dysfunction, and values above

2 indicate organ failure.

Although the SOFA score was mainly designed to communicate about and report on

individual and patient groups’ organ dysfunction, many studies investigated the prognostic

value of this score for predicting ICU and hospital mortality as shown in the systematic

review by Minne et al [7]. The reviewed papers differed in the way the SOFA scores

were handled. In some studies the number of organs failing on a day of stay was used as

predictor in the model, in others SOFA-based abstractions were used such as the mean

SOFA score, maximum SOFA, or the difference between the third and first days [8, 9, 10].

Several studies were concerned with the individual components of the SOFA score [11,

12, 13, 14]. Some earlier studies of ours [11, 15] used patterns in the SOFA scores over

several consecutive days (e.g. showing increase in the scores) that were discovered from
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the data. To our knowledge, however, no studies have investigated the prognostic value

of multiple organ failure (MOF) patterns. In particular, it is unclear whether the specific

combination of co-occurring organ failure is more prognostic than simply counting the

number of failing organs. Studying the prognostic value of MOF patterns is complicated

by the fact that the number of possible organ failure combinations grows exponentially in

the number of organ systems (six). A modeling approach based on exhaustive testing of

all possible MOF patterns is therefore not feasible.

The objectives of this study were (i) to identify frequently-occurring patterns of single

and multiple organ failure (OF); (ii) to describe their incidence and association with hos-

pital mortality; and (iii) to investigate the added prognostic value of frequently-occurring

OF patterns over mere specification of the number of failing organs per day.

4.2 Materials and Methods

4.2.1 Data

The data set originated from the OLVG Intensive Care Unit in Amsterdam, an 18-bed

mixed general-surgical Intensive Care Unit of a teaching hospital. We retrospectively

collected data of all consecutive ICU admissions between 1998 and 2007 resulting in

9,103 admissions. Because the great majority of cardiac surgery patients leave the ICU

within two days and because we wanted to adjust for the SAPS-II severity-of-illness score

in our models we applied the SAPS-II exclusion criteria. Admissions excluded consisted

of cardiac surgery patients (n=5,291), readmissions (n=496), admissions lasting for less

than 8 hours (n=337), admissions for burns (n=8), and patients under the age of 18 years

(n=33). A total of 2,928 admissions remained for analysis.

From a total of 13,507 patient-days, 226 (1.7%) had missing SOFA data. These were

imputed as the maximum adjacent day’s score, and if more than 2 consecutive values were

missing the admission was excluded (10 admissions).
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4.2.2 Analysis

The first step in our analysis was the discovery, in the entire dataset, of frequent patterns

of organ failure (both single and multiple OF) and the assessment of their relation to

hospital death. We define MOF as any combination of organ systems failing (i.e. with

organ-specific SOFA subscore greater than 2) at the same day of stay in the ICU. These

length-1 (covering only 1 day) patterns are an example of vertical temporal abstraction

in terms of the framework of Y. Shahar [16]. Any OF pattern occurring in at least 1% of

all included admissions was considered to be frequent. For brevity the term MOF in the

sequel will refer to a frequent MOF. The MOFs are denoted by a combination of shorthand

names of the failing organ systems. For example < RespCirc∗ > represents failure of

both the respiratory system and circulatory system at the same day. The asterisk means

that other failure may also (but do not have to) be present at that day. The absence of an

asterisk means that no other organ is failing at the same day, for example < Resp > means

that only the respiratory system is failing. Patterns explicitly indicating only one organ

type, such as < Resp∗ >, cover occurrences of both single and multiple organ system.

In addition, we use < Resp+ > to denote the co-occurrence of respiratory failure and at

least one other type of organ failure at the same day, thus effectively referring to multiple

organ failure only.

The second part of our investigation is the prognostic analysis. Here we focused on

the data of first 7 days of ICU stay of each admission in the dataset. For each day,

a multivariable logistic regression model [17] was build to predict hospital death, using

organ failure assessments up to the day of prediction. Patients who were discharged earlier

or did not survive until that day were excluded from that analysis. OF patterns were

represented as dummy (binary) variables in each model; the other covariates considered

were the SAPS-II score, and the SOFA score and the number of failing organs at the day

of prediction.

For assessing the added predictive value of patterns, in comparison to just counting the
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number of failing organs, we also developed a second category of daily models trained on

the same dataset as the OF models and including as covariates the SAPS-II score, the

SOFA score and number of failure at the day of prediction.

A bootstrap [18] procedure was used for selecting the OF patterns in the daily prognostic

models and to obtain confidence intervals around parameter estimates. In algorithm 5 we

formalize the approach used for model fitting.

Algorithm 5 The inductive method used to generate daily models, using OF patterns, for hospital
mortality.

• PAT - original ICU patient dataset

• B - number of required bootstrap samples

• D - set of prediction days

• Discover(S) - returns a set of frequent patterns of organ failure discovered from dataset S

• MethodStepAIC(C, S) - returns the model that was fit on dataset S using candidate variables
from set C with Akaike Information Criterion (AIC) balancing model simplicity and the goodness
of fit

• getCov(M) - returns the set of independent variables from model M

• updateCount(CS, V S) - increments the counter values in set CS for the variables in V S set

• sortByCount(AC,CC, sortOrder) - sorts the set AC by correspondent values from CC in the
order indicated by sortOrder: DESC = descending or ASC = ascending

• BSample(S) - returns a bootstrap sample of set S

1: for i = 1 to B do
2: bi ⇐ BSample(PAT ) /*Obtain a bootstrap sample from original dataset*/
3: OFpatternsi ⇐ Discover(bi) /*Discover frequent OF patterns from sample bi*/
4: for all d ∈ D do
5: candidatesi,d ⇐ {SAPS–IIi,d, SOFAi,d,#OFd, OFpatternsi} /*set of variables candidates

for day d model on sample bi*/
6: Modi,d = MethodStepAIC(candidatesi,d, bi) /*fit day d model on bootstrap sample bi*/
7: end for
8: end for
9: for all d ∈ D do

10: allCovd ⇐ {} /*initialize the set of all d day bootstrap covariates*/
11: covCountd ⇐ {} /*initialize the variable selection count set for day d*/
12: for i = 1 to B do
13: allCovd ⇐ allCovd ∪ getCov(Modi,d) /*add model covariates to all covariates set*/
14: covCountd ⇐ updateCount(covCountd, getCov(Modi,d)) /*increment or add counters for

model Modi,j covariates*/
15: end for
16: candidatesd ⇐ sortByCount(allCovd, covCountd, DESC)[0 : 9]/*return the top 10 variables

candidates for day d model inclusion*/
17: Modd = MethodStepAIC(candidatesd, PAT ) /*generate final model for day d of prediction*/
18: end for

At any prediction day, the top 10 variables, ranked by the number of times they

were retained in the bootstrap models (1 model for each of the 1000 bootstrap samples)

were considered candidates for inclusion in the final model. Our procedure requires that
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frequent OF patterns are discovered from each bootstrap sample and used for developing

a prognostic model from the sample. Initially, all frequent patterns are included in the

model, a variable elimination step based on the Akaike Information Criterion (AIC) being

subsequently applied to remove the less predictive ones. The AIC is a measure favoring the

most predictive covariates but penalizing model complexity [19]. The 10 final candidate

variables are undergoing a last model inclusion process using the original dataset.

Predictive model performance was measured by the AUC, which provides a measure of

the model’s ability to discriminate between survivors and non-survivors, and the Brier score,

which is an accuracy measure combining both aspects of discrimination and calibration.

A higher value of the AUC and a lower value of the Brier score indicate better model

performance. We tested the statistical significance of the differences in the AUC and the

Brier scores between the two kinds of models. We applied bootstrapping for obtaining

bias corrected prognostic performance estimates for the two types of daily models as well

as confidence intervals for the accuracy measures.

In order to better explain the models, an additional multicollinearity investigation was

carried out using the Variance Inflation Factor (VIF) [20] which measures how much the

variance of an estimated model coefficient is increased because of collinearity. According

to the common rule of thumb, a model variable’s VIF value above a threshold of 10 or even

4 indicates (very) high collinearity associated with that variable. The Variance Inflation

Factor for the kth predictor can be expressed as:

V IFk =
1

1−R2
k

where R2
k is the R2value obtained by regressing the kth predictor on the remaining

predictors.

84



4.3 Results

Table 4.1 lists admission characteristics of all patients in the dataset, and separately for

survivors and non-survivors. From the 2,928 patients included the dataset, 728 (24.9%)

died in the hospital. The hospital discharge mortality rate consistently increased as pa-

tients stayed longer in the ICU: from the 1,830 patients who stayed at least two days at

the ICU, 551 (30.1%) died, and for longer lengths of ICU stay these were 446 out of 1,360

(32.8%; 3 days); 266 out of 792 (33.6%, 5 days); and 183 out of 499 (36.7%, 7 days)

patients. The SAPS-II severity-of-illness score, the APACHE-II severity-of-illness score,

the SOFA score at the day of admission and its individual organ system scores at the day

of admission were all greater in non-survivors than survivors. The respiratory component

of the SOFA score had the highest mean value at the day of admission in both survivors

and non-survivors of 3.67 and 3.85, respectively. The hepatic system had the lowest mean

admission score of 0.30 in survivors and 0.48 in non-survivors. Non-survivors had a longer

length of ICU stay than survivors, the median length of stay was 3 days for non-survivors

and 2 days for survivors. Also, the percentage of medical admissions in the non-survivor

group was much larger that in survivors (i.e. 76.8% versus 55.1%). Moreover in the first

24 hours of admission the non-survivors had a more sever brain injury than survivors as

indicated both by the SOFA score for the central nervous system (i.e. “SOFA Neuro adm”

- higher value means more severe condition) and the Glasgow Coma Scale (GCS) values

(lower values represent less severe brain injury).

4.3.1 Patterns of organ failure

Table 4.2 lists the most frequent patterns of organ failure discovered from all their days

of stay of all patients. We distinguish between patterns describing single failure, multiple

failure, and mixed patterns. Mixed patterns had the highest support (i.e. incidence) in

the dataset.
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All admissions Survivors Non-survivors P-value
(n = 2,928) (n = 2200; 75.1%) (n = 728; 24.9%)

Gender
Male 1,776 (60.7%) 1,323 (60.1%) 453 (62.2%) –
Female 1,152 (39.3%) 877 (39.9%) 275 (37.8%) –

Age, yr
Median (IQR) 66 (52–75) 64 (50–74) 70 (59–79) < 2.2 · 10−16

Length-of-stay
Median (IQR) 2 (1–5) 2 (1–4) 3 (1–6) 6.8·10−7

SAPS-II
Mean (SD) 44.6 (18.6) 39.3 (15.4) 60.7 (18.3) < 2.2 · 10−16

SAPS-II prob
Mean (SD) 0.37 (0.29) 0.29 (0.24) 0.62 (0.28) < 2.2 · 10−16

APACHE-II
Mean (SD) 20.80 (8.70) 18.60 (7.50) 27.70 (8.70) < 2.2 · 10−16

APACHE-II prob
Mean (SD) 0.38 (0.27) 0.31 (0.24) 0.60 (0.26) < 2.2 · 10−16

SOFA adm
Mean (SD) 8.30 (2.90) 7.70 (2.60) 10.30 (3.00) < 2.2 · 10−16

SOFA Resp adm
Mean (SD) 3.72 (0.70) 3.67 (0.74) 3.85 (0.52) 1.3·10−12

SOFA Coag adm
Mean (SD) 0.86 (1.13) 0.79 (1.11) 1.05 (1.19) 4.07·10−7

SOFA Hepa adm
Mean (SD) 0.34 (0.73) 0.30 (0.67) 0.48 (0.86) 1.14 ·10−7

SOFA Circ adm
Mean (SD) 1.87 (0.67) 1.82 (0.74) 2.03 (0.48) < 2.2 · 10−16

SOFA Neuro adm
Mean (SD) 0.76 (1.49) 0.45 (1.17) 1.68 (1.90) < 2.2 · 10−16

SOFA Ren adm
Mean (SD) 0.75 (1.11) 0.62 (1.06) 1.16 (1.18) < 2.2 · 10−16

GCS 0
Mean (SD) 12.9 (4.2) 13.7 (3.4) 10.5 (5.4) < 2.2 · 10−16

GCS 24
Mean (SD) 13.4 (3.8) 14.2 (2.6) 10.8 (5.4) < 2.2 · 10−16

Medical adm
1,772 (60.5 %) 1,213 (55.1%) 559 (76.8%) –

Unplanned surgery adm
558 (19.1 %) 453 (20.6%) 105 (14.4%) –

Planned surgery adm
598 (20.4 %) 534 (24.3%) 64 (8.8%) –

Table 4.1: General characteristics of the patient population. The mean SOFA values are computed
at patient admission day and the p-value indicates the statistical significance,at the level 0.05, for the
differences between survivors and non-survivors.

Respiratory failure is the most frequently occurring organ failure and appears in the

majority of patients, 2,542 (86.8%). The mortality risk is much larger in the group of

patients developing respiratory and other failure(s), 531 (43.3%), compared to single
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Patterns Support Patient mortality
Patient days (%/#) Patients (%/#) (%/#)

e
l < Resp > 48.2% / 4,348 days 65.0% / 1,902 patients 17.7% / 337 patients

g < Coag > 1.1% / 95 days 2.5% / 72 patients 19.4% / 14 patients

n < Neuro > 0.4% / 32.1 days 1.0 % / 28 patients 32.0 % / 9 patients

i < Ren > 1.8 % / 165 days 3.2 % / 93 patients 22.6 % / 21 patients

S

< Hepa+ > 2.2% / 199 days 2.5% / 72 patients 55.6% / 40 patients
< Resp+ > 34.9% / 3,147 days 41.9% / 1,226 patients 43.3% / 531 patients
< Neuro+ > 17.9% / 1,614 days 22.1% / 647 patients 56.4% / 365 patients
< Circ+ > 6.5% / 583 days 12.5% / 365 patients 31.8% / 116 patients
< Coag+ > 9.4% /852 days 12.6% /369 patients 45.0% / 166 patients
< Ren+ > 9.6 % / 867 days 13.7% / 401 patients 47.4% / 190 patients

e < RespNeuro∗ > 17.5% / 1,579 days 21.7% / 634 patients 56.3% / 357 patients

l < RespCirc∗ > 6.1% / 550 days 11.7% / 344 patients 32.3% / 111 patients

p < RespCoag∗ > 8.7% / 789 days 11.1% / 324 patients 45.7% / 148 patients

i < RespRen∗ > 9.1% / 823 days 12.7% / 372 patients 49.2% / 183 patients

t < CoagNeuro∗ > 2.1% / 191 days 4.1% / 120 patients 73.3% / 88 patients

l < RespHepa∗ > 2.1% / 187 days 2.3% / 68 patients 57.4% / 39 patients

u < CoagRen∗ > 2.1% / 187 days 3.6% / 104 patients 50.0% / 52 patients

M < NeuroRen∗ > 2.0% / 177 days 3.8% / 112 patients 75.0% / 84 patients
< CoagHepa∗ > 1.3% / 120 days 1.5% / 43 patients 55.8% / 24 patients
< CircNeuro∗ > 1.3% / 113 days 2.8% / 81 patients 69.1% / 56 patients
< RespCoagNeuro∗ > 1.9% / 168 days 3.4% / 100 patients 71.0% / 71 patients
< RespNeuroRen∗ > 1.8% / 165 days 3.6% / 104 patients 75.0% / 78 patients
< RespCoagRen∗ > 1.8% / 162 days 2.8% / 83 patients 54.2% / 45 patients
< RespCoagHepa∗ > 1.2% / 111 days 1.3% / 39 patients 59.0% / 23 patients
< RespCircNeuro∗ > 1.2% / 107 days 2.6% / 75 patients 70.7% / 53 patients

d < Resp∗ > 83% / 7,495 days 86.8% / 2,542 patients 26.8% / 681 patients

e < Neuro∗ > 18.2% / 1,646 days 22.6% / 663 patients 55.5% / 368 patients

x < Circ∗ > 6.8% / 610 days 13.1% / 383 patients 30.8% / 118 patients

i < Coag∗ > 10.5% / 947 days 14.2% / 416 patients 41.1% / 171 patients

M < Hepa∗ > 2.3% / 211 days 2.6% / 77 patients 53.2% / 41 patients
< Ren∗ > 11.4% / 1,032 days 15.5% / 454 patients 44.3% / 201 patients

Table 4.2: Patterns of organ failure occurring in at least 1% of patient population. The support over the
total number of patient days and total number of patients is depicted both in percentage and absolute
values. The mortality in percentage and in absolute value for patient groups defined by each pattern
occurrence is also presented. The symbol “*” represents a placeholder for the other organ systems
that fail but are not explicitly shown in a pattern. The notation“+” indicates that a pattern, explicitly
describing only one organ system, is a MOF pattern.

respiratory failure, 337 (17.7%). Risk associated with single respiratory failure is smaller

than the average mortality risk of 24.9%. Single organ failure, other than respiratory

failure, are rare. Except for the coagulation and renal systems, they occur in less than 1%
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of patients. The highest mortality risk for a single failure is 32.0% (within only 9 patients)

for the central nervous system.

The most frequent MOF patterns with respiratory failure also include the central

nervous system (647 patients / 21.7% of patient population), the circulatory (344 pa-

tients / 11.7%), the coagulation (324 patients / 11.1%), or the renal system (372 pa-

tients / 12.7%). Among these, the highest mortality percentage (56.3% / 357 patients)

is recorded in the group of patients developing the pattern < RespNeuro∗ > (respira-

tory and central nervous system failure but other systems can fail too) and the lowest (

32.3% / 111 patients) for the respiratory and circulatory system failure (represented by

pattern < RespCirc∗ >). The mortality for < RespCoag∗ > and < RespRen∗ > was

45.7% (148 patients) and 49.2% (183 patients) of the population developing the patterns.

The MOF patterns including the failure of the following combinations of organs show the

highest mortality risk (between 70.7% and 75.0% of patients developing them): nervous

and coagulation systems; nervous and renal systems, nervous and circulatory systems.

The number of organ failure, as expected, was associated with mortality. From Ta-

ble 4.3 we noticed a direct relation between the number of organ failure and mortality.

Patients without organ failure (but perhaps one or more dysfunctional organs) during their

ICU stay amount to 8.50% (250 patients) of the sample and have mortality of 10.0% (25

patients) . Patients with at most one organ failing at each day of their ICU stay, 48.34%

(1413 patients), had a mortality of 11.7% (166 patients) and with at most two organs

failing amounted to 932 patients (31.83%) with a mortality of 34.8% (324 patients).

Maximum three or more organs failing are less common, there are 263 patients (9.0%)

with at most 3 organs failing per day during ICU stay (64.6% mortality) and 2.33% (70

patients) with more daily failures (with an average mortality of 61.4%). Another finding

was the association between the number of failures and the length-of-stay (LOS). The

groups of patients with a higher number of failures had a longer length-of-stay, depicted

in Table 4.3 by its median values, indicating a positive relationship between ICU stay and

severity of organ failure.
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Number of failure Occurrence Group mortality Group LOS Group mean SOFA
% / #patients

(n = 2,928 patients) % / #patients median (IQR) median (IQR)

0 8.5% / 250 10% / 25 1 (1) 4 (2)

1 48.34% / 1,413 11.7% / 166 2 (2) 6.3 (1.6)

2 31.83% / 932 34.8% / 324 3 (4) 9 (2.5)

3 9% / 263 64.6% / 170 5 (6) 11.6 (2.5)

4 2% / 60 56.7% / 34 7 (10.5) 13.9 (3)

5 0.3% / 9 88.9% / 8 7 (2) 15.6 (2.8)

6 0.03% / 1 100% / 1 6 (0) 17.3 (0)

Table 4.3: The number of daily organ failure distribution in patient population expressed in percentage
and absolute value. Relative mortality in the groups defined by the number of failure are also indicated.
The SOFA median interquartile ranges (IQR) are also shown.

4.3.2 Prognostic models

Table 4.4 describes all the logistic regression models, in terms of their linear predictor

(which calculates the predicted log odds of hospital mortality). The table also presents

their (bias corrected) predictive performance quantified by the Brier score and AUC. The

models using patterns, referred to as OF-models, always had a slightly better accuracy and

discrimination than those using only the number of failure, sometimes by a statistically

significant margin with the Brier score between 0.138 and 0.200 (significantly better at

days 2 to 5 and 7) and AUC between 0.722 and 0.814 (significantly better at days 2 to 4

and 6).

OF-patterns combining respiratory failure with other organ failure are the most selected

patterns in the models. The respiratory single OF pattern was never selected in the daily

models despite its large relative frequency. Patterns explicitly including the central nervous

system failure were associated with large odds ratios, between 1.6 and 3.0 at all days of

analysis, except for the pattern < CoagNeuro∗ > at day 3 which has a negative model

coefficient.

Besides the respiratory system, the most selected MOF patterns pertain to the central
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Day Type Model Brier AUC
(C.I.) (C.I.)

#failure - 5 + 0.06·SAPS + 0.1·SOFA - 0.07·nFail 0.139 0.814
[0.131,0.146] [0.79,0.82]

1
Patterns - 4.7 + 0.06·SAPS + 0.1·SOFA - 0.4·nFail + 0.47· < RespCirc∗ > 0.138 0.814
of failure + 0.63· < RespHepa∗ > + 0.42· < RespCoag∗ > + 0.49· < RespNeuro∗ > [0.0.131,0.147] [0.80,0.83]

#failure - 4.9 + 0.04·SAPS + 0.2·SOFA + 0.04·nFail 0.165 0.776
[0.154,0.174] [0.76,0.8]

2
Patterns - 4.42 + 0.04·SAPS + 0.16·SOFA + 0.71· < RespNeuro∗ > 0.163* 0.782*
of failure [0.153,0.173] [0.76,0.8]

#failure - 4.5 + 0.04·SAPS + 0.15·SOFA + 0.3·nFail 0.175 0.77
[0.0162,0.185] [0.75,0.79]

3
Patterns - 4.17 + 0.03·SAPS + 0.17·SOFA + 1.1· < RespNeuro∗ > 0.17* 0.78*
of failure -0.68· < CoagNeuro∗ > [0.159,0.182] [0.76,0.8]

#failure - 4 + 0.03·SAPS + 0.15·SOFA + 0.21·nFail 0.187 0.738
[0.175,0.199] [0.714,0.770]

4
Patterns - 3.8 + 0.02·SAPS + 0.18·SOFA + 1· < Neuro+ > 0.181* 0.752*
of failure - 1.1· < RespCoagRen∗ > [0.169,0.193] [0.729,0.783]

#failure - 3.7 + 0.025·SAPS + 0.12·SOFA + 0.4·nFail 0.19 0.738
[0.187,0.203] [0.711,771]

5
Patterns - 3.6 + 0.02·SAPS + 0.17·SOFA + 1.04· < Neuro+ > 0.185* 0.747
of failure [0.172,0.198] [0.718,0.778]

#failure - 3.4 + 0.02·SAPS + 0.13·SOFA + 0.24·nFail 0.202 0.711
[0.187,0.216] [0.684,0.753]

6
Patterns - 3.33 + 0.02·SAPS + 0.16·SOFA + 0.62· < RespNeuro∗ > 0.2 0.722*
of failure + 1.03· < RespCirc∗ > [0.184,0.216] [0.697,0.764]

#failure - 3.44 + 0.02·SAPS + 0.19·SOFA + 0.17·nFail 0.201 0.723
[0.187,0.216] [0.69,0.765]

7
Patterns - 4 + 0.22·SOFA + 0.02·SAPS + 0.55·NFail - 1.14· < RespCoag∗ > 0.198* 0.73
failure - 0.71· < RespRen∗ > - 0.86· < RespHepa∗ > [0.182,0.213] [0.706,0.78]

Table 4.4: The daily prognostic models using admission information and patterns of failure in prediction.
Their performance is expressed in terms of the Brier score and the AUC; in bold font the best performance
values, marked with ‘*’ their statistically significant differences between the two models. For a simplified
notation, the SAPS-II score is identified by SAPS in the prognostic models’ logit.

nervous and coagulation systems. MOF patterns including circulatory failure were the

least selected while hepatic failure patterns did not appear in any model. MOFs explicitly

indicating four or more organs failing are very rare and did not qualify as candidates for

inclusion in the models.
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Models for days 3, 4, and 7 exhibited negative coefficients for some patterns of failure

they include. This might not seem intuitive in a logistic regression model as its coefficients

can be translated in odds ratios and a negative coefficient might indicate that some organ

failure helps survival. Our investigation in the phenomena using VIF showed its values to

be low for the patterns at days 3, 4, and 7 (VIF < 1.7) well under the accepted threshold

for high collinearity. The number of failure selected in day 1 model had a VIF of 5.9 which

indicates strong collinearity. Higher VIF values were noticed in general for the SOFA score,

reaching a maximum of 3.6 in day 7 model.

4.4 Discussion and Conclusions

4.4.1 Main findings

Multi organ failure (MOF) occurring in the ICU mostly includes combinations of 2 organs

failing at the same day. Single organ failure remains dominant, however, respiratory

failure (< Resp >) represents 92.9% of all cases of daily single failure suggesting that the

majority of patients were on respiratory support (and hence considered to have respiratory

failure). The majority of MOF patterns involve combinations with respiratory failure, a

sign this failure occurs in most patients regardless of their survival outcome.

The patterns presented in this work addressed only the organ failure at a single ICU

day. Our choice is motivated by several aspects we intended to investigate: we wanted

to learn about the types of organ failure frequently occurring at any day during ICU stay

and, using a pattern representation, to compare them with the daily number of failure as

predictors in logistic regression for hospital mortality. Moreover, using simpler patterns

(i.e. length equal 1) we reduced the complexity of representation. For example, this

avoids the need to address complex temporal dependencies that may characterize longer

multivariable patterns such as temporal ordering of failure from different organ systems.

Our analysis encloses a procedure that assigns the patterns that are candidates for

model inclusion and which can be seen as a sort of prognostic value driven pattern dis-
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covery. The candidate patterns for the final model are the result of a bootstrap strategy

involving pattern discovery and model induction from each of the 1000 bootstrap samples.

The procedure returns the top 10 variables (including patterns) most selected in the model

for the day of analysis and to be used as candidates for inclusion in the final prognostic

model.

The central nervous system followed by the coagulation system, were the most selected

organ systems in the daily prognostic models, often appearing in combination with respi-

ratory failure. Patterns including central nervous system failure show, by means of model

coefficients, a direct relation to mortality (odds ratio in the range 1.63 – 3) in line with our

expectation. The coagulation system, on the other hand, appears in patterns receiving

positive (indicating a covariate bad for survival) as well as negative coefficients (indicating

a covariate helping survival). For example < CoagNeuro∗ > representing the combined

coagulation and central nervous system failure received a negative coefficient in the day

3 model. The respiratory failure in itself is not directly associated with mortality also

because providing patients with mechanical ventilation alone does not reflect the severity

of a patient’s current health condition. Due to its dominance, the respiratory system

failure is often part of various multiple failure patterns. Patterns such as < Neuro∗ >

and < RespNeuro∗ > will hence largely overlap and may correspond to similar mortality

risks.

In 3 out of 7 models there were patterns receiving a negative coefficient. This is

usually the result of high correlation between model variables [19] such as inter-pattern

multicollinearity, correlation between patterns and the number of failure, and between

patterns and the daily SOFA score, respectively. While this phenomenon does not have

an impact on the accuracy of predictions, it can hinder the interpretation of the model

coefficients. However, our investigation using the Variance Inflation Factor index did not

reveal the presence of high multicollinearity for the patterns. On the other hand the

VIF is known to be not very informative if some variables are algebraically connected

to each other [21]. The negative coefficients can also indicate a “correction” applied
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by the logistic regression for the average mortality associated with other model variables

(e.g. SOFA score) that can be too low or too high. For example, at day 7, a too high

average mortality predicted by the combined SAPS-II, SOFA, and number of failure was

tempered by the OF patterns. Finally, it worth noting that all OF-patterns influence each

other and, by definition, correlation between some of them is implicit as, for example,

the occurrence of MOF patterns correlates with that of SOF patterns and other MOF

patterns (partially) involving the same organ systems. For example, the patterns selected

in day 3 model, < RespNeuro∗ > and < CoagNeuro∗ >, have a large overlap of the

patient groups they define (94% of the patients with pattern < CoagNeuro∗ > have

also pattern < RespNeuro∗ >).

The accuracy evaluation showed that the OF-models (using MOF patterns) had a

better calibration and discrimination at all days than organ failure models. The gain in

accuracy was small but often statistically significant. Moreover, although the daily number

of organ failure is a predictor for mortality, when competing for model inclusion against

the patterns of failure, it is often eliminated from the final model by the selection strategy.

We allowed the number of failure and OF-patterns to be candidates for selection in the

same model as we intend to pinpoint the added value OF-patterns have in prediction. Our

model variable selection relies on a stepwise backwards elimination guided by the search

for the smallest Akaike’s Information Criterion (AIC). This measure favors the goodness

of fit but also model simplicity by penalizing the number of model covariates.

The least improvement in accuracy, when using patterns, was recorder on day 1. One

reason for this is the characteristic of the patient population at admission day consisting

of many cases that are discharged within the first 24 hours of ICU stay. The more difficult

cases are usually patients staying more than just several hours in the ICU where their

mortality outcome is dependent not only on the severity of illness at arrival in the unit

but also on the developments in their health during the ICU stay as a response to therapy.

The gain in prediction, for the OF-models over models based on number of failure, after
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2 or more days of stay, was often statistically significant for ∆Brier at 5 days, and for

∆AUC at 4 days, respectively.

4.4.2 Strengths and shortcomings

The strength of this work resides in the new perspective on multiple daily organ failure

we introduce. We discover frequent patterns of organ failure that can occur at any day

of patient stay in ICU and which account for the type of failing organs. The pattern

discovery is data-driven which, unlike predefined patterns, has the benefit of resulting in

knowledge representative for the patient population. It also provides a more complete

perspective of data and can identify unexpected phenomena or issues from data.

Our analysis shows the effect of multiple organ systems, failing at the same day of

stay, on mortality. We also address the importance of the type of failure for mortality

predictions.

We identified several shortcomings. Our study is based on a single centre which can

have influence on the generality of some findings due to data particularities (determined

by the severity of admissions, medical staff, etc...).

The use of a template-like pattern representation (e.g. < RespNeuro∗ >) has the

limitation of not guaranteeing a precise assessment of which combination(s) of organ

failure is the most predictive for mortality. The current representation allows the overlap

between patient groups defined by different patterns, a result to that being collinearity.

Collinearity directly affects the interpretability of the models and trying to attach meaning

to them is hard, if not even misleading. Another possible limitation is the development

of models specialized only for a single day of stay which is less convenient than having a

single model applicable to any day of prediction.

4.4.3 Implications

This work provides physicians extra information on organ failure, such as type and influence

on mortality, that can raise awareness and enrich the decision making on interventions
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or treatment. For example one knows that failures of the central nervous system and

coagulation system at the same day associate with very high mortality rate (see Table 4.2)

and that the MOF-pattern defined by them at day 3 of stay is a significant predictor for

hospital mortality. Another implication can be related to ICU auditing as the performance

of an ICU can be stratified on patient groups defined by the most important organ failure

patterns. Moreover the temporal developments in organ failure (on daily basis) can be

compared between different ICUs to assess for example the recovery rates in different

units.

4.4.4 Future directions

One interesting development of this research, addressing multivariate patterns of organ

function and their use in prediction, would be to devise a pattern representation describing

complex temporal relations between the organ function scores. This would require the use

of historical patient data and could make use of concepts as trend, order, time windows,

etc. One possible approach is the use of a representation similar to that proposed in [22]

where a pattern is a multivariate set of attributes. Moreover this can be paired with the

use of patterns discovered from the sequences of daily number of organ failure in order to

address a possible follow up of the research question tackled in the current work.

4.4.5 Conclusions

The results of this study provide insight in the importance of the type of failure in predicting

patient survival. Our findings indicate the MOF-patterns’ added predictive value relative to

the use of the daily number of organ failure. Moreover, discovering patterns facilitates the

identification of the most dominant types of organs involved in multiple organ failure and

represents a good modality to include them in prediction. To the best of our knowledge

this is the first study describing frequent single and multiple organ failure in Intensive

Care, their prevalence and their prognostic value over days of stay. In particular it is the
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first study to address the added value of MOFs in comparison with models that only use

the number of organ failure.
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Abstract

An important problem in the Intensive Care is how to predict on a given day of stay the eventual hospital

mortality for a specific patient. A recent approach to solve this problem suggested the use of frequent

temporal sequences (FTSs) as predictors. Methods following this approach were evaluated in the past by

inducing a model from a training set and validating the prognostic performance on an independent test set.

Although this evaluative approach addresses the validity of the specific models induced in an experiment,

it falls short of evaluating the inductive method itself. To achieve this, one must account for the inherent

sources of variation implied by the experimental design. The main aim of this work is to demonstrate

a procedure based on bootstrapping, specifically the .632 bootstrap procedure, for evaluating inductive

methods that discover patterns, such as FTSs. A second aim is to apply this approach to find out whether

a recently suggested inductive method that discovers FTSs of organ functioning status is superior over

a traditional method that does not use temporal sequences when compared on each successive day of

stay at the Intensive Care Unit. The use of bootstrapping with logistic regression using pre-specified

covariates is known in the statistical literature. Using inductive methods of prognostic models based on

temporal sequence discovery within the bootstrap procedure is however novel at least in predictive models

in the intensive care. Our results of applying the bootstrap-based evaluative procedure demonstrate the

superiority of the FTS-based inductive method over the traditional method in terms of discrimination as

well as accuracy. In addition we illustrate the insights gained by the analyst into the discovered FTSs

from the bootstrap samples.

Keywords: Prognostic methods, temporal sequences, pattern discovery, Intensive Care, evaluation,

accuracy, calibration, discrimination, bootstrapping, .632 bootstrap.
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5.1 Introduction

Prediction of events can influence decisions. In the Intensive Care (IC), the predicted

probabilities of mortality for the patients, based on their severity of illness at admission,

are commonly used to benchmark the quality of care among various IC Units (ICUs). This

is achieved by comparing a prognostic model’s predictions for the sample of patients of a

given ICU with the actual proportion of death in that sample. The predictions are based

on a model that has been retrospectively trained on a pooled sample of patients from

the participating ICUs. The Simplified Acute Physiology Score-II [1] (SAPS-II, hereafter

simply SAPS) model is an example of a popular prognostic model. As its name suggests

the model relies on SAPS, a score that quantifies the severity-of-illness within 24 hours

of admission. Like with other prognostic models in the ICU, the score is used as an input

variable in a logistic regression model to predict mortality at discharge from the hospital.

When ICUs, about a decade ago, started collecting the daily SOFA scores [2] of their

patients, various research groups tried to determine how to make prognostic use of this

temporal information. A SOFA score on a given day is an integer quantifying the patient’s

organ dysfunction. The higher the value of the score, the larger the organ function

derangement. The SOFA score ranges between 0 and 24 and is calculated as the sum of

6 individual organ system dysfunction subscores (OD). Each subscore ranges between 0

and 4 and quantifies the degree of dysfunction in the following organ systems: respiratory

(Resp), coagulation (Coag), hepatic (Hepa), circulatory (Circ), nervous system (Neuro),

and renal (Ren).

For example if on day 2 scoreResp = 2, scoreCoag = 0, scoreHepa = 4,

scoreCirc = 2, scoreNeuro = 1, and scoreRen = 1 then the SOFA score on day 2 is

2+0+4+2+1+1 = 10. Table 5.1 illustrates the scoring scheme for the Coag and Hepa

systems. The mapping between the physiological values and the scores is deterministic

and is performed by the computer.
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Table 5.1: SOFA scoring scheme exemplified by the coagulation and hepatic organ systems.
SOFA Score

0 1 2 3 4

Coagulation
Platelets x 103/µL ≥ 150 < 150 < 100 < 50 < 20

Hepatic
Bilirubin mg/dL < 1.2 1.2 – 1.9 2.0 – 5.9 6 – 11.9 > 12.0

The prognosis of the patient is dependent on his or her condition, which can change

over time. Hence, the ability to provide probabilities of death (at discharge from the ICU

or hospital) on a specific day of stay using historical information known up to and including

that day is clinically useful. This information could be used in several ways, e.g. to assess

if the current treatment plan is effective in this patient or to be of assistance in discussing

the expectations for this patient with the family. As described in the section on related

work, and based on our systematic review [3] various approaches have been suggested to

make use of the SOFA scores to provide mortality predictions. Some approaches, most

notably in the clinical literature, rely on pre-specified derivations of the SOFA score to be

calculated. Other approaches, particularly in the medical artificial intelligence literature

rely on data-intensive techniques to search for useful features. The validity of these

approaches have been demonstrated in the following way. First, the method was applied

to a data sample to induce a model, or a set of models, for each day of prediction. Then,

the model’s performance was measured on a test set1 whereupon statements were made

about the validity or superiority of the method over other methods.

As discussed in the framework described by Dietterich [4] and in the statistical lit-

erature [5] one should distinguish between statements about a specific model (e.g. an

instance of a decision tree, or an instance of a logistic regression model) and statements

about the methods for inducing them. The approaches described above, including recent

1In 5 out of 16 studies in the clinical literature reviewed in Minne et al. [3] there was no report on using an independent
test set for the validation.
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work of ours, fall in the category of statements about models. They do provide indirect

evidence to the validity of the respective inductive methods but they fall short of providing

direct evidence on the inductive methods themselves because the variability in the training

and test sets has not been accounted for. This is especially important when the given

sample is relatively small because the measured performance could be biased due to the

idiosyncrasies of the particular training and test sets at hand.

In this work we describe a design for the evaluation of, and comparison between,

methods for inducing predictive models and address the question of whether a particular

method we suggested recently for exploiting frequent temporal sequences (FTSs) in organ

function status (category) [6] is superior over a traditional method that does not use

temporal sequences. The FTS-based method will be referred to as TESIM (TEmporal

Sequence-based Inductive Method) and the traditional method as TRIM (TRaditional

Inductive Method). The approach in this paper is characterized by the following aspects.

First it uses a bootstrap procedure, specifically the .632 bootstrap, for accounting for

the sources of variability in the training and test sets. Second, it specifically targets the

prognostic role of the FTSs. Third, it gives explicit attention to both discrimination (by

means of the area under the ROC curve) and calibration aspects (by means of the Brier

score which is an accuracy measure that includes a calibration component) of prognostic

performance measures. Our results provide evidence to the superiority of TESIM applied

in organ function status in comparison to a method based on recalibrating, for each day

of stay, a traditional severity-of-illness model that does not use data about the preceding

days. The .632 bootstrap method has been applied elsewhere for logistic regression models

where the covariates have been pre-specified. In this work we apply pattern discovery

within each bootstrap sample and use the patterns as covariates in a logistic regression

model. This means that different patterns may emerge in the bootstrap samples. This

results in an intensive computational effort (as patterns are discovered in each bootstrap

sample), but provides inference about the method not otherwise available. It is important

to note that we use bootstrapping for the evaluation and comparison between models, not
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for constructing the model itself. In this paper we consider patterns which are frequent

temporal sequences (FTSs), but the idea is applicable to more general types of patterns.

The rest of the paper is organized as follows. The next section provides a background

on the underlying SOFA-based prediction problem and how it was approached in the

literature. Section 5.3 presents our comparison setup based on bootstrapping. The next

section describes the two proposed methods for the induction of models for daily prediction

of mortality. In Section 5.5 we use the bootstrap approach to compare these inductive

methods on each of the first 7 days of ICU stay (except for the day of admission) using

a real world dataset, and report on the results obtained. We examine the organ function

FTSs and their prognostic properties by inspecting their frequencies and associated model

coefficients in the bootstrap samples. Section 5.6 discusses and concludes this paper.

5.2 Problem statement and current approaches

The core of the prediction problem is stated in Table 5.2. To illustrate, assume one is

interested in predicting the outcome (in-hospital mortality) for the ICU patients on their

5th day of stay. We will have a training set for patients who stayed at least 5 days

including: the severity-of-illness at admission Sev; the SOFA score {SOFA}51; and its

underlying individual organ system dysfunction scores {OD}51. The model trained on this

set can be used to make predictions on (unseen) patients on their 5th day of stay and

the expected performance in prediction can be computed using the AUC (Area under the

ROC curve) and the Brier score (a loss function reflecting the inaccuracy of predictions).

There are many variations on the problem stated in Table 5.2. For example some

work uses only the SOFA scores without using the severity of illness scores at admission,

as presented in [7]. There is work that develops a set of models targeting a range of

days [6, 7, 8] whereas another approach develops a model for a specific given day but a

different outcome, e.g. day 3 in [9] where outcome was time to survival within 180 days

after admission. In another variation no specific day d of stay is provided for making the

prediction but an attempt is made to find the prognostic merit of a pre-specified variable
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Table 5.2: The problem of learning a function for estimating a patient’s probability of in-hospital mortality.

Given
- d - the day at which hospital mortality prediction is required, d = 1, ..., LOS where LOS is the length
of stay
- Nd patients that stayed for at least d days, each described by the tuple X ∈ X where X = <
Sev, {SOFA}d1, {OD}d1 >, and

- Sev is a severity score given at admission (on day 1)
- {SOFA}d1 is a sequence of SOFA scores from day 1 to day d
- {OD}d1 =< {Resp}d1, {Coag}d1, {Hepa}d1, {Cardio}d1, {CNS}d1, {Ren}d1 >
/* tuple of 6 Organ Dysfunction score vectors, each running from day 1 to d.*/
- Y ∈ {0, 1} /* 0 denotes in-hospital survival and 1 non-survival */

Estimate
- P (Y = 1 | X, d)
- EX (Perf(Y, P (Y = 1 | X, d)) /* Expected performance (gain or loss). */

for the whole stay (for example the maximum SOFA score during the whole stay) [10].

Still, other work focusses on predicting outcomes at multiple future intervals [11]. Finally,

some work investigated the use of variables other than the SOFA, most notably adverse

events [12].

The prediction problem, regardless of its specific formulation, entails the following

issues: how to represent the temporal data up to a certain day and how to use this

representation in prediction. Two main approaches were devised for representing the

temporal data. The first, exemplified by [10, 13, 14], applies pre-specified abstractions

such as the mean, maximum or minimum (up to day d) or a pre-specified variable such

as the difference in SOFA scores between day 3 and day 1. Logistic regression, the most

dominant model type, and neural networks [12] have been applied in this approach. In the

other approach a data-driven search was applied to identify relevant covariates to be used

in the prognostic model. The covariates commonly indicate frequent sequences observed

over the earlier days of ICU stay. Predictive models, aside from logistic regression, using

such covariates include Naive Bayes [11] and support-vector-machines [15].

In all the above approaches in which a model was developed to predict mortality,

performance evaluation consisted of one of the following ways: the model was tested on

the same training set (as probably was the case in the five clinical studies identified in [3]),
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or the split-sample approach was used [6, 8, 11, 12]. Both ways fall short of validating

the model inductive method itself.

5.3 Comparing inductive methods

We are interested in answering the following question: “Does Method i for (pattern-based)

model induction perform, on average, better than Method j when both are trained on an

arbitrary but same training set, S, of a given size K?”. In the taxonomy of statistical

questions presented in [4] this question corresponds to comparing predictive methods (in

contrast to specific models trained on S). In practice because datasets are not abundant,

it corresponds to the more concrete question of choosing between methods when the size

of the sample data is relatively small. To answer this question one must take into account

the following sources of variation: variation due to the random selection of the training

set and the test set (from the population); due to internal randomness in the learning

algorithm (e.g. initialization of internal parameters in neural networks); and due to noise

in the data (e.g. random classification error). In our application it is sufficient to account

for the variations in the training and test sets because the methods we intend to compare

–described below– do not apply internal parameter initialization, and classification errors

in the data are very unlikely as the survival status of the patient is unambiguous and

the datasets undergo routine quality checks. Accounting for these latter two sources of

variation would require more insight in the processes determining the internal parameters

in the algorithms and those responsible for the errors in the labeling.

Accounting for variation in the training and test data sets implies generating a multitude

of training and test sets. For the training set, and because data is limited, one will need

to rely on some form of resampling. Because one is interested in training on a training set

with size K (and not less), bootstrapping [16] seems to be more appropriate than cross-

validation [17]. Although computationally expensive, by directly simulating the sampling

distribution of a statistic (e.g. median or a model’s coefficient), bootstrapping yields nearly

unbiased estimates of the statistic along with confidence intervals. In bootstrapping a
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number (usually hundreds) of resamples (each called a bootstrap sample) are drawn from

the original dataset of size K. A bootstrap sample consists of K equally-likely draws with

replacement from the original dataset. Some observations may appear multiple times,

whereas others may not appear at all. To illustrate, the sets {a, a, c, d} and {b, b, b, c}

are two possible bootstrap samples of the set {a, b, c, d}. The inductive method is then

applied to each bootstrap sample. When evaluating each model learned on a bootstrap

sample one may want to obtain its performance on only observations not already selected

in that bootstrap sample (called out-of-bag set, or simply OOB). Alternatively, as we do

in this paper and as explained below, one may use both the performance on the original

dataset as well as on the OOB observations in that iteration.

5.3.1 Implementation of strategy

Our strategy is based on 3 main design choices regarding resampling, performance esti-

mation, and evaluation. First, we choose for the .632 bootstrap method [17, 18] which

accounts for the variability in both the training and test sets. In our experiments we rely on

300 bootstrap samples as this allows to obtain valid experimental results in a reasonable

amount of computational time2 [17]. Second, we will look at daily predictions. In our

experiments we cover day 2 (patterns are less meaningful at day 1) till day 7 (the great

majority of patients would have by now left the ICU). Third, we rely on the discrimination

as well as accuracy measures. In our experiments we rely on the AUC (discrimination) as

well as the Brier score (accuracy) for the predictive performance measures. The AUC indi-

cates how well a prognostic model can discriminate between survivors and non-survivors.

The Brier score is defined as 1
N

∑N
i=1(P (Yi = 1 | xi)−yi)2, where N denotes the number

of patients, xi the covariate values for patient i, and yi the actual outcome for this patient

(0: survival, 1: non-survival). The Brier score describes how close the predictions are to

the real outcome, and as such it includes a calibration aspect.

2We noted that increasing this number did not qualitatively change the results and hence the source of variation
introduced by the bootstrap procedure itself can be neglected.
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Algorithm 6 The .632 bootstrap for evaluating inductive methods on day d.

• PATd - set of patients who stayed at least d days in ICU

• B - number of required bootstrap samples

• Method(S) - returns the predictive model resulting from applying method (TRIM or TESIM) to

(bootstrap) sample S

• Brier(M,S) - returns Brier score of model M on dataset S

• AUC(M,S) - returns AUC of model M on dataset S

• Mod(S) - returns the model that was fit on (bootstrap) sample S

• BSample(S) - returns a bootstrap sample of set S

1: for i = 1 to B do

2: bi ⇐ BSample(PATd) /*Obtain a bootstrap sample of PATd*/

3: OOBi ⇐ PATd− bi /*Obtain the out-of-bag set by set difference*/

4: Modi ⇐Method(bi) /*Apply Method to bi to obtain model Modi*/

5: end for

6: BrierPATd = 1
B

B∑
i=1

Brier(Modi, PATd) /*Mean Brier score on PATd*/

7: AUCPATd = 1
B

B∑
i=1

AUC(Modi, PATd) /*Mean AUC on PATd*/

8: AUCOOB ⇐ 1
B

B∑
i=1

AUC(Modi, OOBi) /*Mean AUC on OOBs*/

9: BootstrapSamples⇐
⋃
i

bi

10: for j = 1 to |PATd| do

11: C(−j) ⇐ {b ∈ BootstrapSamples |PATdj /∈ b} /*The set of all bootstrap samples not contain-

ing the observation j*/

12: BrierOOB
(−j) = 1

|C(−j)|
∑

bi∈C(−j)

Brier (Mod(bi), {PATdj})) /*Mean Brier score per patient obser-

vation whenever it was in an OOB*/

13: end for

14: BrierOOB = 1
|PATd|

|PATd|∑
j=1

BrierOOB
(−j) /*Mean Brier over all observations*/

15: Brier0.632 = 0.368 ·BrierPATd + 0.632 ·BrierOOB

16: AUC0.632 = 0.368 ·AUCPATd + 0.632 ·AUCOOB
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What these choices mean is that the two inductive methods under comparison are

applied on each of the 300 bootstrap samples for each day of ICU stay between day 2

and day 7. Hence there will be 300 models for each day for each method. Algorithm 6

describes all steps performed during the bootstrap procedure for estimating the predictive

performance. For comparing methods, the same setup is used but one considers differences

between performance measures in each bootstrap sample, as we describe below.

We can see in the last steps of the algorithm that two elements determine the predictive

performance of a method. The first element is simply the performance of its models on

the original dataset when trained on the bootstrap samples (the models are denoted

by Modi). To illustrate, for the Brier score this is 1
300

300∑
i=1

Brier(Modi, PATd) which is

denoted as BrierPATd. The second element consists of performance on the observations

when they were in the OOB sample. To illustrate, for each observation PATdj ∈ PATd

we calculate the mean Brier score on PATdj when PATdj was in an OOB (observations

may vary in the number of times they appear in an OOB over the 300 randomization trials).

Then the mean of these average Brier scores, denoted BrierOOB, is calculated. Taking

the weighted average of the two elements with weight 0.368 for BrierPATd and 0.632

for BrierOOB corrects the biased (optimistic) performance as measured by BrierPATd

and represents the .632 performance estimate. The factor .632 arises because it is the

probability for an observation to appear in a bootstrap sample. For the AUC, AUCPATd

is calculated in the same manner as for the Brier score. However, because we cannot

obtain the AUC on individual observations, AUCOOB is calculated in a slightly different

manner: for each of the 300 iterations we calculate the AUC on the OOB in that iteration

as one set AUC(Modi, OOBi), and then we take the mean over all iterations to obtain

AUCOOB.

Aside from evaluating predictive performance of a method one may readily com-

pare the performance of the two methods on any given day. One simply takes the

differences between the performance measures (Brier and AUC) obtained by the two

methods in each bootstrap sample. For each bootstrap sample bi, AUC
0.632(bi) =
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0.368 · AUC(Modi, PATd) + 0.632 · AUC(Modi, OOBi) and Brier0.632(bi) = 0.368 ·

Brier(Modi, PATd)+0.632 ·Brier(Modi, OOBi). Note that because we consider each

bootstrap sample separately we also calculate the Brier per iteration on the OOB sample

as a whole, just like with the AUC. Because we now have 300 points of the bootstrap dis-

tribution of the differences between each of these performance measures we can declare

statistical difference between the inductive methods in various ways. In this paper we

resort to the bootstrap percentile method at the 0.05 level: The 2.5 and 97.5 percentiles

of the bootstrap distribution of each statistic define its 95% confidence interval. The

difference is declared significant at the 0.05 level if the 0 is not included in this interval.

We defined the performance difference as the estimated performance of TESIM (the

FTS-based inductive method) minus the estimated performance of TRIM (the traditional

method). A positive difference in the AUC value and a negative difference in a Brier score

are indicative of better performance for TESIM over TRIM in discrimination and accuracy,

respectively.

5.4 The inductive methods

The two methods compared in this study, and presented in [6], predict on a daily basis

the probability of hospital discharge mortality. For each day of prediction during the ICU

stay each method generates one prognostic model.

5.4.1 The traditional inductive method, TRIM

TRIM is based on the current ICU method for mortality prediction. It applies logistic

regression (see Appendix) with input variables (covariates) whose values are obtained

within 24 hours of a patient’s admission. These covariates quantify the severity of illness

of the patient at admission. Exemplary to this family of models is the SAPS model which

is the object of study in this paper. The SAPS model uses the score SAPS and the
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log(SAPS+1) as its sole covariates. The probability of hospital mortality is described by:

P (died = 1|SAPS) =
eβ0+β1 SAPS+β2 log(SAPS+1)

1 + eβ0+β1 SAPS+β2 log(SAPS+1)

where the term β0 + β1 SAPS + β2 log(SAPS + 1) is called the linear predictor (LP).

Unlike the original SAPS-II method, which is applied only once for all patients, TRIM

develops various models one for each ICU day of stay. Each model for a day d of prediction

is trained on data of patients staying at least d days in the unit. The models differ only in

the estimates of the coefficients β0 and β1. Recall that in this comparison TRIM is used

as the reference method against which the TESIM method is to be compared.

5.4.2 The FTS-based inductive method, TESIM

The inductive method based on the discovery of frequent temporal sequences was de-

veloped in our previous work [6]. The main focus of the paper is not improving the

pattern-based method itself. Instead, the focus is on the evaluation of such inductive

methods. We hence only briefly explain TESIM here as applied to organ function se-

quences. TESIM generates daily prognostic models based on a variable selection strategy

for predicting hospital mortality. Just like in TRIM, a prognostic model for each day of

stay uses the admission information (SAPS and log(SAPS+ 1)) but now also in combi-

nation with abstractions from the temporal data collected during patient stay, up to and

including the day of prediction. This information includes the six daily individual organ

system scores available from each patient. The scores are transformed from quantitative

to a qualitative representation based on their median value over all days of all the patients

from the data set as described in the next section. The median, rather than a pre-defined

cut-off point on the organ score, was chosen because the distribution may be quite skewed

leaving very little observations at one side of the pre-defined cut-off point.

To illustrate, if the sequence of the coagulation system’s functioning in the first 5 days

of a patient’s stay was 3–4–4–2–0, and the median value of this score is 1 for all patients,

then the qualitative representation of this sequence will be Coag{c2, c2, c2, c2, c1} where
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all values for this organ system that are ≥ 1 fall in category c2. The qualitative rep-

resentation of the data serves the purpose of discovering frequent univariate patterns of

organ function categories. For each day of prediction d, frequent temporal sequences (our

patterns) are discovered in the training set from the patients staying at least d days in the

unit. The discovery procedure is based on an adaptation of the A-priori algorithm which

was previously developed in [19]. We consider a specific type of FTSs, those aligned to

the day of prediction and consisting of qualitative values coming from consecutive days

of stay. This restriction reflects the belief that more recent events, particularly on the last

day, are more relevant than events happening earlier in time. An FTS is frequent if the

number of patients in which it occurs is larger than a predefined threshold value (e.g. 5%

of the sample). For example the length-2 respiratory FTS Resp{c1, c2} occurs as aligned

to day 3 within the following patient sequence showing the first 5 days of the respiratory

organ dysfunction status: c2-c1-c2-c2-c1. This is because this pattern agrees with the

patient’s sequence at day 3 and day 2. In contrast, the pattern Resp{c2, c2} does not

align on day 3 as a consecutive pattern (it does however for day 4).

By virtue of being a list of events ordered in time of their occurrence, our patterns are

temporal sequences. In particular the event is an organ with a dysfunction score above

the median; the time of occurrence is a day; the sequence consists of consecutive days;

and the last event signifies the day of prediction. Our patterns, however, are simple and

do not bear other important temporal aspects. In particular, only univariate patterns are

allowed (so a pattern cannot express that the liver failed after the renal system); only

sequential patterns without explicit trends are allowed; and the temporal relationship we

allow indicates that an event occurs one day (and no other time interval) after another.

This means that the patterns discovered in TESIM constitute a restricted form of serial

episodes as defined in [20] where a general partial order between the events is allowed.

In the context of our experiments, the term pattern in the sequel refers to a frequent

temporal sequence (FTS), but should be applicable to other forms of patterns in general.
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Once FTS discovery is complete, each pattern Patti is represented as an indicator

variable I(Patti) in a logistic regression model where I(Patti) = 1 for patients in which

FTS occurs and 0 otherwise. Next, a variable selection procedure based on the Akaike’s

Information Criterion (AIC) [5] is applied to retain the best predictive variables. A model

using frequent patterns will be described by a linear predictor with the following generic

form: LP(SAPS, Patt) = β0 + β1 SAPS + β2 log(SAPS + 1) +
∑K

i=1 αi I(Patti)

where Patti, i = {1, 2, ..., K} represent the model’s selected frequent temporal sequences.

Hence the essential difference between a traditional model and TESIM for day d is that

TRIM uses only the SAPS information. However, the models in TRIM are refitted specifi-

cally for the population of patients that stayed at least d days in the ICU. This means that

the populations used for both kinds of models are exactly the same, hence controlling for

the effect of the days themselves, but TESIM is allowed to use, in addition, the frequent

sequences as dummy variables in the logistic regression model.

5.5 Case study and results

5.5.1 Data

The data available for analysis included 9103 admissions. It was collected between July

1998 and February 2007 from the adult ICU in the OLVG teaching hospital in Amsterdam.

The data included: SAPS-II scores (in short SAPS) upon admission, all daily SOFA scores,

all daily individual organ system scores and in-hospital survival status. To allow for a

fair comparison to the SAPS model alone (the traditional method, TRIM), we used the

established SAPS exclusion criteria to eliminate records of patients admitted after cardiac

surgery (5291 cases), with length of stay < 0.33 days (479 cases), with missing SAPS

values (474 cases), admitted with severe burns (10), younger than 18 years (62) and

cases pertaining to readmissions (550 case). Missing values in the individual organ system

scores (and hence also for SOFA), were imputed using the maximum of the “left” and

“right” adjacent individual organ scores, or the only adjacent value itself when the values
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Table 5.3: Descriptive statistics of the patient sample.

Survivors Non-survivors
N 2200 728
Admission type (%)

Medical 55 77
Urgent 21 14
Planned 24 9

Mean age ± SD (years) 61 ± 17 68 ± 14
Male (%) 60 62
Median LOS 1.7 3
Mean SAPS 39 61
Mean SOFA 7.3 9.6
Mean # org. fail. 4.4 9.8
Mean Resp 3.5 3.7
Mean Coag 0.8 1.0
Mean Hepa 0.3 0.5
Mean Cardio 1.6 1.9
Mean Neuro 0.3 1.1
Mean Ren 0.8 1.4

for the first or last days are missing. Cases with 2 or more consecutive missing values

were discarded. In total 2928 admissions were retained for analysis.

Table 5.3 depicts characteristics of survivors and non-survivors in the sample. The

mortality rate was about 25% with higher organ dysfunction in the non-survivors compared

to the survivors for all organ systems.

5.5.2 Results

Categorization

The obtained rules for categorizing the individual SOFA scores were:

• Respiratory: category c1 for values in {0, 1, 2, 3} or category c2 otherwise.

• Coagulation: category c1 for the value 0 or category c2 otherwise.

• Hepatic: category c1 for the value 0 or category c2 otherwise.

• Circulatory: category c1 for values in {0, 1, 2} or category c2 otherwise.

• Neurologic: category c1 for the value 0 or category c2 otherwise.
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Table 5.4: The mean Brier score and AUC of TESIM and TRIM per day of prediction, and the differences
between them. The estimates and the 95% confidence intervals in the differences are based on the “.632”
bootstrap method.

Prediction Brier score ∆Brier AUC ∆AUC
Day TESIM TRIM 10−3 TESIM TRIM 10−3

2 0.159 0.165 -6 (-9, -2) 0.742 0.726 16 (5, 24)
3 0.140 0.150 -10 (-13, -5) 0.734 0.702 32 (18, 45)
4 0.125 0.134 -9 (-13, -5) 0.710 0.663 46 (25, 62)
5 0.116 0.123 -7 (-10, -2) 0.688 0.651 36 (6, 58)
6 0.110 0.115 -5 (-8, -1) 0.670 0.636 33 (-3, 57)
7 0.101 0.110 -8 (-12, -4) 0.678 0.618 59 (17, 94)

• Renal: category c1 for values in {0, 1} or category c2 otherwise.

To obtain a sense of the variability of the medians (which is indicative of the distribution

around the median in the original dataset) we performed 1000 separate bootstrap samples

from the original dataset. The median was so stable that it was equal to the median of

the original dataset in at least 95% of the samples.

Performance comparison

In Table 5.4 the results of comparing the two methods per day of prediction are depicted

covering the days 2 to 7 of IC stay. A ∆Brier < 0 indicates a better accuracy (by

the Brier score, and hence also calibration) of TESIM. By the same token a ∆AUC

> 0 indicates better discrimination between survivors and non-survivors for TESIM.

The difference in the Brier scores ranged between -10·10−3 to -5·10−3 with confidence

intervals strictly in the domain of negative real numbers. Because the corresponding 95%

CIs do not include the value 0, which corresponds to the null hypothesis of no difference,

all ∆Briers are statistically significant at the 0.05 level. The TESIM models had also

higher discrimination performance with differences in the AUC ranging from 0.016 to

0.059 and were always significant at the 0.05 level with the exception of day 6.
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Insight

An important advantage of resampling methods is the insight obtained by inspecting the

variability of an estimate over the bootstrap samples. One may focus on organ systems,

days, patterns, and model coefficients. Below we provide a series of illustrative examples

of such estimates. Consider how often an organ system is selected in a model, in other

words when the model includes a pattern of that organ system.
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Figure 5.1: The frequency an organ system’s FTS was included in the TESIM prognostic models for days
2 to 7 of prediction in the 300 bootstrap samples.

Figure 5.1 shows the frequency of each of the selected 6 types of organ systems selected

in the models over the 300 bootstrap samples from days 2 to 7 of prediction. The

dominance of the neurological system is evident and an increased frequency of selecting

the circulatory and renal systems in later days is noticeable. The nature and frequency of

the selected neurological patterns are revealed in Figure 5.2.

116



Day 2

S
el

ec
tio

n 
fr

eq
.

0
50

15
0

1 2 22

Neurological FTS

Day 3

S
el

ec
tio

n 
fr

eq
.

0
40

80

1 2 22 22
2

Neurological FTS

Day 4

S
el

ec
tio

n 
fr

eq
.

0
10

0
20

0

1 11 2 22 22
2

Neurological FTS

Day 5

S
el

ec
tio

n 
fr

eq
.

0
40

80

11 11
1 2 22 22
2

22
22

Neurological FTS

Day 6

S
el

ec
tio

n 
fr

eq
.

0
40

80

11
1

11
11

11
11

11 2 22 22
2

22
22

22
22

2

Neurological FTS

Day 7

S
el

ec
tio

n 
fr

eq
.

0
10

0
20

0

1 11 11
1

11
11 12 2

22
2

22
22

22
22

2

22
22

22

Neurological FTS

Figure 5.2: Frequency of selecting FTSs of the neurological system in the prognostic models (for days
2–7). The X-axis depicts the neurological FTSs (e.g. 22 is Neuro{c2, c2}) and the Y-axis represents the
frequency an FTS was selected over the 300 bootstrap samples for a given day.

For example, on day 3 of prediction the neurological pattern described by 22 –

corresponding to the Neuro{c2, c2} FTS– represents the occurrence of neurological

organ dysfunction scores from category c2 in days 2 and 3 of patient stay. This category

includes values of the neurological system score indicating any derangement (> 0), see

the reported medians above.

The 10 most selected patterns for day 6 of prediction are presented in Figure 5.3.

This illustrates the dominant FTSs over the bootstrap samples. Figure 5.4 shows the

model coefficients of the 10 most selected patterns (FTSs) for day 6 of prediction in the

form of box plots revealing information regarding the contribution of these patterns to the

outcome. For example, the median coefficient for having a circulatory score in category 2

(score 3 or 4) on day 6 is 1.2 implying an odds ratio of e1.2 = 3.32 between those with this

pattern compared to those without it. The figure also helps inspecting whether the a priori
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Figure 5.3: The ten most frequently selected FTSs in the models for day 6 over the 300 bootstrap
samples.

perceived “adverse” patterns (those with only category 2 or indicating worsening in the

organ system functioning) are associated with higher mortality. The choice to illustrate

the sixth day of stay is motivated by our intention to inspect frequently selected organ

dysfunctions in later days of ICU stay for which the prediction problem becomes usually

harder.

5.6 Discussion

5.6.1 Interpretation of results

The covariate coefficients in the models for day 6, presented in Figure 5.4, concords with

our expectations. All patterns including only category 1 or showing “recovery” in organ

functioning (Circ{c2, c1, c1, c1, c1, c1} ) were indeed always associated with a negative

coefficient as would be expected. By the same token all patterns with positive coefficients
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Figure 5.4: The bootstrap distribution of the model’s coefficient estimates for the ten most frequently
selected FTSs for day 6.

included a category 2. The pattern Hepa{c2, c2, c2, c2} requires more investigation: it is

associated with a negative coefficient and yet it depicts dysfunction in the patient’s hepatic

organ system. It is unclear wether the unfavorable odds ratio is due to the categorization

not being sensitive enough to pick on the difference between moderate dysfunction and

complete organ failure, or because the other patterns (not shown here), co-selected in the

models, play a role in this phenomenon.

Table 5.4 shows that the TESIM models consistently outperformed the traditional

models, both in aspects of calibration and discrimination and almost always with statis-

tically significant difference (except for day 6 for the AUC difference). Note also that

the pattern-based TESIM models are the result of a straightforward automatic variable

selection procedure that facilitates performing the bootstrap experiment without any ad-

ditional fine tuning. This can sometimes lead to unstable models: a slight change in the
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data may cause a large change in the regression coefficients. We suggested improvements

in constructing pattern-based models in [6].

5.6.2 Strengths and limitations of the proposed approach

The main strength of this work is the synthesis between pattern discovery, logistic re-

gression, and resampling methods to assess and compare among inductive methods. In

addition we use both discrimination (AUC) and accuracy measures (the Brier score, which

also includes a calibration measure) when evaluating models. Both of our measures gen-

eralize to multiple classes. In [21] the definition of the AUC was extended by averaging

pairwise comparisons. The original definition of the Brier score was already expressed in

terms of multiple classes: BS = 1
N

N∑
i=1

C∑
c=1

(Pic−yic)2 where Pic is the predicted probability

of class c (from C classes) for instance i [22]. This approach is novel in prognostic research

in the ICU at least. We use the bootstrap procedure which, although computationally

intensive, overcomes limitations of cross-validation [17] such as the subjective choice of

the number of folds to be used and the fact that not all data are used in training.

One limitation of this study is that we do not prospectively validate the models to inspect

performance on data collected at a later period in time than when models have been

fit. But our approach allows to focus on the added value of methods without additional

confounders.

Another limitation of our approach is that we did not take into account the correlation

of results between days. We hence have shown that the pattern-based method performed

better on any given day of a series of days but we did not address an aggregate summary

measure that takes the correlation between days into account. This forms an interesting

future work.

5.6.3 Patterns of organ function categories in prediction

Bootstrapping allows for a more comprehensive insight into the patterns of organ dys-

function and their predictiveness. Figure 5.1 showed the dominance of the neurological
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system in the selected patterns. One may also observe a clear increase in the frequency of

selecting the circulatory system in days 6 and 7 of prediction. Also the renal organ system

seems to have more prognostic value in the later days of prediction whereas the respiratory

system exhibits variations in the number of selections over the 6 days of prediction. The

coagulation system was often selected on days 2, 3 and 4 and less in days 5–7. The

hepatic system seems to hold relatively small predictive information and is infrequently

selected on most days. The patterns Neuro{c2} and Neuro{c2, c2}, indicating organ

derangement in the neuronal system were the most often selected patterns.

In general, short patterns with the same category such as {c1, c1} or {c2, c2} were

favored possibly because our categorization approach is not sensitive to the small day

to day variations in the patients’ scores and because shorter patterns are more frequent

than longer ones. When considering day 6 of prediction, the circulatory pattern Circ{c2}

is shown to be the most frequent (Figure 5.3). However, the dominant organ system

remains the neurological system which has 5 patterns in the 10 most frequently selected

patterns. The only pattern showing improvement in the functioning of an organ system

that is often predictive in combination with other covariates is Circ{c2, c1, c1, c1, c1, c1},

the other patterns indicated a sequence of the same organ function category. Figure 5.4

shows the models’ coefficients for each of the 10 most frequent patterns from the 300

bootstrap iterations. This provides insight into the variance of these coefficients over

the bootstrap samples. All the patterns showing increased dysfunction (indicated by

patterns with category c2) were associated with positive coefficients confirming the ex-

pectations that mortality is influenced by functional derangement in the organ systems.

The Hepa{c2, c2, c2, c2} pattern was associated with coefficients ranging in the domain

of negative values in discordance to our anticipation, but note that the category c2 for the

liver means “any derangement” not necessarily a serious one. The inspection of results

over days, organ system patterns, and model coefficients facilitates discussions about the

results which may be beneficial for analysts and for communication between analysts and

domain experts.
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Although the main focus of this paper was to evaluate an existing suggested method,

we reflect here on useful directions for adapting the inductive method itself, which could

improve it even further. One direction is to use a more expressive temporal pattern

language to allow for: multivariate patterns; generic operations between them (before,

after, close, equal), and properties thereof (order, concurrency, and synchronicity), see

[23] for a review of such languages. Another useful approach is to investigate other ways

to provide predictions such as using ensemble of models each using different features. One

interesting approach recently suggested is [24] in which for each pair of predictor variables

convex hulls of positive and negative samples in the training set are formed as classifiers.

5.6.4 Conclusions

This work introduced a design and experiment for evaluating and comparing inductive

methods of prognostic models based on the principles of accounting for the relevant

sources of variation. Using this design we compared a prognostic method using patterns,

in the form of frequent temporal sequences of organ dysfunction, to a method that merely

refits models for each day of prediction. The pattern-based method was shown to be

superior in terms of accuracy (with a calibration aspect) as well as discrimination over the

traditional one. We also showed how inspecting patterns’ frequencies and model coefficient

estimates over the bootstrap samples provides insight in organ system dysfunction and

their association with the outcome (survival status).
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Appendix: Logistic regression

A logistic regression model [25] specifies the conditional probability of a binary outcome

variable Y , given the values of the covariate vector x = (x1, ..., xm): p(Y = 1 | x) =

eLP (x)

1+eLP (x) . For m covariates the natural logarithm of the odds (logit) is equal to the linear

predictor LP (x): log( p(Y=1 | x)
1−p(Y=1 | x)) = LP (x) = β0 +

∑m
i=1 βi · xi where βi, i = 1, ...,m,

denote the coefficients of the m covariates. A coefficient (βi) can be interpreted in terms

of an odds-ratio. Suppose the linear predictor is β0 + β1 · SAPS + β2 · Patt where

Patt = 1 for patients having some specific pattern and 0 for patients not having the

pattern. The odds of dying for those having the pattern, odds(Patt = 1) is P (Y =

1|Patt = 1)/P (Y = 0|Patt = 1) and for those not having the pattern, odds(Patt = 0)

is P (Y = 1|Patt = 0)/P (Y = 0|Patt = 0). The quantity eβ2 is equal to the odds-ratio

odds(Patt = 1)/odds(Patt = 0). A positive coefficient corresponds to an odds-ratio >

1 and indicates that, when adjusting for all other variables (here SAPS), the odds of the

event is higher for those with the pattern compared to those without it.
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Abstract

Objective: Recently, we devised a method to develop prognostic models incorporating patterns of

sequential organ failure to predict the eventual hospital mortality at each day of intensive care unit (ICU)

stay. In this study, we investigate using a real world setting how these models perform compared to

physicians, who are exposed to additional information than the models.

Methods: We developed prognostic models for day 2 to day 7 of ICU stay by data-driven discovery of

patterns of sequential qualitative organ failure (SOFA) scores and embedding the patterns as binary

variables in three types of logistic regression models. Type A models include the severity of illness score

at admission (SAPS-II) and the SOFA patterns. Type B models add to these covariates the mean, max

and delta (increments) of SOFA scores. Type C models include, in addition, the mean, max and delta

in expert opinion (i.e. the physicians’ prediction of mortality).

Results: Physicians had a statistically significantly better discriminative ability compared to the models

without subjective information (AUC range over days: 0.78-0.79 vs. 0.71-0.74) and comparable accuracy

(Brier score range: 0.15-0.18 vs. 0.16-0.18). However when we combined both sources of predictions, in

type C models, we arrived at a significantly superior discrimination as well as accuracy than the objective

and subjective models alone (AUC range: 0.80-0.83; Brier score range: 0.13-0.16).

Conclusion: The models and the physicians draw on complementary information that can be best

harnessed by combining both prediction sources. Extensive external validation and impact studies are

imperative to further investigate the ability of the combined model.

Keywords: Prognostic models, calibration, discrimination, human intuition, temporal patterns.
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6.1 Introduction

In the Intensive Care Unit (ICU), physicians are daily challenged with the complex task of

prognosis. Prognosis can be defined as the prediction of (the probability of) an event, such

as death, before its possible occurrence [1, 2]. Patient preferences to undergo intensive life

sustaining treatments highly depend on their prognosis. In fact, they often prefer palliative

care aiming at comfort and relief of pain if their chances of survival are very low [3, 4] and

clinicians’ perceptions of survival chances strongly influence provision of life support [5].

Survival is usually defined as hospital survival, which is the probability that a particular

patient will be discharged alive from the ICU or hospital ward after an ICU admission. This

means that a patient that was discharged alive from the ICU to a hospital ward but died

in the ward will be considered as a non-survivor. Predictions of survival can be obtained

either subjectively (e.g. expert opinion) or objectively (e.g. mathematical models). The

main advantage of an objective approach is that mathematical models are extremely con-

sistent and able to optimally combine information into a global judgment [6]. Commonly

used mathematical models for predicting mortality in the ICU are the Acute Physiology

and Chronic Health Evaluation (APACHE) I-IV [7] model, the Simplified Acute Physiology

Assessment (SAPS) I-III [8] models, and the Mortality Prediction Model (MPM) I-II [9].

These models are intended to provide the expected mortality risk for a given patient by

adjusting for the patient’s severity of illness at admission to the ICU. These models are

mainly used in a comparative audit among ICUs: the observed mortality in an ICU is

compared to the expected mortality in that ICU. In comparison to objective predictions,

subjective predictions may be inexact or even inconsistent [10, 11]. There can be substan-

tial disagreement between different clinicians, even if they are both very experienced [12],

and prognosis is the part of medical practice they feel most insecure about [13]. On the

other hand, clinicians are able to incorporate important implicit knowledge outside the

scope of mathematical models and react quickly to changing situations [6].
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Several mathematical models have been compared to clinicians (i.e. expert opinion).

In general, clinicians seem to have good discriminative ability [11, 12, 14, 15, 16, 17,

18, 19, 20, 21, 22, 23] that is superior to objective models [24]. Objective models tend

however to have better calibration [16, 17]. Capitalizing on the individual strengths of both

subjective and objective predictions by using a combined approach seems to yield superior

discrimination and calibration over either one alone [11, 16, 18, 22, 25, 26]. However,

the problem of comparing repeated predictions for the same patient over time between

the two approaches has not been studied before, and in fact there is paucity of work on

repeated predictions in either approach (subjective or objective). Repeated predictions are

important to better individualize the prognosis for a patient as more information obtained

over time becomes available. For example, the probability of survival of patients suffering

major complications during their ICU stay will decrease. The current admission-based

severity-of-illness ICU models are less suitable for individual prognosis because they are

based on only physiologic data from the first 24 hours after ICU admission. We recently

suggested a method for developing “temporal’’ prognostic models for providing hospital

survival predictions at each day of ICU stay [27]. Specifically, we showed that the use of

specific patterns of sequential data (e.g. the transition from normal renal function to renal

failure) lead to models that can better discriminate between survivors and non-survivors

and are more accurate than the current “static” models [28, 29]. The aim of this study

is to investigate and compare daily prediction in adult ICU patients based on subjective

and objective prognostic information. In particular we investigate the following sources of

predictions: 1) Expert opinion (daily survival estimates by physicians) and 2) Three types

of temporal models including different levels of objective and subjective information.
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6.2 Methods

6.2.1 Data collection

We designed a prospective comparative study in which we included all consecutive patients

admitted between October 2007 and October 2008 to a 28-bed multidisciplinary mixed

adult ICU of a 1002-bed university hospital in Amsterdam. We extracted demographics,

patient outcomes and all data necessary to calculate the severity of illness score in the

first 24 hours (SAPS-II, which ranges between 0 and 163) and the daily organ failure

scores (SOFA scores, ranging between 0 and 24) from the Dutch National Intensive Care

Evaluation (NICE) registry [30]. The value of a SOFA score is the summation of 6

individual organ system failure scores each ranging from 0 to 4 indicating the degree of

organ failure of this particular system where 0 indicates normal organ functioning and 4

indicates complete failure). Every 24 hours, physicians’ estimates of the probability of

survival up to hospital discharge were elicited and recorded in a software module that

we developed and integrated into the Patient Data Management System (PDMS). A

PDMS is a computerized system that automatically collects and stores vital parameters

from the patient monitor and provides digital patient charts [31]. After completion of

routine data collection, a question regarding the patient’s probability of survival popped

up automatically in which physicians could choose between 10 probability categories (0–

10%, 10–20%, 20–30%, 30–40%, 40–50%, 50–60%, 60–70%, 70–80%, 80–90% and

90–100%) or state that they did not have any clue. Categories were indicated by red (low

survival probabilities) and green (high survival probabilities) color-scales. The scoring

moment was typically between 9 and 12 am, but estimates could be changed until 12 pm.

6.2.2 Physicians

At the time we started this study, our ICU employed 10 critical care attending physicians,

8 fellows and approximately 14 residents, all of which participated in the study. Critical

care attending physicians are specialists (e.g. neurologists or cardiologists) who have
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completed an additional intensive care specialization of two years. Fellows and residents

have completed at least two years of post-MD training. Fellows are in training for the

intensive care specialization and residents are in training to become anaesthesiologists.

Physicians were unaware of both their colleagues’ assessments and the predictions given

by the objective models. They were not trained to estimate survival probabilities and

did not receive feedback. Physicians were notified of this study by email and by an

announcement during their staff meeting.

6.2.3 Development of mathematical models

A model was developed for each day of ICU stay from day 2 to day 7 by the procedure

described in [28]. This procedure involves two steps: 1) data-driven discovery of temporal

patterns of sequential organ failure scores, and 2) embedding them in the familiar logistic

regression model. As in the original work in [28], SOFA scores were categorized as low (L)

if SOFA 0, ..., 6, medium (M) if SOFA 7, 8 or high (H) if SOFA 9, ..., 24 and patterns

were aligned to the day of prediction. For example, the pattern M,H on day 4 (the day

of prediction) means a high SOFA score on day 4 preceded by a medium score on day 3.

In our systematic review on SOFA-based models [32], we found two promising strategies

leading to good performing models (not necessarily for repeated predictions): the first

was our approach based on temporal patterns (described above) and the second was the

combination of SOFA abstractions with admission scores (e.g. SAPS-II). Commonly used

abstractions of SOFA are its mean, maximum (both from the day of admission d0 to day

of prediction di), and delta (difference in scores between day di and d0). In this study,

we developed logistic regression models containing three levels of information: Type A

models which use SAPS-II and SOFA patterns; Type B models which in addition use

mean, max and delta SOFA scores; and Type C models which in addition to the variables

in Type B models also use mean, max and delta of expert predictions (by translating the

survival predictions, e.g. “60-70%” into a mortality probability, e.g. 0.35). These variables

were then considered candidates for inclusion as binary covariates (0: the patient does
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not exhibit the pattern, and 1: the patient exhibits the pattern) in the temporal logistic

regression models. The Akaike Information Criterion (AIC) [33] was used to select the

optimal subset of covariates yielding the best model (i.e. the one with the lowest possible

AIC). The AIC is defined as -2ln(L) + 2k where L is the maximized likelihood of the

model and k is the number of free parameters in the model. The AIC trades off predictive

performance for parsimony by penalizing for the number of variables included in the model

in order to avoid overfitting [28]. The variable selection procedure iteratively eliminates

the least predictive covariate (i.e. the one associated with the highest AIC) of a set of

considered covariates until the AIC cannot be decreased any further. To develop a Type

A model, we first only included patterns of length 1. Only those that survived the AIC

selection procedure were included together with patterns of length 2 etc. To prevent

collinearity, we did not allow for logically entailed patterns to be selected in the model:

we sought the model with the lowest AIC that had a subset of variables without logical

entailment. For example, consider the three patterns L,H; M,H; and H. The presence of

either L,H or of M,H entails H. In order to avoid entailment among variables we compare

(using the AIC) a model including L,H and M,H without H, with a model including H

alone. For the Type B models, we selected the model with the lowest AIC from the

following four models: Type A, Type A + mean SOFA, Type A + max SOFA, Type A

+ delta SOFA. Then we did the same for the Type C models with the Type B models

as a starting point. The data extraction and model development process is shown in

Figure 6.1. Finally, for comparison reasons, we developed classification trees based on

type C information for each day of prediction. We first completely overgrew the tree to

overfit the data and then pruned back the overgrown tree to its optimal size based on its

minimum 10-fold cross-validation error.

6.2.4 Statistical analysis

Discrimination (i.e. the ability of the model to distinguish between survivors from non-

survivors) was measured by the Area Under the Receiver Operating Characteristic Curve
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Figure 6.1: Data extraction and model development including an example with hypothetical patient data
for a model at day 3.

(AUC). An AUC ranges between 0 to 1 with higher values indicating better discriminative

ability. Although the AUC is dependent on the prevalence of the event in the sample,

it is common to consider an AUC between 0.6 and 0.7 as poor, between 0.7 and 0.8

as fair, between 0.8 and 0.9 as good and above 0.9 as excellent. The Brier score is a

measure of accuracy, which has both aspects of discrimination and calibration (i.e. the

degree of similarity between predicted risks and patients’ actual risks of death). Note

that, according to the terminology of [34], the term accuracy in this paper refers to the

Brier score and not the percentage of correctly classified cases as it is sometimes used in

machine learning. The formula of the Brier score is:

BS =
1

N

N∑
i=1

(pi − oi)2
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where N is the number of observations, p the predicted probability and o the observed

outcome (0: survival, 1: non-survival). The larger the Brier score the worse the ac-

curacy. Parameter estimates and confidence intervals were obtained by calculating the

bootstrap sampling distributions of the respective statistics based on 1,000 bootstrap

samples. Records with missing values of SAPS-II were excluded from the analysis, while

missing physicians’ predictions were imputed by taking the value of the previous day or,

when not available, the mean of all predictions available for the patient involved. Analyses

were conducted in the R statistical environment.

6.3 Results

6.3.1 Patient characteristics

The baseline characteristics of the 912 patients admitted during the study period are

shown in Table 6.1. 3955 physicians-predictions of survival were registered, and 623

values (13.6%) were missing. Physicians indicated in 77 cases (1.5%) that they had no

idea regarding a patient’s chance of survival. There were no missing values in SOFA scores

and only two missing values in SAPS-II (0.2%). Hospital mortality was 19.2%.

6.3.2 Distributions of SOFA scores and expert opinion

Figure 6.2 shows histograms of expert opinion (i.e. the physician’s predictions of mortality)

and SOFA scores. Mean +/- standard deviation of the SOFA score was 7.87 +/- 1.85.

Mean predicted mortality by physicians was 37.6% (1.96 times the actual mortality). Mean

standard deviation of expert opinion per patient (over the days) was 13.3%. To assess

whether expert opinion could reliably identify high-risk patients, all patients with predicted

mortality above 90% were obtained yielding 135 patients. Of these 74.8% actually died

(this is the positive predictive value at 0.9).

6.3.3 Mathematical models

The logits (log odds) of the best temporal models for days 2-6 are summarized in Table 6.2.
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Survivors Non-survivors Total population
n=737 n=175

Admission type (%)
Medical 34.9 62.5 40.7
Urgent 16.7 25.1 18.3
Planned 48.4 9.7 41.0

Mean age (SD) (years) 60.3 (16.5) 64.0 (15.4) 61.0 (16.4)

Male/female (%) 64.3/35.7 56.6/43.4 62.8/37.2

Median LOS [IQR] (days) 2 [0-5] 3 [1-9] 2 [1-6]

Mean SAPS-II (SD) 44.0 (15.3) 57.2 (18.8) 46.5 (16.8)

Mean APACHE-II ± SD 18.2 (6.7) 24.7 (7.4) 19.5 (7.3)

Mean SOFA (SD) 7.0 (3.7) 10.1 (4.1) 7.9 (4.0)

Median # organ failure [IQR] 5 [3-14] 12 [5-33] 6 [3-17]

Mean expert opinion (SD) (%) 29.5 (24.2) 57.7 (27.7) 37.6 (28.2)

Table 6.1: Patient characteristics. IQR = Inter-quartile range, LOS = Length of Stay, SAPS = Simplified
Acute Physiology Score, SD = Standard deviation, SOFA = Sequential Organ Failure Assessment.

For example the best temporal model of type A on day 4 is described by the following

logistic regression model:

e−2.06+0.022·SAPSII+0.47·H−0.95·L,L

1 + e−2.06+0.022·SAPSII+0.47·H−0.95·L,L

where H means high SOFA score on day 4 (the day of prediction), and L,L means

low SOFA scores on days 3 and 4. Consider for example the hypothetical patient from

Figure 6.1, which has a SAPS-II score of 25. If this patient would have a medium SOFA

score on day 4, the probability of dying according to this model would be:

e−2.06+0.022·SAPSII+0.47·0−0.95·0

1 + e−2.06+0.022·SAPSII+0.47·0−0.95·0 = 18.1%

as both patterns are absent. If the SOFA pattern was L,L, however, the probability of

dying would be reduced to:
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Figure 6.2: Distribution of Expert Opinion and SOFA scores.

e−2.06+0.022·SAPSII+0.47·0−0.95·1

1 + e−2.06+0.022·SAPSII+0.47·0−0.95·1 = 7.9%

Note that Table 6.2 shows no type B models after day 2 as type A models had a lower

AIC than all of the following models: type A + mean SOFA, type A + max SOFA and

type A + delta SOFA. This means that, after day 2, mean, max and delta SOFA had no

significant added prognostic value over the SOFA patterns.

Figure 6.3 shows the classification tree that was fit for day 4. Expert opinion abstrac-

tions were always selected as the root of the classification tree (mean on days 2 and days

5 to 7, and maximum on days 3 and 4). Mean SOFA was included as one of the variables

in three of the six tree-models, while SAPS-II (on day 2), the pattern L,L (on day 4) and

delta expert opinion (on day 6) were included in one of the six tree-models. In our clas-
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Day Model type Model description

2 Type A model -2.1 + 0.034·SAPSII -1.24·L -0.959·M
Type B model -4.22 +0.032·SAPSII + 0.16·mean SOFA
Type C model -3.62 + 0.017·SAPSII + 0.44·L + 4.33·mean expert

3 Type A model -2.0 + 0.026·SAPSII - 1.436·L
Type C model -2.5 - 1.28·L + 4.36·mean expert

4 Type A model -2.06 + 0.022·SAPSII + 0.47·H - 0.95·L,L
Type C model -2.9 - 1.24·L,L + 5.09·mean expert

5 Type A model -1.48 + 0.021·SAPSII - 1.44·L
Type C model -2.6 -1.35·L + 4.91·mean expert

6 Type A model -2.05 + 0.018·SAPSII + 1.17·H - 0.88·L,L,L,L
Type C model -3.17 + 0.76·H - 1.25·L,L,L,L + 5.06·mean expert

7 Type A model -1.03 + 1.49·H -1.02·L,L,L,L,L
Type C model -3.26 + 0.91·H - 1.47·L,L,L,L,L + 5.35·mean expert

Table 6.2: Description of the developed logistic regression models. SAPSII = Simplified Acute Physiology
Score-II, L = Low (score of 0-7), M = Medium (score of 7-8), H = High (score of 9-24), expert = expert
opinion, i.e. the physician’s predictions of mortality. Note that no type B models are shown after day 2
as for these days type A models had a lower AIC than type A + mean SOFA, type A + max SOFA and
type A + delta SOFA.

sification tree presentation moving to the right branch means an increased probability of

dying compared to the left branch. For example, the tree of day 4 shows that max expert

opinion of at least 80% and mean SOFA score of at least 6.375 increase the probability

of dying, while the pattern L,L has a protective effect and decreases this probability.

6.3.4 Validation

Predictive performance of the temporal models and expert opinion is summarized in Fig-

ure 6.4. The AUC of expert opinion ranged from 0.78 (on day 7) to 0.79 (on days 2-6),

while the Brier score ranged from 0.15 (day 2) to 0.18 (day 5-7). Type A/B models were

comparable to physicians in terms of the Brier score (range: 0.16-0.18), but significantly

worse in terms of the AUC (range: 0.71-0.74). Type C models had higher (better) AUCs
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Figure 6.3: Classification tree for day 4. The candidate variables were the same as for the Type C
temporal logistic regression models. Mxexp = max expert opinion (i.e. predicted probability of mortality
by the physician, mnexp = mean expert opinion, mnsofa = mean SOFA score (all three from the day of
admission until day 4), X2 = pattern L,L (i.e. low SOFA score on days 3 and 4).

(range: 0.80-0.83) than physicians for all days of prediction as well as lower (better) Brier

scores (range: 0.13-0.16). The differences were statistically significant on day 2 for the

AUC and on days 2-4 for the Brier score. Type C models were also statistically signifi-

cantly better compared to Type A/B models for all days of prediction. The classification

tree had worse AUCs (range: 0.67-0.79) and Brier scores (range: 0.13-0.17) compared to
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Figure 6.4: Predictive performance of physicians and temporal models. AUC = Area Under the Receiver
Operating Curve. Note that no predictive performance of type B models is shown after day 2 as for these
days type A models had a lower AIC than type A + mean SOFA, type A + max SOFA and type A +
delta SOFA.

the temporal logistic regression model. The differences were significant for all days except

for day 6 for the AUC and for days 3 and 5 for the Brier score.
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6.4 Discussion

In this study, we compared the performance of physicians and mathematical models in

predicting mortality in the ICU. Physicians had fair to good discriminative ability (AUC

range: 0.78-0.79), which was statistically significantly better compared to the mathe-

matical models (AUC range: 0.71-0.74). The accuracy of physicians (Brier score range:

0.15-0.18) was comparable to the accuracy of the mathematical models without subjec-

tive information (Brier score range: 0.16-0.18). Nevertheless, physicians seem to markedly

overestimate mortality. The mean predicted mortality by physicians (37.6%) was much

higher than the observed mortality (19.2%) and patients estimated as high risk patients

(> 0.9 probability of death) still had a realistic chance to survive (25.2%). Mathematical

models were significantly improved by adding subjective information (AUC range 0.80-0.83

and Brier score range: 0.13-0.16), which made them superior to physicians. Remarkably,

for most prediction days no models were found that included abstractions of the SOFA

score. This shows that the SOFA patterns have superior predictive value than the SOFA

abstractions. The combined model only included the SAPS-II score on day 2, while it

was included in the other model types until day 6. Similarly, the tree-model included the

SAPS-II score only on day 2. Apparently, the SAPS-II score looses its predictive value

with increasing ICU stay days as it only contains information pertaining to the first day of

admission. This explanation is confirmed by the increasingly reduced value of the SAPS-II

coefficient over days. As expected, the expert opinion coefficient in the combined models

is positive, whereas SOFA patterns that only include the “low” category have a negative

coefficient (indicating that these patterns have a protecting effect in respect to mortal-

ity). No other patterns have been selected. These other patterns may either have low

frequency in the dataset or low additive predictive value. In recursive partitioning, expert

opinion was always chosen as the root of the classification tree. The high coefficients of

expert opinion in the logistic regression models also confirm that this may be the most

important predictor of mortality. This can be partly explained as physicians are the ones
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who are responsible for making end-of-life decisions. Of note, only one tree-model used

a SOFA pattern. Compared to the tree-models, the logistic regression models had how-

ever superior predictive performance in terms of both accuracy and discrimination. It is

likely that once the tree had made use of the most predictive variables it was left with

relatively too little data to render the SOFA patterns as significant. To our knowledge

the present pilot study is unique, and the first in comparing models with daily predictions

of physicians. The idea of models with repeated predictions is relatively new, and these

models have not been combined with subjective information before, at least not in the

ICU. Other strengths of this study are the use of bootstrapping techniques to correct

for optimistic estimates of predictive performance because of similarities in the training

and testing datasets, the AIC based incremental variable selection and the comparison

of the techniques of logistic regression and recursive partitioning. Weaknesses of this

study include the use of a relatively small dataset and the fact that different physicians

provided estimates for the same patients. Other studies scrutinizing expert opinion on a

daily basis either validated the most recent prediction only [26]or did not provide direct

measures of predictive performance, such as the AUC or error rates [5, 35]. In general,

other studies validating predictive ability of physicians also found fair to good discrimina-

tion [11, 12, 14, 15, 16, 17, 18, 19, 20, 21, 22, 23] and superior predictive performance

of a combined approach of subjective and objective information [11, 16, 18, 22, 25, 26].

We found that the mathematical models can be significantly improved by the inclusion

of subjective information. These models can provide some patient groups with informa-

tion about (non-)survival probabilities, and can be potentially useful to support individual

decision-making. Although some of these patients will have very high probabilities to die

and may prefer palliative care, the models might also help physicians not to withdraw ther-

apy. As physicians tend to overestimate mortality, the models might be able to prevent

unjustified decisions leading to withdrawal of treatment in patients who would otherwise

have a good chance to survive. Although one may argue that a patient would benefit

more from an accurate prediction on the day of admission, than on the day before his
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or her non-survival, it is often hard to say at an early stage which patients will survive

ICU admission. Only patients that may benefit from ICU admission are admitted, but

it is likely that their chances for survival during admission will change as their condition

will change for either better or worse. Indeed we found in this study that SAPS-II may

loose its predictive value with increasing ICU days of stay. Our models provide additional

information on the patient’s probability of survival during ICU admission that may be used

in addition to the admission model. Moreover, an advantage of including expert opinion in

the final prognosis is that it may lead to higher acceptance of the models by physicians and

patients or their families. Before they can make their way into clinical practice, however,

extensive external validation and studies on their impact on clinical decisions and patient

outcomes are imperative [36]. Future research needs to focus on questions about how

to optimize these temporal models, the potential value of including nurses’ predictions of

mortality, their external validity, their acceptability by clinicians and their potential impact

on clinical decisions and patient outcomes. Note also that in our study the AUC and Brier

scores were generally better on the first days of admission, but that the patients in later

days form subsets of those in earlier days because on each day some patients leave the

ICU (they are either discharged alive or die). Investigating the behavior of the AUC and

Brier scores over time for the same patient group merits future research.

6.5 Conclusion

Mathematical models have fair but worse discrimination than physicians, but better cal-

ibration. They can be significantly improved by the inclusion of subjective information.

This may lead to higher acceptance of the models by physicians and patients or their

families to support individual decision-making in patient groups with very high risk of

dying. Before they can make their way into clinical practice, however, extensive exter-

nal validation and studies on their impact on clinical decisions and patient outcomes are

imperative [36].
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Chapter 7

Discussion and Conclusions

7.1 Introduction

The research presented in this thesis is primarily methodological and addresses novel meth-

ods for analysis that use daily organ failure data in the prediction of mortality outcomes in

the Intensive Care Unit (ICU). We have focused on the integration of information resid-

ing in the Sequential Organ Failure Assessment (SOFA) score [1] into logistic regression

models. Logistic regression is the de facto standard paradigm for mortality prediction in

critical care medicine. SOFA scores are assessed on a daily basis in the ICU, quantifying

the organ dysfunction for each patient at each day of unit stay. Its daily collection leads

to sequences of scores quantifying the loss and recovery of organ function over time.

In contrast to severity-of-illness scores like SAPS [2] and APACHE [3], SOFA was not

developed for prediction purposes. We nevertheless hypothesized that SOFA scores have

prognostic value and can be used to improve day-to-day prediction of patients’ mortality

outcomes. A principal challenge in this endeavor is to represent the sequences of daily

SOFA scores into a form that can be used within the framework of logistic regression and

that incorporates the temporal information residing in the original data. The outcome of

our research is potentially helpful for physicians and quality managers in critical care to

better exploit the information available in daily organ failure data.
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The thesis addresses both methods for developing models and methods for properly

assessing their predictive performance. In addition, we addressed the evaluation and

comparison of the model development methods themselves (instead of comparing and

evaluating individual models). Finally, we compared the subjective predictions of mortality

made by ICU physicians with those provided by our models.

In Chapter 1, we formulated three research questions that address the above chal-

lenges. In this chapter we synthesize and discuss the results from the previous chapters to

provide answers to these research questions. Subsequently we discuss the strengths and

weaknesses of our research, also in relation to other studies, and discuss the meaning of

our findings. Finally, we conclude with some recommendations for further research.

7.2 Summary of principal findings

Research Question 1

How can sequential organ function data be integrated, in a symbolic format, into models

for predicting mortality of ICU patients?

In Chapters 2, 3, 4, and 6 we investigated the predictive potential of SOFA scores,

by devising a symbolic pattern representation for describing organ function sequences,

and integrating these patterns into logistic regression models. As the number of possible

score sequences grows exponentially in the number of ICU days, methods were needed to

prune the search space of organ failure patterns. To this end, we used heuristic search

strategies composed of two steps: (1) An Apriori-like algorithm [4]to eliminate infrequent

patterns before including them into logistic regression models, and (2) A combined strat-

egy of stepwise, backward variable elimination and heuristic modeling based on domain

knowledge to remove patterns with poor predictive value from the model. Furthermore,

patterns were removed to reduce collinearity between model coefficients.

The choice for logistic regression analysis was motivated by the fact that it represents

a validated, accepted, and frequently-used framework for prediction of survival in critical
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care medicine. In the logistic regression models all patterns are represented by binary

dummy variables indicating their presence or absence during the days preceding the day

of prediction.

We explored two types of pattern representation. The first type of pattern represen-

tation is a form of horizontal temporal abstraction [5] and was used in Chapters 2, 3, 5

and 6. It merges high-level organ function statuses from subsequent days into one entity

(i.e., a pattern). A restriction applied to the patterns of the first type was that they have

to include measurements on the day of prediction. In this thesis we refer to such patterns

as aligned patterns. This was motivated by the consideration that using the most recent

information probably has more predictive value than older information. The temporal pat-

terns were based on sequences of the SOFA score (Chapter 2) or its six individual organ

scores (Chapters 3, 5 and 6). An example is SOFA{H,H,M} at day 3, representing the

qualitatively transformed sequence of SOFA scores from the first three days of a patients

stay and characterized by High (H) level of dysfunction in the first 2 days and Medium

(M) on day 3. An example temporal pattern from the individual scores and occurring in

day 4, shown in Chapter 3, is CNS < c2, c2 > indicating a succession of category 2

(c2) function levels in the central nervous system at days 3 and 4. In both cases, the

categorization was based on data-driven thresholds, determined prior to the analysis.

The second type of pattern representation is a vertical, contemporaneous, abstraction

and was used in Chapter 4. This representation merges the concurrent function level

of different organ systems at same day of ICU stay into one pattern. Examples are

< Resp+ >, which denotes failure of the respiratory system and at least one other organ,

and< RespNeuro∗ >, which denotes failure of the respiratory and neurological systems

and possibly (zero or more) other organ systems. We have restricted ourselves to using

patterns that represent organ failure at the day of prediction.
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Research Question 2

How can one systematically evaluate methods for prediction, correcting for sources of

variation in the model construction process?

The performance of prognostic models is typically assessed by applying them to data that

were not used in the model construction process, and subsequently comparing predicted

and observed outcomes. The selection of testing and training sets have a direct influence

on performance thus measured. When instead we want to assess the general performance

of an inductive method to construct prognostic models, the selection process can produce

pairs of training-testing sets that result in under- or over-rating of that method [6].

In Chapters 2, 3, 4 and 6 we evaluated the specific models involved in the analysis

but did not address the performance of their underlying inductive methods. Similarly to

our work in these chapters, many studies focus their evaluation on instances of prognostic

models but do not address the performance of the underlying methods [7, 8, 9]. While the

evaluation of models is important for indicating how well the model in question performs on

new data, evaluating inductive methods is equally important as it indicates how consistent

a method produces accurate models. Chapter 5 of this thesis was dedicated to the

evaluation of inductive methods.

In this chapter, we proposed a setup for evaluating inductive methods’ accuracy. For

addressing the variation introduced by the random selection of the training and testing

sets we opted for resampling, in particular we used a variation of bootstrapping. The

purpose of resampling is to allow the execution of the learning algorithm multiple times

in order to measure the variation in accuracy of the resulting models. We illustrated the

application of this approach on a case study involving two predictive methods, one of

which is based on the type of temporal patterns described in Chapter 3. The setup for

evaluation applies the method (e.g. the temporal method), subject to evaluation, on each

bootstrap sample resulting in daily models. The method’ s evaluation measures (AUC and

Brier score), are obtained by weighted averages of the method’s performance estimates
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from the bootstrap samples and the out-of-bag observations (i.e. not selected in the

samples). The case study demonstrated superiority of the pattern-based method over a

method using only information from the day of ICU admission, up to and including day 7

of ICU stay.

The evaluation setup described in Chapter 5 delivers extra benefits as it provides

insight in each organ systems importance for prediction and identifies the dominant

patterns selected in prognostic models. For example, we noticed that the central nervous

system is an important organ function for predicting mortality, as it was most frequently

selected in the first week of ICU stay. The circulatory and renal systems become relatively

more important later during this week.

Research Question 3

What is the increase in predictive performance when patterns of sequential organ failure

assessment score are incorporated into prognostic models, and how do these models

compare to the predictive abilities of ICU physicians?

The evaluations in Chapters 2-5 show that our approaches for integrating SOFA data into

mortality prediction models consistently lead to better predictions when compared to a

modeling approach that uses only information recorded at the day of ICU admission. The

improvement in calibration for the pattern-based model as quantified by the Brier score

ranged from 3% to 9% (0.128 at day 2 and 0.166 at day 5), when using only the SOFA

scores and 6% to 12% (0.187 at day 4 and 0.175 at day 5), when using the individual organ

system function scores. The discriminative ability of the models, as expressed by the AUC,

was also improved over the static models, the gain when using patterns of organ function

ranged between 4% and 15% (0.794 at day 2 and 0.738 at day 6 respectively), relative to

the SAPS-II models. This is in line with our expectations that including extra information

about the daily course of organ function should result in better prognostic assessments.
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We therefore conclude that these results represent a proof-of-concept for the proposed

modality of using the daily organ scores in prediction. The patterns also had higher

prognostic value than common, numerical summaries such as the mean SOFA, maximum

SOFA (i.e., the highest SOFA score that was obtained during a patients ICU stay until

the day of prediction) [10] and the ∆SOFA (i.e., the difference between maximum SOFA

and the SOFA score at the day of ICU admission) [7, 11]. Finally, the results showed that

severity-of-illness scores from the day of admission gradually lose their predictive value

during a patient’s ICU stay.

When comparing model-based mortality predictions to subjective predictions from ICU

physicians (Chapter 6) we found that, on average, physicians are superior in discriminating

survivors from non-survivors with AUC values around 0.79 compared to 0.71–0.74 for the

models using patterns but no predictions from the physicians. The calibration of physicians

predictions, with Brier scores from 0.150 (day 2) to 0.180 (day 5–7), was close, but in

general worse per day, to that of the models using SOFA patterns. ranging 0.160–0.180.

In addition, we found that their discriminative abilities can be considerably improved,

and beyond that of physicians, by including subjective prediction from ICU physicians as

a covariate in the model. The models mixing the objective and subjective prognostic

information gave Brier scores ranging between 0.130 and 0.160 and AUC values ranging

from 0.80 to 0.83. These findings indicate that the predictive information that is provided

by the temporal models is, to some extent, complementary to the prognostic opinion

of ICU physicians. While the models are more consistent in their probability estimates,

physicians have access to more information, which probably helps them to form a more

complete image of the clinical case in question. Including the subjective predictions of

physicians in logistic regression models tempers the physicians’ overconfident probability

estimates.
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7.3 Strengths and limitations, future research

Strengths

The strength of this work mainly resides in the novelty of the devised methods, specifically

in the context of Intensive Care medicine. We presented new modalities for using temporal

organ function data, collected during ICU stay, to predict the hospital discharge mortality.

Much research using SOFA in prediction relies on variables constructed from summary

statistics or other pre-specified SOFA abstractions that do not take into account the day

by day evolution of patient health (see Chapter 2). Using predefined patterns in ICU can

be problematic as it is not completely clear, even for physicians, what an interesting or

predictive SOFA patterns should be like [12]. Instead, our representation of the data as

patterns of daily organ function scores largely preserves the temporal information residing

in the original dataset. The new pattern based models were subjected to an extensive

validation method that also allowed looking into the predictive value of patterns. Fur-

thermore, by including traditional severity-of-illness scores (such as SAPS II) in the model

we illustrated how the devised knowledge (e.g. patterns, methods) improves on those

traditional methods.

The project that is described in this thesis is rooted in a long-standing collaboration

between the Department of Medical Informatics of the Academic Medical Center in Am-

sterdam, and the ICU departments from that same hospital and from the OLVG teaching

hospital in Amsterdam. This has had several benefits for our work. First, the questions

that were addressed in this work were motivated by problems put forward by ICU clin-

icians. Second, the same clinicians assisted in the interpretation of the results of data

analyses. And third, we were able to evaluate our models in a prospective study con-

ducted at the ICU and compare their performance with the predictive abilities of ICU

physicians (Chapter 6). Especially such comparisons of prognostic model performance

with subjective predictions from medical personnel are rare.
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Many machine learning methods, such as neural networks and nonlinear support vector

machine, have been criticized for their lack of transparency. These have been often

referred to as black-box methods because the resulting models are not understandable in

terms of their parameters in the field of application [13, 14]. Regression models, however,

are appreciated in the biomedical field for the convenient way of expressing dose-response

relationships [15, 16, 17]. The parameters are potentially meaningful, logistic regression

model coefficients translating in odds ratios.

Limitations

A limitation of this work is the fact that in each of the chapters, the data were collected at

a single ICU. Theoretically it is possible that the results do not generalize to multi-centre

settings, for instance because organ failure patterns have different prognostic meanings

at different sites. This seems however unlikely as other SOFA-based prognostic methods

have already proven their worth in multi-center studies [8, 18].

The current work uses a two-step approach where the dataset is first searched through

for frequent patterns, and these frequent patterns are subsequently assessed by their

prognostic value. This approach has its limitations as the most predictive patterns do not

have to be frequent; in fact one may argue that interesting predictive patterns are not

likely to be very frequent. In our approach we have attempt to mitigate this problem by

selecting a very low threshold of 1% for finding frequent patterns. However, we cannot

exclude the possibility that rare but highly predictive patterns are missed. Furthermore,

our patterns are also limited in their expressiveness with respect to temporal relationships.

For example, they cannot express that a specific event happened a number of days after

another event. They also do not explicitly capture trends over time as they do not make

use of primitives such as “increase” or “decrease”. More powerful languages for temporal

modeling and reasoning have been described in the AI literature [19], and their application

to biomedical data analysis problems have been studied by others [20, 21].
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Our evaluation deals with prognostic performance per day but does not offer an overall

performance overview such as an aggregate summary measure that takes the correlation

between days into account. Such a measure would be useful especially when deciding on

which method is in general the better one to use for tackling a given prediction problem.

Future research

A first possible direction for future research is to assess the generalizability of our work, by

validating the models that were described in this thesis in centres that were not involved

in their construction, or by applying our methods on multicenter datasets. It would also

be useful to investigate practical aspects pertaining to the implementation of our models

in daily care. The study in Chapter 6 indicated that the temporal pattern information in

conjunction with physicians’ estimate for mortality results in predictive models showing

good performance. This can be one feasible modality of deploying prognostic models in

ICU.

With respect to temporal data representation we can identify several directions for

future developments. Our pattern discovery is using an iterative approach adapting the

A-priori pattern mining algorithm [4]. It might be interesting to use not only patterns

that are frequently occurring in the population but patterns that are frequent in a certain

category of patients or even patterns representing the antecedent of a high-confidence

association rule with the mortality outcome as the consequent. These might also serve

future work on subgroups discovery. In the future we could, extend the work introduced

in Chapter 4, by introducing multivariate patterns spanning over more than 1 day. These

could be accompanied by a representation describing for example trends such as “mild

worsening” or “rapid improvement” of the organs’ functioning possibly in conjunction

with an order relation between the different organ systems’ status such as “precedes”,

“overlaps”, “contemporaneous” etc. An example of more complex patterns is presented

in [22], where each pattern includes a multivariate set of attributes.
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One interesting investigation would be applying our method on more fine-grained data

such as the one used in [20] and assess how well it copes with it before and after fine tuning

it to data. In the case of such high frequency variables one could start with a qualitative

transformation of the data to achieve temporal data with more course granularity. For

example, such a transformation could make use of the maximum or most extreme values

over a certain time interval or even describe the dominant trends in the sequence of values

collected over several hours.

Future studies could also investigate how hybrid methods can be employed in prognosis.

For example in [23] a classification tree based on baseline information was used to

stratify patients into homogeneous subgroups, then on each of these subgroups a logistic

regression model was fit to predict mortality. In a similar manner, one could use other

techniques, for example clustering or “bump hunting”, to identify interesting facts from

data and use them in prediction.

7.4 Conclusions

Sequential organ failure data from ICU patients can beneficially be integrated into logistic

regression models for predicting hospital discharge mortality by identifying frequent pat-

terns of subsequent and co-occurring organ failure. These frequent patterns are identified

using an Apriori-based search, a popular data mining method. The patterns are integrated

into logistic regression models using indicator variables, after which a stepwise variable

elimination strategy is used to remove pattern indicators with poor predictive value. In

this thesis, this novel method was described and applied to data from two Dutch ICUs.

The resulting models had superior predictive performance to the popular SAPS II model

that use data from only the first 24h of ICU stay. The models also outperformed models

that use simple abstractions of the SOFA score such as mean SOFA, maximum SOFA,

difference between two SOFA scores and the daily number of organ failure. Qualitatively,

the pattern-based models have interesting descriptive qualities as they highlight important

progressions in organ failure over time and important co-occurrences of organ failure.
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To systematically evaluate the performance of the entire method, a resampling ap-

proach based on bootstrapping was proposed, which accounts to variations in the training

and test sets. This evaluation approach has additional benefits as it quantifies each organ

system’s importance for prediction and identifies the dominant patterns selected in the

model instances. In a prospective study it was shown that the pattern-based models were

superior to ICU physicians in terms of accurate probability estimation. But physicians

were better in distinguishing survivors from non-survivors, indicating that their subjective

estimates bear complementary information. We found that it was possible to combine the

estimates of both sources to produce estimates that had both good calibration and good

discrimination.
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Summary

This thesis investigates novel methods for predicting the survival of patients admitted to

the Intensive Care Unit (ICU). It presents inductive methods, stemming from the fields of

data mining and statistics, that use patterns of daily organ dysfunction for predicting the

vital status of patients at hospital discharge. Mortality prediction models in the ICU are

used to perform case-mix adjustment in assessments of care quality, to inform treatment

and end-of-life decisions, to inform patients and their families, and to select patients for

inclusion in clinical trials.

The introduction of computerized acquisition of physiological data at the bedside has

allowed for collecting repeated measurements for patients over time during their stay

in the ICU. The type of such “temporal” data that we use in this dissertation is the

Sequential Organ Failure Assessment (SOFA) score. The SOFA score is calculated daily

from physiological patient data and quantifies the extent of dysfunction for six major

organ systems (the respiratory, coagulation, hepatic, circulatory, central nervous and renal

system). Higher SOFA score values indicate more severe organ dysfunction or even organ

failure (OF). Changes in the overall SOFA score and in the subscores associated with the

individual organ systems reflect deterioration or recovery of the patient’s condition over

time.

Although the SOFA score was designed to communicate about and report on organ

dysfunction in individual patients and patient cohorts, many studies have investigated its

utility for predicting ICU and hospital death. Most of these studies use the number of

organs failing at the day of prediction, or temporal summaries such as the mean SOFA
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score over the patient’s ICU stay thus far, the maximum SOFA thus far, or the difference

between the maximum score and the score at the day of ICU admission. No previous

studies however have investigated the prognostic value of patterns of organ failure scores.

The methods described in this thesis use data mining algorithms to identify frequent

patterns of organ dysfunction. Subsequently, these patterns are included as predictors

of mortality in logistic regression models. We hypothesized that these patterns would

improve the quality of predictions in comparison to existing prognostic models that only

use data from the day of ICU admission.

Our research questions in this thesis are:

1. How can sequential organ function data be integrated, in a symbolic representation,

into models for predicting hospital mortality of ICU patients?

2. How can one systematically evaluate methods for prediction, correcting for sources

of variation in the model construction process?

3. What is the increase in predictive performance when patterns of sequential organ

failure assessment score are incorporated into prognostic models, and how do these

models compare to the predictive abilities of ICU physicians?

In Chapter 2 we propose a novel method for mortality prediction that, in addition to

data recorded at ICU admission, takes advantage of daily recorded SOFA data as well. The

method is characterized by the data-driven discovery of frequent patterns in subsequent,

day-to-day SOFA scores (each of which is the sum of six organ dysfunction subscores).

These patterns are then represented as binary variables and included as candidate pre-

dictors in logistic regression models for predicting the probability of death. Each binary

variable indicates the presence or absence of a specific pattern in a patient’s sequence of

scores. Our method results in a set of logistic regression models, one for each subsequent

day of Intensive Care Unit stay. We evaluated our method in a large dataset of ICU

patients from a Dutch teaching hospital (N=6,865) by developing and validating models

for the first five days of ICU stay. We compared the five resulting pattern-based models
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with ones that only used SAPS-II, which is a score of severity-of-illness at ICU admission.

Our results demonstrate that the new models had more accurate predictions on each of

the five days, as indicated by Brier scores.

The work described in Chapter 3 extends the method in the previous chapter. In par-

ticular, we investigated the added prognostic value residing in frequent patterns obtained

from the six individual organ dysfunction scores. Application of this method to a dataset

of 2,928 patients from the same hospital showed that model performance improved both

in terms of discrimination (using the Area Under the ROC curve, AUC) and accuracy

(Brier score).

Chapter 4 addresses multiple organ failure (MOF), i.e., the concurrent failure of mul-

tiple organ systems during the same day. Although MOF in general is associated with

increased mortality risk, little is known about prevalence of multiple organ failure and its

association with mortality. The objective of this study was to identify frequent single and

multiple organ failures occurring at the ICU, and investigate their utility to predict risk

of death. Based on daily SOFA scores, frequently occurring organ failure patterns were

identified. These patterns were subsequently used as candidate covariates in mortality

prediction models for the first seven days of ICU stay. Resampling methods were used

to select the most predictive patterns for the final models and to evaluate the prognostic

performance of the resulting models. We found that replacing the daily number of failing

organ systems by specific patterns of frequently occurring organ failures in prognostic

models yields a small but statistically significant increase in predictive performance. Pat-

terns of multiple organ failure were found to have better predictive value than single organ

failure patterns in terms of both accuracy and discrimination.

While the evaluation of models is important for indicating how well the model in

question performs on new data, evaluating inductive methods is equally important as it

indicates how consistent a method produces accurate models. Chapter 5 addresses the

evaluation and comparison of inductive methods. To account for the inherent sources of

variation implied by the experimental design, especially the random selection of develop-
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ment and validation datasets, we used a variation of bootstrapping. The purpose of this

approach was to allow the execution of the learning algorithm multiple times in order to

measure the variation in accuracy of the resulting models. For each bootstrap sample, sev-

eral competing methods were applied including all their elements such as frequent pattern

identification and variable selection. Subsequently, each generated model was evaluated

on a test set specific to that bootstrap sample. Finally the results were combined in order

to assess and compare the performance of each of the methods. An application of this

approach to a real world dataset, previously used for the analysis presented in Chapter

3, showed that an inductive method based on pattern discovery outperformed a standard

method that did not use the patterns. In addition we illustrated that this approach pro-

vides insights into the discovered patterns, such as the likelihood that a pattern would be

selected in a model generated by the method.

Chapter 6 presents a prospective evaluation of our pattern-based mortality prediction

models and a comparison with the predictive abilities of ICU physicians. Specifically, we

developed prognostic models for day 2 to day 7 of ICU stay by data-driven discovery of

patterns of SOFA scores and embedded the patterns in three types of logistic regression

models. Type A models included the SAPS-II severity of illness score at ICU admission

and the SOFA patterns. Type B models added to these covariates the mean, max and

delta (increments) of SOFA scores. Type C models included, in addition, the mean, max

and delta in physicians’ predictions of mortality. Type C models outperformed Type A

models, showing that physicians had better discriminative abilities than the pattern-based

models while demonstrating comparable accuracy. However combining both sources of

predictions, in type C models, resulted in superior discrimination as well as accuracy. We

conclude that pattern-based models and physicians draw on complementary information

that can be best harnessed by combining both sources.

The answers to our research questions are summarized in Chapter 7. There we also in-

dicate strengths and limitations of the current research and propose future work. Patterns

presented in this thesis have two main benefits: (1) they provide a symbolic representation
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which largely preserves the temporal information; and (2) they can be easily included in

prognostic models as indicator variables. The new methods for prediction also work in

practice, as demonstrated by their measured performance on various case-studies, relative

to existing prognostic methods and physicians’ estimates. Further work should address

more expressive patterns, new methods exploiting their prognostic value, and their impact

on making treatment decisions in the ICU.
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Samenvatting

Dit proefschrift richt zich op nieuwe methoden om de overleving van patiënten op de Inten-

sive Care (IC) te voorspellen. Het onderzoek presenteert inductieve methoden, afkomstig

uit de vakgebieden Data Mining en Statistisch Modelleren. Prognostische modellen wor-

den in de intensieve zorg gebruikt om te corrigeren voor verschillen in case-mix bij het

beoordelen van de kwaliteit van zorg, bij het nemen van beslissingen over de juiste the-

rapie en het staken van de behandeling, om patiënten en hun familie in te lichten, en om

patiënten te selecteren voor klinische trials. In dit hoofdstuk gebruiken we patronen van

dagelijks orgaanfalen in zulke prognostische modellen.

De invoering van informatiesystemen op de IC heeft het mogelijk gemaakt om voor

iedere patiënt systematisch allerlei fysiologische gegevens en hun verloop over de duur van

het IC-verblijf vast te leggen. In dit proefschrift maken we gebruik van de SOFA (Sequen-

tial Organ Failure Assessment) score. De SOFA-score wordt dagelijks berekend op basis

van fysiologische patiëntgegevens en kwantificeert het functioneren van zes belangrijke

orgaansystemen (de luchtwegen, het stollingsmechanisme, de lever, de bloedsomloop, het

centraal zenuwstelsel en de nieren). Hoge subscores voor de afzonderlijke orgaansystemen

duiden op problemen in het functioneren, of zelfs op volledig falen, van de organen in kwes-

tie. Veranderingen in de totale SOFA-score en in de subscores weerspiegelen verslechtering

dan wel herstel van de patiënt.

Hoewel de SOFA-score niet specifiek werd ontworpen voor het voorspellen van

patiëntuitkomsten, hebben veel studies het nut van deze score voor het voorspellen van

sterfte onderzocht. De meeste van deze studies maken gebruik van het aantal falende
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organen op de dag van de voorspelling, of samenvattingen van het verloop van de SOFA-

score over de tijd, zoals de gemiddelde SOFA-score tijdens het verblijf van de patiënt tot

nu toe, de maximale SOFA-score tot nu toe, of het verschil tussen de maximale score en

de score op de dag van IC-opname. Er zijn echter nog geen studies geweest die onderzoek

hebben gedaan naar de prognostische waarde van patronen van orgaanfalen, afgeleid uit

SOFA-scores.

De methoden beschreven in dit proefschrift maken gebruik van data mining algoritmen

die veelvoorkomende patronen van orgaanfalen identificeren in grote databestanden met

geobserveerde SOFA-scores van IC-patiënten. Vervolgens zijn deze patronen gebruikt

als voorspellers van sterfte in logistische regressiemodellen. Onze hypothese was dat het

gebruik van deze patronen zou leiden tot betere voorspellingen van sterfte dan er gemaakt

kunnen worden met bestaande prognostische modellen.

De onderzoeksvragen die in dit proefschrift aan bod komen zijn:

1. Hoe kunnen gegevens over het dagelijks functioneren van orgaansystemen worden

gëıntegreerd, met een symbolische representatie, in modellen voor het voorspellen

van het ziekenhuismortaliteit van IC-patiënten?

2. Hoe kan men prognostische methoden systematisch evalueren, waarbij rekening wordt

gehouden met bronnen van variatie in het modelconstructieproces?

3. In hoeverre verbeteren de voorspellingen van prognostische modellen wanneer zij ge-

bruik maken van orgaanfunctiepatronen, en hoe verhoudt hun voorspellend vermogen

zich tot dat van IC-artsen?

Hoofdstuk 2 beschrijft een nieuwe methode voor het voorspellen van sterfte die, naast

gegevens van de eerste dag van de IC-opname, gebruik maakt van de dagelijkse SOFA-

scores uit de dagen daarna. Uit deze scores worden veelvoorkomende reeksen van or-

gaanfalen gëıdentificeerd, die vervolgens als voorspellers worden gebruikt in logistische

regressiemodellen. Onze methode resulteert in een separaat logistische regressiemodel

voor iedere dag van het IC-verblijf. We evalueerden onze methode in een grote dataset
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van IC-patiënten (N=6865) door modellen te ontwikkelen en te valideren voor de eerste

vijf verblijfdagen op de IC. We hebben deze vijf modellen vergeleken met modellen die

alleen een ernst-van-ziekte score van de eerste dag van het IC-verblijf (SAPS-II score)

gebruiken. Onze resultaten tonen aan dat de nieuwe modellen tot betere voorspellingen

leiden op elk van de vijf dagen.

Het werk beschreven in Hoofdstuk 3 breidt de methode van het vorige hoofdstuk uit. In

het bijzonder hebben we de toegevoegde prognostische waarde onderzocht van patronen

die gebaseerd zijn op elk van de zes individuele orgaanfunctiescores. De toepassing van

deze methode op een dataset van 2928 patiënten toonde ook aan dat het verkregen model

leidde tot betere voorspellingen.

Hoofdstuk 4 behandelt meervoudig orgaanfalen (MOF), dat wil zeggen de gelijktijdige

uitval van meerdere orgaansystemen op dezelfde dag. Hoewel MOF over het algemeen

wordt geassocieerd met een verhoogd sterfterisico, is er weinig bekend over de prevalentie

van MOF en de associatie met sterfte. Op basis van dagelijkse SOFA-scores hebben we

veelvoorkomende patronen van enkelvoudig en meervoudig orgaanfalen gëıdentificeerd en

vervolgens gebruikt als voorspellers van sterfte voor de eerste zeven verblijfdagen op de

IC. Onze resultaten tonen aan dat MOF-patronen betere voorspellers zijn dan patronen

van enkelvoudig orgaanfalen. Daarnaast waren de voorspellingen van MOF-gebaseerde

modellen beter dan die van modellen waarin alleen het aantal tegelijktijdig falende organen

wordt geteld.

Hoewel het belangrijk is om te bepalen wat de voorspellende eigenschappen van een

nieuw prognostisch model zijn, is het net zo belangrijk om te evalueren wat de eigen-

schappen van een nieuwe inductieve methode zijn omdat dat aangeeft hoe consistent

die methode nauwkeurige modellen produceert. Hoofdstuk 5 gaat in op de evaluatie en

vergelijking van inductieve methoden. Om rekening te houden met de inherente bron-

nen van variatie die voortvloeien uit het experimentele design waarin modellen worden

ontwikkeld en gevalideerd, met name de random selectie van ontwikkeling- en validatieda-

tasets, gebruikten we een variant van bootstrapping. Voor iedere bootstrapsample werden
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alle stappen van verschillende inductieve methoden uitgevoerd, zoals het identificeren van

veelvoorkomende patronen en het selecteren van variabelen voor het uiteindelijke mo-

del. Vervolgens werd elk ontwikkelde model gevalideerd op een bij de bootstrapsample

horende testset. Deze aanpak werd toegepast op de dataset uit Hoofdstuk 3. Hieruit

kwam naar voren dat een inductieve methode die gebaseerd is op het identificeren van

veelvoorkomende patronen van orgaanfalen tot betere voorspellingen van sterfte leidt dan

een standaardmethode die geen gebruik maakt van deze patronen. Bovendien hebben

we laten zien dat deze benadering inzicht geeft in de gëıdentificeerde patronen, zoals de

waarschijnlijkheid dat een patroon wordt geselecteerd in het uiteindelijke model.

Hoofdstuk 6 presenteert een prospectieve validatie van onze prognostische modellen, en

een vergelijking met de voorspellingen van IC-artsen. We hebben drie typen prognostische

modellen ontwikkeld voor dag 2 tot en met dag 7 van IC-verblijf. Het eerste type model

(Type A) gebruikt de SAPS-II score en veelvoorkomende patronen van orgaanfalen die

gebaseerd zijn op SOFA-scores. Het tweede type model (Type B) gebruikt naast deze

informatie ook de gemiddelde SOFA-score tijdens het verblijf van de patiënt tot nu toe,

de maximale SOFA-score tot nu toe, en het verschil tussen de maximale score en de

score op de dag van IC-opname. Het derde type model (Type C) tenslotte gebruikte

naast de informatie in Type B modellen ook de door IC-artsen voorspelde sterftekansen.

De resultaten tonen aan dat artsen gemiddeld minder goed in staat zijn om nauwkeurig

overlevings- en sterftekansen te schatten, maar wel beter in staat waren dan de eerste

twee typen modellen om te voorspellen welke patiënten de ziekenhuisopname zouden

overleven, en welke patiënten dat niet zouden doen. Wanneer we beide bronnen van

informatie combineren, zoals gebeurt in Type C modellen, is zowel de nauwkeurigheid als

het onderscheidend vermogen superieur. We concluderen hieruit dat modellen en artsen

(ten dele) gebruik maken van complementaire informatie, en dat de beste voorspellingen

worden bereikt door beide informatiebronnen te combineren.

De antwoorden op onze onderzoeksvragen zijn samengevat in Hoofdstuk 7. Daar

bespreken we ook de sterke punten en de beperkingen van het huidige onderzoek, en
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doen voorstellen voor toekomstig onderzoek dat voortborduurt op het onderzoek in dit

proefschrift.
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