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2
Embedded System Design using a MOEA

Multi-Objective Evolutionary Algorithms (MOEAs) aim at solving multi-objective
optimization problems. Quite often the objectives in these problems are conflicting
in nature. Take, for example, the cost and performance within embedded system
design. Generally, the design with the highest performance is also the most expensive
one. Since embedded system design is concerned about both requirements, a trade-off
must be made during the search for the most optimal design.

MOEAs were initially developed in the eighties and since then applied to many
scientific and engineering problems. In this thesis, a MOEA will be applied to support
the embedded system design. The first section of this chapter will discuss Sesame
[57]. Sesame is a simulation framework that is able to model MPSoC design instances
and analyze their quality. Section 2.2 will describe Genetic Algorithms (GAs). A GA
is a search algorithm that can be used to optimize the solution to a certain problem.
It is the technique that we have chosen to optimize embedded system design with
Sesame. A search will result in a set of (sub-)optimal solutions and Section 2.3 will
describe the different metrics that can compare different sets of solutions. Finally, a
short conclusion is given.

2.1 Sesame

Sesame [57] is an abbreviation for ”Simulation of Embedded Systems Architectures
for Multi-level Exploration”. It supports a designer to take early design decisions by
providing an evaluation mechanism for design space exploration.

One of the main features is the separation of concerns that simplifies the devel-
opment of an embedded system with Sesame. As concerns are separated, they can
be developed individually. This also enables the reuse of the individual concerns,
which is one of the main features of platform-based design (see Section 1.3).

The concerns in the Sesame model are visualized in Figure 2.1 and the Sesame
model contains three components (i.e., concern):

• Application Model

• Architecture Model



14 CHAPTER 2. EMBEDDED SYSTEM DESIGN USING A MOEA

MP3

Sample Encode

Quality

MPSoC

CPU-A

CPU-E CPU-C

MEM
2

MEM
3

Ap
pl

ica
tio

n 
M

od
el

Ar
ch

ite
ct

ur
e 

M
od

el
Mapping layer: abstract RTOS

(scheduling of events)

Scheduled events

Event traces

Figure 2.1: The Sesame model.

• Mapping Layer

The application model describes the functional behavior of the embedded system.
In the example of Figure 2.1 an MP3 application is shown. Since the application
description is only functional, the model is limited to the description of how the
MP3 application works. It does not describe timing and real time requirements.

Non-functional requirements like timing are described in the architecture model.
The architecture model contains the components of the MPSoC including their non-
functional behavior. Non-functional requirements in the example of Figure 2.1 may
be the frequency of the processor CPU-A, CPU-C and CPU-E, the voltage, but
also the number of cycles required to execute functions of the MP3.

To connect the application model and the architecture model, a mapping layer is
used that connects the application components to architecture components. During
the simulation, the application will emit events that describe what the application
is doing. These functional behavior descriptions are processed by the architecture
components in order to obtain the non-functional requirements of the mapped ap-
plication running on the given architecture. In the coming subsections the individual
layers are described in more detail. Afterwards, the final subsection will show an ex-
ample of a Sesame model to illustrate the way Sesame is used to judge the quality
of an application mapping.
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2.1.1 Application Model

To describe the functional behavior of an application, Sesame uses Kahn Process
Networks (KPNs) [36] as the Model of Computation (MoC). A KPN is defined as a
network of concurrently running processes. The only way of communication between
the processes is by Kahn channels. Kahn channels are one-directional FIFO buffers
with an unbounded capacity. The only operations allowed are a read and a write
operation. As the channels are unbounded, the write operation is non-blocking. The
read operation, on the other hand, is blocking since data may not yet be available.
Other operations, like testing if data is available on the channel, are not allowed.

Since communication can only be done over the Kahn channels, there is no notion
of shared memory. Hence, the only way a process can influence another process is by
sending tokens on the Kahn channels. The example MP3 application in Figure 2.1
has three Kahn processes (Sample, Encode and Quality) and four Kahn channels.
Important to notice is the possibility of having multiple channels between processes.

The choice of using KPNs is motivated by the target application domain of Ses-
ame. Currently, it is mainly focused on the multimedia and signal-processing domain.
These kinds of applications mainly have a data-flow style of processing. A data-flow
program has a stream of data that is passing though a series of actors. Each actor
processes the data and passes it on to the next actor. KPNs fit well to this type
of processing. Another desirable property of KPNs is determinism. The order of
the tokens sent over the channels does not depend on the order the Kahn processes
are scheduled by the simulation. As a result, Sesame will produce the same output
regardless of the scheduling of the processes or the architectural characteristics.

Internally, the Kahn processes may be implemented in any high level program-
ming language, as long as the Kahn semantics are observed. In order to emit events
to the architectural model, the Kahn processes are annotated. Currently, Sesame
has the following type of events:

• Read(channel, size)

• Write(channel, size)

• Execute(opcode)

• Quit

Each event has a set of arguments to describe what is done. The argument of
Execute describes which operation is performed. Examples are ’discrete cosine
transform’ and a ’convolution operation’. For Read and Write events, the Kahn
channel is given and the amount of data that is communicated as, depending on
the application, reading / writing may involve different communication units like a
pixel or a complete video frame. Finally, the Quit event signals the end of an event
stream.
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2.1.2 Architecture Model

The architecture model describes the hardware components of the system. It is re-
sponsible for modeling non-functional properties, like latencies and energy, associated
with the components of the system. Hardware components are described using the
Pearl language [78]. Pearl is a C-based discrete event simulation language with two
main features: 1) an object oriented approach for defining model components and 2)
integrated communication and synchronization primitives

Model components are defined in a similar fashion as C++ classes. An important
property is that each component has its own execution environment. Components
cannot directly access other components. For this purpose, a kind of Remote Pro-
cedure Calls (RPCs) is used. Pearl uses two types of RPC calls 1) synchronous
and 2) asynchronous. In case of a synchronous call, the component halts until the
other component returns a value. In the asynchronous case, however, the calling
component can continue execution.

The Pearl compiler will generate a binary that can process the event traces that
are emitted by the application model. This can be done via different interfaces. In
this thesis, we only used the file interface. The application will write the emitted
events to a trace file that is read in by the Pearl binary. As a Pearl binary reads
in both the mapping and the trace file, the trace file only needs to be generated
once for each application. For a different mapping, only the mapping file needs to
be changed. The Pearl binary uses a discrete event simulator to process the trace
events. As a result of the simulation both system wide statistics (like execution time
and energy) and user-defined statistics are obtained.

2.1.3 Mapping Layer

Because of the separation of the application and the architecture model, an explicit
mapping layer is required to connect the individual models. The main purpose of the
mapping layer is to gather the events from the application model and schedule them
to the architectural components. Not only the Kahn processes must be mapped, but
also the Kahn channels.

A more detailed view of the mapping layer is given in Figure 2.2. To connect
Kahn processes to the architecture, each Kahn process is assigned a virtual processor.
Similarly, each Kahn channel is assigned a virtual channel. For this reason, the
mapping layer is also called the virtual layer. Connecting the application layer to
the virtual layer can be done implicitly as the projection from the application layer
to the architectural layer is bijective. In a bijective projection each element has its
own private individual virtual element and, therefore, this element can be generated
automatically. For connecting the virtual layer to the architecture layer, however,
an explicit connection is required. There is a many-to-one relation between the
virtual layer and the architectural layer. A virtual element may only be connected
to one architectural component, but an architectural component may be connected
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Figure 2.2: The different layers in the Sesame model and their connections.

<?xml version="1.0" encoding="UTF-8"?>
<mapping xmlns="http://sesamesim.sourceforge,net/YML Map"

side="source" name="application">
<mapping side="dest" name="architecture">
<map source="Sample" dest="CPU-E" dtmpl="vproc"/>
<map source="Quality" dest="CPU-E" dtmpl="vproc"/>
<map source="Encode" dest="CPU-A" dtmpl="vproc"/>
<map source="Sample.A->Quality.A" dest="CPU-E" dtmlpl="vself"/>
<map source="Quality.B->Encode.B" dest="MEM-2" dtmlpl="vmem"/>
<map source="Encode.C->Quality.C" dest="MEM-2" dtmlpl="vmem"/>
<map source="Quality.D->Sample.D" dest="MEM-2" dtmlpl="vmem"/>

</mapping>
</mapping>

Figure 2.3: Mapping YML

to multiple virtual elements.

To describe a mapping, the Y-chart Modeling Layer (YML) is used. YML is an
XML-based language that is capable of describing process networks and is also used
to describe the application and the architecture layer. Figure 2.3 shows the YML file
for the example mapping in Figure 2.2. The source parameters are the application
processes (like Sample and Quality) and the dest parameters are components
from the architecture (like CPU-A and MEM-2). Finally, the dtmpl field describes
the template for virtual component. In this example, vproc is a virtual processor
and vself and vmem are virtual channels.

Each virtual processor must be mapped to an architectural processor. A Kahn
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Figure 2.4: Y-chart design methodology.

channel, however, can be mapped to either an architectural processor (e.g., template
vself) or an architectural memory (e.g., template vmem). In the example of Figure
2.2, channel A is mapped onto processor CPU-E. This is only possible because both
the reader and writer of the channel (Sample and Quality) are both mapped to
the same processor.

In case multiple elements are mapped onto the same component, scheduling is re-
quired. Sesame supports many types of schedulers, both static and dynamic. Static
schedulers define the ordering of the events of the application layer before the simu-
lation is started. Dynamic schedulers, on the other hand, use the order of arrival. In
this thesis, only the dynamic First-Come-First-Serve (FCFS) scheduler will be used.

2.1.4 Design Space Exploration

In the previous section, the Sesame model was described. Given the application
model, the architecture model and the mapping description, it is able to predict
the quality of the MPSoC instance. There are, however, many potential design
possibilities for all of the layers. Therefore, Sesame adopted the Y-chart exploration
method [38]. The Y-chart exploration method, as illustrated in Figure 2.4, is an
iterative way of refining an MPSoC design. The Design Space Exploration (DSE)
starts with a full definition of an MPSoC design instance: an application model, an
architectural model and a mapping. Given the definition, Sesame can evaluate the
performance and obtain the performance numbers. Depending on the performance
numbers (i.e., the quality of the design) the Sesame model can be adapted. This can
be a different mapping, but also a different application and / or architecture model.

In this thesis, the application and the architecture models remain fixed. There-
fore, the term mapping is used interchangeably with MPSoC design instance. Al-
though the architecture remains fixed, the DSE is able to explore different MPSoCs.
For this purpose, the meta-platform approach is used. The architectural platform
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that is described may actually be larger than actually fits on the final platform.
Therefore, the mapping implicitly consists of two aspects: 1) allocation and 2) bind-
ing. This approach is illustrated in Figure 2.5. Allocation selects the architectural
components for the MPSoC platform architecture. Only the selected components
will be placed on the MPSoC platform. These components will include processors,
memories and supporting structures like crossbars and communication buses. Sub-
sequently, the binding specifies which application task or application communication
is performed by which MPSoC component.

The number of potential mappings is enormous. In the trivial example of Figure
2.2 there are already 50 valid mappings. The example in Figure 2.1 has no less than
2187 potential mappings. If the application of Figure 2.1 contains twice as much
processes and communication channels (i.e., six processes and eight channels), the
number of potential mappings grows exponentially to more than 4.7 million. For
an application thrice as big, the number of potential mappings grows to a number
no less than 10.4 billion. It is infeasible to exhaustively search within such a huge
amount of mappings. That is why an efficient search technique is required.

In the coming subsections, the DSE is described in more detail. The first subsec-
tion will describe the objectives that are taken into account during the DSE. Next,
our search algorithm of choice is described: the genetic algorithm. Finally, metrics
are described to compare outcomes of the different runs of the search algorithm.

2.1.5 Objectives

As discussed earlier, the main purpose of Sesame is to predict the quality of an
MPSoC design instance. In general, Sesame supports all kinds of statistics. In this
subsection the objectives will be described that will be used in this thesis.

Figure 2.6 shows an example of the output Sesame gives as a result of a simulation.
In this output there are two important fields: elapsed time and used energy. Elapsed
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Elapsed time: 187195 units

Used energy: 18986100 units

KPN application.architecture.memory.statistics()

Reads 4400

Writes 4400

Read time 44000

Write time 44000

Idle time 99195

KPN application.architecture.p0.statistics()

Channels 1

KPN application.architecture.p0-Total units read 4400

KPN application.architecture.p0-Total units written 4400

KPN application.architecture.p0-Time spent reading 11110

KPN application.architecture.p0-Time spent writing 21905

KPN application.architecture.p0-Time spent executing 22000

KPN application.architecture.p0-Idle time 132180

KPN application.architecture.p1.statistics()

Channels 1

KPN application.architecture.p1-Total units read 4400

KPN application.architecture.p1-Total units written 4400

KPN application.architecture.p1-Time spent reading 11060

KPN application.architecture.p1-Time spent writing 11000

KPN application.architecture.p1-Time spent executing 165000

KPN application.architecture.p1-Idle time 135

KPN application.architecture.p2.statistics()

Channels 2

KPN application.architecture.p2-Total units read 4400

KPN application.architecture.p2-Total units written 4400

KPN application.architecture.p2-Time spent reading 22030

KPN application.architecture.p2-Time spent writing 11010

KPN application.architecture.p2-Time spent executing 49500

KPN application.architecture.p2-Idle time 104655

REAL TIME of simulation: 0.04 secs.

Figure 2.6: Raw output of a Sesame simulation.
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time gives the total number of simulated cycles required to perform the complete
application workload. This is the execution time of the MPSoC design instance.

Next to performance prediction, Sesame is also extended to support energy pre-
diction [86]. The used energy field gives the predicted amount of energy based on an
abstract activity-based model:

E =
∑

r∈R
Er (2.1)

Er =tr-idle ∗ Pr-idle + tr-busy ∗ Pr-busy (2.2)

Thus, the total energy consumption of the system is the sum of the energy con-
sumption of the individual architectural resources r ∈ R. For the individual energy
consumption of each resource r the more detailed statistics of Sesame are used. Take,
for example, processor p2 in the example of Figure 2.6. This processor has an idle
time (tr-idle) of 104655 cycles. As the total number of cycles is 187195, the num-
ber of busy cycles (tr-busy) is 82540 cycles. Given the idle and busy power usage
(Pr−idle, Pr−busy), that are provided explicitly in the architecture model, the energy
of processor p2 can be obtained:

Ep2 =tp2-idle ∗ Pp2-idle + tp2-busy ∗ Pp2-busy

=104655 ∗ 5 + 82540 ∗ 30

≈3.0× 106

Finally, the cost of the system is taken into account. The cost will be defined in
terms of area. In the architectural model, the cost of each individual architectural
resource is described. The total cost of a system is the sum of the cost of all allocated
components.

2.2 Genetic Algorithms

The goal of the DSE is to find (sub-)optimal mapping with respect to execution
time, energy and cost. For this multi-objective optimization problem many potential
search algorithms exists [10]. Examples are genetic algorithms, simulated annealing,
tabu search, ant colony optimization and particle swarm optimization. We have
chosen for the genetic algorithm. Most of the other approaches have difficulty to
keep the diversity in the search population [10]. Additionally, some of them are
computationally too expensive. An example is the tabu search that performs a local
search (which may lead to a lower diversity) in the neighborhood of the current
design instance. The size of this neighborhood, however, is exponential with respect
to the number of application elements.

Genetic Algorithms [45] are able to maintain the diversity in a population and
were invented by John Holland in the 1960. A GA provides a way to search through
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a huge number of possibilities. There are many examples in literature where a GA
is successfully used. Still, care must be taken when using a GA. Although there is
no hard set of conditions for deciding if a GA is applicable, the following conditions
play a role for successfully using a GA:

• The search space must be large.

• The search space is not well understood.

• The fitness function is noisy (similar individuals may have a completely different
fitness value).

• The DSE does not search for a global optimum, but only for a solution that
meets the requirements.

The search space of the embedded system DSE perfectly complies with these prop-
erties. Individuals may be close in the search space (i.e., the mapping is mostly
the same), but the change of a single task mapping may have a drastic effect on
the global quality of the MPSoC design instance. On top of that, due to the short
time-to-market, designers often search for acceptable solutions. These solutions not
necessarily need to be the most optimal as long as they fulfill the system require-
ments.

2.2.1 Biological Terminology

Genetic algorithms are based on natural mechanisms as they mimic natural evolution.
Therefore, it is useful to introduce some biological terminology. As a basis for natural
evolution a population of individuals is used. An individual (a mapping in our case)
is a potential solution to the problem we are trying to solve. In nature it is survival,
in MPSoC design space exploration it is a high-quality solution.

Each individual is described using a chromosome. A chromosome contains a
set of genes and it is a blueprint of the individual. Base of the blueprint are the
properties that are described by the individual genes. Properties, like eye color, can
be assigned different values. These possible values are called alleles. For the eye color,
for example, the possible alleles are colors like blue and brown. In the MPSoC design
space exploration, on the other hand, a gene encodes a task mapping. The position
of the gene refers to the application task and the possible alleles are the potential
architectural processors on which the application task can be mapped. Designing
such a chromosome is a non-trivial task. Not only the choice of the encoding (which
alleles are used) have a major effect on the efficiency of the GA, but also the ordering
of the genes.

Next, the genotype is the complete set of properties an individual. All off these
properties may have an effect on the development of an organism to its final char-
acteristics. These characteristics are called the phenotype of the organism. The
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Figure 2.7: The general procedure for a genetic algorithm.

phenotype of our DSE problem is a design instance as described by a mapping file
like the one shown in Figure 2.3.

A population of individuals does not remain fixed over time. After each gener-
ation new offspring is created. During this reproduction, genes of selected parents
are combined into a new child chromosome. This combination is called crossover.
The offspring’s chromosome may also change slightly due to mutation. Mutation
introduces imperfections in the copying of the parent’s chromosome. This mutation
greatly drives the search to improved individuals. Without it, no new properties
would be investigated, as all the properties would be derived from the selected par-
ents. As a result, the search algorithm is not able to escape from local optima:
solutions which are better than all neighboring solutions, but that are worse than
the global optimum.

The final building block is the fitness: the quality of the individual (in our case
the execution time, energy consumption and cost of the MPSoC design). Based
on the fitness the probability is determined that the individual will be selected to
generate the offspring of the next generation. Thus, by the survival of the fittest,
the evolution will eventually end up with the high quality individuals.

2.2.2 Procedure

As described in the previous subsection, the genetic algorithm uses the survival of
the fittest to search for the best solutions. A basic procedure for a genetic algorithm
is illustrated in Figure 2.7. The steps of the procedure are as follows:

• Generate Population: The first step is to create the initial population.
Depending on the problem, this population may be created randomly or based
on some heuristics.

• Calculate Fitness: To determine the quality of all the individuals in the
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population, the individual fitness must be determined. Before this fitness can
be obtained, the genotype must be converted into a phenotype. In the search for
optimal MPSoC design instances, for example, the list of genes must be trans-
lated into an MPSoC design instance. The used fitness function is problem-
specific and it analyzes how well the individual solves the specific problem.

• Termination: Generally, a genetic algorithm will terminate after a fixed time
or when a satisfactory solution is found. In case the genetic algorithm is not
terminated, it will continue with the selection of the parents for the next gen-
eration.

• Select Parents: Selection is of parents is an important aspect in a genetic
algorithm. In order to achieve a survival of the fittest, the best parents must be
picked to create the offspring for the next generation. However, to maintain di-
versity it is unwise to only select the individuals with a high fitness. Therefore,
selection methods will in general take a good trade-off between both. An ex-
ample of a selection mechanism is tournament selection. Tournament selection
will randomly pick a number of potential parents. From this subset of potential
parents the strongest parent is selected. This selection is with replacement, so
the same parent may be picked multiple times.

• Create Offspring: Next, the offspring chromosomes are created using the
chromosomes of the selected parents. Genetic operators will combine the parent
chromosomes in such a way that the variance in the population remains intact.

• Update Population: After applying the genetic operators, the offspring in-
dividuals are, together with the selected parents, placed in the population that
is used in the next generation.

The effectiveness of the procedure is highly dependent on the choice of the para-
meters. Examples of parameters for the GA are: population size, crossover probabil-
ity and mutation probability. On top of that, the choice of these parameters cannot
be picked individually as they are highly dependent. In general, the best option is
to use values that worked quite well in previous cases. A study of Schaffer et al. [62]
deduced a set of parameter values that work optimally for a small set of optimization
problems. These ranges are the bases of our choice for parameter values.

2.2.3 Genetic Operators

Genetic operators are an important part of a genetic algorithm. Their purpose is to
maintain genetic diversity in order to obtain a decent exploration of the design space.
There are two types of genetic operators: crossover and mutation (Figure 2.8).
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Crossover

Crossover combines two parent chromosomes to create two new chromosomes. Fig-
ure 2.8 shows three flavors of this procedure: 1) one point crossover, 2) two point
crossover and 3) uniform crossover. One point crossover randomly selects a position
within a chromosome. Every gene before this position is swapped at the chromo-
somes for both of the children. One of the main shortcomings of this approach is the
positional bias. The first genes have a lower probability to be exchanged, whereas
the last genes have a higher probability to be exchanged. As a result, properties in
the first genes are changed less often. A simple solution is to use two point crossover.
Two point crossover selects two random positions. Between these two positions the
genes are exchanged. This approach still has some positional bias. An approach
without any positional bias is the uniform crossover. In this approach the gene at
each position exchanges with a certain probability.

The question of which crossover operator needs to be picked is both problem
dependent and chromosome dependent. For certain problems a one / two point
crossover works better as a complete range of genes is exchanged, whereas other
problems benefit from the uniform pick of the exchanged genes.

Mutation

Next to crossover, mutation is used. Without mutation, new properties could not be
introduced in the population and the genetic diversity of the population would reduce
over time. Mutation can randomly alter a subset of the genes in the chromosome. If
the variation is successful with respect to the fitness, the individual will be selected
for the next generation. Otherwise, it will likely be discarded.
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2.3 MOEA Performance Measuring

The previous section introduced the GA. One of the highlighted issues was the
difficulty of selecting the parameters for the GA. As this is mostly done in an
empirical fashion, we need a way of comparing the outcomes of a GA.

A GA is an example of a Multi-Objective Evolutionary Algorithm (MOEA): it
is a heuristic search method that maintains a population of solutions to explore the
design space of optimal solutions given multiple objectives. Formally, a MOEA is
a technique that solves a Multi-Objective Optimization Problem (MOP) by looking
for the set of optimal solutions. Given a set of m decision variables (the degrees
of freedom in the problem specification), a fitness function must optimize the n
objective values. The fitness function is defined as:

fi : Rm → R1 (2.3)

A potential solution x ∈ Rm is an assignment of the m decision variables. The fitness
function fi translates a point in the solution space X into the i-th objective value
(where 0 ≤ i < n). As a result, the combined fitness function f(x) translates a point
in the solution space into the objective space Y . The formal definition of a MOP
tries to identify a solution that minimizes the objective values:

Definition 1 (Multi-Objective Optimization Problem) A multi-objective op-
timization problem is an optimization problem with m decision variables and n ob-
jective functions:

Minimize y = f(x) = (f1(x), f2(x), ..., fn(x))

Where x = (x1, x2, ..., xm) ∈ X
y = (y1, y2, ..., yn) ∈ Y

Without loss of generality a minimization procedure is assumed. A maximization
problem can be converted into a minimization problem by multiplying the fitness
value yi with −1. Hence, with a MOP minimization and maximization can be mixed.
The remainder of this section will discuss several metrics in order to reason about
the ability of a MOEA to successfully solve a MOP.

2.3.1 Pareto Dominance

With an optimization of a single objective the comparison of solutions is trivial.
A better fitness (i.e., the objective value) means a better solution. With multiple
objectives, however, the comparison becomes nontrivial. Take for example two cars:
a sports car and a family car. A sports car is generally more expensive than a family
car, but it goes much faster. In case there is no preference defined with respect to the
objectives and there are also no restrictions for the objectives, one cannot say if the
sports car is better or the family car. A MOPs can have many different objectives:
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two additional objectives for a car may be, for example, gas usage and looks. Given
the number of objectives, there must be a way to compare different solutions. With a
single objective this is trivial, but for multiple objectives the non-trivial comparison
may be done using the Pareto dominance relation:

Definition 2 (Pareto Dominance Relation) A solution x1 ∈ X is said to dom-
inate solution x2 ∈ X if and only if x1 < x2:

x1 < x2 ⇐⇒ ∀i ∈ {1, 2, ..., n} : fi(x1) ≤ fi(x2) ∧
∃i ∈ {1, 2, ..., n} : fi(x1) < fi(x2)

Hence, a solution x1 dominates x2 if its objective values are superior to the objective
values of x2. For all of the objectives, x1 must not have a worse objective value than
solution x2. Additionally, there must be at least one objective in which solution x1
is better (otherwise they are equal).

An example of the dominance relation is given in Figure 2.9. This example shows
a two dimensional MOP. For solution H the dominance relations are shown. Solution
H is dominated by solution B, C and D as all of them have a lower value for both
f1 and f2. On the other hand, solution H is superior to solution M , N and O.
Important to notice is that solution N has a similar value for f2, but the value for
f1 is worse. Finally, some of the solutions are not comparable to H. These solutions
are better for one objective but worse for the other.

The Pareto dominance relation only provides a partial ordering. This was already
clear in our car example: the sports car is faster, but the family car is cheaper.
Similarly, the solutions A to F of the example in Figure 2.9 cannot be ordered using
the ordering relation. Since not all solutions x ∈ X can be ordered, the result of a
MOP is not a single solution, but a front of non-dominated solutions:

Definition 3 (Pareto Front) A set X ′ is called a Pareto front of the set of solu-
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tions X if and only if:

∀x ∈ X ′ : @xi ∈ X(xi < x)

The Pareto front of Figure 2.9 contains six solutions: A−F . Each of these solutions
does not dominate the other. An improvement on objective f1 is matched by a worse
value for f2. Generally, it is up to the designer to decide which of the solutions
provides the best trade-off.

Although the dominance relation determines if a solution is superior or not, it
does not tell how far off a solution is. For this purpose, the Euclidean distance
between two solutions can be used:

Definition 4 (Euclidean Distance) The Euclidean distance d between solutions
x1 and x2 for an n dimensional MOP is defined as:

d(x1, x2) =

√√√√
n∑

i=1

(fi(x1)− fi(x2))2

A downside of the direct usage of the Euclidean distance with a MOP is that the
ranges of the different objectives may be quite different. Take for example the case
where a two-dimensional MOP has one objective in the range (0, 1) and one objective
in the range (0, 1010). In this case, it is quite likely that the distance between the
values of the second objective will mainly determine the Euclidean distance metric.
The distance between the values of the first objective, on the other hand, will hardly
influence the Euclidean distance.

To suppress this discrepancy between the ranges of the different objectives, a
normalized distance can be used:

Definition 5 (Normalized Euclidean Distance) The normalized Euclidean dis-
tance d between solutions x1 and x2 is defined as:

fi(x) =
fi(x)− fmin

i

fmax
i (x)− fmin

i

d(x1, x2) =

√√√√
n∑

i=1

(fi(x1)− fi(x2))2

The normalized distance translates all the objectives to a range between 0 and 1. For
this purpose, the minimal (fmin

i ) and maximal value (fmax
i ) for the objective must

be known.
There are many types of metrics that can be used to compare different Pareto

fronts [76, 82] each with their own merits. In this thesis two metrics are used: gener-
ational distance and hypervolume. The generational distance provides an accuracy
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relation (i.e., what is the distance between the front and the known reference front)
and the hypervolume is used for convergence (i.e., how does the size of the front
change over time). We have chosen for these metrics because of the simplicity with
respect to other metrics. On top of that, embedded system design often is not trying
to find the best solutions, but acceptable solutions as quickly as possible. Therefore,
metrics like error ratio (percentage of points within the non-dominated set that are
found) are not usable.

2.3.2 Generational Distance

The generational distance [77] is a metric to obtain the accuracy of a Pareto front.
For this metric, two fronts are required: the front that needs to be judged and a
reference front. Ideally, the reference front is the real Pareto front. Practically,
however, it is infeasible to obtain the real Pareto front. Hence, in most cases the
reference Pareto front is obtained by combining the results of all the experiments
that are performed on the MOP.

In order to obtain the accuracy, the generational distance takes the average min-
imal distance between all points in the Pareto front and the reference front:

Definition 6 (Generational Distance) The generational distance GDist repres-
ents how far the known Pareto front PFknown is from the reference front PFref:

GDist(PFknown,PFref) =
1

|PFknown|
∗
√ ∑

x∈PFknown

min
xr∈PFref

d(x, xr)

The lower the generational distance, the better the Pareto front is. Figure 2.10
shows an example of how to obtain the generational distance. Front B has three
points. One point is exactly on the reference front (point (0.9, 0)) and the distances
of the other points are

√
0.04 and

√
0.05. The sum of the squared distances becomes

0.09. After normalization, the generational distance is 0.1.

A downside of the generational distance is that it is not compatible with the
Pareto dominance relation [82]. This can easily be seen in the example of Figure
2.10. Front A is clearly better than front B. One point is equal (0.9, 0), the other
three points in front A dominate the points in front B. Still, the generational distance
of front B to the reference front is smaller than the generational distance of front A
to the reference front. If only the generational distance is taken into account, one
would judge that front B is better. The poor generational distance of front A is
caused by the additional Pareto point (0.5, 0.3). This additional point gives a better
spread for the Pareto front, but it is quite far from the closest point in the reference
front. Hence, the average distance is significantly affected.

One can conclude that the generational distance may give an incomplete view of
the quality of the Pareto front when the number of points in the Pareto front is low.
The higher the number of non-dominated points, the lower the effect of the distance
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Figure 2.10: An example of the generational distance. The arrows show the shortest
distance to the reference front. For each front the generational distance calculation
is shown (distance 0 is discarded from the equation).

of an individual point. Generally, a MOP has sufficient solutions in order not to
suffer from misleading conclusions. However, some of the DSE experiments used in
this thesis have a small number of non-dominated designs in their Pareto fronts. In
these cases it is better to use another metric for additional comparisons.

2.3.3 Hypervolume

This other metric that is used is the hypervolume [19]. The hypervolume does not
directly provide the distance to a reference front, but it gives the size of the Pareto
front. In this case, a larger Pareto front corresponds to a better Pareto front.

The hypervolume of a Pareto front is the volume of the area that is spanned by
the front:

Definition 7 (Hypervolume) The hypervolume of a Pareto front PF is defined
as:

Hypervol(PF) =

∫ (1,...,1)

(0,...,0)
αPF(x)dx

αPF(x) =

{
1 ∃x′ ∈ PF : x′ < x

0 else
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Figure 2.11: An example of the hypervolume. For three Pareto fronts, the volume
is shown with respect to reference point (1, 1). The gray boxes show the blocks that
are part of the three hypervolumes.

Basically, the hypervolume is equal to the region spanned between the Pareto front
and the reference point. As the objective values are normalized, the reference point
is (1, ..., 1) (no Pareto point should be larger than 1 after the normalization). The
attainment function α describes if a point is within the spanned region by the Pareto
front (i.e., there is a point in the Pareto front that dominates the point), or not.

The approach is illustrated in Figure 2.11. As this MOP has two dimensions, the
hypervolume is equal to the area of the Pareto front. In this example, the reference
point (1, 1) is used. The hypervolume of front B is equal to area of region III: 24
boxes with an area of 0.01. Similarly, the hypervolume of front A is equal to the area
of region II and III: 0.5.

An advantage of the hypervolume is that it is compatible with the Pareto dom-
inance [82]. Front A, which was clearly better than front B, has now a higher
hypervolume than front B. However, a downside of the hypervolume is that the
hypervolume indicator is biased with respect to the choice of the reference point [80]
and it is sensitive to the absence or presence of the extreme points.
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2.4 Conclusion

This chapter focused on MOEAs and embedded system design. We have shown that a
MOEA is a general technique to solve engineering problems with multiple objectives.
Embedded system design is one of those engineering problems. To judge the quality
of an individual embedded system design, the Sesame simulation framework is used.
Sesame uses a strict separation of concerns. It has separate models for applications,
architectures and the mapping between them. Therefore, it is a perfect simulation
tool to explore the different possibilities of mapping embedded applications onto an
MPSOC. Next to a evaluation tool, a search technique is introduced for exploring
the design space. As a genetic algorithm is capable of exploring large and not well-
understood design spaces, it is used for the exploration of the design space of MPSoC
designs. This exploration results into a set of (sub-)optimal solutions that can be
compared using metrics like the generational distance and the hypervolume.


