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3
Multi-Application Workload

This chapter is based on:

• P. van Stralen and A. D. Pimentel. ‘A Trace-based Scenario Data-
base for High-level Simulation of Multimedia MP-SoCs’. In: Proc. of
the Int. Conference on Embedded Computer Systems: Architectures,
MOdeling and Simulation (SAMOS ’10). Samos, Greece, July 2010

In the previous chapter Sesame was introduced. Sesame targets efficient system-
level DSE of embedded multimedia systems. To this end, it allows for rapid explora-
tion of different MPSoC architecture designs, applications to architecture mappings
and hardware / software partitioning. It used to be the case that Sesame only suppor-
ted fixed single application workloads to be mapped on the underlying architecture
model. For modern embedded systems this is not sufficient anymore. Users expect
their embedded devices being highly multi-functional: a mobile phone has become a
multimedia device that is not only used for calling, but it is also connected to the
Internet. With the increased capabilities of current smart phones, they have almost
the same possibilities as desktop computers. Another trend is to make consumer
devices ”smart”. Smart digital cameras are able to directly share your photo to the
Internet. This photo can be edited on the camera and is also tagged with GPS loca-
tion where it is taken. Similarly, smart televisions also enhance the functionality of
the television. It does not only show an incoming video stream from a decoder, but it
is also able to show photos from a memory card, or to install additional applications
for renting videos or playing games. This trend of smartness does not only increase
the number of applications, but also the dynamism in the applications. Old ana-
logue television with CRT used to exactly know the characteristics of the incoming
video stream: the size of the frames, the frame rate, etc. Currently, however, these
streams become more dynamic: High Definition (HD) television may have varying
frame rates and frame sizes. Additionally, 3D television may double the amount of
frames that need to be decoded.

To support the high functionality of embedded systems, Sesame is extended to
support dynamic multi-application workloads. To achieve this, application workload
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scenarios [56, 21] are used. Application scenarios are able to describe the dynamism
of embedded applications and the interaction between the different applications on
the embedded system. This chapter will discuss these application scenarios and the
way they are stored. The first section will describe what application scenarios are.
Next, a so-called scenario database will be introduced. After that, the detection of
application scenarios will be discussed. Section 3.4 will describe some experiments
to illustrate the efficiency of the scenario database and the diversity of application
scenarios. Finally, a section on related work and a short conclusion wraps up this
chapter.

3.1 Application Scenarios

Scenario-based design [9] is an approach to formalize the design of complex systems.
Generally, it is based on the description of how people achieve tasks. In this definition
people should be interpreted in a broad sense: it can, for example, also be interpreted
as an embedded system application. One of the most well known examples of scen-
arios is a use-case scenarios. A use-case scenario can be seen as a storyboard. It
describes the users of a system; their activities and the expectations the users have
of the system. A user of a car radio, for example, can switch between stations. If the
user switches between stations, the user expects to listen to the new station within
a second.

In our case, we do not look at the system from the perspective of the user, but
from the perspective of the application. An application has a certain kind of beha-
vior and expects a certain Quality-of-Service (QoS) of the underlying architecture.
Therefore, application scenarios [21] are used to model the dynamism of applica-
tion(s). An application scenario gives a designer’s perspective on the system. An
example of such a designer’s perspective can be given based on an MP3-application.
A use-case scenario of a MP3 application can only describe the music that is played
and the contents of the display. An application scenario for a MP3 application, on
the other hand, knows which applications are running inside and what their behavior
is. One of the benefits of application scenarios is that they allow for optimizing the
efficiency of the system both statically and dynamically. When an application scen-
ario is encountered at runtime, the system can be optimized to exploit the knowledge
about the application behavior. For the MP3 application, a user can, for example,
play sound in mono or stereo. When the user decides to switch from stereo to mono,
the system can lower the voltage to increase battery lifetime. This can be done be-
cause static optimization can deduce that mono music requires less computational
power than stereo music.

The concept of application scenarios is illustrated in Figure 3.1. An application
scenario is based on two concepts: an inter- and an intra-application scenario. An
inter-application scenario describes the interaction between multiple applications.
As our application model is based on a KPN, the different applications are not able
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Figure 3.1: An illustration of application scenarios.

to influence each other (see Section 2.1.1). Therefore, the inter-application scenario
describes which applications can run concurrently. Inter-application scenarios can
be used to prevent the overdesign of a system. If some of the applications cannot
run concurrently, then there is no need of reserving resources for the situation where
these applications are running together.

After describing the valid combinations of active applications, the behavior of the
individual applications must be described. To describe this behavior (or operation
modes) of the individual applications, intra-application scenarios are used. Although
there are multiple ways of describing the behavior, there is chosen to use event
traces. Other techniques, like input parameters, are not applicable within the high
level Sesame model. Due to the usage of events, Sesame is able to quickly evaluate
mappings in seconds. Since scenarios should not significantly affect the evaluation
time of Sesame, the description of scenario behavior should be limited to the usage
of events. The event types described in Section 2.1.1, however, are not sufficient and
are extended:

• Read

• Write

• Execute

• While

• Wend

• StartScenario

• EndScenario

• Wait

• Quit

The Read, Write, Execute and Quit events were already defined in Section
2.1.1. All the other events are introduced to support the modeling of application
scenarios. At first, the While and Wend events are used to define loops within
event traces. Secondly, Wait is used to model a timing delay, where the specified
argument specifies the time until which the process must be halted. If the time has
already passed, nothing is done. Otherwise, the process will halt execution until
the specific point in time. Finally, the StartScenario and EndScenario events
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specify explicit boundaries of an application scenario.

As was explained earlier, an application scenario is a combination of an inter-
application scenario and an intra-application scenario. An example of an applica-
tion scenario can be seen in Figure 3.1. On the left hand side, the selected inter-
application scenario is shown. In this case, the Video and the MP3 applications
are active and the GSM application is inactive. In the middle, the intra-application
scenarios are shown. The Video application can, for example, decode video using a
simple profile and an advanced simple profile. For the intra-application scenario, it
is decided to decode video using a simple profile and to play mono music with the
MP3 application. As the GSM is inactive, no operation mode needs to be selected
for the GSM application. Hence, the application scenario is the sum of the inter- and
intra-application scenarios: the Video application is decoding using a simple profile
and the MP3 application is playing music in a mono sound.

An important aspect to realize is the exponential number of potential application
scenarios. As applications are independent and cannot influence each other, the
number of potential application scenarios is exponential with respect to the number
of applications.

3.2 Scenario Database

To facilitate the usage of application scenarios during DSE, a scenario database is
used. A scenario database compactly stores the collection of application scenarios
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<workload>
<app name="Video" unit="500">

<scenario id="0" start="0" deadline="6"/>
<scenario id="1" start="0" deadline="6"/>
<scenario id="1" start="0" deadline="6"/>
<scenario id="1" start="7" deadline="11"/>
<scenario id="1" start="9" deadline="13"/>
<scenario id="1" start="12" deadline="16"/>

</app>
<app name="MP3" unit="500">

<scenario id="2" start="6" deadline="7"/>
<scenario id="1" start="7" deadline="8"/>
<scenario id="0" start="8" deadline="9"/>
<scenario id="3" start="9" deadline="10"/>
<scenario id="3" start="10" deadline="11"/>
<scenario id="3" start="11" deadline="12"/>
<scenario id="3" start="12" deadline="13"/>
<scenario id="1" start="13" deadline="14"/>

</app>
</workload>

(a) XML description of the workload.
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Figure 3.3: A workload description for the MP3 and Video application.

using a set of compressed event traces. From the scenario database, the workload
(in the form of event traces) belonging to a specific application scenario can easily
be generated in order to enable scenario-aware simulation within Sesame.

Scenario-aware Sesame, as illustrated in Figure 3.2, has two important differences
with the original model of Sesame (Figure 2.1). First, there is a built-in support for
multiple applications. In the example of Figure 3.2, two active applications are
shown: an MP3 application and a video application. For each of the individual
applications, a separate KPN is defined. Additionally, the inter-application scenario
defines the active applications and the behavior of each active application is given
using a separate intra-application scenario. For this purpose, the scenario database
is used as an additional input for the mapping layer.

As a result of the introduction of the scenario database, the application does not
directly emit event traces anymore. Instead, a workload description is used which,
together with the scenario database, can be used to generate the event traces. As an
example, Figure 3.3a shows a workload description for the multi-application work-
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load with a MP3 and a video application. For each of the applications, a sequence of
intra-application scenarios is given with a start and a deadline. The start spe-
cifies when the application should be started, whereas the deadline specifies when
the task should be finished. As the application model purely describes functional
behavior, this workload description only describes what the application expects. It
depends on the mapping of the application onto the architecture if the deadlines
are met. This separation of functional and non-functional behavior should be kept
in mind when reasoning about application scenarios. It is important not to con-
fuse application scenarios with system scenarios [21]. System scenarios also have
information about the non-functional properties (properties of the architecture like
execution time and energy), which is abundant in application scenarios. Application
scenarios can only be transformed into system scenarios after having performed the
static DSE.

Next to a start and a deadline field, the workload description also has an id
field that specifies which intra-application scenarios are scheduled. Such a scheduled
intra-application scenario within a workload is also called a frame. In this case, a
frame corresponds to a single unit of work in the system. A unit of work can be a
data packet, but also a part of a single frame in a video stream. This completely
depends on which granularity the intra-application scenarios are defined. In contrast
to the intra-application scenarios that are explicitly defined in the workload, the
inter-application scenarios are implicitly defined. These inter-application scenarios
can be deduced by constructing a time diagram of the individual frames. Figure 3.3b
shows such a diagram. In this workload all the possible inter-application scenarios are
used: Video application active ([0, 3000) and [7000, 8000)), MP3 application active
([3000, 3500)) and both applications active ([3500, 7000)).

After introducing the workload description, the remaining part of this section will
focus on the structure of the database. This structure is derived from the hierarchical
nature of the application scenarios. There are three levels in the storage hierarchy:
1) the multi-application level, 2) the KPN level and 3) the Kahn-process level. In
the multi-application level the inter-application scenarios are stored. Next, the KPN
level contains the intra-application scenarios. Finally, the Kahn-process level keeps
all the compressed event traces. As an example, Figure 3.4, provides a schematic
view of a scenario database for the multi-application workload of the MP3 and video
application that is shown in Figure 3.2.

3.2.1 Multi-application Level

A multi-application workload consists of multiple parallel applications. Each of these
applications may have multiple intra-application scenarios. As each application is in-
dependent, any of the intra-application scenarios can be coupled in order to define an
application scenario in which multiple applications are active simultaneously. Con-
sequently, the only information that is stored is which applications can be active
simultaneously.
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Figure 3.4: The structure of the database for the MP3 / Video example.
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Within the database, the inter-application scenario is defined as a list of boolean
values. A ’0’ stands for an inactive application, whereas a ’1’ is used for an active
application. The list of inter-application scenarios directly affects the number of pos-
sible application scenarios. More precisely, the list of possible application scenarios
is the Cartesian product of the intra-application scenarios of the active applica-
tions. If an application is inactive the list of intra-application scenarios only contains
the empty scenario ∅. The database that is shown in Figure 3.4 has three inter-
application scenarios: ’1 0’, ’0 1’ and ’1 1’. Inter-application scenario ’1 0’ specifies
that only the MP3 application is active, whereas in inter-application scenario ’1 1’
both the MP3 and video applications are active. Application scenarios corresponding
to the inter-application scenario ’1 0’ are {< 0, ∅ >,< 1, ∅ >,< 2, ∅ >,< 3, ∅ >}.
Similarly, the inter-application scenario ’1 1’ encodes the applications scenarios that
are the Cartesian product of the two individual sets of intra-application scenarios:
{0, 1, 2, 3} × {0, 1}.

3.2.2 Kahn Process Network Level

These intra-application scenarios are described in more detail in the Kahn Process
Network level. In contrast to the multi-application level, the Kahn Process Network
level stores a data table per individual application. For efficiency reasons, this table
does not store the event traces (this will be done in the Kahn Process Node level),
but only the valid combinations of the traces of the individual Kahn processes in the
KPN. Referring to our example in Figure 3.4, it is not valid to use trace 1 for all of
the processes in the MP3 application (’1 1 1’ is not present in the table of MP3). It
is possible, however, that all of the processes of MP3 execute trace 0 as the entry ’0
0 0’ is contained in the table at the KPN level of the MP3 application.

3.2.3 Kahn Process Node Level

The individual event traces for all the Kahn processes are stored in the Kahn pro-
cess node level. Sesame uses linear traces of sequential events as shown in Figure
3.5d. These linear, or unfolded, traces may contain a large number of events. As
a consequence, the memory requirements of the traces may be quite large. As the
scenario database will contain many of these event traces, it is undesirable to store
unfolded event traces within the database. Therefore, three memory reductions are
applied: 1) loop detection, 2) loop independent traces and 3) reuse of traces.

A first memory reduction is to fold the event traces by the detection of loops.
An unfolded event trace is an event trace that does not contain While and Wend
events, whereas a folded event trace is allowed to contain While and Wend events.
Basically, folding replaces all consecutive sequences of repeating events by a single
sequence that is enclosed by a While and Wend event.

Secondly, using a loop independent trace can reduce the memory usage of a
scenario database. Quite often an application has data dependent behavior where a
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certain loop is executed for a varying number of times depending on the input. In
this case, the unfolded event trace is different for each individual set of input data. If
the loop counters were part of the While and Wend events, the folded event traces
would have been different as well. For a loop independent trace, however, the loop
counters are stored separately from the trace. Hence, for each individual set of input
data, the same event trace can be used. Only a different loop counter is required and,
as a result, the reuse of the traces in different intra-application scenarios is improved.

Given these memory reductions, the table structure is as follows. Each of the
folded traces is stored with a unique identifier. This is the identifier that is used
within the intra-application scenario defined in the KPN layer. Next, each of the
folded traces has an associated map with a sequence of loop counters. For each of
the While events an entry is present with the number of times the loop is executed.
In case it is an outer loop this is a single value, whereas in the case of an inner loop
a list of numbers is used for each time the loop is encountered during the unfolding
of the event trace. The explicit storage of the iteration counts is required in order to
keep the balance between the number of reads and writes of different processes. In
case a process writes too few tokens on a channel, the reading process will deadlock
on reading the specific channel. Obviously, this is undesirable behavior for a scenario-
aware simulation.

Figure 3.5 contains an example of unfolding trace number 0 of the decode process
of the video application from Figure 3.4. First, Figure 3.5a shows the folded trace.
This is clearly visible by the presence of the While and Wend events. The integer
parameters of While and Wend event refer to the length of the loop, whereas the
arguments of the Write and Execute are Sesame specific. To unfold the event
trace a set of loop counters is required. In this example, the event trace is unfolded
for intra-application scenario 0 for which the set of loop counters is {{3}, {2, 2, 3}}.
When the loop counters are assigned to the While events in the event trace, the
trace in Figure 3.5b is obtained. As a first step during the unfolding the complete
trace, the outer loop is removed by replicating the loop body three times (as defined
by the loop counter). Next, the loop counters of inner loops must be split for every
individual iteration of the loop, which results in the trace shown in Figure 3.5c. Since
the trace still contains While events, the unfolding is not yet finished. There are
still three outer loops that can be unfolded. After unfolding these loops, no While
events are present anymore and the final trace is obtained (Figure 3.5d).

3.3 Scenario Detection

In the previous section, the structure of the scenario database was described. To fill
this database, scenarios must be detected within and between applications. Therefore,
we developed a method to identify application scenarios. A bottom-up approach first
identifies intra-application scenarios, after which the inter-application scenarios are
identified.



44 CHAPTER 3. MULTI-APPLICATION WORKLOAD

WHILE 5

EXECUTE 6

WHILE 2

EXECUTE 5

WRITE 9 30

WEND 2

WEND 5

QUIT

(a) Folded trace.

WHILE 5 (3)

EXECUTE 6

WHILE 2 (2, 2, 3)

EXECUTE 5

WRITE 9 30

WEND 2

WEND 5

QUIT

(b) Added loop counters.

EXECUTE 6

WHILE 2 (2)

EXECUTE 5

WRITE 9 30

WEND 2

EXECUTE 6

WHILE 2 (2)

EXECUTE 5

WRITE 9 30

WEND 2

EXECUTE 6

WHILE 2 (3)

EXECUTE 5

WRITE 9 30

WEND 2

QUIT

(c) Unfolding step 1.

EXECUTE 6

EXECUTE 5

WRITE 9 30

EXECUTE 5

WRITE 9 30

EXECUTE 6

EXECUTE 5

WRITE 9 30

EXECUTE 5

WRITE 9 30

EXECUTE 6

EXECUTE 5

WRITE 9 30

EXECUTE 5

WRITE 9 30

EXECUTE 5

WRITE 9 30

QUIT

(d) Unfolded event trace.

Figure 3.5: An illustration showing the unfolding of an event trace.

To enable scenario detection, we assume that the processes within a KPN are
periodic. That is, each application process has a structure in which it continuously
iterates a certain task. For multimedia applications (the main target of Sesame) this
behavior is quite typical. Examples are the processing of a (macro)block of pixels
or a complete frame in a video application. There may be some initialization and
termination code in an application, but this code is not allowed to emit any trace
events. Intra-application scenarios are based on a single iteration of an application.
For a video application, for example, this can be one of the multiple ways in which
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Figure 3.6: Detecting scenarios in a KPN.

a single frame can be processed. State that must be kept in-between iterations must
be explicitly communicated 1.

As stated earlier, our bottom-up scenario detection approach splits the detection
in two steps: the detection of the intra-application scenarios and the detection of the
inter-application scenarios. For the discovery of intra-application scenarios there are
multiple potential methods. In [21], three potential ways are identified: profiling,
analytical and a hybrid combination of both. In case of profiling, the real runtime
behavior is used to identify the scenarios. This approach is very sensitive to the
supplied training input data. It can be the case that a scenario is missed because
it is not encountered during the training. The analytical discovery method, on the
other hand, is capable of identifying all the scenarios.

Due to our application model, we cannot use the analytical model. An analytical
model requires the explicit modeling of input parameters in the application. A
Sesame model only requires a runnable set of processes (if there are input parameters,
they are modeled implicitly) and it only explicitly models the trace events (like
Read, Write and Execute). Therefore, the profiling method is chosen. The
profiling method conforms to the high-level paradigm of the Sesame framework that
is concerned with the early identification of promising embedded system designs.
Hence, a small fraction of missed application behaviors will probably not significantly
affect the outcome. An embedded system designer should be able to construct a
training set of training data that leads to the detection of all the significant intra-
application scenarios.

1A process send its state to itself at the end of each iteration. At the begin of the iteration it
reads in its current state



46 CHAPTER 3. MULTI-APPLICATION WORKLOAD

Figure 3.6 illustrates the procedure to identify intra-application scenarios within
a KPN. The procedure starts out with a KPN and a set of input data. This set
of input data is used to collect the events of each scenario in the application. After
loop detection, the (compressed) event traces are analyzed to determine whether or
not they should be stored as a new scenario in the resulting scenario database. The
following subsections will provide a detailed description of the individual steps during
the scenario discovery.

3.3.1 Collecting Events

As a first step in the intra-application scenario detection, the event traces of a single
iteration of an application are collected. Before even collecting a single iteration,
the boundaries of the iteration must be determined. These boundaries can both be
defined manually or automatically. In case of an automatic discovery of the boundar-
ies, however, there is a potential ambiguity for picking the iteration boundaries. For
a Sobel edge detector, for example, a single iteration can correspond to a complete
image, but it can also correspond to a macroblock of an image. When these iteration
boundaries are annotated manually, the designer can control the granularity of the
scenarios. This is important as the granularity affects the scenario database and,
thus, the outcome of the DSE.

Inserting the two special instructions StartScenario and EndScenario manu-
ally annotates an application. Each of the instructions needs to be added exactly
once. To mark the start of an iteration a StartScenario is used. For scenario
detection, StartScenario may be sufficient to automatically determine the iter-
ations, but to enable the iteration-statistics in the architectural layer a marker for
the end of the iteration is added (i.e., the EndScenario event). As the architec-
tural layer may process multiple iterations simultaneously, the point in time where
an iteration is finished does not need to coincide with the start of the next iteration.
Based on these annotations, the iteration traces of all the individual processes of the
application can be determined. For the annotated processes an iteration boundary
takes place at a StartScenario or EndScenario event. Unannotated processes,
however, are run until all of the processes are blocked on a read. In case both the
annotated and unannotated processes are halted, the iteration of the application is
finished.

Figure 3.7 shows the detailed procedure of the dispatching of events of a single
iteration with automatic iteration detection. As input, the stream of events origin-
ating from the application layer of Sesame is used. During the dispatch, events are
popped from the event trace and, potentially, added to the iteration trace. For this
purpose, three supporting states are used:

1. halted: A boolean flag for each of the process to keep the state of a process.
There are only two options: the process is halted or not.

2. All Halted: A signal that is used to determine if all processes are halted.
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Figure 3.7: A detailed view of the dispatching of events of a single process in order
to obtain the event trace of a single iteration. In this diagram ”halted” is a process
state that is readable by other processes. Similarly, ”Data” and ”All Halted” are
signals used for conditional waiting on other processes.

Its value is equal to the logical AND-operator applied to the halted flags of the
individual processes.

3. Data: Per communication channel a single signal is used to notify a blocked
reader that new data is available on the channel.

The dispatching of events depends on the type of event. Basically, there are five
cases: 1) StartScenario, 2) EndScenario, 3) Execute, 4) Read and 5) Write.
If the first event of the iteration is a StartScenario event, the StartScenario
event is ignored. Otherwise, it signals the start of the next iteration and, therefore,
the process will be halted. Similarly, the first encounter of EndScenario also halts
the process. Next, Execute events are independent of other processes and can
directly be added to the iteration trace. Read and Write processes, however, are
dependent on the process they communicate with. Write operations can always be
handled. As a side effect, the writing process will send a ”Data” signal is sent to
the, potentially halted, reading process on the channel. Read operations, on the
other hand, are blocking and, therefore, the operation must wait when the channel is
empty. In case data is present on the channel, the Read operation can be handled,
otherwise there are two options: 1) the writing process has not yet written the data
or 2) the current iteration is finished. That is why, on the unavailability of the data,
a Read operation will halt the process until data is available (there is a ”Data”
signal) or the iteration has finished (the ”All Halted” signal). Upon continuation,
the READ event will only be moved to the iteration trace if the READ is really
performed. Otherwise, all the processes are halted and the READ will be done in
the next iteration.
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Figure 3.8: The used procedure to detect loops within a trace.

3.3.2 Detecting Loops

After collecting the event traces of a single iteration, loop detection is applied on each
of the iteration traces of the individual processes. One of the merits of loop detection
is that it keeps the event traces as small as possible, which is extremely usable for the
large number of event traces that need to be stored in the scenario database. The
steps of the loop detection procedure are shown in Figure 3.8. Initially, the iterative
procedure starts with an unfolded trace (a trace without While and Wend events)
and, eventually, it produces a folded trace. An illustration of the folding procedure
can be seen in Figure 3.5. This earlier example showed how a trace is unfolded, but,
as folding is the reverse procedure of unfolding, Figure 3.5d-3.5a shows how a trace
is folded. In the following paragraphs the five steps are elaborated:

I: Detecting Tandem Repeats

For loop detection, a simplistic linear search for a contiguous sequence of repeated
events is infeasible. Therefore, the loop detection uses the technique of Stoye et al.
[70] that exploits a suffix tree to detect branching tandem repeats. Within a suffix
tree the possible suffices of an event trace are compactly stored. An example of such
a suffix tree is shown in Figure 3.9. Each of the leaves of the suffix tree corresponds
to a single suffix. By using internal nodes to merge identical parts of suffices, less
storage is required for the suffix tree. Each suffix tree is based on an event trace S
where i-th event can be addressed using S[i]. Subtraces from event i to j can also
be extracted using S[i..j]. The leaf K in the suffix tree of Figure 3.9, for example,
corresponds to the suffix S[3..6] that starts at event S[3] (Write 20).

The procedure of Stoye at al. [70] detects branching tandem repeats based on
the structure of the suffix tree. A tandem repeat is special class of a tandem array.
Tandem arrays are repetitions of a certain substring and they can be described as
S[i..j] = (αw)k. In this case, α is a single event, whereas w is a subtrace of zero
or more events. When S[j + 1] does not equal α, the tandem array is branching.
Finally, k is the number of repetitions. For tandem repeats k equals two.

A first step in the detection of tandem repeats is the labeling the nodes in the
suffix tree. Initially, each leaf gets the number of the first event of the suffix it
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6: QUIT

Figure 3.9: An example for a suffix tree for the event trace shown in the top-left
corner of the image. Each leaf (D, E, G-K) encodes one of the suffixes of the word.
This tree can be used to detect the loop that starts at event 2 (the events Execute
0; Write 2).

encodes. Within Figure 3.9 the leaf K gets number 3 as that leaf encodes the suffix
starting at index 3. Similarly, leaf J gets number 1. Next, the label of an internal
node is the merge of the labels of its children. Node F gets label 1, 3, the merge of
the labels of leaf J and K. Similarly, the node B gets label 1, 3, 5, the merge of the
label 1, 3 of node F and the label 5 of leaf G.

Secondly, the detection of tandem repeats is continued by identifying the branch-
ing tandem repeats. This is done by a pre-order tree traversal of the internal nodes.
Each internal node is tagged with the length of the common prefix. Node F , for
example, has a common prefix of length three and node C has a common prefix of
length two. During the tree traversal, it is verified if the common prefix is a tandem
that is repeated within the trace. Due to the structure of the suffix tree, the common
substring is only part of a tandem repeat when there are two indices in the label that
differ by the length of the common substring (i.e., the tandem). Therefore, node F
does not contain a tandem repeat (the difference between label 1 and 3 is not equal
to the length of the common prefix: three). The node C, on the other hand, has
a tandem repeat: label 2 and 4 differ 2 events, which is exactly the length of the
common prefix. As S[2..5] is a tandem repeat, the event trace in Figure 3.9 has a
loop starting at index 2 of two events that are repeated twice (Execute 0; Write
2).

As loop detection is done iteratively, the compared events do not only involve
Read, Write and Execute events, but also While and Wend events may be
encountered. These While and Wend are equal if and only if the length of the loop
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WHILE 1 (3)

=============

READ 3 30

WEND 1

WHILE 1 (2)

EXECUTE 6

-------------

READ 3 30

WEND 1

WHILE 1 (4)

EXECUTE 6

=============

EXECUTE 5

WEND 1

QUIT

(a) The event trace with the invalid tan-
dem repeat between the ’=’ line.

WHILE 1 (3)

=================

WHILE 3 (2)

READ 3 30

WEND 1

WHILE 1 (...)

EXECUTE 6

WEND 3

=================

EXECUTE 5

WEND 1

QUIT

(b) The inconsistent trace after folding of
the invalid tandem repeat.

Figure 3.10: The consequence of folding of an invalid tandem repeat.

is the same. As loop counters are stored separately, the number of times the loop is
iterated is irrelevant.

II: Removing Invalid Tandem Repeats

Although While and Wend events do not significantly complicate the comparison
of events, their introduction may lead to the detection of invalid tandem repeats.
Intrinsically, the loops in the event trace are a subgroup of events within the trace.
Hence, a valid tandem repeat must contain the complete subgroup events. Therefore,
if a While event is contained in the tandem repeat, the corresponding Wend event
must also be part of the tandem repeat. Similarly, a Wend event in the tandem
repeat must be matched by the corresponding While event.

As illustrated in Figure 3.10, a violation of the complete containment of the loop
body within a tandem repeat may lead to an invalid folded trace. In Figure 3.10a, an
invalid tandem repeat is shown that does not completely contains the loop bodies.
If this tandem repeat would be used to fold the trace with this newly detected loop,
the trace in Figure 3.10b would be obtained. This trace is clearly inconsistent with
the unfolded one.

To efficiently verify if the complete loop body is contained within the tandem
repeat, a so-called event depth is introduced that describes in how many loops the
event is contained. An event that is not in a loop has depth of zero. Similarly, an
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event within the first inner loop (like the Execute 5 event in Figure 3.5a) has depth
of two. If the first and last events of a tandem repeat both have a depth of zero
the tandem repeat is valid. If the depth of the first and last events is unequal, on
the other hand, the tandem repeat is invalid. In the case that both of the depths
are equal and nonzero the tandem repeat must be analyzed in more detail. The
repeat is scanned for While and Wend events and, in case one of those events is
encountered, it is checked if the corresponding Wend or While event is also present
in the tandem repeat. This analysis is the sole reason for the use of Wend events
for defining loop bodies. Without the use of Wend events the whole trace must
be analyzed in order to find out if all the loop bodies within the tandem repeat are
complete.

III: Extending to Tandem Arrays

For using the branching tandem repeats to remove the loops, the tandem repeats are
extended to tandem arrays. Since the tandem repeat is branching (i.e., a different
event is found in the forward direction), the only required step to achieve this is to
potentially extend the tandem in the backward direction using the created suffix tree.
As an example, take the suffix tree in Figure 3.9. It has a branching tandem repeat
that starts at event 2 that is shown in node C. To extend this branching tandem
repeat to a tandem array, there is iteratively checked if the repeating pattern is also
present in front of the current tandem array. In case node C can be extended with
an additional tandem, node C should also contain event 0 (which is 2 minus the
length of the tandem). As this is not the case, the branching tandem repeat in node
C cannot be extended and the resulting tandem array has a size of two.

IV: Getting Longest Tandem Array

At this point in the procedure, we have a list of tandem arrays that can potentially
be removed. However, as these tandem arrays may overlap, not all of the tandem
arrays can be used for loop compression. Thus, the tandem arrays must be handled
one by one. Different approaches can be used to determine the ordering of tandem
removal. Potentially, the ordering may even affect the size of the folded trace. In
our case, we have chosen for a greedy approach where the largest tandem array is
removed first. The score of a tandem array is based on the number of occurrences,
which do not necessarily need to be consecutive. In the example of Figure 3.5d,
two tandem arrays are present: 1) ”Execute 5; Write 9 30” and 2) ”Execute 6;
Execute 5; Write 9 30; Execute 5; Write 9 30”. The first tandem array starts
at the trace index 1, 6 (with k = 2) and 11 (with k = 3). Consequently, the total
number of occurrences is 2 ∗ 2 + 3 = 7. Next, the second tandem array is only used
once (starting at event 0) and has three occurrences.

Since only one tandem array is selected at the time, the loop detection proced-
ure, which is shown in Figure 3.8, involves multiple iterations until all tandems are
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removed. For our example in Figure 3.5, the second iteration (Figure 3.5c) is also the
last iteration. Additionally, this example shows how the ordering can affect the size
of the folded trace. In case the second tandem array is removed in the first iteration,
the inner loops would not be detected and the folded trace would have contained ten
events instead of eight events.

V: Inserting Loop

After identifying the tandem array that is going to be compressed, a loop must be
created within the folded event trace. First, the events of the tandem array are
removed and replaced by a single iteration of the tandem. This tandem is enclosed
by a While and a Wend event that is parameterized using the length of the tandem.
Secondly, the loop counters are generated. The loop counter of the newly generated
loop will be a list containing a single number: the number of occurrences of the
tandem. As loop detection may involve multiple iterations, the generated loop body
may contain inner loops. In this case, the loop counters of the inner loops need to
be updated by concatenating all the individual loop counters.

As an example, in the trace of Figure 3.5 two loops are inserted. In the first
iteration (Figure 3.5d), the tandem array ”Execute 5; Write 9 30” at indices 1, 6
and 11 is removed. Since there are no inner loops, the loop generation is trivial:
the tandem arrays are replaced by ”While 2; Execute 5; Write 9 30; Wend
2”. For the tandem arrays at index 1 and 6 the loop counter is {2}, whereas the
tandem array at index 11 is replaced by a loop with a loop counter of {3}. During
the second iteration (Figure 3.5c), the tandem ”Execute 6; While 2; Execute 5;
Write 9 30; Wend 2” is compressed. Except for the presence of inner loops, the
approach is in this case exactly the same as in the first iteration. To generate the
loop counter of the inner loop, however, the individual loop counters {2}, {2} and
{3} are concatenated to {2, 2, 3}. In the third iteration (Figure 3.5b) there are no
tandem repeats in the folded trace anymore and, therefore, the compression of the
folded trace has been completed.

3.3.3 Identifying Scenarios

The scenario identification procedure, which is illustrated in Figure 3.6, concludes
the identification of the intra-application scenarios using the folded event traces that
were obtained in the previous steps. This identification procedure has two parts:
an individual part and a collective part. In the individual part it is analyzed if the
behavior of the individual process is new, whereas the collective part determines
whether or not a new operation mode of the application has been found. In case
any of the individual processes shows some new behavior, a new operation mode is
present.

At first, the individual part of the identification procedure fills the Kahn process
node level (see Section 3.2.3) of the scenario database that contains the individual



EXPERIMENTS 53

event traces of the Kahn processes. During this first step of the identification, the
event trace will only be added to the database if it shows some new behavior. New
behavior is found if the folded event trace and / or the set of loop counters belonging
the event trace are not yet present in the scenario database.

Secondly, the collective identification will determine whether or not a new intra-
application scenario is present. This is the case if and only if at least one of the
individual processes has observed new behavior (i.e., a new event trace and / or
a new set of loop counters). For this reason, the collective identification can only
start if all the processes have determined whether or not there is new local behavior.
These observations are combined (as the OR port in Figure 3.6 illustrates) and in
the case of a new intra-application scenario (i.e., operation mode), all the process
nodes must store the loop counters of the current event traces. This loop counter
will be addressed using the identifier of the newly created intra-application scenario.

3.3.4 Inter-application Scenarios

After automatically identifying the intra-application scenarios of the individual ap-
plications, only a partial scenario database is obtained. With the intra-application
scenarios the behavior within the applications is determined and not the behavior
between them. The identification of the inter-application scenarios is done separately
from the intra-application scenarios and, therefore, the intra-application scenarios
can be reused for different projects. In contrast to the intra-application scenarios,
however, the generation of the inter-application scenarios is a manual procedure.

Basically, the embedded system designer selects the set of applications from the
application library that will be used for the current MPSoC design. As the intra-
application scenarios are precalculated, the designer only needs to specify which
inter-application scenarios can actually occur. Potentially, the inter-application scen-
ario could also be detected from a training workload, but as the designer creates the
training workload the designer would in this case also manually define the applic-
ations that can run concurrently. Therefore, manual definition of inter-application
scenarios is done.

3.4 Experiments

An important aspect of the scenario database is the compact storage of the ap-
plication scenarios. In this section, we present several experiments to evaluate the
effectiveness of the scenario database. This effectiveness is evaluated by comparing
the storage size of the plain traces and the storage size of the scenario database. The
second experiment will illustrate the dynamism within a single application and its
effect on the DSE.

For the first experiment four applications are used: 1) a Motion JPEG (MJPEG)
encoder, 2) a Simple Profile MPEG4 decoder (taken from [73]), 3) an MP3 decoder
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Figure 3.11: The MJPEG encoder with quality control that is used for our experi-
ments

and 4) Sobel edge detector. In the second experiment only the MJPEG encoder is
used. The following subsections will describe both experiments.

3.4.1 Storage Efficiency

In this experiment, we will analyze the storage efficiency of the scenario database.
As the system designer manually defines the inter-application scenarios, we will focus
on the intra-application scenarios that are detected and stored automatically. Before
any intra-application scenario can be detected, the grain size of the intra-application
scenarios must be defined. For the MJPEG encoder, the MPEG4 decoder and the
Sobel edge detector the grain size is defined at the granularity of a complete image.
This means, for example, that for the MJPEG encoder a single intra-application
scenario corresponds to the compression of a single raw image. For the MP3 applica-
tion, however, two different granularities are used for the intra-application scenarios:
the coarse grained scenarios are detected on a second of played music, whereas the
fine-grained detection considers a single sound sample as an iteration.

Figure 3.12a shows the number of detected intra-application scenarios per ap-
plication. The MJPEG encoder, as shown in Figure 3.11, is equipped with quality
control and it has 11 detected scenarios for the 11 images that are used in the training
workload. Although for each of the images a different intra-application scenario is
obtained, four different behaviors can be observed when the varying behavior of the
highly dynamic VLE (variable length encoding) is discarded. One of the dynamic
behaviors is the situation that the image is directly encoded. In the other cases
the quality control updates some of the parameters (e.g., Huffman tables and / or
quantization tables) that are used for the image encoding. The Sobel application,
on the other hand, has static behavior where, irrespective of the input, the same
intra-application scenario occurs.

When changing the granularity of scenario detection, the effect on the number
of scenarios is unpredictable. In our experiment, a fine-grained detection (a single
iteration corresponds to a single sound sample) of the scenarios in the MP3 applic-
ation results in three detected intra-application scenarios, whereas a coarse-grained
detection (a single iteration corresponds to a second of music which are multiple
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Figure 3.12: A series of experiments to show the efficiency of the scenario database
with four different applications. For one of the applications the scenarios are detected
with a fine grained and a coarse grained granularity.
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sound samples) results into two scenarios. The two scenarios in the fine-grained de-
tection can be clearly be identified as the building blocks of the three scenarios that
are detected with a coarse-grained detection. Nonetheless, it is not necessarily the
case that a finer granularity results in lower number of detected scenarios. As an
example, more fine-grained detection granularity may reveal different phases within
an iteration of a program.

The Scenario Database Storage Gain

To analyze the efficiency of the scenario database, the intra-application scenarios are
stored in three different ways: 1) Plain, 2) Database and 3) Database + Loops. The
plain technique stores the set of event traces (one event trace per process) for each
individual intra-application scenario separately. Our proposed scenario database
tries to significantly reduce the amount of storage by storing the intra-application
scenarios into a single database. In this way, storing duplicate event traces for the
same process is circumvented. Finally, additional loop detection not only compresses
the event traces, but it also separates some of the data dependent behavior from
the event traces. The compression, as applied by the scenario database and the
loop detection, is lossless. Hence, the event traces that are used during scenario-
aware simulation are exactly the same as the event traces in the original application
workload.

The graph in Figure 3.12b shows the difference in storage requirements for the
three techniques. For illustration purposes, we divide the absolute storage size with
the storage size of the plain traces to normalize the storage size. Consequently, the
lower the normalized size is, the better. As our experiment shows, a scenario database
without loop detection can already significantly reduces the storage requirements: for
the MJPEG encoder and the MPEG4 decoder the storage is reduced by 16%. In
case of the MJPEG encoder, this means that 21.8MB is required instead of 25.8MB.
In contrast to the dynamic image compression workload of the MJPEG and MPEG4
applications, the behavior of the Sobel application is static. As a result, there is only
a single intra-application scenario and the scenario database does not provide any
storage benefits. Due to the overhead of the scenario database, the storage require-
ments are even 0.1% larger. This difference between the static Sobel application and
the dynamic MJPEG application clearly illustrates the storage benefit of the scenario
database. The storage reductions of the scenario database are achieved due to the
fact that the scenario database avoids the separate storing of the traces from all the
individual frames. If the traces of multiple frames are equal within a process, then
only a single trace is stored. As a result, the storage requirements decrease in case
there is recurring behavior in the different intra-application scenarios. In contrast to
the other applications, the Sobel application has a single intra-application scenario
and, therefore, it lacks recurring behavior between different intra-application scen-
arios. Similarly, this explains the difference between the fine grained MP3 and the
coarse grained MP3. The fine grained MP3 has more intra-application scenarios and,
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therefore, has more recurring behavior (44% reduction versus 23%).

Another compression technique is the loop detection. The gain of the loop detec-
tion is twofold. Not only the traces of the individual frames become smaller, but the
separate loop counters also expose more recurrent behavior for the event traces of
the individual processes. When loop detection is enabled, the storage requirements
are reduced by 98.6% for M-JPEG (only 358KB instead of 25.8MB) and 99.9% for
MPEG4. Both the static Sobel application and MP3-Coarse is able to gain 94%
with respect to storage requirements. Although the Sobel application has a static
behavior, it contains a significant number of loops that can be compressed. The
more fine grained MP3-Fine does not benefit from the storage gain loop detection.
Where MP3-Coarse has a loop that repeatedly decodes a sample, the unit of work
of MP3-Fine is a single sample without any loops

The Effect of GZip on our Storage Gains

One can conclude that our proposed scenario database compactly stores the intra-
application scenarios. However, there are other common techniques to compress
generic data such as the GZip algorithm. To compare the generic compression of GZip
with a domain specific compression like our scenario database, we have investigated
the effect of GZip on the gain in storage of the event traces. For this purpose, our
previous experiment is extended with a compression of the stored intra-application
scenarios into GZipped tar archive. The results are shown in Figure 3.12c. Generally,
the GZipped traces are slightly smaller than the traces compressed with our own
compression technique. The only exception is the MPEG4 application. For this
application, the size of the GZipped plain traces is reduced to 0.3%, whereas for the
(uncompressed) scenario database with loop detection is 0.1%. For the applications
with the most dynamic behavior, the GZipped database is still smaller than the
GZipped plain traces. Similarly, the loop detection still has a storage benefit. This is
purely because of the recurrent behavior over the different intra-application scenarios.
The scenario database utilizes this by storing less traces, and, due to the separation
of loop counters, the loop detection results in even more recurrent behavior. These
results indicate that the scenario database is an efficient way of storing a sequence
of related traces, as multimedia applications typically contain many loops.

The compression of the individual traces due to loop detection, on the other hand,
does not provide a storage benefit when the traces are compressed using GZip. This
is illustrated by the Sobel application. In the previous experiment (Figure 3.12b), we
observed that the Sobel application only benefits from loop detection and not from
the scenario database. Hence, no recurrent behavior is present. As a consequence,
the same number of event traces are compressed for the scenario database with /
without loop detection and the plain traces. Since GZip also exploits repetitions
during the compression, the resulting storage sizes are similar for all the techniques.

To conclude, a higher amount of dynamism in the workload results in a higher
compression of our scenario database. The best example is the MPEG4 application
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Figure 3.13: An illustration of the dynamism of different scenarios. For three
different mappings the fitness of each individual scenario is shown.

from which the unzipped scenario database with loop detection is even smaller than
the GZipped traces. Additionally, the benefit of our unzipped scenario database
is that the traces can directly be read from disk. GZipped traces, however, need
to be unzipped before they can be used. This involves an additional latency and
requires additional storage during decompression. The additional latency of GZip-
ping is especially a problem given the fact that our system-level simulations need to
be extremely fast, where each simulation typically takes less than a second. Loop
detection also involves overhead, but this detection is just a one-time effort during
the creation of the scenario database. While reading events from the scenario data-
base, no additional storage or computing time is required. Therefore, the one-time
overhead of the loop detection is fully compensated by the gain in storage reduction.

3.4.2 Dynamism

The previous experiment addressed the dynamism of the workload of the intra-
application scenarios of the individual applications. Up to now this dynamism was
only discussed, but not shown. For this purpose, this experiment shows the dynam-
ism of the MJPEG application.

One of the ways to observe the dynamism inside an application is to analyze
the non-functional requirements of its different intra-application scenarios. In order
to obtain the non-functional properties, an architecture is required and a mapping
from the application onto the architecture. In principal, any architecture can be
chosen to illustrate the dynamism of the MJPEG application. For this experiment,
we have chosen to use a bus-based architecture with four processors and a single
shared memory (somewhat similar to the architecture in Figure 2.2, but with four
instead of two processors).
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Non-Functional Difference of Intra-Application Scenarios

First, we have randomly picked three mappings of the MJPEG application on our
bus-based architecture. For each of these mappings, we used Sesame to determine
the execution time and power usage for each individual intra-application scenario.
The resulting fitness values of these mappings are shown in Figure 3.13, where the
horizontal and vertical axis refer to time and power consumption, respectively. These
values are only used to compare different mappings and intra-application scenarios.
Therefore, they do not have a unit. Within this graph, the letters A-C are the
different mappings, whereas 0-10 are the different intra-application scenarios of the
MJPEG application.

Irrespective of the mapping, scenario 7 is the intra-application scenario that con-
sumes the least amount of power. In contrast to the low power solution, the scenario
with the highest power consumption depends on the mapping. For mapping A and
C, scenario 0 has the highest power consumption. In case of mapping B, however,
scenario 3 has the highest power consumption. To explain this behavior, both scen-
arios and the mappings must be analyzed. At first, scenario 3 describes the decoding
a frame that has a much higher compression ratio than scenario 0. As a consequence,
scenario 3 requires less communication than scenario 0. Secondly, for mapping B the
shared bus is fully utilized. In case of mapping A and C, on the other hand, there is
still some capacity left on the shared bus. As a result, the reduction in communic-
ation between scenario 0 and 3 has a more significant effect on the execution time
of mapping B than it has on mapping A and C. Although the consumed energy for
scenario 3 is lower than the consumed energy for scenario 0 for all of the three map-
pings, the larger difference in execution time results in higher power consumption for
mapping B.

Figure 3.13 also shows other interesting behavior with respect to scenario 6. Take,
for example, scenario 6 that has for mapping A and mapping B the same fitness as
scenario 7. For mapping C, however, the execution time of scenario 6 is much lower
than scenario 7. Without going into details, scenario 6 would lead to the conclusion
that mapping C consumes more power than mapping A. This conclusion contrasts
with the conclusion that can be drawn from the comparing the power consumption
using the other scenarios (i.e., the power consumption of mapping C is lower than
mapping A). In a sense, scenario 6 gives a deceiving view of the relation between the
different mappings. As we will further elaborate in the next experiment, this makes
the identification of the Pareto front uncertain.

The Relation between Mappings

In the previous experiment, we discussed the unexpected non-functional behavior of
the different intra-application scenarios. The problem of the unexpected behavior
is that it complicates the comparison of different mappings. As discussed earlier,
we use the Pareto dominance relation in order to compare different mappings. The
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Scenario A ... B A ... C B ... C Front

0 || > > C
1 || > || B, C
2 || > || B, C
3 ≤ > > C
4 || > > C
5 || > > C
6 || || || A, B, C
7 || > > C
8 || > || B, C
9 || > || B, C
10 || > > C

Table 3.1: The Pareto dominance relations comparing the mappings from Figure
3.13 for each individual scenario. The symbol || stands for incomparable fitness
values.

potential dominance relations between the mappings of the experiment illustrated in
Figure 3.13 are listed in Table 3.1. In the three columns in the middle of the list the
unique mapping comparisons are shown: mapping A versus B, mapping A versus C
and mapping B versus C. Next, for each individual intra-application scenario, the
fitness value for the different mappings are compared. In this way, three different
types of relations are obtained: 1) A mapping is equal to or fully dominates the
other mapping (≤), 2) A mapping is dominated by another mapping (>) and 3)
the mappings are not comparable using the Pareto dominance relation (||). Finally,
the last column shows the Pareto front based on the fitness values of the specific
intra-application scenario.

As a first observation, one can see that none of the relations the scenarios fully
agree on the type of the relation. For the first two relations (where mapping A
is compared with mapping B and C) only one scenario differs with respect to the
relation type. In case of the comparison between mapping A and mapping B, the
fitness values for most of the scenarios determine that mapping A is incomparable
with mapping B. Only the fitness values of scenario 3 leads to a different conclusion:
mapping A dominates mapping B. Similarly, mapping C dominates mapping A for
most of the intra-application scenarios. Only the fitness values of scenario 6 are
incomparable for mappings A and C.

The problem arises with the relation between mappingB and mapping C. Judging
on 6 out of the 11 scenarios, mapping B is better than mapping C. The other 5 scen-
arios, however, lead to the conclusion that mapping B is incomparable with mapping
C. These kinds of uncertainties complicate the scenario-aware DSE. The DSE ends
up with a Pareto front, but not all the intra-application scenarios agree on what the
Pareto front should be. In the example of Table 3.1, three different Pareto fronts are
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Three out of eleven scenarios deviate
Four out of eleven scenarios deviate
Five out of eleven scenarios deviate

Distribution of the Uncertainty in Determining the
Type of Pareto Dominance between Two Mappings

Figure 3.14: The uncertainty when determining the relation type between different
mappings based on all the intra-application scenarios of MJPEG.

observed, from which the front with only mapping C is the most common.

Based on the most common Pareto front with only mapping C, one could conclude
that the set {0, 3, 4, 5, 7, 10} of intra-application scenarios is representative for the
MJPEG application. This representativeness, however, is completely dependent on
which mappings are evaluated. In case only mappings A and B would have been
taken into account, intra-application scenario 3 would have been interpreted as an
unrepresentative scenario. If this scenario 3 is excluded for the comparison between
mapping B and mapping C, there is no majority anymore for one of the Pareto
dominance relation types.

The experiment of Table 3.1 only uses three random mappings. As a result, it
does not quantify the amount of uncertainty and how often this occurs. To quantify
the uncertainty we randomly generated 5000 mappings. These mappings are evalu-
ated for all the 11 different scenarios of the MJPEG application. The 5000 mappings
correspond to approximately 2.5 million unique mapping relations. For each of these
relations, the relation type for each of the individual scenarios is compared (e.g.,
dominating, dominated or incomparable). In this way, the relation type of the ma-
jority of the scenarios can be obtained and the number of scenarios that deviate from
the majority. The results of this experiment are shown in Figure 3.14.

Uncertainty about the relation between the mappings is correlated with the aver-
age Euclidean distance between the fitness values of the different mappings. There-
fore, Table 3.2 shows the average distance between the mappings given a specific
uncertainty. At first, in 58 percent of the mapping relations the scenarios unanim-
ously determine the relation type. Not surprisingly, the average Euclidean distance
for these mapping relations is significantly larger than the other degrees of uncer-
tainty (Table 3.2). The closer the fitness values of the mappings are, the more
uncertainty. In not less than 13 percent of the mapping relations the fitness values
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Uncertainty Average Euclidean Distance

Unanimous 0.063398
Only one scenario deviates 0.000233

Two scenarios deviate 0.000098
Three out of eleven scenarios deviate 0.000086
Four out of eleven scenarios deviate 0.001616
Five out of eleven scenarios deviate 0.000028

Table 3.2: The average Euclidean distance between the mappings that are compared
grouped with respect to the number of intra-application scenarios that predict a dif-
ferent type of dominance relation between the compared mappings than the majority.

of four out of the eleven scenarios deviate for the majority. Even worse, in 4 percent
of the mapping relations there is hardly a majority as five out of the eleven scenarios
predict a different relation than the other six scenarios.

From this experiment, we can conclude that the mapping comparison is not trivial
when multiple application scenarios are taken into account during the DSE. This
uncertainty only becomes larger when multiple applications are taken into account.
When a subset of scenarios is used to evaluate the mappings of a dynamic multi-
application workload it is absolutely not sure if the decisions that are taken are the
decisions of the majority of all the scenarios. Therefore, it is absolute crucial that
such a subset is representative. To complicate matters even more, the experiment
of Figure 3.1 shows that the representativeness of a scenarios also can change with
respect to different mappings. To address this the next chapter will address the
automatic search for a representative subset of scenarios.

3.5 Related Work

The main contribution of this chapter is the description of the application scenarios
and the approach that is used to detect these application scenarios. A few approaches
for application scenario detection have been proposed before, both statically [23] and
based on profiling of applications [22], like the technique that is discussed in this
chapter. Both of these approaches use system scenarios. The main difference of
system scenarios and application scenarios is that the system scenarios also take the
non-functional requirements into account. Therefore, our application scenarios can
only be seen as a system scenario in case they are combined with a single mapping.
In [22], first the program variables are determined after which the execution time of
different parameter instances is used to identify groups of parameter settings that
can be seen as a single scenario. This profiling technique is not applicable in our
case, as the non-functional properties like execution time are not known yet. On top
of that, the Sesame model does not have a notion of variables.

Most of the approaches that model a multi-application workload for embedded
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systems only take the inter-application scenarios into account. This can either by us-
ing use-case scenarios [48, 55] or using multimode multimedia terminals [50, 26, 39].
The most important property of multimode multimedia terminal is that the embed-
ded system has multiple modes; the user specifically selects the current mode, where
a mode describes which tasks are active. None of the aforementioned approaches
take the dynamism within applications into account.

The dynamism within the applications and between the different applications is
growing. To store this large amount of dynamism, the application scenarios must
be stored as efficient as possible. For this purpose, our scenario database applies
event trace compression. In the domain of trace-driven micro-architecture simulation,
trace compression techniques are widely studied (e.g., [44, 35]). The efforts in this
domain also include loop detection techniques [14]. However, the traces from these
simulations typically consist of machine instructions or memory references, instead
of high-level application events like in our case.

3.6 Conclusion

Application scenarios describe the dynamic workloads of modern embedded sys-
tems. The growing dynamism in a workload of embedded systems is twofold: inter-
application scenarios describe which applications are active simultaneously, whereas
intra-application scenarios describe the dynamism within applications. A first step
when working with application scenarios is to identify them. The identification
is partly automatic and partly manual. Intra-application scenarios are detected
automatically using a profiling method, whereas the inter-application scenarios are
defined manually. To store the identified application scenarios a scenario database is
used to compactly store the event traces of all the processes in the multi-application
workload. For this purpose, the event traces are compressed by removing recurrent
behavior and to apply loop detection. Experiments showed the efficiency of the scen-
ario database that was between the 0.1% and the 6.6% of the size required by the
uncompressed event traces.

In this chapter, we have also showed the dynamism of the MJPEG application by
comparing the non-functional properties (like execution time and power). Clearly, the
execution time and power differs per mapping, but this variance is also unpredictable.
As a result, comparing two mappings is non-trivial. The fitness corresponding to
different intra-application scenarios may lead to different conclusions with respect to
the Pareto dominance relation.

The next chapter will discuss the modified DSE procedure that takes into ac-
count uncertainty with respect to the Pareto dominance relation for different intra-
application scenarios. Such a DSE will obtain a representative subset that is capable
of correctly predicting the Pareto dominance relation between different mappings.


